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Abstract

Performing detailed simulations of plasma kinetic diffusion is a challenging
task and currently requires the largest computational facilities in the world.
The reason for this is that, the physics in a confined heated plasma occur
on a broad range of temporal and spatial scales. It is therefore of interest
to improve the computational algorithms together with the development of
more powerful computational resources. Kinetic diffusion processes in plas-
mas are commonly simulated with the Monte Carlo method, where a discrete
set of particles are sampled from a distribution function and advanced in a
Lagrangian frame according to a set of stochastic differential equations. The
Monte Carlo method introduces computational error in the form of statistical
random noise produced by a finite number of particles (or markers) N and the
error scales as αN−β where β = 1/2 for the standard Monte Carlo method.
This requires a large number of simulated particles in order to obtain a suf-
ficiently low numerical noise level. Therefore it is essential to use techniques
that reduce the numerical noise. Such methods are commonly called variance
reduction methods. In this thesis, we have developed new variance reduc-
tion methods with application to plasma kinetic diffusion. The methods are
suitable for simulation of RF-heating and transport, but are not limited to
these types of problems. We have derived a novel variance reduction method
that minimizes the number of required particles from an optimization model.
This implicitly reduces the variance when calculating the expected value of
the distribution, since for a fixed error the optimization model ensures that
a minimal number of particles are needed. Techniques that reduce the noise
by improving the order of convergence, β have also been considered. Two
different methods have been tested on a neutral beam injection scenario. The
methods are the scrambled Brownian bridge method and a method here called
the sorting and mixing method of Lécot and Khettabi [1999]. Both methods
converge faster than the standard Monte Carlo method for modest number
of time steps, but fail to converge correctly for large number of time steps, a
range required for detailed plasma kinetic simulations. Different techniques
are discussed that have the potential of improving the convergence to this
range of time steps.
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fusion group, led by Prof. Göran Ericsson, for providing an office in Uppsala. I
really appreciate your hospitality. My thanks go to my fellow PhD colleagues (too
many of you to mention) for contributing to the friendly atmosphere at the lab.

Finally, I would like to thank my wife Jeanette for your everyday support and
our children Alma (5 years) and Lisa (2 years), who enriches our life so much.
Jeanette, you fill my life with joy and happiness, ever since the day we first met!

For with you is the fountain of
life; in your light do we see light.

Psalm 36:9

v





List of papers

This thesis is based on the work presented in the following papers.
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Every error is caused by
emotions and education (implicit
and explicit); intellect by itself
(not disturbed by anything
outside) could not err. ;-)

Kurt Gödel

Chapter 1

Introduction

One of the greatest challenges on the road to a working fusion power plant is
the scientific understanding of the physical processes involved in a thermonuclear
magnetically confined plasma. The physics in a confined heated plasma occur on
a broad range of temporal and spatial scales. The range of the spatial scales is
from the electron gyroradius with length scale 10−6m to the size of the confinement
device of the order 101m. The temporal scales are even more extreme with a range
from the electron gyroperiod, 10−10s to the plasma pulse length 105s, Tang [2002].
Present day simulation codes can resolve only some of these scales. Nevertheless
they still require the largest high performance computing (HPC) resources available
in the world. The current goal of the European Commission is to reach exa-scale
computing (1018 floating point operations per second), before 2020, EC [2012].
This will enable more detailed simulations of the plasma kinetic processes, but
is far from sufficient for simulation of first principles. It is therefore of interest
to improve the computational algorithms together with the development of more
powerful computational resources.

Kinetic diffusion processes in plasmas are commonly simulated with the Monte
Carlo method, where a discrete set of particles are sampled from a distribution func-
tion and advanced in a Lagrangian frame according to a set of stochastic differential
equations. The Monte Carlo method introduces computational error in the form of
statistical random noise produced by a finite number of particles (or markers) N
and the error scales as αN−β where β = 1/2 for the standard Monte Carlo method.
This requires a large number of simulated particles in order to obtain a sufficiently
low numerical noise level. Therefore it is essential to use techniques that reduce the
numerical noise. These methods are commonly called variance reduction methods,
which is the topic of this thesis.
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1. INTRODUCTION

1.1 The diffusion process

The diffusion process is the most common process in our universe, and describes the
time evolution of the density of some quantity. It can be found on microscopic scales
as the Schrödinger equation to macroscopic scales for modeling galactic collisions.
The most prominent property of the diffusion process is that it increases entropy.
This property makes the process irreversible. The inverse problem of finding the
initial state given a final time is ill posed, which means that the backward solution
only exists for a short time even though the forward ( in time ) equation has a
simple solution. The diffusion equation comes in many different forms and faces.
The simplest form is given by,

∂

∂τ
P (y, τ) = B

∂2

∂y2
P (y, τ) P : (y, τ) ∈ R× [t0, T ] 7→ R (1.1)

where P describe a density in one-dimensional space and where B is a constant.
The solution is given by the convolution of the initial condition P (y, t0) = f(y) and
the Gaussian kernel,

P (y, τ) =
1

(4πBτ)1/2

∫

R

exp

(

− (y − z)2

4Bτ

)

f(z)dz, y ∈ R, τ > 0

Diffusion processes are related to random processes called Brownian motion, named
after R. Brown who in 1827 observed that motion of pollen particles in water was
very irregular. Even though each (pollen) particle motion is irregular, the collective
motion can be described by a deterministic diffusion equation. This is one of the
most intricate feature of diffusion processes, that random processes are linked to
deterministic equations.

Many processes in plasmas have a diffusive character e.g. heat transport and
Coulomb collisions. The Coulomb collision process describes collisions between
charged particles and is very different from collisions in neutral gases. Coulomb
collisions are dominated by small angle, long range collision in contrast to large an-
gle, binary collision in neutral gases. The collective behavior of Coulomb collisions
can be described by a diffusion equation in velocity with inhomogeneous coeffi-
cients. These coefficients are derived from a microscopic treatment of the collision
process.
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The simplest configuration one can imagine for studying Coulomb collisions is
the two-body problem, illustrated in figure 1.1. Here the particle Z1 is moving
with velocity v1 in the inertial reference frame of Z2. The distance b between the
particles in the figure 1.1 is called the impact parameter. The asymptotic angle is

Figure 1.1: Coulomb collision between two particles, Z1,Z2 in the inertial frame of
Z2.

given by,

θ = 2 arctan

(
Z1Z2e

2

4πǫ0Mv21b

)

, (1.2)

where M = m1m2/(m1 + m2) is the reduced mass. The classical cross-section
for neutral particles, defined by σ = πb2, give information on the likelihood of a
collision. Since the Coulomb force is long range, there is no simple definition of a
corresponding impact factor. The standard procedure is to define a corresponding
”binary” collision if the scattering angle of v is 90◦ or more. The minimal impact
parameter for Coulomb collisions bmin, is derived from the change in momentum of
the colliding particle at a large distance b, Helander and Sigmar [2002]. From the
minimum impact parameter we can define the so called Coulomb logarithm logΛ ≡
log(λD/bmin) where λD is the Debye length, Spitzer [1962]. The Coulomb logarithm
is typically of the order 10− 20 in a standard plasma. If the impact parameter is
perturbed by a differential db, a new trajectory is obtained, which together with the
unperturbed trajectory span a hyperbolic cone called the differential cross-section,
much like the end of a trumpet. When the particle has accumulated a scattering of

90◦ =
(∑

i ∆θ2i
)1/2

from a sum of small angle collisions ∆θi, it will be statistically
independent of the initial direction. The decorrelation time is therefore equivalent
to the time to accumulate a 90◦ scattering from small angle collisions. This can be
calculated from the impact parameter and the differential cross-section,

τei ∼ 1/

(
∫ λD

bmin

(
bmin

b

)2

nivTebdb

)

= 1/

([
eie

2πǫ0me

]2
ni log Λ

v3Te

)

(1.3)
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1. INTRODUCTION

where nivTebdb is the differential frequency of collisions. From this expression we
can define quantities like the electron-ion, ion-ion and the ion-electron collision
time.

A generalization of the two-body problem is to consider multiple two-body col-
lision in successive order. In this model the particle is assumed to have completed
its collision before interacting with the next particle in line. It has been pointed
out in [Chandrasekhar, 1942, p. 56] that this is a rough model of the n-body
collision problem since generally the particle under collision start to interact with
other particles before completing its trajectory and thus altering the exit angle by
a small factor. The result is that the asymptotes of the trajectory in figure 1.1
is overestimated. For knock-on collision this effect can be neglected but for small
angle scattering the order of the deviation can be expected to be percentages of the
exit angle. Nevertheless considering the three-body problem becomes very difficult
even though the solution is known, Sundman [1912]. Due to the long range of the
Coulomb force a good assumption is that collisions are dominated by small angles
and large angle collisions are considered as an accumulation of many small angle
collisions, which give a large Coulomb logarithm since it’s inversely proportional to
the collision angle, Λ ∝ 1/θ. These properties enable a derivation of a deterministic
evolution equation for an ensemble of particles, called the Fokker-Planck equation
and is characterized by having a convection and a diffusion part, Rosenbluth et al.
[1957],Risken [1989].

Before continuing our exposition on Coulomb collisions, a brief introduction to
stochastic processes and the Fokker-Planck equation is presented in the following
section. We will return to the collective motion of charged particles in chapter
2. For a more detailed derivation of Coulomb collision we refer to Chandrasekhar
[1942], [Spitzer, 1962, p.121], [Helander and Sigmar, 2002, p.2, p.23] and [Swanson,
2008, p. 8] and references therein.

1.2 Stochastic processes and the Fokker-Planck equation

Many physical processes that are diffusive also have a convection part, which can
be described by extending the pure one-dimensional diffusion equation (1.1) with
a transport term,

∂

∂τ
P (y, τ ;x, t) = − ∂

∂y
A(y)P (y, τ ;x, t) +

1

2

∂2

∂y2
B(y)P (y, τ ;x, t) (1.4)

where P : (y, τ ;x, t) ∈ R × [t0, T ] × R × [T, t0] 7→ R is an extended function with
two fixed parameters (x, t). The initial condition is given by P (y, τ → t0;x, τ) =
δ(x − y). The coefficients A(y) and B(y) are called the drift coefficient and the
diffusion coefficient respectively, here only dependent on position. The extended
equation (1.4) is sometimes called the reaction-diffusion equation, the drift-diffusion
equation but is commonly known as the Fokker-Planck equation or the Kolmogorov
forward equation. Depending on the field of research, the Fokker-Planck (FP)
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equation appear in different forms, listed in table 1.1 together with the back-
transformation to the standard form, equation (1.4). The Fokker-Planck equation
have an associated adjoint operator known as the Kolmogorov-backward equation,
which starts at the final time T , going backward to the initial time t0, hence its
name. It is defined as,

∂

∂t
u(x, t) +A(x)

∂

∂y
u(x, t) +

1

2
B(x)

∂2

∂x2
u(x, t) = 0 (1.5)

where u : (x, t) ∈ R×[T, t0] 7→ R with initial condition u(x, T ) = g(x) and where g(·)
is an arbitrary function. The Fokker-Planck equation and the backward equation
can be derived from each other by simple calculations [Øksendal, 2003, p.169]. The
relation is,

u(x, t) =

∫

R

g(y)P (y, τ ;x, t)dy. (1.6)

In section 3 we will interpret the integral on the right hand side as the expected
value of g(x) where P is the probability density.

Time-independent part of the FPE Back-transformation

− ∂
∂y Â(y)P + 1

2
∂
∂y

√

B(y) ∂
∂y

√

B(y)P ⇒ A(y) = Â(y) + 1
4
dB
dy

− ∂
∂y Â(y)P + 1

2
∂
∂yB(y) ∂

∂yP ⇒ A(y) = Â(y) + 1
2
dB
dy

Table 1.1: Different forms of the right hand side of the Fokker-Planck equation
together with the transformation to the standard form, (1.4). The top left equation
is known as the Fokker-Planck equation on Stratonovich form.

5





Chapter 2

Kinetic diffusion: Coulomb
collisions

In chapter 1 we presented the Coulomb collision process for single and multi-single
particle collisions. In this chapter we will zoom out and discuss how Coulomb
collisions affect the motion of an ensemble of charged particles. The derivation from
single collision to an ensemble description is performed by considering the average
change in velocity, 〈∆vx,y,z〉 from multiple small-angle collisions. Calculations give
that the average change in velocity is one dimensional but the second moment
〈∆v2x,y,z〉 and higher order moments are all nonzero, [Helander and Sigmar, 2002,
p. 28]. If all moments are calculated, we obtain a partial differential equation with
infinite number of terms,

∂

∂τ
P (v, τ) =

∞∑

i=1

(

− ∂

∂v

)i

D(i)(v)P (v, τ), (2.1)

called the Kramer-Moyal expansion, [Risken, 1989, p. 8]. The coefficients D(i)

are calculated from the moments e.g. D(3) = 1
3!∆t 〈∆vj∆vk∆l〉. According to the

theorem of Pawula, Pawula [1967], the only possibility of obtaining a probability
density, which is everywhere positive, is by either truncating the expansion after the
second moment or including all moments. From a physical point of view there are
good reasons for truncating at the second moment since the higher order moments
are smaller than 1/ logΛ ∼ 10−2 to 10−1 where log Λ is the Coulomb logarithm.
A large Coulomb logarithm indicates that the plasma is dominated by small-angle
collisions as explained earlier in chapter 1, thus the truncation become more accu-
rate the larger Coulomb logarithm we have. By truncating after the second term
we obtain the nonlinear Fokker-Planck collision operator,

C[f1, f2] =
∂

∂vk

[

Ak(f2)f1 +
∂

∂vl
(Bk,l(f2)f1)

]

(2.2)
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2. KINETIC DIFFUSION: COULOMB COLLISIONS

where the coefficients are given by,

Ak =

(

1 +
m1

m2

)(
Z1Z2e

2

m1ǫ0

)2

log Λ
∂h(f2)

∂vk
(2.3)

Bk,l = −
(
Z1Z2e

2

m1ǫ0

)2

log Λ
∂2g(f2)

∂vk∂vl
. (2.4)

The functions h(f), g(f) are called the Rosenbluth potentials, Rosenbluth et al.
[1957]. Note that we have assumed that Z2 is heavier than Z1. The drift term in
equation (2.2) can be rewritten by the so called Einstein relation. A new operator
which only depend on the diffusion coefficient and its derivative is obtained,

C[f1, f2] =
∂

∂vk

[

−
(

1 +
m1

m2

)
∂Bk,l

∂vl
(f2)f1 +

∂

∂vl
(Bk,l(f2)f1)

]

. (2.5)

From the previous chapter we know that the Fokker-Planck equation with a drift
term of the form of 1/4B′ is reducible to drift free form in the sense of Stratonovich,
see table 1.1. The advantage of drift free diffusion on Stratonovich form is that the
characteristic equations are integrable with techniques from classical calculus, which
simplifies the problem dramatically. Direct simplification of the above equation
gives,

C[f1, f2] =
∂

∂vk

[

−
(
m1

m2

)
∂Bk,l

∂vl
(f2)f1 +Bk,l(f2)

∂

∂vl
f1

]

(2.6)

which can be rewritten as

C[f1, f2] =
∂

∂vk

[

σk,l(f2)
∂

∂vl
(σk,l(f2)f1)

]

(2.7)

for B = σTσ iff −(m1/m2) = 1/2, which is an unphysical assumption. We are
therefore forced conclude that equation (2.5) is not reducible to drift-free diffusion
in the sense of Stratonovich.

In practice the above system is rarely used since the equations can often be
simplified with some physical assumption. A common linearization technique is
to consider spherical symmetry in velocity space and assume the particles to col-
lide against a Maxwellian background, f2, [Stix, 1992, p.504]. This reduces the
Rosenbluth potentials to analytical quantities and the linearized Coulomb collision
operator become,

C(f1) = − 1

v2
∂

∂v

[

v2
(

〈∆v||〉+
1

2v
〈∆v⊥〉

)]

f1

+
1

2v2
∂2

∂v2
[v2〈(∆v||)

2〉f1] +
1

4v2
∂

∂ξ
(1 − ξ2)

∂

∂ξ
[〈∆v2⊥〉f1] (2.8)

8



where 〈∆v||〉, 〈∆v⊥〉 and 〈∆v2⊥〉, 〈(∆v||)
2〉 are the Chandrasekhar coefficients. Note

that both Chandrasekhar, [Chandrasekhar, 1942, p.63] and Spitzer, [Spitzer, 1962,
p.125], obtained these coefficients without the general expression equation (2.5) by
simply inserting a spherically distributed Maxwellian when calculating the moments
of the differential change in velocity. Note that the operator equation (2.8) is not
moment conserving since the background is modeled as a thermal bath with infinite
energy capacity, see e.g. Brambilla [1998].
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Chapter 3

Stochastic differential equations

The aim of this section is to give an overview on the topic of stochastic differential
equations. We will not be able to cover the entire field in this chapter therefore we
have only included what we believe are important for further studies in the field. A
great list of references is provided for more in depth studies, Carlsson et al. [2010];
Evans [2003]; Kampen [2007]; Kloeden and Platen [1992]; Milstein and Tretyakov
[2004]; Øksendal [2003]; Risken [1989]; Rogers and Williams [2000a,b].

Stochastic differential equations, in short SDEs, can be described as an ordinary
differential equation with an extra noise term,

dX(t) = f(X, t)dt+ ”random noise”. (3.1)

SDEs are unique objects in mathematics in several ways. A prominent feature is
the unorthodox way of writing them. Instead of writing dX/dt = f(X, t) as for
ODEs we write dX = f(X, t)dt, which will be explained shortly. Another feature
is the difficulty of constructing numerical schemes with higher order convergence.

Before we can give a formal definition of a stochastic differential equation we
need some mathematical preliminaries. Let Ω be a set, defining a sample space and
let F be a σ-algebra on Ω with the following definition.

Definition 3.0.1. The σ-algebra on Ω is a family F of subsets of Ω with the
following properties:

(i) ∅ ∈ F

(ii) f ∈ F ⇒ fC ∈ F, where fC is the complement of f

(iii) f1, f2, . . . ∈ F ⇒ ⋃∞
i=1 fi ∈ F

A probability measure on the space (Ω,F) is a function P (F) → [0, 1] that assign
probabilities to the event F with the properties P (∅) = 0 and P (Ω) = 1. The triplet
(Ω,F, P ) is called the probability space. Assume there exist a stochastic process
W (t, ω) : [0, T ]× Ω → R

s defined on the probability space (Ω,F, P ). Here ω can

11



3. STOCHASTIC DIFFERENTIAL EQUATIONS

be thought to represent a particle and W (t, ω) the particle position at time t. It is
common practice to abuse the notation and drop the dependence on ω,W (t, ω) =
W (t). Further assume that W (t) generates an increasing family of right continuous
σ-subalgebra called filtration, {Fti} with the property F1 ⊂ . . . ⊂ Ftk ⊂ F. The
filtration can be thought of as the history of W (t) up to time t and is the smallest
σ-algebra containing sets of the form,

{Wt1 ∈ F1, . . . ,Wtk ∈ Fk} (3.2)

for tj ≤ t, [Øksendal, 2003, p.25 ]. A stochastic process X(t) is called Ft-adapted
or simply adapted if it only depend on events from Ft. As an example X = W (t/2)
is Ft adapted while X = W (2t) is not.

The mathematical construction above is quite technical, but it allow us to con-
struct a formal definition of a stochastic process that act as the random noise term
in equation (3.1), known as the Wiener process:

Definition 3.0.2. A real valued adapted stochastic process W (t) defined on a
probability space (Ω,F, P ) is called the Wiener process or Brownian motion if the
following properties are satisfied:

(i) W (0) = 0

(ii) W (t)−W (s) is normally distributed, N(0, t− s), t ≥ s ≥ 0.

(iii) The random variables: {W (t0),W (t1)−W (t0), . . . ,W (tn)−W (tn−1)} tn >
tn−1 > . . . > t0 are independent.

From the definition we have thatW (t)−W (0) = W (t) =
√
tZ where Z ∈ N(0, 1)

is a normal distributed random number with zero mean and unit variance. The
Wiener process can also be defined from the integral of a Langevin force,

dW = W (t+ dt)−W (t) =

∫ t+dt

t

Γ(τ)dτ (3.3)

where the Langevin force, Γ, have a zero expected value and E(Γ(t)Γ(s)) = δ(t−s)
correlation. The Langevin force has a uniformly distributed frequency spectra of
the average power density. This property is known as Gaussian white noise. If
time-dependent correlation is introduced in the Langevin force, we say that it has
colored noise. These terms originate as an analog of the spectra of light, Risken
[1989]. We are now ready to formulate the definition of a stochastic differential
equation:

Definition 3.0.3. Let X(t) be adapted to the filtration, Ft, t0 ≤ t ≤ T of F,
generated from X(t0) and the history of the Wiener process W (t). Then X(t) is a
solution of an Itô stochastic differential equation if it satisfies,

dX(t) = A(X(t), t)dt+ σ(X(t), t)dW (t), t0 ≤ t ≤ T

X(t0) = x

(3.4)

12



where A(X, t) , σ(X, t) are assumed to satisfy the local Lipschitz condition |α(x)−
α(y)| ≤ KN |x − y|, for all |x|, |y| ≤ N . Note that any continuously differentiable
function satisfies the local Lipschitz condition.

Due to the Dirac-delta behavior of the Wiener process the notation dW/dt
become invalid since it is nowhere differentiable. This is the reason why SDEs
are written in the above form without dt in the denominator, which should be
interpreted as shorthand for the integral equation,

X(t) = x+

∫ t

t0

A(X(τ), τ)dτ +

∫ t

t0

σ(X(τ), τ)dW (τ), t0 ≤ t ≤ T (3.5)

where the first integral is interpreted as an Riemann-Stieltjes integral and the sec-
ond is interpreted as an Itô-integral. For a more in depth definition of SDEs and
the Wiener process we refer to Carlsson et al. [2010]; Evans [2003]; Øksendal [2003];
Rogers and Williams [2000a,b].

3.1 The Feynman-Kǎc formula

In the introduction we discussed that Brownian motion is connected to diffusion
processes. We are now ready to state the formal relation between a general adapted
stochastic differential equation, the Fokker-Planck equation and the adjoint equa-
tion. Let X(t), t0 ≤ t ≤ T be the solution of the SDE, (3.4) and assume u(x, t)
satisfy the Kolmogorov-backward equation, (1.5). Then u is related to the SDE
through,

u(x, t0) = E[X(T )|X(t0) = x] =

∫

g(y)P (y, T ;x, t0)dy (3.6)

where P is the probability density satisfying the Fokker-Planck equation for the
initial condition P (y, t0;x, t0) = δ(x − y) and E[·] is the expected value. Many
realizations of the SDE give a density of particles with the density P see figure 3.1.
This is the Feynman-Kǎc formula in its simplest form, several generalizations exist.

We will need a generalized version, presented below, of the Feynman-Kǎc for-
mula in Chapter 4.1. Let u(x, t) solve the extended Kolmogorov-backward equation
for t0 ≤ t ≤ T with initial condition u(x, T ) = g(x),

∂

∂t
u(x, t) +A(x, t)

∂

∂y
u(x, t) +

1

2
B(x, t)

∂2

∂x2
u(x, t) + C(x, t)u(x, t) +H(x, t) = 0

(3.7)

and further define a system of SDEs,

dX = A(X, t)dt− σ(X, t)µ(X, t)dt + σ(X, t)dW (t), X(t0) = x

dY = C(X, t)Y dt+ µ(X, t)TY dW (t), Y (t0) = y

dZ = H(X, t)Y dt+ FT (X, t)Y dW (t), Z(t0) = z

(3.8)
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3. STOCHASTIC DIFFERENTIAL EQUATIONS

0
20

40
60

80
100

−5

0

5
0

0.2

0.4

0.6

0.8

tX(t)

p(x)

 p(x), exact

Figure 3.1: Illustration of the connection between multiple realization of the SDE
and the particle distribution.

It can be shown [Milstein and Tretyakov, 2004, p.128] and reference therein, that
the above system is related to the extended backward equation by,

u(x, t0) = E[g(X(T ))Y (T ) + Z(T )|X(t0) = x, Y (t0) = 1, Z(t0) = 0]. (3.9)

An explicit form of the Feynman-Kǎc relation [Carlsson et al., 2010, p.42] is ob-
tained for the case µ = F = 0,

u(x, t0) = E

[

g(X(T ))e
∫

T

t0
C(X(τ))dτ −

∫ T

t0

H(X(τ))e
∫

τ

t0
C(X(γ))dγ

dτ |X(t0) = x

]

(3.10)

The right hand side is the same as E[g(X(T ))Y (T )+Z(T )] for Y (T ) = e
∫

T

t0
C(X(τ))dτ

and Z(T ) = −
∫ T

t0
H(X(τ))e

∫
τ

t0
C(X(γ))dγ

dτ . When µ is nonzero, the SDE corre-
spond to a change of measure with respect to an SDE with µ = 0. This can be
seen from the Girsanov transformation of the underlying probability measure. Let
X and X̂ be Itô processes with the same coefficients, but with different drivers of
the form,

dX = A(X, t)dt+ σ(X, t)dW (t) (3.11)

dX̂ = A(X̂, t)dt+ σ(X̂, t)dŴ (t) (3.12)

14



where W is a Wiener process and where Ŵ is defined by,

dŴ (t) = dW (t)− µ(X̂, t)dt. (3.13)

This process, Ŵ is a Wiener process with respect to a (Girsanov) transformed
probability measure P̂ and it is related to the probability measure, P generated by
W from the so called Radon-Nikodym derivative,

dP̂ /dP = YT /Yt0 , (3.14)

where Yt is a correction process that connects the measures P̂ with P . Here it
simplifies if we think of the measures as distribution functions e.g. dP = f(x)dx.
Inserting equation (3.13) in equation (3.12) give,

dX̂ = A(X̂, t)dt− σ(X̂, t)µ(X̂, t)dt+ σ(X̂, t)dW (t), (3.15)

which is the first entry in the system (3.8). The correction process satisfies the
equation,

dY = µ(X̂, t)Y dW (t), (3.16)

which is the second entry in the system (3.8), with C = 0. Here comes the important
observation. The expected value of X given by the equation (3.11) is the same as
calculating the expected value of X̂ with particle weights from Y . This can be seen
from,

E[g(X(T ))] =

∫

g(X)dP =

∫

g(X̂)dP̂

︸ ︷︷ ︸

Identical coefficients

=

∫

g(X̂)YT /Yt0dP

︸ ︷︷ ︸

Radon-Nikodym

= E[g(X̂(T )YT /Yt0 ].

Practically this means that the weights of the particles are given by YT /Yt0 . Through-
out this section we have not defined the function F and µ in the system (3.8). This
is because they can be arbitrary when calculating expected values like equation
(3.9). This means that F and µ can be used to reduce the variance, which will be
discussed in section 4.1. For a more in depth treatment of the measure transforma-
tion above we refer to [Kloeden and Platen, 1992, p. 513] and [Øksendal, 2003, p.
166].

We have seen how the Fokker-Planck equation, the Kolmogorov-backward equa-
tion and the SDE are related to each other through the Feynman-Kǎc formula. The
Fokker-Planck equation give answer to the question: What is the probability of find-
ing a particle at y at time T if it started in point x? While the backward equation
give answer to the question: What is the probability that the particles will end up in
the space defined by the goal function g(x) if the particles started in x at time t0?
The goal function ”collects” particles evolved with the SDE. A metaphoric descrip-
tion, is to think of a free-kick situation in soccer where the function g(x) is the goal

15



3. STOCHASTIC DIFFERENTIAL EQUATIONS

and the particle is the soccer ball. Then u tells you how many of the total number
of soccer balls will end up in the goal given a starting position at x. An illustration
of the connection between the Fokker-Planck equation, the Kolmogorov-backward
equation and realizations of the stochastic differential equation is given in figure
3.2. Given a specific goal function g(y), the adjoint solution u can be used for
adaptive error control of the expected value calculated from the numerical solution
of the Fokker-Planck equation,[Eriksson, 1996, p.225].

Figure 3.2: Illustration of the connection between solutions of the Fokker-Planck
equation (upper blue), the Kolmogorov-backward equation (lower pink) and the as-
sociated stochastic differential equation for a simulation of the Ornstein-Uhlenbeck
process. The final time of the backward equation give the average value of the
density at the final time of the Fokker-Planck equation, given that the simulation
started in the point marked by a star. Here the goal function is g(x) = x and the
arrows give the direction of time.
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3.2 Numerical error

When solving a stochastic differential equation with numerics, two sources of er-
ror appear. The time-discretization error and the statistical error. The time-
discretization error comes from the numerical method used for time-integration
while the latter comes from the use of a finite number of particles. There exists
several types of measure of the error, but the two most common are the weak and
strong error. The weak error measures the error of the expected value of a function
g(·) for an arbitrary Wiener process while the strong error measures the path-wise
error for a fixed, given Wiener process. Consider equation (3.4), discretized with a
numerical scheme and let X̃(t) represent the discretized solution. Further assume
that we would like to calculate the expected value of a function E[g(X̃(T ))]. The
estimate of the strong error X̃(t) of X(t) is given by,

(E[(X̃(T )−X(T ))2])1/2 ≤ K∆tp (3.17)

and the weak error is defined as,

|E[g(X̃(T ))]− E[g(X(T ))]| ≤ K∆tq. (3.18)

For most applications it is the weak error that is of interest e.g. let X be the velocity
of a particle, then the particle energy is mX2/2. The weak error then represents
the error in the estimate of the averaged particle energy.

Until now, we have assumed that the expected value can be calculated ana-
lytically. In practice, the expected value is approximated with the Monte Carlo
method,

E[g(X̃(T ))] ≈ 1

N

N∑

i=1

g(X̃i(T )). (3.19)

The total error is given by,

E[g(X(T ))]− 1

N

N∑

i=1

g(X̃i(T )) = E[g(X(T ))− g(X̃(T ))]

−
(

1

N

N∑

i=1

g(X̃i(T ))− E[g(X̃(T ))]

)

,

where first term on the right hand side is the weak error from the numerical method
and the second term is the statistical error from the Monte Carlo method,

ǫ =

N∑

i=1

g(X̃i(T ))− E[g(X̃(T ))]

N
. (3.20)
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3. STOCHASTIC DIFFERENTIAL EQUATIONS

The statistical error ǫ is Gaussian distributed, by the Central Limit Theorem, with
mean zero and standard deviation proportional to O(N−1/2). In chapter 4, we will
present methods for reducing the statistical error.

The simplest numerical method one can think of the is the Euler-Maruyama
scheme,

Xn+1 = Xn + a(Xn)∆t+ σ(Xn)(∆t)1/2Zn, (3.21)

where Zn ∈ N(0, 1). This method has p = 1/2 strong order convergence and q = 1
order weak convergence. A method with first order strong and weak convergence
is the Milstein method given by,

Xn+1 = Xn + a(Xn)∆t+ σ(Xn)∆W + 1/2σ(Xn)σ
′(Xn)

(
(∆W )2 −∆t

)
, (3.22)

where ∆W =
√
∆tZn. These are the two simplest methods available. Several

higher order schemes are presented in Kloeden and Platen [1992] and Milstein and
Tretyakov [2004] e.g. explicit/implicit Runge-Kutta schemes, Symplectic schemes
and predictor corrector schemes. A very efficient scheme and yet simple (in one
dimension) is the one and a half order strong scheme derived [Kloeden and Platen,
1992, p.387]. In one dimension, it has the following form,

Xn+1 = Xn−1 + 2a(Xn)∆t− a′(Xn−1)σ(Xn−1)∆Wn−1∆t+ Vn + Vn−1

Vn = σ(Xn)∆Wn +

(

a(Xn)σ
′(Xn) +

1

2
σ2(Xn)σ

′′(Xn)

)

(∆Wn∆t−∆Qn)

+ a′(Xn)σ(Xn)∆Qn +
1

2
σ(Xn)σ

′(Xn)
(
(∆Wn)

2 −∆t
)

+
1

2
σ(Xn)(σ(Xn)σ

′(Xn))
′

(
1

3
(∆Wn)

2 −∆t

)

∆Wn

where ∆Qn = 1
2∆t3/2

(
Z1,n + 3−1/2Z2,n

)
, ∆Wn = Z1,n

√
∆t and Zi,n are normally

distributed random numbers with zero mean and unit variance.
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Chapter 4

The (quasi) Monte Carlo method

When referring to the Monte Carlo method it is important to give extra information
of the method in mind. The reason for this is that the term Monte Carlo is used
in different fields for different methods. The term Monte Carlo should therefore be
thought of as an umbrella name for numerical methods that use random numbers.
A common Monte Carlo method is the approximation of high-dimensional integrals
by random sampling with the following approximation formula,

∫

Rs

g(x)f(x)dx ≈ 1

N

N∑

i

g(Xi(ω)) (4.1)

where Xi(ω) are random realizations called particles or markers of the probability
density f(X) and N is the number of particles. The approximation error obtained
by sampling the integrand with a finite number of particles relies on the Central
Limit Theorem with a convergence of,

O(αN−β), (4.2)

where β = 1/2. The error is independent on the number of dimensions s, which is
a very attractive feature. The Monte Carlo method is the only numerical method
that is free from the so called 1curse of dimensionality. However the cost is the
slow convergence, N−1/2. In the following sections we will discuss techniques that
improve the convergence, by either reducing α or improving the order of convergence
β.

4.1 Variance reduction: minimize α

One way of reducing the statistical error is to describe as much as possible of the
distribution function by a known function and represent the difference between the

1A term used for algorithms that are strongly dependent on the number of dimensions.
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4. THE (QUASI) MONTE CARLO METHOD

calculated and the known distribution with particles. This approach is known as
the control-variate method. The saving is proportional to the quotient of the known
function and the simulated distribution. An alternative method, is to introduce a
weighted phase-space where the weights control the importance of different parts
of the phase-space. Introducing weights is known as importance-sampling. Other
common variance reduction methods are the antithetic- and stratified sampling
methods [Glasserman, 2004, p.205,p.209]. In theory there exists a so called perfect
control-variate, which can reduce the statistical error to zero. Several attempts have
been made to utilize this feature with some success, see Milstein and Schoenmakers
[2002]; Milstein and Tretyakov [2004, 2009]. The control-variate and importance
sampling method can be seen from calculating the variance of the system (3.8),
which is Theorem 4.4 in [Milstein and Tretyakov, 2004, p.129],

V ar[Γ] = E

∫ T

t

Y 2(s)
d∑

j=1

(
d∑

i=1

σij
∂u

∂xi
+ uµj + Fj

)2

ds, (4.3)

where Γ = g(X(T ))Y (T ) + Z(T ). This result implies that Γ is deterministic if
we carefully choose µ and F such that the terms inside the integral cancel. The
control-variate case is obtained when we set µ = 0 and the importance sampling
method is obtained if we set F = 0.

The δf method

In this work we have focused on the variance reduction method known as the δf
method. It was originally developed for particle-in-cell (PIC) simulations without
collisions in Parker and Lee [1993] and reference therein, but has been extended
to include collisions in Chen and White [1997], Hu and Krommes [1994]. The
idea of the δf method is to reduce the particle noise by describing as much of
the distribution function f by a known distribution f0 and using the particles for
simulating the defect, δf from this known distribution function. This reduces the
factor α in equation (4.2) by a factor ∝ δf/f , given that the unperturbed part
is close to f for all times. Let Q(f1, f2) be the nonlinear Fokker-Planck operator
equation (2.5) and assume that f(v, τ) solves,

∂f

∂τ
= Q(f, fM ) (4.4)

where fM is a Maxwellian distribution. From here onward we implicitly assume col-
lisions against a Maxwellian distribution Q(f, fM ) = Q(f) unless stated explicitly.
The δf expansion of f is given by,

f(v, τ) = f0(v) + δf(v, τ) = f0(v) + w(τ)g(v, τ), (4.5)
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where f0 is the known distribution, g is the marker (particle) distribution and w is
the weight equation defined as

w ≡ δf

g
. (4.6)

This is the (original) one-weight δf expansion developed in Parker and Lee [1993]
for PIC simulation without collisions. In this configuration the weights evolve
according to,

ẇ = −1

g
Q(f0). (4.7)

Note that the weight equation has the marker distribution in the denominator,
which will give a large weight rate in the tail of g. This can be avoided if g is sam-
pled uniformly. For simulations without collisions the distribution function will be
a constant along the characteristics, which make the weight equation particularly
simple. When including collisions the distribution functions is no longer a constant
along the characteristics and this method is no longer practical, since the weight
equation requires the evaluation of g at every particle position. This has been re-
solved in Chen and White [1997] where the weight equation is derived by extending
the phase-space with an extra weight dimension. Inserting the δf expansion in the
evolution equation (4.4) we obtain,

∂δf

∂t
−Q(δf) = Q(f0), (4.8)

where Q(f0) is a source term. We can absorb the source term in the extended phase
space (v, w) with the ansatz,

∂

∂w
A(v, w)δf(v, w, τ) ≡ Q(f0), (4.9)

where A is an unknown coefficient. Using the above definition we obtain a homoge-
nous equation in the extended phase-space,

∂δf

∂t
= Q̂(δf) = Q(δf) +

∂

∂w
Aδf. (4.10)

It is now trivial to obtain the corresponding stochastic differential equation using
the Feynman-Kǎc formula. The advantage of this, extended phase space, method
is that it can model collisions, which was not possible with the original δf method.
However the weight equation still depends on the marker distribution as 1/g. This
is resolved in the extended two-weight scheme presented in Brunner et al. [2000] and
reference therein where the marker distribution g is avoided in the weight equation.
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4. THE (QUASI) MONTE CARLO METHOD

A note on the two-weight δf method

In this section we will derive the relation between the two-weight δf method and
the extended Kolmogorov-backward equation and discuss the importance of killing
the weights. This is a new previously unpublished result. In the derivation we will
need the extended definition of the Feynman-Kǎc formula (3.8). Let’s consider a
perturbed solution the Fokker-Planck equation, f(v, τ) = f0(v) + δf(v, τ),

∂

∂t
δf −Q(δf) = Q(f0). (4.11)

Inserting the expansion in the Fokker-Planck equation gives a source term, which
will not carry over to the Kolmogorov-backward equation since it’s not part of the
operatorQ. Thus there is no simple relation like the Feynman-Kǎc formula, between
the Fokker-Planck equation and the stochastic differential equation. As mentioned
in the previous section the two-weight δf approach solves this by extending the
phase-space with two extra weight dimensions, f(v, τ, w1, w2), together with the
ansatz,

∂

∂w1
A1δf +

∂

∂w2
A2δf ≡ Q(f0) (4.12)

such that

∂

∂t
δf −Q(δf)− ∂

∂w1
A1δf − ∂

∂w2
A2δf = 0, (4.13)

where A1, A2 are arbitrary functions. Absorbing the extra drift terms in a new
operator, Q− ∂

∂w1

− ∂
∂w2

= Q̂, we obtain an homogeneous Fokker-Planck equation,

∂

∂t
δf = Q̂(δf). (4.14)

The characteristics of (4.14) are given by,

dV = A(V (t))dt + σ(V (t))dW
dw1 = A1dt
dw2 = A2dt,

(4.15)

and the coefficients Ai can be found in [Kleiber et al., 2011, equation 26a,b]. In-
serting the expressions for Ai give,

dw1 = Gw2dt
dw2 = −Kw2dt

(4.16)

where G = [Q(f0, f0) +Q(f0, δf)]/f0 and K = Q(f0, f0)/f0. We can now identify
w1 = Z and w2 = Y in (3.8) with µ = F = 0 and,

C = −K(f0, δf) (4.17)

H = G(f0, δf). (4.18)
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By extending the phase-space, the above system (4.15) solves the extended back-
ward equation (3.7), which has the probabilistic solution equation (3.10). We ob-
serve that the two-weight δf method contains both a source term H and a killing
term C. The killing term is related to the weight Y in equation (3.10) and it
models the probability of removing the particles at a specific time λ, [Øksendal,
2003, p.145]. Assuming that the killing rate C > 0 for all times, we can explicitly
calculate the killing time, [Karlin and Taylor, 1981, p.314],

λ = inf

{

t :

∫ t

t0

C(τ, v)dτ > R

}

(4.19)

where R is a realization from an exponential distribution with parameter 1. If
t > λ the particle should be removed from the simulation. If the particles are not
removed after the killing time, the weights may spread as reported in Brunner et al.
[1999, 2000]; Chen and White [1997]; Hu and Krommes [1994]; Kleiber et al. [2011];
Parker and Lee [1993]; Qin and Davidson [2008]. The growth rate of the variance
is ∝ w2

2 = Y 2 as seen in equation (4.3). In the following section, we will discuss
common techniques and present a new method that partially resolves the weight
spreading effect.

Avoid weight spreading

Weight spreading is a well documented and known problem of the δf method for
particle simulations. What happens is that the particle-weights start to spread the
longer the simulation is run, and in the end only few particles will carry most of
the weights. For collisionless simulations, it has been argued that the continuous
increase of the weights is caused by the non-equilibrium character of the solution.
In [Brunner et al., 1999] it was shown that the weight growth is even faster for
collisional simulations than for collisionless even though collisional simulations have
an equilibrium solution, which contradicts the idea of weight growth due to the non-
equilibrium character. In Chen and Parker [2007] it is argued that this contradictive
result can be explained by interpreting the weights as a statistical distribution,
which can continue to spread even when the equilibrium solution is reached. This
explanation is similar to the arguments derived in the previous section, that the
effect of the weight spreading is caused by the time integral of C in equation (4.19),
which will grow or shrink in size even if the stationary solution is reached. This
argument is, however, not true if the time-integral of C is zero, which is true for
a full-f simulation. There exist several methods for tackling the problem of weight
spreading. The most common method is the binning method, Brunner et al. [1999],
which has been generalized in Chen and Parker [2007] under the name of the coarse-
graining method. The common concept of the methods, is to discretize the velocity-
space and re-weight the particles with information from the neighboring particles
using a kernel, (box, hat or spline). The simplest method is found in Brunner
et al. [1999] where the weights are averaged in bins. These methods are not exactly
moment conserving, but such schemes are currently of active research.
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4. THE (QUASI) MONTE CARLO METHOD

Ball re-sampling

In Höök [2009] an alternative re-sampling method was presented. Instead of dis-
cretizing the velocity-space using bins we use spheres with adaptive radius and
within each ball, new particles are sampled from a local Gaussian distribution.
These new particles are assigned new weights such that the first three moments are
conserved locally in the least squares sense. The algorithm is as follows:

1. Given a particle at position xc, find a set of neighboring particles {xj} with
weights βj inside a ball with radius r centered at xc.

2. Sample new normally distributed particles {x̂i} ∼ N(p, r) with mean xc and
variance r and calculate new weights αi for x̂i from the least square fit of the
moment equations:

min
αi

∥
∥
∥
∥
∥
∥
∥

∑N
i=1 αi −

∑M
j=1 βj

∑N
i=1 αix̂i −

∑M
j=1 βjxj

∑N
i=1 αix̂

T
i x̂i −

∑M
j=1 βjx

T
j xj

∥
∥
∥
∥
∥
∥
∥

The new particles x̂ with weights αi is an equivalent representation of the
distribution.

3. Continue this operation until all particles have been replaced.

This method require no mesh in the phase-space and all three moments are con-
served in the least-squares sense. If a KD-tree algorithm are used for finding ap-
proximate nearest neighbors then the average computational complexity for a query
is O(logN), Arya and Mount [1993] Mount and Arya [1997]. This method was first
tested on a two-dimensional test case of two intersecting Gaussians in Höök [2009].
The results are plotted in figure 4.1. This work has been extended by a one-
dimensional convergence study for smooth functions in, Askari [2011] where it is
reported that the error of the method improves with increasing number of parti-
cles in the ball. For smooth functions belonging to Ck, k finite, the error can be
expected to scale with the number of particles times a constant dependent on the
order of smoothness, k. Some preliminary results supporting this is given in figure
4.1, which shows two unit cubes with the same weights +1. After re-sampling,
the distribution is smoother and the two cubes are connected, which indicate that
the method is unable to resolve the discontinuity of the edges. This result could
possible be improved by including higher order moments in the algorithm.

The error can likely be further reduced if the particles are adaptively re-sampled,
e.g. only resample regions with many particles in the ball.
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Figure 4.1: The figures illustrate two normal distributions with weights ±1. The
proposed algorithm reduces the number of particles by 20% with ball radius r = 0.1.
The leftmost figure is the original distribution after projection on a radial basis.
The middle is the distribution obtained after re-sampling with 20% less particles
and the rightmost figure is the residual error.

Figure 4.2: Original distribution (left) and the ball-resampled distribution (right).

4.2 The quasi-Monte Carlo method: maximize β

In the previous section we presented different methods for reducing the variance
by minimizing α in αN−β . Instead of reducing α we can reduce the variance by
improving the order of convergence itself β. This can be achieved by replacing
the pseudo-random numbers, in the Monte Carlo method with low-discrepancy
points, which are deterministic. When using low-discrepancy points in the Monte
Carlo method it is common to add the term quasi in front of Monte Carlo. Low-
discrepancy sequences was first developed in number theory where researcher were
looking for point sets {Zi}, which could cover the s-dimensional unit cube with
maximal uniformity. This property is described by the discrete star discrepancy,
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D∗
N ,

D∗
N(Z1, . . . , ZN ) := sup

∣
∣
∣
∣
∣
∣

1

N

N∑

j=1

I0≤Zj<p − vol([0, p))

∣
∣
∣
∣
∣
∣

(4.20)

where I is the indicator function, which is 1 if Zj is inside the box [0, p)s and
zero otherwise. The second term, vol measures the volume of the s-dimensional
box [0, p)s. Equation (4.20) measures the maximum difference between the number
of points in the box and the volume of the box over all possible boxes with one
vertex in the origin. An illustration from paper III of the star discrepancy in two
dimensions is given in figure 4.3.
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Figure 4.3: Illustration of the discrepancy for the first 50 points of the two-
dimensional Faure sequence in base 3. The area of the smallest box, plotted in the
figure, is 0.32 = 0.09 and the number of points in this box is 5, which gives an esti-
mate of 1/N

∑
Ibox = 5/50 = 0.1. The discrepancy for this box is |0.1−0.09| = 0.01.

Similarly the area of the second smallest box is 0.42 = 0.16 and the number of points
is 8, which gives 8/50 = 0.16 and a discrepancy of 0.

The star discrepancy is used to bound the integration error in a deterministic
version of the law of large numbers called the Koksma-Hlawka inequality,

∣
∣
∣
∣
∣
∣

∫

[0,1)s
g(z)dz1dz2 . . . dzs −

1

N

N∑

j=1

g(Zj)

∣
∣
∣
∣
∣
∣

≤ D∗
NVHK (g) (4.21)

where VHK(g) is bounded variation of g in the sense of Hardy and Krause. The
exact definition of the Hardy and Krause variation contains higher order derivatives
of g. Therefore the smoothness of g determines the size of VHK and is small for
smooth functions.
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The asymptotic convergence of the quasi-Monte Carlo method is,

O(N−1 log(N)s), (4.22)

where s is the number of dimensions. For small number of dimensions, the log(N)s

term can be ignored. When the number of dimensions is large, this term can
no longer be neglected. This suggest that the quasi-Monte Carlo method does
not scale well with the number of dimensions. Fortunately it has been shown
in Morokoff [1998] and reference therein, that the quasi-Monte Carlo method has
better convergence in practice than theory predicts. This is discussed in more depth
in paper III.

Quasi-Monte Carlo simulation of diffusion

When using the quasi-Monte Carlo method for SDEs the term dimensions has a dif-
ferent meaning than the physical number of dimensions. The number of dimensions
of a process, X(t), which solves a certain SDE is the number of time steps times
the number of physical dimensions. This is most easily explained by the following
example from paper III:

Example

Consider a one-dimensional process X(t) satisfying the scalar SDE dX = σ(X)dW
with initial condition X0 = x. We would like to simulate this SDE for three time
steps using the discretization of Euler-Maruyama. Unrolling the SDE we obtain,

X0 = x

X1 = X0 + σ(X0)
√
∆tξ1 = X1(X0, ξ1)

X2 = X1(X0, ξ1) + σ(X1(X0, ξ1))
√
∆tξ2 = X2(X0, ξ1, ξ2)

X3 = X2(X0, ξ1, ξ2) + σ(X2(X0, ξ1, ξ2))
√
∆tξ3 = X3(X0, ξ1, ξ2, ξ3)

where ξi ∈ N(0, 1), are normally distributed random numbers with zero mean and
unit variance. Clearly after three time steps the process X is dependent on three
random-numbers. Now assume that we are interested in calculating an expected
value of the process 〈g(X(t3))〉 for a known function g(·). We know that the nor-
mally distributed random numbers ξi is related to uniformly distributed numbers
zi ∈ U(0, 1) over the unit interval [0, 1) by the inverse cumulative Normal distribu-
tion ξ = Φ−1(z). Using this in the above sequence we obtain,

X0 = x

X1 = X0 + σ(X0)
√
∆tΦ−1(z1) = X1(X0, z1)

X2 = X1(X0, z1) + σ(X1(X0, z1))
√
∆tΦ−1(z2) = X2(X0, z1, z2)

X3 = X2(X0, z1, z2) + σ(X2(X0, z1, z2))
√
∆tΦ−1(z3) = X3(X0, z1, z2, z3).
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4. THE (QUASI) MONTE CARLO METHOD

The expected value of g(X3) is now a four dimensional integration,

〈g(X3)〉 =
∫

R

∫

[0,1)3
δ(x− y)g(x3(z1, z2, z3; y))dz1dz2dz3dy. (4.23)

From this example we clearly see how the number of dimensions is dependent on
the number of physical dimensions and the number of time steps. An estimate of
the expected value is obtained by sampling the hypercube with a finite number of
particles,

〈g(X3)〉 ≈
1

N

N∑

j=1

g(x3(z
j
1, z

j
2, z

j
3)). (4.24)

The conclusion from this example is that the simulation of SDEs tend to be very
high-dimensional, which affects the convergence of the quasi-Monte Carlo method,
as seen in equation (4.22). Therefore when simulating diffusion processes in high-
dimensions, the quasi-Monte Carlo method has to be combined with techniques
that can circumvent this curse of dimensionality.

Low-discrepancy sequences

There exist three major classes of low-discrepancy sequences. These are the (digital)
nets, sequences and lattice rules. For an in depth exposition on low-discrepancy
sequences we refer to the monograph Niederreiter [1992] and the paper Niederreiter
[2005]. Two well known sequences are the Sobol sequence and the Faure sequence.
The latter is used in paper III. The simplest low-discrepancy sequence available, is
the one dimensional van der Corput sequence. Many higher dimensional sequences
e.g. Halton, Faure are based on this sequence, e.g. see [Fasshauer, 2007, p.427] for
a brief introduction on Halton points.

The construction of the van der Corput sequence starts from the observation
that every integer number n ≥ 0 can be expanded uniquely in a prime base b ≥ 2,

n =

m∑

i=0

nib
i, (4.25)

where the coefficients ni are integers 0 ≤ ni ≤ b − 1. The expansion is called the
b-adic representation of n. As an illustration, 7 in base b = 2 have the b-adic digit
vector (1, 1, 1) since 7 = 1 · 20 + 1 · 21 + 1 · 22. From the b-adic representation we
can construct the so called radical inverse,

Φb(n) =

m∑

i=0

ni

bi+1
, (4.26)

which reflects the b-adic digit around the decimal point in a logarithmic scale. The
radical inverse of the above example is Φ2(7) = 1/2+1/22+1/23 = 4/8+2/8+1/8 =
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n 2-adic digit vector Φb(n) in base 2 Φb(n) in base 10
0 000.0 0.000 0
1 001.0 0.100 1/2
2 010.0 0.010 1/4
3 011.0 0.110 3/4
4 100.0 0.001 1/8
5 101.0 0.101 5/8
6 110.0 0.011 3/8
7 111.0 0.111 7/8

Table 4.1: The first eight points from the van der Corput sequence in base 2.

7/8. It is the output sequence from the radical inverse that form the van der Corput
sequence. The first eight points of the van der Corput sequence are listed in table
4.2 where the reflection can be observed by comparing the output from the radical
inverse with the b-adic digit vector. From the table we can see that the van der
Corput sequence is alternating between the [1/2, 1) and the [0, 1/2) region with
increasing index n. This behavior will give a biased result in a particle simulation
if the sequence is used as the ”random” number. As an example, the particle with
index number 4 in the particle array, will receive kicks 3/4, 7/8, . . ., which are all
on the right part of the unit interval. Hence this particle will never be kicked with
negative values. This issue can be solved by randomizing the index of the particles
or the low-discrepancy sequence. The first alternative is considered in Lécot and
Khettabi [1999] and the second method is known as scrambling, which we will
describe next.

Randomization

Scrambling is a randomization method for obtaining new uncorrelated digital-nets
generated from a common mother net. One of the simplest randomization method
is the so called linear scrambling also known as generalized Faure Matoušek [1998];
Tezuka [1995]. The idea of the scrambling method is to shuffle points by random-
izing the digits in the b-adic digit vector. This is achieved by performing a matrix
vector multiplication in the argument of equation (4.26). The sj component of an
s-dimensional point is given by,

Φb(L
(sj)P sj−1n). (4.27)

Here, the matrix P sj is the sjth power of the Pascal matrix modulo b where the

(k, l)-element of P is equal to
(
l−1
k−1

)
mod b. The matrix, L(sj) is an independent

lower triangular matrices with diagonal elements selected randomly from {1, . . . , b−
1} and the other elements chosen randomly from {0, . . . , b−1}. For a more in depth
treatment on randomized digital-nets we refer to Faure [2001]; Hong and Hickernell
[2003]; Niederreiter [2005]; Vandewoestyne et al. [2010].
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Chapter 5

Results and discussion

This chapter summarizes the scientific results and achievement of the included
papers.

5.1 Paper I and II

The fixed-weight adaptive δf method

In paper I and II a new δf method has been developed based on several new ideas.
Instead of representing the source term with weights as in section 4.1, the source
term is treated as an in flux of simulated particles, which practically means that
the particles are added each time step. The rate of particles are given by,

dN

dt
=

∫

Rn

|L(G)| Jdv, (5.1)

for the δf expansion f = G+δf , where J is the Jacobian. The benefit of this is that
the particles have fixed weights and no separate equation for the weight evolution is
needed. The disadvantage is that the number of simulated particles grow during the
simulation. The δf ansatz produces a source term with both positive and negative
values. Therefore the δf is split in a positive and negative part, δf = δf+ − δf−.
The split of the perturbation gives a new system of equations,

∂

∂t
δf+ − L(δf+) = L(G)+

∂

∂t
δf− − L(δf−) = L(G)−.

(5.2)

(5.3)

where L(G)± are the positive and negative valued part of the source term respec-
tively. These equations are solved with the same SDE but for different sources.
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The computational work after Mt time steps is given by,

Mt∑

ι=1

∆Nι =
1

2
(∆NM2

t +∆NMt). (5.4)

where ∆N is the source rate. The computational work for the standard Monte Carlo
is roughly the number of time steps Mt times the the number of particles Np. The
fixed-weight δf method is computationally more efficient than the standard Monte
Carlo method when 1

2∆NM2
t ≤ NpMt ⇒ ∆N ≤ 2Np

Mt
. As an example assume

Mt = 1e4, Np = 1e6 gives ∆N < 1e2 to be faster than Monte Carlo. Further
assume that we have a memory budget that allow a maximum ofNtot = Np particles
to be simulated. The number of particles at the final time of the fixed-weight δf is
∆NMt, which gives the following,

∆N ≤ Ntot

Mt
. (5.5)

This condition on the source rate ensures that the method is both faster than the
standard Monte Carlo and that the total number of particles does not exceed the
budget. If the number of time steps is unknown as is the case for time-adaptive
schemes the number of particles at the final time can be estimated by the infimum
of ∆t used by the scheme. The performance of the method can be improved further
by adaptively controlling the number of particles used in the simulation, which we
will consider next.

Optimization models

In the introduction of the fixed-weight δf we discussed how the birth rate of parti-
cles affects the efficiency of the simulation. In paper I and II we proposed a method
for minimizing the total number of used particles in the simulation by tuning the
unperturbed part G(v) such that δf/f << 1 and at the same time minimize the
particle birth rate, remember the expansion is f(v, t) = G(v) + δf(v, t). This min-
imization is optimal in the sense of variance reduction of the perturbed part since
a minimal number of particles are needed to represent the time evolution of the
perturbed part for a fixed error of f .

In our work we found that if we only minimize δf by selecting G close to f we
sometimes obtain a very large source term L(G), which require birth of many new
particles e.g. modeling radio frequency heating, Stix [1992]. The other extreme
is to select G such that the source term is zero, L(G) = 0, only to recover a
full-f scenario, unless some symmetries of the operator ensure a zero source term
for a nonzero G. This is the common procedure (recently developed) for solving
the weight spreading problem for the weighted δf methods discussed earlier; to
gradually turn of the source term, which also means that the simulation is no
longer a δf but a full-f. From these observations we proposed in paper I and II an
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optimization model, which account for both effects. First we proposed an expansion
of f and G,

G(v) =

i∑

l=1

gl(v)

f(v, t) = G(v) + δfi(v, t),

(5.6)

(5.7)

where gl(v) are arbitrary smooth functions. Expanding G as a sum of functions
originate from selecting functions {gi} at a discrete set of times t0 ≤ t1 ≤ ti ≤
ti+1 ≤ T , not necessarily every time-step. Secondly we proposed an optimization
at each time ti. The optimization model finds a function g∗i such that the birth
rate and the density of δf is minimized,

g∗i = argmin
gi

(

Ni[gi] + ω
dN

dt
[gi]

)

, (5.8)

where

Ni =

∫

Rn

|δfi|Jdv = ‖δfi−1 − gi‖1,
dN

dt
= ‖L(gi +

i−1∑

l=1

g∗l (v))‖1

where ‖f‖p =
(∫

Rn |f(x)|pJdx
)1/p

, is the Lp-norm. Note that we need a density
representation of the the particle density δfi in this model, which can be obtained
by projection techniques or kernel density estimation. This introduces errors in
the simulation. In Paper II it was shown that the particle density is not needed
explicitly if the L1-norm is replaced by a quadratic L2-norm. The density estimation
is reduced to calculating expected values of the particle distribution on the basis
function representation of G.

In paper I and II it was demonstrated that the combination of the adaptive
model together with the direct source sampling technique improved the computa-
tional performance by two-orders of magnitude compared to standard Monte Carlo
for a simple RF-heating test case in 1D. It should be noted that a rough model
based on moment expansion for representing G was used in these papers. The per-
formance could likely be further improved with a more sophisticated representation
of G with e.g. higher order finite elements or radial basis functions. Future work
includes testing the applicability of the method in higher-dimensions where the
main challenge is the projection of particles on the basis functions for representing
G. This could turn out to be difficult when the number of dimensions is large.
Another possible extension of this work is to apply our optimization method to the
two-weight δf method. We believe that the spreading will be suppressed since the
source term is reduced.
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5.2 Paper III

In Paper III we studied the applicability of the randomized quasi-Monte Carlo
method for simulation of fast-ion thermalization processes e.g. neutral beam injec-
tion Goldston et al. [1981]; Pankin et al. [2004] and RF-heating J. Carlsson and
Hellsten [1994]. In the paper we set, to our knowledge, a world record in the number
of simulated time steps using the scrambled Faure sequence. Two different quasi-
Monte Carlo techniques were compared for a neutral beam injection scenario and
the statistical convergence of the methods was measured. The tested methods are
the Brownian bridge technique combined with the scrambled quasi Faure sequence
and the method in Lécot and Khettabi [1999], which is called the method of sorting
and mixing in paper III. Applying low discrepancy sequences to simulation of diffu-
sion processes is an active area of research and current quasi-Monte Carlo methods
suffer from a limitation in the number of time steps for convergence. In plasma
kinetic simulations it is common to run for tens of thousands time steps and in
paper III we found that the method of sorting and mixing and the Brownian bridge
method do not scale to this range. The sorting and mixing method breaks down
completely, which we also showed theoretically in the paper from the convergence
proof in Lécot and Khettabi [1999]. The upper bound on the convergence of the
sorting and mixing method grow with the number of time steps. In contrast to the
sorting and mixing method there is no convergence proof (yet) to rely on for the
Brownian bridge method. For sixteen thousand time steps, the Brownian bridge
method converge as the standard Monte Carlo and sometimes to a biased result,
which makes the method not applicable for this number of time steps.

Both methods outperform the standard Monte Carlo method for modest number
of time steps (thousand or less). The convergence of the Brownian bridge method
is better than the sorting and mixing method, but the sorting and mixing method
starts at a lower error than the Brownian bridge method. We found that the
convergence is strongly dependent on the choice of the goal function g(·). For
modest number of time steps (27) the value of g = vξ converges like O(N−1) for the
Brownian bridge method and O(N−0.6) for the sorting and mixing method, while
both methods converge like O(N−1) for g = E2. The conclusion of the paper is
that these methods can be used for modest number of time steps but not for time
steps required for detailed plasma kinetic simulations. We believe that combining
the two methods can resolve this issue. The idea is to generate a coarse Brownian
bridge path with say thousand time steps and use the method of sorting and mixing
between points on this course path. For example, if we assume that the sorting and
mixing method is used for hundred time steps between each coarse point we will be
able to construct a path with (103 − 1)× 102 ≈ 105 time steps. This technique will
open up the range of time steps required for detailed plasma kinetic simulations.
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Chapter 6

Conclusions

New variance reduction methods have been developed with application to plasma
kinetic diffusion. The methods are suitable for simulation of RF-heating and trans-
port but is not limited to these types of problems. In paper I and II, we derived a
novel optimization model that minimizes the number of required particles in a parti-
cle simulation, which implicitly reduces the variance when calculating the expected
value of the distribution. In Paper I and II we reported that the developed method
is up to two orders of magnitude faster than the standard Monte Carlo method for
a radio-frequency heating test case. The best performance was achieved in plasma
regions with low power density, which is common at the main part of the plasma.
The conclusion is, that this method is efficient for simulation of toroidal plasmas
where the power density is large in a small fraction of the plasma volume. The
proposed variance reduction method in paper I and II reduces the variance by min-
imizing the coefficient α. The alternative is to optimize the order of convergence.
This is considered in paper III where two disjoint methods are tested on a neutral
beam injection scenario. The methods, called the Brownian bridge method and the
sorting and mixing method was combined with scrambled Faure sequences. Both
methods converged faster (∼ O(N−1)) than the standard Monte Carlo for modest
number of time steps, up to thousand. This is not sufficient for kinetic plasma
simulations, which require an order of magnitude larger number of time steps. For
this region, both methods degrade to the accuracy level of the standard Monte
Carlo method. We believe that combining the two approaches in paper III, can
improve the convergence even for the number of time steps required for plasma
kinetic simulations.

Perspective on variance reduction methods

There exists a large number of variance reduction methods for reducing the coef-
ficient α. A new method based on multilevel techniques has been proposed Giles
[2008], which would be interesting to combine with the optimization technique de-
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6. CONCLUSIONS

veloped in this work. Another future direction, is to extend the validity of the
quasi-Monte Carlo method to the regime required for plasma kinetic simulations.
To our knowledge there exists only one paper Owen [1998], which discusses tech-
niques for extending the quasi-Monte Carlo method to tens of thousands of time
steps. Combining the two different methods tested in paper III might lead to a
working quasi-Monte Carlo method for very large number of time steps.
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