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Abstract 

High speed data communication has brought a monumental change in both the modern human 
experience and in the pace of technological advancements. Processing and communication of 
data are closely associated with each other and are accomplished normally through broadly 
termed processor-based systems. Traditional buses have become a bottleneck in these systems 
with ever increasing demands in speed and bandwidth. This is due to their inability to scale in 
parallel with the increasing resources, speed requirements and complexities. Network-on-Chip 
has offered a sustainable solution to this problem and is aimed to replace the traditional buses.  
 
This thesis presents multiple solutions to a multi-board Network-on-Chip Communication 
System for upgrading the data-rate several times through the links; and for eliminating a 
persistent breakdown of communication protocol. The thesis builds upon a 4x4 Network-on-Chip 
having 16 processor-nodes implemented on four interconnected plesiochronous Altera Stratix-II 
FPGA boards. Although the communication in on-chip network was fast and robust for obvious 
reasons, the Inter-board communication was incapable of high speed data transfer. It severely 
limited the performance of the whole Network-on-Chip and marred the advantages that it has 
over traditional bus-based systems. 
 
The thesis utilizes several optimizations and techniques to enable an error-prone wired-link to 
successfully transfer signals and clock at high speed. It also introduces a fault tolerance 
technique for accuracy of data transfer through the network and also reduces the logic size of the 
communication mechanism. It involves multi-pronged approach for the challenges posed by 
deteriorating clock and signal integrity towards a successful and desirable communication. A test 
system is also developed to investigate the problems restricting the clock rate, and to test the 
accuracy of the data transfer. The test system, being balanced in distribution of data, is applied to 
the original design as well as to the new solutions proposed. 
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Chapter 1 - Introduction 

This chapter starts with introduction on the need for Network-on-Chip (NoC) supported by its 
comparison with traditional bus system, and then presents the objectives of the thesis. It ends 
with the outline of chapters in this report and their short summary. 
 

 1.1 NoC vs Traditional Bus 
CMOS technology scaling has enabled the designers to embed many heterogeneous devices into 
a single chip. This trend is driven by the advancement in integration technology and by the 
advantages MPSoC (Multi-Processor System-on-Chip) offers in most applications. In fact, the 
intensive processing required in modern products has pushed market towards this innovation.  
By the term ‘Processor’ we mean any computational or control unit. And the term ‘System-on-
Chip’ generally refers to a functional electronic system which can be considered independent in 
some sense and which consists of different units that are combined on a single chip.  
 
The interconnection and communication between different devices has for many years been done 
through the use of ‘Buses’. Traditional buses have the advantage of minimizing design 
complexity and simpler protocols when introducing new devices in the network. The added 
benefits in using special design architectures like supporting main processors with 
‘Coprocessors’, ‘Hardware Accelerators’ or multiple Processors with several Caches, Memories 
and I/O’s have been utilized throughout the Industry. This in turn increases the complexity of the 
system and traditional buses do not remain advantageous in these scenarios even with their low 
cost and simplicity. So, to reap intended benefits of multi-core (or multiprocessor) systems, 
efficient interconnect mechanism needs to be employed which can be achieved by introducing a 
NoC (Network-on-Chip). Besides efficiency and scalability, some other trends also drive the 
applications towards NoC approach [1]: 

• Silicon process evolution has led us to the point at which the use of gate has become 
more efficient as compared to the use of wire. The performance of gates is better than 
wires and they also consume lesser areas. Concept of NoC clearly utilizes gates in 
contrast to wires. 

• Time-to-market is of utmost importance in commercial products. The use of 
synthesizable RTL of designs is more handy and time-efficient as compared to manual 
layouts. Traditional designing of buses involve manual layouts but NoC is supposed to be 
easily implemented with synthesizable RTL. 

• The newer trend of bringing every form of data and transaction into the fold of standard 
packets supports the use of NoC approach. This enables a component block on the system 
to communicate with almost all other blocks without any mediation or protocol translator. 

 
Other performance related advantages of NoCs over buses have also been reported. Following 
table compares the reported performance metrics of first commercial NoC ‘Arteris’ over a bus 
design example. 
 

 



6 

 

Table 1: Comparison of traditional bus with Arteris NoC [1] 

Criteria Bus NoC 
Max Frequency 250 MHz > 750 MHz 
Peak Throughput 9 GB/s (more if wider bus) 100 GB/s 
Cluster min latency 6 Cycles @250MHz 6 Cycles @250MHz 
Inter-cluster min latency 14-18 Cycles @250MHz 12 Cycles @250MHz 
System Throughput 5 GB/s (more if wider bus) 100 GB/s 
Average arbitration latency 42 Cycles @250MHz 2 Cycles @250MHz 
Gate count 400K 210K 
Dynamic Power Greater Lesser 
Static Power Greater Lesser 
 

 1.2 Objectives 
The utility of Network-on-Chip can only be justified if high speed data transfer is possible 
through the network. This thesis is a sequel to an already designed 4x4 NoC (16 nodes) 
distributed into four inter-connected Altera Stratix II boards with each board having a 2x2 quad-
core NoC (4 nodes). Description of a ‘node’ and Altera Stratix II board will be given in the next 
chapter. The 4x4 NoC designed by Wajid Hassan Minhass, is built upon the 2x2 NoC developed 
by Dr. Johnny Öberg. The 4x4 NoC design includes a Board-Bridge Unit to implement the inter-
board communication [2]. Due to the reception of incorrect data and drop-out of flits, the 
implementation of inter-board communication was declined to a very low speed. This severely 
restricted the performance and purpose of the NoC. The main objectives of the thesis are: 

• Design of a test system to have a transparent view of the data transmission and reception 
across the platform boards. 

• Investigation and Analysis of causes behind the bad performance of the communication 
link. 

• If possible, optimize the design to eliminate the causes of the problems or find any 
alternatives for improving the speed of the link. 

• Optionally, perceive and add a fault-tolerance design to the system for improving 
accuracy of the data communication, which is best suited to restricting weaknesses of the 
current design without adding unreasonable overhead to the system. 
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Figure 1: Design arrangement of general NoC nodes. 

 

 1.3 Outline 
The chapters in this thesis are organized as follows: 

• Chapter 2 discusses the characterization and specification of NoC. It elaborates the 
structure of the NoC platform under observation in this thesis. 

• Chapter 3 briefly explains the inter-board communication mechanism, its limitations and 
its bottlenecks. 

• Chapter 4 explains the purpose and functioning of the ‘Test System Design’. 
• Chapter 5 specifies the improvements and optimizations done in the whole inter-board 

communication design. 
• Chapter 6 describes fault tolerance and its implementation in our design. 
• Chapter 7 presents and analyzes the results of the thesis work. 
• Chapter 8 gives the recommendations for future work based upon the findings and 

experiences of the thesis. 
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Chapter 2 - NoC Overview 

This chapter discusses the characterization and specification of NoC. Then it follows with the 
structure of the current NoC platform we are working on. 
 

 2.1 Concept of NoC 
Figure [2] is a conceptual illustration of a generalized Network-on-Chip. Its components and 
characteristics are defined below [2]. 
 

 
Figure 2: Conceptual diagram of a NoC 

 

 2.1.1 Resource 
Resource is the element to which the data is transferred through the NoC. Resource can be a 
processing element, a memory element or a localized processing system. 
 

 2.1.2 Resource-Network Interface 
The RNI (Resource-Network Interface) is responsible for communication from the switch to the 
resource. Some systems require proper translation of data to make it compatible for 
communication between Resource and the network, so in these cases RNI provides the 
translation.  
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 2.1.3 Switch 
The Switch is connected with multiple links of the NoC and to the Resource through the RNI. It 
routes the data incoming from different directions onto their respective destinations. In our case, 
the switch is a 5-port router connected to four other switches and to the RNI. 
 

 2.1.4 Topology 
It defines how the nodes in the network are arranged.  Selection of topology depends upon the 
specification of the system and the nature of task being achieved collectively by the system. It 
also includes the Switch-to-Resource ratio, which tells the number of Resources connected to 
one Switch. It also tells us about the complications in the RNI when the number of Resource is 
greater. In our 4x4 NoC Design, mesh topology has been used. 
 

 2.1.5 Flow Control 
The Flow Control and Routing Algorithm are selected according to the given topology. The 
mechanism of ‘flow control’ determines the allocation of network-resources to the incoming 
Flits. Here, Flits are FLow-control-digITS which are a sub-entity of a packet. The packet is 
divided into flits to facilitate correct flow and transfer of data in the traffic. In our NoC, 
“Bufferless Flow Control” has been implemented. This means that data is routed out at the same 
rate as their arrival and the flits are not stored in the switch for retransmission purposes. 
 

 2.1.6 Routing Algorithm 
Routing Algorithm specifies how and in which direction, the packets are to be directed to reach a 
certain destination. In this, Deterministic Routing defines singular path from the source to the 
destination. It is more often used because of its simple implementation. Another type of routing 
is Oblivious Routing, which forms multiple paths towards the destination. In contrast to these is 
Adaptive Routing, which has the ability to analyze the traffic and congestion through the parts of 
the network, and shape the routing according to the latest scenario. The designed NoC uses 
“Dimension-Order Routing”. The packets are routed along (+x, -x, +y, -y) using y-before-x 
routing towards nodes that have exclusively assigned addresses. 
 

 2.2 NoC Nodes 
The combination of resource, RNI and the switch is considered here as one node for simplicity. 
The NoC under consideration was constructed in such a way that every node consists of an 
Avalon-based system. The Avalon switch interface is an advanced form of bus interconnect, 
which is optimized for less resource of logic gates used and for shorter communication protocol. 
The devices connected to this interface have individual status of either ‘Master’ or ‘Slave’ 
according to the individual functionality. Master devices have the right to start a data transaction 
and Slave devices can answer Master’s command. In this NoC design, as shown in figure 3 the 
Avalon interface connects following components to form one node [2]: 

• A CPU (NIOS-II processor), which executes the application software to run the NoC, and 
is also the Avalon Master. Other devices have the status of ‘Slave’. 
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• An On-Chip Memory (RAM), connected to Avalon bus at one end, is responsible for the 
communication to NoC through data stored in its particular address spaces. This is how 
the RNI is implemented through this RAM. The data to be transferred to the network is 
written on the specified ‘Outbox’ locations in the RAM. And the data to be transferred to 
the Resource (i.e. the Avalon bus system), is written on the ‘Inbox’ location of the 
memory. 

• A Parallel Input/Output Port, used to pick input data from the push-button switches and 
to output the data on the LEDs present on the Stratix-II boards. These ports are used to 
test the communication in the Network-on-Chip. 

• A JTAG-Universal Asynchronous Receiver Transmitter, responsible for connecting the 
FPGA boards to the computer for downloading and debugging purposes. 

• A Performance Counter, used to very accurately measure the performance (speed etc.) of 
NoC from or through the node. 

 

 
Figure 3: Structure of one NoC node 

 

 2.3 NoC Hardware 
The Network-on-Chip is implemented on four Altera Stratix-II FPGA boards. Each board hosts a 
Field Programmable Gate Array (FPGA) containing 24,176 Adaptive Logic Modules and 60,440 
Logic Elements.  The board also contains several resources to support independent prototyping 
of wide ranging designs and applications on the FPGA. The sketch of the boards is given in 
figure 4 and the resources of the board are given in [3]. It includes:  

• The required power supply to drive the FPGA and other devices placed on it. 
• Different memory modules to help the designer in different scenarios. 
• I/O ports and pins to enable the FPGA for communicating outside the board. 
• On-board Oscillator, PLLs and external clock input for supplying desired clock to FPGA 

and other devices. 
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Figure 4: Stratix-II platform board 

 
FPGA is the heart of our design. It contains complete nodes and functional architecture of our 
Network-on-Chip. Only I/Os (Inputs/Outputs) and interconnects are outside the FPGA. Each 
FPGA board contains four nodes of the NoC. For constructing a ‘16-node’ mesh architecture, we 
have connected four Altera Stratix-II FPGA boards through proto-pin ports. The design is 
arranged as shown in figure 5. Obviously, the interconnection between nodes residing in the 
same FPGA is implemented inside the FPGA.  
 

 

 
Figure 5: Current design arrangement 
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The NIOS-II embedded soft-processor cores, which have general-purpose RISC architecture, are 
utilized in the design. Following tools were used during the development and implementation 
(their usage is also given):  

• Quartus-II; for logic synthesis, floorplanning and pin assignments etc. 
• SignalTap II Logic Analyzer; for signal probes and error investigation. 
• Nios-II IDE; for application software. 
• SOPC Builder; for custom generated node architecture and soft-core design. 
• Altera Debug Client; for node testing application and debugging. 
• Modelsim was used for running simulations of different parts independently. 
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Chapter 3 - Inter-board Communication 

As stated earlier, the main purpose of this thesis is to eliminate bottlenecks in the inter-board 
communication. This chapter discusses the inter-board communication mechanism and its 
limitations. 

 3.1 Platform Limitations 
In the On-Chip communication between the nodes, we have the utility of transferring complete 
flit at once in few cycles. This is because same clock drives both nodes and the on-chip 
interconnection can be very wide (in terms of bits), which is easily sufficient for our flit size (i.e. 
52-bits). But the inter-board communication does not enjoy both of these resources. Each board 
in the NoC is run by a different oscillator, thus having relatively similar speed but unrelated 
clock phases.  
 
To make the communication possible, clock domain translation is done which will be discussed 
shortly [2]. Successful clock domain translation is necessary to avoid ‘metastability’ in the logic 
circuitry which will cause faulty communication or complete deadlock. Metastability occurs in 
digital electronic circuits (such as Flip Flops), when the signal violates the setup and hold times 
of the Flip Flop. These time units are defined by clock that is driving the Flip Flop. If the signal 
transition is not according to the driving clock then there is a high possibility that Flip Flop 
enters detestable or undefined state.  
 
The second limitation is that we are restricted by very few possible physical interconnects across 
the boards which causes sharp decline in communication across the board. This problem is 
further discussed under board-bridge unit. 
 

 3.1.1Clock Domain Translation Protocol 
In the original 4x4 NoC design, two-flop synchronizer was used to safely perform clock domain 
translation. In this method, the whole flit is first put on the Data bus and Request signal is set 
high from the sender. The Request signal is then double-sampled by the receiver clock which 
makes sure that in the worst case, the signal is picked up high by the receiver in the second cycle. 
The receiver domain then sets the Acknowledgement signal high, which is similarly double-
sampled by the sender clock and notifies the sender that translation is done. Figure 6 elaborates 
the clock-domain translation. 
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Figure 6: Conceptual representation of domain translation 

 
 

 3.1.2 Board-Bridge Unit 
Due to the fact that PROTO2 I/O port is used to connect a board with adjacent boards and the 
design is conceived to be scalable for later expansion purposes, therefore, permanently assigned 
sections of the board are used to connect to a specific adjacent board as shown in the figure 7. It 
is structured in such a way to make it quite easy to extend the number of nodes in the network by 
following this pattern.  
 

 
Figure 7: Board interconnections with proto port sections 

 
The chosen arrangement allows for only 10 pins to connect to a board in each direction. Two out 
of these ten pins must be used for clock and ground connections. So, we have four pins left for 
each of the two nodes in each side to connect to its neighbor node on the other board. Two of 
these pins are used for transmission to the other node and the other two are used for reception of 
data from the same node. These limitations are catered by the BBU (Board-Bridge Unit). It 
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performs the domain translation as well as the parallel to 2-bit serial conversion, as shown in 
figure 8. 
 

 
Figure 8: Implementation of board bridge unit 

 
This domain translation is a modified version of the one discussed previously. In the 
implementation, we have used a third clock (other than the clock signals used for driving the 
nodes inside both boards) for the communication between the boards. We term this third clock 
signal as the ‘communication clock’ which is generated through the PLL (Phase Locked Loop).  
 
PLL is an advanced electronic circuit which is used to perform controllable variation on the 
frequency and phase of a signal. Original signal (commonly coming from an oscillator) is passed 
to the input of PLL block, control parameters are already preset on the PLL or can be changed 
dynamically and we obtain the signal of desired phase and frequency from PLL block’s output. 
As listed in the resources of Altera Stratix-II FPGA boards, we have six PLLs available. Since 
our requirements for the ‘communication clock’ include the properties of variable phase offset 
and frequency with respect to the on-board oscillators, that is why we made use of the PLL 
block. 
 
Now in this modified domain translation, on forward path the flit is first translated into the 
domain of the communication clock and then transmitted serially across to the node on the other 
board. On the receiver board, the flit is driven through the serial-to-parallel conversion and then 
the parallel data is translated into the domain of the receiver board’s clock. On the backward 
path, the transmission and reception of data is done in the same manner, but with the exception 
that this time the communication clock used is not generated on the sender board, rather the same 
PLL generated clock of receiver board is used. This is done to avoid usage of one more pin on 
every board in all four sides, which would demand four more pins and it would then be difficult 
to maintain scalability. But this method also creates a set of two designs of the BBU (i.e. Board 
Bridge Unit). One for the side generating communication clock (i.e. BBU-B1) and the other for 
the side receiving the communication clock (i.e. BBU-B). These two designs when implemented 
on adjacent boards implement the inter-board communication. 
 
Clock latency is minimized for correct reception of data on the side that generates the 
communication clock. This is achieved by sampling the received data on the negative edge. The 
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importance of this modified two-flop synchronizer for the BBUs is that now communication 
clock can be made fast through PLL to enable a faster inter-board communication due to faster 
domain translation and parallel-serial conversions. In other words, the inter-board 
communication clock is now independent of the on-board clocks. The loss of speed through 
serial conversion can be somewhat reduced and the inter-board communication might come 
closer to the on-chip network communication in terms of speed through the links. 

 3.2 Problems encountered in implementation 
Although the BBU design promises to reduce the loss of speed in the inter-board 
communication, some problems were encountered in actual implementation which forced the 
communication clock to be reduced to mere half of the on-board oscillators. This has created a 
huge bottleneck in speed of the whole NoC communication. It was observed that bit patterns 
were consistently received incorrectly at the receiving nodes. Also in the node testing application 
for the demonstration of the working of NoC, it was observed that sometimes data was 
undetectable to certain nodes no matter how many times it was retransmitted. By reducing the 
communication clock to 25MHz from 50MHz, the results improved. But it has created a huge 
difference in data transfer rates between communication within a board and out of the board. 
Since the on-board communication is driven by 50MHz clock and there are 52 bidirectional links 
instantiated in the design, the on-chip communication (i.e. when both nodes are inside the same 
FPGA) is very fast.  In contrast, the inter-board communication (i.e. when nodes are placed in 
different boards) is taking place at very low speed because it is driven by the communication 
clock which has been reduced to 25MHz due to erroneous transmission. Also, there are only 2 
bidirectional links in this communication and there is some delay introduced by the process of 
domain translation. In other words, the inter-board communication is limiting the speed of data 
transfer in the Network-on Chip. This, in turn, spoils the advantage of using a NoC over a 
traditional Bus. So, the current thesis focuses on reducing this bottleneck by examining the 
causes of erroneous communication and by exploring different possible variations and methods. 
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Chapter 4 - Test System Design 

The first main objective of this work was to design a test system which can transparently and 
accurately view the causes of faults in current communication design. This chapter explains the 
design and functioning of the ‘Test System’.  
 
It was decided to design the test in hardware because we have adequate unused logic resources 
on the FPGA and it will give a deeper insight to practical problems as compared to the use of 
simulations for the same purpose. So, a “Built-In Self Test” (BIST) was conceived.  
 
The concept of BIST is derived from an industrial desirability that electronic systems should 
themselves be able to indicate that their functioning at given point of time is according to the 
requirement and specification, or not. This is achieved by incorporating a testing system inside 
the design during development phase, which is why it is called a built-in self test. It is needed 
because this saves us too much test time and will also avoid development and (/or) cost of any 
external testers. Also, a built-in design would have better access to fault locations as compared to 
external testers which will only be able to achieve this with much more hardware overhead. 
Furthermore, it is impossible to detect errors from outside in certain cases. In one of the earliest 
definitions of BIST, it is defined as: 
“Any of the methods of testing an integrated circuit (IC) that uses special circuits designed into 
the IC. This circuitry performs test functions on the IC, and signals whether the parts of the IC 
covered by the BIST circuits are working properly." [4] 
 
A general architecture of BIST as illustrated in [5] is shown in figure 9. It obviously contains the 
‘Circuit Under Test’ (CUT) along with the ‘Test Pattern Generator’ (TPG) and the ‘Output 
Response Analyzer’ (ORA). The task of TPG is to generate the input sequence which is carefully 
designed to test the required functionalities of CUT, and the response of the circuit under test to 
this applied input sequence is then examined by the ORA. The output response analyzer might 
also drive any of the outputs to indicate whether the functioning of CUT is proper or not.    
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Figure 9: Basic BIST architecture 

Task of the Test Controller is to facilitate the whole process of built-in self test when it is 
required. It forms the whole sequence of operations by indicating to every block when it has to 
perform the desired action. 
 
There are also issues related to BIST design. It increases the design volume and this increment is 
according to the complexity of the design and the intended fault coverage. The communication 
of the built-in self test with the outside world is also important. It involves questions such as in 
what form will this communication be handled if test cases are many and is there a possibility 
and requirement to indicate which of the fault was discovered or not. There can also be faults in 
BIST design, since it is also an electronic circuitry.  These issues are considered according to the 
scenarios when designing a BIST. 

 4.1 Test Architecture and Functionality 
When compared to BIST functionality, our design is not aimed to indicate the performance of 
circuit-under-test in absolute terms such as correct or incorrect operation. It is rather intended to 
display the sequence, states and condition of circuit performance as well as the propagation of 
signals and the whole communication process in general. All of these attributes are desired to be 
monitored very minutely. To achieve this, a ‘Synthesizable Testbench’ was coupled with the 
existing hardware design. 
 
‘Logic Synthesis’ is the process of transforming a high-level design description into a gate-level 
implementation of the design. This implementation can be optimized for different constraints 
such as area, timing and (/or) power consumption [6].  
 
So, synthesizability here means the testbench can be implemented in hardware with the original 
design. This property limits the flexibility of testbenches that is why they are not generally built 
in the hardware. The designed test system is composed of the bocks represented in the figure 10, 
which are also discussed below. 
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Figure 10: Block relationship of the Test System. 

 
The functions given in the blocks are: 

• Test Pattern Generator is responsible for supplying signals necessary to physically 
emulate a running NoC node. The node in the CUT is constantly being filled up with 
incoming flits by the neighboring nodes at the fastest rate the node and the mechanism 
can handle. The TPG acts as these neighboring nodes. This is done by a state machine 
which checks if the present flit is sent through, and then immediately the next flit is 
transferred to the domain translator. The important point is that it behaves exactly as 
some node passing flits through the NoC, so that it remains compatible to the rest of the 
system and the resultant improved system can be easily connected back to the original 
NoC without any incompatibilities. Different sequences of count values were tested in the 
flits that were sent through the link to check the corresponding flit values at the reception. 
Figure 11 shows the flow graph of the TPG block and its functions in a simplified 
manner. 
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Figure 11: Simplified flow of the Test Pattern Generator 

 
 

At every rising edge of the clock, the TPG probes the signal that indicates completed 
transmission of the current flit. If the signal is high, the Test Pattern Generator performs 
broadly three tasks concurrently. It increases the count value of transmitted flits which 
indicates the number of flits that have been passed through to the CUT. This number is 
used in ORA afterwards to determine the performance of communication link in terms of 
the difference between the number of flits that were sent and the number of flits that were 
received or lost. The TPG also passes the next flit to the CUT at this point. The actual bit-
pattern is generated according to predefined sequence whether it is increment, decrement, 
odd, even, 0 or 1 sequences etc. In this state, the record of ten latest transmitted flit values 
is also updated. This record is oriented in FIFO order in which the latest flit value is 
entered, the oldest flit value is overwritten and all other values are displaced a single 
location forward. This record is also utilized in ORA to check the value of received flit 
which had been routed on backward path. If the communication is erroneous, the flit 
would have different value, otherwise it will be same as in the corresponding record 
location. The purpose of keeping a whole record of ten flit values rather than only one 
previous transmitted flit value is that the path latency in the link varies because of the 
clock rates on both boards, which are not exactly the same. Hence, we have some delays 
in transmission and it is possible that the presently received flit is older than the 
previously transmitted one. And this size of ten is chosen for the record FIFO because 
this path delay has quite considerable variation and sometimes a much older flit might be 
received.  

 
• The Circuit-Under-Test comprises of the domain translation, serial/parallel conversion 

and the physical links connecting these with their counterparts on the other board. 
Domain Translator and Parallel-to-Serial/Serial-to-Parallel Converters are the same 
original blocks discussed earlier and were improved through the design process to deal 
with encountered problems but essentially had the same functionality as described in 
previous chapters. 
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• Flit re-insertion block routes the received flit into the CUT to be transmitted back to the 
generator node for checking the performance of the return path of the link. This is 
because the forward direction is routed with the clock, but the backward path is routed 
against the clock and the communication clock is generated on the other board so the 
backward path is assumed to have greater impact of errors. Good results on the return 
path will clearly justify proper functioning of the forward link also. The block has a 
concurrent process which checks the completion of flit transmission on the backward 
path and inserts the received flit when the transmission is completed 

 
• Output Response Analyzer is composed of two parts; the state machine named 

FSM_compare and the implementation in SignalTap II Logic Analyzer. These two are 
used on both boards to have a look into the reception at both sides and identify the source 
of problems in the link. The task of FSM_compare state machine is to count the number 
of received flits, compare the value of the present flit with the transmitted value (should-
be-value) and increment the amount of correctly received flits. This helps to compare the 
number of transmitted flits to the received flits and calculate the percentage of the correct 
transmission. Since the packet generator and re-route blocks are not driven by the same 
clock, therefore a drift is always present in the speed of flit generation and its reflection 
back. This complicates the design of flit verification and in case of a simpler testbed, the 
correct flit can also be discarded because of the drift in both communication paths. So, a 
robust design is made with the help of the sent_flits_array of the ‘Test Pattern Generator’ 
to cope-up with the constant variations in the rate of transmission and reception. Figure 
12 shows the state diagram of the FSM_compare. 

    
 

 
Figure 12: State diagram of the FSM_compare state machine. 

 
 

The starting state waits for the flit_received signal to go high. This signal indicates that 
the present flit has been properly received and has gone through the domain translation to 
move forward in the network or to be compared. When this signal goes high we move on 
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to the transient_check state. This state is added to make sure that this signal is not picked 
up high momentarily due to incorrect sampling and thus it may lead to false figures. If the 
flit_received signal stays high then we move on to the next state which holds actual 
purpose of this FSM. In this state, the received flit is compared with the corresponding 
flit that was sent by the TPG and based on the result from this comparison, the register 
holding the actual count of correct flits received, is incremented. The register for count of 
total received flits is also incremented and the pointer on the flits_array (i.e. the record of 
flits sent by the TPG) is also incremented to have the comparison value for the next flit. 
The array is managed by the TPG, but this FSM points to its values and uses it for 
comparison purpose. The current state also updates the registers that hold the value to be 
decoded to the seven segments present on the board. Then the state machine moves on to 
the next state because there is no condition which allows the state machine to remain in 
this state unlike the other states. The final state waits for the flit_received signal to turn 
low. Since the signal remains high for multiple cycles, there is a possibility that the whole 
state machine is cycled more than once for the same flit and this would yield widely 
erroneous figures for the link performance because the second comparison of the same 
flit will definitely impact negatively on the true flit reception and on the pointer to the 
flit_array.  
 
The second important part of the ORA is the SignalTap II Logic Analyzer 
implementation. Logic Analyzers are devices which display the logic state of a signal 
path as a function in time. Since FPGAs have embedded circuitry which cannot be 
directly probed from an outside pin, they are probed through Internal Logic Analyzers. 
ILAs (Internal Logic Analyzers) can acquire data on internal signals while the design is 
running at full speed on an FPGA device at very high clock speeds. They also have the 
ability of being able to be used without requiring changes to the design files, as the FPGA 
vendor software can automatically insert the ILA into the design files after the design has 
been implemented in the FPGA without disturbing the implementation of the design [7]. 
The SignalTap II Logic Analyzer software was used on our design.  
 
“The SignalTap II Logic Analyzer Editor allows you to debug your design in real-time 
and at high-speed while performing an analysis in the Quartus II software. With the 
SignalTap II Logic Analyzer Editor you create one SignalTap II File (.stp) that contains 
all SignalTap II Logic Analyzer configuration data. When you run a SignalTap II analysis 
you capture data and save it to the SignalTap II File, which is then included in your 
design. You can make changes to the parameters and settings in that SignalTap II File 
with the SignalTap II Logic Analyzer Editor. After capturing the data and saving it to a 
SignalTap II File, you can view the data you capture in a waveform. The SignalTap II 
Logic Analyzer Editor provides the control to select specific nodes and choose when and 
how much data to capture from those nodes. You can then route the data to device 
memory, or route the trigger condition to an I/O pin to use the SignalTap II Logic 
Analyzer in conjunction with an external logic analyzer or oscilloscope. You monitor the 
memory resources that the embedded logic of the SignalTap II Logic Analyzer uses on 
your device to determine possible changes to your design”. [8] 
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The important signals and registers were included as nodes in the logic analyzer file to be 
viewed in real-time operation for observing possible causes of errors. As discussed 
earlier, for the connection between both nodes a clock is sent along with 2-bits of data 
and 2-bits of data is received simultaneously using the same transmitted clock. This 
requires 5 wire links per node-to-node connection. The idea of the test system is that the 
best method of probing the link is to pass a flit through the forward path, then route it 
back through the return path, and then verify it at the source for its value. Since the 
process is done in pipelined manner, it is fast enough to emulate a NoC running at highest 
possible speed. Another functionality added to the test design, was to connect both the 
on-board seven segments to the registers recording the number of error flits. The 
functionality was conceived originally for the scenario in with we could send and receive 
flits one-by-one through the link (not in pipelined manner) and then check at the final 
reception whether the transmitted flit is received uncorrupted. If the flit was corrupted, 
we increment the register connected to the dual seven segments and if the flit is clean, it 
will be added to the register showing total flits received as explained in the earlier state 
machine. 
 
But later, when the pipelined architecture was considered more fruitful in terms of 
statistical data, this functionality serves as an indicator for the frequency of error flits 
traversing the link. If this frequency is too high, we cannot sense the change in the seven 
segment displays and if the frequency of detected errors is reasonable, we will see the 
seven segments blinking because of the regular changes in its values. 

 4.2 Problems and Weaknesses in the Original Design 
The first problem in the design is the sudden and complete breakdown of inter-board 
communication protocol. There are two weaknesses in the design that lead to complete stoppage 
of the protocol:  
 

• The state machine controlling the transmit-out of data issues the transmission_complete 
signal, at the end of each transmit-flit process. This signal is held-up high for two cycles 
and then lowered again to show the completion of the flit and availability for 
transmission again. The signal is double-latched and connected to another process for 
passing the next flit from the domain translator. 
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Figure 13: SignalTap Analyzer screenshot of protocol breakdown 

 
 

Figure 13 shows the display of SignalTap II Logic Analyzer for the original design with 
the communication clock upgraded to 50MHz. It is clear from figure that the 
tx_done_final (which is the second latch of transmission_complete signal) does not get 
the high signal at the end of a certain transmit-out process, and this in turn stops the 
whole transmission while the reception is still running (as can be seen with the Din and 
Dout in the figure). 

 
• The second weakness is from the clk to sndr-clk domain translator, where the request or 

acknowledgement is sent from the respective domains and is double-latched. But still at 
certain times, the signals are not received at the destination when the sndr-clk is 50MHz 
or above. So, in these cases, the signal-sender side goes ahead to the next state and 
destination side waits for the signal till eternity, and therefore we have a complete 
stoppage. Also, since we have three states for the domain translator state machine, which 
was automatically encoded to 3-bit state register, so in certain cases the state register 
jumped to any unassigned state which had no exit, thereby causing stoppage to the 
protocol. There were exactly the same problems with the sndr-clk to clk domain 
translator also. 
 

These problems were discovered when the Test Design was equipped with another state machine 
which recorded the activity of these signals and in case of inactivity or silence on their part, it 
generated a trigger on the logic analyzer. Also, for a deeper analysis of these problems, a self-
stimulus generation was developed for each of these stoppage points. The task of the stimulus 
generator was to provide transition to the running state from each of the blocked states. This 
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made it easier to tackle each of the weaknesses one-by-one and also led to analyze which 
problem occurs at a greater frequency as compared to the others. 
 
The second big problem was with receive and transmit state registers, which, at certain times 
miss a certain state or jump to an undefined state. As a result of this, the sequence of serial data 
transmission or reception is disturbed and the data is corrupted. 
 

 
Figure 14: SignalTap snapshot for FSM disorder 

 
 
Figure shows the display of Logic Analyzer, in which the ‘pres_state_recv’ register missed the 
19th state and thus corrupts the whole flit. The same problem occurs with ‘pres_state_xmit’ 
register which misses states and therefore sends some incomplete or oversized flits. 
 
The last problem is with the clock signal. There is a certain clock jitter and transition delay 
which is associated with it and it increases with the increase in the clock-rate. This was identified 
by sampling the communication clock at receiver board (board 2), the sample clock was eight 
times the speed of the communication clock and it was taken from the PLL connected to the 
oscillator of the board-2. It showed that the period of the incoming communication clock is 
changing at some abrupt points which also affect some of the registers and more error is 
introduced into flits at these points where the period of the communication clock is varying as 
compared to normal. This characteristic is assumed to be because of clock jitter. The 
investigation of this problem and design for a jitter-free clock is left for future works. 
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Chapter 5 - Design Improvements and Optimizations 

This chapter states and explains most of the improvements and optimizations done in the whole 
inter-board communication design. It starts with some theoretical understanding of digital clock 
and signal integrity issues. The important phenomenon observed during the whole process is that 
each of these optimizations supported each other in performance, some more than others but the 
problems were compounded and the optimizations one after the other seemed to have positive 
effects on the other domains as well. Since it was observed that the system performed reasonably 
at lower clock rate, so it was fairly obvious that the cause of the problems listed in the previous 
chapter are the digital clock and signal integrity issues. 
 
Clock here refers to a digital signal that consists of periodic pulses. It carries a very important 
nutrient for communication systems, which is called ‘Timing’. It is used to control the 
communication and co-ordination of different subsystems. Processing and communication of 
digital data is reliable when the associated clock performance and timing transfer are adequate. 
Thus clock is an indispensable element in digital communication. This signal is produced by an 
oscillator whose properties also affect its performance. The clock signal orchestrates the 
communication between the transmitter and the receiver. When the transmitter and the receiver 
are physically far from each other, the clock signal is exposed to many disturbances such as 
noise, signal level variation, dispersion and temperature effects. The receiver should manage to 
eliminate these effects for a reliable communication. The important properties of the clock signal 
are its frequency and timing. The speed of communication is generally dependant over the 
frequency of the clock. Timing property of a clock is very much responsible for synchronization 
of communication and its reliability. Undesired effects on timing cause errors in sampling 
instants and thus cause disruption or corruption in communication. [9] 
 
Jitter is the variation of actual arrival time of clock signal with its ideal arrival time. It is very 
undesirable for any time dependant system. Digital system functionality depends on the rising or 
falling edge of the clock signal. Jitter actually causes this edge to arrive early at some instants 
and arrive late at others. This jitter affects the performance of systems in many undesirable ways 
as we have seen in our case. Figure 15 explains the phenomenon of clock jitter as a waveform. 
 

 
Figure 15: Phenomenon of clock jitter. 
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Using PLLs is quite common to tackle the jitter and this is also utilized in this thesis. Clock 
signals also have a deterministic non-ideality known as skew which is dealt with by matching 
signal path lengths or by introducing a time shifted data signal. But Jitter is indeterministic and 
so it is quite difficult to get rid of it by common design techniques. Sometimes longer clock 
periods are used to avoid jitter which reduces the speed as was done before with this design. 
Jitter can also introduce hold time violation because reduced time might be left to pass the logic 
and therefore failure in systems might be caused. Figure 16 shows the effect of jitter on a clock 
signal taking place in time domain.  
 
 

 
Figure 16: Clock jitter example through time. 

 
PLLs are used to reduce or eliminate jitter, but PLLs have other sources of noise also. The noise 
generated from Voltage Controlled Oscillator (VCO) block of the PLL is one example. There is 
thermal noise and flicker noise generated by the PLL circuit. But above all, the unavoidable 
noise from the supply and substrate often dominate [10]. PLLs can eliminate short-term jitter, but 
they may allow long term jitter to pass through. Most of this theory and a 'Jitter Attenuation 
Circuit' (JAC) are presented in [11] 
 
Regarding our design, it is also very important to look at data signal integrity. The induced noise 
in these signals can be divided into four broad categories: reflections, crosstalk, rail collapse in 
power distribution and Electromagnetic Interference (EMI). The signal integrity is also 
dependant on the instantaneous impedance that a signal sees along its path. If that is made 
constant along the whole path, the signal quality is dramatically improved. In our design, 
unequal length and bending of the wires is also a contributor of inaccuracy. Crosstalk between 
the wires is also one issue which can result in ground bounce and simultaneous switching noise. 
Since the wires are not shielded, they are exposed to these effects as a result of the signal 
transitions in the neighboring wires. Shorter rise times and longer interconnects increase the 
effect of crosstalk, and unfortunately we have both of these scenarios in our design as we 
increase the clock rate. Unshielded cables also create EMI problems as we have other sources of 
noise and some exposed soldered points in the interconnections. For such a design, increasing the 
clock frequency leads to the increase in radiated emissions level and it becomes harder to 
minimize its effects as the clock frequency is further increased. EM and circuit simulators are 
useful in finding the generalized impact of increasing rise times and impedance of the 
interconnection on a transmitted signal. [12] 
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With the given scenario, the task was to try to push the boundaries of communication data rate 
for our design. The inherent problems of physical interface are still the same. Following are the 
changes and optimizations done in the design: 
 

• The first adjustment to the inter-board communication bridge was the reduction of flit 
size from 52-bits to 12-bits. The most important implication of this decision is reduction 
of digital logic in communication clock domain or the logic to be driven by the 
communication clock is less now.  The clock signal became better because of the 
decrease in fan-outs. This also affects the state registers in communication clock domain 
and there is now less chances of state disorder which was one of the main contributors in 
error flits. It should be realized here that the flit size for rest of the NoC will remain the 
same. It is only in the inter-board communication that the flit is divided into smaller flits, 
than transmitted and reassembled at the reception. 

 
• The combinational logic in the design was reduced to minimum, resets were made 

asynchronous rather than synchronous and all the latching was introduced before the 
multiplexers. This reduced the combinational delay in many paths and also the clock fan 
outs were reduced to make a more stable clock. 

 
• State registers were optimized in such a way that every state register was set to minimum 

bit width and every state had a return path so that protocol should not possibly hang in 
the middle. 

 
• The transmission_done, request and acknowledgement signals in all scenarios were 

double-latched before and during this optimization work, they were triple-latched to 
eliminate protocol breakdown. But eventually, all these signals were settled to permanent 
latching because the breakdowns were still caused. By permanent latching, we mean that 
the request is generated in every clock cycle until the acknowledgement is received from 
the other domain. The acknowledgement signal is also stressed until the sender domain 
has been sensed to move forward to the next transaction, and this means that we send 
acknowledgement signal until we keep receiving the request signal. In the previous 
design, the request signal was stressed high in one state and then jump to next state was 
made in the following cycle. Since it was observed that in this method sometimes request 
signal is completely missed even in triple-latching, therefore the protocol is modified to 
generate request signal in every cycle until we receive the acknowledgement. The 
original and modified flow of transmit parts are shown in figure 17. 
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Figure 17: Flow graphs of original and optimized transmitter domains. 

 
 

The communication protocol was thus made a modified form of four-phase 
communication. Following figures 18 and 19 show the changes in both mechanisms. 

 

 
Figure 18: Domain translator mechanism of the previous design 
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Figure 19: Process of the new domain translation 

 
 

The arrows in the figures show the flow of processes also along with the signal. It is clear 
that in the new mechanism, the processes are more interdependent and the continuity of 
the flow essentially requires the signals from other domain. In this way a more 
synchronized and robust domain translation is performed. 

 
• Both the domains (i.e. clk and comm_clk domains) have been synchronized in such a 

way that latency is reduced in transfers. This was useful because now the difference 
between both clocks was considerably large which introduced some mismatches. Because 
of these mismatches, the flits were usually retransmitted in most cases since the clock 
edges of the communication clock is occurring rapidly as compared to the local clocks. 
So, an ‘acknowledgement_received’ signal was also added in the mechanism to 
communicate the reception of acknowledgement. Some other modifications were also 
done in the mechanism structure. 

 
• It was also observed in the test design that most of the errors occurred in the 

communication instances where most transitions happen simultaneously at a clock edge. 
This also affected the communication clock adversely and introduced errors in state 
transitions. ’Gray Encoding’ was introduced to suppress this problem. Gray Encoding 
refers to a single-distance code, in which adjacent code words differ by 1 in one digit 
position only. Gray introduced the canonical binary single-distance code. There are some 
properties of the Gray code: 

o The difference between adjacent words in Gray code is in one bit only. 
o It is a cyclic code in which transitions from highest to lowest (or vice versa) be 

almost as smooth as other adjacent codes. 
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o There is only one difference between forward and backward sequences, and that 
is the inversion of highest bit. 

Properties of Gray code presented here are further elaborated in [13]. All of the state 
registers in our design, which reside in the communication domain were optimized and 
implemented with the Gray encoding. The 4-bit transmit_state and receive_state registers 
were implemented in the Gray code sequence given in figure 20. 

 

 
Figure 20: Gray encoding [14] 

 
The implementation of Gray encoding increased the stability of the communication 
bridge with a good impact on accuracy and transitions. Now only one bit in the state 
registers is changing its value. This ensures less instantaneous transitions occurring in 
signals. It has a prominent impact on clocks and communication, as was observed during 
the modification. 

 
• Another improvement which had major contribution in stabilizing the communication is 

the use of three communication clocks. The Stratix-II platform board that is used in this 
design contains eight on-board PLLs (Phase-Locked Loops) for different clock 
applications. In our design two PLLs are used by every board, one PLL each for both 
sides transmitting the communication clock along with the flits (the other two sides 
containing the BBU-B units sample by the clocks received from the respective 
neighboring boards).The important feature of each of these PLLs is that each PLL can 
have five outputs at different prescribed phases. This feature of the PLLs was used in our 
design to have three different communication clocks, instead of just one. The clocks are 
utilized in the following functions: 

o First clock is the ‘sender_clock’ which is used in ‘transmission from the sender 
board’, such that it is supplied to the state and flit registers in the transmitter board 
for the transmission process in the sender domain. 

o Second clock is the ‘transmitted_clock’, which has a phase offset to the 
sender_clock, is transmitted along with the flit for proper sampling of the flit at 
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the receiver board. The phase-offset is selected which gives the best accuracy of 
the flit at the receiver. 

o The third clock is the ‘receive_clk’, which is used to sample the flit received from 
the ‘clock receiver’ board. Since the data is routed without the clock in this link, 
so it proves to be the biggest bottleneck for the accuracy of the whole NoC. As 
there is inherent latency in the flit generated from the other board and the on-
board clock, sampling with the original clock here introduces faulty data into the 
flits. That is why receive_clk is phase-shifted to the sender_clock and the 
transmitted_clock to cope up with this latency. This function was previously 
addressed by sampling the data here on negative edge of the same communication 
clock, but as the clock rate increased this static shift became unviable and 
introduced more errors into the flit. Now, this new clock from PLL has been 
introduced to give a completely flexible phase offset. 

 
The use of different phases in the clock not only solves the problem of latency in 
communication, but it also acts as a solution for the situation in which the sampling of 
many registers at one instant creates clock degradation and stability problems. One more 
advantage of using different PLL outputs is that we solve the issue of clock fan outs. We 
have now divided the whole logic region clocked by one source, into one region clocked 
by three different sources and thus the clock integrity is maintained. We are now sending 
a clean, stable and un-driven transmitted_clock which can better sample the data that is to 
be transmitted back to the board. This has created remarkable change in the accuracy of 
the data transfer. Figure 21 represents the concept of clock separation in the 
communication. 

 

 
Figure 21: Concept of clock separation 

 
• The last design improvement in this list is the use of LogicLock Region in the design. It 

was used to place the important registers driven by the communication_clock closer to it. 
This helped to decrease the path delay substantially and increased the stability of these 
signals as well as the whole communication. 
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LogicLock Regions are flexible, reusable floorplan location constraints that help you 
place logic on the target device. When we assign entity instances or nodes to a LogicLock 
region, we direct the Fitter to place those entity instances or nodes inside the region 
during fitting. Entity instances and nodes assigned to a LogicLock region are referred to 
as members of the LogicLock region [15].Figures 22 and 23 below show the floorplan 
portion of the original design without LogicLock region and the fan out timings in that 
case. 

 

 
Figure 22 Floorplan portion near communication_clock in the original design. 
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Figure 23 Fan outs from the communication_clock without LogicLock assignment. 

 
Figures 24 and 25 below show the LogicLock assigned region and the path delays after 
the assignment. The important trigger signals for the communication process have now 
been placed in the LogicLock region. 

 

 
Figure 24 Floorplan portion with assigned LogicLock region. 
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Figure 25 Fan out delays after LogicLock assignment. 
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Chapter 6 - Design of Fault Tolerance 

One of the main future recommendations for the board-bridge unit suggested in [2] was to add a 
fault tolerance design to this communication link. This chapter describes fault tolerance and its 
implementation in our design. 
 
The term ‘fault tolerance’ defines the ability of a system to continue performing its intended 
operation in spite of faults or errors [16]. In our system (i.e. the communication link), this would 
mean that the link has the ability to receive correct data even if faulty data has been transmitted 
or errors were induced in the flits along the communication path. This ability has a specific cost 
in terms of time, space or any other resource. If this ability is achieved without any cost or 
overhead, then it will be called ‘design improvement’ rather than ‘fault tolerance’.  
 
Normally, the decision of adding fault tolerance is taken after the design has been optimized and 
improved as much as possible, like in our case. It is a common practice to introduce fault 
tolerance in the design by adding redundancy in hardware or in time. If applied to our system, 
common examples would be to include more pins (communication ports and wires) to relax the 
bandwidth or to retransmit flits and data bits. It is clear from the examples that fault tolerance 
demands price in terms of speed reduction or addition of more hardware. Therefore, the decision 
of selecting suitable domain for adding ‘fault tolerance’ is very complex and vital.  
 
Every system has certain design boundaries and trade-offs which have to be considered in this 
decision. Some systems are time-critical (e.g. real-time applications) in which time is the most 
critical resource and the system may lose its functionality if any compromise in timing is done. 
There are other systems in which area is a scarce resource (e.g. portable or hand-held devices). 
These systems might lose their efficiency or usage if the size of the application increases, so it 
will be a bad decision to add hardware redundancy for fault tolerance in those devices and ignore 
all other choices. Many systems have mixed requirements and mixed functionality, so smart 
decision generally is to add fault tolerance in more than one resource and to find the best 
possible solution which serves our purpose. 
 
When considering our system (i.e. Network-on-Chip), we want accuracy with speed and lesser 
hardware. When we consider our hardware, we are bounded by the number of proto pins, ports 
and physical links that we have. Thus, it currently looks impossible to stretch those boundaries. 
Also, we cannot compromise on speed because the main theme of this thesis is to increase the 
speed of the link or to reflect upon the factors that hinder accuracy when we increase the speed. 
Thus, data rate is a valuable resource for us and we should not compromise too much on this. 
The proto pins, shown in figure do not give us the liberty of more connections without disturbing 
the parameters and system scalability for the future. 
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Figure 26: Proto port orientation on the board [3] 

 
But one fact which should not be overlooked is that we have unused logic resources on our 
FPGA device, and especially after decreasing the flit size on inter-board communication we have 
reduced the logic size and therefore some resources are available. Considering these facts, it was 
decided that error correction encoding should be used for fault tolerance in our communication 
link.   
 
Encoding techniques for error correction fall in the category of information redundancy. In this 
method for fault tolerance, the data is encoded into a codeword which is then transmitted, and at 
the receiver the codeword is decoded to give the correct data. The coding theory was developed 
by ‘Hamming’ and ‘Shannon’ who worked at ‘Bell Laboratory’. Sets of ‘Codewords’ have been 
developed for almost any bit-size that will be able to detect and (/or) correct certain number of 
bits in that bit-size. Here bit-size refers to data comprising of fixed number of bits (e.g. our flit). 
Let us understand this phenomenon by an example given in [16]. Consider a set of codewords = 
{(000) , (111)} displayed as orientation in xyz-plane in figure 27. The set of codewords represent 
1-bit binary data {(0) , (1)}. 
 
 

 
Figure 27: Cube oriented in a xyz-plane [16] 

 
It is clear from the codewords that the encoding process has only replicated the input data bit two 
more times and thus formed a codeword. We can also see that transmitting three bits instead of 
one bit would decrease the throughput three times and still the same amount of information is 
communicated. But if we assume that we have a lossy network which generally (i.e. statistically) 
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induces error in every third bit that crosses the network, then this information redundancy would 
surely become useful. When we transmit our original data through this network, we would only 
get 66% accurate data at the receiver side. In contrast, if we would transmit the encoded data we 
can get 100% accuracy at the receiver. Let’s analyze from the cube that if our network introduces 
error in our codeword (000) and makes it (001), then we are one corner point (of xyz-plane) 
away from (000) and two points away from (111). At the receiver, we will easily compare the 
distance of the point with (000) and (111), so whichever bears minimum distance we would 
accept that point as our codeword. In this case, as mentioned that (000) has only one point 
distance with (001), we will take (000) as our codeword and decode it to (0) as our original data. 
Of course, this will yield erroneous results if the network introduces inversion in two out of 
every three bits. But as stated earlier, the codewords are selected for specific scenario and it 
should be replaced if the conditions change. The minimum number of points between two 
codewords is called minimum Hamming distance. So, in either way we have minimum three 
points between (000) and (111) in the cube and therefore the Hamming distance (d) is 3. For a 
specified ‘d’ in a given code, it is possible to detect ‘d-1’ errors and correct ‘ (d-1) / 2’ errors. For 
our above example, we can see that our encoding is able to detect 2-bit errors and correct 1-bit 
errors.  
 
In almost all cases, detection of errors is easy as compared to the correction of errors which 
means that we can detect errors with reduced level of information redundancy. In above example 
if we only added the parity bit to the data, we could have easily detected the error, but it would 
be nearly impossible to correct the parity codeword at the receiver. This may be useful in 
systems where we have the possibility of re-transmission, but in our NoC we have bufferless 
flow control in which retransmission is not possible because data is routed out at the same rate 
that it arrives. Therefore, in our communication link, we needed to use error-correction code that 
can correct appropriate number of bits in the flit without causing too much decrease in the 
throughput. So, in our fault tolerance design we chose 11-bit codeword size (n) out of which 
actual data size (k) is 4 bits and the Hamming distance is 5. This means that we can correct up to 
2 bits in our 11-bit codeword and in our 12-bits flit the last bit is reserved for indicating the head 
flit. 
There is complex binary matrix algebra involved in the computation of encoding and decoding 
processes. Therefore, we will take the same example as above from [16] to illustrate the 
processes of encode and decode. 
 
We have,    c = d.G 
 
Where  d => dataword matrix 
  c => codeword matrix 
  G => generator matrix 
 
Above equation gives the formula for the generation of codeword from given data. For the cube 
in xyz-plane, we have 
     d    =  [0]  or  [1] ; 
     G   = [1    1    1]; 
     c    = [0    0    0] or [1    1    1]; 
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It is particularly important to note that binary addition and multiplication in these matrices 
should be performed in modulo-2 which means: 
      
1)     1 . 1 = 1; 
2)     1 . 0 = 0; 
3)     0 . 0 = 0; 
4)     0 + 0 = 0; 
5)     0 + 1 = 1; 
6)     1 + 1 = 0; 
 
Of these properties (6) is most important to be remembered because the rest are the same normal 
calculations that are applied elsewhere. 
 
At this point, it will be appropriate to include the generator matrix that was used in our 2-bit fault 
tolerance design before moving on to the decoder part. For our system we have, 
 
  G =  1   0   0   0   0   0   0   1   1   1   1 
     0   1   0   0   0   1   1   0   0   1   1 
     0   0   1   0   1   0   1   0   1   0   1 
     0   0   0   1   1   1   0   1   0   1   0 
 
And, at the decoder part we have,  s = H . cT  
 
Where     s => syndrome matrix; 
     cT => transpose matrix of the codeword; 
     H => parity check matrix. 
 
Since we have a separable code in which actual data and parity bits are clearly separated by bit 
position, therefore the decoding process is fairly easy and we just have to extract the first four 
bits of the flit to be considered as our intended data. But to ensure that no error has been 
introduced into the flit, we will have to look at the above equation.  
We evaluate a syndrome matrix to identify whether any error is present in the flit or not. If the 
resultant syndrome matrix has all zero members, then either the codeword is correct or the error 
is undetectable. In any case, we consider this state to indicate errorless codeword. But if we have 
a non-zero syndrome, it means that codeword contains errors. In order to calculate the syndrome, 
we need to multiply the transpose of the codeword with the parity check matrix. Parity check 
matrix is derived from the generator matrix; details can be referenced from [16]. For above stated 
generator matrix, the parity check matrix is constructed as: 
 
  H =  0   0   1   1   1   0   0   0   0   0   0 
     0   1   0   1   0   1   0   0   0   0   0 
     0   1   1   0   0   0   1   0   0   0   0 

1   0   0   1   0   0   0   1   0   0   0 
1   0   1   0   0   0   0   0   1   0   0 
1   1   0   1   0   0   0   0   0   1   0 
1   1   1   0   0   0   0   0   0   0   1 
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The useful property of the syndrome is that not only it tells if the codeword has errors or not, it 
can also be used to find the elements in the codeword which have been replaced by erroneous 
value. Considering our 2-bit error correction code, the non-zero syndrome will be the exact 
replica of corresponding parity check matrix column if the error is in one bit of that column 
number. If the error is in two of the codeword bits, then the syndrome will be corresponding 
columns XORed. That’s why 1-bit error correction is very easy to implement just by comparing 
syndrome with each column of the parity matrix, but 2-bit error correction would demand 10! 
(3,628,800) column XOR functions and same number of comparisons. Not to mention the time 
consumed for one codeword even if the function is pipelined. An easy way around is, since we 
are only concerned with our data and not the check bits at the receiver, therefore computation for 
only first four column is implemented. Nevertheless, time taken to compute syndrome is still 
considerable and three parallel error correction units are implemented in the 2-bit fault tolerance 
design to cope-up with the incoming real-time data in order to handle worst-case scenarios. But 
we do not need these three parallel functioning correction units for our 1-bit correction design as 
the process of correction is not as complex and lengthy. Since we divided the 52-bit flits into 12-
bit subflits, 1 bit out of 12 is reserved for indicating the first subflit. If the error occurs in this bit, 
then whole flit will have to be discarded, therefore this bit is placed in properly chosen position 
where chances of error are minimum. This is done to ensure that flit size remains compatible 
with the rest of the on-board NoC, and the packet organization unit is constructed to make it 
possible. The generator matrix is initialized in a ROM using Altera Megawizard Plug-in, but the 
parity check matrix is implemented in the FPGA because a ROM in this place would greatly 
increase the latency for error-correction. A packet generator unit has been implemented in 
pipelined fashion to compute and transfer the codeword for the incoming data in real-time. All of 
the newly designed modules with additional functionality, have been made perfectly compatible 
with the original design and the specification. 
 
It is also timely to state some facts about the codeword set that was used in the fault tolerance 
implementation. The codewords have obviously originated from the generator matrix that was 
stated earlier. These codes are called ‘Lexicodes’, which are build greedily, by iterating through 
the integers and accepting any integer that is the specified distance from all other accepted 
integers [17]. The fault tolerance design is done in two stages. One-bit error correction was 
introduced first and then the design was modified to two-bit error correction implementation. 
The Hamming distance of the code used was 3 for 1-bit correction and 5 for 2-bit error 
correction. Both of these have been taken from [18]. Although, the fault tolerance design until 
now has actually decreased the throughput of the link, but we have been able to increase the 
clock speed by 25MHz and achieve reasonable accuracy which was quite unattainable even with 
the design improvements that were done before. The real advantages of this fault tolerance 
design would be seen when we will go forward increasing the clock speed above 300MHz. 
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Chapter 7 - Results and Analysis 

The results of this thesis are presented in this chapter and they are organized as follows. First a 
table presenting the unchanged features of the whole 4x4 NoC is given. Then the designs are 
presented in the order of timeline according to their clock rates. Fault tolerance designs are also 
discussed. The design features such as logic utilization, clock rate, throughput and accuracy are 
listed. The actual definitions of these design features which are considered in this thesis are given 
as: 
 

• Accuracy for a design is the percentage of flits that have been transmitted from the 
sender node and is correctly received back at the sender node from the receiver node 
across the link. It also includes the flits which have been corrected at the sender with the 
help of fault tolerance design. The percentage is taken from the total flits that have been 
transmitted from the sender board, so that both incorrect and dropped flits will be 
deducted in the accuracy. It was observed that flits are not dropped out from the link 
because the difference between transmitted and received flit counts is quite negligible. 
The accuracy of every design is taken on a span of five minutes because it was observed 
that the accuracy remains constant after the link runs for a few minutes. In this way, it is 
also made sure that every sample data of flit value is transmitted many times and the 
effect of every representative value is accounted for in the accuracy figure. 

• Throughput is the number of data bits that are transferred from one node to the other in 
one second. This figure takes only the actual data bits into account and therefore it will be 
easier to compare the meaningful data transfer supported by each design through this 
specification. The extra appended bits or overhead for fault tolerance purpose is 
discarded from this figure. 

• Clock rate is frequency of the clock signal generated through PLL which is used for 
inter-board communication specified for the respective designs. All the other parts are 
driven by a 50MHz local oscillator clock which is same for every design. 

• Logic utilization is given in percentages of the FPGA device resources consumed by the 
whole board-bridge design including the test pattern generator, output response analyzer, 
domain translators, transmit/receive processes and/or the complete fault tolerance design.  
 

The design specifications are followed by graphs, table and some analysis on comparison of the 
presented design features. 

 7.1 Overall features of the Network-on-Chip 
Table 2: NoC Features [2] 

NoC Size 4x4 
Topology Mesh 
Resource Category Homogeneous (Nios II processors) 
Flow Control Bufferless 
Clock Domain Plesiochronous (Four synchronous Domains) 
System Clock Speed 50 MHz 
Addressing Scheme Absolute 
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Routing Algorithm Dimension-Order (Y before X) 
Packet Size 128 Flits (Maximum) 
Maximum Data Flits/ Packet 126 
Data Rate: Switch to Switch / Link (on board) 650 Mbit/s (12.5 M Flit/s) 
Data Rate: Switch to Switch / Link (inter-board) 50 Mbit/s (~1 M Flit/s) on original design 
Data Rate: Off-board / Chip 400 Mbit/s 
Interconnect scheme scalable Yes 
Used FPGA device (Family) EP2S60F672C5ES (Stratix II) 

  

 7.2 Original Board-Bridge Design 
In the original board-bridge design, the flits were not divided from 52-bits to 12-bits and that is 
why logic utilization is more than some later designs. All other optimizations discussed earlier 
were also not present. Since the clock rate was very low (reduced to half of the system clock), 
the accuracy is reasonable but the data rate is also too low for reasonable communication. The 
design was not able to handle higher clock rate and higher speed of communication. 
 

Table 3: Parameters of the original BBU design 

Clock Rate  25MHz 
Accuracy 96% 
Throughput 50 Mbits/sec 
Logic Utilization 9% 
 

 7.3 ‘50MHz’ Design 
This design contains the improvements and optimizations discussed earlier. Clock rate and 
throughput were doubled as compared to the original design. Breakdowns were eliminated and 
accuracy was increased through the optimizations in the design. 
 
 

Table 4: Features of 50MHz design 

Clock Rate  50MHz 
Accuracy 90% 
Throughput 100 Mbits/sec 
Logic Utilization 5% 
 

 7.4 ‘75MHz’ Design 
This design was evolved after the 50MHz design. It had some hard bottlenecks in the latching 
and timing domains. The performance was very poor before the optimizations. More 
improvements were made in this phase, which were also implemented in the 50MHz design 
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afterwards. The clock rate and throughput were now three times to that of the original design and 
the accuracy of this design was most significant.  
 
 

Table 5: Features of 75MHz design 

Clock Rate  75MHz 
Accuracy 97% 
Throughput 150 Mbits/sec 
Logic Utilization 5% 
 

 7.5 ‘100MHz’ Design 
The design was then upgraded to 100MHz clock rate and therefore throughput also increased. 
The clock signal had deteriorated badly in this phase of the design and severe bottlenecks were 
observed. Different placement and routing constraints were tried but the accuracy was still very 
low. 
 
 

Table 6: Features of 100MHz design 

Clock Rate  100MHz 
Accuracy 66% 
Throughput 200 Mbits/sec 
Logic Utilization 5% 
 

 7.6 One-Bit Fault Tolerance Design 
Fault tolerance was introduced in this design. This design is capable of correcting 1-bit error in 
the flit. Some additional hardware resources were used for implementing ROM and RAM. But 
the error-correction functionality for only one-bit is not very complex, so the redundancy price in 
hardware and throughput was not too large. The accuracy was increased with only 5% and it was 
observed that in most occurrences the error is induced in both wires simultaneously. And 
therefore, only one-bit error correction proves insufficient.  
 
 

Table 7: Features of the 1-bit fault tolerance design 

Clock Rate  100MHz 
Accuracy 71% 
Throughput 116 Mbits/sec 
Logic Size 8% 
 
 
 



50 

 

 7.7 Two-Bit Fault Tolerance Design 
In this design, the error correction was extended to two bits of fault tolerance implementation. 
There was a typical overhead in additional hardware resources because three parallel error 
correction modules were instantiated to cater for fast communication. But there was a huge 
overhead in terms of data throughput, which declined to one-third of the normal design due to 
information redundancy. The accuracy increased substantially and was quite reasonable in this 
design. 
 
 

Table 8: Features of the 2-bit fault tolerance design 

Clock Rate  100MHz 
Accuracy 89% 
Throughput 66 Mbits/sec 
Logic Size 11% 
 
 

 7.8 Comparison and Analysis 
Figures 1 to 4 show the graphical representation for each of the design parameters. The designs 
are oriented on the x-axes and the design parameter is placed on y-axes. 
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Figure 28: Graphical display of clock rates 
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Figure 29: Graph for comparing accuracy of designs 

 

0
20
40
60
80

100
120
140
160
180
200

Original
Design

50MHz 75MHz 100MHz 1-bit Fault
Tolerance

2-bit Fault
Tolerance

Throughput (Mbit/sec)

 
Figure 30: Data throughput in the designs 
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Figure 31: Logic utilization of the designs. 

 
 
 

Table 9: Designs list with performance specification. 

        Parameter 
 
 

   Design 

Clock Rate Accuracy Throughput Logic Size 

Original Design  25 MHz 96% 50 Mbits/sec 9% 

50 MHz Design  50 MHz 90% 100 Mbits/sec 5% 

75 MHz Design 75 MHz 97% 150 Mbits/sec 5% 

100 MHz Design 100 MHz 66% 200 Mbits/sec 5% 

1-bit Fault 
Tolerance 100 MHz 71% 116 Mbits/sec 8% 

2-bit Fault 
Tolerance  100MHz 89% 66 Mbits/sec 11% 
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By analyzing the graphs and table, we can see that we have been quite successful in achieving 
what the thesis was aimed at. The speed of the link has been increased many folds. The accuracy 
of the communication is now at very productive level. Many practical problems have been dealt 
with and much more improvements and optimizations have been introduced. One interesting fact 
is that the ‘75MHz design’ has quite better accuracy than the ‘50MHz design’. This hints that the 
relation between the clock phases might be more suitable in ‘75MHz design’ which has lesser 
clock period and is assumed to have more clock jitter than the ‘50MHz design’. The ‘75MHz 
design’ is even greater in accuracy than the original board-bridge design with even more reduced 
speed. This area needs to be investigated further and some useful inputs from this might be able 
to increase the accuracy at ‘100MHz design’ or at even higher clock rates. Automated phase 
optimizer is one of the suggestions to move forward in this direction. The advantages of fault 
tolerant design are not much achieved yet in this phase. This is because too much information 
redundancy is used to cover for the induced errors that are related to the physical interconnection 
setup. A properly fixed physical interconnection (as recommended for future work) will 
definitely decrease the induced errors in the lines. Then the throughput could be increased to 
very reasonable and productive levels if we exceed 300MHz clock rate. Still, the improvement in 
accuracy due to 2-bit fault tolerance implementation is 23%, which is very significant in terms of 
practical problems that were addressed in the scenario. The fault tolerance was only implemented 
on the sender node and it will produce much more accuracy if implemented on the receiver node 
as well. Therefore, it promises to be a very valuable solution in the future. For now, the ‘75MHz 
design’ is an optimized solution for the board bridge sections in the Network-on-Chip. The On-
Chip communication was previously 13 times faster than inter-board communication and now it 
is only slightly over 4 times faster with this optimized solution. So, this gap has been reduced 
quite substantially which was the whole idea behind this work. Exploring other dimensions in 
future could give us similar speeds for both on-chip and inter-board communications. 
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Chapter 8 - Recommendations for the Future 

This chapter presents the possible upgrades or way forward on an efficient NoC board-bridge 
design. The consistent aim of the design should be to bring the speed of the inter-board 
communication equal to the on-chip network. This means that we still should strive to increase 
the data rate. It virtually seems impossible to achieve this without the fault-tolerance design. The 
recommendations are listed below: 
 

• A mechanism should be introduced to make retransmission possible. This will open up 
possibilities and options for broad ranged fault tolerance without causing much overhead 
in normal communication. Once this happens we can make use of the broadly used CRC-
16 or CRC-32 codes. But we would have to adjust the flit or packet size to make it 
compatible with CRC. 

• Communication clocks should be received through PLL supported input pins. This will 
enable us to achieve clock stability at the receiver as the PLLs could then be used for 
various possibilities and examinations. 

• One receiver clock should also be introduced along with sender clock to make clock 
transfer bidirectional on the link. This will improve the accuracy of communication 
which is the most important goal now. We still have one free pin per direction on our 
PROTO ports, but we also have to look for the scalability of the whole NoC. The 
bottleneck for the communication is the accuracy of data transfer from the receiver node 
back to the sender node. The idea of introducing one more clock will certainly make the 
transfer on this side better and thus improve the accuracy of whole NoC. 

• Shielded cables should be used for communication and it is also recommended to use 
cables that are equal in length and are fixed horizontally, such that they don’t have any 
curves across the physical link. 

• Jitter free clock should be available at the receiver nodes. This can be achieved by 
passing clock through a jitter removal circuit. It is most probable that we will see good 
improvement in accuracy after a jitter-free clock. 

• An automated phase optimizer design should be developed to find the best possible phase 
offsets for the sender clock, transmitted clock and receive clock. The task of this design 
should be to stimulate expected transmission process, receive flits at successive phase 
offsets, and to change the actual offsets to the best verified offsets. It can be performed as 
regular operation at the startup of the NoC.  
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