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Abstract

Computational fluid dynamics (CFD) has become a significant tool routinely used in
design and optimization in aerospace industry. Typical flows may be characterized
by high-speed and compressible flow features and, in many cases, by massive flow
separation and unsteadiness. Accurate and efficient numerical solution of time-
dependent problems is hence required, and the efficiency of standard dual-time
stepping methods used for unsteady flows in many CFD codes has been found
inadequate for large-scale industrial problems.

This has motivated the present work, in which major effort is made to replace
the explicit relaxation methods with implicit time integration schemes. The CFD
flow solver considered in this work is Edge, a node-based solver for unstructured
grids based on a dual, edge-based formulation. Edge is the Swedish national CFD
tool for computing compressible flow, used at the Swedish aircraft manufacturer
SAAB, and developed at FOI, lately in collaboration with external national and
international partners.

The work is initially devoted to the implementation of an implicit Lower-Upper
Symmetric Gauss-Seidel (LU-SGS) type of relaxation in Edge with the purpose
to speed up the convergence to steady state. The convergence of LU-SGS has
been firstly accelerated by basing the implicit operator on a flux splitting method
of matrix dissipation type. An increase of the diagonal dominance of the system
matrix was the principal motivation. Then the code has been optimized by means
of performance tools Intel Vtune and CrayPAT, improving the runtime.

It was found that the ordering of the unknowns significantly influences the con-
vergence. Thus, different ordering techniques have been investigated. Finding the
optimal ordering method is a very hard problem and the results obtained are mostly
illustrative. Finally, to improve convergence speed on the stretched computational
grids used for boundary layers LU-SGS has been combined with the line-implicit
method.
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Dissertation

This Licentiate thesis has been divided into two main sections. The first part
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E. Otero, P. Eliasson, J. Oppelstrup. “Convergence Acceleration of the CFD
code Edge by LU-SGS”. Presented at the CEAS 2011 conference 24-28 Oct 2011,
Venice, Italy and at the Aerodays 2011 conference 30 Mar - 01 Apr 2011, Madrid,
Spain.

Paper B

E. Otero, P. Eliasson, J. Oppelstrup. “Performance analysis of the LU-SGS
algorithm in the CFD code Edge”. Preprint paper.

Paper C

E. Otero, P. Eliasson, J. Oppelstrup. “Implementation of Implicit LU-SGS
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Introduction

Computational fluid dynamics (CFD) has become a significant tool routinely used
in the aerodynamic design and optimization of aircraft. CFD tools are used from the
conception phase to the production as preliminary tests of a specific aircraft design.
CFD simulations have largely replaced experiments to provide aerodynamic data.
However, computing time can become very costly, thus convergence acceleration
techniques are needed to speed up CFD solvers.

The flow is often characterized by high-speed and compressible properties and,
in many cases, by massive flow separation and unsteadiness. Accurate and efficient
numerical time-dependent computations are called for as Fig. 1 illustrates. For
unsteady problems, a dual-time stepping method is often used. The efficiency of
standard dual-time stepping methods is inadequate for large-scale industrial prob-
lems. A more rapidly convergent method would speed up most of the existing CFD
solvers used in industries and research agencies.

This has motivated the present Licentiate work, in which an effort is made to
replace the explicit time stepping methods with implicit time integration schemes.
The flow solver considered in this project is the Swedish flow solver Edge [1] illus-
trated in Fig. 2, developed at FOI, lately in collaboration with external national and
international partners. Edge uses an edge-based formulation [1] on unstructured
node-centered finite-volume grids based on a dual grid supplied by a preproces-
sor. Acceleration techniques [1] have been implemented in Edge, such as Multigrid
(MG) based on the Full Approximation Scheme (FAS) [2]. It treats the nonlinear
equation system using an explicit Runge-Kutta (RK) time stepping [1] as smoother.
For viscous problems, a line-implicit method [3] is available to improve convergence
on the very anisotropic grids necessary for the boundary layers. Implicit methods
remove the stability restriction on the time-step. Therefore, implicit methods are
widely used in attempts to accelerate convergence of steady-state problems as well
as to improve the efficiency of unsteady solvers by advancing the solution with
substantially larger time (or pseudo-time) steps.

The present work focuses on the Implicit LU-SGS type of relaxation. Lower-
Upper Symmetric Gauss-Seidel (LU-SGS)[4] [5] [6] is a linear iterative solver with
low memory requirement based on approximations to the Jacobian matrix. The
first step is the definition of a proper block matrix implicit operator. It controls,
by parameters in the artificial dissipation model, contributions to the diagonal
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blocks of the system matrix [6] to make them "heavier". Then optimization of the
code was performed using information from performance tools [7] [8] and finally,
the effect of different node orderings [9] [10] was investigated. The convergence
is still inadequate for stretched grids, so a first version of LU-SGS combined with
line-implicit [3] was implemented and tested for stretched meshes.

Figure 1: Time dependent simulation problem (From MUSAF colloquium
http://www.cerfacs.fr/musaf/

Figure 2: Complete process of the CFD solver Edge
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Background

Governing equations

The Navier-Stokes equations are the basic equations modeling fluid flow in CFD.
These equations can be simplified for inviscid flow by neglecting the viscosity. This
leads us to the Euler equations which will be at the core of this project.

The equations must be treated in conservation form for correct capturing of
discontinuities such as shock waves. The conservation-law form of the Navier-
Stokes equations concern the mass, momentum and energy and can be formulated
as in Eq.1.

∂U

∂t
+∇.F = 0 (1)

where U is the vector of the conserved variables




ρ
ρu
ρv
ρw
ρE




with E the total

energy, ρ the density, and u, v, w the velocities. The pressure p is needed and
computed from the conserved variables as needed. Moreover F = FI − FV , where
FI is the matrix of the inviscid fluxes and FV is the matrix of the viscous flux,

FI =




ρu ρv ρw
ρu2 + p ρuv ρuw
ρuv ρv2 + p ρvw
ρuw ρvw ρw2 + p

u(ρE + p) v(ρE + p) w(ρE + p)




FV =




0 0 0
τxx τxy τxz
τxy τyy τyz
τxz τyy τzz

(τW )x − qx (τW )y − qy (τW )z − qz
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with W =




u
v
w


, τ = µ

(
∂Wi

xj
+ ∂Wj

xi

)
− 2

3µ
∂Wk

∂xk
δij = 2µS − 2

3µdiv(W )I the

stress tensor, and q the conductive heat flux according to the Fourier law.
The integral form of the Navier-Stokes equations (1) over a control volume Ω

contained in the surface S reads as Eq.2
∫

Ω

∂U

∂t
dΩ +

∫

S

F .ndS = 0 (2)

where n is the normal vector to the surface of the control volume.

Edge solves the Reynolds-Averaged Navier-Stokes (RANS) equations [1] for com-
pressible flow which resolve only the mean flow motions and rely on a turbulence
model to represent sub-grid scale motion by the Reynolds stresses.

Figure 3 gives a visualization of how typical problems are initially set for com-
putation. We identify the domain of computation where the data will be computed
and the aerodynamic object in it, in this 2D case an airfoil. Then boundary con-
ditions have to be defined along the airfoil and the outer boundary limiting the
domain, depending on the flow. Then aerodynamic data has to be provided such
as the free stream velocities and angle of attack.

Figure 3: Configuration for 2D Simulations (RANS or Euler)

The unsteady RANS flow model in Edge is a Method-of-Lines discretization of
Eq. 2. This means that space is discretized first, producing a large set of ordinary
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differential equations,

V.
dU

dt
+R(U) = 0 (3)

which may be solved for steady state or for the unsteady flow. R contains parts
pertaining to the convective processes, the viscous forces, the artificial dissipation,
and the turbulence model.

If the time-stepping process converges as time goes on and the residual R tends
to zero, the solution tends to a stable steady flow. The accuracy of the solution
will be determined by a tolerance limit tol in Eq.4.

||R(Un)|| ≤ tol (4)

The time dependent problem of Eq.3 corresponds to solve the RANS equations,

∂U

∂t
+∇.FI +∇.FV = Q (5)

with Q, the vector of source terms.
Equation 5 is then integrated in a control volume Ω contained in the surface S

(Fig.4),
∫

Ω

∂U

∂t
dΩ +

∫

S

(FI + FV ).ndS =
∫

Ω
QdΩ (6)

A control volume is defined by the so called dual grid indicated in Fig.4 with
the dashed lines. This control volume surrounds each node of the generated grid,
connected by edges. A surface nS is given for each edge with n, the normalized
normal vector and S the area.

For each edge the surface vector orientation goes from the node with the first
index to the node with the second index. Summing all the surface vectors over a
closed volume gives the null vector (Eq.7).

∑

i

niSi = 0 (7)

This definition is essential for the finite-volume method where the fluxes are
computed for each surface of the control volumes. This method is conservative
in the sense that the flux entering a given volume is equal to the one leaving the
adjacent volume.

To the integral form (Eq. 6) is applied a finite-volume discretization, Eq. 8, to
the control volume V0 surrounding the node v0, as in Fig.4.

d

dt
(U0V0) +

m0∑

k=1
F I0k

n0kS0k +
m0∑

k=1
F V0k

n0kS0k = Q0V0 (8)
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Figure 4: Dual grid (dashed lines) forms control volume

Neglecting the viscous flux F V0k
in Eq. 8 leads to the Euler equations to be

solved,

d

dt
(U0V0) +

m0∑

k=1
F I0k

n0kS0k = 0 (9)

Inviscid flux discretization

In a finite-volume method one needs also to specify the numerical methods for
evaluation of fluxes. Edge [1] uses two schemes for the inviscid flux F I0k

, based on
central discretizations Eqs. 10, 13 but with different types of dissipation d . These
correspond to the Jameson flux approximation with artificial dissipation, Eq. 11
and to the upwind flux difference splitting (DFS) with a built-in ˝dissipation Eq.
14.

The Jameson scheme for the inviscid flux F I0k
reads as,

F I01 = F I

(
U0 +U1

2

)
− d01 (10)

The dissipation added d01 (Eq.11) is governed by a pressure switch which acti-
vates a second order difference dissipation ε(2) near the shocks while turning off a
fourth order difference dissipation ε(4).

d01 =
(
ε

(2)
01 (U1 −U0)− ε(4)

01
(
∇2U1 −∇2U0

))
ϕ01λ01 (11)
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with the factor ϕ01 introduced to account for the stretching in the grid and the
local spectral radius,

λ01 = (|u01 · n01|+ c01)S01 (12)

where u01, c01, S01, and n01 denote the flow velocity, speed of sound, area, and
normal of the cell face, respectively. The flexibility of this method comes from the
controllable amount of artificial dissipation applicable through the ε-factors. Other
advantages from this scheme are its simplicity and robust convergence. However
since the spectral radius corresponds to the maximum eigenvalue of the flux Jaco-
bian, the Jameson model is perhaps unnecessarily dissipative.

The Roe DFS (Eq.13) is an upwind scheme [11] where natural dissipation d01,
Eq.14, appears with the discretization using the Roe matrix A = RΛ∗R−1.

F I01 = 1
2(F I(U0) + F I(U1))− d01 (13)

d01 = 1
2R |Λ

∗|R−1 (U1 −U0) (14)

The matrix R contains the right eigenvectors of the flux Jacobian. The diagonal
matrix Λ∗ contains the eigenvalues adjusted with the Harten entropy fix [12], as
shown in Eq. 15, to prevent expansion shocks where an eigenvalue vanishes.

|λi|∗ =
{
λ2

i +δ2

2δ , |λi| ≤ δ
|λi| , |λi| > δ

(15)

The variable δ is usually around 5% of the spectral radius. The flexibility of this
method comes then from the modification of the eigenvalues λi in Λ∗, through the
parameter δ. By proper choice of δ, the first order scheme can be turned into a
second order one with better accuracy.

From these both discretization schemes, a generalized method has been imple-
mented to keep the advantages from both methods. The matrix dissipation method
[13] [11] is a generalization of the Roe Upwind scheme with a good accuracy and
Jameson with good convergence. This particular construction, Eq. 16, consists
in applying the Roe matrix |A| from the Upwind scheme only on the shock ε

(2)
01

for higher accuracy while keeping the strong dissipation of the spectral radius λ01
outside the shock ε(4)

01 . This matrix dissipation method has been of strong interest
as a new tool to increase the diagonal dominance of the system matrix as explained
in the section on the LU-SGS linear solver.

d01 = |A|ε(2)
01 (U1 −U0)− λ01ε

(4)
01
(
∇2U1 −∇2U0

)
(16)

After describing the spatial discretization methods, the techniques of resolution
are presented with respect to the temporal discretization schemes and solvers.
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Multigrid and Runge-Kutta steady state time integration

The time integration method used in Edge is an explicit q-stage Runge-Kutta
scheme [1],

U1 = Un + α1∆tV−1R(Un),
U2 = Un + α2∆tV−1R(U1),
...
U q = Un + αq∆tV−1R(U q−1),

Un+1 = U q.

(17)

Multigrid acceleration with Runge-Kutta as smoother has been implemented in
Edge. It employs grids of different mesh sizes from fine to coarser grids (Fig.5).
Figure 5 shows four grid levels created by merging the cells progressively from
the finest to the coarser level. This process is called agglomeration. It consists
in combining control volumes from the finest grid in such a way that the flux
conservation property of the finite-volume discretization is preserved. As we can
notice, the agglomerations of control volumes are achieved at a geometric level
where new data needs to be reconstructed from edges and nodes for each level.

Figure 5: Multigrid agglomeration

Multigrid [2] [14] uses restriction and prolongation operations Fig. 6. The
first one transfers the solution or residual from one level to the next coarser grid
level. The prolongation operation interpolates the solution from one level to the
next finer level. Both restriction and prolongation operators have to be designed
to respect the conservation property of the finite-volume scheme. We know that
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Figure 6: Multigrid steps

for elliptic problems the idea of this technique consists in transferring the low-
frequency components of the residual into the coarser grids where they become high-
frequency. This implies an acceleration since iterative methods are known for their
high convergence speed for the high-frequency components of the error. However,
the exact effect of Multigrid in hyperbolic problems is still under investigation.
There are two mechanisms active. One advects the residual out through boundaries,
and that may proceed faster on coarser grids by ways of their less restrictive CFL
condition. But any time-stepping-like scheme needs dissipation for stability, so
such built-in, carefully crafted artificial dissipation engages the elliptic Multigrid
convergence mechanism. Which is the more important remains under debate.

The Multigrid approach implemented for the non-linear systems considered in
CFD is based on the FAS scheme [2] [14] developed by Jameson for its robustness
and good computing time.

The Navier–Stokes problem comes on the finest level of the Multigrid process,

NL(UL) = 0 (18)

We define then the forcing function F l, such that the problem to be solved
becomes on the coarser levels l,

N l(U l) = F l (19)

The definition of the forcing function Fl corresponds to,

F l = Î
l

l+1[F l+1 −N l+1(U l+1)] +N l(I ll+1U
l+1) (20)

with I ll+1 and Î ll+1 the restriction operators from grid level l to the coarser grid
level l + 1, of the unknowns and the residuals respectively.
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By the restriction operator I ll+1 a grid function ul+1 on grid level l+1 is mapped
to ul on level l as,

I ll+1 : ulj =
∑

i∈N l+1
j

V l+1
i ul+1

i

V lj
: V lj =

∑
i∈N l+1

j
V l+1
i

which guarantees conservation of the variables, V , corresponding to the cell volume.
For residuals, we have simply

Î
l

l+1 : Rl
j =

∑

i∈N l+1
j

Rl+1
i

The corresponding prolongation interpolates a grid function ul to level l + 1,

I l+1
l : ul+1

i = ulj , i ∈ N l+1
j

We have to note that I ll+1I
l+1
l is the identity, and I l+1

l I ll+1 is an averaging mass-
conserving injection. For a solution candidate UL (Eq. 19) on the finest level, one
solves on the coarser level L− 1 for a correction cL−1 which, when prolonged and
added to UL to become the next iterate UL

new, gives a smaller residual RL(UL
new)

with UL
new = UL + ILL−1c

L−1.
The problem to solve on level L− 1 becomes,

RL−1(IL−1
L UL + cL−1) = −ÎL−1

L RL(UL)

for cL−1. When the problem on level L−1 is again solved by computing a correction
on a coarser grid L − 2, etc., recursively, the MG algorithm results. This works
only if the residual restricted can be represented accurately on the coarser grid.
Therefore, a smoothing operation is applied prior to sending the solution to the
coarse grid. In Edge, a Runge-Kutta “time–stepping”is the standard smoother as
seen in Eq. 17.

However it has been shown in paper B that the Multigrid technique has almost
no effect for stretched meshes. The convergence speed to steady state can be
accelerated on stretched meshes by combining this explicit scheme with a line-
implicit method.

Line-implicit explicit Runge-kutta

In order to resolve the strong velocity gradients in boundary and shear layers of
viscous flows, stretched meshes are necessary close to solid boundaries and in wakes.
This area corresponds to the boundary layer indicated in Fig. 7.

The line-implicit method operates in regions of stretched grid keeping the ex-
plicit Runge-Kutta everywhere else. This means that the flow equations are inte-
grated implicitly in time only along structured lines in regions of stretched grids
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Figure 7: Boundary layer

Figure 8: Stretched mesh. Implicit lines

(Fig.8), for example in the boundary layer. As we can see in Fig.8, a refined struc-
tured mesh envelops the airfoil where the structured lines are emphasized.

Fig.9 shows the aspect ratio of the cells. The mesh width ∆x along the airfoil
is much larger than ∆y in the normal direction to the wall.

Figure 9: Grid spacing

The interesting property of using an implicit scheme for lines normal to the
wall, comes from the inefficiency of explicit schemes whose time step is limited by
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the smallest cell size, here ∆y and the Courant–Friedrichs–Lewy (CFL) number
(Eq.21). Then an implicit scheme can provide a convergence acceleration through
big time steps depending on the biggest edge size, ∆x and a flexible CFL number
(Eq.22).

∆texp ≈ CFL
∆y
c
,∆y << ∆x (21)

∆tsemi = CFL
∆x
c

(22)

Fig. 10 points out clearly the efficiency of an implicit scheme. The explicit RK
scheme has still not converged even after 20000 iterations with a residual of the
order of 10−7. The time step is limited by the CFL number of the scheme, which
for a q-stage Runge Kutta scheme is limited to q − 1, and the smallest cell size
∆y. On the other hand the line-implicit method allows CFL variations from 10
to 1 million (depending on the aspect ratio of the wall boundary cells) accelerating
strongly the convergence rate. Note the existence of two phases in the convergence
history with the rate decreasing substantially once the residual becomes "small".
This can be compared with the LU-SGS behavior which is the converse.

Figure 10: Line-implicit convergence [3]
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The new scheme for the semi–implicit q–stage Runge–Kutta is reformulated as
in Eq. 23. One has to note that the line-implicit method is activated only for the
finest level of the Multigrid algorithm.

(
I + γ1∆tV−1 ( ∂R

∂U

)I) (U1 −Un) = Un + α1∆tV−1R(Un),(
I + γ2∆tV−1 ( ∂R

∂U

)I) (U2 −U1) = Un −U1 + α2∆tV−1R(U1),
...(

I + γq∆tV−1 ( ∂R
∂U

)I) (U q −U q−1) = Un −U q−1 + αq∆tV−1R(U q−1),
Un+1 = U q.

(23)

Compared to the explicit q-stage Runge-Kutta equations from Eq. 17, we need
to solve at each stage linear systems with block tri-diagonal matrices (Fig. 11a)
. The blocks come from the Jacobian terms ∂R

∂U . Since the matrix size is reduced
in size to the number of nodes belonging to the structured lines (Fig.11b), the
linear systems from each stage can be solved directly thus exactly by Gaussian
elimination.

(a) Block matrix for line-implicit
method.

(b) Implicit lines

Figure 11: Line-implicit computation

Then we study the formulation of a global implicit scheme.

Implicit time stepping

A global implicit temporal discretization is applied to Eq. 3 through an implicit
Backward Euler (BE) method, Eq. 24.

V · U
n+1 −Un

∆t +R
(
Un+1) = 0 (24)
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The linearization of the residual R(Un+1) by Eq. 25

R
(
Un+1) ≈ R (Un) + ∂R (Un)

∂U
∆Un (25)

leads us to a linear system of the formMx = b, Eq. 26, to be solved approximately
by an iterative linear solver.

(
1

∆tV + ∂R (Un)
∂U

)

︸ ︷︷ ︸
M

∆Un
︸ ︷︷ ︸
x

= −R (Un)︸ ︷︷ ︸
b

(26)

with

∆Un = Un+1 −Un (27)

andM and b defined as the Left Hand Side (LHS) and Right Hand Side (RHS)
respectively.

This implicit formulation approaches the Newton method as 1
∆t → 0. In this

sense one can make assumptions about the convergence when approaching a zero
value for the residual R where Newton’s method has a quadratic convergence.

The implicit operatorM can be constructed for an optimized convergence rate
without affecting the solution limit Un, n → ∞. If A = ∂R(U)

∂U is the exact Ja-
cobian, time-stepping becomes efficient because the spectrum will be significantly
compressed compared to the original dynamic system. However this would require
the storage and inversion of a big matrix. Since the steady solution is independent
of M , we try to compromise between computational cost of producing M and
solving the system Eq. 26.

In this project the LU-SGS iterative method has been chosen to solve the system
where special effort is made to define a proper LHS operator independently of the
RHS for the best convergence.
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LU-SGS linear solver

LU-SGS algorithm

LU-SGS is an iterative solver developed by Jameson and Yoon [15], initially created
for structured meshes and later on for unstructured meshes. It corresponds to a
matrix-free method in the sense that one does not need to store the whole matrix
but just access it by matrix-vector products and by solution of a sequence of kxk
linear systems with k the number of unknowns per node.

The LU-SGS scheme is a subset of the Symmetric Gauss-Seidel (SGS) relaxation
method corresponding to a single SGS iteration. First the block system matrix M
is decomposed into a block lower triangular part L, a block diagonalD, and a block
upper triangle U as Eq. 28. A block is the set of unknowns per node.

Mx = (L+D +U)x = b (28)

The SGS iteration is composed by sweeps, backward and forward,

(D +L)x∗ = b−Uxn
(D +U)xn+1 = b−Lx∗ (29)

If one restricts the number of forward and backward sweeps to one, the system
simplifies to Eq. 30 with an initial solution x0 = 0 , giving then the present LU-SGS
iteration.

(D +L)x∗ = b,
(D +U)x1 = b−Lx∗ (30)

Since the SGS iterations are done inside each iteration of the time-stepping process,
these are called inner or linear iterations. The number of linear iterations is retained
as a tunable parameter. Moreover the implementation will focus on Eq. 29 with a
minimal memory requirement of the order of O(N).

Convergence condition

Then one needs to investigate the convergence conditions of the LU-SGS. LU-SGS
solves by blocks due to the flux Jacobian and a sufficient condition for convergence
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of LU-SGS as a linear iteration is provided by [16] block strict diagonal dominance
as in Eq. 31.

(∥∥A−1
ii

∥∥)−1
>

n∑

j=1;j 6=i
‖Aij‖ , ∀i ∈ {1, ...n} , (31)

with Aii a block matrix contained in A,

A =




A11 A12 · · · A1n

A21
. . . . . .

. . .
. . . . . .

An1 · · · · · · Ann




(32)

From this investigation, Dwight [6] analyses the effect of this property in the
LU-SGS convergence. He concludes that making the system matrix more diagonally
dominant makes it more likely that the linear solver is to converge.
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Results and Discussion

This chapter summarizes the results presented in the appended papers A, B and
C. The main motivation behind these three papers is the convergence acceleration.
Paper A treats the definition of a proper implicit operator by increasing the diagonal
dominance of the system matrix. Paper B searches for code optimization techniques
through performance tools and investigates different ordering techniques. Paper C
combines the implicit LU-SGS with the line-implicit method for computations on
stretched grids.

Paper A – Convergence Acceleration of the CFD code Edge
by LU-SGS

The aim of this paper is to investigate the best construction of the implicit operator
for diagonal dominance.

Flux Jacobian discretization
The discretization methods investigated for the inviscid flux jacobians have been
based on a first order flux-difference splitting (FDS) scheme (Eq. 33)

F i,n = 1
2(F (Un) + F (U i))− d01 (33)

The definition of the dissipation d01 differentiates two methods implemented in
this paper. Moreover a splitting technique [17] of the flux Jacobian matrices A =
∂F I

∂U from the linear system of Eq. 26 has been applied to both methods to increase
the diagonal dominance of the system matrix. This splitting technique found its
origin in Jameson, Turkel, [18] Yoon and Kwak [19] and has been successfully
implemented in the CFD solver code COBALT [17].

Table 1 gives a comparison between a scalar dissipation and a matrix dissi-
pation with their corresponding flux Jacobian splitting. As one can observe, the
scalar type dissipation is defined by the spectral radius λmax of the flux Jacobian
matrix A, corresponding to a strong dissipation. However the parameter β ap-
plied to the spectral radius and affecting the diagonal dominance, offers a degree
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Scalar dissipation Matrix dissipation

Flux
F i,n =

1
2

(F (Un) + F (Ui)

−βλmax (Un − Ui))

F i,n =
1
2

(F (Un) + F (Ui)

−|A′′| (Un − Ui))

discretization Spectral radius: Roe matrix:

λmax = (|u · n| + c) |A′′| = R|Λ′′|R−1

Flux A± = 1
2 (A± Iβλmax) A± = 1

2

(
A± |A′′|

)

Jacobian A−
i,n

=
∂F i,n
∂Un

= 1
2

((
∂F
∂U

)
n
− Iβλmax

)
A−

i,n
=

∂F i,n
∂Un

= 1
2

((
∂F
∂U

)
n
− |A′′|i,n

)

splitting A+
i,n

=
∂F i,n

∂Ui
= 1

2

((
∂F
∂U

)
i

+ Iβλmax

)
A+

i,n
=

∂F i,n
∂Ui

= 1
2

((
∂F
∂U

)
i

+ |A′′|i,n

)

Linear system

(
1

∆t
Vi +

∑

n∈N(i)

A
+
i,n

)
∆Ui = −R (U)−

∑

n∈N(i)

A
−
i,n

∆Un

Table 1: Implicit operator definition

of freedom for the best trade-off between linear convergence and non-linear con-
vergence. Then for the matrix type dissipation, we find the same construction but
with the difference that the spectral radius λmax has been replaced by the Roe ma-
trix |A′′ | = R|Λ′′ |R−1. We find this technique also by Nejat and Ollivier Gooch
[11] in the construction of LU-SGS preconditioner for GMRES. In our implementa-
tion the flexibility for diagonal dominance improvement comes this time from the
eigenvalues matrix. This is controlled by the same entropy fix technique defined
in Eq. 15. Moreover the main advantage of this method would be a non-linear
convergence improvement by applying a Roe’s FDS discretization also to the RHS.
In fact this would mean a close correlation between the Jacobian computed and
the RHS and thus that the system would get closer to a Newton scheme. However
a second order accuracy for the RHS is generally necessary which would degrade
then the quadratic convergence.

Hence the convergence speed of the implicit LU-SGS has been studied with
discretization techniques and parameters.

Results
The scalar and matrix dissipation models for the flux Jacobians computations have
been compared based in a flux splitting method. For that a study was conducted
for three parameters: CFL number, number of linear iterations (Nswp), and β
coefficient. Moreover computations for first and second order upwind schemes have
been compared, all for inviscid transonic Mach 0.8 flow over a NACA 0012 airfoil
at 1.25◦ angle of attack.

The impact of these parameters for both methods were the same so we analyse
the results coming from only one case, the scalar dissipation model. From the
variation of the CFL number as in Fig. 12a, the number of iterations is reduced
by a factor of 2.5 compared to the explicit Runge-Kutta scheme for tolerances in
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{10−4 . . . 10−10}. Fortunately, the rate is not very sensitive to the choice of CFL
in [100:10000].

Fig. 12b shows convergence for different linear iteration numbers (Nswp).
There are two distinct phases, the initial for “large”residuals > 10−5, and the
asymptotic phase with very small residuals. The initial convergence is clearly faster
for larger Nswp, but the ultimate convergence rate seems only slightly influenced
by Nswp.

(a) (b)

Figure 12: CFL influence (12a). Inner iterations (Nswp) influence (12b)

Moreover regarding the matrix dissipation type an extra parameter is flexible
corresponding to the entropy fix or percentage of the spectral radius (Eq. 15). The
main impact of this variable is its strong correlation with the maximum CFL num-
ber (Fig.13). This means that an increase of the CFL number will probably require
extra dissipation on the LHS. However as observed for the cases of CFL = 10000,
the convergence is decelerated by a too high dissipation of 90% the spectral radius.

In order to do the choice between both schemes, we compare their convergence
rate. Figure 14 shows clearly that the convergence with a 1st order Upwind dis-
sipation (matrix type) gives a convergence twice faster than the one with a scalar
dissipation and almost 4 times faster than the current method (explicit scheme).
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Figure 13: Entropy fix limiting CFL

Figure 14: RHS second order Upwind scheme

Then computations on stretched mesh have been tested as a first experience
for later RANS simulations. The grids have a normal distance from the airfoil to
the first interior node of 10−5 and 10−6 chord length. The corresponding result in
paper A gives an acceleration twice faster than the line-implicit scheme but for a
first order accuracy.

Moreover analysis in CPU time have shown the following results:

• The computations run in Euler meshes give similar speed as the explicit
Runge-Kutta, of the order of 1.
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• For RANS grid (or stretched meshes) the order of deceleration compared to a
line-implicit method can vary from 2 (for a 1st order accuracy) to 5 or much
more (for second order schemes).

Discussion
An implicit LU-SGS implementation has given convergence acceleration in itera-
tions of the order of 4 with respect to the current method (Explicit) for Euler grids.
The fastest convergence in number of iterations has been obtained with a 1st order
Upwind (matrix) dissipation on the left hand side (LHS) of the linear system with
a CFL=1000. Computations on RANS grids give a convergence acceleration in
iterations of the order of 2 for first order accuracy but a deceleration with a second
order accuracy which can be strongly increased with the refinement of the grid to
10 times slower. Since we are mainly interested in second order accurate RANS
simulations in stretched meshes, more work has to be done regarding efficiency op-
timization.

Following, other techniques are investigated for convergence improvement, not af-
fecting this time the linear system construction itself, but the code implementation
and the nodes ordering provided.

Paper B – Performance analysis of the LU-SGS algorithm in
the CFD code Edge

In the next paper, the code performance is analyzed and ordering techniques are
investigated.

Performance tools: CrayPAT and Intel Vtune
Performance tools are essential to analyse the behaviour of a code and mainly its
interaction with the computer resources. Some relevant information for speed up
are the hotspot of the code, the cache memory utilization and the peak performance.
The idea is to detect first the most time-consuming parts - the hotspots - of the
code by the Intel Vtune software [7] and optimize these parts of the code. Once
the hotspots have been optimized, we want to look at memory access patterns to
avoid bottlenecks such as illustrated in Fig.15. The memory access pattern is the
single most important factor for performance. It is analyzed by the CrayPAT [8]
tool which provides information about the cache memory utilization. A cache miss
means that the data needed by the CPU is not in cache and thus requires a main
memory access which will use part of the available memory bandwidth. Too many
memory accesses or cache misses will cause a memory bottleneck since the CPU will
have to wait for the memory accesses, Fig.15. Several techniques exist for efficient
management of data storage and access [20].
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Figure 15: Memory access

Results

Intel Vtune has directly defined as the first hotspot the FORTRAN90 intrinsic
function MATMUL for the 5 x 5 matrix multiplications which takes almost 50 % of
the total CPU time required. The direct method in Fig. 16 refers to a one by one
explicit assignment of the 25 entries of the resulting matrix. The loop technique
reduces the last method to a unique assignment inside a double loop going through
the rows and columns. One can observe that the direct method is most efficient
with only 12 % of the total CPU time, reducing by 80% the computing time of the
original subroutine MATMUL. The overall CPU time is reduced by a factor of 1.5
compared to the original implementation.

Figure 16: CPU time vs. Matrix multiplication methods

This optimization leads to an increase of fraction of the peak performance from
7.4 %, to 11.2 % and overall performance twice the non optimized version (Fig. 17)
.



Acceleration of Compressible Flow Simulations with Edge using Implicit Time Stepping 25

0 100 200 300 400 500 600
−12

−10

−8

−6

−4

−2

0

CPU time

L
o

g
1

0
(R

e
s

)

 

 

Optimized

Non Optimized

Figure 17: Convergence optimization in time

Parallelization analysis
Before considering lparallelization for distributed memory machines using Message
Passing Interface (MPI) we have to understand the data dependencies of the solu-
tion algorithms.

LU-SGS comes from the classical Gauss-Seidel method whose data dependencies
are linked to the ordering of the unknowns and equations. For Edge, the ordering
is associated with the graph of the grid so the ordering of unknowns and equations
follows from the node numbering. Edge is parallelized by domain decomposition,
so the Gauss-Seidel iteration only runs into trouble at inter-domain boundaries.
Figure 18 gives a clear illustration of the parallelization issue for a simple 1D case,
with nodes numbered sequentially along the line, and 2 processors. Inside each
subdomain, the algorithm runs without interruption. However whenever the loop
reaches a subdomain boundary, synchronization barriers are set, blocking all the
other processors. As we see in Fig. 18, during the forward sweep, processor 2
can not start to compute in node i until processor 1 has finished updating node
i-1. The corresponding observation holds for the backward sweep where processor
1 would have to wait for processor 2. Analogous problems appear for any domain
decomposition. We understand then, that the original LU-SGS algorithm does not
parallelize in a straightforward way by domain decomposition. As an alternative
to this parallelization issues, the Jacobi iteration (Eq. 34) is parallelizable with no
data dependency.

Dxn+1 = b− (L+U)xn (34)
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Figure 18: Data dependency. 1D case

As Fig.19 shows, its process consists in updating the unknowns at each node and
not using the data until the next iteration. By this way the processors can com-
pute independently of each other and with synchronization and inter-domain data
transport only once per iteration just like explicit time-stepping. It is a folklore
theorem that Gauss-Seidel is twice as fast as Jacobi ˝, and Fig. 20 compares
runtime for Jacobi iteration and LU-SGS and shows consistency with such expec-
tations. Clearly we wish to retain the LU-SGS convergence speed also after domain
decomposition. Parallelization of LU-SGS would proceed as follows. The idea is

Figure 19: No Data dependency. Jacobi iteration

to keep the original LU-SGS inside each domain and break the whole algorithm at
the interprocessor boundaries. In fact the processors would not wait for updated
values but use the old ones from the previous iteration. This idea has already been
implemented by Löhner & al in [5] who refer to a hybrid approach to exchange
interprocessor data. This idea leads to a pure Jacobi method in the extreme case of
one node per domain. The degree of convergence deceleration suffered by the pro-
posed scheme compared to a sequential LU-SGS will be looked into in the planned
parallelization of LU-SGS. Figure 20 shows residual vs. runtime for Jacobi iteration
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and LU-SGS for different number of sweeps. The lower Nswps within each solver
give the best convergence, namely 1 Nswp for LU-SGS and 5 for Jacobi iteration,
and LU-SGS is almost three times faster than Jacobi. LU-SGS has been then se-
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Figure 20: Convergences in time for Jacobi and LU-SGS

lected as smoother for Multigrid. Moreover its data dependency necessitates the
study of how ordering influences the convergence.

Ordering techniques
From the data dependency follows that the ordering of the nodes through which
the forward and backward sweeps are executed will influence the LU-SGS conver-
gence. It is natural to look for the optimal ordering, but it is very hard to find
for unstructured grids. The idea has been then to limit the search to numberings
which make neighbor nodes have small number differences. We start with variants
of graph theory methods developed for low fill-in in Gaussian elimination on sparse
matrices, for instance by minimizing the profile or skyline of the matrix. Figure
21 illustrates the definition of both denominations. The profile contains all the
lower-triangular elements in a row from the first non-zero to the main diagonal.
The skyline holds all upper-triangular elements in a column from the first non-zero
to the main diagonal. Quite a few results from graph theory have found application
to sparse matrix computations. In our setting, which never creates the "big" matrix
for elimination, the concept would provide spatial and temporal data locality which
means to use data closely stored in the memory (spatial locality) or being reused
as much as possible (temporal locality). The Cuthill-McKee (CM) algorithm [9]
is a graph theory method which consists in grouping by levels the nodes numbers
connected to each other in the mesh. The nodes are ordered by increased order of
degree corresponding to the number of neighboring nodes. Reversing the final CM
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Figure 21: Profile structure (envelop) of a sparse matrix

ordering produces the Reverse CM which may be the most used profile reduction
ordering method [9]. Originally Elisabeth Cuthill and Sean McKee published the
alogorithm in 1969 to reduce the bandwidth of a sparse symmetric matrix. The
choice of starting node is a degree of freedom, and we add a physical approach
to CM which consists in first numbering the nodes along the strong boundaries,
namely the airfoil wall and the outer boundary (Fig. 3). By this way the lev-
els created will follow the desired starting boundary as shown in Fig.22 to make
numbering in layers.

Figure 22: Level structure. CM at strong boundaries

Results: Structured meshes

Figure 23 defines the pattern used for the CM algorithm for which different versions
have been implemented by reversing the ordering nodes following Fig .24. Apart
from the best cases convergences shown in Fig. 25, the ordering methods have
resulted easily into no convergence. In fact small modifications in the starting vector
of the CM algorithm were strongly degrading or directly stopping the convergence.
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Figure 23: pattern

Figure 24: Zoom airfoil-wake. Numbering order path 1-5and starting vectors defi-
nitions: 1-257,1-208

Figure 25: Ordering techniques convergences. Structured meshes.
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Results: Unstructured meshes

Unstructured grids are usually generated by advancing front (AFM) or Delaunay
(DM) methods, and we compare such orderings with the CM variants. Figure 26
illustrates the CM ordering path starting at the strong boundaries,namely wall
boundary (cf. zoom) and at the outer boundary. As we can observe, CM follows
exactly the pattern creating level structures (Fig. 22) We can notice in Fig .27,

Figure 26: CM ordering starting at the strong boundaries

that the shapes from CM and advancing front look almost identical. The difference
is that the nodes which are created when the advancing fronts collide and seem
"randomly" numbered in AF have been brought into the pattern by CM. However,

Figure 27: Advancing-front ordering shape(left). CM outer-wall (right)

whereas we expected convergence acceleration from this cleaner technique, AFM
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gave faster convergence as shown in Fig. 28. From Fig. 28 we observe that the
fastest CM convergence obtains from starting at the wall and reversing the ordering.
In fact this aspect seems to have an effect in the convergence speed, faster than
the original CM-wall case. Then concerning the optimized ordering shape found in
Fig. 27, namely the CM outer wall reverse, this gives neither a faster convergence
but surprisingly even more slowly. As one would hope, a random numbering gives
the slowest convergence.

Figure 28: Ordering techniques convergences for unstructured grids

Paper C – Implementation of Implicit LU-SGS method with
Line-implicit scheme on Stretched Unstructured Grids

LU-SGS with line-implicit method
By combining the LU-SGS solver with a line-implicit method we expect to im-
prove the convergence in stretched grids needed for resolution of boundary lay-
ers and wakes in RANS computations. The idea is similar to the Runge-Kutta
line-implicit implementation but replaces the Runge-Kutta Multigrid smoother by
LU-SGS. There are many possible variants.

The current implementation is a consistent splitting of the Jacobian into a sum
of contributions from neighbor nodes on the lines which produces block-tridiagonal
matrices, and the rest. The system obtained by implicit Euler time discretization is
then solved by approximate factorization using Gaussian elimination for the block-
triangular matrices in step one and LU-SGS for step two. The combined algorithm
looks as follows in the regions of stretched grid. Equations 35, 36 give a first



32 E. Otero

theoretical approach investigated for solving this new problem.

(I + 4t
V

∂R1
∂U

).4U1 = −4t
V
R (35)

(I + 4t
V

∂R2
∂U

).4U = 4U1 (36)

with R1, R2, the residuals of the line-implicit and LU-SGS respectively. As we can
observe, two linear systems have to be solved. The first one, from the line-implicit
method, applies only to the stretched domain. This linear system is solved by a
Backward Euler method. The solution found becomes then the RHS in the second
linear system solved by LU-SGS.

Fig. 29 shows that for moderately stretched grid the convergence of LU-SGS is
comparable to Runge-Kutta line-implicit. However, LU-SGS deteriorates strongly
for more stretched meshes (10−6) where the line-implicit LU-SGS is much more
efficient.
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Figure 29: Second order computations on strechted grid. 10−5 (left) and 10−6 chord
length (right)
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Conclusions

An LU-SGS solver has successfully been implemented in Edge. It gives significant
convergence acceleration compared to explicit schemes for isotropic grids. Perfor-
mance optimization of the code produced convergence rates five times faster in
iterations and twice faster in time than explicit schemes. Moreover, LU-SGS has
shown a strong sensitivity with respect to ordering techniques, and finding the op-
timal ordering of an unstructured grid is a hard problem. The results obtained
are mostly illustrative rather than conclusive in the search for a good numbering
scheme. A first implementation of LU-SGS with the line-implicit method shows
that the combination improves convergence results for highly stretched grids. Fur-
ther study has to be done on the best combination of line implicit smoothing with
LU-SGS for the extension to RANS simulations.
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