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Preface 

 

Todays demand for enhancing the user experience and high performance represents an increase of 

functionality of the systems involved. This translates into high scale of integration.   

With the continuing growth of high scale of integration come new challenges that lead to an 

increment of noise in the platform. This is true for devices ranging from high transaction servers to 

small mobile devices.  

Noise sources like crosstalk and inter-symbol interference, which affect the signal integrity, are 

caused by the high density interconnect combined with the increase of frequency of operation. This 

kind of noise sources are the cause of logic errors, false switching or even a system failure.  

In addition to the aforementioned problems, is that power consumption lately has become one of 

the main metrics for performance and also one of the main constraints due to the global concerns 

regarding CO2 emissions. Today there is concern to reduce it both in mobile and servers.  In the case 

of servers to reduce cooling which reflects directly into the companies bill expenses and more 

importantly to adopt “green technologies” and in the case of mobile to extend the battery life. 

In particular high speed buses play an important role regarding power consumption and one of the 

main high speed buses namely the memory subsystem continues to be the bottleneck for high 

performance. 

The gap between the CPU (Control Processing Unit) executing an instruction and fetching a data 

from memory is very large.  The use of memory hierarchy tries to compensate for this gap. Even so, 

the memory bandwidth is still limited by interconnection noise sources. 

DDR3 (Double Data Rate 3) is one of the main high interconnect protocol buses used in computer 

systems. This protocol already uses an encoding technique for error control coding (ECC). Also 

incorporates solutions to reduce power consumption and alleviate SI (Signal Integrity) issues, which 

limit the data rate, however extending its performance remains a challenge. 

Due to the aforementioned problems, researches are trying to bring new solutions that try to keep 

up with the CPU advances. Among the solutions are new techniques in the form of encoding 

schemes such that mitigate crosstalk and reduce power consumption. These proposals seem very 

promising in order to keep up with the data rate increase.  

It is of interest to evaluate multiple encoding schemes using one of the main high speed buses, 

namely DDR3, but currently there is not a single platform that allows the evaluation of several 

encoding schemes during memory transfers.  

A feasible solution is to emulate the memory system by the use of FPGA’s (Field Programmable Gate 

Array) and modify it to incorporate some encoding. 
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The purpose of this thesis is to define and implement an architecture aimed at evaluation of multiple 

encoding schemes during memory transfers. Some of the use of these encoding schemes is aimed at 

reduce crosstalk and some at reduce power consumption and overall improve system performance.  

 

This master thesis is divided into 7 chapters as follows: 

 

In Chapter 1 gives a brief review of some coding techniques used in high speed buses, also 

introduces the need for a platform aimed at evaluation of new encoding schemes tailored to one of 

the main high speed buses used in computer systems, which leads to the definition of the problem 

and the proposed solution. 

Chapter 2 briefly explains the idea of the proposed architecture and how I intend to implement it. In 

this work is of interest to demostrate the use of the architecture for evaluation of multiple 

encoding schemes during memory transfers, therefore the implementations of many existing 

encoding schemes are out of the scope, nevertheless with the intention to show its use, one 

encoding scheme is chosen for implementation and evaluation, which is the focus of Ch. 3.  

Chapter 3 explains the idea behind the Bus Invert method, which was chosen for evaluation. This 

technique is aimed at reduction of power consumption.  

Chapter 4 covers some basic knowledge of the DDR3 bus protocol; the ideas on this chapter are 

needed in order to understand the implementation and more importantly is that DDR3 lies at the 

heart of the proposal. 

Chapter 5 gives details of the implementation of the defined architecture.  

In chapter 6 demonstrate how this hardware implementation can be used for evaluation of multiple 

and different encoding schemes. Also show the results obtained by measurement when using the 

chosen encoding scheme and Chapter 7 gives the conclusions, thoughts and future work. 

An appendix is included, which covers the current state regarding the memory subsystem, DDR3. 

This explains the need of the new solutions for mitigation of crosstalk and power consumption, 

which lead to a data rate increase and overall improve the system performance.  
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Chapter 1 Introduction  

1.1 Background 

 

Communication involving high speed busses is prone to many errors due to the unreliability of the 

physical channels. Over time, many proposals have emerged in order to alleviate some of these 

issues.  

Coding is one of the main techniques used for that purpose. Applications range from data 

compression, clock recovery, error detection and correction. 

The use of some coding techiques is summarized below. 

For example Hamming codes widely used in computer memory transactions for error control and 

correction (ECC) and to avoid retransmission. This method can detect up to 2 and correct upt to one 

bit error. As opposed to others codes such as parity, 2 out of 5, repetition, which cannot correct 

errors and can detect only and odd number of errors. 

Another use of coding is for clock recovery. This is needed when high speed serial data streams are 

sent without an accompanying clock signal. Then the receiver generates a clock from an 

approximate frequency reference, and then phase-aligns to the transitions in the data stream with 

the use of a Phase-Lock-Loop (PLL). 

Clock recovery can be done by using Manchester coding which is used in protocols such as Ethernet 

and RFID (Radio Frequency Identification), or by the use of 8b/10b coding which is used in PCIe 

(Peripheral Component Interconnect express).  

Nowadays with the increase in data rate and scale of integration, there is concern in high speed 

buses to solve for signal integrity (SI) issues, more precisely crosstalk[4][5][6][7][8][9]. It has been 

proven that this negative effects limit system performance. 

Refer to Appendix 2 for a review of DDR3 issues regarding crosstalk and power consumption. 

There is a variety of encoding schemes that are aimed at reducing crosstalk and reduce power 

consumption. Some are aimed only at reducing power consumption, others at reducing crosstalk or 

at a combination of both and inclusion of error correction. 

Complexity arises when one wants to evaluate and compare multiple of these encoding schemes. In 

particular for DDR3, current implementations only use one encoding scheme used for error 

correction and detection. Addition of other methods would require modifications and 

implementation of multiple and heterogeneous encoders.  
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In order to alleviate this last constraint, it would be better to have a design that can be reused for 

this purpose. 

Hence the purpose of this work is to propose and implement a single architecture that allows the 

evaluation of multiple encoding schemes during memory transfers. 

 

1.2 Problem statement 

 

 

In order to implement and evaluate multiple encoding techniques, some modifications to existing 

memory systems have to be done.  

 

Memory communicates indirectly to a CPU through a memory controller. In many implementations, 

the memory controller is part of the North-Bridge chipset that handles heterogenous processors as 

well as communication with the I/O subsystem. [10] 

 

 

 
Fig. 1 Memory Subsystem 
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Current implementations leave out the possibility to isolate the memory subsystem from the rest of 

the system and therefore pose a major challenge when trying to modify it for the addition of 

multiple encoding schemes.  

In addition, even if is possible to use existing implementations and send pre-encoded data through 

the bus, it would be difficult to evaluate the performance solely to the use of coding due to all other 

electromagnetic noise sources contained in the system. For instance power consumption would be 

difficult to evaluate the gaining due solely to coding.  

 

 

1.3 Solution Proposal 

 

A memory subsystem architecture which incorporates multi-coding is proposed. In this, a DDR3 

memory controller will take advantage of multiple encoding schemes. Furthermore this architecture 

will isolate the memory subsystem, comprised of memory controller, bus and memory module. This 

will help to have controllability over the bus as well as observability [13]. 

 

 

1.4 Summary 

 

Memory limits system performance and extending its data rate is a challenge due to all the 

electromagnetic phenomena conveyed by the interconnections which affects the signal integrity 

and limit data rate. 

Crosstalk plays a major role in signal integrity and power consumption. Encoding can be used to 

reduce both negative effects and in the long term to keep up with the trend of higher data rate and 

higher interconnect. 

 

Performance due to the use of multiple coding schemes is difficult to evaluate since the memory 

controller is at the heart of DDR3 and current memory controller implementations are embedded 

into the North Bridge, a special unit which serves as the interface between the CPU and other units.  

 

In the present work it is of interest to isolate the memory controller, modify it to incorporate 

multiple coding schemes and evaluate one of such encoding schemes. 

 

  

Fig. 1 Memory Subsystem 
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Chapter 2 Proposed Architecture 

 

As stated on Ch. 1, encoding schemes are tailored to solve multiple problems in high speed 

communication buses, some are aimed at error detection and correction, clock recovery and others 

are to mitigate crosstalk or to reduce power consumption.  

However, there is no single platform for the evaluation of multiple of these encoding schemes. At 

most, mainstream servers have implemented Error Control Coding (ECC). 

The proposed solution will be used for evaluation of multiple encoding schemes in one of the main 

high speed buses in computer systems, DDR3. 

Implementation in a configurable platform alleviates the constraint of isolate the DDR3 memory 

subsystem and allows the evaluation solely to coding. 

The configurable platform consists of an FPGA (Field Programmable Gate Array), a device that 

contains logic that can be customized and tailored to a specific need. However having multiple 

encoders remains a high constraint. 

Multiple and different encoders would be added as needed in the proposed implementation. Each 

encoding has its own requirements and hardware implementation of each of these encoding 

schemes would result in area overhead.   

In order to relax this, one can choose to implement one encoding scheme and later on configure the 

platform to use a different one. This would involve time to implement the new encoding scheme 

plus the time to reconfigure the platform. 

Flexibility of changing the encoding scheme puts another constraint on the architecture. Even if 

FPGA is reconfigurable, the time to adapt the architecture to the use of a different encoding scheme 

would be high. Therefore the most feasible solution is to use Look up Tables (LuT). 

A LuT is a data structure that will contain pre-encoded data. The purpose of the LuT is to act as the 

encoder/decoder. An incoming data will be encoded into a codeword based on a mapping scheme. In 

which the incoming data will serve as an index to select the corresponding codeword. 

Each encoding scheme also results into a different mapping scheme and this implies that the 

contents of the LuT are arranged in certain order.   

Several LuT’s will be used to evaluate multiple encoding schemes. Each LuT is tailored to a specific 

encoding scheme and to change coding this would involve just changing the contents of the LuT. 

Multiple LuT’s can coexist in the platform, which result into another constraint, additional bits are 

needed to identify the coding scheme used for a specific data, this is needed when retrieving data, 

so the memory controller can use the right method for decoding. 
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In addition to the flexibility and reconfigurability, the use of several LuTs, speed up the computation 

time to encode/decode. 

Furthermore the architecture must ensure that there is high activity on the bus. This is needed in 

order to ease in the evaluation, since the data rate is high and the event happens in the order of 

nanoseconds. Therefore the use of a traffic generator that continuously generates requests to the 

memory controller. 

The LUT will consist of previously generated encoded data, known as codewords. LuT’s will be given 

and for the purpose of this thesis their contents are out of the scope. 

However, as a means to evaluate this proposal, an encoding method aimed at reducing power 

consumption will be used. The method is explained in the next chapter. 

 

 

2.1 Defined architecture 

 

The proposed architecture comprises the following modules: a traffic generator, encoder/decoder 

modules via LuT’s, DDR3 memory controller, DDR3 bus and a DDR3 memory module. 

The idea behind this architecture is to isolate the memory subsystem and measure the performance 

during memory transfers. Therefore a traffic generator module will continuously generate data, 

which will be used as index to choose a codeword.  Afterwards the codeword will be sent to the 

DDR3 memory module through the high speed bus via the DDR3 memory controller. 

In order to evaluate multiple and different encoding schemes, the encoder/decoder will be 

implemented as different LuT´s (Look up Tables).  

In order to fulfill the requirement of isolating the memory subsystem from the rest of the system, it 

will be emulated by implementing it into an FPGA platform. 

Therefore, the architecture will be implemented in a ML605 Xilinx Board. This is an FPGA 

development board which contains a Virtex 6 FPGA, comes with a DDR3 channel and a DDR3 

memory module, among other circuitry and peripherals. 

 

 

 



[19] 
 

 

 

 

 

2.2 Summary 

 

The proposed architecture will isolate the DDR3 memory subsystem, which will allow the 

measurement of performance due solely to coding.  

Furthermore, the use of multiple LuT’s will add the flexibility in evaluating multiple coding schemes. 

For the purpose of this work, the contents of the LuT’s are out of the scope. Nevertheless to show 

how this architecture is used, an encoding scheme tailored for power consumption will be evaluated. 

It was advised that in order to ease the measurements, it is needed high activity on the bus. 

Therefore a traffic generator will be used to feed the DDR3 memory controller with back to back 

transactions. 

 

 

 

  

Fig. 2 Proposed architecture 
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Chapter 3 Data Bus Invert Encoding  

3.1 Method 

 

It was stated previously that mitigating crosstalk can boost the performance of the bus and plays a 

major role in power consumption. 

Many proposals exist in literature [4] regarding crosstalk avoidance codes, some are aimed at 

mitigating crosstalk, and others are aimed at power reduction and some at both.  

In this work, we only evaluate one of them [20], the DBI “Data Bus Invert” coding, proposed by 

Mircea R. Stan and Wayne P. Burleson. This scheme is aimed at power reduction. The authors claims 

that encoding the Input/Output (I/O), lowers the bus activity and decreases the I/O peak power 

dissipation by 50% and the average power by up to 25%.  

The next paragraphs give a brief explanation of the method. 

Power consumption is divided into two: dynamic and static. However the authors focus on dynamic 

power consumption, given that in CMOS (Complementary metal-oxide semiconductor) circuits most 

power is dissipated as dynamic and in particular at the I/O, given the large capacitances involved. 

Static power dissipated by a CMOS VLSI (Very Large Scale of Integration) gate is very small and will 

be neglected. 

Dynamic power consumption is given by eq. 1(Appendix), which is in terms of the voltage (Vdd), 

capacitance (Cload), frequency (f) and activity factor (pt) and for achieving low power in CMOS circuits 

one or more of the terms Vdd, Cload, f and pt must be minimized.  

Choosing to minimize Vdd has a quadratic effect, but the power reduction by this parameter doesn’t 

meet the constraints by portable applications; therefore it has to be done in combination with other 

methods.  

They assume that Vdd and f are already optimized for low power and use a simplified model for the 

dynamic power consumption, where two types of nodes are used: a small capacitance node typical 

for the internal circuit and a large capacitance node typical for the I/O. Then eq. 1(Appendix) 

becomes the sum of the power dissipated by the internal circuit and the power dissipated at the I/O. 

 

                                                    

 

 

Eq. 3 
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The authors found that large I/O power dissipation is a consequence of the huge dimensions of the 

devices in the I/O pads and of the external capacitances due to I/O pins, wires and connected 

circuits. Capacitance at the I/O is larger than Cint and therefore that the dynamic power given by the 

C I/O has a major effect on power consumption. 

Their method consists of coding the data in order to decrease the number of transitions on the large 

capacitance side (I/O), at the expense of slightly increasing the number of transitions on the low 

capacitance side (internal circuit) due to coding. 

Coding will scale into n log n number of transitions, where n corresponds to bus width. 

Example: 

Assuming an 8 bit data bus and that CI/O is two orders of magnitude larger than Cint. 

If Vdd=1V, f=1MHz, N(transitions)I/O=8, CI/O=2500, N(transitions)int=2500 and Cint=8 

Then P given by eq. 2 becomes Punencoded=2500*8+8*2500=40000 

By using coding, then the average number of transitions can be reduced by 25%, then 

N(transitions)I/O becomes 6 and N(transitions)int increases by n log n, N(transitions)int=8*3=24. 

Pavg=2500*6+8*2524=35192=88% of Punencoded. 

The maximum number of transitions can be reduced by 50%, then  

N(transitions)I/O=4 and N(transitions)int=n log n= 8*3=24, Pmax=2500*4+8*2524=30192=75% of 

Punencoded. 

 

Assuming random input data, on a given time slot the data on an n-bit wide bus can be 2n possible 

values with equal probability and the average number of transitions per time slot is n/2 and so the 

average power dissipation for the I/O will be proportional to n/2 while the maximum power 

dissipation is proportional to n when all bus lines toggle at the same time. 

The bus invert method decreases the number of transitions transferring the same amount of 

information. It uses an extra bit called the invert bit. When invert=0 the bus value will be equal to 

the data value, when invert=1, the bus value will be the inverted data value. The peak power 

dissipation can be decreased by half by coding the I/O as follows: 

1) Compute the Hamming distance between the present bus value and the next data value. 

2) If the Hamming distance is larger than N/2, then invert the next data value and set invert=1 

3) Otherwise set invert=0 and next data bus value will be the same as next data value. 

4) At the receiver side the data will be inverted according to the invert value. Therefore the 

method increases the number of bus lines from n to n+1. 
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The figures below compares a sequence of 8 bit random input data over 16 time slots and the same 

8 bit data using the bus invert coding.  

 

 

 

 

In the example there are 64 transitions for a period of 16 time slots. This represents an average of 

4 transitions per time slot or 0.5 transitions per bus line per time slot. 

The bus invert coding reduces the number of transitions to 53 and thus an average of 3.3 

transitions per time slot or 0.41 transitions per bus line per time slot. 

It turns out that as the width of the bus increases, the decrease in average power consumption 

becomes smaller. 

The authors give 2 reasons for this: 

1- The invert line contributes itself with some transitions 

2- The distribution for the Hamming distance for the next data values is not uniform. 

 

The distribution of the Hamming distance for the next bus value when using the Bus Invert coding 

method shows that is most likely that the next value will differ from the present one n/2 positions 

and therefore no further reduction by inversion. 

Fig. 10 comparison between two 8-bit buses for a 16 time slot, with and without encoding.           

Left (without encoding), right (with encoding) 
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For example, for a 16 bit data bus there will be an average of 0.43 transitions per bus line per time 

slot which is 85% of the unencoded case. Compared to an 8 bit data bus it is 82%. 

The authors found out that in order to decrease the average power consumption, is better to use 

smaller n or to partition the bus into sub buses. Each of the sub buses will be encoded using the bus 

invert method and its own invert bit. 

The following table gives a comparison for different sizes of n. 

 

Number 

of bus 

lines 

Mode Avg. 

transitions/time 

slot 

Avg. 

transitions 

/bus line 

Avg. I/O 

power 

dissipation 

Maximum 

transitions/time 

slot 

Maximum 

transitions/bus 

line 

Peak I/O 

power 

dissipation 

2 Unencoded 1 0.5 100% 2 1 100% 

1 invert 0.75 0.375 75% 1 0.5 50% 

8 Unencoded 4 0.5 100% 8 1 100% 

1 invert 3.27 0.409 81.8% 4 0.5 50% 

4 invert 3 0.375 75% 4 0.5 50% 

16 Unencoded 8 0.5 100% 16 1 100% 

1 invert 6.83 0.427 85.4% 8 0.5 50% 

 

 

 

For the purpose of this work, the size of the bus is 64 and it will be partitioned into 8 sub buses. 

Table 2 Comparison of unencoded I/O and coded I/O.  

Fig. 11 The binomial distribution for the Hamming 

distance for the next value. The maximum is at 

n/2=4 

Fig. 12 The probability distribution for the Hamming 

distance of the next bus value for an 8 bit data bus 

encoded with the Bus Inver method. 
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3.2 Summary 

 

The method consists of finding the Hamming distance between the values currently on the bus and 

the next values. If the Hamming distance differs by N/2, then invert the next bus values and send 

the invert code along with the next bus values. 

The bus invert method decreases the number of transitions and this in turn reduces the power 

consumption. However for mitigating crosstalk is not sufficient to reduce the number of transitions, 

but to avoid opposite transitions between adjacent wires.  

This encoding scheme was chosen among other methods, due to it is easier to implement. 
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Chapter 4 DDR3 Basics 

 

The next paragraphs will try to give an overview of the basic internal organization and set of 

operations of the DDR3 SDRAM (Synchronous Dynamic Random Access Memory) standard. For a 

more complete guide of information, please refer to [22] and [10] 

4.1 Internal Organization  

 

Memory module or DIMM (Dual In-line Memory Module) is a PCB (Printed Circuit Board) small board 

which contains a number of plastic packages within; each encloses a DRAM (Dynamic Random Access 

Memory) chip. 

 

 

DRAMS are based on an array of memory cells made up of a pair of a transistor and a capacitor that 

stores the binary 0 or 1. It is called dynamic because capacitors leakage current they need to 

refreshed periodically (read and rewritten) in order to retain their value.  

Multiple of these pair of elements (transistor & capacitor) is arranged into rows and columns that 

form an array. DRAMS can be characterized by the number of arrays inside them. These arrays can 

act in unison, independently or somewhere in between. If they operate in unison, the memory chip 

transmits or receives a number of bits equal to the number of arrays. 

For example x4 DRAM (read by 4) indicates that the memory access 4 arrays, each read 1 data bit in 

unison and therefore transfers 4 bit of information (column width). 

Fig. 13 DDR3 memory subsystem organization 

DIMM 
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A set of memory arrays that work independent of other sets is referred as a bank. A DIMM may 

have multiple banks. Different banks can be accessed on the same DRAM to achieve higher 

bandwidth. A computer may have multiple DIMMs, when all DRAM devices in a DIMM work in unison 

and the system wants access to one of many DIMMS, then access is by rank. 

In case of the Xilinx board, it contains a single DIMM with size of 512 MB DRAM organized as x64 (by 

64) in 4 banks. 

DDR3 essentially inherits its behavior from DDR (Double Data Rate) SDRAM (Synchronous DRAM), 

which achieves a data transfer rate that is twice the clock frequency by employing 2n-bit prefetch 

architecture [21]. DDR SDRAM use a clock signal to synchronize with the I/O interface, it transfers 2 

data per clock cycle (fig. 14). DDR2 transfers twice the data (4n-bit) as in DDR. 

DDR3 SDRAM doubles the speed of DDR2; it does so by using an 8n-bit prefetch architecture. The 

bus width of DRAM is 8 times wider than the I/O bus, which makes the SDRAM to operate at a 1/8th 

of the frequency of the I/O interface. 

During a write converts serial data from the I/O in sync with the clock into 8 parallel data and writes 

it as 8n-bit. 

During a read operation converts 8n-bit parallel data into serial and outputs it to the I/O in sync with 

the clock. 

Banks can be accessed in an interleaving fashion in order to increase the bandwidth. During each 

access 64 bits of data are transferred per bank, accessing 256 bits in total (4 banks). These 256 bits 

combined with the double data rate behavior effectively transfers 512 bits.   

DDR SDRAM data bus size is 64, therefore in order to transfer 512 bits it has to do it in 8 transfers 

or Burst Length equal to 8. Transfer happens at both rising and falling edges of the system clock.  

Following is a brief explanation of the 2n-bit prefetch architecture using the read cycle as an 

example. 

In this architecture, 2n-bits of data are transferred from the memory cell array to the I/O buffer 

every clock. Data transfer to the I/O buffer is output n-bits at a time every half clock (both rising and 

falling edges of the clock).  As the internal bus width is twice the external bus width, DDR SDRAM 

achieves a data output rate that is twice the data rate of the internal bus. 
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4.2 Operation 

 

DDR3 SDRAM internal operation follows the standard provided by JEDEC (Joint Electron Device 

Council). 

JEDEC is an organization in charge of the development of standards for semiconductor devices.  

DDR3 internal organization is mainly composed of a pair of transistor and a capacitor. A capacitor 

lies at the intersection of a word line and a bit line; it is connected to the bit line through a 

transistor, which acts as a switch. When a voltage on a word line goes high, all of the transistors 

attached to that line become closed switches, connecting their respective capacitors to the bit lines. 

The capacitors are extremely small and special circuitry is needed to detect the values on those 

capacitors, this special circuitry is called sense amplifiers. [10] 

Fig. 14 Double Data Rate 2n-bit prefetch architecture 
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Before a read or write transaction the rank, bank, row and column must be selected and precharged, 

once done this, the next step is to activate the row by sending the row address and bank identifier 

over the address bus and signaling the /RAS pin (Row Address Strobe). This tells the DRAM to send 

an entire row of data into the DRAM sense amplifiers. 

Precharge operation consists of pre charge the bit lines to a voltage level between logic 0 and logic 

1 via the sense amplifiers. When the capacitors are later connected to the bit lines through the 

transistors, the capacitors change the voltage levels of those bit lines very slightly. The sense 

amplifiers detect the minuscule changes and pull the voltage of the bit lines to logic 0 or 1. 

After a bank has been precharged, it is in idle state and must be activated (ACT) prior to any read or 

write command issued to that bank. The address bits registered with the write/read command 

select the column start for the burst operation via the /CAS (Column Address Signal) signal and /WE 

(Write Enable) command. 

If an address corresponds to a bank that is not opened, then a Precharge (PRE) and Active (ACT) 

operation must be performed, the same happens with a row that doesn’t correspond to the one that 

is currently active. While in precharge, there can’t be any transaction allowed and therefore there is 

an idle in the bus. 

 

 

Fig. 15  DDR3 internal organization 
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The figure below shows a simplified state diagram of operation.[DDR3 std] 

 

 

 

 

 

Given the requirement of high activity (no idle time), the diagram shows that the only operations 

that involve high activity are either back to back read or write transactions. Moreover in order to 

satisfy high activity the transactions must happen at continuous set of addresses that doesn’t 

involve a change in rank, bank or row, since this will introduce a time penalty (Precharge plus 

Activate). However capacitors need to be refreshed periodically [22] and this will introduce an idle 

and therefore no operations are allowed during this time.  

Fig. 16 DDR Basic Sequence of operation 
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DDR3 comes with different buses for addresses, control and data. The data bus (DQ) in DDR3 is 64 

bits wide. An address bus carries row, column addresses and bank address, 13 bits for row and 10 

bits for column and 3 bits for bank. Control bus is composed of several signals such as row and 

column strobes (DQS), output enable (OE), clock (CLK), clock enable (CLKE), etc. 

Read and write transactions are briefly explained in the following paragraphs [21], note that in the 

figure, the Burst length (BL) equal 4 and in DDR3 it is 8. 

 

4.2.1 Read Mode 

 

A read operation is executed by issuing the read command (READ) for an active bank. The read 

operation is as follows: 

(1) To activate a particular row in a particular bank, the bank active command (ACT) is issued 

along with a row address and bank address. 

(2) After the lapse of trcd from the ACT command, the starting column and bank addresses 

are provided with the READ command 

(3) After the lapse of the /CAS latency from the READ command, the read burst data is 

available, starting from the column address specified in (2). The number of successive 

bursts data is determined by the burst length (BL) 

(4) After the lapse of Tras from the ACT command, the precharge command (PRE) is input. To 

output all the burst data, the earliest timing for PRE command is (burst length/2) clocks 

after the READ command. 

(5) After the lapse of trp the corresponding bank becomes idle. 

 

 

 
Fig. 17 DDR3 READ Sequence  
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4.2.2 Write mode 

 

A write operation is executed by issuing the write command (WR) for an active bank. The sequence 

is as follows: 

(1) To activate a particular row in a particular bank, the bank active command (ACT) is issued 

along with a row address and bank address. 

(2) After the lapse of trcd from the ACT command, the starting column and bank addresses are 

provided with the WR command 

(3) During write bursts, the first valid data-in element will be registered on the first rising edge 

of the data strobe signal (DQS) and subsequent data elements will be registered on 

successive edges of DQS. 

(4) After the lapse of tras from the ACT command, the precharge command (PRE) is input. 

(5) After the lapse of trp, the corresponding bank becomes idle. 

 

 

 

 

 

For having back to back transactions a specified time has to lapse between commands. 

Fig. 18 DDR3 WRITE Sequence  
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4.3 Data strobe (DQS) relation with respect to data (DQ) 

 

DDR SDRAM employs a data strobe signal (DQS) to notify the receiver of the data transfer timing. 

DQS is a bidirectional signal and functions as the basic operating clock for data (DQ) during 

read/write operations. 

DQS is synchronized with CK, and data input DQ is synchronized with both the rising edges and 

falling edges of DQS. 

The following image shows the relationship between the data strobe and read/write operations. 

During a read DQS is aligned with the data (DQ), on the other hand during a write, data (DQ) is 

centered at rising/falling edges of DQS. 

 

 

 

 

 

 

 

 

 

 

4.4 Initialization 

 

JEDEC specifies a set of operations that need to be done prior normal operation in order to ensure 

correct behavior.  

The first steps are to set the voltage levels and stabilize the input clock signal, once done this, the 

memory specific mode of operation has to be programmed; this involves setting some registers 

followed by a training sequence for calibration and correct capturing of data (DQS alignment with 

DQ).    

Fig. 19 Data Strobe (DQS) relation to DATA (DQ) 
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4.4.1 Setting registers  

 

This step is to define the specific mode of operation. DDR3 defines 4 registers (Mode Registers) that 

contains user defined variables that need to be programmed before operation. In order to have 

access to them, issue the Mode Register Set (MRS) command via the row addresses (A0 to A12) and 

Bank Addresses (BA0, BA1, BA2). 

 

4.4.1.1 Mode Register 0 (MR 0) 

 

This register controls parameters such as Burst length, read burst type, CAS latency, DLL reset, etc. 

Burst length is the number of data that can be successfully input or output. DDR3 SDRAM supports 

BL=8 or BL=4 (chopped). 

Burst type can be sequential or interleaved. 

CAS latency is the delay in clock cycles between the internal Read command and the availability of 

the first bit of output data. 

 

4.4.1.2 Mode Register 1 (MR 1) 

 

This register stores the data for enabling or disabling the DLL, output driver strength, Rtt_Nom, ODT 

(On die termination impedance), additive latency, etc. 

Additive latency allows a READ or WRITE command to be issued immediately after the active 

command. This increases the use of bandwidth. 

MR1 register is of special interest for the present work, since different values of ODT can be 

programmed and evaluated. 

 

4.4.1.3 Mode Register 2 (MR 2) 

 

This register stores the data for controlling refresh related features. Rtt_WR impedance and CAS 

write latency. 
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4.4.1.4 Mode Register 3 (MR 3) 

 

This register controls multipurpose registers. This function is used to read out a predefined system 

timing calibration bit sequence. 

  

4.4.2 Training sequence 

 

After initialization of the mode registers, the next step is calibration of time to ensure correct 

synchronization of read data from the memory to the memory controller. This calibration corrects 

the time uncertainty due to the circuit traces. 

Read timing is performed over 4 stages. Each stage consists of writing a specific training sequence 

pattern to memory and then reading back the training pattern from the memory.   

 

4.5 Summary 

 

DDR3 follows a standard procedure for correct operation. The previous paragraphs showed that 

memory transactions involve many timing sequence operations and each of them takes a few tens 

of nanoseconds to complete. 

DDR3 requires periodic refresh of data, due to capacitor leakage, this introduces and idle since no 

operations are allowed. Also accessing a different bank or row that is not currently active involves 

an idle. It achieves double the data rate of DDR2 and for our memory model it effectively transfers 

256 bits per clock transition (positive and negative). 

DDR3 is composed of different buses for data and control. The bus related to data is known as DQ 

bus and is 64 bits wide. A signal is needed for synchronization during data transactions, this by 

means of the data strobe signal (DQS). This synchronization is dependent on the operation 

(READ/WRITE). 

Our requirement for measuring the performance due to coding is to have high activity on the bus. 

Therefore to achieve this is needed back to back transactions and they have to be done in a set of 

addresses that doesn’t involve idle. 
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Chapter 5 Implementation 

 

5.1 DDR3 controller implementation 

 

Implementation was done in accordance to the following Xilinx guides [23] [24].  

The DDR3 memory controller was implemented using Xilinx Core Generator, a tool that allows 

customizing and generating IP cores already tested and enhanced for the Xilinx FPGA´s.  The 

generated core architecture mainly consisted of the following top blocks: 

- PHY layer 

- Traffic Generator 

- Clock generation  

- User Interface 

- Memory controller state machine 

 

 

 

 

 

Following is a brief description of functionality of these modules. Each of these modules contained 

sub modules aimed at performing specific functions. 

PHY module: 

This top block unit is the interface between the memory controller and the DDR3 memory unit.  

Fig. 20 Xilinx DDR3 architecture 
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The modules contained in this block are in charge of synchronizing signals between different clock 

domains, providing clock signaling (clock forwarding to the memory and feedback into the FPGA), 

control of signaling and control of delay elements for synchronization purposes, I/O logic (READ data 

path & WRITE data path) and signaling for the data, strobe and synchronization. Furthermore it’s in 

charge of the power up, initialization phase, read data captured and calibration. 

 

Infrastructure (Clock Generation): 

The modules within this block are in charge of generation and distribution of the local and global 

clock signals. The signals generated by this module served for synchronization and signaling of 

commands. It uses a PLL in order to generate the different clocks for:  

- Internal (FPGA) logic 

- Write - path (output) I/O logic 

- Read – path (input), delay I/O logic, read data synchronization 

- IODELAY reference clock (calibration) 

 

User Interface (UI): 

This module receives the incoming traffic from the TRAFFIC_GENERATOR module. 

It provides storage and synchronization for the user commands, data and address. Based on FIFO’s 

to store addresses, commands, data for write into memory as well as captured data during reads. 

Reorders data returned from the memory controller back to the request order.   

 

Memory controller (MC): 

The modules contained within this block perform the write/read commands from the User Interface 

and provides control of the sequence of operations (activate, precharge, write, read, etc.) and relies 

on the PHY to provide the timings between commands and generate the signaling for 

sending/receiving transactions. 

 

It consists of the following blocks.   
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Rank machine correspond to DRAM ranks and monitor the activity on the bank machines and track 

specific timing parameters.  

Bank machines manages a single DRAM bank, the assignment of bank machine is dynamic. When a 

request is accepted it is assigned to a bank machine. The bank machine in turn generates the row 

and column commands. 

The arbiter module selects row commands (Precharge & Activate) and column commands (WRITE 

/READ) based on a round robin algorithm to decide between them. This arbitration has to be done 

since different bank machines might request access at the same time. However not all request need 

arbitration. If a preceding request has activated the same rank, bank or row, a subsequent request 

that wants access to the same rank, bank or row not need to perform the Precharge & Activate.  

Column machine manages the DQ bus. It generates information related to column and sends it to the 

bank machine. Hosts the block that controls READ and WRITE data transfer to and from the Data 

(DQ) bus. 

 

Xilinx Traffic Generator: 

This block generates repetitive data patterns that can be parameterized.  The user can select the 

type of traffic that wants to generate, select among different data patterns as well as the range of 

addresses, so the intended data can be written into memory as determined by the selected pattern. 

 

Fig. 21 Memory Controller (MC) blocks 
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The patterns that can be generated from this module are summarized as follows: 

 

PORT_MODE Set the port mode BI_MODE 

WRITE 

READ 

BEGIN_ADDRESS Set the start address boundary Sets the boundary for the 

memory 

END_ADDRES Sets the end address boundary Sets the boundary for the 

memory 

PRBS_SADDR_MASK_POS Sets the 32 bit OR mask used to shift random 

addresses up into the port 

address space 

PRBS_EADDR_MASK_POS Sets the 32 bit AND mask used to shift random 

addresses down into the port 

address space 

CMD_PATTERN Sets the command pattern CGEN_FIXED 

CGEN_SEQUENTIAL 

CGEN_PRBS 

CGEN_ALL 

DATA_PATTERN Sets the data pattern ADDR 

HAMMER 

WALKING1 

WALKING0 

NEIGHBOR 

DGEN_ALL 

 

 

 

 

 

The CMD_PATTERN fixed as its name implies it generates a fixed command, address and burst. 

The CMD_PATTERN sequential implies the use of an address as data and increments sequentially 

until it reaches the boundary. 

CMD_PATTERN PRBS, generates random data and address sequences until it reaches the 

boundaries of the address. 

Table 3 Xilinx Traffic generator configurable parameters 
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DATA PATTERN: 

ADDR: the address is used as the data pattern. 

Hammer: All 1’s are on the DQ pins during the rising edge of DQS and all 0’s are on the DQ pins 

during the falling edge of DQS. 

WALKING1: 1’s are on the DQ pins and the starting position of 1 depends on the address value. 

WALKING0: 0’s are on the DQ pins and the starting position of 0 depends on the address value. 

NEIGHBOR: The Hammer pattern is on all DQ pins except one. 

 

5.2 Modifications to implement DDR3 module 

 

The code as given by the Xilinx tool had to be modified in order to work as we intended to. In 

addition “out of the box code” had many issues that needed to be solved prior testing into a real 

platform. 

The first 3 months of the internship were used for implementation and evaluation of a DDR2 

controller. Afterwards use the lessons learned from DDR2 in order to implement the DDR3 

controller. 

The first stage after “out of the box” code generation, was to test the functionality of the code, by 

simulation using Xilinx Simulator tool ISIM.  

Initially, simulation was performed with the following data pattern: 

 

PORT_MODE   =  WRITE 

BEGIN_ADDRESS  =  0x000 

END_ADDRESS  = 0x03F 

CMD_PATTERN  =  Sequential 

DATA_PATTER N  =  Addr 

 

This test consisted on performing write operation from address 0x000 thru 0x03F and used the 

same address as data. 
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5.2.1 Simulation problems 

 

According to the guide [23], the controller begins with an initialization sequence; once this has 

finished successfully the controller acknowledges the traffic generator that is ready to accept 

traffic by setting the PHY_INIT_DONE signal equal to 1.  

The first problem with simulation was that simulation tool stopped after some time without reason 

and showed no errors. Updating the simulator to a new version solved this problem.  

The next problem was that the PHY unit didn’t complete the initialization phase and therefore the 

test bench couldn’t be started. 

After careful analysis it was found out that the memory model used during simulation didn’t 

correspond to the memory chosen for analysis. In order to correct this, some modifications had to be 

done the memory model included in the SIM.DO file, which it is used at compile time. 

Once this was corrected, the PHY_INIT_DONE rises after 60 ns (simulation time), afterwards the 

Xilinx traffic generator starts to generate the traffic according to the selected pattern. 

Another problem was a bug with the simulator tool. The discrepancy was an inverted bit. The 

simulation was giving an odd behavior.  

The problem is shown in the following Fig. 

The figure shows 2 different values for the same data at the same time (left has an 

X”eeeeeeeeeeeeeeee” while right has an X”aaaaaaaaaaaaaaaa”, this can be considered as a bug in 

the simulator.  The vertical yellow line shows the simulator time. 

Fig. 22 Memory Controller simulation bug 
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5.2.2 Synthesis problems 

 

Once simulation showed correct functionality of the controller, the next stage was to test the 

design in the FPGA board. 

In order to verify the functionality of the controller in the target board, the design has to be 

synthesized using Xilinx tools. If this process shows no errors in the design, then the tool generates 

a BIT file, which has to be downloaded into the FPGA device in order to emulate the design.   

After all the corrections made during simulation phase, the modified code didn’t passed the 

synthesis phase. The problem was that 2 clocks were missing in “out of the box” design. These 

corresponded to external clocks.  

Documentation didn’t have any information about such clocks and where to get them [23][24]. It 

was difficult to find out the frequencies of such clocks and how to connect them.  

After thorough analysis, the frequency was found, verified and simulated. The next stage consisted 

in finding a way to generate it and connect it to the design. 

As a first approach and the lessons learned from DDR2 implementation a feasible solution was to 

use an external clock for the missing clocks.  

In order to generate the external clock it was important to comply with the physical requirements 

for the external clock such as available clock capable pin and voltage characteristics [28]. With that 

information the external clock signal was generated by means of a signal generator and plugs it to 

some clock capable pins.  

Once done this, the code didn’t pass synthesis phase due to a mistake in output pin connections.  

It was found out that the pins given by the tool didn’t correspond to the FPGA board and more 

importantly was that according to the board documentation, some pins must be chosen in some 

specific banks of the FPGA and must be adjacent banks. The pins proposed by the tool didn’t comply 

with this constraint. In order to correct this, it was needed to make sure to follow the requirement 

of contiguous banks. This approach did correct the synthesis.  

After synthesis was corrected, the design was tested on the board but it did not worked. The only 

possibility for this to happen, was that something was wrong with the input external clock. 

Therefore as a second approach, was to generate both clocks internally. 

The idea was to remove the external differential clock signal (“missing clocks”) and use instead an 

internal clock signal. 
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The missing clocks were used in the CLK_IBUF module, they enter as a differential and then 

distributed as single in a clock network. The output single clock is used in the INFRASTRUCTURE 

module, which in turn was used as a reference and clock generation purposes. 

The design had to be modified as follows: 

First, remove the module “CLK_IBUF” and use instead an internal clock generated by the 

“IODELAY_CTRL” module. The modification consisted in using one of the available generated clocks 

to drive the required clock network. 

The modifications also involved removing the pins corresponding to the external clocks from the 

rest of the design and substitute it by the internal generated clock. 

The original design consisted of using the clk_ibuf as follows: 

CLK_IBUF.vhd  

--*********************************************************************** 

-- Differential input clock input buffers 

--*********************************************************************** 

    u_ibufg_sys_clk : IBUFGDS 

      generic map( 

        DIFF_TERM    => TRUE, 

        IBUF_LOW_PWR => FALSE 

        ) 

      port map( 

        I  => sys_clk_p, 

        IB => sys_clk_n, 

        O  => sys_clk_ibufg 

        ); 

  end generate diff_input_clk; 

  mmcm_clk <= sys_clk_ibufg; 

where sys_clk_p and sys_clk_n were the missing clocks. Instead, use a clock signal from the 

iodelay_ctrl for driving the signal mmcm_clk and therefore: 

IODELAY_CTRL.vhd 

 

diff_clk_ref: if (INPUT_CLK_TYPE = "DIFFERENTIAL") generate 

    u_ibufg_clk_ref : IBUFGDS 

      generic map ( 

         DIFF_TERM     => TRUE, 

         IBUF_LOW_PWR  => FALSE 

         ) 



[45] 
 

      port map ( 

         I     => clk_ref_p, 

         IB    => clk_ref_n, 

         O     => clk_ref_ibufg 

         ); 

  end generate  diff_clk_ref; 

 

u_bufg_clk_ref : BUFG 

    port map ( 

      O  => clk_ref_bufg, 

      I  => clk_ref_ibufg 

      ); 

 

clk_200 <= clk_ref_bufg; 

 

Pass this signal (clk_200) to infrastructure. Following is the INFRASTRUCTURE module instance, 

which includes how the internal signals are mapped: 

u_infrastructure : infrastructure 
generic map( 

TCQ             => TCQ, 
CLK_PERIOD      => SYSCLK_PERIOD, 
nCK_PER_CLK     => nCK_PER_CLK, 
CLKFBOUT_MULT_F => CLKFBOUT_MULT_F, 
DIVCLK_DIVIDE   => DIVCLK_DIVIDE, 
CLKOUT_DIVIDE   => CLKOUT_DIVIDE, 
RST_ACT_LOW     => RST_ACT_LOW 

) 
port map( 

clk_mem  => clk_mem, 
clk               => clk, 
clk_rd_base  => clk_rd_base, 
rstdiv0   => rst,  
pll_lock   => pll_lock 

--   mmcm_clk  => mmcm_clk, 
mmcm_clk => clk_200_ind, 
sys_rst   => sys_rst, 
iodelay_ctrl_rdy => iodelay_ctrl_rdy, 
PSDONE => pd_PSDONE, 
PSEN              => pd_PSEN, 
PSINCDEC         => pd_PSINCDEC 

); 
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There was a need to use of an internal signal (clk_200_ind) for driving the mmcm_clk signal, 

otherwise the translate phase fails with the following error: "BUFGDS cannot be placed in series 

with IBUFG”. This meant that the clock signal was not supported on the output pin.  

Finding a solution and correcting it was very time consuming. The solution was found after carefully 

reading and searching in many Xilinx documents [25][26][27][28][29][30]. 

The solution was simple to implement but not so easy to find. After this modification, the controller 

finally worked on the board. 

The behavior was verified using the oscilloscope via one of the 64 data (DQ) lines. Using the contact 

probe a measurement from the activity on one of the data (DQ) lines was taken. It was verified that 

it corresponded to the intended data pattern as well as the frequency of operation. 

The next stage corresponded to modify the test bench in order to perform back to back 

transactions with our desired codes. 

 

5.2.4 Xilinx Traffic generator issues 

 

Back-to-Back write transactions fail 

 

After some weeks of simulation, a problem was found with back to back write transaction with the 

“out of the box” Xilinx Traffic Generator. This problem affected our tests since it append extra code 

to our intended data pattern. The problem is described below. 

When issuing back to back write transactions, after a number of such transactions, there are some 

extra bits on the data bus. It turned out that some data were repeated. This extra data corrupted 

the intended data pattern and therefore no gain by the use of encoding. 

However as it turned out, this behavior was normal. It was documented in one Xilinx report. 

 

According to Xilinx AR# 33137: 

Description 

 

When I simulate the MIG DDR2 or DDR3 SDRAM design, there are extra beats of data both at the beginning 

of a write command (prior to meeting the Write Latency - WL/CWL) and at the end of a write command. For 

example, when I request a single Burst Length=8 Write command from the user interface, 12 beats of data 

(instead of 8) are actually sent. Is this the expected behavior of the core? 
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Solution 

Yes, this is the expected behavior of the core. 

The extra data seen at the beginning and end of the expected Burst Length Write are "don't cares" and do 

not affect the actual write that the memory device receives. The memory device accepts the write 

command. Wait until the WL (DDR2) or CWL (DDR3) is met to write the first valid data, and the number of 

words written is dictated by the burst length. The memory device then ignores anything else on the bus 

until the next command is received. To verify that the write command was received accurately, read back 

the data from the address location.  

In MIG, the phy does not tri-state the DQS and DQ bus to the exact count because of a difference in path 

between the data and the tri-state. The data inputs of the OSERDES for DQS and DQ go through the 

IODELAY, whereas the tri-state inputs do not. Due to this difference, the design extends the tri-state a few 

Ck cycles to ensure the bus is not tri-stated prematurely. 

  

The MIG phy is responsible for sending the extra assertions on DQ/DQS at the beginning and end of the 

Write.  The MIG controller is then responsible for properly timing the assertion of ODT to ensure overshoot 

on DQS/DQ does not occur during these additional assertions. 

 

In order to verify that there are no extra bits in the memory, the Xilinx traffic generator was used 

to read the contents of the memory and compare it to the intended data pattern. This test showed 

no extra bits in the memory. Data was written into memory according to the CAS latency, after this 

time, the data on the data bus was ignored by the memory and therefore not written. 

Due to the availability of information regarding this problem, it was difficult to fix and even after 

some trials these behavior couldn’t be corrected.  

A second approach in order to evaluate our tests was to use back to back read transactions. 

 

Back-to-Back read transactions fail 

 

Given the parameters from the Xilinx traffic generator, it seemed easy to modify the test in order to 

perform back to back read transactions. The modification involved just a change in the parameter 

PORT_MODE=READ. However a problem was found with this operation. The Xilinx traffic generator 

didn’t perform back to back read transactions as was stated on the documentation. 

Xilinx documentation didn’t have a record of this and the only feasible solution was to implement a 

new traffic generator, from which from now on I will refer to it simply as traffic generator. 
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5.3 Traffic Generator 

 

In order to implement the new traffic generator, it was necesary to understand how this interacts 

with the rest of the design.  According to the guide [23], the User Interface (IU) module, manages 

the incoming request from the traffic generator and and takes over the transaction. 

 

5.3.1 INTERFACE with the UI 

 

The UI accepts traffic by acknowledging the traffic generator via the app_rdy signal. When this is 

asserted, a command and address are accepted and written to the FIFO by the UI. The command is 

ignored whenever app_rdy is deasserted.  

When a write request needs to be done, then data will be accepted by the UI when the traffic 

genrator acknowledges app_wdf_wren. At the same time the traffic generator must send the data 

via app_wdf_data signal and acknowledges the UI the end of data by the app_wdf_end signal. 

The following image shows the sequence of operation for a write request. 

 

 

 

 

 

 

 

 

 

 

 

Fig. 23 UI (User Interface) sync with traffic generator 
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When the traffic generator sends a Read request, the command is accepted as stated previously, 

however the UI will acknowledges the traffic generator when data is valid via the app_rd_data_valid 

and app_rd_data_end. And the incoming data will be delivered to the traffic generator via the 

app_rd_data signal. 

 

 

 

 

 

 

 

 

 

 

 

The traffic generator must comply with the aforementioned behavior.  It consited of the following 

modules:  

  

 

 

 

 

 

Fig. 24 UI (User Interface) sync when traffic generator issues a READ 

Fig. 25 Proposed architecture for new traffic generator 
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A 12 bit counter which served for index to the LuT, based on it, select the encoded output. The 

ouput of the LuT known as a CW (codeword) goes to a buffer for storing 64 codewords. This is 

needed since the DDR3 transfers 512 bits of data due to the Burst Length and the size of a 

codeword is 8 bits for the DBI (Data Bus Inversion) coding. 

These codewords will be passed to the User Interface which in turn will handle the transaction. The 

Control Logic is in charge of generating the signaling for the handshake with the User Interface as 

well as signaling to send/receive data from/to the User Interface. 

A 12 bit counter was chosen in order to use a large sample of data (LuT size). This form of 

implementation was chosen since it was far easier to implement and evaluate. It consisted of a ROM 

filled with previously encoded data. Other alternative would require full implementation of the 

encoder and a random traffic generator. 

Another advantage of this implementation was that the Xilinx platform already contains dedicated 

hard wired modules for the LuT in the form of ROM (Read Only Memory). Using this sort of 

implementation resulted in a more optimized synthesis. 
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Chapter 6 Tests and measurements 

 

The Test consisted in comparing the benefits of encoded data against random data. The expected 

result is a reduction in power consumption when encoded data is on the bus. 

Since only back to back read transactions worked well for our purposes (no extra bits on the data 

bus), then the traffic generator need first to write the contents of the LuT in the DDR3 SDRAM 

memory module. In addition, the writting has to be done using a set of sequential addresses. This 

has to be done in order to comply with the constraint of high bus activity, otherwise a change of 

bank/row imply an activate and precharge command and therefore introduce an idle.  By using 

sequential addressing, the only idle times are almost every 7.8 µs, due to the compulsory precharge. 

After the whole content of the LuT is written on the DDR3 memory, the traffic generator starts 

requesting back to back read transactions to the DDR3 memory controller in the same order as it 

was written. 

The contents of the LuT consist of previously encoded data according to the Data Bus Invert 

method. Originally the size of the data was 7 bits; this size was chosen because the method works 

better by partitioning the bus (Ch. 3).  Once encoded the codeword will be represented by 8 bits.  

 

 

 

 

 

 

Fig. 26 Data mapping into a Codeword (CW) 
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Since the data bus width in DDR3 is 64 bits, then in total will be 8 codewords per clock transition (7 

bits of data + 1 bit for the inverted bit). The mapping of the codewords into the data bus is shown 

below: 

 

 

 

 

 

The DBI encoding method results in a codeword that is dependent on the current data and the 

previous codeword on the bus and the LuT content have that ordering that must be preserved. Back 

to back read transactions must bring the data in the same order as the LuT has. Therefore the data 

written to the DDR3 memory has to comply with that constraint and to do this, the index to the LuT 

has to be incremented sequentially. 

 

 

Fig 27 Mapping of Codewords into the Data Bus (DQ) 
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4 different test were performed, each consisted of comparing random data versus coded data and 

using different values for the On Die Termination (ODT=120 Ω and ODT=60 Ω). 

The coded data consisted of using the DBI method to encode the random data. 

An extra reduction of power consumption is expected when changing the value of the On die 

Termination (ODT) on the DRAM (Appendix 2). 

The measurement of power was aided by using TI power monitor software tool. Xilinx board has 

some hooks to aid in power monitoring via USB. 

 

 

 

 

 

 

Fig. 28 Order preservation of Codewords 
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The results of 4 different tests are summarized below: 

 

ODT=120 Ω ODT=60 Ω 

Random Coded Random Coded 

Max = 1.55W Max = 1.53 W Max = 1.60 W Max =1.52 W 

Min = 1.50 W Min = 1.45 W Min = 1.52 W Min = 1.45 W 

Avg = 1.53 W Avg = 1.50 W Avg = 1.55 W Avg = 1.47 W 

 

 

 

 

 

  

Table 4 Power consumtion comparison when using coded data vs. random, and 

using different values of ODT 
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Chapter 7  

7.1 Conclusions 

 

Initially, the work could be performed with the use of the implementation with DDR2, however this 

implementation was limited in achieving desired performance for some encoding schemes and 

therefore the need for a faster platform. 

The implementation with DDR2 was half the speed of the current implementation. 

The proposed architecture served for the purpose of evaluation of multiple encoding schemes. The 

same architecture was reused for evaluation of other encoding schemes. No additional modifications 

had to be done for that purpose. 

At most, the modifications consisted in changing the size of the data which translates into a change 

of codeword and size of the buffers, those changes involved a change of value of some parameters, 

normally in VHDL code, this is done with the use of GENERICS. Once the changes are done, the 

design has to go into the synthesis phase. 

In addition, this implementation made possible to perform measurements on the DDR3 bus and have 

control over what was on the bus as well as to observe the gaining due to coding. 

Of course the control over the bus has some limititations. For example, one cannot use any value for 

the frequency of operation.Therefore at most; the modifications had to be done in accordance to 

the standard in order to have correct functionality. 

Moreover this architecture makes easier to evaluate other methods, due to its flexibility, one can 

just change and evaluate a new encoding method by changing the contents of the LuT.  

Xilinx provide a tool which allows the update of the LuT without having to recompile and synthesize 

all the code, the tool is called MEM2BIT. 

In this work, it was assumed that the algorithms are already implemented and one can just use them 

to encode random data. The resulting codewords would be filled in a LuT. 

For evaluation of other encoding methods, the work would consist in implementation of the 

encoding scheme. This could be done with the aid of software, for instance Matlab or Python. This 

by itself represents a challenge. For instance, some methods require the use of GA (Genetic 

Algorithms). In terms of hardware this type of algorithms are very expensive to implement. 

Lastly, with the aid of FPGA made it feasible to implement a configurable architecture and allows 

reuse of the design. 
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7.2 Future work  

 

Future work that needs to be solved in order to test other encoding possibilities is to fix the write 

transactions, remove the extra data bits on the bus. 

Although the methods we use for evaluation, resulted in some order prevailing. Other codewords 

might not end up with that constraint and for the evaluation of such codewords it will be needed to 

use back to back write transactions. One of such methods is bit stuffing. 

Extra work would be required in case of having other metrics for measurement. The extra work 

would consist of adding hooks into the platform to aid in measurement. 

Further study has to be done relating the the memory hierarchy, due to the use of multiple 

encodings. 

Lastly, the challenge that arises when uses multiple enconding schemes. Due to the use of extra 

bits, this could cause a trade-off between bandwidth and gain by coding. For instance in relation to 

the Data Bus Invert method, chopping the data into smaller and encode it result in power savings at 

the cost of having more transactions. 

 

 

7.3 Personal thoughts 

 

The current trade of additional of functionality, increase in data rate, high amount of 

interconnections will definitely bring new challenges. 

The wires are now the bottlenecks in computer systems. In order to keep up with this growing 

trend, coding seems like a good approach that keeps up with the data rate and to be more cost 

effective. Therefore it is foreseeable that in the future, current memory will have to implement 

more encoding schemes aimed at mitigation all issues regarding noise generated by the platform 

itself. 

In fact DDR4, the next generation of memory subsystem, seems that will be using the Data Bus 

Invert method. 
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Appendix  

A.1 DDR3 bus impact on system performance 

 

Memory is essential to the operation of a computer system and its performance impact significantly 

the overall system performance. The system performance gap occurs when the processor idles 

while it waits for data from the memory. As the processing speed increases, the memory system’s 

performance is limited due to signal integrity issues like crosstalk, simultaneous switching noise and 

reference voltage [14] [9] [15]. In addition fast data rates and high amount of interconnects leads 

to more signal integrity issues. 

In order to have a good signal integrity, it’s required that the signal has a valid logic value within a 

certain amount of time; otherwise faults can occur due to misinterpretation of a wrong signal.  

Ideally, logic values are within certain bounds, the figure below show the valid regions (0 if 

signal<VIL) and (1 if signal>Vih), however in reality when signal arrives, it takes some time to settle 

in order to be interpreted correctly.  

 

 

 

 

Timing constraints are of high importance in DDR3, otherwise it will fail. The delay introduced by 

crosstalk has a negative effect in DDR3 since it reduces the time margin. 

In addition to an increase in delay, signal integrity issues also limit the number of memory modules 

that can be accessed. As data rate increases, the numbers of modules that can be accessed are 

reduced.  

Fig. 3 Valid Regions for logic 0 and 1 



[58] 
 

Present DDR3 is not adequate to achieve over 1600Mbps data rate, one of critical SI issues is the 

channel crosstalk [9] [14]. 

 

 

 

 

 

 

 

 

 

 

 

 

A.1.1 Crosstalk 

 

[16] Any two parallel conductors such as wires form a capacitor; the capacitance is a function of the 

geometries of the conductors. Two dominant parasitic capacitances are the substrate capacitance 

and inter-wire capacitance. The substrate capacitor is formed between a wire and the substrate and 

is denoted by CL. The inter-wire capacitance is a capacitor between two adjacent wires routed in 

parallel and is denoted by Ci. 

Crosstalk occurs when a symbol on one signal line interferes with the symbol carried on another 

signal line and is caused by capacitive and inductive coupling between signal lines and their returns. 

Fig. 5 illustrates a simplified on-chip bus model with crosstalk. In the fig. CL denotes the load 

capacitance which includes the receiver gate capacitance and also the parasitic wire to substrate 

parasitic capacitance. Ci is the inter wire coupling capacitance between adjacent signal lines of the 

bus. 

 

 

Fig. 4 More DIMMS per channel are possible below 1600Mbps. 
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It has been shown that for Deep Submicron (DSM) processes, Ci is much greater than CL [17].  

When capacitance is present along the path that carries signals to and from the devices on the IC, 

the frequency at which the signal can switch will be reduced. This capacitance will form a low pass 

RC filter that will prevent frequency components that are above the filters roll-off frequency from 

passing through the interconnect. This filtering effect will decrease the overall data rate and 

performance of the system. 

 

 

Capacitive crosstalk can induce noise (glitches) on a silent (non-switching) interconnect line and can 

potentially cause functional failures. In addition, crosstalk can cause increased delays when an 

aggressor switches in the opposite direction of the victim. Conversely an aggressor can cause 

decreased delays when switching in the same direction as the victim. This increase or decrease in 

delays can cause setup or hold time violations respectively and may lead to functional failures or 

reduced operating frequency of the chip. 

 

 

 

 

 

Fig. 5 On-chip bus model with crosstalk 
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The worst case crosstalk is a result of simultaneous transitions of data bits in synchronous busses. 

[4]. 

 

A.1.2 Power Consumption 

 

The overall energy consumption of any CMOS circuit is proportional to the total number of 

transitions on the bus. The instantaneous power consumption of an N-bit bus at cycle I follow the 

general power dissipation equation by a CMOS circuit: 

        ∑      
         

 

   

 

 

Where N is the number of bits in the bus, Cj is the load capacitor on the jth line; Vdd is the supply 

voltage, f the frequency and pj the activity factor at bit j. 

Assuming the Cj = Cload for all j, the total energy consumption and average power of the bus is given 

by: 

                 
         

Fig. 6 Crosstalk causes glitches on static 

signals and delay variation on signals in 

transition 

Fig. 7 Transition glitches 

Eq. 1 

Eq. 2 
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Where N(i) = ∑     is the number of transitions at cycle i. Then it can be seen that the data pattern 

on the bus has major role with regard to power consumption. 

Memory is one of the main consumers of energy in a computer system. With continuing emphasis 

placed on memory system performance, memory manufacturers are pushing for ever-higher data 

transfer rates in each successive generation of memory devices. However, increasing operating 

frequencies leads to higher activity rates and higher power consumption. 

Power dissipation also has a profound impact on both price and performance. High power dissipation 

penalizes the overall system since more advanced packaging and heat removal technology is 

necessary. Limits on power dissipation in advanced packaging can place an upper bound on 

economically viable integration densities before die yield limits the maximum die size.  

High power dissipation not only limits a circuit through packaging issues but also requires wider on 

chip and off chip power buses (reducing the wiring capacity available for the signal interconnect), 

larger on board bypass capacitors and often more complicated power supplies. These factors 

increase the system size and cost, furthermore portable devices are limited by battery life. [18] 

 

 

A.2 DDR3 existing solutions regarding crosstalk and power consumption 

 

DDR3 offers significant advantages over previous DDR generations and comes with enhancements 

that support higher data rates. 

Power consumption is reduced since it operates with a voltage of 1.5V, a 17% reduction from the 

previous generation of DDR. 

 

In order to enhance signal integrity, previous generation introduced ODT (On Die Termination). This 

reduces signal reflection by attaching a resistor with a suitable resistance value at the DRAM. 

Electrical signals are reflected back when they reach the end of a transmission path. Electrical 

signals also can be reflected at points where impedance differs, such as at bus and DRAM 

connection points. 

Adequate values for termination resistance are needed, otherwise signal can be reflected when the 

controller needs to access a particular DRAM. 
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By reducing signal reflection, this function makes for higher signal quality and thus helps enable 

faster data transfers. However ODT involves a tradeoff among power, timing and voltage margins.  

ODT (On Die Termination) strongly determines power dissipation through DC paths from the pads to 

supply and ground. In the nominal case, larger ODT has significant power advantage and possible 

increase in eye height from self-reflection at the receiver. However, larger ODT results in worse 

timing margin [19 

The following table compares the power consumption with different values of ODT. Comparing with 

measurements of the eye diagram shows that there is a tradeoff between signal quality and power 

consumption.  

As ODT increases the signal quality gets reduced with an improvement in power consumption.  

 

 

ODT (ohm) 800 MT/s 1067 MT/s 

40 1.46 W 1.48 W 

60 1.21 W 1.24 W 

120 1.00 W 1.05 W 

Infinity ( ∞) 0.90 W 1.00 W 

 

 

 

Fig. 8 Memory controller´s signal are propagated, but internal termination on 

DRAM2 suppresses signal reflection. DRAM 1 is not affected by reflected signal. 

Table 1 Power consumption comparison with different values of ODT 
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A.3 Summary 

 

Unwanted parasitic capacitances created by the interconnect leads to negative effects such as 

crosstalk. This limits system performance due to uncertainty in time arrival of correct value. 

Power dissipation on the other hand puts a limit on system performance and cost, since additional 

features such as heat removal is required, expensive packages, increase in area overhead due to 

extra wider power buses.  

The previous paragraphs showed that crosstalk and power consumption have a strong dependence 

on data bit pattern. Crosstalk is created by having simultaneous and opposite transitions on parallel 

wires and power consumption is affected by the number of transitions. 

It has been shown that ODT has the advantage of reducing crosstalk at the cost of power 

consumption.  

In this work is of interest to investigate different values of ODT and measure the trade off between 

crosstalk versus power consumption. 

  

Fig. 9 

Fig. 9 Eye Diagram comparison with different values for ODT 
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