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Abstract

The penetration of smart pocket-size devices that provide constant Inter-
net connectivity, such as mobile phones, has significantly changed the way
people obtain, view and share information. Content provision is not anymore
a prerogative to professionals; individuals are not solely customers, but also
act as content generators and distributors. This shift in social behavior re-
quires changes in the way information is delivered to target audiences in an
efficient, interest-based and location-aware manner.

This thesis explores a solution for opportunistic content distribution in a
content-centric network that primarily targets content dissemination among
mobile users in urban areas. The term ’opportunistic’ here refers to a concept
which rejects the assumption of always-connected user devices and instead
allows nodes to leverage sporadic contacts which occur when two neighbors
come into direct radio communication range. Such communication mode al-
lows data exchanges to occur in areas with little or no infrastructure; more-
over, it is a potential solution for offloading the increasing traffic volumes
observed by mobile operators.

The contributions of this thesis lie in three areas. We first outline a gen-
eral architecture and design for opportunistic content-centric networking. We
implement our proposal on the Google Android platform, and provide appli-
cation scenarios which illustrate the potential of mobile peer-to-peer commu-
nication. Our tests however show that energy consumption turns out to be a
major issue for opportunistic networks. Therefore, our second effort is in the
area of energy-efficiency. We propose a dual-radio architecture for opportunis-
tic communication, and evaluate it through extensive simulations on realistic
human mobility traces. Our final study lies in the area of content dissemi-
nation when nodes in the network act altruistically and are willing to solicit
data on behalf of other participants. We propose a number of relaying and
caching strategies, and evaluate them through simulations in environments
that exhibit different churn levels.
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Chapter 1

Introduction

Begin at the beginning and go on
till you come to the end; then
stop.

Lewis Carroll

In the recent decades Internet has undoubtedly changed the way people publish,
view and share information. We now hold in our hands powerful pocket-size smart
devices that enable us to obtain any piece of data we want whenever we need it and
wherever we request it. Consuming information has never been so easy as it is today.
However, the abundance of data surrounding us poses new requirements on the
way information is delivered to target audiences: it should be done in an efficient,
interest-based and location-aware manner. In this thesis we look at opportunistic
content distribution, a solution for data delivery which builds upon these concepts,
but also takes into account user mobility for supporting information dissemination.

Before delving into the specifics of opportunistic content distribution, we give a
quick historical tour to help us outline the reasons that lead to the necessity of a
new communication mode.

1.1 Data by every user

The idea behind the initial design of the Internet was a simple one: to allow connec-
tion between different computers, and to allow end users to access the information
stored on those computers through some kind of a terminal. Simple command-line
applications such as ftp were sufficient for serving the purposes of the Internet users
back in its early years. With the penetration of personal computers and the intro-
duction of the World Wide Web, the Internet became a commodity rather than a
professional’s tool. Web servers grew bigger and more powerful to accommodate

1
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Figure 1.1: Predicted monthly mobile data volumes 2011-2016 [8]

all end users’ requests. The traditional push-based approach for obtaining informa-
tion through regular media such as newspapers and television started slowly turning
into a pull-based approach where users would search data that corresponds to their
own interests in a network of information-based online services. In the last years
with the invasion of social media tools such as Facebook, Twitter, and Pinterest,
this shift has become even clearer. Providing content is not anymore a prerogative
only to professional online services. End users are now a major player in the con-
tent production cycle. During 2010 there have been 30 billion pieces of contents
(links, notes, photos, etc.) shared on Facebook per month [23], and in October
2011 the number of messages in Twitter reached 250 million per day [24]. These
enormous amounts of published and consumed data urge researchers to re-think
the initial Internet design, and there have been a number of suggestions towards
an information-centric Internet architecture [1, 26].

1.2 Data on the move

Originally mobile cellular networks were used mainly for carrying voice traffic. How-
ever the penetration of more and more powerful generations of smartphones in peo-
ple’s daily life led to increasing amounts of data traffic transported over cellular
networks. December 2009 marked the historic milestone for mobile industry when
data traffic surpassed voice traffic [11]. Predictions show that data traffic will con-
tinue increasing, reaching more than 10 exabytes per month in 2016 (Figure 1.1) [8].

We are particularly interested in these results, because the main focus of our
work is targeted to users that access the Internet on-the-go. The expected vo-
luminous mobile data traffic suggests higher engagement of end users in content
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production and dissemination and requires a new approach for data distribution.
In the following section we outline our proposal.

1.3 Data on every opportunity

When the mobile devices of two users are within direct communication range, we say
that there is an opportunity for content distribution. Thus, opportunistic content
distribution is enabled by cooperation of mobile devices that are equipped by a
radio supporting ad-hoc communication in a peer-to-peer manner (e.g. Bluetooth
and WiFi radios are currently implemented in every smartphone). Opportunistic
content distribution is further enhanced by users’ mobility, since the movement of
people introduces new contact opportunities. Mobile devices exchange data based
on pre-defined interest, thus information that is delivered to users has high relevance
to them.

This new approach for disseminating information has a number of interesting
characteristics.

• Infrastructure independence: Opportunistic content distribution does not de-
pend on any infrastructure for its operation. Thus, this approach can be used
in areas where there is no infrastructure and it may use the infrastructure
when available.

• Scalability: As opposed to traditional infrastructure networks, increasing the
number of users that rely on opportunistic content distribution often improves
the performance of the system. This makes opportunistic networking suitable
for co-existence with traditional networks, and in particular a good candidate
for offloading cellular systems [55].

• Network neutrality: With the increasing concerns that governmental institu-
tions aim to limit the provision and availability of certain types of contents
and services, the decentralized nature of opportunistic content distribution
makes it difficult to impose restrictions on content dissemination.

• Locality-awareness: The opportunistic content distribution inherently sup-
ports locality, because of disseminating data between devices in direct com-
munication range.

We also have to note that, although its interesting properties, this opportunistic
mode is not suitable for all types of data. Due to its nature, it is highly inappropriate
for real-time applications, such as voice-over-ip or video streaming. However, any
data that can tolerate modest delays may be shared in an opportunistic manner.
One can easily envision applications like software updates and file sharing to utilize
this content distribution system.

Moreover, we want to stress the fact that the opportunistic mode is not con-
sidered as a substitute of existing infrastructure networks. Quite the opposite, it
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actually is intended to bridge the gap between always-connected areas and areas
with sparse or no connectivity. Opportunistic content distribution should therefore
be perceived as complementary to the existing networks.

We want also to stress that the potential we see in opportunistic content dis-
tribution is well shared by different industries in recent years. Nokia developed an
Instant Community service that relies on social relationships, as well as location-
awareness to create communication links in a peer-to-peer manner between devices
in close proximity [25]. Qualcomm recently launched their Flashlinq prototype
which establishes long-range peer-to-peer connections between mobile devices [47].
Another proposal brought by Qualcomm is AllJoyn [2], a proximity-based device-
to-device communication technology that does not require intermediary servers.
Although the interest from industry can be perceived as a positive sign for the po-
tential of opportunistic networks, the presented solutions are currently dependent
on proprietary hardware and software, and can be used only by small vendor-specific
communities. However, our proposal does not bind the design and implementations
to a specific vendor, and can be easily deployed on all current smartphone devices.

1.4 Thesis scope

This thesis concentrates on a number of design issues related to systems for oppor-
tunistic content distribution, namely:

• Protocol design and validation: We present an architecture for opportunistic
content distribution that operates in the wireless ad hoc domain. We first
outline the structuring of contents to promote efficient lookup and matching.
Then we implement the architecture on real mobile devices and run small-
scale experiments in order to assess the performance of our opportunistic
content distribution system under different conditions.

• Energy-efficiency: Although current smartphones are powerful devices, we
see that the energy consumed by the idle state of the radio interface presents
a challenge for the operation of our opportunistic content distribution system.
We examine this problem and propose a dual-radio framework for opportunis-
tic content dissemination that minimizes the idle-state energy consumption.
We implement the dual-radio framework in a simulator and evaluate the per-
formance of the system using advanced, realistic traces for modeling human
mobility in urban environments.

• Caching: Opportunistic communication is primarily interest-driven. We study
the impact of cooperation and altruism of mobile users during the content
dissemination process. We evaluate the performance of a number of caching
strategies using mobility scenarios with both high and low churn for urban
environments.
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1.5 Tools and methodology

We have used different tools for conducting and evaluating our work. In this section
we briefly describe the general setup and main methodology used with each of these
tools. More details can be found in the papers presented in the thesis.

Mobility traces with Legion Studio

Legion Studio [32] is a commercial simulation software package for designing large
scale public spaces via simulation of pedestrian behavior. Legion Studio can import
AutoCAD drawings of real life structures and buildings in urban areas such as
subway stations or grid of streets. Each pedestrian inside the simulated area is
represented as a two-dimensional entity that takes navigation decisions based on
the individual interaction with other nodes and with the surrounding environment.
The output of a Legion Studio simulation results in a trace file where the position
of each node in the system is recorded at a granularity of 0.6 seconds.

We examine two mobility scenarios: (1) Östermalm, a grid of street that is part
of downtown Stockholm, and (2) a Subway station (graphical representation of the
scenarios is given further in the thesis). Legion Studio allows us to parameterize
node movements by determining speed and arrival distributions for nodes in the
observed area. The Subway scenario comes predefined with the distribution of
Legion Studio, and we use it with its original parameters. For the Östermalm
scenario, we define the speed distribution as a truncated normal (0.6; 2.0) with a
mean of 1.3 m/s. The reason for choosing 1.3 m/s as a mean value is based on
the study in [42]. As an arrival process we use a Poisson process with mean λ =
0.15 s−1. The mean value is chosen such that the mean density in the Östermalm
and Subway scenarios is approximately the same, so that we can further compare
their performance. More details on the mobility setups can be found in [18].

As mentioned earlier, we obtain a single mobility trace per scenario from Legion
Studio. We have done tests with different initial seeds for the mobility traces in
Legion Studio, and have found that as long as the input parameters (e.g. mean
values of arrival and speed distributions) are identical, the mixing of nodes produces
similar results in terms of node connectivity. Therefore, if not mentioned otherwise,
we use only one trace per scenario for all further simulations.

Simulations with OMNeT++

Once we have collected the mobility traces from Legion Studio, we import them
into OMNeT++ [41], an open-source discrete event simulation environment, in
which we have implemented the solicitation protocol for our opportunistic content
distribution system. OMNeT++ allows us to easily adjust system parameters on
any layer of the TCP/IP stack, from physical to application. Special attention
should be brought to the definition of the communication range in all simulations.
Instead of calculating the maximum communication range for each device based



6 CHAPTER 1. INTRODUCTION

on the transmission/reception power and the parameters of the environment such
as signal attenuation, we use a simple unit disc model with constant value for the
communication range for all nodes in the system. Thus, all nodes in our evaluation
scenarios are assumed to be subject to the same environmental conditions during
their lifetime in the observed area.

Although we perform only one simulation run per scenario, we do perform dif-
ferent experiments for each scenario when changing system parameters such as the
communication range. In order to be consistent among all experiments and form a
comparison basis, we fix the initial seed for both the content popularity distribu-
tion, as well as the content size distribution. In this way we assure that nodes in the
system not only meet with the same peers throughout their lifetime, but they also
hold and exchange the same contents with them. Such control over the environment
allows us to focus explicitly on the evaluation of the proposed strategies.

Since we only perform one run per experiment, in most of our evaluations we
adopt a system view approach when determining an examined parameter p (in our
case, p is either energy consumption, or goodput). This means we calculate p as
the mean value of the examined parameter with respect to the dynamics of the

whole system. In other words E[p] =
∑

i
pi∑

i
ti

, where pi is the value of the parameter

registered at node i, and ti is the lifetime of the node in the system. However,
in certain situations we have also examined the mean value of the parameter p
on a per node basis. In such cases we calculate the mean value of the examined
parameter as E[p] =

∑
i

pi

ti
, and we also account for the 95% confidence interval in

which the individual values are.

System implementation on Google Android

As a proof of concept we have implemented the proposed opportunistic content
distribution system in Java for the Google Android platform, a Linux-based oper-
ating system for mobile devices. We have further performed small-scale experiments
(with maximum four devices) using HTC Hero smartphones running different ver-
sions of Android, from 1.5 to 2.1. For each experiment we have performed 10 runs,
and the results represent the mean value of the examined parameter p as well as
the standard deviation σ. Detailed information on the system implementation can
be found in paper A.

The rest of this thesis is structured as follows. Chapter 2 presents the back-
ground and related work. Chapter 3 lists the publications that are included in this
thesis, and outlines the author’s contributions to each of them. Chapter 4 discusses
open issues in the area of opportunistic content distribution and states potential
directions for future work. Chapter 5 summarizes our findings.



Chapter 2

Background

Study the past, if you would
divine the future.

Confucius

In this chapter we present the background and related work in the area of
opportunistic content distribution. We first start with an overview of the content
dissemination approaches proposed in the wireless ad hoc domain, and then narrow
down the scope to presenting specific solutions in the area of opportunistic networks.
At the end of this chapter we present a short summary of the work that is directly
related to the system design issues we have studied in the thesis.

2.1 Wireless ad hoc networks

A wireless ad hoc network is decentralized and does not rely on the existence of
network infrastructure for its operation. Instead, nodes establish communication
links with other nodes that are within direct communication range, and those links
can be utilized only for the time interval during which the two nodes are neighbors.
This implies that communication in wireless ad hoc networks is hop-based; if nodes
are allowed to forward information on behalf of others multi-hop paths can be used.
This decentralized nature makes wireless ad hoc networks suitable for a number of
different applications both in areas where there is no or sparse infrastructure (e.g.
facilitating communication in rural environments), as well as in situations when one
cannot rely on a centralized node for performing all the operation of the network
(e.g. emergency situations like disasters or military conflicts).

Wireless ad hoc networks are usually divided into two main categories: wireless
mesh networks (WMNs), and wireless mobile ad hoc networks (MANETs). In this
thesis we focus our attention on the MANETs.

7
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In MANETs mobile nodes are allowed to move freely and independently in any
direction, which leads to establishment and disconnection of links to different neigh-
boring nodes. Each node can therefore be seen as a router for sending traffic from a
source to a destination, and the mobility of the node can be utilized for enhancing
the routing performance. The main challenge that is posed for MANETs is thus
to provide each node in the system with continuous and appropriate information
to facilitate routing decisions. We here look into delay and disruption tolerant net-
works (DTNs), a special class of MANETs, and then we focus in detail on a specific
sub-class of it, namely opportunistic networks.

Delay and disruption tolerant networks (DTNs) are a special class of MANETs
where the connectivity between a source and a destination is intermittent. Often
there is no existing path between source and destination; thus the challenge of this
type of networks consists of finding (optimal) ways for delivering data in environ-
ments where infrastructure is (partially or completely) absent. The lack of imme-
diate end-to-end path causes typical ad hoc routing protocols such as AODV and
DSR to fail to establish routes in DTN environments. Therefore, research efforts
in the area of DTN have undertaken the so called ’store-carry-forward’ approach
for combatting the problem. This approach is characterized with a step-by-step
movement of the data from the source to the destination. On the one extreme of
such store-carry-forward protocols the data is not relayed by intermediate nodes,
and the exchange only happens if the source enters in the communication range of
the destination. However, this can incur long delays. The other extreme is flooding;
every node that obtains the data forwards a copy of it to all its direct neighbors.
Although this approach decreases the delay associated with the message delivery,
the overhead in the network increases drastically. In between these two extremes
there is room for numerous routing protocols that try to limit the number of copies
in the network and to choose in an intelligent probabilistic way the neighbors to
which a message should be replicated [34, 22].

The DTN architecture [6] presents an overlay architecture for operating in in-
termittent environments. It defines an end-to-end message-oriented layer called the
’bundle layer’ which exists above the transport layer. Variable-length application
data units are transformed by the bundle layer into ’bundles’, and the goal of the
architecture is to deliver bundles between uniquely identified source and destination
nodes. The DTN architecture does not expect network links to be always avail-
able or reliable, therefore it relies on the store-and-forward approach. However,
the DTN architecture is node-centric, and it binds bundles to endpoints. This sets
the DTN architecture apart from our work, which is primarily content-centric, as
explained in the following section.

2.2 Opportunistic content distribution

Opportunistic networks represent a special sub-class of DTNs, encompassing mo-
bile peer-to-peer networks usually formed by human-carried devices. When two
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devices are within communication range, they can exchange information based on
interest-defined subscriptions. This means that opportunistic content distribution
is fostered by cooperation between mobile users and the willingness to share con-
tents with their neighbors. Primarily, opportunistic content distribution is purely
interest-driven, therefore popular content items would naturally have higher avail-
ability in the system. The definition of interests on user devices is out of the scope
of this thesis, however one can envision that subscriptions can be done either in a
centralized manner (through an online service for discovery of new content chan-
nels) or in a decentralized manner (by inspecting the subscriptions of users in a
given location or area). Furthermore, such a content distribution system allows us
to shift the focus from the nodes providing the contents to the actual content items
that are being delivered. Thus, the system becomes content-centric as opposed to
the usual node-centric approach that has been assumed by traditional networks.

The opportunistic system studied in this thesis builds on previous work done
as part of the PodNet project [46], especially the work in [30] and [33]. The work
in [30] presents the initial idea of delay-tolerant broadcasting, while [33] introduces
podcasting as an application for delay-tolerant networks. In our work we propose
and implement a specific middleware of a publish/subscribe system for networks
with intermittent connectivity, and we further evaluate the architecture in terms of
energy-efficiency and caching capabilities.

A number of different systems that (partially or fully) incorporate the concepts
of opportunistic networking have been suggested. We here provide a quick overview,
and we present the conceptual differences between each of these proposals and our
design.

• Haggle [52] is an architecture for mobile devices, targeted towards dynamic
environments, which goal is to provide seamless connectivity and application
functionality both in infrastructure and infrastructure-free setting. To achieve
this, Haggle relies on logic separation between the applications and the under-
lying network technology. In contrast to the typical networking approaches,
Haggle’s architecture provides a flat structure instead of a layered one. Just-
in-time binding to network interfaces obscures the technological differences
and allows applications to operate according to user preferences. When in
the wireless ad hoc domain, nodes can associate using any of the available
ad-hoc technologies on their devices (e.g Bluetooth and IEEE 802.11). Data
objects that can be shared among users comprise of type/value pairs to de-
scribe the object during a search process; however unlike our system, the
objects in Haggle are not structured in a hierarchical way. Instead, inspira-
tion has been drawn from search engines such as Google.

• 7DS [43] is an architecture that enables exchange of data among mobile de-
vices when this data cannot be fetched from the Internet due to lack of con-
nectivity or failure of the request. Thus, 7DS relies heavily on URLs for
identifying data objects, and data generated by users on their mobile devices
is not considered as potential candidate for sharing. Similar to our design, in
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7DS nodes can cooperate by data sharing, by forwarding data or by caching
popular content items.

• PeopleNet [38] is a simple, scalable and low-cost architecture for efficient
information search in a distributed manner, which mimics the way people
seek information via social networking. Unlike our design, which presents
an entirely distributed solution, PeopleNet relies heavily on infrastructure
to propagate queries to users in specific geographic locations, which they
call bazaars. Within each bazaar, however, queries are distributed among
neighbors in a peer-to-peer fashion.

• BlueTorrent [29] presents an opportunistic cooperative content sharing pro-
tocol for Bluetooth-enabled devices carried by humans in urban areas. The
authors examine closely the characteristic of Bluetooth radios in order to pa-
rameterize their system with optimal times for peer and content discovery, as
well as appropriate chunk sizes. As opposed to it, our protocol is not bound
to a specific technology, and can potentially work with all types of radios with
an ad hoc mode available on a mobile device.

• Usenet-on-the-fly [3] is an infrastructure-free solution for supporting locality
of information in spontaneous network environments. The authors present
a diffusion-based approach for information spreading among mobile devices
in proximity that accounts for the current context of the users, namely their
location. Unlike our design, Usenet-on-the-fly does not define an exhaustive
protocol for opportunistic communication.

2.3 System design issues

We here present background and related work that is closely related to the system
design issues addressed in this thesis.

Content forwarding in wireless ad hoc networks

The work in this thesis builds upon the publish/subscribe paradigm that has
been widely adopted on the Internet in recent years [12]. We mainly assume that
nodes using the opportunistic content distribution system are selfish and only wish
to obtain contents that are of private interest. However, in the last years collabora-
tive platforms (such as file sharing, geo-tagging, as well as different crowdsourcing
activities) have proven to be viable for increasing the social welfare. Therefore, we
attempt to expand our system design by introducing caching capabilities that are
not directly related to the private interests of the users, but instead assist the data
dissemination for others in the network. This work does not argue on the incentives
users need to have for sharing bandwidth, battery and storage on behalf of others,
but instead evaluates whether such approach can be useful in different settings.
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A number of different approaches have been taken when developing strategies
for content dissemination with assistance. A lot of studies rely on community
formations and exploit the social roles of nodes within such communities. The
term community does not refer only to a physical place or location, neither does
it encompass only people who are familiar with one another. What unites nodes
belonging to a community are their common interests. Although we do not rely on
community detection and management in our proposal, we here outline some of the
work in that field.

• The Socio-Aware Overlay presented in [56] utilizes community formations
for publish/subscribe communication in human-to-human delay-tolerant net-
works. The overlay relies on popular nodes which are shown to have high
centrality to establish links between communities. The assumption is that
nodes that belong to the same community should with high probability share
the same or similar interests. Therefore, the community detection algorithm
is based on gossiping when nodes are in contact, and subscription propagation
is operated simultaneously. Thus, the proper operation of the Socio-Aware
Overlay relies heavily on the capabilities of the algorithm for dynamic com-
munity detection.

• SocialCast [9] defines a routing framework for publish/subscribe communi-
cation in mobile environments addressing intermittent-connected human net-
works. SocialCast attempts to determine the best information carriers among
the users based on social interaction metrics such as movement among dif-
ferent communities. A content item may be either delivered directly to sub-
scribers by a carrier node, or it can be transferred from one carrier to another,
if the new carrier is evaluated as potentially more appropriate to deliver the
item to the destinations.

• Bubble Rap [22] proposes a social-based forwarding algorithm for opportunis-
tic networks that relies on selecting popular nodes with high centrality as
relays, based on knowledge of the community structure. Nodes in the system
are assumed to have both global ranking across the system, as well as local
ranking within the community they belong to. Nodes that have a message to
send first propagate this message to a high centrality node in the destination’s
community, and then the local ranking is used for bringing the message to
the actual receiver.

• ContentPlace [4] also exploits social relationships, and defines local replication
policies that aim at improving the global content availability. When nodes
are in communication range, they advertise their subscriptions as well as a
list of available contents and then try to asses the most appropriate content
items that can be fetched during the contact; this evaluation is performed by
maximizing a utility function defined by the size of the content, the proba-
bility that the content is available and the probability that the node can get
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access to that content. Furthermore, the authors suggest a number of social
strategies to involve evaluation of the most and least visited communities,
thus introducing more parameters that need to be computed for the protocol
to operate.

All these proposals differ from the work in this thesis in a number of ways: (1)
they are inherently complex in order to dynamically evaluate the potential social
relations between nodes within communication range, and (2) they either look into
closed-systems, where nodes have higher chances of meeting an appropriate carrier
due to space constraints, or traces with course granularity, which potentially may
lead to a number of missed contact opportunities in mobile environments.

Worth mentioning are two more studies that explore caching and relaying strate-
gies without the assumption of community formations among the nodes in the sys-
tem.

• The authors in [21] examine collaborative content dissemination strategies
where nodes are willing to contribute to the overall content distribution, how-
ever have limited storage and have to select optimally the items they will carry
on behalf of others. When two nodes are in communication range, they ex-
change lists with the contents stored in their devices. The authors propose
an optimal channel choice strategy that relies on the distributed Metropolis-
Hastings sampling algorithm and helps nodes dynamically determine which
content items to replicate. However, the algorithm requires testing against
all possible configurations in order to determine the global probability for
an item to be found in the system. When the maximum storage capacity
is reached, a node can choose to substitute a channel it carries for a more
beneficial one so that an optimal social welfare is supported.

• Scoop [16] presents a probabilistic model for a class of two-hop relaying strate-
gies for multicast content delivery in mobile ad-hoc networks. The strategies
are fully decentralized, require only locally observed states by individual de-
vices, and allow for general user mobility. Moreover, they try to optimize a
global system objective that captures both user preferences over information
channels and timeliness of delivery. The caching decisions in the relay nodes
are made based on feedback upon content delivery to the targeted destination.

Energy-efficiency in wireless ad hoc networks

Although our system can work with any wireless ad hoc technology, we examine
more closely the performance of IEEE 802.11 radios operating in ad hoc mode
to support opportunistic networking. In infrastructure power saving mode, the
periodic beacons from the WiFi access point carry timestamps that are used to
synchronize stations in the basic service set. A station informs the access point
that it is going into sleep mode and the access point buffers incoming data for
the node. An access point announces in its beacons if it has buffered data for a
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particular node. The node can thus wake up for a short time when the beacon is
transmitted and discover if they have pending data at the access point. This allows
a node to stay in sleep mode and thus to save energy most of the time when there is
no data scheduled for it. In ad hoc mode however there is no fixed node that can be
used for node synchronization, therefore nodes are constantly awake, listening for
possible incoming information, and the energy consumption increases significantly.
This is shown in [13], where the authors measure the energy consumption of an
802.11 interface in ad-hoc mode and provide a detailed energy profile. They show
that the interface consumes significant energy in idle mode and that the ad-hoc
mode is not as efficient as the infrastructure mode.

Dual-radio architectures have been examined as a feasible solution for decreasing
the energy consumption of 802.11 radios in ad hoc mode. The Wake on Wireless
system [50] was the first to propose a dual-radio system in the context of mobile
handheld devices. Their prototype implementation uses a simple low-power radio as
a control channel for discovery and to wake up the 802.11 radio when a neighboring
node has data to send. They show that their system can significantly increase the
battery lifetime of such devices. However, the Wake on Wireless system assumes
the availability of infrastructure, and thus it is inappropriate for deployment in an
opportunistic mobile setting.

CoolSpots [44] proposes another dual-radio architecture which allows mobile
devices to switch between Bluetooth/802.11 radio interfaces with respect to traffic
intensity. The goal is to use Bluetooth at low application workloads and switch to
802.11 when the load increases. However, CoolSpots relies on added CoolSpots-
enabled infrastructure to co-exist and operate within the range of a WiFi network.

In [28], the authors consider a dual-radio system for delay-tolerant networking.
They propose a general power management framework, where a low-power radio is
used to discover communication opportunities with other nodes, and a high-power
radio is woken up to undertake the data transmission. The main purpose of the
work is to determine proper wake-up intervals for both the low-power and high-
power radio without sacrificing the delivery performance of the system. To achieve
this, the authors rely on the availability of statistical information about contacts
and traffic load between each pair of nodes, as well as on clock synchronization
through GPS.

In this section we presented the background and related work in the area of
mobile wireless ad hoc networks. We introduced the concept of opportunistic net-
working, and we familiarized ourselves with different propositions in the areas of
caching and energy-efficiency related to opportunistic content distribution. More-
over, we outlined the differences between solutions suggested by other research
groups and the solution we explore in this work. In the next chapter we summarize
the original work that constitutes this thesis.





Chapter 3

Summary of Original Work

Re-writing is different from
writing. Original writing is very
difficult.

David Cronenberg

This chapter presents the original work that has been included in the thesis.
We would like to note that the papers included appear in the same way they were
initially published. However, the bibliography for all papers is gathered in the end
of the thesis for consistency, instead of following each paper separately. No other
formatting or editing has been applied to the body of the presented work.

Paper A: A Mobile Peer-to-Peer System for Opportunistic Content-
Centric Networking

Ólafur R. Helgason, Emre A. Yavuz, Sylvia T. Kouyoumdjieva, Ljubica Pajevic,
Gunnar Karlsson. In proc. MobiHeld 2010, ACM SIGCOMM Workshop, New
Delhi, India, September 2010

Summary: In this work we present a middleware architecture for a mobile peer-to-
peer content distribution system. Our architecture allows wireless content dissem-
ination between mobile nodes without relying on infrastructure support. Contents
are exchanged opportunistically when nodes are within communication range. Ap-
plications access the service of our platform through a publish/subscribe interface
and therefore do not have to deal with low-level opportunistic networking issues
or matching and soliciting of contents. Our architecture consists of three key com-
ponents: A content structure that facilitates dividing contents into logical topics
and allows for efficient matching of content lookups and downloading under spo-
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radic node connectivity; a solicitation protocol that allows nodes to solicit content
meta-information in order to discover contents available at a neighboring node and
to download content entries disjointedly from different nodes; an API that allows
applications to access the system services through a publish/subscribe interface. In
this work we describe the design and implementation of our architecture. We also
discuss potential applications and present evaluation results from profiling of our
system.

Contribution: The author of this thesis worked on implementing a number of
modules that constitute the presented middleware. The author was also actively
participating in the real-life experiments carried out in the paper, and has con-
tributed partially to the writing of the paper. The concept for the middleware
structure was developed by the first author.

Paper B: Opportunistic Content-Centric Networking: The Conference
Case Demo

Sylvia Kouyoumdjieva, Emre A. Yavuz, Ólafur R. Helgason, Ljubica Pajevic, Gun-
nar Karlsson. Demonstration at IEEE INFOCOM 2011, Shanghai, China, April
2011

Summary: We present a demonstration scenario to evaluate a middleware archi-
tecture that we designed and implemented for distributing content over mobile ad
hoc networks. The peer to-peer networking architecture allows content dissemina-
tion between mobile devices without relying on any infrastructure support. Content
is exchanged opportunistically when nodes are in proximity. We developed a mo-
bile application utilizing the services provided by the implemented middleware.
The application facilitates opportunistic content distribution in both one-to-one
and one-to-many dissemination modes.

Contribution: The author of this thesis formulated the idea for the demo ap-
plication, and carried out the implementation of the idea under the supervision of
the second author. The middleware (presented in paper A) that this demo appli-
cation was based on was provided by a collaborative work of all the authors. The
paper was written in collaboration between the first two authors.

Paper C: Enabling Multiple Controllable Radios in OMNeT nodes

Ólafur Helgason, Sylvia T. Kouyoumdjieva. In Proc. ICST SIMUTools 2011, OM-
NeT workshop, Barcelona, Spain, March 2011

Summary: This work describes our implementation of a framework that allows
mobile nodes in OMNeT++ simulations to be equipped with multiple radio subsys-
tems that can be dynamically suspended and woken up. Our framework enables the
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simulation of wireless architectures that exploit radio hierarchies for power-efficient
neighbor and service discovery and connection setup. The design is implemented
as an extension of the MiXiM framework and is maintained as a MiXiM branch.

Contribution: The simulation model was implemented and the paper was written
in cooperation of the two authors. The author of this thesis was supervised by the
first author of the paper.

Paper D: Evaluating an Energy-efficient Radio Architecture for Oppor-
tunistic Communication

Sylvia T. Kouyoumdjieva, Ólafur Helgason, Emre A. Yavuz, Gunnar Karlsson. In
3rd Workshop on Energy Efficiency in Wireless Networks and Wireless Networks
for Energy Efficiency (E2Nets), IEEE ICC 2012, Ottawa, Canada, June 2012

Summary: A major challenge for wireless networks is to minimize the energy con-
sumption in the mobile devices. This work evaluates potential performance gains
of a dual-radio architecture in which a low power radio is used to wake up the
primary high power radio. Our targeted domain is opportunistic communication
directly between devices. We show that it can significantly reduce the energy con-
sumption at a price of slightly decreased goodput. We also examine the effect of
the MAC protocol on the performance of the dual-radio system and we point out
that in dense scenarios MAC layer protocols, such as of 802.15.4, do not perform
well. We observe that information on device density of an environment can be used
to address this shortcoming.

Contribution: The author of this thesis developed the simulation model, which
is an extension of the simulation model built in Paper C, and carried out the eval-
uation analysis of the system performance. The writing of the paper was done in a
collaboration between the first two authors. The other two authors were supervis-
ing the work.

Paper E: Caching Strategies in Opportunistic Networks

Sylvia T. Kouyoumdjieva, Sanpetch Chupisanyarote, Ólafur R. Helgason, Gunnar
Karlsson. In 6th IEEE WoWMoM Workshop on Automatic and Opportunistic
Communications, AOC 2012, San Francisco, USA, June 2012

Summary: In this paper we examine content distribution in opportunistic net-
works. We design and evaluate strategies by which a node fetches and shares
contents on behalf of other nodes, even when the contents are not of its own in-
terest. We propose four relaying/caching options for improving the use of network
resources: relay request on demand, hop-limit, greedy relay request, and weighted
relay request with allocated caching positions. We also compare our strategies
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with a strategy from the literature. The proposed strategies are implemented in
the OMNeT++ simulator, and evaluated on mobility traces with different churn
levels. The results show that the performance of opportunistic caching is strongly
dependent on the level of churn in the network. However, we find a strategy that
outperforms the rest in all of the explored network settings.

Contribution: The idea of this paper was a collaborative brainstorming work
between the author of this thesis and the third author. Part of the simulation
model implementation was carried out by the second author as a part of his mas-
ter thesis under the supervision of the first and the third author. The writing of
the paper was conducted by the first author, with the supervision of the last author.

Publications not included in this thesis:

• Ólafur Helgason, Sylvia Kouyoumdjieva, Gunnar Karlsson, Does Mobility
Matter?, in Proc. IEEE/IFIP WONS 2010, Kranjska Gora, Slovenia, Febru-
ary 2010. Best paper award

• Ólafur R. Helgason, Emre A. Yavuz, Sylvia T. Kouyoumdjieva, Ljubica Paje-
vic, Gunnar Karlsson, Demonstrating a Mobile Peer-to-Peer System for Op-
portunistic Content-Centric Networking, demonstration at MobiHeld 2010,
ACM SIGCOMM Workshop, New Delhi, India, September 2010

• Sanpetch Chupisanyarote, Sylvia Kouyoumdjieva, Ólafur Helgason, Gunnar
Karlsson, Caching in Opportunistic Networks with Churn, in Proc. IEEE
WONS 2012, Courmayeur, Italy, January 2012

• Ólafur Helgason, Emre Yavuz, Sylvia Kouyoumdjieva, Ljubica Pajevic, and
Gunnar Karlsson, A Middleware for Opportunistic Content Distribution, sub-
mitted to IEEE Transaction on Mobile Computing



Chapter 4

Future work

As for the future, your task is not
to foresee it, but to enable it.

Antoine de Saint-Exupery

In this thesis we examine only few of the aspects that reveal the potential of de-
ployment opportunistic content distribution systems in urban environments. There
are a number of different possibilities for future work. Below we outline problems we
consider of particular interest as of the view point of the current state of our system.

Trade-off between energy savings and caching

We have evaluated separately the gains that can be achieved with a dual-radio
system when the opportunistic content dissemination is purely interest-driven, as
well as what happens if we have a single radio but altruistic behaving nodes. A
follow-up question of direct interest is to examine the trade-offs when incorporat-
ing energy-efficiency with collaboration in the nodes, and to propose an analytical
model that reflects these trade-offs.

Applications and experimentation

Although we see that both in small-scale experiments, as well as in simulations our
opportunistic system performs well, the actual challenge is to examine the behavior
of it in a large-scale experiment. We are interested in developing and deploying
opportunistic applications through which we can both establish stronger motiva-
tion for the penetration of opportunistic networks in our everyday life, and gather
valuable information about user behavior and user mobility.
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Content management

A question that still has no answer is the actual management and discovery of con-
tent feeds in the system. We are interested in addressing the bootstrapping of the
system for new users, as well as to define intelligent ways for discovering relevant
contents without the explicit interaction of users with the system.

Seamless switching of modes

The main focus of this thesis spans over the wireless ad hoc domain. However,
current smartphones often can choose between connectivity to a mobile operator’s
network, a wireless local network or (potentially) an opportunistic network in order
to access information on the go. It is of interest to develop a protocol that dictates
the seamless interoperability between these three connectivity modes, while at the
same time optimizes the delivery performance, minimizes the energy consumption,
and offloads the operators’ network.



Chapter 5

Conclusion

Reasoning draws a conclusion,
but does not make the conclusion
certain, unless the mind discovers
it by the path of experience.

Roger Bacon

This thesis focuses on a number of system design issues for opportunistic content
distribution and suggests solutions for evading problems related to energy-efficiency
and content caching. Here we provide a short summary of our main findings. A
more detailed conclusion is presented in the final section of each of the presented
papers.

• We have designed and implemented a middleware for opportunistic content
dissemination on the Google Android platform, and we have built a num-
ber of applications on top of the middleware to suggest different direction of
usage of opportunistic content distribution. We have evaluated the system
performance in a small-scale controlled environment in terms of energy con-
sumption and profiling of the solicitation protocol. Our results confirm the
feasibility of a opportunistic system from a practical point of view.

• We have designed and implemented a dual-radio framework for improving the
energy-efficiency of opportunistic networks. We conclude that supporting a
low-power radio for service and node discovery, and utilizing the high-power
radio only for exchanging actual data significantly decreases the energy con-
sumption of mobile nodes operating in ad hoc mode, while providing minimal
or no decrease in goodput performance. However, we point out that dense
environments present a challenge for low-power radios such as IEEE 802.15.4.
We suggest that in such cases adaptation to the environment can be one way
to cope with the problem.
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• Last, we expand the operation of our opportunistic design, and allow nodes to
store-and-forward contents that is not of their primer interest. We evaluate a
number of strategies for caching public contents. We find that although pub-
lic caching significantly improves the delivery of content to interested nodes,
it also introduces high overhead in the system. Moreover, in high churn en-
vironments where nodes’ sojourn time is relatively short, the effect of public
caching vanishes and one can resort only to using private caching instead.
Finally, we find that caching strategies that utilize the neighborhood infor-
mation when taking relaying decisions give satisfactory performance results.

Opportunistic networks allow mobile devices to exchange contents without re-
lying on infrastructure. We have shown through extensive simulations as well as
through practical implementation that opportunistic content dissemination is a fea-
sible approach for data distribution in urban environments.
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A Mobile Peer-to-Peer System for Opportunistic

Content-Centric Networking

Ólafur R. Helgason, Emre A. Yavuz, Sylvia T. Kouyoumdjieva,
Ljubica Pajevic, and Gunnar Karlsson

Laboratory for Communication Networks
Stockholm, Sweden

{olafurr, emreya, stkou, ljubica, gk}@kth.se

Abstract

In this work we present a middleware architecture for a mobile peer-to-
peer content distribution system. Our architecture allows wireless content
dissemination between mobile nodes without relying on infrastructure sup-
port. Contents are exchanged opportunistically when nodes are within com-
munication range. Applications access the service of our platform through a
publish/subscribe interface and therefore do not have to deal with low-level
opportunistic networking issues or matching and soliciting of contents. Our
architecture consists of three key components. A content structure that facil-
itates dividing contents into logical topics and allows for efficient matching of
content lookups and downloading under sporadic node connectivity. A solici-

tation protocol that allows nodes to solicit content meta-information in order
to discover contents available at a neighboring node and to download content
entries disjointedly from different nodes. An API that allows applications
to access the system services through a publish/subscribe interface. In this
work we describe the design and implementation of our architecture. We also
discuss potential applications and present evaluation results from profiling of
our system.

A.1 Introduction

Multimedia usage has spread from personal computers and Internet into people’s
palms as mobile phones have become smart platforms for digital content. Today,
there are two ways of distributing content for mobile devices: downloading when
docked to a computer with Internet access or by means of fixed infrastructure such
as cellular networks/access points. The former mode is enabled by the massive
storage available, but the distribution is limited to contents present at the time of
docking. Access via public 802.11 networks may provide more frequent download-
ing opportunities when devices are on the move but their coverage is limited. The
cellular network provides good coverage and continuous access to contents, how-
ever, cell capacity is a technological concern due to saturation if downloading of
multimedia contents becomes very popular. Not to mention the high pricing along
with the concern of so-called wireless net neutrality.
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In this paper we propose a middleware architecture that allows applications
on mobile devices to share contents: The devices can utilize connections with ac-
cess points when in range, or distribute contents opportunistically among mobile
nodes otherwise. This extends the availability of contents beyond the reach of the
infrastructure while it enables their distribution. Contents are structured to facili-
tate efficient lookup matching and downloading under disruptive node connectivity.
This requires rethinking of networking basics: While existing network architectures
focus on addressing nodes and forward packets between such nodes, our system aims
at addressing and disseminating contents. Hence, instead of relying on end-to-end
semantics between a requesting client and a provider, our dissemination mechanism
relies on opportunistic content forwarding while abstaining from any routing sub-
strate; contents are routed implicitly through the combination of a receiver-driven
solicitation protocol and the actual node mobility. As a result, sophisticated multi-
hop communication protocols, where for example routes have to be built up and
maintained, are not necessary. Consequently, the architecture does not assume a
traditional network layer.

With its content based routing and addressing, the system can be seen as a
pub/sub system that decouples the communicating entities from the contents and
thus it inherently allows for asynchronous communication and leverages looser delay
constraints. With respect to content availability, scaling comes naturally as popular
contents are likely to be available at many nodes in the system. It is particularly well
suited for data-centric applications and distributing contents that are popular and
tolerant to a modest delay such as conducting local quizzes/surveys, audio/video
broadcasting and on-site networking/dating profile exchange. The proposed archi-
tecture also promotes openness: anybody who wishes to publish/retrieve contents
is free to do so. We therefore believe that the system has the necessary features
to stimulate organic user growth, which has led to the success of many systems
and services on the net. The architecture is inspired by podcasting and BitTorrent.
Our operating scenario is however radically different than what is experienced on
the wired net since our architecture has to cope with sporadic contacts, none or
limited end-to-end connectivity and short contact durations. Although a previous
feasibility study for content distribution among pedestrians in such environments
shows promising results [54] [30], there are still many challenges that need to be
addressed and solved by an actual system design and it is the primary focus of this
work.

The rest of the paper is organized as follows. Section A.2 covers related work
and in section A.3 we give an overview of the architecture. Sections A.4, A.5,
A.6 and A.7 present the detailed design of the system and our implementation is
described in section A.8. Potential applications are discussed in section A.9. We
evaluate our implementation in section A.10 and conclude in section A.11.
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A.2 Related Work

The Delay-Tolerant Network Architecture [6] and Haggle [52] are two interesting
communication architectures proposed in this field. DTN consists of an overlay,
called the bundle layer, which operates above the transport layer. The goal is to
deliver data units called bundles from a sender to a receiver in the presence of
opportunistic connectivity using different transport protocols assuming that nodes
store, carry and forward bundles to cope with link outages. Haggle is an architec-
ture for mobile devices that facilitates the separation of application functionality
from the underlying network technology to provide seamless operation despite dis-
ruptions in network connectivity. It achieves this through late binding of network
interfaces, protocols and names. It is thus different from DTN since it is not a strict
protocol architecture but rather proposes a node design that allows nodes and ap-
plications to adapt to the network connectivity level. 7DS [37] is another system for
opportunistic dissemination of data among mobile devices and allows for extending
legacy applications, such as web and e-mail, to opportunistic environments. Our
system differs from systems in many fundamental aspects. It is data-centric with
content-based addressing and it provides applications group-based communication
via pub/sub interface. In contrast, DTN focuses on unicast source to destination
communication and provides limited support for pub/sub communication. Haggle
and 7DS are general purpose platforms to allow both new and legacy applications
to operate in challenged environments while ours explicitly targets applications that
can adapt to a pub/sub interface.

Other similar systems have been proposed. Cimbiosys [48] is a platform that
provides content synchronization and replication through opportunistic peer-to-
peer communication. It uses content-based filters to specify which contents are
synchronized and shared by the system. BlueTorrent [29] is an opportunistic file
sharing application only for Bluetooth enabled devices.

The system design introduced here builds on the work in [30] and [33]. [30]
presents the original idea of a delay-tolerant broadcast system and evaluates its
feasibility in an urban area while [33] introduces podcasting as an application for
DTN. Similar systems to ours have been proposed.

Pub/sub systems have been widely adopted in the context of wired networks re-
cently. Such an approach is however not suitable for mobile wireless scenarios where
fixed infrastructure cannot be assumed. In [9], Costa et al. present SocialCast; a
content-based routing scheme for pub/sub communications in a DTN environment.
Another content routing scheme is presented in [56]. Mobile nodes run a community
detection algorithm and in each community, the nodes with the highest closeness
centrality act as message brokers. In contrast, our system does not include an ex-
plicit caching or message routing mechanism but is based on direct interest sharing
and dissemination of content. To the best of our knowledge these content routing
schemes have not been implemented but incorporating such a scheme in the context
of our platform might be of interest.



30 PAPER A

GatewaysInternet domain Wireless Ad-hoc Domain

Server

Server

(a)

1April 5, 2007

Data link

Transport

Session

Sync Manager

Transport Module

Feed<1..n>

Entry<1..m>

Enclosure

<1..s>

Chunk<1..r>

Convergence sub-layer

Content

Data Structure

Network (optional)

Bluetooth802.11

Discovery Module

Application

API

(b)

Figure A.1: (a) The system composed of servers, wireless gateways and mobile
devices. (b) System architecture and data structures.

A.3 Architecture Overview

A general instantiation of the system can consist of three domains as shown in Fig.
B.1. The system imposes a hierarchical structure on contents by organizing them
into feeds where each feed consists of a number of entries. The sharing of contents is
based on a solicitation protocol by which a node solicits entries for one or more feeds
from a peer (a peer node can either be a mobile device or a gateway to the Internet,
such as 802.11 access points). The content structure in the system allows for ease
of searching and a higher hit rate of content queries than if they were made for
individual unstructured contents. The system design does not assume a traditional
network layer with point-to-point unicast routing. Contents disseminate in the
network by means of node mobility, sharing of local contents and a receiver-driven
solicitation protocol.

Fig. A.1(b) illustrates the node design and the main components of our architec-
ture. Applications access the services of the session layer through an API that the
middleware exports. The API implicitly defines the content structure for applica-
tions and it allows them to pub/sub to content feeds. The node design is composed
of a set of modules that implement the API, content solicitation on behalf of the
applications, service discovery and the solicitation protocol. The architecture also
contains a convergence sub-layer for cross-layer interaction, particularly with the
underlying radio link such as 802.11/Bluetooth. Their architectures are quite dif-
ferent and thus the session layer architecture abstracts most of the details of the
underlying radio and the heterogeneity of the networks away from the applications.
The session layer assumes an underlying transport layer that preserves message
boundaries, provides flow control and process-to-process communication above an
optional network layer. Messages are delivered on a best-effort basis with no guar-
antee that entries on a particular feed will be delivered orderly to all receivers.



A.4. CONTENT STRUCTURE 31

A.4 Content Structure

Content addressing and organization adopts and extends the content structure of
the Atom Syndication Format [39]. This format has primarily been used for pub-
lishing web-feeds and podcasts on the net. This content structure is quite generic
and allows for more use cases than what has commonly been tried and it also maps
nicely to the pub/sub semantics of our system. Contents are grouped into feeds.
A feed is an unlimited container for entries that contain the actual data objects
of interest. Each feed can have multiple entries published at different times by
different entities. Both feeds and entries have associated meta-data. Each feed
must contain a permanent globally unique ID assigned by the creator, a title and a
timestamp that indicates the latest update. A feed can also contain other optional
meta-information such as author, subtitle and category. Similarly, each entry must
also contain a globally unique ID, a title and a release timestamp and it can option-
ally have a range of other elements including zero or more enclosures. An enclosure
is a single file attachment and would typically be an audio, video, or text file. To
be able to efficiently transfer enclosures over the opportunistic contacts, we divide
the enclosures into chunks, small data units of fixed size, which can be exchanged
with high probability during a single contact of limited duration. Chunks are an
extension to the Atom format and they allow allow an incompletely downloaded
entry to be resumed with the same node or any other node that also has the entry
(or parts of it). They are indexed starting from 1 and nodes can use these indices
to resume interrupted downloads. If a chunk is only partially received from a peer
(e.g. due to lost connection) it is discarded. The recommended chunk size is 16 kB
which we have found to tradeoff overhead and probability of incomplete reception
well (study omitted in the paper).

A.5 Interface

The API module implements the programming interface that applications use to
access the services of the middleware. The API of our system is inspired by the Java
Message Service (JMS) publish/subscribe API [27]. JMS however was designed for
wired networks where dedicated brokers implement message delivery the discovery
of feeds also relies on centralize directory service.In our operating environment,
central servers for performing these functions are not available. Instead, both re-
source discovery and message distribution are performed distributively with servers
being replaced by nodes. Thus in addition to the publish/subscribe functionality,
we need to augment the API with a mechanism for feed discovery and for creating
new feeds.
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A.6 Synchronization & Discovery

The synchronization manager processes content from applications and solicits con-
tents on behalf of them. If the local content database contains data that matches a
subscription, the content is delivered immediately to the application. The manager
prioritizes content solicitations such that different applications get a fair share of
the network resource.

The discovery module finds which neighbors are running the service and decides
which ones are feasible to associate with. The module is split across the main ses-
sion layer and the convergence sub-layer. The latter implements neighbor discovery
specific to the underlying radio subsystem and notifies when a neighbor has been
discovered. This notification includes the node-ID and the revision number of the
content database. The revision number of a node is incremented whenever new con-
tent is added to the database. This helps peers to determine if re-synchronization
might be beneficial in case that nodes remain in range for longer durations, and
thus avoid constant re-synchronization with all the neighbors only to discover if
any new contents have become available. The node-ID is a globally unique node
identifier that does not have any particular structure. The only requirement is that
nodes shall choose unique addresses such as a MAC address.

Our design does not assume any existing service discovery mechanisms and in-
cludes a basic mechanism by which nodes periodically broadcast hello messages to
their link-layer neighbors, including the node-ID and the revision constructs de-
scribed above. It is expected that in many cases nodes will support more advanced
and efficient service discovery than the default hello method such as the Service
Discovery Protocol (SDP) in Bluetooth.

A.7 Transport Module

This module module performs session management and implements a request-reply
protocol to download and discover available contents at a peer. Protocol messages
are in XML format with the message element being the kernel of a protocol message.
A protocol message has a single node-id element containing the ID of the message
source and each message has a unique element that determines its type, given by
one of the following message types: hello, request, reply and reject. All other
elements of a protocol message are child entries for the header fields associated with
the message type.

Session Management

When a node discovers a new peer, it first sends a request message to the peer to
initiate a unilateral session for downloading. The request contains either a query
for a particular feed entry or for meta-data to discover content availability. The
peer sends a reply message, establishing the session and replying to the query.
Each download session thus consists of a client node sending request messages
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and a server node sending reply messages (or reject if the server is unavailable).
The server is stateless with each reply message being independent of any previous
requests. Processing a request only consists of verifying that the requested contents
or meta-data exist and then to deliver them.

Content solicitation in our system is entirely pull-based. At the client, a typical
session alternates between discovery and download states. In the former state, the
client node queries the server for content-meta information whereas it downloads
contents that match the subscriptions of applications during the latter state. With
this approach, each node has full control of the contents it downloads and decisions
are based only on the client state with the server being stateless. If the client node
wants to filter the contents it solicits from a particular feed (such as only soliciting
content published after a certain time) it first needs to solicit feed meta-information
before it can directly request the entries available at the serving node that match
the request criteria.

In general, a node can have multiple active sessions simultaneously with the
node being either a client (when it is downloading) or server (when it is uploading)
in each session. Note that the system does not explicitly enforce any mechanism
to share download time between sessions; we simply rely on the mechanisms of
the MAC layer to share the radio channel fairly. Ungraceful session termination
(e.g. when nodes move out of range) is handled by a soft-state timer; if there is
no activity from the peer for a certain time, the session is closed and any allocated
resources are freed up.

Content Solicitation

A request message contains the bloom, selector, feed, entry, and chunks el-
ements. These messages are also used to query for meta-information to discover
available content at a neighbor and discover new content, previously not known to
the querying node. Discovering which previously known feeds or entries are avail-
able at a peer node is done efficiently by having each node maintaining a Bloom
filter populated with the ID’s of available feeds and entries at the node. A Bloom
filter is a space-efficient data structure that provides a set-like representation of
elements, requiring only a fraction of the space needed for a corresponding set with
the actual elements. When a node receives a request with an empty XML bloom

element, it delivers its Bloom filter in a reply message. After receiving the filter,
the client node tests the ID’s of its subscribed feeds or partially downloaded entries
against the filter. Since false negatives are not possible, an ID not found in the
Bloom filter does certainly not exist at the peer. Although false positives will oc-
casionally result in requests being sent for ID’s that are not available, the number
of bytes transmitted to discover available contents is drastically reduced speeding
up the content synchronization process. A Bloom filter does not allow for iterating
through the element it contains and thus it cannot be used to discover previously
unknown contents at a peer. The protocol therefore implements additional mecha-
nisms for discovering previously unknown feeds and new entries on already known
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feeds.
The selector element of a request message can be used to solicit meta-information

for contents that match a particular selection criteria given by a content selector
that has the same semantics as the message selectors previously described in section
A.5. A content selector is a string whose syntax is based on a subset of the SQL92
conditional expression syntax [27]. A node that receives a request message with a
selector as top-level element of a request, evaluates the selector on the attributes
of each of its available feeds. The feed elements for which the selector evaluates to
true are delivered in a reply message. Similarly, a selector specified inside a feed

element will be evaluated against all entries of the specified feed and only those
entry items that evaluate to true are delivered. An empty selector will match all
feed/entry elements and those attributes not specified in the selector evaluate to
true by default. Since nodes can have large content libraries, specifying a selector
when discovering feeds can significantly reduce the amount of meta-data delivered
in a reply message.

A.8 Implementation

We have implemented our system in Java for the Google Android OS platform. Our
implementation is based on 802.11 in ad-hoc mode but we also intend to support
Bluetooth in the future. The Android Java libraries (version 2.2) do not currently
support the ad-hoc mode of 802.11 although this is supported by both the driver
and the hardware interface on the HTC Hero device. Therefore, our implementation
requires the device to be run in privileged user mode (i.e. rooted mode) so that the
interface can be reconfigured to run in ad-hoc mode.

The middleware is implemented as an Android service which runs in the back-
ground and uploads and downloads data from peers that it discovers. Client ap-
plications can bind to the service and communicate with it by means of remote
procedure calls (RPCs) through the pub/sub interface that it exposes. A client
application wishing to receive a notification when an entry matching one of its sub-
scriptions is downloaded, needs to implement and register a callback function that
the service uses for notification. The interfaces for the service API and the appli-
cation callback function are shown in listing A.1. The remote methods exported
by the service through the IServiceAPI interface are executed synchronously, thus
blocking the local thread at the caller. In the service process, a method call is
executed in a dedicated thread chosen from a pool of threads that is maintained
by the Android system. The callback method in the IClientCallback interface is
however executed asynchronously (specified by the oneway keyword) and therefore
the service does not block when it notifies a client application.

The discovery module is implemented as two threads. One thread periodically
broadcasts hello messages on a well-known UDP port and a listener thread waits
for incoming hello messages from other nodes. The discovery module maintains a
contact history cache along with the revision number for each peer in the cache.
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interface IServ iceAPI {
void pub l i sh ( in St r ing feedID , in Entry entry ) ;
void sub s c r i b e ( in St r ing feedID ) ;
void unsubscr ibe ( in St r ing feedID ) ;
void d i s c ove r ( in St r ing s e l e c t o r ) ;
void undi scover ( ) ;
void r e g i s t e rCa l l b a c k ( IC l i en tCa l lback cb ) ;
void unr eg i s t e rCa l l ba ck ( IC l i en tCa l lback cb ) ;

}

oneway interface IC l i en tCa l lback {
void no t i f y ( in St r ing feedID , in Entry entry ) ;
void d i s cove ryNot i f y ( in St r ing ava i l ab l eContent s ) ;

}

Listing A.1: Interfaces for the service API and the application callback function.

When a new peer is discovered, the discovery module notifies the transport module
which initiates a download session with the peer. If a peer, already in the contact
history cache, is seen, the transport module is notified if the peer has obtained new
contents since the last association or if there are new subscriptions locally.

The transport module implements both the client and server sides of a download
session. The solicitation protocol is currently implemented on top of a simple
transport protocol that implements message boundaries on top of TCP. The server
side implementation listens on a socket and spawns a new session thread for each
client. Similarly, if multiple nodes are in communication range the transport module
can create a separate client thread for each session. Currently we set the maximum
number of concurrent client and server sessions to 6 in total (3 for each). If a new
node tries to associate when the maximum number of sessions is reached, the server
sends a reject message.

The content database of the system is implemented as an Android Content
Provider. Meta-information for all available feeds and entries is stored in a SQLite
database and this information is accessible to all applications on the device through
the ContentProvider and ContentResolver Android Java classes. The enclosures
themselves (i.e. data files) are however not stored in this content database but in
the corresponding Android Content Providers. Images, audio and video contents
are for example stored in the Android MediaStore content provider. Thus, all me-
dia content published or downloaded by our system is available to all applications
in a standard Android manner.

A.9 Applications

The opportunistic pub/sub service presented by the system architecture is quite
generic and provides developers with variety of possibilities for application devel-
opment. In this section we give examples of application categories that can be built
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on top of our system. Those categories encompass applications that differ in their
spatial scope, as well as in the involvement of users to the data generation and the
data exchange.

Local quiz: With this application, users can opportunistically initiate a local
quiz or a poll. When a user initiates a new quiz instance it creates a feed and
publishes the quiz as the first entry. Participants subscribe to the feed and publish
their answers as new entries on the feed. Information on available quizzes could
also be distributed on a dedicated discovery feed. When participants come into
communication range they exchange published entries and locally update their re-
sults. In the simplest scenario where no result aggregation is needed, each user can
receive the answers from other participants and then, based on higher level logic,
create its own representation of the quiz results.

Social networking: Many of the current social applications that are popular
on the Internet (such as Facebook or Twitter) lend themselves well to the pub/sub
abstraction and can be extended into the opportunistic domain. Each user has
a feed that followers subscribe to. Status updates, blogs or media files can be
published as entries by the user. The actual data to be shared in each entry will be
specified in the enclosure field, and users could for example define different feeds
for separating content, e.g. an audio feed, a video feed etc. Applications falling into
the social networking category are not expected to have any spatial limitations,
thus the content can be spread opportunistically as long as there is interest in it.

Relaying sensor data: This category relates to applications that require
transporting sensor data from devices in the field to a sink node or infrastruc-
ture network. Nodes that participate in the relaying of data subscribe to feeds that
the sensors publish data on.

A.10 System Evaluation

The evaluation in this section is performed on identical HTC Hero A6262 mobile
devices. These devices have a 528 MHz Qualcomm MSM7200A processor, a ROM
of 512 MB and RAM of 288 MB and a Lithium-ion battery with capacity 1350
mAh. During our experiments, communicating nodes were stationary in an indoor
office environment and placed within one meter from each other.

Energy consumption

We have measured the effect of our system on the battery life of the device. The
Android system sends out an event notification (Intent) whenever the remaining life
of the battery changes (in units of 1%). We have created a simple application that
registers for these events and logs the time whenever the battery status changes.
This way we can track how fast the battery is drained when various system services
and applications are turned on or off. In Fig. A.2 (a), we compare the battery
profile for 5 scenarios: a) with the 802.11 interface turned off and our system not
running, b) with the 802.11 interface turned on in ad-hoc mode but our system not
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Figure A.2: (a) Comparison of battery profiles when 802.11 is turned on/off and our
system is turned on/off. (b) Profiling results for the mean feed and entry discovery
delays. Each group of two bars contain results with one feed in the content database
(left) and 100 feeds in the content database (right). (c) The mean goodput of a
download session when the number of concurrent clients is varied between one and
three.

running, and with our system running with the interval between hello messages
set to c) 0.1 sec, d) 1 sec and e) 10 sec. All measurements were performed on the
same device with no other active devices in range at the same time. During all
measurements the display backlight was turned on. This drains the battery faster
than in normal mode but prevents the device from going into idle battery saving
mode which reduces the comparability of our measurements.

From Fig. A.2 (a), we clearly see that the 802.11 interface significantly increases
energy consumption. Running our system (in idle mode, only sending hello bea-
cons) in addition to the 802.11 interface does not add considerably to the energy
consumption beyond what is required by 802.11. When beaconing every 0.1 sec-
onds1, the battery lasts approximately 40 minutes shorter then when the hello

messages are sent every 10 sec. We intend to add Bluetooth support to our system
as well since it is significantly less power hungry than 802.11.

Solicitation protocol profiling

We have profiled our implementation of the solicitation protocol to verify correct
behavior and assess performance. For our measurements we have instrumented
the code with hooks where we stamp the system clock (which provides millisecond
precision). During a measurement run we turn off logging and collect the measured
timestamps into a list which is printed to a file after the code section being measured
has completed running. This minimizes the effect of any I/O operations due to
logging or measurements on our results.

As described in section A.7, a typical download session consists of three steps:
1) the client discovers available feeds at a server, 2) then it discovers available

1This is the beacon period commonly used by 802.11 access points.
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entries for a given feed and 3) finally downloads the entry of interest. In Fig. A.2
(b) we show the mean feed discovery and entry discovery delay (steps 1 and 2).
We have conducted measurements for three different enclosure sizes and for each
enclosure size we conduct one set where the content database only contains the
actual feed and entry of interest (left-side bars) versus the case when the database
has 100 other feeds available (right-side bars). For each measurement we conduct
10 runs and in the figure we show the mean value and the standard deviation.
The results confirm that the total discovery delay (i.e. the sum of the of the feed
discovery and entry discovery delays) does not depend on the size of the downloaded
enclosure. When the number of feeds in the content database increases, the feed
discovery delay increases due to an increase in the number of bytes transmitted in
the reply message (which contains the list of available feeds) and processing delay
at the server. We see also that the entry discovery delay remains the same since
the number of entries on the feed of interest is the same in all experiments.

Our implementation supports multiple concurrent download sessions and in Fig.
A.2 (c) we show the average goodput of a session when the number of devices
concurrently downloading is between 1 and 3. Our measurement setup is as follows.
Between one and three nodes (referred to as clients) are within range of a single
node (referred to as server) which publishes a single entry on a feed that the client
nodes are subscribing to. When the client nodes receive the first hello message
sent by the server after the entry publication, the clients see that the server has new
content and therefore simultaneously associate with it. The client nodes discover
the entry and then download it and we measure the goodput G of each session as
G = B/T where B is the total number of bytes transmitted and T is the duration
of the download session, i.e. the elapsed time from when the client discovers the
node until it receives the full entry and enclosure.

Since the client nodes are being served concurrently, it is the responsibility
of the MAC layer to share the radio channel between the download sessions. If
the server would only support one session at a time the clients would be served
sequentially and contention at the MAC layer is reduced. For a server that does
not support concurrent sessions, the mean goodput for N sequentially served client
nodes is given by GN = 1

N
(B/T + B/2T + · · · + B/NT ), assuming that the client

nodes are not further sharing the entry among themselves. For N = 2 and N = 3
we we get G2 = 0.75G1 and G3 = 0.61G1. In our measurements we obtain the
mean value Ḡ1 = 2.86 Mb/sec. Using this value in the expressions for G2 and G3

gives G2 = 2.13 and G3 = 1.73 Mb/sec which are lower and higher respectively than
measured values in Fig. A.2 (c). This indicates that serving nodes concurrently may
not be beneficial when more then two nodes are interested in the same content. In
our future work we intend to conduct measurements on an implementation where
nodes are served sequentially to verify if this holds in practice.



A.11 Conclusion and discussion

We have presented a middleware architecture for mobile peer-to-peer content dis-
tribution. Content spreads via sharing and direct interest-based dissemination and
our design includes a set of basic mechanisms for efficiently discovering and down-
loading content in opportunistic networks.

We have described the design and implementation of our system for the Google
Android platform. Our experience from the implementation is that Android is a
very powerful platform and quite mature despite its young age. The Java based en-
vironment provides a familiar environment with good support for most common OS
primitives such as threads and concurrency, database and content storage and in-
ter process communication through the Android service binding mechanism. Some
features are however still missing, in particular support for the 802.11 ad-hoc mode
(which needs to be implemented in native code).

We believe that our design is general and facilitates the implementation of ad-
vanced content-centric applications. There are however some issues that are not,
or only partially addressed by our design. We do currently not address particu-
larly the issues of privacy, security and power management. As we showed, the
802.11 interface draws significant power and it is probable that an implementa-
tion based on Bluetooth would be less battery demanding. Bluetooth however has
other limitations, such as a long and inefficient discovery process, which make it
ill-suited for mobile scenarios. Also, content dissemination in our system is purely
interest-driven and nodes do not cache or forward any contents beyond what they
are privately interested in. Content caching and forwarding is one of our primary
directions for future work. We intend to release an implementation of our system
as a research prototype.
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Abstract

We present a demonstration scenario to evaluate a middleware architec-
ture that we designed and implemented for distributing content over mobile
ad hoc networks. The peer-to-peer networking architecture allows content
dissemination between mobile devices without relying on any infrastructure
support. Content is exchanged opportunistically when nodes are in proxim-
ity. We developed a mobile application utilizing the services provided by the
implemented middleware. The application facilitates opportunistic content
distribution in both one-to-one and one-to-many dissemination modes.

B.1 Introduction

Wireless networks have traditionally been established either between fixed infras-
tructures or to provide connectivity for mobile users via fixed infrastructures. Re-
cently, cooperative communication between mobile users has also been incorporated
in the form of wireless ad hoc networks. The metamorphosis of mobile devices into
smartphones has made content distribution popular among mobile users. Content
is distributed by downloading when such a device is either docked to a computer
with internet access or linked to fixed infrastructure such as cellular networks or
Wi-Fi access points. The former mode is enabled by the massive storage avail-
able, yet distribution is limited to content present at the time of docking. Frequent
downloading opportunities can be obtained with access via public Wi-Fi networks
when devices are on the move but coverage is limited. Cellular networks provide
good coverage and continuous access to content, yet if downloading of large-size
content, such as multimedia files, becomes highly prevalent, its adverse impact on
cell load along with high pricing and net neutrality will be the primary concerns.

We have designed and implemented a middleware architecture that allows any
mobile application that utilizes its services, to distribute content opportunistically:
mobile devices can either utilize connections to fixed infrastructure, such as public
access points in range, or distribute content to other devices in proximity. Hence,
the availability of the content can be extended beyond the reach of the limited-
range fixed infrastructure or the motivation can simply be to avoid high prices
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Figure B.1: The system composed of servers, wireless gateways and mobile devices

and net propensity that might be experienced on a cellular network. Traditionally,
network architectures focus on addressing nodes and forwarding packets between
such nodes. The middleware aims at disseminating contents with a mechanism
that relies on opportunistic content forwarding while abstaining from any routing
substrate. As a result, sophisticated multi-hop communication protocols are not
needed since the system design does not assume a traditional network layer with
point-to-point unicast routing. Scaling comes naturally as popular content is likely
to be available on many nodes in the system. The architecture is inspired by
podcasting and BitTorrent, yet our operating scenario is radically different than
what is experienced on the wired network. It has to cope with sporadic contacts,
none or limited end-to-end connectivity and contact duration times. The rest of the
paper is organized as follows. In section B.2 we give an overview of the designed
architecture. The description for the implementation of the architecture is given in
section B.3 and the demonstration scenario to evaluate the middleware is presented
in section B.4. We conclude in section B.5.

B.2 System Architecture

A general instantiation of the system may consist of three domains, as shown in
Fig.B.1. The architecture adopts and extends the content structure of the Atom
Syndication Format [39] to organize the content. This format has primarily been
used for publishing web-feeds and podcasts on the net. Our system [19] imposes
a hierarchical structure on contents by organizing them into feeds which function
like containers for entries that contain the actual data objects of interest. Each
feed can have multiple entries published at different times by different entities.
Each entry can optionally have a range of other elements including zero or more
enclosures which can be a single file attachment of types such as audio, video, or
text. We provide a programming interface that any mobile application can use to
access the services of our middleware. The interface implicitly defines the content
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Figure B.2: (a) Creating a new user profile (b) Previewing received user profiles (c)
Previewing received personal messages

structure for applications and allows them to publish/subscribe to content feeds. A
synchronization manager processes contents shared by the client applications and
solicits new contents on behalf of them. A discovery module finds which neighbors
are running the service, decides which is feasible to associate with and sends a
notification to the system.

The sharing of content is based on a request-reply protocol by which a node
solicits entries for one or more feeds from a peer (a peer node can either be a
mobile device or a gateway to the internet). Hence, there is no flooding of content
in the broadcasting area. Protocol messages consists of the following types: hello,
request, reply, reject and close. When a node discovers a new peer, it first
sends a request message to the peer to initiate a unilateral session for downloading.
The request contains either a query for a particular feed entry or for meta-data to
discover content availability. The peer sends a reply message, establishing the
session and replying to the query. Ungraceful session termination (e.g. when nodes
move out of range) is handled by a soft-state timer; if there is no activity from the
peer for a certain time, the session is closed and any allocated resources are freed
up.

B.3 Implementation

The designed architecture has been implemented in Java for the Android OS and
tested on the HTC Hero mobile devices. The implementation is based on the 802.11
ad-hoc mode which is currently not supported by the Android Java libraries but by
both the driver and the hardware interface on HTC Hero devices. Hence, it requires
the devices to run in privileged user mode (i.e. rooted mode) so that the interface
can be reconfigured to run in ad-hoc mode. The middleware is implemented as
an Android service which runs in the background and uploads/downloads content



to/from other nodes that it discovers. Client applications can bind to the service
and communicate with it by means of remote procedure calls through the publish/-
subscribe interface that it exposes. The discovery module is implemented as two
threads. One thread periodically broadcasts hello messages on a well-known UDP
port and a listener thread waits for incoming hello messages from other nodes.
The implementation supports multiple active upload and download sessions at a
time.

B.4 Demo Scenario

To validate our middleware, we demonstrate a scenario where users are equipped
with HTC Hero mobile devices that exchange user-generated content on the fly. In
the description below we assume that demonstration scenario takes place at a con-
ference venue. However, any other mingling event can as well be considered. First,
we let users create profiles on devices with some basic information about them-
selves such as a self-photo, taken with the phone camera, a name, research interests
and a username. Moreover we prompt them to rate the conference venue during
this set up. The display for creating a new user profile in shown in Fig. B.2(a).
Pressing the publish button triggers three events: (1) the new profile is published
to the conference feed to be disseminated to users carrying devices that run the
same application, (2) user’s vote on the venue is published to the voting feed to
be shared similarly, and (3) user’s device subscribes itself to conference and voting
feeds along with a third one labelled with the username given in the profile. Users
who are in proximity will then receive the published profile along with the vote on
separate feeds and disseminate them to others. Fig. B.2(b) illustrates how a list of
received user profiles might look like. At the bottom of the display, voting statistics
based on the collected results is also given. The results may differ from user to user
due to the various numbers of contacts a user might have until then.

In addition to the one-to-many dissemination mode described above, each user
can also send a personal message to any other user who shared a profile with a
username. In Fig. B.2(c), list of such sent/received messages are shown. As opposed
to user profile and vote exchange, personal message exchange is achieved on one-
to-one dissemination mode. Thus, when a personal message is sent, it is published
on a feed labelled by the recipient’s username. Since a user’s device subscribes
automatically to its username upon profile creation, the personal message will only
be received by the intended user.

B.5 Conclusion

We present a demonstration scenario to evaluate our middleware, designed and im-
plemented for opportunistic content-centric networking. The content dissemination
in our system is purely interest-driven however content caching and forwarding is
one of our primary directions for future work.
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Abstract

This work describes our implementation of a framework that allows mo-
bile nodes in OMNeT++ simulations to be equipped with multiple radio sub-
systems that can be dynamically suspended and woken up. Our framework
enables the simulation of wireless architectures that exploit radio hierarchies
for power-efficient neighbor and service discovery and connection setup. The
design is implemented as an extension of the MiXiM framework and is main-
tained as a MiXiM branch.

C.1 Introduction

Nowadays mobile devices are commonly equipped with multiple radios and as an
example, a modern smartphone usually has cellular, Bluetooth and 802.11 radios.
These radios have different characteristics and capabilities in terms of communica-
tion range, bitrate, infrastructure dependence, energy consumption and more.

Recently there has been a growing interest in dynamically exploiting the dif-
ferent radios when performing cross-layer optimizations in wireless networks. As
one example of this we have energy aware applications where the radio used to
transmit or receive a message is selected based on context (application semantics,
location, etc) or resource availability (i.e. remaining battery capacity). Another
related example is vertical handoffs for dynamically changing the connectivity type
of a device to support mobility. As devices become easier to program, it is likely
that applications that can actively take advantage of the different radio capabilities
become both more popular and more important.

In this work we describe our design and implementation of a multi radio simula-
tion framework for OMNeT++ [53]. Our implementation extends the MiXiM [31]
framework for mobile wireless networks and enables nodes in MiXiM to be equipped
with multiple radios where each radio can be dynamically toggled between on/sleep-
/off modes.

In section C.2 we discuss related work and further motivate our work. Section
C.3 describes our design and implementation of a framework that enables OM-
NeT++ nodes to have multiple controllable radio interfaces. In section C.4 we
present, as a proof of concept, some results where we use our framework for evalu-
ating the energy savings of a dual radio system in a simple opportunistic content
distribution scenario. We conclude our work in section C.5.
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C.2 Background and Related Work

OMNeT++ [53] is a general purpose, modular event-based simulation tool, widely
used for simulating communication networks. The MiXiM [31] framework for OM-
NeT++ provides support for both fixed and mobile wireless networks. In this work
we present an extension to the MiXiM framework, which allows mobile nodes to
have multiple controllable radio interfaces.

Although recent smartphones are powerful devices with advanced networking
and multimedia capabilities, battery capacity is still a scarce resource. In particular,
the wireless LAN interface is responsible for a large fraction of the energy consump-
tion [50]. In [13], Feeney and Nilsson measure the energy consumption of an 802.11
interface in ad-hoc mode and provide a detailed energy profile. They show that
the interface consumes significant energy in idle mode and that the ad-hoc mode
is not as power efficient as the infrastructure mode. This is mainly because the
infrastructure mode has a more efficient power saving mode since it can rely on
the access point to synchronize and buffer data for nodes that are sleeping in the
power saving mode. A recent implementation of an opportunistic content distribu-
tion system [19] further confirms this and shows that when the 802.11 interface is
turned on, the battery life is reduced to only 25% of what it is with the interface
turned off. This is despite the fact that no application data is being transmitted or
received via the interface. Once the interface is turned on, it consumes relatively
high power regardless of being in a transmit or receive state since waiting to catch a
signal to decode in idle state consumes almost as much power as in when transmit-
ting or receiveing. This suggests that reducing or eliminating the idle energy cost
of the 802.11 interface may be a promising strategy to reduce the overall energy
consumption and prolong battery life.

The main goal of our work is therefore to enable simulation scenarios for explor-
ing how nodes can utilize different radios to reduce the energy consumption of a
mobile device. In particular, we are interested in evaluating the possible energy sav-
ings that can be achieved if nodes would be equipped with a low-power, low-bitrate
radio for performing neighbor and service discovery. With such an approach, the
high-power 802.11 radio could be suspended and only turned on for downloading
when a feasible contact is found. We expect that much of the idle cost of the radio
could be reduced.

For capturing energy consumption, our OMNeT++ extensions rely on the en-
ergy framework [14] which is a part of MiXiM. This framework contains among
others, a detailed energy model of 802.11. When simulating mobile wireless net-
works, it is also important to have a mobility model that realistically captures the
space in which mobility occurs [18]. Therefore we have updated our opportunistic
networking extensions for OMNeT++ [20] as part of this work (which was pre-
viously based on the deprecated Mobility Framework). In addition to supporting
multiple radios per host, our extensions therefore also provide support for dynamic
node creation/destruction for simulating open systems and importing of externally
generated mobility traces. Our code is maintained as a branch of the main MiXiM
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development branch and it is available at https://github.com/olafur/mixim.
ns-2 [40] is a discrete event simulator targeted at the networking research com-

munity. In [5] the authors provide guidelines on how multiple radio interfaces
can be implemented in ns-2. The Cognitive Radio Cognitive Network CRCN [10]
simulator is a network level simulator based on ns-2 that allows nodes to have a
reconfigurable multi-radio multi-channel physical layer. Unlike our design, which
devotes a separate network interface card for each radio, the CRCN simulator as-
sociates a single network interface card with different radio channels.

Some hierarchical radio systems have previously been proposed in the literature.
The Wake on Wireless system [50] was the first to propose a dual-radio system in
the context of mobile handheld devices. In [45], Pering et al. further show, by
prototype measurements, that significant energy can be saved by using a low-power
Chipcon CC100 radio or Bluetooth for discovering 802.11 access points. Motivated
by this, CoolSpots [44] proposed a dual-radio Bluetooth/802.11 architecture to
switch between radio interfaces with respect to traffic intensity. These systems have
mainly been evaluated by small scale experiments on proof-of-concept prototypes.
Our extensions to OMNeT++ and MiXiM facilitate the evaluation of these types
of systems on a larger scale for different sets of application and mobility scenarios.

C.3 Design and Implementation

In this section we describe our design and implementation for supporting multiple
controllable radios per node in OMNeT++. Our implementation is based on, and
extends, the MiXiM framework and it is non-intrusive and does not break pre-
existing code. In the following overview, we describe our design and implementation
from an example scenario where nodes are equipped with a dual radio system. This
is mainly for simplifying the presentation and we point out that our design is general
and not just limited to two radios per node. We thus assume that each node is
equipped with a primary low power radio which is used for transmitting neighbor
and service discovery beacons while a secondary high-power radio is only used
for downloading data after discovery has been performed by the primary radio.
The high power radio can thus be suspended when not used for downloading or
uploading.

Design Overview

Figure C.1 shows the main modules comprising a mobile node equipped with two
different radio subsystems: a primary low-power, low-bitrate network interface card
(NIC) (primaryNic) and a secondary high-power, high-bitrate NIC (secondary-
Nic). In our design, the two radios co-exist at the node without the knowledge
of each other. When running a simulation one would typically have a global
connectionManager module for each radio type that manages the connections for
each interface type (i.e. two connectionManagers if all nodes have identical dual
radios).
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Figure C.1: An example dual radio node.

Our design does not require modifications to any protocol layers outside of
the NIC which allows for flexibility in choosing where to implement the logic for
controlling the NICs. On the one hand, this logic can be implemented in the
application (as in Figure C.1). On the other hand it could be placed in a lower
layer, and therefore the application would not necessarily have to know that multiple
radios are used.

Just as in MiXiM, a NIC is a compound module that consists of a physical
layer submodule and a submodule that implements the multiple access protocol
(mac). One of the main features of our design is that we have extended a NIC
to be controllable in the sense that it can be suspended or woken up by sending
control instructions to it.

Each NIC can be in one of the following three states: TURNED ON, SLEEPING or
TURNED OFF. A TURNED ON NIC has full functionality, as currently implemented in
MiXiM. A NIC in TURNED OFF or SLEEPING mode is not active for transmission or
reception of packets, but can be turned on or awaken when requested by upper
layers. The main difference between the TURNED OFF and SLEEPING states is that
they can be configured with different energy consumptions and that there can be
different latency for turning on versus waking up.

Apart from the radio and networking related sub-modules, each node also has
a blackboard, a battery and a mobility module. The blackboard serves as a
notification mechanism for modules to signal internal state changes to other mod-
ules. It is for example used by MiXiM modules such as the mobility module to
notify changes in position and the battery module to signal host failure due to bat-
tery depletion. With our extensions, a NIC can be controlled by external modules
via the blackboard and a NIC also publishes any changes in its on/sleep/off state
to the blackboard. We will now describe in more detail our implementation and
extensions to individual components.
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class ICon t r o l l a b l e {
public :

enum Contro l s {TURN ON, SLEEP, WAKE UP, TURN OFF} ;
enum Status {TURNED ON, SLEEPING, TURNED OFF} ;

v i r t u a l bool isOn ( ) ;
v i r t u a l bool i s S l e e p i n g ( ) ;
v i r t u a l bool i sO f f ( ) ;

protected :
v i r t u a l bool turnOn ( ) = 0 ;
v i r t u a l bool s l e e p ( ) = 0 ;
v i r t u a l bool wakeUp ( ) = 0 ;
v i r t u a l bool turnOff ( ) = 0 ;

} ;

Listing C.1: Abstract interface for a controllable module.

Controllable NIC

In our design, we extend a NIC to include a NicController submodule in addition
to the standard mac- and physical-layer modules. Moreover, all the submodules
of a NIC are extended to implement the IControllable abstract interface shown
in Listing C.1. The NicController has the following main responsibilities: 1) Re-
ceive control commands to the NIC from external modules (via the blackboard).
2) Ensure that the NIC submodules are suspended and awakened in correct order.
3) Simulate the delay when waking up or turning on a NIC and 4) publish state
changes of the NIC on the blackboard. An external module thus controls a NIC
by publishing one of the Controls defined in IControllable on a special con-
trol category on the Blackboard. Since the NicController is subscribed to this
category it receives the control messages from the publishing modules. When the
NicController receives a control message, it forwards it to the mac and physical
layers of the NIC. Since all the submodules of a controllable NIC implement the
IControllable interface, they invoke the appropriate protected member function
that handles the control.

When both the mac and physical-layer modules of a NIC have changed their
state, the NicController publishes the new NIC IControllable::Status on the
blackboard. The blackboard thus allows us to inform all interested modules simul-
taneously about a state change, and then each module can decide whether and how
to treat this information.

Extending MAC and PHY

When a new node is created in MiXiM, the initialize methods of all the node
submodules are invoked. In MiXiM, a NIC does not have any on/sleep/off states
and it is initialized in a state that corresponds to our TURNED ON state. In our
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class PhyLayerControl
: public PhyLayerBattery , public ICon t r o l l a b l e

{
public :

v i r t u a l void i n i t i a l i z e ( int s tage ) ;
v i r t u a l void f i n i s h ( ) ;
v i r t u a l void receiveBBItem ( int category , const BBItem ∗ d e t a i l s ,

int scopeModuleId ) ;

protected :
v i r t u a l void handleUpperCtrlMessage ( cMessage∗ msg ) ;

v i r t u a l bool turnOn ( ) ;
v i r t u a l bool turnOff ( ) ;
v i r t u a l bool s l e e p ( ) ;
v i r t u a l bool wakeUp ( ) ;

} ;

Listing C.2: Definition of a controllable physical layer module.

framework a NIC can be in any state when a node is created (it is configurable)
and therefore we need to override the default MiXiM initialization of mac and phy

modules.
In order not to break any existing code we create new mac and phy modules

that extend the corresponding MiXiM modules. In these new modules we defer
the standard initialization by overriding the initialize function of the parent
class. In the new initialize function we now only read configuration parameters
but defer the radio-state initialization which is instead executed when a Control

message is received.
Listing C.2 shows how we extend the physical layer of the MiXiM Energy Frame-

work (PhyLayerBattery) with a new implementation. The new module only needs
to override the initialize/finish functions and the control handler of the orig-
inal physical layer (handleUpperControlMessage), all other functions can be left
as-is. In addition, the new physical layer implements the IControllable inter-
face (as described before) and the state change routines are now invoked from the
overridden control handler.

When a NicController receives a TURN ON message it is passed to the mac layer
after some simulated delay. For the CSMA based mac implementations in MiXiM
(i.e. Mac80211, CSMA and CSMA802154) the mac cannot start sensing until the
physical layer has been turned on. Therefore the control message is passed down
directly to the phy which in turn invokes turnOn. This method registers the NIC
with the global connectionManager module for that particular radio type and
initializes the radio which starts drawing a current from the battery. When the
phy has turned on it sends a TURNED ON message up to the mac which can now
start sensing the channel. Then the mac sends the TURNED ON message up to the
NicController which publishes the message on the blackboard.
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A TURN OFF control message will result in the inverse behavior. First the
mac empties all send and receive buffers. Then the phy unregisters from the
connectionManager, stops drawing current and finally a state update is published
by the NicController when the TURNED OFF message has been passed from the
phy to the mac to the NicController.

The handling of WAKE UP and SLEEP messages is similar. The main difference
is that the delay in waking up is different from that of turning on and that the
current drawn in SLEEP state is different from that in TURNED OFF state.

C.4 Evaluation

To evaluate and demonstrate the usefulness of our framework we have simulated
the following scenario. We consider a simple opportunistic content distribution
application where nodes share small content items with each other. Each node is
equipped with a low-power (LP) radio that is always turned on and periodically
broadcasts beacons. When a node receives a beacon from a neighboring device
that it has not shared a content item with, it fires up its high-power (HP) radio for
transferring data. When the data transfer is done, the HP radio is suspended if no
other feasible node is in range. Our evaluation uses the MiXiM 802.11 NIC for the
high power radio and the 802.15.4 NIC for the low-power radio and we assume a
fixed communication range of 50 m. In OFF state the HP radio draws no energy
but it takes 2 seconds to turn it on. In SLEEP mode it draws 10% of the energy
it does in ON state but it takes only 500 ms to turn it on. We use mobility traces
from Legion studio, a pedestrian mobility simulator, and the mobility scenario is
that of an urban area modelled as a grid of streets (we refer to [18] for a full details
of the mobility scenario).

Figure C.2 (left) shows the average normalized energy consumption per node
for three radio configurations:

HP ONLY: No LP radio. HP radio is used for both neighbor discovery and data
download.

SLEEP/ON: Dual radio. HP radio sleeps when not active.

OFF/ON: Dual radio. HP radio is turned off when not active.

We see clearly that a significant energy can be saved by having a dual radio ar-
chitecture where the HP radio is only used on demand and otherwise suspended.
In Figure C.2 (right) we see that a decrease in download performance (application
goodput) can be expected since some contact opportunities are lost due to the delay
in turning on (or waking up) the HP radio.

Our framework is ideal for exploring further the tradeoff between energy con-
sumption and application performance. In our simple application, contact opportu-
nities can be lost because we only use the LP channel for blindly sending beacons,
i.e. nodes do not synchronize their wake-ups over the LP channel. It is likely that a
more advanced LP control channel could give better application performance when
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Figure C.2: Normalized mean energy consumption (left) and mean goodput (right)
for a simple dual-radio content distribution scenario.

compared with a HP only configuration. Our framework is also ideal for exploring
effects due to different radio ranges, different energy profiles etc.

C.5 Conclusions

In this paper we have described our design and implementation of a framework
for OMNeT++ that allows wireless mobile MiXiM nodes to be equipped with
multiple controllable radios. Each radio can be dynamically suspended and wo-
ken up which enables the simulation of, among others, applications that exploit
radio hierarchies for power efficient neighbor and service discovery and connection
setup. We have demonstrated the usefulness of our framework with a demonstration
simulation scenario, based on a dual radio node architecture and an opportunis-
tic content distribution application. Our code is available as a MiXiM branch at
http://github.com/olafur/mixim.
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Abstract

A major challenge for wireless networks is to minimize the energy con-
sumption in the mobile devices. This work evaluates potential performance
gains of a dual-radio architecture in which a low power radio is used to wake
up the primary high power radio. Our targeted domain is opportunistic com-

munication directly between devices. We show that it can significantly reduce
the energy consumption at a price of slightly decreased goodput. We also ex-
amine the effect of the MAC protocol on the performance of the dual-radio
system and we point out that in dense scenarios MAC layer protocols, such
as of 802.15.4, do not perform well. We observe that information on device
density of an environment can be used to address this shortcoming.

D.1 Introduction

Mobile wireless networks without an infrastructure (such as ad hoc networks and
opportunistic networks) have been proposed as a feasible way for sharing contents
among mobile devices [30, 43]. Although these networks posses certain interesting
properties and are considered as a viable mechanism for offloading some types of
data traffic in infrastructure systems [55], one of the key challenges which still
needs to be addressed is the energy consumption. Since content distribution in
mobile wireless networks is mainly targeted at mobile users with battery powered
devices, it is of great importance that the protocols and mechanisms used are
energy efficient. Although recent smartphones are powerful devices with advanced
networking and multimedia capabilities, battery capacity is still a scarce resource.
In particular, the wireless LAN interface is responsible for a large fraction of the
energy consumption [51].

We have confirmed this in our implementation of an opportunistic content dis-
tribution system for the Android platform, using 802.11 radio interface in ad-hoc
mode [19]. Figure D.1 shows how the 802.11 radio interface (in ad-hoc mode) affects
the battery life on a HTC Hero smartphone. When the interface is turned on, the
battery life is reduced to only 25% of what it is with the interface turned off. This
is despite the fact that no data has been transmitted or received via the interface

59



60 PAPER D

0 5 10 15 20
0

10

20

30

40

50

60

70

80

90

100

B
a

tt
e

ry
 l
e

v
e

l 
[%

]

Time [hour]

 

 

System off, 802.11 off

System off, 802.11 on

Beacon period 10 s

Beacon period 1 s

Beacon period 0.1 s

Figure D.1: The effect of 802.11 interface energy consumption on battery life.

during the test. Once the interface is turned on, it consumes relatively high power
regardless of being in a transmit or receive state since listening in idle state con-
sumes almost as much energy. This suggests that reducing or eliminating the idle
energy cost of the 802.11 interface may be a promising strategy to reduce the over-
all energy consumption and prolong battery life. As a minimum requirement, the
battery of a smartphone running an opportunistic networking service should last
at least a full day so that it can be recharged during night. Minimizing the energy
consumption of the networking subsystem is therefore one of the key challenges for
enabling opportunistic communication as a viable communication mode.

In this work we study and evaluate the potential performance gains that can
be achieved by equipping mobile handhelds with a dual-radio system. A primary
high-power, high-bitrate radio is used for data transfer and a secondary low-power,
low-bitrate radio is used as a control channel for performing neighbor discovery.
The high power data radio can thus be suspended and only woken up when a
neighbor is discovered by the low-power control-channel radio. This way, the high-
power radio is only used for transmission/reception of data and its idle-mode cost
is significantly reduced.

It has been shown that a dual radio approach is feasible to implement and
experimentally verified that it can significantly reduce energy consumption [50, 45].
These small-scale evaluations (2-3 nodes) focused on infrastructure systems where
the low-power radio is used to wake up the high-power radio when it is in reach of
an access point or when another node wants to communicate with the local node
via the access point. In contrast, our work focuses on evaluating the efficiency
of a dual radio approach in an opportunistic setting where no fixed infrastructure
can be assumed and nodes are not synchronized. Our study thus incorporates (1)
development of an extensive framework for simulating dual-radio architecture in
opportunistic context, (2) adoption of realistic pedestrian mobility models, and (3)
presentation of a novel approach for maximizing the probability of successful data
transfer via filtering of contact opportunities.
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The rest of this paper is structured in the following way. Section D.2 further mo-
tivates our work and contrasts with other related work. In section D.3 we describe
our evaluation scenario and simulation model. Section D.4 presents our results and
in section D.5 we conclude.

D.2 Background and Related Work

Mobile handhelds today have commonly two available radios that can operate in ad-
hoc mode: Bluetooth and 802.11. Bluetooth requires less power at the expense of
a shorter communication range (approx. 10 m) and lower bitrate (around 2.1 Mb/s
for Bluetooth 2.0). Due to the slow scanning process for the frequency hopping
spread spectrum scheme, the neighbor discovery of Bluetooth constitutes a major
drawback for use in opportunistic networking. Even though the emerging Bluetooth
4.0 with its low energy feature promises shorter and faster neighbor discovery, as
well as longer communication range, the lack of wide deployment prevents us from
evaluating its actual performance. In comparison, 802.11 provides a higher bitrate
(a raw rate of 54 Mb/s in 802.11g), longer communication range (approx. 100
m) and neighbors can quickly be discovered by using broadcast beacons. The
downside is that it requires more power. However, 802.11 has a better energy-
per-bit ratio than Bluetooth, making 802.11 more suitable for transmitting bulk
data. In summary, 802.11 is a better candidate for opportunistic networking but
its energy consumption is a major drawback.

In [13], Feeney and Nilsson measure the energy consumption of an 802.11 in-
terface in ad-hoc mode and provide a detailed energy profile. They show that the
interface consumes significant energy in idle mode and that the ad-hoc mode is not
as efficient as the infrastructure mode. This is mainly because the infrastructure
mode can rely on the access point to synchronize and buffer data for nodes that
are in the power saving mode. In [14], Feeney and Wilkomm describe their imple-
mentation of a framework that can be used to simulate the energy consumption
of a mobile node in the OMNeT++ simulator. Our evaluation on node energy
consumption is based on this framework.

The Wake on Wireless system [50] was the first to propose a dual-radio system
in the context of mobile handheld devices. Their prototype implementation used a
simple low-power radio as a control channel for discovery and to wake up the 802.11
radio when a neighboring node has data to send. They show that their system can
significantly increase the battery lifetime of such devices. In [45], Pering et al.
further show, by prototype measurements, that significant energy can be saved by
using a low-power Chipcon CC100 radio or Bluetooth for discovering 802.11 access
points. Motivated by this, CoolSpots [44] proposed a dual-radio Bluetooth/802.11
architecture to switch between radio interfaces with respect to traffic intensity. Both
the Wake on Wireless and CoolSpots design focuses on, and assume the availability
of, infrastructure networks with access points. These systems are therefore not
suitable for an ad-hoc scenario.
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(a) (b)

Figure D.2: The simulation scenarios: a part of downtown Stockholm (left) and a
two-level subway station (right).

In [28], the authors consider a dual-radio system for delay-tolerant networking.
They rely on GPS for clock synchronization and examine how to dimension the
duty cycles of the radios for a given traffic load and contact statistics with minimal
energy consumption as an objective. In contrast our work does not consider DTN
routing; we assume neither GPS availability, nor reliable mobility prediction but
rather focus on how incorporating application semantics in the discovery on the
low-power control channel can reduce energy consumption.

D.3 Evaluation Scenario

We consider the power savings achievable with a dual-radio subsystem in the con-
text of opportunistic content distribution. The users are humans in urban areas,
equipped with smartphones or other handheld devices. The opportunistic content
distribution system provides a publish/subscribe service, where users can subscribe
to content feeds (i.e. topics) of their interest. Each feed contains one or more en-
tries, which are the actual items of interest, such as a photoblog entry or media file.
While mobile devices are in direct communication range they exchange contents
matching local subscriptions. We believe that the main utility of such a system in
an urban setting is when users are on the move. Hence the mobility models used
in our evaluation reflect this.

For our evaluation we need to capture the system in a realistic manner on at
least three levels. The mobility scenarios define the potential contact opportunities
that arise and their frequency and duration. The application & usage model defines
the available contents in the system, their popularity, publication rate etc. Finally,
the radio & energy model implements the radio technologies that comprise the
dual-radio subsystem (at the physical and MAC layers) and realistically models
their energy consumption in various radio states.
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Mobility scenarios

For capturing human mobility, we use Legion Studio [32]; a commercial simulator
initially developed for designing and dimensioning large-scale spaces via simulation
of pedestrian behaviors. Its multi-agent pedestrian model is based on advanced an-
alytical and empirical models which have been calibrated by measurement studies.
Legion Studio allows the use of open systems, where entities can enter and leave
the system according to a predefined pattern. Each simulation run conducted in
Legion Studio results in a mobility trace file, containing a snapshot of the positions
of all nodes in the system every 0.6 s.

Our evaluation considers two scenarios with different characteristics: an outdoor
urban scenario, modeling the Östermalm area of central Stockholm, and an indoor
scenario, recreating a two-level subway station (Figure D.2).

The urban outdoor scenario consists of a grid of interconnected streets. The
observed area is connected to the outside world with 12 passages. The active area
of the outdoor scenario is 5872 m2. The scenario can be characterized as a high
mobility scenario, since nodes move constantly throughout their lifetime in the
observed areas.

The indoor scenario defines a subway station with train platforms connected via
escalators to the entry-level. Nodes can arrive on foot from any of the five entry
points of the subway station, or when a train arrives at the platform. The train
arrivals contribute to the burstiness of the node arrivals and departures. Nodes
congregate while waiting for a train to arrive at one of the platforms, or while
taking a break in the store or the coffee shop at the entry level. The active area of
the scenario is 1921 m2.

We have chosen the input parameters of the Östermalm and the Subway sce-
nario such that they result in approximately the same mean node density of 0.09
nodes/m2 [18]. We do differentiate however the terms node density and neighbor
density. While the node density gives us an idea about the average number of nodes
in a space, the neighbor density represents the average number of neighbors a node
has in each moment of time.

Application & usage model

The application we evaluate is an opportunistic publish/subscribe content distribu-
tion system [19]. We have implemented our system for the Android platform but
for the evaluation in this work we use an implementation of the same system for
the OMNeT++ simulator [20].

Every node periodically broadcasts beacons to inform other nodes within com-
munication range about its presence. When a device encounters another node, it
first checks in a local cache whether it has met the node before or if so, whether
the node has obtained new contents since their last contact. If this is the case, the
device initiates a request-response communication and on each step of it tries to
match the remote feeds/entries with its local subscriptions until it finally downloads
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the actual content items of interest.
When using a dual-radio approach, the beacon messages and the messages for

discovering available feeds and entries are exchanged on the low power radio. Since
the beacons do not contain much information, they fit into a single 802.15.4 broad-
cast frame. Only the actual data download is performed over the high-power radio,
which is otherwise suspended.

Radio & energy model

The purpose of the radio & energy model is to realistically model the dual-radio
subsystem and its energy consumption. For this, we have adapted and extended the
MiXiM framework [36] for the OMNeT++ discrete event simulator [41]. MiXiM
provides detailed models of radio wave propagation, interference estimation, and
wireless MAC protocols. Moreover, it incorporates the Energy Framework [14] for
modeling power consumption in wireless networks. MiXiM currently only supports
a single radio per device but we have extended it with an implementation of a dual-
radio interface, which captures the energy consumed by different radios including
their sub-states and the energy cost and delay when waking up or shutting down
the high-power radio [17].

By design, MiXiM does not support inter-radio interference. Nowadays, though,
most radio technologies implemented in mobile devices do operate at 2.4 GHz in the
ISM band, and may in practice interfere. The radios used in a dual radio system
will make no exception from this. However such inter-radio interference is currently
not captured by our dual radio model. We do consider this as a possible extension
of our work for obtaining more realistic dual radio models, but we also see the lack
of inter-radio interference as an opportunity to evaluate the performance of low-
and high-power radios separately in a controlled environment.

In our dual-radio system model when a local node discovers a remote node that
has one or more content items of interest, the local node first turns on its high
power radio interface. To ensure that the remote node also turns on it’s high power
radio interface for uploading, we use a simple control protocol over the low power
interface. The local node sends a turn-on control message to the remote node.
When the remote node receives the message it turns on its high-power interface
(if not already turned on). Afterwards it sends a turned-on message on the low-
power interface to the local node. This message also contains the MAC address of
the high power interface at the remote node and now the local node can request
the discovered content items on the high power radio. When the local node is
finished using the high-power radio it sends a turn-off message to the remote node
to gracefully signal completion. Ungraceful session closure, such as when nodes
move out of range or if the initiating node crashes, is handled by a soft-state timer.
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Figure D.3: Normalized energy consumption and normalized goodput for the
Östermalm scenario (a) and the Subway scenario (b) with a 10m communication
range.

D.4 Results

Measures and configurations

We investigate the performance both in terms of energy consumption and goodput
(i.e. application throughput) from a system perspective. We study an open system
and therefore it is important that the metrics are normalized with respect to the
node sojourn time in the simulation. The system goodput is simply the sum of the
number of bytes downloaded bi by each node divided by the sum of the lifetimes
of nodes in the simulation ti, or G =

∑
bi/

∑
ti. We only count bytes of fully

downloaded content items, so the goodput is a measure of the system usefulness
for the users, i.e. how much content it can provide. The energy consumption of
the system is defined as the sum of the energy consumed by both the low- and
the high-power radio normalized with respect to the sum of nodes’ sojourn times.
Thus, the energy consumption can be expressed as E =

∑
(Elpi

+ Ehpi
)/

∑
ti.

In order to develop full understanding of the dual-radio system, in this work we
examine the following configurations:

1. Single radio — an off-the-shelf solution as it is currently implemented in
today’s smartphones; a single radio interface is used for both service and
content discovery as well as for actual content exchange.

2. Dual radio with OFF — a dual-radio system where the high-power radio
is completely suspended when not in use; it is associated with a modest (2s)
delay for turning on, but does not consume energy when suspended.
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3. Dual radio with SLEEP — a dual-radio system where the high-power
radio is put to sleep when not in use; the transition between sleeping and
fully functional mode is instantaneous, but it comes at a price of a modest
energy consumption (5% to 10% of the energy consumed when the high-power
radio interface is turned on [13]).

4. Benchmark — an idealized system in which global knowledge is assumed
for the location and the subscriptions of each node in the system; such a
system concentrates on evaluation of the energy consumed for the actual data
exchange and abstracts the discovery phase, thus it provides a lower bound
for the energy consumption and an upper bound for the goodput.

In our model, if not stated elsewise, the primary data radio is based on the IEEE
802.11b MiXiM model and the secondary control radio is a simple low-power radio
with IEEE 802.15.4-2006 beaconless MAC. The specifications of the low-power radio
(such as range and energy profile) have been taken from the Texas Instruments
ZigBee-Ready RF Transceiver (CC 2420). In the following evaluation, we have
used the default parameters for both MAC layers, as stated in their corresponding
specifications, although there have been propositions showing that tuning the IEEE
802.15.4 parameters might in certain cases lead to improved performance [49].

802.11b vs 802.15.4: A recap

Before delving into the evaluation results, we would like to make a small recap
of the two MAC layer protocols we use in our dual radio system. Here we would
like to stress the fact that although both protocols employ Carrier Sense Multiple
Access with Collision Avoidance (CSMA/CA), there are major design differences
that affect the performance in an opportunistic context.

The IEEE 802.11b protocol is designed in a way that allows for faster adapta-
tion to environmental changes. If the medium is sensed idle, the 802.11 protocol
causes the node, wishing to transmit, to first defer for a fixed interval of 50 µs
(Distributed coordination function Inter-Frame Space, DIFS) and once this time
elapses to check again the state of the medium. If it is still probed as free, a ran-
dom back-off timer is started, during which the medium is constantly sensed. Such
permanent observation of the environment allows for faster and more precise deci-
sions to determine when a node can transmit. The back-off timer halts if another
transmission is detected at any point in time. Moreover, once the channel is sensed
free again for DIFS interval, the timer is resumed.

The beaconless 802.15.4-2006 protocol is more “careless” for environmental
changes, because it was not initially designed for usage in dynamical environments.
A transmission in 802.15.4 is possible only if the channel has been sensed free for
the duration of the Clear Channel Assessment (CCA) after the expiration of the
back-off period. The CCA is standardized to be 8 symbols (128 µs) long. If the
channel becomes busy during the CCA sensing, the back-off period is doubled, as
opposed to the frozen back-off timer in 802.11. If a channel is not occupied by
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Figure D.4: Normalized energy consumption and normalized goodput for the
Östermalm scenario (a) and the Subway scenario (b) with a 50 m communica-
tion range. (c) Normalized energy consumption and normalized goodput for the
Subway scenario when the low-power radio adopts the 802.11 MAC.

the end of the CCA, the transmitting station will enter transmitting mode (with
a turnaround time of 12 symbols) and will then transmit the data in the medium.
There is however no sensing during the turnaround interval, which is a potential
period for collisions both with other data transmissions, as well as with acknowl-
edgments.

Initial content availability

In both scenarios we assume that all nodes carry devices and that there are 10
available feeds in the area, each feed containing 10 entries. In reality these nodes
may as well represent only the proportion of nodes that carry devices in a denser
environment. Every device is subscribed to one feed upon entering the observed
area, and its content database is initially populated with 5 random entries (out of
10 entries available) on the feed. Thus, throughout its lifetime in the simulation,
each node strives to obtain the rest of the entries that belong to its subscription
feed. Entries have a mean size of 10 KB, and a standard deviation of 2 KB.

Equal communication ranges

In our initial evaluation we have set the communication ranges of both radios to
be equal. We are aware that 802.11 radios usually have a longer communication
range than 802.15.4 radios. With a simple external power amplifier the range
of an 802.15.4 radio can however easily be increased at the expense of a slightly
increased energy consumption and a lower bitrate [15]. Figures D.3 and D.4 show
the performance of the Östermalm and the Subway scenario when the low-power
and the high-power radio have equal communication ranges, respectively set to 10
m and 50 m. The energy consumption is normalized with respect to the single radio
while the goodput is normalized with respect to the benchmark.
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As we can see from Figure D.3, both the Östermalm and the Subway scenario,
although different in their nature, exhibit similar behavior when the high-power
radio is suspended. For both cases the dual radio requires around 20% to 30% of
the energy used with a single high-power radio. At the same time, we observe only
a slight reduction in the amount of information obtained by the devices.

When nodes are in communication range, the delay associated with turning on
the high-power interface may come at a cost of lost contacts. It is possible that
by the time the high-power interface of a node is brought up, the peer carrying
the content of interest has moved out of communication range and the opportunity
for obtaining the data is lost. This is reflected in the slight performance drop in
goodput when compared to the single radio and benchmark scenarios. We should
however note that this drop may get larger when a mobility scenario of different
character is considered.

To reduce the wake-up delay and minimize the probability of lost contact we also
evaluate the effect of having a sleep state. The results show that the sleeping mode
exhibits higher goodput values as compared to the complete high-power suspension
while the difference in the amount of energy consumed in both modes is negligible.

Figure D.4 presents the results of the same experiments conducted with a com-
munication range of 50 m. We observe that while the performance metrics in the
Östermalm scenario are just slightly decreased as compared to a system with a
communication range of 10 m, the Subway scenario suffers serious losses in terms
of goodput. This can be explained with the neighbor density in each of the scenarios
and the performance of the 802.15.4 MAC under dense environmental conditions.

The increased range does not result in much higher neighbor densities for the
Östermalm scenario, while it increases the neighbor densities dramatically for the
more open spaces of the Subway scenario. This affects the performance of the bea-
conless 802.15.4 MAC, because transmissions end up colliding, which exponentially
increases the waiting times for next transmission attempts. Since we are examin-
ing a dynamic scenario where nodes do not experience long contact durations, the
increased back-off durations result in partial node and content discovery as well as
failures to wake-up the high-power radio for actual data transfers. As a verification
of the poor performance of 802.15.4 MAC, we adopt the 802.11b MAC protocol for
the low-power radio and perform the same experiment for the Subway scenario. In
order to facilitate the comparison of the two scenarios, we assume that even though
the low-power radio works with an 802.11b MAC, the energy consumption remains
the same as for 802.15.4. The result is presented in Figure D.4(c). A comparison
between Figures D.4(b) and D.4(c) demonstrates that the 802.11b MAC obviates
the 802.15.4 MAC performance issues. For an explanation of this phenomenon we
can refer to the differences in the CSMA/CA mechanism of the two MAC protocols.

Different communication ranges

Power control of the low-power radio may offer a solution to the underperformance
of the beaconless 802.15.4 MAC in dense scenarios. Hence, when in dense scenarios
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the range of the low-power radio can shrink in order to decrease the number of
collisions and accommodate more possibilities for contacts, while in less populated
areas it can expand and reach at longer distances. In order to check this idea, we
run experiments both for the Östermalm and the Subway scenario where we set
the range of the low-power radio at 10 m, while we allow the high-power radio to
transmit at a 50 m range. The reason for not decreasing the high-power radio range
is that we would like to allow the system to make use of contacts that occur when
two nodes are on the periphery of the low-power radio range and walking away from
each other. As long as they discover contents of interest on the low-power radio
they can continue the download stage on the high-power radio, thus extending the
range.

The results presented in Figure D.5 illustrate that different ranges do contribute
to the increase in goodput. These results should not however be considered in isola-
tion, but should instead be compared to the corresponding cases for the Östermalm
and the Subway scenario where both radios have a range of 50 m. In the Subway
scenario (Figures D.4(b) and D.5(b)), one can see that decreasing the range of the
low-power radio allows for increasing the goodput without significant changes in
the energy consumption values. The energy spent on lost contacts in the case of
equal ranges for both radios is now spent on actual data transmission and reception.
The Östermalm scenario (Figures D.4(a) and D.5(a)) however presents us with a
slightly deteriorated performance in terms of both goodput and energy consump-
tion. These results suggest that an adaptive scheme can indeed lead to improving
the performance of a dual-radio opportunistic system based on the environment
where the system is operating.

D.5 Conclusion

In this paper we have presented a simulation based evaluation of a dual-radio ar-
chitecture in the context of opportunistic content distribution. The main benefit
of a dual-radio system is that a simple low-power, low-bitrate radio can be used as
a control channel to discover neighbors as well as contents, and only wake up the
high-power, high-bitrate radio when necessary, thus potentially saving energy. To
evaluate our system we use scenarios with different mobility characteristics.

Our results indicate that a dual radio system can significantly reduce the en-
ergy consumption of mobile devices operating in an opportunistic context, and
these savings come at a price of a slight reduction in the goodput of the oppor-
tunistic network under low neighbor densities. Our initial measurements showed
that smartphones exhaust their batteries four times faster when the 802.11 inter-
face operates in ad-hoc mode. The proposed dual-radio architecture decreases the
energy consumption to only 25% of that of a single radio system, thus recovering
the operation time of the device. However, at high neighbor densities the results
suggest that the current implementation of low-power chips (such as the ZigBee-like
CC2420) may not be suitable for support of the low-power radio functionality in a
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Figure D.5: Normalized energy consumption and normalized goodput for the
Östermalm scenario (a) and the Subway scenario (b) with a 10 m communication
range for the low-power radio and 50 m communication range for the high-power
radio.

dual-radio system, because of MAC layer design issues. We therefore recommend
that dual-radio architectures should adopt an IEEE 802.11 MAC for the low-power
radio if possible. Otherwise, we propose a hybrid dual-radio solution, where the
communication range of the low-power radio in a dual-radio system can adapt to
the environment. The first results confirm that such adaptivity can contribute to
improved performance of a dual-radio system in environments with high densities.
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Abstract

In this paper we examine content distribution in opportunistic networks.
We design and evaluate strategies by which a node fetches and shares con-
tents on behalf of other nodes, even when the contents are not of its own
interest. We propose four relaying/caching options for improving the use of
network resources: relay request on demand, hop-limit, greedy relay request,
and weighted relay request with allocated caching positions. We also compare
our strategies with a strategy from the literature. The proposed strategies are
implemented in the OMNeT++ simulator, and evaluated on mobility traces
with different churn levels. The results show that the performance of oppor-
tunistic caching is strongly dependent on the level of churn in the network.
However, we find a strategy that outperforms the rest in all of the explored
network settings.

E.1 Introduction

Opportunistic wireless networks utilize the availability of individual devices for
establishing communication [19] to exchange data. Protocols for opportunistic con-
tent distribution are commonly based on the publish/subscribe paradigm. A node
that seeks contents is called a subscriber, and a node that makes contents available
is referred to as a publisher. Thus, the willingness of nodes to share contents with
others in their vicinity is essential for the content distribution. However, if nodes
are willing to exchange only data in which they are interested, data dissemination
becomes heavily dependent on the content popularity, as well as the mixing (e.g.
mobility patterns) of nodes in the network. Therefore, we here allow nodes also
to store and exchange data to which they are not subscribed: We call such con-
tent items public data. The goal is to study whether potential altruistic nodes
behavior can result in increased overall system performance. In order to support
this, we introduce two types of caching: private and public, as well as different
relaying strategies to help nodes reach contents that are located outside of their
direct communication range. We evaluate the performance of our system in terms
of private data dissemination versus the overhead the system experiences due to
public caching. Our study incorporates (1) development of an extensive framework
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for simulating a number of relaying and caching strategies in opportunistic context,
(2) adoption of mobility models with different levels of churn and realism, and (3)
presentation of a novel approach for relaying contents in opportunistic context such
that we minimize the overhead of public contents while we favor the exchange of
subscribed data.

The rest of the paper is structured as follows. We review related work in Section
E.2. The caching strategies are outlined in Section E.3. The performance evaluation
is described in Section E.4. Results and evaluation are presented in Section E.5.
Section E.6 summarizes the study, discusses our finding, and concludes the paper.

E.2 Related work

Caching strategies for opportunistic content dissemination usually make use of com-
munity formations and exploit the social roles of nodes inside such communities.
The term community does not refer only to a physical place or location, neither
does it encompass only people who are familiar with one another. What also unites
nodes belonging to a community are their common interests.

The authors in [56] use the concept to form an overlay and implement publish/-
subscribe communication in delay tolerant networks. The overlay formation, which
is a set of logical links, relies on community detection algorithms. In [4], nodes
evaluate the most appropriate peer from which to fetch given content items; this
evaluation is performed by maximizing a utility function defined by the size of the
content, the probability that the content is available and the probability that the
node can get access to that content. In [35], the authors present an idea of pre-
fetching. A node determines whether to store contents in its cache based on analytic
hierarchy process and Grey relational analysis. The authors in [21] propose three
content selection strategies—uniform, most popular, and optimized social welfare—
based on which nodes select to carry contents that are not of their own interest. We
give further details on the optimized social welfare strategy in Section E.5. Social-
Cast [9] presents a routing protocol supporting publish/subscribe communication,
which relies on prediction of node popularity for taking caching decisions. Nodes
that have higher importance in the community are preferred as content carriers.
The authors in [22] propose an algorithm called BUBBLE, which tries to select
popular nodes (with high centrality) as relays by making a decision based on the
knowledge of community structure. However, it depends on the routing protocol
rather than a caching mechanism. Last the authors in [16] suggest a probabilistic
model for a class of two-hop relaying strategies supporting multicasting of infor-
mation streams. The caching decisions in the relay nodes are made based on the
feedback these nodes obtain when they deliver contents to the targeted destination.

Our work differentiates from the ones listed above since it does not rely on
the notion of community, neither does it exploit any of the presented community
features. The strategies we present do not require a routing algorithm, overlay
forming, or prediction of content selection. We do not utilize multicasting, as well



E.3. CACHING STRATEGIES 75

(a) (b)

Figure E.1: (a) Example of the caching model. (b) The relay request protocol.

as we do not rely on feedback to account for future caching decisions. Instead, we
cache content items solely based on nodes requests.

E.3 Caching strategies

Private vs. public caching

Initially nodes subscribe only to the contents that they are privately interested in.
Nodes download data from other peers only when they find content items that
satisfy their private interest. We refer to this as private caching. However, since
individual users have different interests, their subscriptions may vary. Therefore,
the exchange of private contents depends heavily on the popularity distribution
of data items stored in users’ mobile devices. Nodes subscribed to highly popular
contents will have more chances to obtain the data they are looking for, while nodes
with interest in more specialized areas might not find peers that can serve them
with the desired data. In order to address this, we propose a number of public
caching strategies. Public caching allows nodes to be more altruistic and fetch
contents on behalf of their peers when they cannot serve incoming requests.

In order to support public caching, each node keeps track of the available items
both in its private and its public cache in an available list. Moreover, each node
maintains an interested list that holds information about sought items for both
caches, and a subscribed list that consists of all its private subscriptions. An illus-
tration of the caching model is shown in Figure E.1(a). A waiting list is populated
with the IDs of the content items to be downloaded from a peer during a contact.
We call a neighbor any node in direct communication range, and we refer to those
peers which are one or more hops away from us as indirect neighbors.
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Relay Request

The communication protocol between two neighboring nodes is illustrated in Fig-
ure E.1(b). Each node periodically broadcasts Broadcast REQ messages containing
the interested list. Upon reception of a broadcast request, each neighboring node
checks whether it has any items in its available list that match the request. If the
neighboring node cannot provide any contents, it discards the broadcast request.
However, if it can partially or fully serve the request, the node sends back the IDs of
the data it can provide in a unicast message destined to the peer that broadcasted
the request. This peer, in turn, adds those IDs to its waiting list, to be downloaded
from the peering node one content item at a time. We choose to download content
items consecutively rather than in parallel because of the mobility of nodes and the
relatively short contact durations.

Note that this protocol allows only for downloads from direct neighbors. How-
ever, we can virtually extend the communication range of a subscriber by having
its request relayed to indirect neighbors. We here present four relay-request policies
that will be combined into strategies.

Relay on Demand

In a dense network with high mobility and short contact durations, altruistic nodes
may waste storage, transmission capacity and energy to download contents which
might never be delivered to the initial requester. The relay on demand policy thus
broadcasts each incoming request that cannot be served only once. If other nodes in
communication range can provide the missing public content, it will be fetched and
stored by the neighbor node and transferred to the actual requester upon arrival
of the next broadcast request message. The neighbor node will not initiate new
request attempts on behalf of the initial requester if there are no further incoming
broadcast messages searching for the same content item.

Hop-limited Relay Request

Multi-hop relaying allows contents to be downloaded from nodes that are many
hops away. However, in a network with high mobility, multi-hop relaying is not
suitable. Therefore, we have a policy for relaying with a limit of two or three hops
from the initial requesting node.

Greedy Relay Request

The previous policies assume that a node can download contents only from one
neighbor at a time, no matter if this neighbor is providing contents of private or
public interest. The greedy relay request relaxes this assumption by allowing nodes
to constantly monitor content announcements from neighbors while at the same
time downloading data from a peer. To do this, the node continues to periodically
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send Broadcast REQ with its interested list while associated with a peer in a down-
load session. Whenever a new Unicast REPLY is received from a neighbor, the
node checks both its current download (if it is public content) and the advertised
content from the new neighbor (if it is of private interest). If both conditions are
true, the node will initiate a download session to the new neighbor, and abort the
current download.

Weighted Relay Request

Since interested lists are broadcasted, we aim to fit them into a single Broadcast
REQ message. However, in dense environments due to the different private interests
of peers, the number of publicly requested items that each node announces in its
broadcast messages may increase significantly. When nodes are mobile, we want to
be efficient when it comes to broadcasting information. Hence, we introduce the
weighted relay request policy. Before sending out its interested list, a node first
weighs all the content items it has been asked to provide by its neighbors since its
last beacon. We account only for the requests in a single beaconing period, since
we want to have quick response to the dynamics of the environment (e.g. by the
time a node relays a particular request, the originator of the request may have
already obtained the content item from other neighbors). The weighting process
is based solely on the number of different nodes that have requested a particular
item. It allocates a certain predefined number of positions m for public requests in
its beacon and divides them evenly among the most and the least requested content
IDs. Relaying a most requested item allows peers to contribute simultaneously to
a number of requesting nodes; relaying a least requested item prevents penalizing
nodes with less popular interests. If any of those categories exceeds m/2, the node
chooses uniformly at random which IDs to include to the interested list that is
broadcasted. In this work we experiment with m = {2, 4, 6} allocated positions
for public requests.

E.4 Evaluation Scenarios

We explore the proposed caching strategies in an opportunistic content distribution
context. The mobile devices are carried by humans walking through an area. Since
we believe that an opportunistic system may be viable in an urban setting, our
mobility models try to reflect this.

Modeling mobility

Our assumption about mobility is that people tend to be in one of the following
two states: either (1) on-the-go (e.g. going to the train station), or (2) on-hold
(e.g. while waiting for a train to come, or while traveling in a train). Those two
states differ significantly in their nature: on-the-go scenarios, on the one hand, are
characterized with short contact durations with neighbors, as well as a dynamically
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(a) (b)

Figure E.2: High churn simulation scenarios: a part of downtown Stockholm (a)
and a two-level subway station (b).

changing set of neighbors (high churn) over time. The on-hold scenarios, on the
other hand, are described by longer contact durations and a relatively constant set
of neighbors (low churn) over longer periods of time. We look into each of these
two categories separately.

High churn scenarios

For capturing human mobility in a realistic manner we use Legion Studio1, a com-
mercial software tool for simulating pedestrian mobility in large spaces. Legion
Studio allows us to study interaction of mobile nodes, such as platooning and queu-
ing, and it permits the use of open systems, where entities can enter and leave the
system according to predefined patterns. Each simulation run conducted in Legion
Studio results in a mobility trace file, containing a snapshot of the positions of all
nodes in the system every 0.6 s.

Using Legion Studio, we explore two high churn scenarios with different levels
of mobility: an outdoor urban scenario, modeling the Östermalm area of central
Stockholm, Fig. E.2(a), and an indoor scenario, modeling a two-level subway sta-
tion, Fig. E.2(b). In order to be able to compare the scenarios, we choose the input
parameters such that we obtain the same average node density of 0.09 nodes/m2

for both scenarios [18].
The outdoor Östermalm scenario consists of a grid of interconnected streets.

The lengths vary between 20 m and 200 m, and the width is 2 m to represent
sidewalks. We assume that the arrival rates at all inlets to the area are equal and
when nodes arrive at an intersection, they will go straight on the same street with
probability 0.5, or turn to other adjoining streets with equal probabilities. The
scenarios can be characterized as a high-mobility setting since nodes are constantly

1http://www.legion.com/
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on the move. The active area is 5872 m2. The communication range is assumed to
be 20 m.

The Subway scenario depicts a two-level indoor subway station. Passengers
enter or leave the station through any of the entrance points on the top floor, or by
trains at the platforms. The scenario is characterized by a medium level of mobility,
since nodes may take breaks waiting in the coffee shop and at the train platforms.
The active area of the station is 1921 m2. Due to the smaller area, we here shrink
the communication range to 10 m.

Low churn scenarios

The Train scenario defines a subway train with five cars; passengers enter the
cars upon arrival and keep their place in the train for the rest of their journey.
Passengers choose their place in the cars uniformly at random. To add realism to
such a scenario, the times between stations are mapped to an actual commuter train
schedule operating between the central and the northern parts of Stockholm. We
assume that the number of nodes entering the train at each station is drawn from
a Poisson distribution, and each nodes picks uniformly at random the end point of
its journey. The length of each car is 20 m. Nodes in a single car can efficiently
communicate with each other, while communication with nodes from neighboring
cars can be achieved only through relaying.

Content initialization

In our evaluation scenarios we assume that all nodes carry devices and that there
are 1000 available content items in the area. The popularity distribution of those
1000 content items follows a Zipf distribution with parameter α=0.368. Every
device is subscribed to 10 content items upon entering the observed area, and its
private cache is initially populated with 5 randomly chosen content items out of
these subscriptions. Defining the way in which the subscriptions are obtained is
out of the scope of the current work, however one can think that they are managed
through the network in a centralized or decentralized manner. The public cache
is empty upon arrival. Thus, throughout its lifetime in the simulation, each node
strives to obtain the rest of the content items that belong to its subscription. Entries
have a mean size of 3 KB, and a standard deviation of 1 KB.

Simulation model

To conduct our study, we use the MiXiM2 framework for mobile wireless networks
together with the OMNeT++ simulator3. MiXiM includes models of protocols,
radio propagation, node components, and message delivery and it provides a well-
constructed API for application to be run on OMNeT++. In this work we use an

2http://mixim.sourceforge.net
3http://www.omnetpp.org/
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Table E.1: Notations for different relaying strategies

Notation Relay Strategy

1 No caching

2a Hop-limited relaying, 2 hops

2b Hop-limited relaying, 3 hops

3a Greedy relay request with 2 hops limit

3b Greedy relay request with 3 hops limit

4a Weighted relay request with m = 2 allocated positions

4b Weighted relay request with m = 4 allocated positions

4c Weighted relay request with m = 6 allocated positions

extension of MiXiM that supports opportunistic networking [20]. The simulation
model contains the full system. Since the performance of the system depends
heavily on the successful transmission and reception of Broadcast REQ messages,
these messages are sent out with a periodicity of 1 sec. However, in order to avoid
collisions among broadcast requests, nodes entering the system wait a random delay
(between 0 and 1 sec) before they first broadcast a request. We believe this is a valid
assumption, since in opportunistic networks nodes are by nature not synchronized.

E.5 Results

In this section, we present the results from the simulated scenarios. We compare
the results in terms of goodput, which we define as follows:
1) Private goodput—the amount of bytes downloaded in the private cache of a node,
divided by the lifetime of that node in the system.
2) Public goodput—the amount of bytes downloaded in the public cache of a node,
divided by the lifetime of that node in the system.

For our evaluation we use the mean values of the two goodput metrics, Gpri

and Gpub respectively. All values of Gpri are normalized with respect to the value
of the No Caching strategy.

In order to develop a good understanding of the advantages and drawbacks of
public caching, we examine the strategies presented in Table E.1. The notations in
Table E.1 are further used to refer to the strategies in the figures. Furthermore, we
compare these relaying strategies with the optimal channel choice strategy proposed
in [21]. This strategy is based on selecting the public contents to be downloaded, as
described in algorithm 2 of [21]. Each node picks a content item from its own cache
(content i), as well as a content item offered by a peer (content j), and computes
a probability q. If min(1, q) > Uniform[0, 1], the node will fetch and store the
new item j and drop its item i. We evaluate this strategy with different sizes of
the public cache. Moreover, we present a modified version of the probability q to
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(a) (b)

(c) (d)

Figure E.3: Comparison of relay request strategies in high churn environments:
normalized Gpri and Gpub/Gpri for (a, b) the Östermalm scenario and (c, d) the
Subway scenario

correspond to the Zipf distribution we work with:

q =
total numbers of nodes that store content i

total numbers of nodes that store content j

Caching in high churn environments

Fig. E.3 shows the caching results for the normalized private goodput values and
the ratio Gpub/Gpri for the two high churn scenarios and the different relaying

strategies. We see that both in the case of the Östermalm, Fig. E.3(a), and of
the Subway scenario, Fig. E.3(c), the introduction of any public caching generally
increases the amount of private data received by the nodes. However, when nodes
are completely altruistic (strategies 2a and 2b), the increase in private contents
comes at a price of a high overhead. The 3-hop limit in the relaying (strategy 2b)
extends the communication range and increases the private goodput compared to
the 2-hop case. However, it comes at a price of even higher overhead, as shown
in Fig. E.3(b) and E.3(d). The introduction of the greedy relay request strategies
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Table E.2: Average sojourn time for different scenarios

High Churn Low Churn

Östermalm 292 sec Train (normal) 610 sec

Subway 195 sec Train (extended) 3260 sec

(3a and 3b) partially minimizes the overhead, while at the same time delivering an
equivalent user experience.

In the Östermalm scenario, Fig. E.3(a), we see that when we request only 2
public items (one from the most popular, and one from the least popular) we
achieve almost 1.5 times the private goodput we have when we do not use public
caching, and this increase comes at a modest price: The amount of public content
downloaded does not exceed the amount of private content. However, increasing
the number of allocated positions for public contents results in higher overhead.
Hence, there is an important trade-off when designing caching/relaying strategies
for opportunistic networks: We want to get as much private data as possible while
at the same time reducing to a minimum the public contents that have been ex-
changed. Such trade-off may have big impact on the user experience, when energy
consumption comes into play. Mobile users would like to obtain as much contents
of private interest as possible, while at the same time prolonging their battery life.

The Subway scenario shows that in such environments with very high churn level
(smallest sojourn time, as shown in Table E.2) and high mobility, the weighted relay
request with m = 2 allocated positions does not perform well. In fact, the increase
in private goodput is almost negligible, Fig. E.3(c). Moreover, the hop-limited relay
strategies (2a and 2b) perform worse than the No caching strategy.

We compare our strategies to the optimal channel choice strategy, applied to the
Subway scenario (Fig. E.4). We see that even when global knowledge of the system
is applied, and each node can estimate the percentage of peers that hold a given
item, we still observe a considerable increase in the amount of public downloaded
data. In fact, we obtain slightly better results with the weighted relay request strat-
egy in terms of increased private goodput as well as decreased public goodput. The
comparison with the optimal channel choice strategy is similar for the Östermalm
scenario, but omitted due to space constraints (see [7]).

Caching in low churn environments

For our Train scenario we explore two different settings: Train (normal) where we
keep the initial time schedule of the train but vary the mean number of passengers
that enter the train at each station, and Train (extended) where we deliberately
increase the trips between any two stations by a factor of 5. One can think of the
Train (normal) scenario as a setting which represents the passenger dynamics on a
particular line over different times of the day. The mean sojourn times for each of
these scenarios is shown in Table E.2.



E.5. RESULTS 83

(a) (b)

Figure E.4: (a) Normalized Gpri and (b) Gpub/Gpri with applied optimal channel
choice strategy for the Subway scenario.

Table E.3: Normalized private goodput Gpri and ratio Gpub/Gpri for Train (normal)
scenarios

Configuration Private goodput Gpri Ratio Gpub/Gpri

Train Train Train Train Train Train

λ = 10 λ = 20 λ = 40 λ = 10 λ = 20 λ = 40

No relaying 1 1 1 0 0 0

Hop-limited relay, 2 hops 1,90 1,66 0,86 9,94 9,09 10,8

Hop-limited relay, 3 hops 2,10 1,87 0,70 11,5 14,7 17,9

Greedy relay request with 2 hops limit 1,77 1,55 1,24 6,67 8,60 7,43

Greedy relay request with 3 hops limit 2,39 1,73 1,08 10,1 11,7 9,85

Weighted relay request with m = 2 2,04 1,74 1,60 0,55 0,74 2,23

Weighted relay request with m = 4 2,25 2,03 1,70 1,27 2,00 6,84

Weighted relay request with m = 6 2,05 1,87 1,63 2,34 3,42 9,18

Train scenario with different arrivals

Fig. E.5 presents the results for Gpri and Gpub/Gpri for the Train (normal) sce-
nario with mean number of passengers λ = 20 that enter the train at each station.
Comparing these results to the results for the high churn scenarios, we see similar
trends in the performance of the different relaying strategies. However, a more de-
tailed investigation shows that the lower churn scenario enhances the performance
of the weighted relay request strategy with m = 2 allocated cache positions both in
terms of increased private goodput, as well as decreased ratio of public to private
goodput. Moreover, comparing the performance of strategies 3b and 4a, we can
see that they achieve the same performance in terms of private goodput, but differ
greatly in overhead from public downloads.

We further vary the average amount of passengers that enter the train at each
station, and we explore two more scenarios: Train (normal) with λ = 10 to represent
parts of the day with low passenger intensity, and Train (normal) with λ = 40 to
illustrate rush hours. The results for Gpri and Gpub/Gpri are presented in Table E.3.
Again, the weighted relay request with m = 2 allocated positions gives best results
in terms of the trade-off between private and public goodput, no matter the average
amount of passengers per station. Note that the amount of private data obtained by
nodes decreases as the number of nodes in the system increases (e.g. Gpri is highest
for λ = 10). Observe also the private goodput for the Train (normal) scenario with
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Figure E.5: (a) Normalized Gpri and (b) Gpub/Gpri with applied relay request
strategy for the Train (normal) scenario with λ = 20.

λ = 40: in this denser scenario the 3-hop strategies provide lower private goodput
than the 2-hop cases. One possible explanation for this is that the nodes do not
get the chance to communicate with all their neighbors in an effective way, thus
the virtual extension of the range becomes an obstacle rather than an advantage.

Train scenario with different travel times

We keep the average number of passengers entering the train to be λ = 20; the
results are presented in Fig. E.6. Comparing the normalized private goodput Gpri

for the Train (normal) and Train (extended) scenarios, Fig. E.5(a) and E.6(a), we
see that the prolonged travel times do not affect drastically the amount of private
data obtained by nodes in the train. The same observation holds for the ratio
Gpub/Gpri in Fig. E.5(b) and E.6(b). Although the longer times do provide slightly
higher values in the public data cached in nodes, they are not significant and do
not contribute to increasing private goodput. Thus, extended travel times lead to
a steady-state in the system, and we reach a point when nodes have nothing more
to exchange with their direct or indirect neighbors. We have to note, however, that
this conclusion may not hold if nodes create and inject new content items in the
system during their travels, or if subscriptions were for more than 10 out of 1000
items as used here.

E.6 Conclusion

We have studied the usage of public caching for enhancing content dissemination
in opportunistic networks in which data exchange is based purely on subscrip-
tions. The main question we have addressed is whether nodes should fetch and
store contents which are not of private interest. The study has been conducted
with a complete system simulation. We have looked into two types of mobility:
realistic pedestrian mobility to reflect two urban scenarios with high churn, and
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Figure E.6: (a) Normalized Gpri and (b) Gpub/Gpri with applied relay request
strategy for the Train (extended) scenario with λ = 20.

train-commuter mobility to represent low churn scenarios during different times of
the day (e.g. early morning travels, and rush hour).

The simulation results suggest that when in high churn environments, public
caching improves the application layer goodput. However, the vast majority of
the proposed strategies have significantly increased overhead. We note that the
proposed weighted relay request strategy with m = 2 allocated positions for pub-
licly requested content performs well, and significantly decreases the overhead from
public content downloads while it still provides a relative improvement in private
goodput. However, in dynamic settings with high churn, where nodes’ sojourn
times are relatively short, the effect of the weighted relay request strategy with m
= 2 diminishes. In such cases relying only on private caching can be sufficient.

The scenarios with low churn further enhance the performance of the weighted
relay request strategy with m = 2 allocated positions. However, we note that
the effect of the weighted relay request, as well as the other proposed strategies,
decreases as the node density in the scenario increases.

The optimal channel choice strategy from [21] does not perform better than our
strategies.
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