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Abstract 

Scalable, portable and flexible way of providing services can be realized by the means 

of virtualization technology, where parallel VMs are built on top of a shared hardware 

implementation. At the same time, securely deploying services has been receiving 

more attentions. Therefore, it is useful and challenging to secure virtualization 

infrastructures as a number of security threats are attached to virtualization 

technology. 

 

In this thesis, as LXC is investigated for virtualizing RG, a design on CRG virtualized 

with LXC is proposed for delivering third-party services and a security assessment of 

its security threats and vulnerabilities is conducted. Afterwards, a framework of 

security assessment on virtualization technology is proposed. Three possible defense 

solutions are proposed and further evaluated in context with CareNet project. The 

results show that SELinux brings 7% system performance loss but provides CRG with 

customized strategies and is a practical and feasible solution whereas the simplicity of 

SMACK restricts its flexibility and OpenQRM is a lightweight container management 

tool but not a secure one, both of which should be given more consideration. 
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1. Introduction 

Securely deploying software systems and services is a challenge that has been around 

for almost as long as computers have existed [49]. Today this challenge is being faced 

in the virtualization area. Virtualization has also attracted much attention from 

academia and the industry at large for the past 40 years [55]. Virtualization comes in a 

variety of flavors, thereby offering different options, in terms of flexibility, portability 

or performance, to suit the intended use case. Virtualization is becoming increasingly 

important due to its proliferation in data centers and with our dependency on cloud 

computing.  

 

Though virtualization provides good isolation between hosted Virtual Machines 

(VMs), the virtual machine monitor (VMM) can potentially be an entry point for 

attacks against these VMs, due to the elevated privileges of VMMs [14]. Securing 

virtualized infrastructures is particularly challenging when multiple parties are 

involved in management operations and administration of the infrastructure (VMs that 

are operated by one party being hosted on physical servers that are owned or operated 

by another). In such scenarios the hosted VMs cannot be fully trusted by the hosting 

platform. At the same time these VMs cannot trust each other or the hosting platform 

either. However, due to the associated costs and management complexities of 

commissioning, maintaining and operating parallel infrastructures [57], virtualization 

still remains attractive for many industries. For healthcare applications, however, 

virtualization still needs to address some challenges. 

 

1.1. Motivation 

The Vinnova-Carenet [15] project is involved in original research into innovative 

solutions for IT support for home care in selected healthcare chains. The focus of this 

project is the design, prototyping, testing and industrial exploitation of a robust and 

secure low-effect residential gateway (RG) dubbed as the CareNet Residential 

Gateway (CRG). The CRG is expected to facilitate the extension of dedicated 

healthcare networks to homes whilst providing a generic service deployment platform 

for third-party services. Examples of third-party services are IPTV, medical data 

recording and sensor data managing. This service deployment model will allow 

service providers, primarily healthcare services providers, to obtain a slice of the 

residential gateway that they can exclusively access and is further described in 

Section 2.5.3.  

 

The CRG concept relies on virtualization [1], to provide a hosting environment for 

third party services. All virtualization techniques provide their own unique features in 

order to fit an intended use case. At the same time, they each face unique challenges. 

As a consequence, the way an RG is virtualized may introduce a number of issues; 

paramount to these are trust and security related issues. This is because of the 

sensitive medical data that the RG needs to handle needs good security to ensure 
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privacy and to adhere to regulation [56]. Additionally, virtualization on hardware with 

little computer power needs to fully consider the performance trade-offs. Within the 

CareNet scenario, service providers, users and administrators are involved and based 

on them a unique virtualization platform model is formalized. Finally, an RG is 

considered as a Customer Premise Equipment (CPE). Though it may be owned and 

operated by an independent operator, it will typically be placed in the home of a user, 

thereby exposing it to additional security risks.  

 

1.2. Problem Statement 

Though much work has been done in the area of virtualization security, a VRG is a 

new concept that brings new problems. In order to realize the concept of a VRG, 

different virtualization technologies could have been adopted. The CareNet project 

selected Linux containers (LXC) [23], an OS-level virtualization approach. LXC is 

considered as a competitive alternative because of its lightweight implementation and 

high performance [3]. However, since the containers are not “fully” virtualized (as the 

kernel is shared between the host and the guest OSes), this virtualization scheme may 

still be susceptible to a number of security issues. The incompleteness of LXC’s 

isolation may additionally expose it to a variety of vulnerabilities and potential attacks 

that other types of virtualization are immune to. This thesis, therefore, attempts to 

answer the following basic question: Can an LXC-based Virtualized Residential 

Gateway be reliably used as a secure service delivery platform for healthcare 

services?  

 

In order to answer this question, the following sub-questions will be answered: What 

are the inherent weaknesses of LXC, with respect to secure service delivery for 

healthcare applications? How can these weaknesses and vulnerabilities be addressed? 

What are the overall costs of addressing these weaknesses? Do the benefits of 

employing LXC outweigh the costs associated with addressing its inherent 

weaknesses? How does the LXC approach fair when compared with alternative 

approaches for solving the service delivery problem.  

 

1.3. Thesis Contributions 

The main contributions of this thesis work are as follows: Firstly, we provide a 

security assessment of the virtualized residential gateway concept that was presented 

by Zamaere et al in [41]. It assesses the security threats and vulnerabilities of LXC, 

focusing on the context of the CareNet project. This assessment is important if the 

concept will be adopted for healthcare applications in the future. Secondly, having 

conducted a thorough assessment, a design of relevant defensive strategies to mitigate 

these threats is put forward. Thirdly, an empirical evaluation of the proposed 

defensive strategies is conducted before comparing our solution to alternative existing 

solutions that could have been used to provide a service delivery platform for 

healthcare services. 
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1.4. Thesis Outline 

The remainder of this thesis report is organized as follows: Chapter 2 gives 

background knowledge. Chapter 3 includes related work. Afterwards, thesis 

methodology is described in Chapter 4. Chapter 5 provides design and 

implementation for CareNet Scenarios. Chapter 6 covers security problem solutions. 

Evaluation of our solution is described in Chapter 7 then follows a discussion in 

Chapter 8. Recommendations fall in to Chapter 9. Finally, we come to conclusions in 

Chapter 10 as well as present future work. 
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2. Background 

This Chapter covers some concepts that are considered to be relevant to our work. 

The composition of this chapter is as follows: Section 2.1 describes three major 

virtualization technologies while we put emphasize on the description of Linux 

Container in Section 2.2. Afterward, Section 2.3 introduces three state-of-art security 

mechanisms. We then refer to a general way of classifying virtualization security 

problems in Section 2.4. Section 2.5 covers the virtualization infrastructure models. 

 

2.1. Virtualization 

Virtualization has been ubiquitous since 1960s when IBM developed it as a media for 

people interact with computers [2]. Due to its mechanism of separating resource, 

which is our interest, we bring in the concept of virtualization in Section 2.1.1. Then 

we classify it in Section 2.1.2. 

 

2.1.1. Virtualization Concept 

Generally, virtualization contains platform virtualization application virtualization, 

storage virtualization, network virtualization, device virtualization and so on. To put it 

in another way, it’s a scenario where a computer is simulated to run multiple 

operating systems platforms. Either of these two explanations cannot get rid of the 

following aspects: 

 

1) The virtual resources (including CPU, memory, storage, network, etc.); 

 

2) The virtual physical resources with a unified logic and they are available to the user 

with most of the same or identical function of the physical resources; 

 

With physical limitation and constraints, we bring advantages over traditional solution: 

the integration of resources, improving resource utilization, and dynamic IT. 

 

As a consequence, we define virtualization as a procedure of logic abstraction of 

resources, isolation, redistribution, and management thus a virtualized system can run 

a series of Operating Systems (OSs) in parallel. 

 

2.1.2. Virtualization Technologies 

The virtualization techniques can be grouped into three categories: Full virtualization, 

Para-virtualization and Operating System-level (OS-level) virtualization. The 

foundation of the first two groups is hardware emulation. A host machine provides 

emulated hardware environments for its guests to run their individual operating 

systems as if they are running in a real machine. Most of the well-known 

virtualization solutions belong to those categories, including XEN [16], VMware [18] 
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and KVM [21]. Conversely, in a container-based virtualization, the OS kernel of the 

host machine is shared by the entire host. The host machine isolates guests into 

different virtual machines, which mimic a new dedicate running environment for each 

guest and prevent them from accessing unrelated resources. 

 

2.1.2.1. Full Virtualization 

Full virtualization, also known as the original virtualization technology, refers to that 

whole virtual machine simulates the complete underlying hardware, including 

processors, physical memory, peripherals, etc. It is not necessary to make any 

modification to run operating systems or other system software in a virtual machine. 

The architecture diagram is shown in Figure 1.   

 

 

Figure 1: Full virtualization: Use Hypervisor to share the underlying hardware 

 

As can be seen from Figure 1, with computer hardware technology resources 

abstracted, a mechanism is required to manage the resources. This mechanism is 

generally known as Hypervisor or Virtual Machine Monitor (VMM). The model uses 

a virtual machine to coordinate the original hardware and the guest OS, in which case 

some preserved instruction must be captured or processed by the Hypervisor. 

 

Because the operating system takes advantage of the Hypervisor to share the 

underlying hardware, which occupies part of the resources, the performance is not as 

good as non-virtual environment. The only restriction of full virtualization is that the 

operating system to be virtualized must be compatible with hardware architecture. 

 

2.1.2.2. Para-Virtualization 

Para-virtualization is another popular technology, which also uses Hypervisor. 

However, what make a difference is that in Para-virtualization technology the host 

operating system is fully aware that it is virtualized and running on a Hypervisor and 

its guest operating will integrate virtualization code without recompiling or trapping 

sensitive OS calls so that the operating system itself can be well collaborated with 

virtual processes. Figure 2 shows the architecture of it. 
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Figure 2: Para-virtualization 

 

As can be seen from Figure 2, in Para-virtualization, the guest operating systems 

require some modifications (satisfying the Hypervisor), which is a demerit, but the 

Para-virtualization consumes less virtualization overhead and provides similar 

performance with the original system.  Like full virtualization, Para-virtualization 

supports several different operating systems. 

 

2.1.2.3. OS-level Virtualization 

Finally, in operating system-level virtualization (also known as container-based 

virtualization), the guest OS shares the same kernel with the host OS, so it is different 

from the above methods in that it can only simulate the same type of host operating 

systems, such as Linux can only run Linux, Windows can only run on a Windows. 

Figure 3 illustrates the mechanism. Some examples of container-based virtualization 

include Linux VServer [31] and OpenVZ [28]. However, in spite of some attractive 

features of these two like live migration, Linux Container, which we take advantage 

of in this thesis work instead of them, is treated as mainline virtualization approach by 

the Linux official kernel tree and as namespace is already integrated with the kernel, 

it’s not necessary to add any extra patch. 

 

 

 
Figure 3: OS-level Virtualization 
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As can be seen from Figure 3, different from the first two virtualization technologies, 

there is no Hypervisor layer in OS-level Virtualization so that Guest OS sits directly 

on top of Host OS. As it uses the OS call from the original host machine and does not 

implement any emulation or hardware assistance, OS-level virtualization consuming 

the least overhead in regard to building virtual environment among the three. 

 

2.2. Linux Container 

“The big virtualization tools like KVM and Xen can’t compete on a small scale with 

resource-spare cgroups and Linux Containers. “- Kurt Seifried 

 

LXC is a new container based virtualization solution for Linux, and it is accepted by 

Linux kernel as a standard virtualization approach. LXC utilizes several kernel 

features to achieve the virtualization goal, such as kernel namespaces and control 

groups (CGroups) [25]. Kernel namespaces enable a group of processes to have their 

own namespace and thereby isolating these processes from any process not in the 

same namespace. It is proved that LXC containers are capable of supporting a large 

number of services with little performance overhead [41]. 

 

2.2.1. Namespace Utilization 

The kernel namespace provides several benefits to its affiliated processes, including a 

separate host name (utsname), private network resources, a user ID namespace, a 

process ID namespace, and an IPC namespace. The CGroups, which is another kernel 

feature utilized by the LXC, provides capabilities to control the overall behavior of a 

group of processes, place resource limitation and conduct usage accounting. Table 1 

gives an overview of those namespaces that Linux kernel has introduced. 

 

 UTS MNT PID UID IPC NET 

Aggregated 

for 

Utsname Mounting Process ID User 

ID 

Inter-Proces

s 

Communica

tion 

Network 

Function Containing 

Hostname 

Domain 

name etc. 

Mounting 

point of file 

system 

Holds 

number for 

each 

Process 

Holds 

number for 

each User 

Communica

tion 

between 

processes 

Indexes 

&Names of 

Network 

Devices 

Table 1: Modules of different namespaces that are integrated in Linux 

 

2.2.2. Advanced Chroot 

LXC can be considered as an advanced chroot [24] environment. The chroot can 

change root directory for processes in order to confine their execution in the new root 

directory. Built on top of chroot, LXC implements more isolation mechanisms and 
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resource managements on different aspects of an operating system, for the purpose of 

achieving a full virtual environment. 

 

An environment isolated by LXC is called a container. Each container has an init 

process (PID is one under the namespace of this container), and only processes forked 

from this init process or its children are visible in this container. A LXC container 

also has its own network space, with a private loop back interface initially. More 

network interfaces can be configured into containers, and they can be either physical 

interfaces in the host machine or completely virtual interfaces. All the users in one 

container receive user ID and group ID under the namespace of their container, 

therefore, a user in the container might have the same UID as a user in other 

containers or the host OS, but they are totally different users. Last but not least, LXC 

creates a control group for each container, which permits administrators in the host 

OS to give customized resource control for each container. 

 

In addition to above kernel level functionalities, LXC also provides a user space 

toolset for the configuration and management of its containers. This toolset provides 

utilities such as the container creator, the container destroyer and the container 

monitor. 

 

2.3. Security Mechanisms 

The access control system security is achieved by establishing security policy. It 

controls all the access requests according to the security policy. To make a judgment 

on whether to allow access can effectively prevent illegal user access to system 

resources and legitimate users from the illegal use of prime sources. Three major 

ways of it can be found in the following sections respectively. 

 

2.3.1. Discretionary Access Control 

Discretionary Access Control (DAC) is used to control access by restricting a 

subject's access to an object. It is generally used to limit a user's access to a file. In 

this type of access control it is the owner of the file who controls other users' accesses 

to the file. Users owning the access rights can directly or indirectly, give access rights 

to the other subjects. As Discretionary access control is one of the most popular 

access control means, it is necessary to confirm the user identity and (or) the group to 

which they belong. 

 

Based on Access Control Lists (ACLs), DAC has a disadvantage in such a “generous” 

context. User A can easily give out access right to User B, who are not expected to 

have so. 

 

2.3.2. Mandatory Access Control 
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Mandatory Access Control (MAC) is originally used for protecting against 0-day 

attack, which bases its evasion on unknown vulnerabilities. So it is not a replaceable 

product for firewall, nor is for access control list. In MAC model, only the 

administrator has the right to define the usage or access policy, which cannot be 

modified by users. In contrast, DAC is always determined by the users with 

permission. While DAC is not eligible enough to protect against malicious program 

run by powerful root user, MAC is more oriented to confidentiality. 

 

In this master thesis, we introduce, though a number of, two of existing enhanced 

access control implementations, Security Enhanced Linux (SELinux) and Simplified 

Mandatory Access Control Kernel (SMACK). 

 

2.3.3. Role-Based Access Control 

Role-Based Access Control (RBAC) brings in the concept of “Role” for the purpose 

of isolate Users (subject of a certain action) and Privileges (Operation on resource). In 

an RBAC model, Privileges are assigned to Roles instead of to Users directly. As a 

result, Roles become an “agent” between Users and Privileges since Users are granted 

Privileges by designating them to Roles according to their qualifications and 

responsibilities. 

 

This mechanism offers efficiency and flexibility. Apart from updating permissions 

individually, we are provided with a way of updating Roles, which represents a set of 

permissions in this model. New privileges can be combined to the original Roles 

while the unintended ones can be removed based on diverse system requirements. 

 

2.4. Virtualization Security Threats 

As security mechanism as well as basic knowledge of virtualization technology is 

presented above, we hereby give the background information of possible attacks in a 

virtualized environment. Basically, attackers can be divided into two categories: 

insider and outsider [27]. As the literal meanings, they stand for attackers inside or 

outside the attacking target, respectively. Meanwhile in general, attacks can also be 

classified into three ways VM to host, Host to VM and Virtual machine Escape, 

which is described separately in Section 2.4.1, 2.4.2 and 2.4.3. Some other possible 

attacks are described in Section 2.4.4.  

 

All of the virtualization technologies suffer from these threats but some are more 

prone to the threats than others. This is because the infrastructures of those 

virtualization technologies are different so that the isolation provided by them 

between VMs or between VMs and host machines varies from each other. For 

example, with hypervisor layer introduced in, full virtualization hardly brings any 

possibilities of communication between VMs and host while the characteristic of 

sharing kernel OS-level virtualization may be exploited to place a VM escape attack. 
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2.4.1. VM to VM 

VM to VM is the threat that a virtual machine is likely to suffer from a parallel VM 

sitting above the same host machine. The damage that this kind of threats can do 

depends on what malicious users do. Three aspects are concerned and they are 

presented based on the dangerous level of each action: monitoring processes and view 

or copy files of other VMs, shutting down processes running by other VMs and 

modifying data of other guest machines. Fortunately, most virtualization technologies 

that have a Hypervisor integrate memory resource protection so that memory resource 

is better guarded [14]. 

 

While VMs are supposed to run in a self-contained and separated environment from 

each other, a VM to VM attack lets a VM user have control to another VM. The 

defensive strategy to this threat is restricting the behaviors of all VMs. The restriction 

is quite measurable because only operations or access within each VM should be 

considered legitimate. The way of setting this limitation can be checking every 

operating system call and the target of it. Any attempts to reach out to other VM are 

discarded. The benefits of doing so is firstly, once the VM is compromised, it cannot 

be utilized as a fertile ground for launching further attack to other VMs. This is 

because the VM is protected like a self-contained box. All possible attacks only 

happen inside the “box”, not to contaminate other “boxes”. Secondly, this eliminates 

the possibility that even a legitimate operation generated from one VM would lead to 

touching processes or files on another VM. Provided only poor isolation between 

VMs like sharing the same kernel, this is quite likely to happen. However, introducing 

such a control mechanism may lose efficiency since most system level calls will be 

examined in this case. 

 

2.4.2. Host to VM 

Once a host machine is compromised, VMs running on it are prone to suffer a Host to 

VM attack. This kind of threat shares much in common with VM to VM threats and 

could also influence VMs in various ways. The only big difference is all the attacks 

are originated from host machine. Hence, we take one of the typical attacks of it for 

example, which is having the right of start shutdown and pause operations towards 

VMs. As soon as these actions are performed by malicious intention, all the services 

provided by VMs and all the connection towards them will be suspended, resulting in 

a big loss to service provider. This whole procedure can be termed as a DoS attack. 

 

Sometimes this kind of attack is also referred to as a Guest to Guest attack when 

multiple VMs are set up and running. This is originated from the possibility that an 

attack takes advantage of virtualization application as an attack ground. VMs are 

merely subsets of the virtualization applications. All of them are under the control of 

the host machine, the access to which, in this case, is gained by the malicious user. 
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They can break into one VM and then “hop” from one to another [14]. The way to 

prevent this attack from spreading is stopping it from the very beginning. RBAC as 

stated in 2.3.3 can be possible solution since it categorizes all users in the host 

machine and distributes privilege in accordance with each role. Even if the host 

machine is compromised, the attackers will be normally assigned to unauthenticated 

roles thus only gain a very tiny amount of privileges. Owning theses privileges will 

hardly do any damage once the RBAC policies are formulated properly. 

 

2.4.3. VM Escape 

The definition of Virtual Machine escape [14] is the process that virtual machines 

breaks out of the virtual layer and can directly interact with host machine. As the 

resources are shared between host machine and virtual machine, isolation is still 

granted to prevent communication or program running between those two [14]. In 

addition, a VM Escape attacks can be launched in a variety of forms and with the 

ability to operate on kernel modules, possible attacks are listed below: 

1. Injecting a trivial erroneous kernel module, this raises a segment fault. A segment 

fault in the kernel crashes the whole system, which affects not only all the containers, 

but also the host OS. 

2. Injecting a simple kernel module, which iterates the kernel process table to obtains 

all the information of processes running in the host OS. 

3. Injecting a network filter hook in the kernel, this sniffs all the traffic from both 

containers and the host. 

4. Running malicious codes from virtual machine as a host root user. 

 

This kind of attack is considered rather dangerous in virtualization techniques because 

when a platform is compromised by this attack, VM users consequently share a 

certain amount (it depends on how bad the platform is hacked) of privileges with an 

administrator on the host machine. This totally goes against the original intention of 

virtualizing a platform to prevent users from access unrelated resources so that the 

virtualization technology is actually gone. In addition, there is high possibility that 

VM escape would evolve into attacks of other patterns. For example, the attackers can 

easily launch a Guest-to-Guest attack as stated in Section 2.4.2. VMs other than the 

one which has already escaped are prone to suffer attacks because they can be 

controlled by attackers who take advantage of VM escape to further gain access to the 

host machine. 

 

2.4.4. Other Possible Attacks 

There are also possible attacks that are originated from either the VM or the host 

machine with arbitrary targets. We give examples of DoS and LAN attack. 

 

In a platform, the host hardware resources such as CPU, memory Disk and network 

resources are shared among all users. Denial of Service (DoS) attack occurs when one 
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of the VMs takes over all the available resources [14]. Therefore, other guest 

machines will have to stay idle, receiving no services from system as no resource 

request can be possibly invoked. In this thesis work, instead of from the host machine, 

only the DoS attack originated from a VM is investigated. This is due to a dilemma in 

how to distribute privileges of controlling VMs to administrator on the host machine: 

We admit chances are that a malicious administrator from host machine can launch a 

DoS attack to paralyze VMs. In that case, we have to limit the operations of the 

administrator; at the same time, we do not want the administrator to lose some basic 

operations such as VMs creation, VM startup and VM shutdown. Unlike limiting the 

operation inside a VM to prevent VM to VM attack, we find it difficult to strike a 

balance between the above two scenarios. A possible solution would be placing a 

fine-grained access control towards the actions of administrators but it is considered 

time-consuming thus not included in this thesis work. 

 

In addition, an attacker knows no details of the network configuration at first; 

therefore, he runs a packet sniffer in his container, hoping to get some special packets. 

After a small period of sniffing, he realizes that his virtual machine can receive all the 

broadcast traffic in the same subnet, which noticeably includes the ARP request. This 

attack can be termed as LAN attack. This attack can happen either between VMs or 

between VM and host machine. 

 

2.5.  Virtualization Infrastructure Models 

Virtualization today is used in different settings and environments. This section 

presents current available virtualization infrastructure models: Desktop use, Virtual 

Private Server and CareNet service delivery model. The pros and cons of virtualizing 

each of them are also described in Section 2.5.1, 2.5.2 and 2.5.3 separately. 

 

2.5.1. Desktop Virtualization 

In this model both the host machine and virtual machines are managed and 

administered by the same individual. This is a common approach for home use. Since 

the user is responsible for installing, updating and, generally, managing both the host 

and virtual machines, the risks of the virtualization security threats discussed in 

Section 2.4 are negligible. This is because the chances of a malicious VM being 

installed by the user are low (unless of course the user intends to).  

 

The benefits to do Desktop virtualization can be stated as two parts: First it can 

provide support for multiple operating systems, especially legacy operating systems.  

Hence, it offers optional environments and enables users to work inside OS of their 

flavors. Second, users can achieve some kind of security. For example, they can 

choose to browse in an untrusted VM which is formatted upon reboot. This not only 

ensures that if the VM is compromised the compromise does not spread to its host 

machine, but also leaves no trace to reveal privacy. 
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2.5.2. Virtual Private Servers 

A virtual private server (VPS) is a virtual server machine running in parallel with 

customer machines on the same physical computer. It is often utilized in a data center 

managed by cloud computing. In this infrastructure there are two roles: administrator 

who owns the infrastructure and the users who lease resources from the service 

provider. 

 

Compared to traditional server concept, this model offers a lot more benefits. This is 

because unlike traditional server, which sets up each service on a per physical 

machine’s basis, VPS uses virtualization technology to set up multiple services on the 

same machine. Since the amount of the physical machines required is diminished, this 

model achieves scalability and less vulnerability to hardware outage. 

 

2.5.3. CareNet Service Delivery Model 

Within the context of the Vinnova-Carenet project, a third-party service is a service 

that is provided by an external entity, other than the manufacturer/operator or the user 

of the RG. The proposed management model for the VRG is such that: a) the operator 

controls the RG host, providing general administration such as installation of updates, 

commissioning new VMs etc.; b) a user will need access to a management console 

that allow them to install or remove third-party services (that execute within a running 

VM); and c) a service provider will have exclusive access to a service VM running on 

the RG. 

 

This is an obviously different model compared to the first two, as more roles are 

involved. Virtualization is very suitable to a preferable way of isolating user’s 

operation from the service provider’s is to set up two containers for each to own. 

However, a compromise will possibly damage more due to the rise on the amount of 

roles. For example, more chances are that a DoS attack in the host machine 

consequently turns into a DDoS (Distributed Denial of Service) attack since this 

model requires at least two separated VMs. In this case, both of them will suffer 

non-service. In addition, another big difference is that the users have direct physical 

access toward the VRG instead of remotely consuming in VPS’s context. For example, 

doctors who use a VRG to monitoring medical sensor data probably share it with a 

patient. 
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3. Related Work 

There are a lot of papers, which have done the work of quantifying the isolation or 

evaluating the security in full virtualization and Para-virtualization such as 

Quantifying the performance isolation properties of virtualization systems, 

Application Performance Isolation in Virtualization and VITS Test Suit: A 

Micro-benchmark for Evaluating Performance Isolation of Virtualization Systems 

[51-53] but for OS-level virtualization, especially LXC, the amount is very limited. 

The way that those works benchmark isolation for full and Para-virtualization is 

considered irrelevant to LXC due to they eventually focus on examining Hypervisor 

layer security, which is not included in LXC infrastructure. In Section 3.1, we give an 

overview of the existing work of investigation the security vulnerabilities in a 

virtualized platform. In Section 3.2, several works on how to conduct security 

assessment is presented. Section 3.3 and 3.4 describe related projects to LXC, 

Linux-VServer and Proper. Finally, in Section 3.5, the Fedora 17 Project has created 

virtualization sandboxes to securely provide services, which is related work. 

 

3.1. Virtualization Security 

Virtualization security contains Hypervisor security, host/platform security, securing 

communication, security between guests and security between host/guests [54]. Here 

we introduce some existing work related to our project, including implementing Linux 

security module on Linux containers, different virtual machine framework from LXC. 

When it comes to specify the security vulnerabilities, in Virtualization safety problem 

analysis and A survey on virtual machine security [11, 14], the authors have 

systematically listed a series of attacks, which we have looked into and rephrased in 

Section 2.4 as well. 

 

As Scaling Peer-to-Peer Testing using Linux Containers describes LXC scalability [9], 

which we may deal with when coming across issues on determine the amount of 

containers. Actually, too many containers may result in draining out the system 

resource. In this case, this work also set out a test from a security view. A dig into 

LXC configuration indicates a mechanism to set resource quotas used by containers to 

avoid excessive occupation on CPU and memory. In this thesis work, this could be 

possible approach to protect container DoS attack from happening. 

 

For the basic steps of strengthening the security of Linux Containers, the IBM 

“Secure Linux containers cookbook [26]” would be guide to our work. In this article, 

the author also has defined several security goals as LSM has been implemented 

inside Linux Containers. With this basis, we can lay certain specified attacks and 

evaluate approach that we have taken. 

 

3.2. Security Assessment 
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Security is a major concern across a broad spectrum of IT systems. A security 

assessment analyses these systems in order to identify the associated security risks 

and potential vulnerabilities. A general framework of security assessment is proposed 

in A framework for system security assessment [49] and offers us methods aspiring to 

assess the security posture of systems. Though not specifying the type of system or 

thoroughly give analysis to a system, this work puts forward a model of security 

assessment working as a reference. This model splits the assessment task into two: 

security level assessments, which results in security levels of system and system 

components and securability assessments, which investigates the securability of each 

system components. The former one is generally based on the other because the latter 

one actually tells whether the system can be secured or not. Including technical, 

organizational and individual aspects, the securability is constant provided that no 

design is changed. Furthermore, five issues of conducting security assessment are 

presented in this work: First, a set of measurable security-related characteristics that 

can be mapped to specified security metrics; Second, mechanisms to associate 

appropriate sub-sets of the security-related characteristics to system entities; Third, 

methods for assessment of the security strength of system entities, regarding the 

associated set of characteristics; Forth, modeling techniques capturing 

security-relevant properties of system structures; Finally, methods aggregating the 

results for individual system entities, possibly including other factors, to system-wide 

security values. In our work, we take the approach of mapping security requirement to 

metrics to conduct evaluation. The rest of them are considered time consuming thus 

not included in our work. 

 

When it comes to virtualization security assessment specifically, in Virtualization 

Security Assessment [10], the author gives a group of virtualization assessment tools. 

Though limited to assess VMware ESX virtualization product, this work has some 

principles which offer good initiatives of assessing other product. It is primarily based 

on three metric: COS configuration, Network Segmentation and Rogue VMs. COS 

means a console operating system and should be provided with access control 

according to author’s idea. Network packet may sometimes be segmented 

inappropriate. Hence, the author suggests that different traffic patterns should be on 

different networks so that users are treated with a restriction. Not all users can access 

them due to a management control on the segmentation, providing confidentiality. A 

Rogue VM is a VM controlled by unassociated users. This is dangerous because they 

share the same privilege as associated user. This work implies a strong authentication 

and encryption mechanism such as Role-Based Access Control. Apart from it, we 

consider this paper hard to follow since the author only assesses full virtualization 

technology but we base our work on OS-level virtualization. 

 

3.3. VMware, Xen, OpenVZ Comparison for HPC 

A Comparison of Virtualization Technologies for HPC [59] has studied the high 

performance computing within the three major virtualization approaches mentioned in 
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Chapter 2. VMware is selected for evaluation as the representative of full 

virtualization while Xen is selected as the one of Para-virtualization and OpenVZ for 

OS-level virtualization. The result of the study does concern with virtualizing a RG 

when we make a choice of the established virtualization technique. 

 

According to the author, VMware offers three ways to set up networking between 

host and guest machines: NAT, bridged and host-only networking. NAT networking 

assigns the same IP address to VMs and still enables them to communicate with each 

other over it. Bridged networking distinguishes each VM by assigning different IP 

address to them. Direct communication between host machine and guest machine is 

possible under Host-only networking mode. Only bridge mode is selected as the test 

environment. 

 

Xen as the most popular Para-virtualization application today provides the guest 

machines with nearly native performance. The network setting for test is as such: each 

VM has its own virtual interface which sticks to the bridge created on the host 

machine. In this way, the networking is fully virtualized and separates all guest 

machines as individuals. 

 

As for OS-level virtualization, OpenVZ is considered to also provide near-native 

performance and two ways to virtualize network: a default setting of virtual network 

device and a virtual Ethernet device. The former is faster and allows no configuration 

on the network by guest administrator while in the mode of latter, guest administrator 

can configure a virtual Ethernet device. The default setting is chosen for further 

testing. 

 

In this paper, the author has benchmarked these three virtualization technologies in 

regard with four aspects: network performance, file system performance, Symmetric 

multiprocessing performance and Message Passing Interface scalability. The results 

have shown OpenVZ acts well in both file system and industry-standard scientific 

benchmark while VMware suffers from MPI-based scalability problem. Though with 

a remarkable network performance, Xen is lack of supporting high scalability, the 

same problem as VMware has. 

 

3.4. Linux-VServer Project 

Virtualization of Linux based computers: the Linux-VServer project [12] aims at an 

environment where independent servers can be run in full speed simultaneously. 

Other than the downside of not compatible with virtualizing multiple OSes, key 

upsides of taking Linux-VServer as virtualization approach are its lightweight 

property, an easy use of latest Linux Kernel development and utilizing device drivers 

without any performance penalty brought by virtualization layer. For the security part, 

it uses POSIX capability to control the privileges of a root user in the guest OS, which 

we consider a possible solution to achieve isolation. 
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Meanwhile, Container-based Operating System Virtualization: A Scalable, 

High-performance Alternative to Hypervisors has a systematic isolation 

benchmarking on another kind of OS-level virtualization – Linux VServer, as well as 

comparing it with other virtualization systems [3]. The author advocates a more 

extensive utilization of container-based systems because the benchmarking results on 

Linux-Vserver indicate a superior system efficiency and comparable isolation support 

compared to Xen. To put it in a more general way, the performance of 

container-based systems doubles that of hypervisor-based systems at most. These 

properties of container-based virtualization are what make this kind of virtualization 

competitive and considered to be reasonable motivations of choosing among 

virtualization techniques. However, Linux-VServer is eventually deprecated in this 

thesis work, given that it is not integrated in the mainline Linux kernel with no 

consistent community support. 

 

3.5. Proper: Privileged Operations in A Virtualised System 

Environment 

Another interesting way of setting up a virtualized system environment is called 

Proper [13]. It is not a virtualization technique, but a service running on the PlanetLab 

system. The author insists it to be not only just component of PlanetLab but also an 

application to virtualized system like Xen and VMware. In that work a hierarchical 

way of providing services is put forward. Different application of different priories 

will be classified into different VMs, which are also labeled with secure levels. In this 

way a safe manner together offering good flexibility and compatibility virtualized 

environment can be achieved in such a privileged performance. 

 

Although the author has proved that Proper can be compatible with Linux-Vserver, in 

this thesis work, we do not consider Proper as possible access control solution but 

only take one insight of Proper: allow services to perform privileged operations in a 

controlled manner. This is because an evaluation on its overhead in this work has 

shown the system latency that Proper introduces is large, 5-15ms. Therefore, the 

benefit that Proper brings in is considered not to outweigh its drawback. However, the 

thoughts of providing only privileged operation and access control mechanism can be 

used for reference in our work. 

 

3.6. Fedora Project: Virtualization Sandbox 

Fedora 17 project [36] aims to create a tool sandbox container that will allow an 

administrator to easily create a VM to run the application server, with libvirt and 

SELinux locking it down. They want to make the processes of setting up these 

containers easier and to use SELinux and containers together to lock down the 

processes running within the container, meaning people could run multiple customers 
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on a host and prevent them from attacking each other or the host.  

 

The detailed approach is both making use of SELinux policy to restrict or isolate 

applications and take advantage of some kernel files system namespace features to 

surveillance the file system. In this case, to escape the sandbox, it will take 

applications to break out of the guest Linux Kernel, the host virtualization hypervisor 

(if applicable) and the host SELinux policy. Hence, this change allows an 

administrator to run multiple services on the same machine each service in a secure 

Linux Container. 

 

The benefit of conducting this work was to give users a broad horizon of how to strike 

a balance between security and system utilization overhead based on their security 

needs. In addition, an expansion of support spreads to not only OS-level virtualization 

but also QEMU and KVM product. This allows users to choose their favorable 

virtualization techniques with a secure implementation, receiving a wider range of 

user base. 

 

However, at the time this report was being written, it was 60% done so we cannot take 

full advantage of this work. Moreover, libvirt in this work contains a lot of APIs 

rather than dealing with LXC only. There are many hypervisor and storage drivers 

that are irrelevant to our work. Hence, implementing libvirt will bring unnecessary 

resource consumption and go against the intention of creating a light-weight system. 

In addition, it is designed for general utilization, meaning that it only looks at the first 

two models presented in Section 2.5, Desktop Virtualization and VPS, instead of the 

CareNet Service Delivery Model. Despite dealing with some virtualization security 

problems are within the same scope as our project, we still need to design our 

approach to accommodate the CareNet requirements. 
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4. Methodology 

In this Section, we give our general approach on completing thesis project. The 

project steps are illustrated in Figure 4. 

 

 

Figure 4: Thesis Project Approach 

 

Literature Study is the foundation of the whole project and is listed in Chapter 2&3. 

Based on it, we can continue to carry on further implementation and evaluation. The 

following steps will be, first, design and establish an LXC-based VRG for security 

assessment. It includes study on both virtualization technologies, especially its 

security and Virtualization Infrastructures Models, Linux Container and Security 

Mechanisms that are available now. 

 

In order to address security issues, we will investigate how much Virtual Machine 

Manager can help us with tackling these problems, which is, in our case, the Control 

Groups [25]. Under no circumstances shall we add extra module, which may probably 

lead to a performance loss when LXC itself can overcome all the difficulties in 

protecting containers. However, as the assessment of CGroups is ongoing, we may 

find its limitation of dealing with the isolation. Based on approach above, the work is 

split up into three described as followed: 

 

· Investigate the general vulnerabilities of the system caused by LXC itself and 

gives security requirements. 

 

· Investigate the potential solution towards those security problems and verify each 

based on whether they meet the requirements above. 

 

Literature 
Study 

Virtualization 
Technology: its 

security and 
Infrastructure model 

Linux Container 

Security Mechnism 

Experiments 

VRG Security 
Assessment  

VRG vulnerability 
Mitigation Strategies 

Investigation 

Evaluation of potential 
solutions 

Discussion 



KTH, Royal Institute of Technology  Master Thesis Report Final Version 

20 
 

· Evaluate each solution based on various metrics. 

 

The basic step of carrying out these tasks including selecting virtualization technology 

will be introduced in Chapter 5&6. Afterward, we come to empirically evaluate and 

compare existing solutions on how well they meet the requirements of the use case 

scenarios that are of particular interest to us in aspect of pre-defined metrics: 

Confidentiality and Integrity; Implementation Complexity; Flexibility; and System 

Overhead. These will be discussed in greater detail in Chapter 7. Finally, we come to 

discuss the result generated by those experiments in Chapter 8.  
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5. VRG Security Assessment 

The design and implementation of a VRG was already presented in [41], this chapter 

re-iterates these design and expounds on the implementation details and presents our 

security assessment of the CareNet VRG concept. 

 

5.1. Requirements 

The basic VRG design requirements have been proposed in [41]. These include 

Service Hosting, Isolation of Services, Reasonable Performance, and Low Cost and 

are discussed below:  

 

Service Hosting: VRGs must be capable of hosting a diverse set of third-party 

services thereby enforcing the least set of restriction on the deployed services. 

 

Isolation of Services: VRGs must provide a reasonable degree of isolation for hosted 

services, including, performance isolation, security isolation, and fault isolation.  

 

Reasonable Performance: VRG must exhibit reasonable performance such that a 

large number of services can be deployed and can all execute at near "bare metal" 

performance. 

 

Low Cost: The price for a VRG must be competitive in order to be an attractive 

replacement for current generations of RGs. Low cost is an important requirement 

from two points: Firstly, the specifications of processor and system memory inside a 

RG until this report has been written are Dual Core Intel Atom D525 @1.66GHz and 

SO-DIMM DDR2 4GB 667MHZ, meaning it’s a modest but not high-end system. A 

RG will suffer from lag in performance with a heavy-cost virtualization technology. 

Secondly, the price for a VRG should be competitive so that it can be appealing 

replacement for current generations of RGs. 

 

Furthermore, we propose the security requirements specified for CareNet project as 

follows: 

 

Requirement One: Both Management and Service Provider containers have their 

own separated file systems.  

 

Requirement Two: Containers will be protected from each other. Management 

Container cannot read files owned by Service Provider container or kill its processes 

directly and vice versa. 

 

Requirement Three: Roles that have exclusive controller to a certain container 

cannot have access to the host file system or processes running on it while the system 

is free from VM escape caused by code run by malicious root user in containers. 
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Requirement Four: The Role Doctor has file access limited to a certain directory 

which Researcher does not, Patient’s data etc. 

 

The reason why we introduce the first requirement is further discussed in Section 

5.3.3. As for the rest three, they are all out of the security concerns derived from the 

study presented in Section 2.4. 

 

5.2. The Model 

In order to conduct the security investigation, we propose a scenario for LXC called 

the CareNet [15] service. This service uses LXC as a virtualization approach and 

provides CareNet service to its clients. 

 

The CareNet service is proposed as a way to provide a remote patient care platform 

for elderly care. This service is deployed on a Virtualized Residential Gateway (VRG) 

that is proposed as a standard piece of equipment in a typical home. Though the VRG 

is placed in the patient’s home, it is remotely managed or administered by a 

professional network administrator. Once services are deployed on the RG, the 

service provider responsible for the service may still need to be able to access the 

service to provide routine maintenance of the service. Lastly, the patient who is the 

primary user of the VRG should be able to control the services that run on the RG. As 

a result, the VRG should guarantee isolation between different users, and their 

respective resources, data, and tasks. In this case, administrators should not be able to 

access data of the patients and service providers, or hinder executing services in any 

way. 

 

As stated in Section 2.5.3, the proposed management model for the VRG is such that: 

a) the operator controls the RG host; b) a user will need access to a management 

console that allow them to install or remove third-party services; and c) a service 

provider will have exclusive access to a service VM running on the RG. 

 

5.2.1. The Scenario 

The Figure 4 illustrates the CareNet scenario based on the model discussed in the 

previous section. Assuming that a new service provider, say a hospital starts to 

provide necessary medical-related services using LXC, and each virtual machine is 

placed separately in one Linux container. Users sitting in the university are given a 

relatively high privilege to edit services through the management container while 

hospitals have direct access to the service provider container but only to the extension 

of utilizing, no modifying at all. Administrators, who could be the operator of the RG, 

are responsible for the RG. He or she is responsible to set up policies that guarantee 

management box to have modest right as well as convey the call of modifying from 

container 1 to container 2 in the Figure 5. 
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As multiple containers are deployed, chances are that one attacker also enters this 

scenario with malicious purpose. The attacker starts to leverage any weakness which 

can affect other users, including stealing their data and crashing the whole 

architecture. Such severe damages are supposed to be prevented by investigating and 

fix secure vulnerabilities. 

 

 

Figure 5: Use Case Scenario of providing CareNet services 

 

5.2.2. Roles Supported 

Derived the scenario, we further give the control privilege distribution on each 

container based on role type in Table 2. 

 

 Administrator User Doctor 

Management 

Container 

No control, only 

ability to create, 

start and stop 

container 

Full control No control 

Service Provider 

Container 

No control, only 

ability to create, 

start and stop 

container 

Some control: 

monitor, install or 

remove third-party 

services 

Some control: 

Patient’s Directory 

and Exclusive 

access to Medical 

service 

Host Machine Full control No control No control 

Table 2: Privileges distribution based on three roles: Administrator, Patient and 

Doctor 
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As can be seen in Table 2, an administrator is granted for the full control on the host 

machine. He is expected to take up duty of creating, start and starting containers. 

Giving full control on the host machine to this role, however, may have security 

concerns and we discuss them in Section 5.5.2. Users, professors etc., will have full 

control towards their own container and partly control on the service provider 

container for managing third-party service. Doctors on the other hand, only are 

provided with the services in the service provider container. In addition, they have 

exclusive read/write access toward some sensitive medical data like patients’ record 

in the container. 

 

5.3. Design of the VRG 

As we begin to design the proposed VRG, first we make a choice between available 

virtualization platforms and state the reason, which is presented in Section 5.3.1. 

Second, we specifically present how to virtualize with our selection in Section 5.3.2. 

Finally, both we describe the model and scenario in Section 5.3.3 and 5.3.4 

separately. 

 

5.3.1. Choice of Virtualization Platform 

We could have used different Virtualization techniques. Full virtualization offers the 

best isolation and resource protection mechanisms [50, 3]. Operating system-level 

(OS-level) virtualization provides the best performance and service density at the 

expense of isolation [3]. The main disadvantage with OS-Level virtualization is that 

all hosted virtual hosts or "containers" share the same kernel and therefore a critical 

system failure in one container may affect all other containers. 

 

Table 3 compares the features of the three virtualization technologies. 

 

 Full Virtualization Para-Virtualization OS-level Virtualization 

Isolation High [3] Mid [3] Low [3] 

System 

Performance 

Efficiency 

Low [3] Mid [3] High [3] 

Multiple-kernel 

Supporting 

Yes [47] Yes but needs 

modifying [47] 

No [47] 

Live Migration Yes [4] Yes [4] Yes [4] 

Live System 

Update 

No [48] No [48] Yes [4] 

Table 3: Comparison between three different virtualization techniques 

 

As can be seen from Table 1, OS-level virtualization offers comparatively higher 

system performance efficiency than the other two. This is because, for OS-level 

virtualization, there is no Hypervisor layer so that it receives less efficiency 
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punishment than Full or Para-virtualization. In this context, system performance 

mainly refers to CPU, Memory, Disk usage and Read/Write speed. However, it 

provides a rather low isolation attributed to the mechanism of sharing the same kernel 

between host and guest machine. Mainly, low isolation can suffer from four aspects: 

resource isolation, file system isolation, namespace isolation and fault isolation. To 

overcome it, we should find approaches to provide access control mechanism for both 

resources and file systems while maintaining efficient use of system resources. In 

addition, while live migration is available in all of the three techniques, supporting 

kernel update when the Guest OS is still running will be helpful but not of paramount 

importance due to we focus on security side of each virtualization technology in our 

work. In a nutshell, since a lot of virtualization technologies are available, our 

selection depends on the basic requirements in Section 5.1, which is low-cost.  

 

OS-Level virtualization was chosen due of its low overhead, small footprint and 

resulting higher container density. This was an important consideration as RGs are 

typically built on low-end resource constrained hardware. 

 

Among different OS-Level virtualization applications, we choose Linux Container 

and hereby we give the motivation to make LXC as a decision: 

 

· It is a new approach so that not many published works are found to take advantage 

of LXC as a solution, which indicate that we have much to investigate and 

optimize this solution. 

 

· It is treated as mainline virtualization approach by the Linux official kernel tree 

and as namespace is already integrated with the kernel, it’s not necessary to add 

any extra patch in it. In that case, kernel enhancements may bring benefits to the 

improvement of LXC. 

 

For those two reasons, virtualization approach is decided and further study will focus 

on what LXC can offer us and CareNet project as well as fix the backdoors to prevent 

malicious user from exploiting them. 

 

5.3.2. Container Type 

As is described in Section 2.2.1, a variety of namespaces allow us to create two kinds 

of LXC containers. The first is an LXC application container. It provides full separate 

networking support and isolates a single application that uses the existing host 

network. However, we choose to create the other, LXC system containers, which 

mimics an entire operating system with its own file system and network address, fully 

separate from the host operating system. Only in this way can we have multiple 

applications running inside a container. Otherwise, we will have to create exactly the 

same amount of containers as that of applications, resulting in unnecessary 

performance loss. 



KTH, Royal Institute of Technology  Master Thesis Report Final Version 

26 
 

Besides basic setup with LXC, we also need some additional services that related to 

conduct our project. Open-SSH server is one of them as we may want to initiate 

control from host machine using the network address. Moreover, using a medical 

device demands DHCP server in the container. In addition, CareNet specific services 

such as medical data recording application or sensor data management are also 

required. 

 

5.3.3. Arrangement of Virtual Machines 

We configure the VMs to have their own separated file systems rather than let host 

machines and VMs share the same file system. The benefit of doing so is first in this 

way we allow container to install or delete software that is isolated from others and 

the host thus different containers can provide different services. Second, each 

container can have its own storage instead of sharing the same storage which causes a 

privacy problem. Finally, users can have different Linux distributions as container OS 

when file systems are separated. People can work on the environment of their flavor. 

 

5.3.4. Network Configuration 

There are three ways of setting up virtual networks between physical interfaces and 

virtual interfaces: MACVLAN, VETH and PHYS mode. MACVLAN mode gives 

each container different MAC VLAN tag. The broadcast information is flooded only 

in the VLAN area, and the containers in different VLAN are not allowed to directly 

communicate with each other. VETH refers to virtual Ethernet and choosing this 

mode will create a peer network device with one side assigned to the container and 

the other side is attached to a bridge specified together with the network mode. Hence, 

it is also called a bridge mode. The last one is physical mode, which uses the already 

existing interface. It does not build any virtual interfaces and is not often used. Hence, 

as the characteristic of the first two modes varies from each other, the choice is based 

on addressing security issues and is further discussed in Section 5.7.1. 

 

5.4. VRG Implementation 

LXC contains both user space and kernel space programs. The user space toolset 

could be obtained in most of the Linux distributions, while for the kernel part, a recent 

kernel (2.6.29 and above) is required and several kernel configuration options need to 

be enabled. The lxc-checkconfig in the toolset can perform the option checking. If 

there are closed options, a kernel recompilation is required. The full options are listed 

in Appendix A. 

 

5.4.1. Prerequisites 

Instead of adding new system call, the kernel control group functionality use virtual 
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file system as its interfaces. Therefore, this virtual file system needs to be mounted 

before the installation of the LXC containers. The following commands mount the file 

system to location /cgroup. 

 

mkdir -p /cgroup 

mount none -t cgroup /cgroup 

 

The CareNet scenario uses the 32-bit Fedora 14 with kernel 3.0.0 and LXC-0.7.4 

toolset. 

 

For the purpose of full virtualization, each container needs an individual root file 

system. There are numerous methods to install a root file system; here we only give 

an example for Fedora system. 

 

In a Linux system, the debootstrap [17] can build a root file system without any 

installation CD. In principal, the guest OS can be any Linux distribution as long as it 

is compatible with the kernel of the host OS. However, in order to avoid potential 

conflicts, it is recommended to install the same OS as the host one. 

 

/usr/bin/lxc-fedora create 

 

The above command generates a root file system at ROOT_FS_LOCATION, which is 

the same Fedora version and identical 32-bit architecture. After the installation of the 

root file system, we change root (chroot) to it and add a user for further usage. The 

administrator can also install other essential software, such as OpenSSH-server [34] 

into the container file system at this step. 

 

5.4.2. Container Configuration 

LXC toolset requires two configuration files for each new container. The first one is a 

standard fstab configuration, which includes file system information of the guest. The 

configuration below is a sample fstab, in which the $L denotes the location of the root 

file system of the container. 

 

none $L/dev/pts devpts defaults 0 0 

none $L/proc proc defaults 0 0 

none $L/sys sysfs defaults 0 0 

none $L/var/lock tmpfs defaults 0 0 

none $L/var/run tmpfs defaults 0 0 

 

The second configuration file is lxc.conf. Parameters and detail usage of the 

configuration can be found in the lxc.conf manual page [30]. 

 

lxc.utsname = guest 
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lxc.network.type = veth 

lxc.network.link = br0 

lxc.network.hwaddr = MAC_ADDR 

lxc.network.ipv4 = IP_ADDR 

lxc.mount = $FSTAB 

lxc.rootfs = $L 

 

The above configuration fragment shows the main contents of the lxc.conf file. The 

lxc.utsname is the host name of the container, which should be unique among all 

containers. 

 

The lxc.network.type specifies the approach of the network access in the container. 

The value veth stands for the virtual Ethernet mode. In the virtual Ethernet mode, 

LXC toolset creates two network interfaces, which bind to the host and the container 

respectively. The host side interface is attached to a virtual network bridge device, 

which is specified in lxc.network.link. The container side interface is used as a normal 

network interface inside the container. 

 

The lxc.network.hwaddr and the lxc.network.ipv4 store the MAC address and IP 

address of the container. For the last two parameters, the lxc.mount specifies the file 

location of the container fstab, and the lxc.rootfs saves the location of the root file 

system. 

 

5.4.3. Container Creation, Startup and Life Cycle 

Once the configuration files are ready, we can move to the step of container creation. 

The lxc-create command is responsible for the creation job while the lxc-destroy can 

delete an existing container. To take a modified configuration into effect, container 

also needs to be destroyed and recreated. 

 

The following commands illustrate the syntax of the lxc-create and the lxc-destroy, in 

which $NAME is the utsname of the container, and $CFILE is the location of the. 

 

lxc-create -n $NAME -f $CFILE 

lxc-destroy -n $NAME 

 

After the creation, a container is ready for running. The commands lxc-start and 

lxc-stop start and end a container. A full reference for a common LXC installation can 

be found at [29, 19]. 

 

5.4.4. Container Access 

We have two options to access a running container: SSH and the lxc-console. The 

SSH is for the user of the container, which requires the container administrator to 
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setup the SSH server inside the container before deliver it to the user. The lxc-console 

option uses the TTY device to connect to a container; only the host machine can 

access containers via TTY devices. The lxc-console is usually used by administrator 

to access the container for configuration or network recovery. 

 

lxc-console -n $NAME 

 

The above command is an example of the lxc-console, which obtains the console of a 

container ($NAME is the parameter for the utsname of a container). 

 

5.5. Attack Surfaces 

Given the scenario above and derived from the categories of virtualization technology 

threats in Section 2.4, a number of attacks surfaces can be enumerated as follows. 

 

5.5.1. Malicious Services 

A malicious service is service that intends to carry out malicious activity on the host. 

This includes: a) abusing resources on the host; b) performing unprivileged actions; 

and c) attempting to compromise other services running on the host. Protecting 

against malicious services has been investigated by many including [42-44]. In fact 

malicious code (viruses, worms, Trojan horses) among others is one of the major 

security problems today. Approaches to defending against malicious services include 

code signing [45], code verification [46]. These techniques are not under 

consideration in this thesis as it is not possible to guarantee 100% protection from 

malicious services. Our approach rather, is to minimize the threat of malicious 

services by significantly limiting their adverse effects on the VRG. 

 

5.5.2. Malicious Administrators 

Chances are that an administrator intends to gain unauthorized access to information, 

data or resources owned by either a user or a service provider. A malicious 

administrator is difficult to defend against since an administrator typically has 

complete access to all resources on the VRG. Hence, a system compromised by a 

malicious administrator is prone to suffer DoS attack as we have described in Section 

2.4.4. 

 

In the CareNet scenario, there may be attackers who target containers and gain 

privilege to access the host machine (root privilege etc.) as a starting point. Though 

dangerous, this kind of attack is out of the scope of this thesis, because it is really hard 

to decide how much privilege an administrator deserves to have. For example, if 

given too much trust, a malicious administrator can place a DoS attack from host 

machine, making all VMs out. If given less, then the administrator will lose the basic 

rights of managing containers such as creating, starting or stopping them. Hence, 
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regardless of this kind of attack described above, our investigation is based on a 

trustworthy administrator and exclusively focuses on the situations where an attacker 

can use the weakness of the LXC. 

 

5.5.3. Malicious Users 

A common situation is where a user wishes to exploit a service in order to gain access 

to unauthorized content. Facing this threat, we make use of Role-Based Access 

Control. Based on such, we achieve an environment which gives away operation 

privileges according to role types. This approach restricts each user to a certain group 

of privileges so that sensitive contents are protected. 

 

5.6. Attack Vectors 

In this Section, general security issues are described. We first investigate general 

security problems caused by the relatively poor isolation from the virtualization 

technique of LXC, in other words, they are all of LXC specified problems. When it 

comes to the types of attacks, we will investigate both passive and active attacks. For 

the former one, mainly we will focus on LAN attacks such as sniffing traffic while for 

the latter, DoS or introducing malicious code, stealing or modifying kernel and 

information will all be in our scope and deploy defense with both Control Groups. 

Rather than the categories we have referred to in Section 2.4, we propose three types 

of security problems, Network Attack, Privilege Issues, Denial of Service as part of 

the framework of security assessment which can be utilized for future related work. 

 

5.6.1. Type One: Network Attack 

This type of attack mainly refers to the process that attackers take advantage of 

network security vulnerabilities and sniff traffic within the network to monitor data 

transferred or even modify them. It results from the improper configuration in the 

container setup. Unlike the threats caused by breaking privilege limits, this kind of 

attack may happen with legitimate user privileges. 

 

5.6.1.1.  LAN Attack 

This means that the attacker can collect related information of machines in the same 

LAN area, and initial LAN area attacks without any difficulties, such as ARP 

spoofing and Denial of Service attack. This is a serious security issue, since even the 

host machine might be also in the same LAN. The source of this issue comes from the 

network configuration of the containers. The virtual Ethernet (veth) mode is 

commonly applied for most of the LXC tutorial documents, but it is prone to attack in 

LAN. The veth mode uses a virtual network bridge in the host machine to connect all 

the containers, as well as the host interface. A network bridge learns the MAC address 

of all its ports and locates the receiver of unicast packets. However, for the broadcast 
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packets, the network bridge has to flood it to all its ports. 

 

5.6.2. Type Two: Unprivileged Action 

This is one of the major security problems that LXC is prone to suffer. As LXC guest 

OS shares the same kernel as the host machine, user can exploit this trait to conduct 

illegal action. We describe and give solution to VM escape, POSIX capabilities, User 

ID and Group ID Isolation, Host monitoring from VM as examples of these actions 

 

5.6.2.1. VM Escape 

VM escape is one of the attacks where isolation compromises and is extremely 

dangerous in LXC based virtual environment (CareNet etc.), as the root (UID = 0) 

inside a container has equal privilege as the root user in the host. The only difference 

is that the guest root is confined in the container, and thus it cannot directly reach and 

modify the host machine. However, with a mighty root and the share kernel 

characteristic of the LXC, the attacker can easily insert a kernel module or run code, 

which will be directly injected to the host machine, resulting in the complete breaking 

down of the whole scheme. Libvirt as of Fedora 16 has the ability to run processes 

within a container, the problem with this is the processes can run as root and can 

easily break out of the container. Also it is fairly difficult to setup one of these 

containers to run a particular service, for example Apache. 

 

5.6.2.2. POSIX Capabilities 

The early version of LXC has no control on Portable Operating System Interface for 

uniX (POSIX) Capabilities. The INIT process of container inherits all capabilities, 

which makes the host vulnerable to attacks from guest containers. A noteworthy 

problem is that the execution of the reboot command in the guest is able to restart the 

host machine. Developers of the LXC have noticed this issue, and now the capability 

for reboot (CAP_SYS_BOOT) has been removed from container by default. However, 

other capabilities are still open for attack. The CAP_SYS_MODULE capability which 

allows kernel module operation is a good example from Section 5.6.2.1. Other 

problematic capabilities includes CAP_SYS_TIME (the capability for changing 

system time), CAP_SETUID (the capability for setting user ID), CAP_SETGID (the 

capability for setting group ID), and CAP_DAC_OVERRIDE (the capability for 

issuing operation on a file without permission check). 

 

5.6.2.3. User ID (UID) and Group ID (GID) Isolation 

The user namespace, like PID namespace, provides containers a separate space for 

their users. However, this new feature currently is lack of support from other kernel 

codes; most of the codes ignore the user namespace feature and only conduct simple 

UID/GID matching. Because of this problem, in a container of LXC, a user with UID 
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1000 can modify files of the user who has the same UID number in the host machine 

or other containers. 

 

5.6.2.4. Host Monitoring from VM 

We also observed some important information leaking in current LXC container. By 

using this information, attackers can discover the detail configuration of the host 

machine, and then targeted attacks might be applied. Some of the problems are listed 

below  

1. The command dmesg gives boot up trace information of the host machine in the 

container. 

2. The command lsmod gives loaded kernel module information of the host in the 

container. 

3. The command free shows the memory usage of the host system. 

4. The /proc pseudo file system leaks host machine information such as CPU and 

memory. 

 

5.6.3. Type Three: Denial of Service 

A sturdy resource control mechanism is essential, otherwise, a malicious user will be 

able to grab all the system resources and prevent normal users from functioning. 

 

We have executed two different attacks: CPU grabbing and memory overuse. 

 

The first attack uses a small C application, which is an infinity loop with a large 

amount of computation tasks. Two instances of the code are executed in order to hold 

both of the CPUs of the host machine (a dual core processor). The CPU usage of the 

malicious container easily climbs to nearly 100% when other containers are idle, 

however, in a full loaded situation, when all containers are running computation 

intensive tasks, each of them get 1/N share of the CPU (N is the number of containers 

in the host). This shows that LXC has basic level of protection over CPU grabbing. 

 

In the second attack, we introduce another C application, which requests the OS to 

allocate a large amount of the memory (3GB). The execution successes and since the 

available memory is less than 3GB before the code execution, the OS has to process 

memory swap out, which greatly degrade the performance. We can observed that: In 

the free utility, the free memory drops to zero and the used swap space increases; The 

hard disk is running all the time for the swap I/O operations; the whole host machine 

(includes all the containers) becomes very slow on response. This shows that memory 

overuse can happen and affect other users in LXC. 

 

5.7. Security Assessment Results 

We investigate what LXC offers to help to deal with the examples of the three types 
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as well as give possible impact of each solution. Here, we don’t consider solutions 

other than CGroups and LXC configuration. In that way, the result of this assessment 

is general for all LXC users to precaution. In addition, to focus the study on CGroups 

is interesting because it is considered similar to a Virtual Machine Manager (VMM), 

which is Hypervisor in both Full and Para-virtualization. While Hypervisor has been 

proved to be powerful in managing the execution of the guest operating system, to 

what level the management of CGroups itself, as LXC’s “Hypervisor”, can achieve 

worth an effort. 

 

5.7.1. LAN Attack Proposed Solution 

The CareNet service should use the macvlan mode (MAC VLAN) instead of the 

ordinary veth mode. The macvlan mode is an alternative network mode for container 

network configuration, which gives each container different MAC VLAN tag. The 

broadcast information is flooded only in the VLAN area, and the containers in 

different VLAN are not allowed to directly communicate with each other. 

 

lxc.network.type = macvlan 

lxc.network.macvlan.mode = private 

lxc.network.link = eth0 

 

The above modification on the lxc.conf of the container applies the MAC VLAN 

mode. The lxc.network.type is changed to macvlan and the private in the 

lxc.network.macvlan.mode indicates no direct MAC layer communication is allowed 

between containers (also the host). The eth0 for the lxc.network.link is a normal 

interface in the host machine, which will be used to handling the network traffic of the 

container. 

 

5.7.1.1.  Other Impact 

In addition to security enhancement, the macvlan mode also improves the system 

performance of the whole network, because the virtual network bridge is eliminated, 

thus the kernel needs no emulation on the bridge behaviors, such as handling the STP 

protocol. However, even though macvlan interfaces are conceptually located on the 

same Ethernet segment, they are isolated from each other for unicast traffic, thus 

unicast Ethernet traffic sent out from one macvlan interface with the destination 

address of another macvlan interface on the same host will not be delivered. So 

constraining broadcast traffic also restricts unicast traffic, which loses some flexibility 

of the system. 

 

5.7.2. VM Escape Proposed Solution 

The above attacks are only a small portion of the potential threats. With the ability of 

using kernel modules, a malicious user can issue tons of different attacks and it is hard 
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for the CareNet to adopt a decent defense scheme. Actually, granting kernel module 

privilege to a container is a wrong decision in the RG situation, because the kernel is 

shared by all containers and the host; any modification on the kernel is visible to 

every user. This drawback shows that LXC is not suitable for the use case where 

different containers have different kernel customization requirements. Extra defensive 

strategy against this kind of attack is in need. 

 

5.7.2.1. Other Impact 

The kernel module issue is only part of the problem related to the powerful guest root. 

In Section 5.7.3, we illustrate an approach to block the kernel module operation 

ability from the guest root user, but root privileges are still dangerous. The safest 

solution is to revoke root privileges from containers, but this method greatly limits the 

usage of the LXC container and increases the workload of the host administrators, 

since they have to conduct any tasks requiring root privilege on behalf of the 

customers.  

 

5.7.3. POSIX Capabilities Proposed Solution 

In order to avoid this issue, we need to decide a safe subset of capabilities for each 

container based on the usage of the clients and only give them the minimum set of 

capabilities. Except the capabilities we mention above, a table of other noticeable 

capabilities for the host administrator is provided in the Table 4. 

 

Capability Name Description 

CAP_SETFCAP The privilege to manipulate file 

capability 

CAP_SETPCAP The privilege to manipulate process 

capability 

CAP_SYS_ADMIN A group of privileges for system 

administration 

CAP_NET_ADMIN A group of privileges for network 

administration 

Table 4: The capability list of other high risk capabilities 

 

The lxc.conf allows host administrators to restrict the capabilities for a container. The 

following lines in the lxc.conf drop the capabilities of CAP_DAC_OVERRIDE, 

CAP_SYS_TIME and CAP_SYS_MODULE: 

 

lxc.cap.drop = dac_override 

lxc.cap.drop = sys_time 

lxc.cap.drop = sys_module 

 

The LXC utilizes the capability bounding set feature of the Linux kernel. The 
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capability bounding set is used to restrict the capability set a new process can obtain 

[22]. For instance, in the above lxc.conf example, the lxc-start will remove those three 

capabilities from the capability bounding set of the new container process during the 

startup of the container. 

 

5.7.3.1. Other Impact 

From security point of view, dropping POSIX capabilities is of good use but from a 

functionality point of view. With most of the privileges banned, admins are too 

powerless to be in charge of the guest system. For example, with CAP_NET_ADMIN 

revoked, one can’t do ifconfig to change the IP address nor can he view the current IP 

address of the system. In this thesis, we suggest a more fine-grained division of 

POSIX capabilities so that admins can distinguish and keep more legal commands 

from insecure ones. With those operations remaining, containers can function more 

while misbehave less. 

 

5.7.4. UID and GID Isolation Proposed Solution 

The problem is less significant, if we carefully isolated the root file system of each 

container, and share no important file among the containers and the host. It is also 

important to prevent container users from accessing the devices in the host machine, 

otherwise in the container a user can issue a mount command to mount a file system 

which belongs to other users, then modifies the files in it. LXC provides 

configurations to control the device accesses via the support of kernel control group: 

 

lxc.cgroup.devices.deny = a 

# /dev/null and zero 

lxc.cgroup.devices.allow = c 1:3 rwm 

lxc.cgroup.devices.allow = c 1:5 rwm 

# consoles 

lxc.cgroup.devices.allow = c 5:1 rwm 

lxc.cgroup.devices.allow = c 5:0 rwm 

lxc.cgroup.devices.allow = c 4:0 rwm 

lxc.cgroup.devices.allow = c 4:1 rwm 

 

The above configuration fragment shows a good security practice, which uses the 

concept of the white list. The first line of the fragment denies container user to use 

any devices, then the following lines enable the needed devices one by one. The white 

list mechanism is simple and powerful for the access control. 

 

5.7.4.1. Other Impact 

Because this scheme uses whitelist mechanism, when the control configuration denies 

any devices that are legitimate to be operated by the container, we have the change to 
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bring it back by just adding it in the “allow” part of the lxc.conf file. Here we suggest 

introducing a security auditing mechanism in this scheme to better keep track of all 

the block operation caused by the configuration fragment, something like SELinux 

and SMACK do. The security auditing framework makes access control easy to 

follow and is described in Section 7.1.3. 

 

5.7.5. Host Monitoring from VM Proposed Solution 

The common file access control is a possible solution for this kind of attacks; we can 

change the file access control flags for related files, thereby preventing container 

users from accessing them. 

 

5.7.5.1. Other Impact 

However, there is no general method which can locate all the related files. Meanwhile, 

modifying the file access control flags might cause failure of some standard Linux 

tools. For this kind of security issues, we need to understand the system and the 

requirement of the container users, and applying access control based on their usages. 

 

5.7.6. Denial of Service Proposed Solution 

As we introduced in the background section, LXC utilizes the CGroups (control 

groups) to manage resources for each container. The CGroups allows fine-grained and 

hierarchy control on various aspects of hardware and system resources, such as CPU, 

memory and I/O. In the LXC, each container is assigned a separate control group and 

these groups are siblings on the system control group hierarchy tree. 

 

In Section 5.4, we created a virtual file system for the CGroups. Inside this file system, 

every container has its own folder, which contains parameter files to control the 

resource usage. The parameter cpu.shares in a control group determines the share of 

the CPU for this group; it is an integer with default value of 1024. Assuming the 

values of cpu.shares for all containers from C1 to CN are V1 to VN, then the actual 

CPU share percentage (Pn) for container n (n = 1 to N) is: 

 

Pn = Vn / sum (V1 to VN) 

 

This share percentage is a soft limit [25]; a container can exceed this boundary when 

there are available CPU resources. If there are hierarchies in the control groups, the 

calculation of the share percentage changes according to the hierarchy structure. Since 

LXC containers are at the same hierarchy level, we ignore the hierarchy share 

percentage calculation in this report. 

 

The mechanism of The CGroups explains the behavior of the CPU grabbing attack. 

Since the default value is 1024, each container finally gains the same share percentage 
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of the CPU during conducting CPU intensive tasks. Meanwhile, because of the soft 

limit, when other containers are idle, a container can get a CPU share more than its 

limitation. 

 

In addition to the CPU share, the CGroups also allows administrators to specify other 

restrictions on the CPU, such as which CPU can be used for a container (by parameter 

cpuset.cpus). 

 

We can also defend the memory overuse attack with the help of the CGroups. There 

are two threshold parameters for memory resources: memory.limit_in_bytes and 

memory.memsw.limit_in_bytes [20]. The memory.limit_in_bytes is a hard limitation of 

the maximum amount of physical memory for a control group while the 

memory.memsw.limit_in_bytes is a hard limitation of the maximum amount of 

physical memory plus swap space for a control group. If an administrator wants to 

prevent containers from using the swap space, the two parameters should be set to the 

same value. The default settings of these two parameters are unlimited, which is the 

reason of the success of the memory overuse attack. 

 

By default, a process in the container is killed if it exceeds the memory limitation. 

Another option is to change the parameter memory.oom_control, which can disable 

the out of memory killer; then the process will be put in to sleep if it reach the limit, 

waiting for other processes to release the memory. 

 

5.7.6.1. Other Impact 

As is described, our solution creates a relatively fair environment for every running 

container but the hard limitation mechanism of memory provided by CGroups is less 

flexible. Unlike how CGroups distributes the CPU resource, once the amount of 

memory occupation goes beyond the threshold, the process is immediately killed even 

if there is available idle memory. Among a lot of use case scenarios, chances are that 

we want one container to consume a larger amount of resource which is beyond the 

threshold. LXC cannot handle unless we shut down the container and reconfigure the 

control group file. OpenQRM [35] solves this issue and is further described in Section 

6.4. 

 

5.7.7. Conclusion of Security Assessment 

In this section, first a malicious code injection is performed towards “plain VRG” (or 

RG without solution) in Section 5.7.7.1, indicating that it’s powerless against this 

attack. We illustrate a Linux way of solving this problem but it’s far from practical 

due to a variety of reasons stated in Section 5.7.7.2. Afterwards, we reach the 

conclusion that extra defensive strategy is in demand. 

 

5.7.7.1. Plain VRG Context 
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If only OpenSSH-server is setup inside a container, VM escape can occur. This is one 

of the most dangerous exploits on a VRG as stated in previous sections. In the 

Non-LSM or DAC context, we may suffer from the scenario below: 

 

First, the root user inside the container injects some malicious code, /sbin/poweroff in 

this example in Figure 6: 

 

 
Figure 6: Code Injection from virtual machine 

 

Then we may find in the file located in the same directory on the host machine appear 

like Figure 7: 

 

 

Figure 7: After injection, host machine is “contaminated” 

 

This kind of compromise is due to lack of namespace support on sysfs. Because of 

this, LXC is vulnerable to a malicious root user. Things could become even worse 

with other code injected rather than just “power off”. 

 

Another problem is related to Requirement Four. Because no sandbox is built in the 

DAC context, even if the read write or execution privilege of the sensitive patient data 

is only authorized with User Doctor, a researcher can still have access through 

running backdoor applications. 

 

Role Doctor can easily jump out access right to Role Researcher, who are not 

expected to have so. 

 

5.7.7.2. Dropping POSIX Capabilities Context 

As some of the impact of this approach is described in Section 5.7.3.1, we present 

more in this section. Though with root privilege revoked, the root user in guest OS 

can hardly do any damage to the host machine, this scheme places the largest gap 

between what root users should do and what shouldn’t since almost all the privilege 

can be dropped and nothing can be done in the guest operating system. This makes all 

the legitimate operations dead, losing flexibility for hosted services. For example, we 

can’t even look up IP address via ifconfig since this capability is banned. 
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In addition to such big loss, dropping admin capability will make services not 

deployable in the container, going against the CRG requirement stated in Section 5.1. 

Therefore this scheme itself is not really a solution in this project thus should be 

excluded from further analysis. However, while there are more and more specified 

capabilities coming out, which offers more fined-grained privilege control, in the 

future, this scheme may be practical alone. Rather than all of it, a better way is to drop 

part of it, which is considered to be illegal, CAP_SYS_BOOT etc. Through this we 

can reach a more secure virtualized environment but far from ideal. 

 

Having investigated the above scenarios, a conclusion of this assessment can be 

reached as such: CGroups is capable of addressing several security issues such as 

CPU grabbing and through LXC configuration LAN attack concern can be eliminated 

but VM Escape attack remains unresolved. Further work will be investigating possible 

solutions towards it. 
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6. VRG Vulnerability Mitigation Strategies Investigation 

In this chapter, Linux Security Module and its adaptation to security requirements are 

presented, as well as OpenQRM as vulnerability mitigation strategies in Section 6.1, 

6.2 and 6.3. 

 

6.1. LSM Overview 

Since the Linux Operating System only provides Discretionary Access Control [5] 

(DAC), which lacks of various or enhanced access control mechanisms, adding the 

Linux Security Module (LSM) becomes an alternative for administrators as another 

way of integrating dynamically loadable kernel module into Linux [6]. LSM, as 

loadable kernel modules, has a lot of features such as lightweight, general purposed, 

good access control framework for the mainstream Linux kernel that enables many 

different access control models to be implemented [6]. One of the access control 

mechanisms, Mandatory Access Control (MAC), is the one, which LSM is 

specifically designed for. There may be other strategies that could also provide MAC 

and RBAC. Why we take SELinux or SMACK as possible solution is because they 

are in the mainline kernel. GRsecurity [58], for instance, is a patch to the kernel, not 

yet mainline therefore not included here. 

 

6.1.1. Security Enhanced Linux (SELinux) 

SELinux, often integrated with Fedora distribution, is one famous implementation of 

the LSM, which is based on MAC system. Here we give a brief introduction on the 

mechanism of it. 

 

SELinux contains mainly three ways of access control: Type Enforcement (TE), 

Role-Based Access Control, Multi-Level Security (MLS) of which the most basic and 

powerful one is Type Enforcement [7]. By tagging files (the label is called type) and 

processes (the label is called domain), either a domain intending to access a type or a 

domain stretching out to access another domain will be granted only if the explicitly 

allow rule has been defined in the policy file. SELinux also offers a Role-Based 

Access Control mechanism based upon TE where roles are utilized for categorizing 

domain types and relate these domain with users. In addition, MLS is used for 

managing multiple users with policies regulated in a hierarchical manner, usually 

coming with complex syntax and relatively hard to implement. 

 

Normally, when an object wants to access a file, the whole procedure is based on the 

kernel flow to send request. The SELinux’s function is creating a hook which is 

“listening” to every access attempt. The time that the hook actually comes into effect 

is when it breaks the normal kernel flow and check the access control according to 

SELinux Security server, where all decisions are stored [8]. It is the SELinux Security 

server that decides whether to stop the normal kernel flow or continue, resulting in 
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successfully file access. 

 

Though containing much more reliability and stability compared to Windows, Linux 

still have these following inadequacies. Firstly, there exists a privileged user root. 

Anyone with root privileges for the entire system can do whatever they want. 

Secondly, Set User ID (SUID) programs escalate privileges. If the program that sets 

the SUID permissions has backdoor, an attacker can easily exploit it. Finally, the 

DAC (the Discretionary Access Control) indicates that file system owners can do any 

read write and execution operation on the system while not enough division is 

guaranteed for the file access permission. Facing these deficiencies, firewall, intrusion 

detection systems are powerless. In contrast, SELinux deals with them better with 

strengthening access right. 

 

Systems with SELinux integrated offer a comparatively high performance of security 

by minimizing the permissions of processes. Even if attacked and processes’ or user’s 

rights taken away, no significant impact will be imposed on the entire system. Here, 

we conclude the features of SELinux. 

 

Feature 1: MAC (Mandatory Access Control): 

Access to resources like all files, directories, ports is checked against policy-based 

strategy, which is customized by the administrator while general users do not have 

permission to change. 

 

Feature 2: TE (Type Enforcement): 

TE concept in SELinux is very important. Here we give an example of it. In an 

Apache server scenario, httpd process can only be run in httpd_t domain while TCP 

port 80 is given http_port_t. If access vector does not allow http_t domain to access 

http_port_t, Apache server will not even be started.  

 

Feature 3: Domain Transition: 

This characteristic allows one object to change its label to a designated one 

automatically. This is done by pre-defining a trigger event using SELinux policy. For 

example, files belong to the unconfined_t domain can ‘jump’ into the apache_t 

domain after being run by the user of type apache_exe_t. With domain transition, we 

can not only label the file system itself but also the behavior of it, leading to a 

complete restriction such as a sandbox. 

 

Feature 4: RBAC (Role-Based Access Control): 

Users are divided into a set of ROLEs so that even the operations of ROOT user, 

which are not in the ROLE of sysadm_r, are restricted. Because, those ROLE can 

perform domain is also set in the policy. ROLE can also be transited as the security 

policy dictates. 

 

When it comes to providing medical service, we introduce OpenMRS [38], a 
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web-based medical service tool and currently in use by CareNet Develop Team. 

However, more the applications are, bigger the security hole will be. Since there will 

be Apache Tomcat Server running, we need to build sandbox from damage caused by 

the compromised application. A sandbox is where all the operation towards certain 

objects and subjects are restricted in one domain. How the sandboxes can be used to 

restrict the damage from a compromised application? Let us assume that the domain 

of the service (Apache) is apache_t. Once a user is assigned to have privilege in the 

domain apache_t, even if the application compromises, all that this user can do is 

enclosed only in the apache_t domain and no more. Thus the compromised 

application will not offend any other application or file system in this machine. Figure 

8 shows the sandbox created by LSM and how it prevents compromise from 

spreading. 

 

 

Figure 8: Sandbox prevents compromise from spreading 

 

However, taking another security issue into account, though we are going to let it run 

in the domain apache_t, if you use the command in terminal to start apache server, it 

will in default run in the fu_t, where the application is not supposed to be. 

 

With domain transition, we can make apache run in the specified apache_t. As it will 

not affect the domain fu_t, this approach is preferable. Here is an example of the 

domain transition policy: 

 

domain_auto_trans (fu_t, apache_exec_t, apache_t) 

 

This means, in fu_t domain, the execution of a file marked with apache_exec_t will 

result in domain transition from fu_t to apache_t.  
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We hereby just give the example of protecting apache server using SELinux and we 

believe that since on a Linux System everything is a file, the way how we solve the 

security problem on Apache server applies to other applications as well. 

 

As is described in Section 5.2.2, we introduce three roles (exactly the three roles we 

are going to create in SELinux context). After having studied LSM, we upgrade some 

of the function of administrator. Table 5 illustrates what trust model we build in LSM 

context. 

 

 Administrator User Doctor 

Management 

Container 

Control containers 

up-time and as a 

LSM policy maker 

Full control No control 

Service Provider 

Container 

Control containers 

up-time and as a 

LSM policy maker 

Some control: 

monitor, install or 

remove third-party 

services 

Some control: 

Patient’s Directory 

and Exclusive 

access to Medical 

service 

Host Machine Full control No control No control 

Table 5: Privileges distribution based on three roles: Administrator, Patient and Doctor 

in LSM context 

 

As can be seen from Table 5, the only difference between Table 2 in Section 5.2.2 and 

it is that administrator gains the responsibility of formulating LSM policy rules. None 

of the rest two are supposed to take up the right of making policy because users are 

mainly in charge of dealing with service management and doctors are to consume 

them. The administrator is the only one who has full control on the host machine thus 

is eligible to insert LSM modules as well as deploy them. 

 

6.1.2. Simplified Mandatory Access Control Kernel (SMACK) 

Compared to SELinux which has function of setting up multi-level secure systems, 

Smack is way more simplified so that it is primarily concerned with providing a 

simple access control. Smack takes away role-based access control and type 

enforcement (TE). Instead, it only defines labels which are specified by rules. The 

label of a process is checked against the label of an object which the process wants to 

have access to. Access is allowed only if it matches the rule. 

 

According to SMACK white paper [33], there are four terms that are used in a 

specific way and that are especially important: 

 

Subject: A subject is an active entity on the computer system. On Smack a subject is a 

task, which is in turn the basic unit of execution. 
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Object: An object is a passive entity on the computer system. On Smack files of all 

types, IPC, and tasks can be objects. 

 

Access: Any attempt by a subject to put information into or get information from an 

object is an access. 

 

Label: Data that identifies the Mandatory Access Control characteristics of a subject 

or an object. 

 

These definitions are consistent with the traditional use in the security community. 

There are also some terms from Linux that are likely to crop up: 

 

Capability: A task that possesses a capability has permission to violate an aspect of the 

system security policy, as identified by the specific capability. A task that possesses 

one or more capabilities is a privileged task, whereas a task with no capabilities is an 

unprivileged task. 

 

Privilege: A task that is allowed to violate the system security policy is said to have 

privilege. As of this writing a task can have privilege either by possessing capabilities 

or by having an effective user of root. 

 

For example, in Smack model, we define a hierarchical label mechanism: A for top 

level, B for secondary and C is unclassified. Then A can access B data, B can access C, 

but C can only access data with the same label. Note there is no transitivity in Smack 

rules. That is to say, if a class A can access data that is labeled with B and B can 

access data that is labeled with C, it does not mean A can access data of type C. In 

order to let A have access C, that rule should be made specifically. 

 

Simple as Smack is, it actually limits the security goals we can achieve. It is fully 

capable when limiting users or processes to access system resources while managing a 

set of rules and system process as well as network services is impossible in Smack 

model. In addition, with the intention of removing Type Enforcement and Role-Based 

Access Control, the security model that Smack can offer is also limited to MAC only. 

 

6.1.3. Conclusion, Linux Security Module 

Actually, there are four standard LSM modules that have already integrated in the 

mainline Linux Kernel, SELinux, SMACK, AppArmor [39] and TOMOYO [40]. The 

reason why we only introduce the first two LSM modules in our work is due to the 

last three shares a lot in common so that we select the typical one out of them to 

facilitate security implementation. First, they are all low-cost LSM modules. In 

contrast with SELinux, the rest three aim at easy configuration and simplicity of 

administration so they don’t have complex syntax or large file system dependencies. 
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Second, they attach labels to all files while SELinux does it based on pathname. 

Finally, from the perspective of demerit, the remaining three don’t contain RBAC 

model by default in their access control model, which is available in SELinux. This 

sets a limit to the security goals they can achieve. 

 

While we need to integrate the LSM and evaluate its ability to improve LXC’s 

security, we may find ourselves in a dilemma. On one hand, our goal is to achieve 

fine-grained access control capabilities to set limit to applications or processes to such 

an environment that they can perform only legitimate actions and have confined 

access to resources [7]. Too coarse control would result in uncontrolled at all [26]. On 

the other hand, the configuration shall also be as simple as possible, otherwise by 

default, rather than setting up thousands of rules and access rights, an administrator 

will prefer give out too much access control [26]. 

 

Due to the variety of strategies and versatility of implementation of LSM, it can be a 

practical solution to fix the “security holes” caused by the instable isolation in LXC. 

However, according to complexity level of syntax and configuration of SELinux and 

Smack, we shall always evaluate the tradeoff and make a wise decision to choose 

between them under different circumstances. 

 

6.2. LSM with OpenSSH-server 

Setting up OpenSSH-server [34] on both containers and provide remote control 

service is a common way to have control in a system but often comes with a brunch of 

security issues as shown in Section 6.1. Certainly, it will bring a lot trouble if the 

remote players have root privilege (with DAC only). Fortunately, SELinux can help 

us address privilege problem with its MAC and RBAC mechanisms. As Researcher is 

supposed to have full control in Management Container, we focus on the Service 

Provider container only. 

 

This section presents how we make policies to meet the security requirements one by 

one on Services Provider container, where OpenSSH-server is running so that we can 

stop compromise from happening. Figure 9 shows how system operation performs 

when LSM is introduced. 
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Figure 9: LSM check 

 

Requirement One: 

The basic requirement as well as the precondition to start further experiment is to give 

containers, vs1 and vs2, separated file systems. In our work, we achieve so by using 

lxc-fedora script, resulting in give the same Linux distribution to the guest machines 

as the host machine has. Figure 10 shows the result: 

 

 

Figure 10: Both the vs1 and vs2 containers get their own file systems 

 

Notice besides the root file system directory, there are two more files, config and fstab. 

Detailed way and syntax to write them can be found in Section 5.4. What we do to 

them in our project is to customize them with the CareNet use case. 

 

Requirement Two: 

For this requirement, we first mount the root file system of the host machine on the 

file system of vs1 to make things worse, using following command. 

 

mount --bind / /vs1/rootfs/mnt 

 

In this way, both the file system of vs2 and host machine mounted in the file system 

of vs1 but according to the requirement, they are not allowed to be modified by vs1 

user. 
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To achieve so, with the policy below, roles that are labeled with vs1_t and processed 

that are labeled with vs1_exec_t can always have access to the file system of type 

vs1_file_t. The same applies to vs2 too. 

 

allow vs1_t vs1_exec_t:file {read execute entrypoint}; 

 

Because polices are whitelist, SELinux prevents every operation that is not written. 

Figure 11 shows the result when we try to have access to the file system of Guest 

Machine vs2 from Guest Machine vs1. 

 

 

 

 

Figure 11: With LSM, separation between Service Provider container and 

Management container 

 

Requirement Three: 

Based on the implementation of Requirement Two, we come to the next requirement 

with the need of prevent malicious code injection. Figure 12 shows no modification 

can be done from vs1 to host machine. 

 

 
Figure 12: SELinux prevents vs1 from access to host machine 

 

Taking the malicious code injection from Section 6.1 for example, even the first step 

is stalled by the Access Vector Cache of SELinux. Figure 13 and Figure 14 shows the 

result after SELinux is implemented and what messages AVC creates. 
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Figure 13: Code injection prevented by SELinux 

 

 

 

Figure 14: AVC message created when code injection attempts happen 

 

Requirement Four: 

What we do to achieve the fourth goal is to set limit to the access to file systems based 

on different Roles using the RBAC characteristic of SELinux. Researcher on the other 

hand has most access apart from the sensitive patient’s data, which conversely is enjoyed by 

Doctor. As RBAC is intentionally left out, SMACK is incapable to achieve this requirement. 

 

Here we define two roles, shaw and bob. Former is tagged with role type system_r 

while the latter is of role Doc. A small shell script Diagnose is introduced here with 

the function of modifying the patients’ data. Figure 15 and Figure 16 show that only 

the proper role type can have access to the sensitive data. 

 

 

Figure 15: Access denied due to unauthorized role type 
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Figure 16: bob of Doc type can have read and write right to patient’s data 

 

6.3. OpenQRM Context 

Instead of setting up OpenSSH-server and LSM on containers to manage them, 

another solution to manage containers is to use OpenQRM [35], a web-based, open 

source, data center management tool. This idea is originated from the very similar 

situation that we meet at the Doctor side on using OpenMRS server on container but 

OpenQRM server is established on the host machine. Figure 17 shows where 

OpenQRM is located. 

 

 
Figure 17: OpenQRM Scenerio 

 

OpenQRM has integrated with all mainstream virtualization technologies including 

LXC and it offers a variety of plugins for running third-party components. The basic 

installation of it is easy and quick since it use apache web server as GUI and MySQL 

server as data base thus the process is nothing but setting them up. In OpenQRM, the 

container virtual machine is split into actual container resource and the image that 

contains the container’s root file system. After configuring both of them, we can start 

our guest client with a single mouse click. 

 

There are some LXC container templates already available in OpenQRM server and 

we can choose among them according requirements. An example Linux container 

managing GUI is shown in Figure 18. Another good feature is that admins can change 

the configuration of LXC during runtime, including container parameters and 

CGroups settings. Therefore, admins can change the memory or CPU share given to 

each container live according to instant requirement. 
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Figure 18: GUI of managing LXC container using OpenQRM 

 

By sending preconfigured (already integrated with third-party services, OpenMRS 

etc.,) container templates to the application and monitoring them on the web-based 

GUI, we can achieve a certain level of security without any root access to the 

containers. Because operations towards the containers are limited to only these 

buttons on the web pages, start, stop, config etc., one can hardly do damage to the 

system by breaking out from guest machine, unless the attacker gains root access in 

the host machines (a kind of attack which we have stated not relevant in this report in 

Section 5.5.2). 
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7. Evaluation 

Our investigation and assessment reveal that three options can be utilized to provide 

security to RGs: OpenQRM as a container management tool, SELinux as a heavy-cost 

LSM and SMACK as a low-cost LSM. The evaluation mainly focuses on answering 

the question: How well the options meet the requirement? We transfer the security 

requirements into metrics in order to enable an informed selection in regard with the 

advantages of each solution, in accordance with Hallberg in [49]. This is presented in 

Section 7.1. Afterwards, a system overhead benchmarking is performed in Section 7.2 

to show system resource consumption when placing each solution. 

 

7.1. Metrics 

As two LSM modules SELinux and SMACK as well as OpenQRM are selected for 

further analysis, we define three metrics, Confidentiality and Integrity; 

Implementation Complexity and Flexibility. We then expand each of them to indicate 

the extent they adapt to the general security requirements and CareNet specific 

requirement. 

 

7.1.1. Confidentiality and Integrity 

These are the major criteria to measure whether the solution is securely practical in 

virtualized environment. According to the general security requirement, preventing 

VM escape and file access control become the major concerns while based on 

CareNet security requirements, Role-Based Access Control is demanded. While 

confidentiality is about “read” access to a certain file, integrity is more about “write” 

it. For example sensitive medical data should only be read by doctors and patients 

(they are authorized to know) and written by doctors only according to the diagnoses. 

Table 6 concludes the comparison of Confidentiality part. 

 

Solution VM escape 

protection 

File system 

Access 

Control 

Role-Based 

Access 

Control 

Total Score 

SELinux Yes(5) Read/Write(5) Yes(5) 15 

Smack Yes(5) Read/Write(5) No(0) 10 

OpenQRM No(0) Limited 

operations(3) 

No(0) 3 

Table 6: Comparison with respect to Confidentiality and Integrity 

 

As can be seen, With MAC control, both the two LSM modules can effectively stop 

VMs from breaking out and offer fine-coarse file access control. What distinguish 

them is whether Role-Based Access Control is available in either framework. 

SELinux already is integrated with the RBAC mechanism while Smack needs extra 

application support to achieve that. 
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OpenQRM does not offer any file access control but a limit the operations to objects. 

Meanwhile, as the root user privilege remains the same as plain RG does, there still 

exists the possibility of VM escape. 

 

7.1.2. Implementation Complexity 

This metric means to which level the difficulty of implementing these schemes can be 

and it is divided into three, the Set-up Complexity, File System Dependency and 

Maintenance Complexity. Table 7 compares the three solutions in the field of 

complexity. 

 

Solution Set-up 

Complexity 

File System 

Dependency 

Maintenance 

Complexity 

Total Score 

SELinux Hard(0) Large(0) Fair(3) 3 

Smack Fair(3) Small(5) Hard(0) 8 

OpenQRM Easy(5) Fair(3) Easy(5) 13 

Table 7: Comparison with respect to Complexity 

 

As is listed, starting from setting up each scheme, SELinux administrators suffer the 

most due to the high cost of developing a policy with the characteristic of complex 

syntax. Though a Graphic User Interface (GUI) that can reduce the heavy policy 

construction work is available for administrators, it is conceivable that a VRG may 

not be running a Window Manager, particularly in a headless configuration. Hence, 

we don’t consider any circumstances where SELinux GUI is available in this thesis. 

Things go reverse for Smack as code size is rather small. However, as labeling each 

file manually is mandatory in this framework, maintaining the policy in SMACK can 

be very consuming while the automated labeling process in SELinux makes 

administrator quite comfortable. 

 

When it comes to OpenQRM, except the fair amount of file system dependency 

(MySQL and Apache web server), compared to LSM modules, GUI gives fast and 

direct way to implementing this scheme including installation and configuration, 

appliance-based Deployment, monitoring and high-availability. Here the GUI is 

web-based, meaning that as long as an Apache web server is running, OpenQRM GUI 

is always deployable and available. This is different from the GUI of SELinux which 

is window-based and has nothing to do with web server. 

 

7.1.3. Flexibility 

This metric indicates the ability of adaptation to systems devices misbehaviors. It then 

falls into three more categories: security models that they can offer, objects that they 

can protect and whether security auditing is configurable or not. While the first two 

categories reflect the approaches they can offer to immunize the system from security 
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threats, the last one indicates the ability to recover and achieve better security status 

when security problems occurs. Table 8 compares them with respect to their 

flexibility. 

 

Solution Models offered Objects Configuring 

Security 

Auditing 

Total Score 

SELinux MAC 

RBAC 

TE 

MLS(5) 

File system 

Socket 

Capability 

Directory(5) 

Yes(5) 13 

Smack MAC(3) File system 

and Socket(3) 

Yes(5) 11 

OpenQRM Live 

configuration(3) 

File system(3) No(0) 6 

Table 8: Comparison with respect to Flexibility 

 

In Table 8, we can tell SELinux is the most versatile LSM module with all MAC 

RBAC as well as Type Enforcement. In addition, Multi-Level Security in it gives a 

hierarchical way to manage policy. Smack does not match up to SELinux with only 

its Mandatory Access Control. Too more objects, Capability and directory can be 

under protection if necessary in SELinux, not the same as only file system and socket 

are concerned in SMACK. 

 

Meanwhile, allow2audit in SELinux shows all the errors that the system has got and 

keep all the event log in /var/log/audit/ directory and by default, all denied events are 

audited and logged in SMACK. Both of them are configurable by administrator, 

leading to more granular security status. 

 

OpenQRM on the other hand barely offers any flexibility. Neither any security 

models are available nor are any other objects other than file system protected. The 

only flexible characteristic is it integrates a lot of third-party services as additional 

plugins that helps cover a wider range of monitoring services but it’s not related to the 

security requirement. 

 

7.2. System Overhead 

Isolation leads to a punishment on efficiency. So whether the implementation on the 

system offers an acceptable system call overhead is indicated by this evaluation. 

System performance will suffer a loss but how much it will slow down. We use 

lmbench [32], a benchmarking suite tool, to compare the performance of each system 

with different schemes implemented on. The result is shown in five aspects, processor, 

communication, file system, main memory and random memory latency in Figure 19, 

20, 21, 22 and 23 respectively. In addition, we take VirtualBox [37] as a full 
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virtualization solution to compare its system overhead with LXC’s. However, even if 

one of the full virtualization techniques is raised for benchmarking, it does not mean 

VirtualBox is adoptable against LXC in our project. This is because this 

benchmarking is set into the scenario where only one VM is created and up running. 

Chances are that multiple VMs are required in reality. Since the study result of A 

Comparison of Virtualization Technologies for HPC [59] has shown OS-level 

virtualization is much more competitive in scalability, VirtualBox or any other full 

virtualization technique is excluded for selection, only as a benchmarking object for 

comparison. 

 

 

Figure 19: Processor, Processes - times in microseconds 

 

 
Figure 20: Communication latencies in microseconds 
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Figure 21: File system latencies in microseconds 

 

 
Figure 22: Main Memory latencies in nanoseconds 
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Figure 23: Random Memory latencies in nanoseconds 

 

As can be seen from the five bar graphs above, we can conclude that Full 

virtualization occupies the most system resource among all the schemes while 

SELinux and Smack with LXC follow it with a bit performance loss. System with 

OpenQRM server and LXC consumes the least overhead as it requires extra modules. 
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8. Result and Discussion 

In this chapter we discuss the results of our experiments. Table 9 compares the 

properties of plain RG against those RGs with different security solutions. 

 

Plain RG RG with 

SELinux 

RG with 

SMACK 

RG with 

OpenQRM 

RG with 

conainer’s root 

privilege 

dropped 

With CGroups 

can protect 

several threats 

but vulnerable 

to VM escape 

It has Type 

Enforcement 

and MAC can 

effectively 

prevent VMs 

from escaping 

as well as 

offers RBAC 

Confine 

application by 

labeling files. 

No RBAC. 

‘cover’ 

rather than 

solve the 

security 

threats 

Give no 

privilege to root 

user of the 

container thus 

containers 

cannot evade 

host machine at 

all 

No flexibility at 

all 

Offers a 

variety of 

schemes to 

choose from 

based on 

security 

requirement 

Label files 

only and fix 

policy so that 

perform 

relatively pale 

when facing 

different 

problems 

Preconfigur

e container 

templates 

while offer 

only a limit 

set of 

operation 

on the 

container. 

No flexibility at 

all 

Basic LXC 

implementation

s 

Hard to 

implement, 

admins need to 

learn complex 

syntax 

Easier syntax. 

Require little 

application 

support and 

small 

configuration 

Nothing 

more than 

set up 

Apache and 

MySQL 

server 

Basic LXC 

implementations 

Workload of 

admins is quite 

high in this 

scheme since a 

lot of security 

problems are 

involved. 

User base is 

quite large 

fundamentally 

but can be very 

narrow when 

comes to 

specialized 

security goals 

Designed for 

simplicity of 

administration. 

General people 

can use it. 

Friendly 

GUI with 

the largest 

user base. 

As power of the 

root user inside 

container is 

gone, admins 

need to conduct 

every task called 

by VM. 

Table 9: Comparison of RGs with different implementations 

 

From the discussion in Table 9, shown above, we find plain RGs with no protection 

can suffer from VM escape and does not meet the CareNet security requirement 
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presented in Section 5.1. In addition, RGs dropping the containers’ 

CAP_SYS_ADMIN capability do limit the root user and can protect VMs from 

escaping. However, in that case the admins have to examine every task carried out 

from containers thus it is not a suitable solution either. Therefore, further analysis of 

the rest of the three solutions is given by first transferring requirements into metrics, 

which makes the whole case more measurable. 

 

Table 10 shows the sum of score each scheme gets as well as system overhead after 

the evaluation by metrics. 

 

 RG with 

SELinux 

RG with 

SMACK 

RG with 

OpenQRM 

Confidentiality and Integrity 15 10 3 

Flexibility 13 11 6 

Implementation Complexity 3 8 13 

System overhead 7% 5% N/A 

Total Score 31 29 22 

Table 10: Result of the evaluation 

 

As we can see from Table 10, first, RG with SELinux receives the highest score 

indicating the best property for security but suffer the biggest performance loss. 

Second, RG with SMACK stands in the middle both satisfying security requirements 

well and providing good performance. Finally while providing the easy configuration 

as well as ignorable system overhead, RG with OpenQRM implemented is much 

further from ideal secure solution. 

 

Besides analysis on the results of experiments, we then focus on striking a balance 

between the cost of placing each solution and the benefits they have gained for the 

VRG. Next sections indicates a way of analyzing by examine the inevitable loss of 

legitimate privileges while implementing each choice. During the time of placing each 

solution, we come across a tradeoff stated as this question: Does it also restrict those 

are supposed to be legitimate when we restrict the operation of the container? We put 

it as Should vs. Should not for short. 

 

8.1. SELinux 

Since it uses whitelist (by including only the legal operation in the policy) to provide 

security, this scheme seems to have a lot of trouble in discarding what is not allowed 

to do. However, a very useful function called security auditing is available in both 

LSM modules. It can keep track of the violation against the policy and then give an 

evaluation of the security level of the system. To specify this, once an operation is 

checked not included in the policy thus denied, security auditing will tell 

administrator and in that way he can check the operation and further determine 

whether it’s legitimate or not. If positive, using the audit2allow tool a new policy 
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pointed directly to that operation will be included in the policy database. 

 

From that, SELinux does not have Should vs. Should not concern. With security 

auditing, administrators is always able to reach a more fine-grained security status 

while not mistakenly stopping legal operations. 

 

SELinux, integrated in mainline Linux kernel is selected among those solutions as 

first priority, mostly attributed to its highly fine-grained MAC mechanism and Type 

Enforcement. Evaluation has shown it is flexible as well when facing different kinds 

of attacks. SELinux also offers RBAC as a feasible security mechanism to protect the 

sensitive patients’ data. Therefore, while providing secured third-party services, RG 

simplifies user management based on type of role. 

 

At the same time, we also give the drawbacks of implementing SELinux. Its 

complexity of language and cost of maintaining policies are quite high, meaning the 

use base of it is limited and administrator needs well-educating to be capable to work 

with it. Meanwhile, it is proved that the system suffers the most loss from loading 

SELinux and running its policy. 

 

8.2. SMACK 

Similar to SELinux, SMACK uses whitelist as well and has its own way of security 

auditing so that it does not prevent legal operation from happening. 

 

If you want Smack auditing of security events, you need to set CONFIG_AUDIT in 

your kernel configuration. 

By default, all denied events will be audited. You can change this behavior by writing 

a single character to the /smack/logging file: 

0: no logging 

1: log denied (default) 

2: log accepted 

3: log denied & accepted 

 

Events are logged as 'key=value' pairs, for each event you at least will get the subject, 

the object, the rights requested, the action, the kernel function that triggered the event, 

plus other pairs depending on the type of event audited. 

 

SMACK, also integrated in the mainline Linux Kernel, is selected as an optional 

solution. With its MAC mechanism, SMACK can also effectively prevent VM from 

breaking. The advantage over SELinux lies in the property of simplicity of 

management and configuration. In addition, it requires less from the system resource. 

On the other hand, several pivotal problems of SMACK determine that it is just 

alternative. In SMACK, only a small amount of labels are available and policies are 

fixed. With no RBAC, SMACK itself can hardly protect any data based on user type. 
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While benefited a lot from its easy management, administrator, however, needs to 

manually label all file system, which is an automated procedure in SELinux. 

 

8.3. OpenQRM 

As OpenQRM is introduced as a ‘secure’ way of managing containers by limiting the 

operations to a certain amount and requires no additional module which makes it 

lightweight and easy to configure, it also suffers from Should vs. Should not. 

 

The problem is the way to configure each container since no OpenSSH-server is set 

up in this scenario. In this case, we need to preconfigure every Guest OS before 

sending the file system into use. This procedure actually lowers the efficiency of the 

deployment. 

 

Compared to SELinux, OpenQRM is a light-weight solution as implementing it is 

nothing but setting up MySQL and Apache server. It is designated to be alternative to 

LSM modules since OpenQRM does not introduce any security module but offer a 

secure way to monitor and control containers. Instead of allowing user to go inside the 

container, OpenQRM let users manage their containers through a GUI in web page 

thus only legitimate operations towards containers are available out there. Simple 

configuration, large user base and little overhead is its advantage. But as the security 

holes remain unsolved, chances are that once compromised, containers have to be sent 

back and re-configured to make it behave right again. 
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9. Recommendations 

In this chapter, after having done a series of experiments as well as discussing the 

results of them, we then present our recommendation. It is quite necessary because in 

the extreme case we actually could have done our work using a physical machine for 

each service rather than hosting virtual services on a VRG. In the former case we can 

achieve perfect isolation but it goes against the original intention of doing 

virtualization, including cost savings. So a way to strike a balance between security 

and low cost are to be expected. 

 

1. In a nutshell, if resource consumption is not considered, to achieve adequate 

security for our VRG concept, full virtualization is the best solution. Here, 

resource consumption refers to the system performance overhead on one machine 

when the approach is applied to it. It does not refer to other resources including 

money, equipment and so on. Full virtualization makes duplicated system calls 

and passes them to only one virtual machine and provides best isolation between 

each guest systems and host machine. Compared to Para-virtualization, no 

modification on the guest OS is needed in LXC gives a relatively low demanding 

environment. Apart from full virtualization, we conclude the features of the 

available security schemes.  

2. SELinux can prevent security vulnerabilities, especially major attacks of VM 

escape in OS-level virtualization, with an acceptable performance loss. It is 

therefore, useful to apply SELinux to LXC. As MAC, TE, RBAC are available in 

SELinux, we have proved that this framework can effectively protect virtual 

machines from breaking out of the system as well as the sensitive data based on 

system role type. However, in order to master the control mechanism using 

SELinux, it takes time for Systems Administrators to become familiar with the 

policy syntax and configuration methodology. 

 

3. For SELinux uneducated admins, OpenQRM with LXC is an optional lightweight 

OS-level solution. Linux Containers is a low level way of doing virtualization, and 

allows you to run multiple copies of the same service at the same time on a system. 

It has some advantages over full virtualization. Since it does not have to wait for 

an entire system to boot, it uses less memory and can use the base OS, in a 

read/only manner. As OpenQRM offers a secure and flexible way of monitoring 

virtual machine, it also consumes small fraction of the system resource. However, 

this scheme may suffer security vulnerabilities as no access control is introduced. 

 

4. Finally, we’d like to give the basic steps, which derived from this thesis project, of 

the framework for security assessing virtualization technologies that may 

appear in the future. First, classify it into a certain kind of virtualization 

technologies, Full or Para or OS-level or else and compare them with existing VM 

of the same kind. Second, induce a list of the features as well as vulnerabilities 

that they share together and then categorize them based on the types in Section 
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6.1.Third, investigate what the Virtual Machine Manager or stuff similar to VMM 

of this technology can provide for dealing with those security threats, which is 

hypervisor in Full and Para-virtualization context and Control Groups in some 

OS-level virtualization context. Finally, with some of the potential threats yet 

unresolved, we bring in extra defensive strategy like access control, firewall, 

intrusion detection system or some combination of them. The reason why we 

introduce these solutions that are usually considered effective to prevent 

compromises is because they always come with system performance loss, which 

may be adverse to the original intention. In this case, besides analysis on whether 

they can actually solve all the problems, further evaluation could focus on the 

system overhead introduced by these modules or applications. The performance 

gap between plain system and system with security scheme will later be judged 

acceptable or not in order to determine if this solution is feasible. 
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10. Conclusions and Future Work 

This chapter concludes this thesis report based on the experiments and discussion 

above in Section 10.1 and gives future work in Section 10.2. 

 

10.1. Conclusions 

This thesis report has addressed the problem of securely deploying third-party 

services on VRGs. This work was carried out in the context of the CareNet project, 

which intends to deploy third-party healthcare services on a Virtualized Residential 

Gateway. Security assessment on the RG virtualized with LXC has been conducted. 

According to it, the weaknesses of LXC as well as potential strategies to mitigate 

them with respect to securely delivering third-party services have been presented. 

These possible solutions have been evaluated and analyzed based on pre-defined 

metrics: Confidentiality and Integrity; Implementation Difficulties; Flexibility and 

System Overhead after placing each of them. We’d like to summarize the work in this 

thesis with answering all the sub-questions stated in Section 1.2: 

 

· The inherent weakness of LXC falls into VM Escape. This kind of attack can be 

performed in several forms such as inserting unwanted modules and injecting 

malicious code. This is because the share kernel characteristic set a restriction of 

being unable to support kernel customizations, which greatly limit the usage of the 

containers. In addition, sensitive data on the service provider container remain 

unprotected as well since different roles in the CareNet service delivery model are 

equally regarded inside a container. 

 

· Implementing SELinux and SMACK modules; deploying container management 

tool OpenQRM can be potential solutions. SELinux and SMACK both provide TE 

and MAC as a way of access control to set fine-grained restriction towards illegal 

action such as VM Escape attack. SELinux provides RBAC as well, which 

regulates Read/Write access to sensitive data on a different role’s basis. In context 

with OpenQRM, no direct access is allowed to container thus limits the operations 

in the set of the legitimate. 

    

· Setting up SELinux will cost 7% system performance loss and there is an 

additional concern for the administrator to formulate policy rules due to its 

complex syntax, while bringing in SMACK only takes 5% more system resource 

and it’s easy to set up. OpenQRM, as a web-based management tool, is easy to 

implement and the cost on system performance is negligible. However, since no 

direct remote access is allowed inside a container, deploying services will be 

rather difficult since users have to modify container file system on the host 

machine before sending off containers to function. 

 

· SELinux fully fits the requirements proposed in Section 5.1 so that we consider its 
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benefits to outweigh its drawbacks. Though not difficult to set up and lightweight, 

neither OpenQRM nor SMACK can provide an approach to protect sensitive 

medical data such as RBAC, which we consider as the critical reason of excluding 

them from reliable solutions. 

 

· While due to having introduced Hypervisor layer to provide isolation, full 

virtualization and para-virtualization suffer from a rather big performance loss, we 

consider Linux Container fair as our virtualization technology. Because from a 

scalable and light-weight point of view, LXC is capable enough and it uses system 

resources more efficiently than other full virtualization solutions, which is in 

accordance with the CareNet requirements. In addition, since the Linux 

community recognizes LXC as a standard container-based virtualization solution, 

it receives widespread support by kernel developers.  

 

We then come to answer the basic question proposed before those sub ones in Section 

1.2: 

 

· SELinux, can be used as a secure solution for RG virtualized with LXC to 

reliably deliver services.  

 

Through the investigation of VRG vulnerabilities, we have shown that SELinux can 

effectively protect container from access to unauthorized resource or files. Therefore, 

this VRG with SELinux can achieve the same immunity to virtualization 

vulnerabilities as other types of virtualization do with associated. We have also shown 

that through the use of SELinux, we can protect sensitive data against unprivileged 

access. Moreover, through the evaluation, we show that, the cost of system resource 

for implementing SELinux with LXC is still lower than that of full-virtualization. 

Finally, we can conclude that the conducted experiments have given valuable 

assessment of virtualization security; the merits and demerits of LXC as well as the 

benefits and limitations of the possible solutions. 

 

10.2. Future Work 

Since we used Fedora, which is shipped with SELinux support, as our platform of 

choice for solution, future work can investigate other Linux distributions. In addition, 

it might also be useful to follow the effort in [36], as they would build a sandbox 

using libvirt and SELinux.  

 

As for the policy, in this thesis project, they are compiled only in the host machine. 

This can make the system more flexible in dealing with security threats if operations 

within the container are constrained through specifying the container’s own policies. 

 

When it comes to the security assessment, we have looked in to Hallberg’s work in 

[49]. Five issue of conducting security assessment was in it but we only took the first 
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approach due to limited time of this project: mapping the characteristic into security 

metrics. Future work could be follow Hallberg’s effort and further assess the VRG 

based on the rest of them, which are finding mechanisms to associate appropriate 

sub-sets of the security-related characteristics to system entities, seeking methods for 

assessment of the security strength of system entities, modeling techniques capturing 

security-relevant properties of system structures and aggregating the results for 

individual system entities. 
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Appendix A LXC Configuration Options 

The required kernel configuration options for setting up LXC containers 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

Configuration Option Name 

CONFIG_GROUP_SCHED 

CONFIG_FAIR_GROUP_SCHED 

CONFIG_RT_GROUP_SCHED 

CONFIG_CGROUP_SCHED 

CONFIG_CGROUPS 

CONFIG_CGROUP_NS 

CONFIG_CGROUP_FREEZER 

CONFIG_CGROUP_DEVICE 

CONFIG_CPUSETS 

CONFIG_PROC_PID_CPUSET 

CONFIG_CGROUP_CPUACCT 

CONFIG_RESOURCE_COUNTERS 

CONFIG_CGROUP_MEM_RES_CTLR 

CONFIG_CGROUP_MEM_RES_CTLR_SWAP 

CONFIG_MM_OWNER 

CONFIG_NAMESPACES 

CONFIG_UTS_NS 

CONFIG_IPC_NS 

CONFIG_USER_NS 

CONFIG_PID_NS 

CONFIG_NET_NS 

CONFIG_NET_CLS_CGROUP 

CONFIG_SECURITY_FILE_CAPABILITIES 

CONFIG_DEVPTS_MULTIPLE_INSTANCES 
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Appendix B SELinux Policy 

## carenet.if file: 

interface(`rbac',` 

 domain_type($1_diagnose_t) 

role patient types { patient_t patient_diagnose_t }; 

 

allow system_r $1; 

 allow $1_diagnose_t $1_file_t:file append_file_perms; 

 allow $1_diagnose_t $1_file_t:file rw_file_perms; 

 allow $1_diagnose_t self:file r_file_perms; 

allow $1_diagnose_t $1_t:process sigchld; 

 allow $1_diagnose_t $1_tty_device_t:chr_file { rw_term_perms append }; 

 allow $1_diagnose_t $1_devpts_t:chr_file { rw_term_perms append }; 

allow $1_diagnose_t patient_topdir_t:dir search_dir_perms; 

 allow $1_diagnose_t $1_dir_t:dir { add_entry_dir_perms create_dir_perms }; 

 allow $1_diagnose_t $1_file_t:file create_file_perms; 

allow $1_diagnose_t $1_file_t:file {append_file_perms create_file_perms }; 

 allow $1_diagnose_t proc_t:dir search_dir_perms; 

 allow $1_diagnose_t self:dir search_dir_perms; 

 

 

 type $1_file_t; 

 files_type($1_file_t); 

 type $1_dir_t; 

 files_type($1_dir_t); 

type $1_diagnose_exec_t; 

files_type($1_diagnose_exec_t); 

type_transition $1_diagnose_t $1_dir_t:file $1_file_t; 

 

 userdom_unpriv_user_template($1); 

 corecmd_shell_entry_type($1_t); 

 corecmd_exec_shell($1_t); 

 domain_entry_file($1_t, shell_exec_t) 

 files_list_root($1_diagnose_t) 

 libs_use_ld_so($1_diagnose_t) 

 libs_use_shared_libs($1_diagnose_t) 

 files_search_usr($1_diagnose_t) 

 corecmd_mmap_bin_files($1_diagnose_t) 

 files_search_etc($1_diagnose_t) 

 files_read_etc_files($1_diagnose_t) 

 miscfiles_read_localization($1_diagnose_t) 

 kernel_read_system_state($1_diagnose_t) 
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auth_domtrans_pam_console($1_t); 

domain_transition_pattern($1_t, $1_diagnose_exec_t, $1_diagnose_t); 

 domain_entry_file($1_diagnose_t, $1_diagnose_exec_t); 

 domain_auto_trans($1_t, $1_diagnose_exec_t, $1_diagnose_t); 

 

 ') 

 

interface(`carenet',` 

  domain_type($1_t); 

role unconfined_r; 

  role system_r; 

  role system_r types $1_t; 

  role unconfined_r types $1_t; 

type $1_t; 

  type $1_exec_t; 

type proc_t; 

  type unconfined_t; 

  type unconfined_devpts_t; 

  type staff_t; 

  type staff_devpts_t; 

  type fs_t; 

  type devpts_t; 

  type sysfs_t; 

  type inaddr_any_node_t; 

  type clock_device_t; 

type $1_file_t; 

  files_type($1_file_t); 

  domain_entry_file($1_t, $1_exec_t); 

  domain_auto_trans(unconfined_t,$1_exec_t,$1_t) 

  domain_auto_trans(staff_t,$1_exec_t,$1_t) 

  

allow unconfined_t $1_exec_t:file {read execute}; 

  allow $1_t $1_exec_t:file {read execute entrypoint}; 

  allow unconfined_t $1_t:dir create_dir_perms; 

  allow $1_t unconfined_devpts_t:chr_file {setattr rw_term_perms}; 

  allow $1_t console_device_t:chr_file {setattr rw_chr_file_perms}; 

  allow $1_t staff_devpts_t:chr_file rw_chr_file_perms; 

allow $1_t self:capability sys_admin; 

  allow $1_t proc_t:filesystem mount; 

  allow $1_t device_t:filesystem mount; 

  allow $1_t device_t:dir { write setattr mounton add_name }; 

  allow $1_t device_t:fifo_file { create rw_fifo_file_perms }; 

  allow $1_t devpts_t:filesystem mount; 

  allow $1_t clock_device_t:chr_file read_chr_file_perms; 
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allow $1_t $1_file_t:file *; 

  allow $1_t $1_file_t:lnk_file *; 

  allow $1_t $1_file_t:chr_file *; 

  allow $1_t $1_file_t:blk_file *; 

  allow $1_t $1_file_t:sock_file *; 

  allow $1_t $1_file_t:fifo_file *; 

  allow $1_t $1_t:fifo_file *; 

  allow $1_t $1_file_t:socket *; 

   allow $1_t self:unix_dgram_socket {create read write ioctl sendto 

connect }; 

  allow $1_t self:shm create_shm_perms; 

  allow $1_t self:sem create_sem_perms; 

  allow $1_t self:msgq create_msgq_perms; 

  allow $1_t device_t:fifo_file rw_fifo_file_perms; 

  allow $1_t unlabeled_t:packet recv; 

allow $1_t $1_file_t:dir *; 

  allow $1_t $1_t:process ~{setcurrent}; 

  allow $1_t $1_t:capability ~{audit_write audit_control sys_module}; 

  allow $1_t $1_t:fd *; 

  allow $1_t $1_t:socket *; 

  allow $1_t $1_t:tcp_socket *; 

  allow $1_t $1_t:udp_socket *; 

  allow $1_t self:unix_dgram_socket create; 

  allow $1_t tmpfs_t:file rw_file_perms; 

allow $1_t sysfs_t:filesystem mount; 

corecmd_exec_bin($1_t) 

  corecmd_exec_shell($1_t) 

  corenet_tcp_bind_http_port($1_t) 

  corenet_tcp_connect_http_port($1_t) 

  corenet_tcp_sendrecv_http_port($1_t) 

corenet_tcp_bind_ssh_port($1_t) 

  corenet_tcp_connect_ssh_port($1_t) 

  corenet_tcp_sendrecv_ssh_port($1_t) 

  dev_read_urand($1_t) 

  dev_getattr_sysfs_dirs($1_t) 

  dev_getattr_usbfs_dirs($1_t) 

  dev_read_rand($1_t) 

  dev_read_urand($1_t) 

dev_mount_usbfs($1_t) 

  fs_mount_tmpfs($1_t) 

  fs_unmount_tmpfs($1_t) 

  fs_remount_tmpfs($1_t) 

  fs_list_tmpfs($1_t) 
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  files_mount_all_file_type_fs($1_t) 

  files_unmount_all_file_type_fs($1_t) 

  files_mounton_all_mountpoints($1_t) 

  fs_remount_xattr_fs($1_t) 

libs_exec_lib_files($1_t) 

  libs_use_ld_so($1_t) 

  logging_send_syslog_msg($1_t) 

storage_getattr_fixed_disk_dev($1_t) 

  term_use_all_terms($1_t) 

  term_create_pty($1_t,$1_file_t) 

') 

## 

## carenet.te file: 

policy_module(master,1.0.0) 

 

rbac(patient) 

carenet(vs1) 

carenet(vs2) 
## 

## carenet.fc file: 

 

/vs1/fedora14/rootfs/sbin/init --      

gen_context(system_u:object_r:vs1_exec_t,s0) 

/vs1/fedora14/rootfs    -d      

gen_context(system_u:object_r:vs1_file_t,s0) 

/vs1/fedora14/rootfs/.+         

gen_context(system_u:object_r:vs1_file_t,s0) 

 

/vs2/fedora14/rootfs/sbin/init --      

gen_context(system_u:object_r:vs2_exec_t,s0) 

/vs2/fedora14/rootfs    -d      

gen_context(system_u:object_r:vs2_file_t,s0) 

/vs2/fedora14/rootfs/.+         

gen_context(system_u:object_r:vs2_file_t,s0) 

 

/patient  -d

 gen_context(system_u:object_r:patient_dir_t,s0) 

/patient/.* -d

 gen_context(system_u:object_r:patient_dir_t,s0) 

/patient/.* --

 gen_context(system_u:object_r:patient_file_t,s0) 

 

## 


