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Abstract

Parallel with the orthographic streams of words in conversation are mul-
tiple layered epiphenomena, short in duration and with a communicative
purpose. These paralinguistic events regulate the interaction flow via gaze,
gestures and intonation. This thesis focus on how to compute, model, dis-
cover and analyze prosody and it’s applications for spoken dialog systems.
Specifically it addresses automatic classification and analysis of conversational
cues related to turn-taking, brief feedback, affective expressions, their cross-
relationships as well as their cognitive and neurological basis. Techniques are
proposed for instantaneous and suprasegmental parameterization of scalar
and vector valued representations of fundamental frequency, but also inten-
sity and voice quality. Examples are given for how to engineer supervised-
learned automata’s for off-line processing of conversational corpora as well
as for incremental on-line processing with low-latency constraints suitable as
detector modules in a responsive social interface. Specific attention is given to
the communicative functions of vocal feedback like "mhm", "okay" and "yeah,
that’s right" as postulated by the theories of grounding, emotion and a sur-
vey on laymen opinions. The potential functions and their prosodic cues are
investigated via automatic decoding, data-mining, exploratory visualization
and descriptive measurements.
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Sammanfattning

Parallellt med de ortografiska strömmarna av ord i konversation finns
flera lager av epifenomen, kortvariga och med ett kommunikativt syfte. Dessa
paralingvistiska händelser reglerar interaktionsflödet via blick, gester och in-
tonation. Denna avhandling fokuserar på hur man kan beräkna, modellera,
upptäcka och analysera prosodi och med tillämplingar för talande dialog sys-
tem. Specifikt behandlar avhandlingen automatisk klassificering och analys av
konversationella händelser i samband med turtagning, kort återkoppling, af-
fektiva uttryck, deras inbördes förhållanden samt deras kognitiva och neurolo-
giska grund. Tekniker föreslås för momentan och suprasegmentell parametris-
ering av skalära och vektorvärda representationer av grundton, men också
intensitet och röstkvalitet. Exempel ges på hur man konstruerar automater
genom övervakad maskininlärning för behandling av taldatabaser samt för
inkrementell avkodning med realtidskrav, lämpliga som detektormoduler i
ett lyhört socialt gränssnitt. Särskild uppmärksamhet ägnas åt de kommu-
nikativa funktionerna av vokal återkoppling, som ”mhm”, ”okej” och ”ja, det
stämmer”, givet teorier om ömsesidig föreståelse, känslor och en undersökning
av lekmäns åsikter. De potentiella funktionerna och deras prosodiska korre-
lat utreds via automatisk avkodning, informationsutvinning, undersökande
visualisering och beskrivande mått.
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Chapter 1

Introduction

As far as playing jazz, no other
art form, other than
conversation, can give the
satisfaction of spontaneous
interaction.

— Stan Getz

Spoken communication has the primary function of maintaining social relationships
between people. This is done by socializing small talk, where the transmission of informa-
tion is of secondary importance. However, spoken communication has been found to be the
most efficient mean of transferring information from person to person (Chapanis, 1981).
This has lead to the conclusion that speech interfaces are viable alternatives for human-
computer interfaces. Today speech interfaces are found in customer care lines (Gorin et
al., 1997; Pieracinni, 2005), in travel information systems and in personal assistants in
smart phones (Aron, 2011).

A classical spoken dialog system consists of an automatic speech recognizer (ASR), a
module for text based natural language understanding (which usually involves a Parts-
Of-Speech parser), a knowledge base, a dialog manger, a text based response generator
and a text-to-speech module, all connected in a linear pipeline for the information flow.
Automatic Speech Recognition is the task of automatically transforming speech into text.
By extrapolating the available training data for speech recognizers, it has been shown
that they will never reach human performance with the currently used paradigm (Moore,
2003). This hints to a need for a paradigm shift for speech understanding. The initial
problem formulation: a listening typewriter, is only useful for automatic dictation and for
very simple slot filling tasks. In more advanced and conversational speech applications
the orthographic stream of words is not enough. There are multiple layered paralinguistic
epiphenomena present which serve the communicative functions of regulating the dialog
flow, showing attention and understanding as well as expressing attitude and emotions.
These are conveyed using prosodic cues and manners of speaking, that today’s commercial
state-of-of-the art speech understanding systems cannot handle. Furthermore, human-
human conversation is characterized by a high degree of interactivity in which participants

3
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continuously adapt and react to changes in intentions and discourse. This means that
rather than one speaks while the other remains silent, participants take the roles of an
active (speaking) listener and an attentive (listening) speaker. This kind of dialog behavior
cannot be generated with the traditional linear pipeline system architecture - it requires
an incremental dialog processing (Schlangen and Skantze, 2009; Skantze and Hjalmarsson,
2012)

1.1 Motivations

Theory of embodied cognition (Rodney, 1991; Anderson, 2003; Wilson, 2002) offers a path-
way to boil down the conceptual framework of an active listener and attentive speaker
into general design principles which in turn can be used to formulate well defined problem
statements. Embodied cognition arouse as criticism to the Good Old Fashioned Artificial
Intelligence (GOFAI) approach to cognition which advocates rule based manipulation of
abstract symbols in an inner representation. This classical approach was criticized for its
lack of making progress, as well as for its theoretical assumptions. In some sense, the
GOFAI approach resembles the classical design of a dialog system which model dialog as
symbols which comes in via ASR and go out via speech synthesis. In contrast to GO-
FAI, embodied cognition emphasize short reaction times, using low level perception-action
loops. These are implemented in a decentralized bottom-up framework, in which more
complex behaviour are emergent processes rather than being directly modelled. To do
this, one needs to consider Moravec’s paradox (Moravec, 1988) which is an observation
of that higher cognitive processes, e.g. playing chess, problem solving, calculation, are
difficult for humans, but easy for computers, while lower cognitive processes, e.g. per-
ception, action, social interactions are easy for humans but difficult for computers. This
paradox can be understood if one considers that what one find easy to do, e.g. lifting
a pencil, cheering on your peers, spotting a predator, has been under long evolutionary
pressure, which make them hard to reverse-engineer. As mentioned, these primitive low
level processes are assumed to be implemented in a bottom up subsumption architecture,
and there is evidence that not just sensory processing is distributed and bottom up but
also the social-network in the neocortex is bottom-up (Grafton, 2009).

Ward (1997) uses motivations from embodied cognition to construct a feedback gen-
erator which only ability was to say "mm", "uhu" at the right time, given certain prosodic
cues. This study concluded that:

• Accurate recognition of words and phoneme is not necessary as a prerequisite to
being responsive.

• Direct linking of prosodic perception and verbal action can be effective.
• The appearance of understanding can arise from interaction with humans.
• For dialog, being responsive and keeping the interaction going are more basic goals

than understanding and replying with useful information.
• Building speech systems requires attention to the facts of human social behaviour.
• It may be possible to use subsumption to integrate various basic language be-

haviours.
A parallel track towards this kind of development is given in Edlund et al. (2008),

who discusses the spoken interface in terms its metaphor. An example of a user interface
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metaphor is the desktop in the window manager of personal computers where the user can
place commonly used folders and notes as one would do on a physical desktop in an office.
It is argued that if the metaphor of a spoken interface is a human it takes advantage of
social norms which are known a priori by the user. This is contrasted to the tool metaphor
for interfaces which do not follow social norms and has to be learned. The tool metaphor is
primary suitable as a replacement for the keyboard in simple slot filling web-applications,
such as travel inquiries while the human metaphor is more suitable for applications which
require more complex interaction. Their provided examples of human-likeness are more
in the lines of Ward’s feedback generator, i.e. the quintessential primitives of cognition,
rather than showing the ability to play chess (GOFAI). Of course, this do not mean that
an ASR component is unnecessary in a spoken dialog system, but that components for
interaction control are essential rather than just giving it an extra edge.

The prerequisites of having short reaction times and keeping the interaction cycle tight
with the human, using low level perception-action loops, opts for a human-like agent with
the abilities to:

• Know when to talk and when not to talk without awkward time lags

• Know when to produce short feedback utterances like "uhu", and especially the
abilities to:

– Decode the subtle meaning carried by these tokens

– Encode subtle meanings via these tokens

The subtle meanings carried by short feedback utterances are also known as vocal
expression of affect, i.e. emotional colouring of the voice. In particular, the correct
handling of short feedback will introduce a robustness to the dialog system, since these brief
utterances are used to signal understanding/non-understanding among other functions.
This means that the conjuncture of Moore (2003), that computers will never reach human
performance in speech recognition, may be bypassed by adapting the problem statement
for the task.

1.2 Contributions of this thesis

The scope is limited to investigations of brief paralinguistic phenomena, which have a
communicative purpose in conversation and it’s applications to spoken dialog systems.
The contributions are divided into turn-taking, vocal feedback and emotional colouring
of the voice. Since these fields are interconnected it is not possible to make a clear cut
between them and many papers investigate all of the three fields. The thesis provides
analysis, theoretical extensions and proposes implementations of detector modules for a
responsive social interface according to:

• Turn-taking: Knowing when to speak with the appropriate timing

– Automatic prediction (Paper 7) and detection (Paper 8)

– Neurocognitive motivations for turn-taking principles (Paper 2)

• Feedback like "uhu", "okay" and "yeah, that’s right" and the communicative functions
conveyed by these vocalizations.
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– Automatic detection intended for on-line human-computer interaction (Paper
8) and off-line human-human interaction (Paper 9).

– Automatic decoding of the communicative functions (Paper 10)

– Data-mining of form and function (Paper 4,Paper 3)

– Production, perception and cognition (Paper 5,Paper 6)

• Vocal Expression of Affect: Emotional colouring of the voice.

– Detection: In human-human and human-computer interaction (Paper 12) as
well as for acted expressions (Paper 11).

The cues to these conversational events are commonly found in prosody i.e. funda-
mental frequency, intensity, speaking rate and voice quality. Visual cues like gaze and
gestures and not covered in this thesis but our lab has a tradition of working with other
modalities as well. For this purpose of investigate prosodic cues, methods are proposed
for:

• Scalar valued pitch estimates: Paper 1 proposes joint pitch estimation and inter-
polation over unvoiced segment inspired by how phoneticians sketched pitch in the
old days.

• Vector valued pitch estimates: Chapter 5.

• Clustering and visualization for knowledge discovery (described in various papers).

An inherent assumption is that the dialogs are spontaneous and collaborative. Thus,
the studied dialogs are collaborative tasks or social chats, and not the type of political
agitation where every party talks at the same time to compete for the floor in television.
The thesis do not cover data collections; it is based on public available data and data
collected within the sponsored projects.

1.3 Thesis overview

This thesis is intended to be readable for engineers, phoneticians and psychologists who
have an interest in spoken dialog. The first part provides the background by introducing
theory and by giving examples for common or emerging approaches in speech technology.
The second part introduces the contributions to the areas. In both parts it is important
consider the inter-connection between the areas. The first two parts have a significant
redundancy to the attached papers in the third part.

Chapter 2 starts by briefly introduce turn-taking and jumps quickly into basic compu-
tational aspects. This quick dive is intentional, since it resolves some ambiguous definitions
encountered in the literature on turn-taking. The chapter then defines the characteristics
of vocal feedback behaviour in terms of form, intra- and cross-speaker criteria, how it reg-
ulates interaction and gives accounts on actual usage on vocal feedback in dialog systems.
The last part of the chapter introduces the basic aspects of vocal affective expressions
by basic emotions, constructivist theory, componental appraisal theory and cognitive psy-
chology along with examples of applications.

Chapter 3 introduces basic aspects on how the fundamental frequency carried by speech
is perceived. It briefly discusses basic aspects of time and frequency domain approaches



1.3. THESIS OVERVIEW 7

to obtain scalar pitch estimates and ends by discussing the more peculiar vector valued
estimates.

Chapter 4 introduces basic aspects of supervised machine learning by giving focus to
on how to use off-the-self algorithms for paralinguistic applications.

Chapter 5 covers contributions to parameterization of pitch. It starts by introducing
the constant-Q filter-bank in a semitone scale and shows how to implement a simple pitch
tracker in the frequency-domain and how to derive a vector valued pitch estimates. It
continues by showing how to parameterize scalar and vector valued estimates in the time
domain by using a length invariant discrete cosine transform which model the syllabic
structure in speech. It ends by outlining how to refine scalar valued pitch estimates using
minimum jerk trajectories and provides a mapping to the various techniques used in the
included papers.

Chapter 6 covers papers on: neurocognitive motivations for turn-taking principles,
mining form and functions of feedback, the cognitive mechanisms for decoding feedback
functions as well as giving prosodic and phonemic cues to feedback functions.

Chapter 7 summarizes included papers mainly focused on supervised machine learning
for turn-taking, detecting and decoding functions of feedback as well as vocal expression
of affect for acted, spontaneous, intra- and cross cultural conditions.

Chapter 8 summarizes the findings and discusses the implications and further direc-
tions.





Chapter 2

Selected paralinguistic
epiphenomena and their relations

This chapter gives a brief overview of three paralinguistic conversational layers: turn-
taking; vocal feedback; vocal affective expressions; and their cross-relationships. The
focus is mainly from the computational perspective and the implications for spoken dialog
systems or speech technology in general.

2.1 Turn taking

In human-human conversations, predominately one speaks at a time. This synchronous
achievement between participants is conducted seemingly without any effort in everyday
conversation. The transitions between speakers are usually perceived as smooth, rather
than awkward and disruptive. It is the organizational principles behind these trivial
observations, described by Yngve (1970) as “the most obvious aspect of conversation”,
which is the focus of turn-taking theories.

Cues to turn-taking

Turn-taking was initially studied by Conversational Analysts in the 60’s and 70’s. Sacks
et al. (1974) emphasized the importance of syntactical cues which projects upcoming
transition relevance place (TRP), where speaker changes may occur according to rules
given two modes of operation: “current speaker selects next” or “self-selection”. The
former is primary exemplified by questions, while the latter primary involves statements.
Duncan (1972) adds intonation, gestures and gaze to the list of cues and interpret the cues
as discrete events. Transitions were assumed to occur at the boundaries of clauses which
showed one or more turn-yielding cues. It was shown that the probability of a speaker
change increases linearly with the number of turn-yielding cues conjointly displayed. This
result has been verified for Swedish (Hjalmarsson, 2010) and American English (Gravano,
2009) using boundaries defined by speech and silence patterns.

9
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Automatic segmentation for turn taking
It is not obvious to choose a unit of analysis for turn-taking. Traum and Heeman (1997)
proposes that an utterance unit shall fulfil one or more of the following criteria:

• Is a chuck of speech terminated by another speaker (my reformulation).
• Has syntactic and/or semantic completion.
• Defines a single dialog act.
• Is an intonational phrase.
• Separated by a pause
Then an interlocutor may or may not come in at the end of one utterance unit. They

point out some problems with these criteria. For a stretch of speech terminated by an-
other speaker, the main problems are 1) a speaker may produce multiple lower level units
during this stretch, which makes it too large for functional analysis 2) an operational-
ized definition becomes problematic in the presence of overlapped speech, specifically 3)
it is sometimes terminated by short back-channel feedback (see Section 2.2). The syntac-
tic completion criterion is problematic to apply to the fragmentary and ungrammatical
productions found in spontaneous speech. Using dialog act tagging (Bunt et al., 2010)
requires manual labeling with consistency between coders judgments. Using intonational
phrases as separated by boundary tones (Beckman and Hirschberg, 1994) seems promising
according to Traum and Heeman (1997). They conclude: "in addition to serving as a sig-
nal for turn-taking, boundary tones also plays a role in guiding grounding behavior". Using
pause for defining an utterance unit has the advantage of being automatically detected.
However, pauses tend to occur in the middle of syntactical constructs and pauses may not
be present at boundary tones.

Among the proposed units of analysis, using pausing stands out in terms of its simplic-
ity. It is a highly operationalized unit suitable for automatic processing. The procedure of
segmenting speech via pausing is a two-step approach which starts with dividing the signal
into short frames, typically around 10-100 ms. Then each frame is classified as speech or
silence, usually according to energy based thresholds although more sophisticated tech-
niques exists. The resulting binary-valued frames are segmented into Inter Pausal Units
(IPU) which are segments of connected speech separated by a minimum pause duration
threshold (Brady, 1968).

In Heldner and Edlund (2010), evidence for a minimally perceptible pause of 200 ms
was gathered via a literature review of experiments not directly related to, but supportive,
to the statement. In Heldner (2011), a perception experiment directly determined the
threshold to be around 120 ms. This threshold puts a limit to the reaction time if pause
duration is used as a cue to turn-taking.

In experimental psychology, it common to examine subjects responses to stimuli by
measuring Event-Related Potentials (ERP) via electroencephalography (EGG). This tech-
nique has good temporal resolution and is suitable to measure duration thresholds for
various kinds of higher cognitive processing. The evaluation of syntactical structures is
associated with the P600 ERP signal which peak around 500 ms after stimuli onset (Luck,
2005), In contrast, it takes around 400 ms for evaluation of prosody via affective neural
circuits as determined by the N400 ERP signal (Schirmer and Kotz, 2006). This tenta-
tively suggests that prosodic cues allows for a faster reaction time than for syntactical
cues.

Once the IPUs are obtained, one may choose one of the following:
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Table 2.1: Various kinds of unit of analysis for automatic processing ordered
according complexity in requirements.

Segment Requirements
Frame none or VAD
Sliding window VAD
IPU VAD
Boundary tones pitch tracker
Syllable Syllable detector
Phoneme ASR (or a simpler phoneme recognizer)
Word ASR
Syntactical completion ASR+ parser

1. Merge the IPUs into turns if the pause does not correspond to a boundary tone
2. Merge the IPUs into turns according to syntactical criteria.
3. Merge the IPUs into turns via observed speaker changes. This is only viable in

offline analysis. The first account of such segmentation is found in Norwine and
Murphy (1938). The resulting segmentation was referred to as talkspurts and was
used to compute the between speaker interval in telephonic conversations.

4. Do not merge IPUs. This alternative is attractive for making decisions on-line since
the system reaction time will be close to the minimum pause duration threshold.
Such an approach is known as end-of-utterance (EoU) prediction. If the predictor
is based on prosodic cues, then this approach is conceptually equivalent to (1)
and if the predictor is based on syntactic cues, then this approach is conceptually
equivalent to (2), given that the purpose is to predict EoU and not the intermediate
stages.

A summary of various types of segments and requirements for automatic processing is
given in Table 2.1.

Possible cognitive basis for one-at-a-time principle
The first principle of turn-taking is postulated by Schegloff (1968) as “one party at a time”.
This trivial property of conversation has been quantitatively verified for multiple cultures
and languages using between-speaker intervals, which indicates that the principle is a
universal trait of human-human interaction (Stivers et al., 2009). Exactly why participants
usually speak one at a time is seldom explicitly discussed in the literature, but can be
hypothesized to be caused by information processing limits in the brain. A commonly
used term for cognitive information processing is cognitive load, which is the general effort
or the interactions that must be processed simultaneously in working memory (Sweller,
1988). The model of working memory consists of a phonological loop, an visuo-spatial
sketchpad and a central executive (Baddeley and Hitch, 1974). If speaking and listening
at the same time both recruit the phonological loop, then it should increase the cognitive
load to the extent that interlocutors tend to avoid this. Thus, the information processing
may be limited by shared systems for speech recognition and production. This might be
the cause of the first principle of turn-taking: “one party at a time”.
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Possible cognitive basis for timing
The one-at-a-time principle is not set in stone. Conversation is scattered by short but
frequent segments of overlapped speech. Norwine and Murphy (1938) showed this by
computing the between-speaker interval for talkspurts. The between-speaker interval can
be positive (gap) or negative (a partial overlap), excluding interjection into complete
overlap. Recent research has shown that only 41-45 % of all speaker-shifts occur after a
minimally perceivable pause determined to be approximately 200 ms (Heldner and Edlund,
2010). Thus, it is not uncommon for interlocutors to continue to speak or resume their
speech even before the listener has finished his/her response. This is important since it cast
doubt on whether turn-taking is precise in timing. Interestingly, histograms of between
speaker intervals tend to peak around 0-400 ms showing that a brief pause shorter than a
minimally perceivable pause is a common speaker change pattern. This is consistent with
a reaction-response regulation of turn exchanges given the various cues known to signal
speaker changes given that these occur slightly before a gap. Thus, although pausing is
likely to be used in roughly half of the cases humans might use other aids to achieve this
synchronal behavior.

Wilson and Wilson (2005) proposes that endogenous oscillators in the interlucotor’s
brains become mutually entrained on each other’s rate of syllable production. The inherent
oscillator continuously predicts syllable boundaries and provides an aid to achieve better
micro-timing at speaker changes.

Scott et al. (2009) proposes that the primary role of mirror neurons in motor cortex is
not to facilitate the perception of phonemes, as the motor theory of speech perception pro-
poses, but to achieve good timing in turn-taking. They point out evidence which indicate
that mirror neurons are more strongly activated when positive emotions are present which
can explain occasional stretches of synchronal rhythm found in conversations. Thus, their
theory predicts less overlap and fewer gaps for those parts of conversation which display
mutual joy.

The need for better turn-taking in dialog systems
Human-human dialogs are characterized by a high degree of interactivity between par-
ticipants. The interlocutors continuously and in coordination interact with each other
via feedback, clarifications and grounding mechanisms (Clark and Brennan, 1991; Bavelas
et al., 2000). This means that rather than one speaks while the other remains silent,
participants take the roles of an active listener or an attentive speaker.

Unfortunately, legacy spoken dialog systems are not able to deal with this mutual
continuously interactive behavior. They tend to be based on end-of-utterance detec-
tion in which the pause duration threshold is set much higher than the median of the
between-speaker interval as measured in human-human conversations. Such an interac-
tion paradigm introduces time lags which decrease responsiveness and interactiveness.
Long inter-turn silences has been shown to be interpreted as less willingness to comply
with requests and weaker agreement with assessments (Roberts et al., 2006). Some legacy
spoken dialog systems are capable of a crude management of overlapped speech via the
so-called barge-in mechanism. This mechanism treats all incoming speech in overlap as
interruptions, shuts down the speech synthesis and starts the automatic speech recognizer.
In terms of user interface metaphor (Edlund et al., 2008), the basic barge-in mechanism is
useful for a dialog system with a tool metaphor, but not for one with a human metaphor.
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If the interactional capabilities of dialog systems are to become more human-like and
function in social settings, their design should shift from this non-human like functioning to
the paradigm of continuous interaction in which all partners perceive each other, express
themselves, and coordinate their behaviour to each other, continually and in parallel.
This requires the dialog systems to be capable of immediate adaptation - in content and
in timing - to the dynamics of the environment and the user. Such requirements has led
to the development of incremental dialog systems (Schlangen and Skantze, 2009) which
starts processing incoming speech before the utterance has been completed, allowing for
faster response times and better opportunities to handle feedback behaviour. One critical
requirement to achieve this long term goal is computational models for better turn taking.

Computational implementations for turn-taking
IPU-final prediction

Turn shifts which occur after a minimally perceivable pause can be predicted by end-of-
utterance (EOU) predictors that adopt machine learning methods based on appropriate
cues given by the interlocutor at the end of each IPU (Ferrer et al., 2002; Schlangen, 2006;
Laskowski et al., 2008) or by using information about the current dialog state (Bell et al.,
2001). The ground truth, i.e. the target labels which are about to be predicted, are often
assumed to be the observed speaker changes, as found in conversational corpora. This is
task is only meaningful if the IPU-final part has no overlap; otherwise the task becomes
different, e.g. predicting the outcome of turn-competitions. More specifically, IPUs which
starts in overlap but end in non-overlap still qualify as predictable according to the EOU
rationale, but IPUs which ends in overlap are not meaning full to predict in this case since
the speaker change has already occurred.

IPU-internal prediction and detection

The EOU prediction task, or IPU-final prediction, implements the one-at-a-time turn-
taking paradigm by the assumption of non-overlapped speaker-changes after pauses. The
disjunct problem is to handle IPU-internal events. This problem can be divided into
two cases (a) determine the appropriate time to start to speak while the other is still
speaking (b) if incoming speech is detected in overlap, determine whether one should stop
speaking or not (shut down the speech synthesis). The former case may be formulated
as IPU-internal prediction or incremental EOU prediction, i.e. detection of elicitation
cues. Empirical analysis has identified predictive intra-speaker cues given phrase based
segmentation in Japanese (Koiso and Yasuharu, 2010) for this task. One of the first
accounts of machine learned prediction for this task is given in Atterer et al. (2008),
where syntax, as modelled by N-grams, gave a small improvement over a random-guessing
baseline, while prosodic features gave no contribution. The latter case can be formulated
as trying to discriminate between intrusive and non-intrusive speech, i.e. detection of floor-
grabbing cues. One example of intrusive speech is interruptions (French and Local, 1983)
and an example of non-intrusive speech is feedback which include short phrases such as
"mhm", "okay" and "that’s right", which make no claim to the turn (Ward and Tsukahara,
2000). Among the prosodic cues for interruptions are acoustic intensity, average F0,
duration, pausing and speaking rate (French and Local, 1983; Schegloff, 2000; Kurtic et al.,
2010; Lee et al., 2008). A slightly different viewpoint compared to discriminating between
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intrusive and non-intrusive speech is found in Meltzer et al. (1971), who formulated the
task as predicting the outcome from overlap and identified cross-speaker cues (amplitude
differences between speakers) for this task using IPU-like segmentation for English.

In order to make automatic discrimination between intrusive and non-intrusive speech
usable in a dialog system, it has to be implemented to allow for either prediction before an
actual onset of intrusive speech or a reaction briefly after the onset. Lee and Narayanan
(2010) provides an example of prediction given facial gestures of the interrupter and vocal
intensity of the interruptee utilizing Hidden Condition Random Field for modelling. Kurtic
et al. (2010) provides an example of classifying overlap (excluding feedback and some other
non-intrusive speech) using a decision tree. However, their approach was not implemented
in an incremental framework.

Short-time Frame Based Approaches
A different approach to handle turn-taking is frame based speech activity prediction. The
concept relaxes the systematics of turn-taking as a two part problem: turn-taking in si-
lence and in overlap. Instead instantaneous predictions are made on a frame-by-frame
basis into the immediate future by using information from all speakers. Such approaches
incorporate higher order Markov chains (Laskowski et al., 2011) or neural network ap-
proaches (Campbell and Scherer, 2010), which has also been extended to prediction of
prosodic features in general (Ward et al., 2010).

Summary
The overview on turn-taking has identified the following principles and problem formula-
tions:

• The first principle of turn-taking can be approximated as one party at a time.
• The one at a time principle might be due to speech production and speech compre-

hension both recruits the phonological loop in working memory.
• Speaker changes can be elicited by prosodic and syntactical cues.
• The probability of a speaker shift increases with the number of displayed cues.
• The timing of turn-taking might be further aided by endogenous oscillators in the

brain or mirror neurons in the motor cortex.
• Speaker shifts in overlap or up to a minimally perceivable pause is a common be-

havior.
• Modules for turn-taking in dialog systems are expected to increase responsiveness

and interactiveness.
• Inter Pausal Unit (IPU) is a unit of analysis suitable for speech technology applica-

tions.
• Given that one speaks at a time, many authors have shown that speaker shifts can

be automatically predicted at the end of each IPU.
• Given that two speaks at a time, speaker shift can tentatively be automatically

predicted within each IPU.
• Predicting speaker shift in an incremental fashion is desirable, but the technology

is still not mature enough.
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2.2 Feedback

In everyday conversation, interlocutors usually give brief vocal feedback like “uhu”, “okay”
and “that’s right” while the other is talking. These tokens have traditionally been treated
as interjections, but have in more modern studies been referred to as signals of continued
attention (Fries, 1952), accompaniment signal (Kendon, 1967), verbal listener response
(Dittmann and Llewellyn, 1968) and backchannels (Yngve, 1970; Duncan, 1974). Over
time, at least 20 terms with altering definitions have been suggested (Fujimoto, 2007),
indicating a lack of consensus. Fujimoto mentions a possible explanation for this. There is
no specific word for this subset of interjections in European languages but in Japanese these
called "aizuchi" by laypersons. Aizuchi is literally translated as "hammering in alternation;
giving responses to make the conversation go smoothly" (Spahn et al., 1996), where the
hammering initially meant the "the joint hammering of and swordsmiths’ ponding on
a swords blade" (Xudong, 2009). Thus, the act of two people talking to each other is
based on the metaphor of two swordsmiths hammering on a blade. However, the varying
terminology and altering definitions used in the literature calls for a careful definition
on the tokens of interest. The overview provided in this chapter is an extension of the
introduction in Paper 3.

Functions of feedback
The term feedback indicates a temporary role in the conversation, the role of an active lis-
tener as opposed to a passive listener. By giving feedback, the listener mediates the degree
of temporary intelligibility which necessarily involves all participants in the conversation.
Clark’s theory of grounding describes discourse as a joint activity in which participants
continuously work at establishing a common ground (Clark and Schaefer, 1989) . Ac-
cording to the theory of grounding, dialog participants use questions, clarifications and
feedback to signal important information about the grounding process and the state of the
dialog. Allwood et al. (1992) describes four basic communicative functions of feedback that
corresponds to Clark’s grounding levels (Clark, 1994). These are willingness and ability
to (a) continue interaction (b) perceive expression and message (c) understand expression
and message (d) give other attitudinal reactions to expression, message or interlocutor.
The latter include acceptance, non-acceptance and other emotional expressions such as
interest, surprise, joy, sadness etc.

Feedback as non-lexical token, lexical token and phrase
Let’s consider three examples of feedback: "okay" (a single word), "uhu" (not a word) and
"yeah that’s right" (a phrase). Feedback which consists of single words can be annotated as
any other part-of-speech, i.e. by using a word-list and context. Feedback like "uhu" is usu-
ally referred to as non-lexical. These elusive and primitive sounds are not straightforward
to define but Ward (2006a) proposes the following three criteria for lexical conversational
vocalizations: 1) the token has a clear meaning, 2) the token has the ability to participate
in syntactic constructions, and 3) the token has a phonotactically normal pronunciation.
According to this definition, non-lexical feedback is feedback which does not fulfill all of
these criteria. For example, in Swedish "mhm" would qualify as non-lexical but "okey"
would qualify as lexical.
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Allwood (1987) did not distinguish between lexical and non-lexical feedback. Never-
theless, the study can be interpreted as an analysis of non-lexical feedback as phonological
operations acting on a set of simple base morphemes which consists of sonorants (mainly
vowels, nasals and liquids). This gives a combinatorial system which can give rise to a
large number of variations. Thus, these tokens can be described as having a productive na-
ture (Ward, 2000). The analysis by Duncan and Fiske (1977) differentiates between short
feedback (words) and long feedback (phrases) such as "yeah that’s right". Phrase-based
feedback is usually annotated as Dialog Acts for which there is an upcoming ISO-standard
(Bunt et al., 2010). Annotation of Dialog Acts involves judgment of the intention of the
speaker which is problematic to operationalize.

Feedback is short and usually isolated
Giving feedback while someone is talking or squeezing it into the interlocutors’ pauses
means it has to be short. Thus, a contrastive property of feedback is short duration which
also implies that feedback is often isolated. Hjalmarsson (2010) showed that responsive cue
phrases more often stretches a whole IPU ( 50% of all cases) rather than being IPU-initial
( 40% of all cases), IPU-medial ( 5% of all cases) or IPU-final ( 5% of all cases). However,
when talkspurts are considered the probability of stretching a whole segment lowers to
30% which is still much higher than for other cue phrases. A proposed formalization of
feedback as short and isolated are Very Short Utterances (VSU) (Edlund et al., 2009),
which are turns shorter than 1 second which do not contain nouns, verbs, adjectives or
extra linguistic sounds. Indeed, duration alone has shown to be a fairly good feature to
incrementally discriminate feedback from other talkspurts (Edlund et al., 2010) and IPUs
(Neiberg and Truong, 2011b). Thus, short duration is a contrastive intra-speaker context
criterion for feedback.

Feedback is common in overlapped speech
Yngve (1970) noticed that feedback is common in overlapped speech. He put forward the
idea of a main half-duplex channel in conversation, which meant that overlapped speech
including feedback has to be transmitted in a back-channel. The frequent occurrence of
feedback in overlapped speech has caught interest among researchers in turn-taking (Sacks
et al., 1974; Schegloff, 2000) and feedback is sometimes defined as these utterances which
do not take the floor or are not full turns Ward and Tsukahara (2000). Empirically feed-
back has indeed shown an over-representation in overlapped speech (Çetin and Shriberg,
2006; Neiberg and Truong, 2011b). This cross-speaker context, that feedback often occurs
in overlapped speech, is obviously a valid criterion when feedback is to be distinguished
from non-feedback.

Possible cognitive basis for feedback in overlap
The actual reason why feedback is over-represented in overlapped speech is rarely discussed
in the literature. However, there are a few steps in that direction.

The Ymir turn-taking model is based on a set of general hypotheses on cognitive
processing which leads to a computational architecture with two layers (Thórisson, 2002).
The reactive layer has the highest-priority and deals with low-level processes which track
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the dialog state in perceive-act cycles shorter than one second. The content layer has
the lowest priority and deals with the content or "topic" of the conversation is processed.
Among the hypotheses is the broad-strokes-first hypothesis which postulates that:

In real-time communication, analysis and interpretation of broad-stroke com-
municative function takes higher priority than content analysis and interpre-
tation.

Thórisson includes feedback behaviour in these broad-stroke communicative functions
which suggests that feedback is processed by a separate circuit in the brain compared to
where other linguistic content is processed.

Heldner et al. (2010) showed that feedback has a greater prosodic similarity to in-
terlocutor’s speech and hypothesized that this contributes to their non-intrusive nature.
They write:

We posit that one way of making an utterance less conspicuous is to make it
more similar to the interlocutor’s speech.

The two studies can be summarized as: According to Thórisson, feedback is pas-
sively perceived as non-intrusive by the feedback receiving speaker. According to Heldner,
feedback is actively made non-intrusive by the feedback producing speaker by the use of
a passive mechanism in receiving speaker which interpret speech similar to one self as
non-intrusive.

The passive mechanism, or Yngve’s back-channel, might correspond to specialized
brain areas which do not cause load on the phonological loop in working memory. Accord-
ing to neurocognitive literature, the processing of prosody mediated affect is lateralized
to the right hemisphere in the brain, and processing of grammar, vocabulary and lit-
eral meaning is lateralized to the left hemisphere (Schirmer and Kotz, 2006). Indeed, a
functional MRI study of vocal interjections modulated by affective prosody showed in-
volvement of brain areas which are primary used for affective decoding (Dietrich et al.,
2008). The separate processing circuit for affect and prosody is a likely candidate for this
passive mechanism.

Elicitation cues to feedback
Feedback may be elicited by prosody and gestures similarly to speaker shifts in general.
In Ward and Tsukahara (2000), feedback has been shown to be modestly predicted by
a handcrafted rule consisting of a region of 110 ms of low pitch and a reaction time of
700 ms after this cue in the case of American English, and a reaction time of 350 ms
in the case of Japanese. A similar cue for Swedish is tentatively described by Edlund et
al. (2009), but not formally evaluated. The cue in Mexican Spanish also shows a region
of a low pitch followed by a rise and a prolonged vowel and a reaction time of 200 ms
(Rivera and Ward, 2008). However, the prosodic cues in Egyptian Arabic shows an pattern
unrelated to the previously described cues (Ward and Al Bayyari, 2010). Gravano and
Hirschberg (2009a) observe that the inter-pausal unit (IPU) preceding a feedback has a
F0 of a more positive slope, a higher average intensity and F0, longer duration, smaller
noise to harmonic ratio and specific part-of-speech tags than for IPUs not followed by a
feedback. The probability of eliciting a feedback was also found to be proportional to the
number of conjointly displayed cues. To summarize this, although some elicitation cues
shows a similarity across languages there is also a culture specific variations.
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Feedback has also been showed to be elicited by non-verbal cues. In a detailed study,
Bavelas et al. (2002) conclude that a majority of feedback in their corpus occur during
mutual gaze broken by the listener looking away shortly afterwards. Cummins (2012)
report similar findings but with more emphasis on individual and situational variation.

Taken together, this adds three cross-speaker context criteria for feedback tokens: they
are often preceded by prosodic, visual and syntactic cues from the interlocutor.

The productive nature of feedback
According to the phonological and morphological analysis by Allwood (1987), feedback in
Swedish can be systematized as primary feedback like “ja” and “okej”, secondary feedback
like “oj” (oh) and “fy” (ouch) and simple base tokens 1 like “a” and “m” and other
sonorants. There are certain phonological operations which apply to the last phoneme of
the base tokens that are unique for feedback. These are reduplication operations used to
create bi-syllabic versions of the feedback tokens. This creates a system which was first
described in its expanded form by Sigurd (1984) as:
Base token m, a, ja, nä, jo
Reduplication with prosodic marking mm, aa, jaa, nää, joo
Reduplication with insertion of h mhm, aha, jaha, nähä, joho
Reduplication with insertion of glottal stop m’m, a’a, ja’a, nä’ä, jo’o

According to Allwood there are also phonological operations that are not unique for
base tokens: reduction of consonants and vowel addition. It should be pointed out that
the phonological operations which are unique for feedback can be applied repeatedly which
results in multiple syllable tokens, but actual usage of this freedom seems to be less com-
mon. Feedback is also found to undergo morphological operations. Syllabic reduplication
seems to act as emphasis for feedback, i.e. “jaja”, and is not a unique phenomenon to
feedback tokens in general (Moravcsik, 1978). Other morphological operations commonly
applied to feedback are compoundification “m-okej” and derivation “ojsan”, which both
are common in Swedish.

A similar system was been put forward by Ward (2006a) for American English who lists
free standing vowels and sonorants, their sound-to-meaning mapping along with possible
prosodic modifications by syllabification, duration and pitch. Ward stresses the observed
variation in phonemic form which can be viewed as an evidence of productivity. As
consequence of this productivity, the tokens are postulated to be incrementally decoded
via a sound-to-meaning mapping system. This leads to a specialized sub-language, which
has the purpose of conveying listeners’ attention and attitude towards what is being said
in conversations.

Cues to functions of feedback
The opinion on the cues to these functions range from the standpoint of Bolinger (1989)
who claims that prosody is decisive, i.e. the tokens are barley carriers of intonation, and
Ward (2006b) who puts more emphasis on instant and incremental phonemic-to-meaning

1Allwood use the term base morphemes but this creates problems since they are not mor-
phemes in the classical linguistic sense.
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mapping. Dietrich et al. (2006) examined the contribution of prosodic and phonemic cues
for interjections with low and high lexical content. They found that for the interjections
with high lexical content, both prosodic and phonemic cues increases recognition rates,
while recognition for the low-lexical category mostly depends on whether the prosodic
rendering matches the intended function. An additional cue is pausing which obviously can
only be measured in a meaningful way if feedback is squeezed in between IPUs. Roberts
et al. (2006) showed that pausing is a stronger cue to unwillingness and disagreement than
the feedback token’s pitch characteristics.

Accounting for grammatical polarity
The function of feedback may change according to the grammatical polarity of the previ-
ous utterance (Allwood, 1987). Let us consider how agreement to positive and negative
statements is signaled:

Positive “Det regnar” (It is raining)

Agreement “Ja” (Yes)
Disagreement “Nä” (No)

Negative “Det regnar inte” (It isn’t raining)

Agreement “Nä” (No)
Disagreement “Jo” (Yes)

As shown, Swedish has a special feedback token “jo” that is used for disagreement of
negative statements, and “nä” is only regarded as an agreement if the previous statement
was negative.

Usage of vocal feedback in dialog systems
The actual usage of feedback in dialog systems has mostly been studied on the production
side by Japanese researches. Many studies involves to automatically find the appropriate
timing based on prosodic cues in the active listening role (Okato et al., 1996; Ward and
Tsukahara; Takeuchi et al., 2004) as well as in the social chat domain (Nishimura et al.,
2007). Gustafson et al. (2008) reports a Wizard-of-Oz (WoZ) experiment for a customer
service where the participants were real customers. They showed that a human-like WoZ
configuration which produces feedback elicit a behaviour which more close to the be-
haviour in observed in a human-human customer service compared to a more machine like
WoZ configuration. This effect was found to be strongest for user turn-lengths and user
descriptions measured in words and weaker for the distributions of dialog acts. Skantze
(2012) describes a dialogs system which seemingly gives the impression of understand-
ing in a MapTask by giving feedback only based a voice activity detector and the mouse
position on an interactive map.

There are fewer reports on implementations which attempt to produce the appropriate
feedback function. Tsukahara and Ward (2001) built a semi-automated tutoring-type spo-
ken dialog system capable of detecting ephemeral emotions from voice, such as confidence,
confusion, pleasure, and dependency. It used this information to select the most appro-
priate form of feedback at each moment. A user survey showed preference of the proposed
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system over a baseline system. Jonsdottir et al. (2007) reports an implementation of a
virtual human which "probabilistically selects a single appropriate feedback response given
the recognized input and internal state information".

Early accounts of automatic recognition of human feedback were developed for the
map task domain, in which the system instructs a human on how to find the way to
a specific landmark. Such implementations involved giving a new direction after each
feedback (Iwase and Ward, 1998), as well as integrating this feature in a more complex
system (Dohsaka and Shimazu, 1997). However, the literature is very sparse on reports of
spoken dialog system capable of discriminating between multiple functions of feedback. An
exception is Fujie et al. (2006) who describes a system capable of distinguish between back-
channel and ask-back (non-understanding) word-independently with prosodic features and
continue as planed or adapt its next utterance.

It is clear that an implementation of a dialog system capable being able to both
recognize and synthesize multiple functions of feedback is still fictional. Thus, the full
potential of achieving grounding and responsiveness in human-machine interaction via
feedback remains to be demonstrated.

Summary
The overview on vocal feedback gave:

• The main function of feedback is to support the grounding process in conversation
as well as displaying affect.

• The cross-speaker context criteria for feedback tokens is that they are over-represented
in overlapped speech and they are often preceded by prosodic, visual and syntactic
cues from the interlocutor.

• The intra-speaker context criteria for feedback tokens is that they are short and
contain a limited set of sonorants and words.

• The probability of eliciting a feedback is proportional to the number of conjointly
displayed cues.

• Non-lexical feedback does not have stable phonotactical renderings, which can be
interpreted as form of productivity. However, feedback in Swedish tends to be based
on a stem of simple base tokens and phonological operations which are unique for
feedback.

• The functions of feedback are conveyed via prosody, phonemic rendering and paus-
ing. The function may change according to the grammatical polarity of the previous
utterance.

• Feedback is still only rudimentary used in spoken dialog systems. Implementations
tend to be specialized to either production or recognition, often with support for
only one and maximum two functions which only give limited support for grounding.

2.3 Vocal expression of affect

The conveyed meaning of what someone says is not only to be deduced from semantics,
but also through experience of emotional colouring of the voice. This trivial observation
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is an essential feature of everyday human interaction, which is seldom implemented in
spoken dialog systems.

The external display of internal states - emotions, moods, attitudes and other cognitive
states in general is known as affect. There is no agreed definition on what is meant by
emotion, see Cowie and Cornelius (2003); Frijda and Scherer (2009) for a discussion.
What is here meant by emotion is the subjective experience of affect, which is close to the
everyday notion of the word.

The Brunswikian lens model
The Brunswikian lens model is commonly used metaphor to interpersonal communication
of emotional phenomena (Scherer, 1978).

The process is divided into three steps: encoding, transmission and decoding (impres-
sion). The first step starts with an encoding of an emotional expression, that changes a
number of acoustic features of the voice - the distal indicators. One such feature is the
fundamental frequency. In the second step, the fundamental frequency travels through the
air and translates into mechanical vibrations of the basilar membrane, excitates the inner
hair cells of the cochlea and is decoded as pitch - a proximinal percept - by the auditory
cortex. Thus, it is important to consider that objectively measured distal indicators are
not necessarily the equivalent to the proximinal percepts. In the third step, an emotional
"gestalt" is formed in the superior temporal sulcus (STS) of the cerebral cortex. It is
not agreed on whether decoding means perceptual correlates to fundamental frequency or
actual pattern matching in cerebral cortex. If anything else is stated, the current work
refer to decoding as neural pattern matching and the receivers report of their impression.

The encoding stage is studied by examining the distal indicators of acted and elicited
emotions. One problem with these kind of studies is the reliability of the encoding. The
decoding stage is usually studied via listening experiments of acted, elicited or spontaneous
expressions, but also via perceptual processing models of distal cues.

Three theoretical traditions
The theories used to handle vocal expression of affect can be classified into three historical
traditions (Scherer, 2009b): basic emotion theories, constructivist theories and appraisal
theories. The characteristics of these are summarized in Table 2.3.

Basic emotion theories

Basic emotions theories were developed into the modern form by Ekman (1972, 1992).
The fundamental idea is that a specific type of event triggers one of a finite number of
basic emotions with corresponding physiological responses. The responses are assumed
to be pre-programmed neuromotor patterns of evolutionary origin giving the organism
little freedom for adaptation and future re-evaluation. The set of basic emotions was
initially determined as these which are recognized across cultures in facial photographs
(Ekman, 1972), i.e. anger, disgust, fear, happiness, sadness and surprise, the so called
"big six". In Ekman (1992), the basic set was proposed to be expanded with contempt,
shame, guilt, embarrassment and awe along with a list of criteria which included various
aspects of universality. In Ekman (1999), the expansion of the set of basic emotions
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was instead proposed to be amusement, pride, satisfaction, relief and contentment. The
idea of universality of certain emotions, i.e. the ability of decoding an intended emotion
across cultures, has strong empirical support (see Elfenbein and Ambady (2002) for a
comprehensive meta-analysis). Basic emotion theories are often described as discrete
which means that the proposed basic emotions are treated as categories. This viewpoint
is supported by categorical perception experiments of vocal affect which illustrates that
the brain tends to assign stimuli to emotional categories (Laukka, 2005).

Constructivist theories

In constructionist theories, emotions are assumed have physiological correlates in terms of
continuous valued dimensions usually attributed to arousal/activation and valence/pleasantness.
Except for these physiological attributes, emotions are assumed to be psychological con-
structs based on social norms and situational contexts (Russell, 2003). Thus, while basic
emotion theories assume a discrete categorization of emotions, constructionist emotions
theories offers a dimensional continuous valued approach. Russell (1980) shows how lay-
men are conceptualizing emotions and how their self-report supports a circumflex model of
valence-arousal. Specifically, arousal seems to colour the voice in a distinct way. Bänziger
and Scherer (2005) found that average F0 and range vary strongly as a function of the
degree of activation (arousal) but found little evidence for qualitatively different contour
shapes for different emotions.

The two-dimensional rating for valence and aurosal is quite old (Wundt, 1874), and
some propose a third dimension which is usually attributed to power. The bipolar struc-
ture and the number of dimensions in general have been questioned. Watson et al. (1999)
shows evidence of model that falls somewhere between classic simple structure and a true
circumflex. In Fontaine et al. (2007) subjects from three countries were asked to rate 24
prototypical emotion terms on 144 scales a broad range of very diverse emotion theories
and literature. Principal component analysis showed that four dimensions could explain
75% of the variance. These dimensions were interpreted as pleasantness, control/power,
arousal, and unpredictability.

Appraisal theories

Modern appraisal theories assume that organisms continuously perform stimuli evaluation
checks (SEC). These theories treat emotional experience as the experience of the situation
via perception and interpretation. Different but related SECs has been proposed over
time (see Ellsworth and Scherer (2003)), but the set of SECs proposed by Scherer (2009a)
stands out due to the provided predictions of the neurophysiological patterings (e.g. skin
temperature, depth of respiration, pupillary dilation, facial muscle and voice responses) for
novelty, pleasantness, power, goal conductiveness, urgency, other/self-responsibility and
norm compatibility. This appraisal theory assumes that these SEC are deterministically
determined while the actual emotion emerges in a process of componental synchroniza-
tion and desynchronization of the SECs during a bounded episode. Multicomponental
patterns which that occur with a high frequency becomes lexicalised and are given names
like “anger”, “joy” and “fear”. A survey of postulated mappings between appraisal dimen-
sions and affective states is given in Table 2.2. The emergent coherence of components
is assumed to be less deterministic and changes over time to allow for adaptation to the
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Table 2.2: Survey of postulated mappings between appraisal dimensions and affec-
tive states, adapted from Laukka and Elfenbein (2011) who found that 79% (p <
0.05) of the predictions were consistent with subjects ratings (excluding self/other
responsibility). No: Novelty, Pl: Pleasantness, Gc: Goal conduciveness, Ur: ur-
gency, Po: Power, Sr: Self responsibility, Or: Other responsibility, Nc: Norm
compability. Am: amusement, An: anger, Co: contempt, Dg: disgust, Dt: distress,
Fe: fear, Gu: guilt, Ha: happiness, Ns: negative surprise, Pr: pride, Ps: positive
surprise, Re: relief, Sa: sadness, Se: serenity, Sh: shame.

No Pl Gc Ur Po Sr Or Nc
Am H L H
An H L L H H L H L
Co L H L H L
Dg L
Dt L L H L L
Fe H L L H L L
Gu L L L H L L
Ha H H H L H H
Ns H L L L
Pr H H H H L H
Ps H H L
Re H H L
Sa L L L L L L
Se L H L
Sh L L L H L L

situation and culture. Thus, appraisal theory can be said to be allow for weak construc-
tivism.

Scherer (1992) discusses emotional communication in the terminology of Bühler’s
Organon model. According to this model, vocal expressions function as a symptom, a
signal or a symbol. Accordning to Laukka and Elfenbein (2011), the symbolic function
corresponds to the appraisal event, while the symptom corresponds to the displayed com-
ponential patterning, i.e. what we usually call emotion and is the most studied aspect.
The signalling function can be interpreted as the ability to regulate social behaviour by
inducing affective responses in the perceiver.

Neurological measurements using electroencephalographic (EEG) recordings and event-
related potentials (ERP) has shown that SECs are evaluated in sequence (Grandjean et
al., 2004). The detection thresholds were found to be 90 ms for novelty, 100-200 ms for
intrinsic pleasantness, 130 ms for relevance and 500-800 ms for goal conduciveness. These
thresholds put bounds for the reaction time in expressing these components relatively to
stimuli in conversation.
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Table 2.3: Characteristics of three traditions of emotion theory.
Basic Constructivist Appraisal

Empirical studies many many few
Response pattern pre-programmed post hoc emergence from

categorization components
Production single-level unspecified multi-level
mechanism appraisal appraisal
Number of finite unlimited unlimited
emotions
Mixed no 2+ many
components
Temporally bounded yes no yes
Adaptiveness none unspecified component

coherence
Constructivism none strong weak
Categorization discrete continuous continuous
of emotions

Predictions of acoustic cues
The outcomes from acoustic cues can be predicted quite well by parameterizing these on a
sympathetic arousal/active-passive dimension. By considering the physiological responses
of activation in the autonomic nervous system, i.e. increased muscle tension, cardiovas-
cular activity and faster respiration; the corresponding acoustic effects is higher F0 and
intensity, faster articulation and tenser voice which reflects as higher proportion of high
frequency harmonic energy compared to low frequency harmonic energy. These predic-
tions have been empirically shown to hold quite well. (Banse and Scherer, 1996). More
detailed predictions have been derived for appraisal SECs, see Scherer (1986) and Scherer
(2009a) for an updated list.

The universal language
The effects in expressions caused by physiological arousal in terms of inherent neuromotor
programs is called push effects, while pull effects are determined by social norms (Scherer
et al., 2003). This implies that emotions which have strong components of push effects
shall be recognized across cultures. The relative strength of push and pull effects can
be empirically determined by the in-group advantage, i.e. the within culture recall rate
subtracted by the cross-cultural recall rate. An extensive survey identifies anger, contempt,
disgust, fear, happiness, sadness, surprise and positive-negative valence as having an in-
group advantage (Elfenbein and Ambady, 2002). The survey also indicates that the in-
group advantage is dependent on modality.

Taxonomies and goal driven categories
The methodology of Barsalou (1985) aims to access the mechanisms of how humans per-
ceive categories by determine correlates to the typicality of each stimulus. For example, a
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sparrow is perceived as more typical for birds than an ostrich (Rosch and Mervis, 1975).
Thus, the continuum within a category ranges from the most typical member to the most
atypical members. Three determinants to typicality stands out 1) the members similarity
to the central tendency (CT), as measured by co-occurring correlates among members
(e.g. feathers, colour, shape, number of legs, etc.) 2) the members frequency instantiation
(FI), i.e. how often they occur as members of their category 3) members similarity to
ideals (ID) associated with the goals served by its category.

Categories can be divided into taxonomies (e.g. birds, apples, beers) and goal driven
categories (e.g. things to bring on a picnic). The typicality of members in taxonomies
are primary determined by their frequency instantiation and secondly by their central
tendency and third by ideals. Goal-driven categories are primary determined by ideality,
secondly by frequency instantiation and third by central tendency. As mentioned, ideals
can be thought of as those characteristics that a category member should possess in
order to best serve the goals associated with its category. If affective expressions serve
a communicative purpose, then the ideal for affective expressions are to communicate
these as efficient as possible. Previous studies have identified emotional facial expressions
(Horstmann, 2002) and vocal expressions (Laukka et al., 2011a) as goal driven categories.
The latter study also showed that acted expressions are perceived as closer to ones ideals
than spontaneous expressions. Thus, acted expressions are communicated more clearly
than spontaneous expressions.

It is not straightforward to relate these findings to the main theories of emotions.
One interpretation is that a taxonomy arises from the display of basic affect programs or
compositional SEC patternings, i.e. what may be grouped together as push effects. On
the other hand, one could hypothesize that cross-cultural patterning of emotions arises
from goals shared across cultures instead of basic affect programs and that the in-group-
advantage is causally linked to goals shared within cultures.

Applications of automatic recognition of vocal affect
As the applications of spoken dialog systems moves from the domains of ticket booking
and simple information retrieval to tutoring, social domains and computer games, there is
an increasing need for social awareness via affective computing. How information of users’
emotional states are to be used in human-machine interaction is not well understood and
particularly explored.

Among the applications for automatic recognition of vocal affect and social signals
stated in Schuller et al. (2012) are:

Automatic voice call services One application in custom services is to detect angry
users in order to adapt the dialog or forward them to human operators. Another
application is to make off-line assessment the average quality of the service by de-
tecting happy or angry users and track changes over time.

Interaction analysis Computer-aided analysis of affective states of human-human con-
versations in counselling or therapy.

Surveillance Detecting stress levels, sleepiness or intoxication in cars, airplanes or oper-
ators of heavy machinery.

Media retrieval : For example, searching multimedia databases for highlights in sports
by measuring the level of excitement in the reporter’s speech.
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Entertainment : Agents, chat-bots, robots with a social purpose, such as in computer
games and emotion aware avatars.

Another application is to decode attitudes in vocal feedback to support the grounding
process in dialog systems.

Summary
The overview on vocal feedback gave:
The communicative purpose of emotions is conceptualized by the Brunwikian lens model

which starts with production/encoding and ends by perception/decoding in the
receiving party.

Theories on emotion are divided into discrete basic theories, constructivist theories with
few continuous valued components and appraisal theories with many continuous
valued components.

The acoustic cues for various emotions can be predicted based on physiological mecha-
nisms and assumptions on how components, such as arousal, affect the central nerve
system and muscles.

The display of some emotions exhibits universality, which means that they can be decoded
across cultures.

The typicality within categories of emotions are better explained by similarity to ideals
associated with the goals served by its category, than by central tendency determined
by co-occurring correlates among members.

Affective computing is an emerging area of research which will be useful in many speech
technology applications.



Chapter 3

Fundamentals of pitch tracking

3.1 Introduction

In humans, the different tones used in singing or intonation are produced when air is
pushed from the lungs through the glottis, which causes the vocal cords to vibrate. The
frequency of the vibration is a function of the size of the vocal folds, the tension of the
muscles attached to the vocal cords and the air flow. The effect of tense, creaky and
breathy voice is mainly regulated by the muscles attached to the vocal cords. When the
energy of fundamental frequency travels through the air to a receiving party, it translates
into mechanical vibrations of the basilar membrane in the ear, excites the inner hair cells
of the cochlea in the inner ear and is perceived as pitch. This process is further outlined
in Scherer (1978); Quatieri (2002).

Although fundamental frequency and pitch is not the same, the procedure of auto-
matically estimating the fundamental frequency in speech, as measured in Hertz, is often
referred to as "pitch tracking". The basics of pitch tracking are outlined in Section 3.2, 3.3
and 3.4. After the fundamental frequency estimates are obtained, it might be advanta-
geous to transform the estimates to a perceptual domain. Section 3.5 discusses frequency
domain transforms and Section 3.6 discusses time domain transforms.

3.2 Obtaining scalar estimates

Pitch tracking methods are usually classified into two categories, those which operate in
the temporal domain and those which operate in the frequency domain. A popular time-
domain approach is to compute the autocorrelation of the signal. It can be described as
the similarity between the observations as a function of the time lag separation between
them. The autocorrelation of a periodic function has the interesting property of being
periodic with the same period as the original signal. At the time lag of half of the period
of the waveform, the autocorrelation is out of phase with its time-delayed copy, and the
correlation reaches it’s minimum value. As the time lag increases to the length of one
period, the waveform and its time-delayed copy are in phase, and the autocorrelation
increases to a maximum. The first peak in the autocorrelation indicates the period of the
waveform. The basic implementation of the autocorrelation method is sensitive to noise
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and can not deal with polyphonic sounds. A widespread pitch tracker based on ACF is
the ESPS tracker (Talkin, 1995) that is part of the SNACK toolkit.

Another popular approach is harmonic pattern matching in the frequency domain.
When the vocal folds are excited the resulting spectrum has harmonic components at
integer multiples of the fundamental frequency. By selecting a F0 candidate value and form
a sum of the spectral amplitudes at integer multiples (in Hz) of the selected F0 candidate,
one obtains a harmonic sum for the selected F0 value. The F0 is then estimated as
the candidate with the corresponding maximum harmonic sum. Conceptually equivalent
variations of this principle include algorithms which base the summation or multiplication
of down-sampled spectra (Schroeder, 1968) (Noll, 1970), modifications for logarithmic
filters (Hermes, 1988) and comb filters (Moorer, 1974; Martin, 1982). Implementations
based on harmonic pattern matching is relatively insensitive to noise and can deal with
polyphonic sounds with few modifications.

3.3 Refining scalar estimates

The raw output from a pitch tracking algorithm has errors to some proportion. The most
common error is octave error where the first or second overtone is incorrectly estimated
as F0. Other errors come from the influence of formants, noise, aperiodicity or any other
components of the signal that was not accounted for in the initial assumptions.

By keeping the top hypotheses for each frame obtained from a suitable pitch tracking
algorithm, a better estimate can be obtained by means of dynamic programming. By
formulating a cost function which penalizes octave jumps and other improbable events
via some arbitrary chosen thresholds (cf. Talkin (1995)), dynamic programming finds the
path which corresponds to the lowest cost.

Using dynamic programming for refining the estimates is problematic for applications
which depends on-line incremental processing. Another problem which does not concern
the actual tracking procedure, but the later stages in a typical application is the presence
of unvoiced frames. An F0 value is not computable in the unvoiced regions of speech, such
as in the silence before the bursts in plosives.

Pitch trackers are usually evaluated by comparing tracking estimates for the same
algorithm between simultaneous recordings of oral and laryngograph signals.

3.4 Vector valued estimates

An alternative to using scalar valued F0 estimates from a pitch tracker is to model the
power spectrum directly. This solves two problems commonly associated with using scalar
valued F0 estimates from a pitch tracker: 1) It eliminates the need for interpolating over
unvoiced segments - the power spectrum will model the amplitude of voicing directly 2) the
absence of an argmax decision softens the problem of wrong estimates 3) vector-valued
estimates are suitable as features for Hidden Markov Model with continuous emitting
probabilities whereas scalar valued estimates would require discrete symbols to deal with
unvoiced estimates. One cavecat with vector valued pitch estimates is that any evaluation
of the quality of the estimate is non-trivial. Scalar valued estimates are usually evaluated
by comparing the difference in Hertz between oral and laryngograph signals which gives
an intuitive idea on how good the algorithms is. However, it is not straightforward to
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apply the same procedure to vector valued estimates. For example, one need to specify
one distance measure out of many possible and interpret the results, accounting for any
differences in spectral tilt that depend of the used microphones. Vector valued repre-
sentations are mostly evaluated as their suitability as features for automatic detection of
various conversational cues. Vector valued pitch estimates are rarely found in the litera-
ture. One early example is the crude, but effective, “MFCC-low” (Neiberg et al., 2006b).
Another example is the Fundamental Frequency Variation spectrum, that achieves aver-
age F0-normalization via a perspective projection, implemented as a dot product, between
two adjacent frames (Laskowski et al., 2008).

3.5 Perception of F0 in the frequency domain

The cochlea in the inner ear can be modelled as a filter-bank, where the central frequencies
and bandwidths are to be determined via perceptual experiments. In the literature, four
auditory scales stands out:

• Musical scale (in octaves, semitones or centitones)

• Ratio pitch (in mel) (Stevens and Volkman, 1940)

• Critical band rate z (in bark) (Zwicker et al., 1957)

• Equivalent rectangular bandwidth rate (ERB rate) (Moore and Glasberg, 1983)

The relationship between these scales is shown in 3.1. Theoretically, the ERB rate is
thought as being the most relevant scale from a perceptual point of view. In practice, a
semitone scale has shown to be at least equally perceptually accurate as an ERB-scale,
followed by bark- and mel-scale (Nolan, 2003). Semitones also have the advantage of
being both a physical scale and an auditory scale. As a physical scale, semitones can be
used as a relative measure, independent of any absolute reference. This property is useful
when comparing pitch patterns between females, who have an higher average pitch, and
males who have an lower average pitch. Of course, there is also a great deal of individual
variations in average pitch.

3.6 Perception of F0 in the temporal domain

The perception of F0 is also influenced by the local segmentation and rate of change. For
example:

• Hearing experiments using short stimuli of length T seconds, either pure tones or
speech-like signals, have established a glissando threshold of G = 0.16/T 2 semi-
tones/second, i.e. F0 movements below this threshold are perceived as flat Hart et
al. (1990).

• Similarly as above, the threshold for time-differential glissando has been found to
be 12-40 semitones/sec, i.e below this threshold there is no perceived acceleration
of F0.

• F0 movements in synthesized sequences of “amama” are more salient for the vowels
than for sonorants (House, 1990).
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Figure 3.1: Comparison of four auditory scales. The range in the ERB, Bark, Mel
and Octave scales is arbitrary, so the comparison in the figure is apart from a scale
factor.

• The presence of a mid-segment pause makes the perception of the initial frequency
after the pause to based primary on the endpoint frequency before the pause (House,
1995).

The above list is not supposed to be extensive, it rather exemplifies the problems of
mapping F0 to pitch in the temporal domain.

3.7 Summary

The overview on pitch tracking is summarized as:

The fundamental frequency in speech is perceived as pitch.

Scalar valued estimates of fundamental frequency are traditionally obtained using the
auto-correlation method in the temporal domain. or by the harmonic pattern match-
ing in the frequency domain.

Dynamic programming is commonly used for refining scalar estimates and making a
voicing decision.

Vector valued estimates has the potential of avoiding the voicing decision and the argmax
decision but are non-trivial to evaluate.
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Once fundamental frequency estimates are obtained, they may be transformed to an
auditory frequency scale. Among the different auditory scales, the semitone scale
stands out in it’s simplicity, being at least as perceptually accurate as an ERB-scale,
Mel-scale or Bark-scale and having the advantage of being a relative scale.

The perception of F0 is also influenced by the local segmentation and rate of change.





Chapter 4

Supervised machine learning for
conversation and affect

Machine learning methods have proven to be effective to make dialog systems, a robot
or spectator systems for behaviour analysis that are able to react appropriately to con-
versational cues. There are two routes to do this 1) to let the agent learn behaviour by
itself and without supervision 2) to let the agent learn behaviour with supervision. This
chapter is about the latter case in which the machine learns to reproduce observed inter-
actional behaviors by learning patterns associated with presented labels. After tuning, the
algorithms have to be able to generalize from the given examples to unseen data, which
is known as the regularization problem. There are numerous ways to do this, and this
chapter aims at introducing practical routes to automatically decode conversational cues
from sequential data. The suggestions here are not to be taken as a complete survey of
supervised machine learning methods - for this the reader is referred to Bishop (2006).
It selections reflects the author’s choice of preference and it might also be viewed as a
crude overview of machine learning methods. Many hybrid methods are also available
and creative usage of standard methods is also possible.

4.1 Dis-joint segmentation and classification

One strategy for solving a problem is to divide it into sub-problems and then solving them
one by one. A first approach to classification of conversational events in spoken dialog is
to define a segmentation procedure and then classifying each segment into categories.

Segmentation
A segmentation procedure suitable for machine learning requires an operationalized def-
inition that produces consistent results. A common segmentation procedure is the Inter
Pausal Unit (IPU). In its simplest form, an IPU consists of segments of speech, as given
by a voice activity detector (VAD), where pauses shorter than 200 ms are bridged. This
bridging threshold can be motivated by reaction times established via nerocognitive stud-
ies, as well as being the minimum threshold for a pause in speech. The IPU is a suitable
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segmentation procedure for bottom-up subsumption architectures due to its simplicity, but
other units of analysis might also be appropriate for certain applications (see Chapter 2
Section 2.1).

Classifying segments
Once a segment is obtained it has to be classified based on appropriate prosodic features.
This problem is here divided into the two cases 1) when the trajectories of the features do
matter; and 2) when the trajectories do not matter.

When trajectories do matter

For some tasks, there are good reasons to have a detailed model of the trajectory of an
acoustic feature. For example, the shape of a fundamental frequency trajectory in feedback
tokens has been shown to signal quite subtle expressions and the elicitation cues to speaker
shifts shows distinct forms. For those examples, there are two routes to construct a good
model.

The first route is to use a time-varying parameterisation that transforms the frames of
the trajectory into a fixed length vector representation. Once a feature vector with fixed
dimension is obtained, there is a large selection of machine learning methods to chose from.
As a rule of thumb, if there is little data available or if the categorization problem is likely
to be one of many other salient manifestations of the same feature set, one should pick
models that are prone to generalize. In this case, one should chose generative models with
few parameters such as Naive Bayes classifiers, or the simplest discriminative classifiers
such as single layer perceptions or the simplest versions of Linear Discriminant Analysis
(LDA) without quadratic terms. In case a moderate amount of data is available or if
the categories of interest stand out from other manifestations given the feature set then
appropriate options are Gaussian Mixture Models, or discriminative classifiers which have
built in regularization, i.e. they do not rely on cross-validation schemes for parameter
optimizations, like LDA with quadratic terms (see Figure 4.1). In case a large amount of
data is available then one should choose the most powerful discriminative models with a
large number of parameters such as Support Vector Machines or multiple layered neural
networks, in which case one needs to apply cross-validation schemes to avoid over-fitting.

The second route is to choose a model which is capable of modelling the conditional
dependencies between frames. Following the description in Rabiner (1989), Markov chains
are stochastic processes which may be described at any time as being in one of a set of N
distinct states, S1, S2, . . . , SN . At each time instant t, the system stays in the same state
or changes to another state according to a set of probabilities. Let the actual state at
time t be qt. For the case of a first order Markov chain, the state transition probabilities
are only dependent on the current state and the last state:

P [qt = Sj |qt−1 = Sj , qt−2 = Sk, . . .] = P [qt = Sj |qt−1 = Sj ]

In a regular Markov chain, the states are observable and the only parameters are the
transition probabilities. If the states are not observable, then the model can be extended
by introducing the emitting probabilities, P (o|si), i.e. the probability of emitting the
observation o when in state si. Since the states are not directly observable the resulting
model is called a Hidden Markov Model.
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Figure 4.1: Discriminative decision boundaries for 4 types of Linear Discriminant
Analysis with increasing complexity. dLinear: Linear discriminant with diago-
nal covariance matrix; dLinear: Linear discriminant with full covariance matrix;
dQuadratic: Quadratic discriminant with diagonal covariance matrix; dQuadratic:
Quadratic discriminant with full covariance matrix. Observe the increasing that
the discriminability increases with model complexity.

When trajectories do not matter

Some acoustic correlates to speaker traits or affective states may be quite static through-
out an IPU or talkspurt, for example measurements of voice quality. The variability of
potential salient trajectories can also be quite adverse over the defined segment. To avoid
complex modelling, it might also be advantageous to model affective states and paralin-
guistic speaker traits such as gender, identity or intoxication without taking the actual
trajectories into account.

In such cases one may either measure over the entire segment or assume a conditional
independence between frames of measurement. In the first case, any classifier which
operates on fixed length vector is suitable. In the second case, one common route is to
use argmax decisions of the likelihoods from Gaussian Mixture Models which are based
on conditional independence assumptions between frames.
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Feature space fusion or classifier fusion

Detectors for conversational events can either be constructed as a single classifier that
operates in a joint feature space in which features from multiple cues are merged or be
constructed in a fusion architecture in which the output from multiple classifiers, one for
each cue, are used to detect or predict the event. For example, parameters of fundamental
frequency, intensity, rhythm and voice quality are merged into a joint feature vector from
which the machine learner tries to determine the appropriate decision. This common
setup may not be the most optimal for certain events. For example, the probability of
a speaker-shift has been shown to be proportional to the number of turn-yielding cues
(Duncan, 1972; Gravano and Hirschberg, 2009b; Hjalmarsson, 2010) In this case, one
should consider using one classifier per cue and adopting a fusion scheme to obtain a
better model of the event.

4.2 Joint segmentation and classification

Instead of separating the segmentation and classification steps, they can be performed
together as a joint process. The model of choice for this task is Hidden Markov Models
where the decoded state sequence maps to labels of events. A classical problem which is
commonly solved as a joint segmentation and classification problem is automatic speech
recognition where the state sequence often corresponds to phonemes or words.

Another application is modelling multiple speakers in conversation. The first account
of letting Markov chains model cross-speaker dependencies in dialog was done by Jaffe
et al. (1967). They proposed a fully connected four-state model with the states: mutual
silence, A speaks while B is silent; B speaks while A is silent and mutual vocalization.The
proposed joint transition model stochastically encodes the one-at-a-time-principle and still
allowing for less frequent mutual vocalization and accounts for individual differences via
the two speech-silence states. Their approach assumed that speech-silence patterns where
already available which puts the method into the category of dis-joint segmentation and
classification. This usage is suitable for modelling and classification of types of speakers
or types of conversations. It took many years until this approach was extended to joint
segmentation and classification.

When a joint transition model is applied in an HMM decoder to perform Voice Activity
Detection (VAD) in conversational corpora with close-talk microphones, it does not only
improve detection due to improved modelling of turn-taking but also though suppression
of cross-talk which is a main source of VAD errors. In Laskowski and Schultz (2008), inter-
locutor dependencies were taken into account via an HMM-based framework. Cross-talk
suppression was achieved by a Viterbi-search through the joint channel space, governed by
joint transition matrix. Alternatively, cross-talk may be suppressed by including cross-talk
suppression features in an HMM-based single channel frame-work (Boakye and Stolcke,
2006). The approach by Laskowski and Schultz (2008) can be directly extended to mod-
elling interlocutor dependencies for text-independent joint segmentation and classification
of Dialog Acts (DAs) (Laskowski and Shriberg, 2010). The target DAs included two
types of fillers, back-channels, acknowledgments among other DAs in a multi-participant
meeting.
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4.3 Class probabilities and evaluation metrics

In spontaneous conversational data, the events of interest may be infrequent and sparse.
For example, strong negative affect is rarely found in most collaborative dialogs. The
infrequent occurrence, or the differences in occurrences of paralinguistic expressions be-
tween corpora poses problems for benchmarking classification tasks and comparing results
between corpora. Therefore it is recommended to always report unweighted average re-
call, which is the average of the diagonal in a confusion matrix. The unweighted average
recall for making random guesses is one divided with the number of classes. In case one
prefers to evaluate a statistical classifier based on Bayes theorem, one might consider to
set the prior distribution to uniform. If the intention is to evaluate a certain application
one should consider specifying a costs function. For example, if the task is to detect
anger in an automatic customer service and forward these calls to a human operator, then
variables are the financial cost of the human operators and customer satisfaction. If the
costs function is unknown, then accuracy, i.e. weighted recall, is the best choice. In this
case then the baseline obtained by voting for the majority class. If the detector allows
output of a decision score, i.e. a likelihood ratio or probabilities, one might decide to trade
false accepts to false rejections by adjusting the decision threshold. The trade-off is then
specified by an application specific cost function. A special case is the Equal Error Rate
(EER) which corresponds to a decision threshold where the false alarm and false reject
rates are equal. The EER is a prior independent evaluation measure which can by use to
compare classifiers across corpora.

4.4 Summary

The first design choice for an automatic classifier was suggested to be whether the problem
statement is best solved by dis-joint or joint segmentation and classification.

In dis-joint segmentation and classification, a unit of analysis has to be chosen. A unit
suitable for a bottom-up subsumption architecture is the Inter Pausal Unit, but other
units may also be appropriate. Once the acoustic features of the segments are obtained,
one need to decide whether the trajectories matters or not. If trajectories matters, then
one one route is to use a time-varying parameterization which transforms the frames of
the trajectory into a fixed length vector representation along with one of many classifiers
which discriminate fixed length vectors, e.g. LDA, SVM or Naíve Bayes. Another route
is to choose a model which is capable of modelling the conditional dependencies between
frames, e.g. Hidden Markov Models. If trajectories do not matter, then one route is to use
statistical models which assume conditional independence between frames of measurement.
In joint segmentation and classification, the straightforward choice is to use Hidden Markov
Models or any extensions of these.

Once the performance was to be established, it is important to consider any uneven
distribution of the classes of interest. To compensate for uneven class distributions, it
is recommended to report unweighted average recall which allows for comparison across
corpora. For actual applications then an application specific cost function or weighted
recall (accuracy) is the best choice.
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Chapter 5

Parameterization of pitch

Tracking, parameterizing and modelling pitch is essential for paralinguistic applications.
Among the different scales corresponding to humans’ perception of pitch, the semitone
scale has not just been shown to be as perceptually accurate as an ERB-scale but it stands
out in its simplicity and its properties of describing relative differences, see Chapter 3. This
chapter is intended to give a coherent picture of similar signal processing techniques used
in multiple papers by the author. The derivation based on the Constant-Q filter-bank as
given in Section 5.1-5.3 is redundant to Neiberg et al. (2010a) 1.

5.1 The constant-Q transform for a semitone scale

One way to obtain a filter-bank in a semitone scale is to use the Constant-Q transform
(Brown, 1991). The transform is formed by series of logarithmically spaced filters where
the Q-factor corresponds to the integer number of cycles processed at a center frequency.
A Q-factor of 1/(21/12 − 1) or 16.8 gives a semitone scale with a frequency resolution
of 12 filters per octave. The kth spectral component for the transform of the time signal
x(n) : 1 ≤ n ≤ N sampled at sampling frequency Fs is given by

X(k, n) =
L(k)∑
m=1

Wk(m)x(n−m) exp
(
−j2πnCf (k)

Fs

)
(5.1)

where, L(k) is the length of the window corresponding to the kth spectral component.
In a departure from the original paper (Brown, 1991), the proposed windows function
Wk[m] are Finite Impulse Response (FIR) linear phase low pass filters. Their Central
Frequencies (Cf ) is given by B ∗ 2k/12, where B is the center frequency (in Hertz) of the
first filter and their Band-Widths (BW ) is given by

BW (k) = B(2(k+1)/12 − 2(k−1)/12) (5.2)
1Time Varying Constant Q-Cepstral Coefficients was developed in a collaborative effort with

Ananthakrishnan Gopal who provided code for the filter-bank
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and the order L(k) = 2 ∗ round(0.5 ∗ Fs/BW (k)) The total number of filters in the bank
are K, where Cf (K) must be less than Fs/2. Thus the filter Wk(n) : 1 ≤ n ≤ L(k) is
given by

Wk(n) =
sin
(

(n− (L(k)/2))BW (k)
Fs

)
(
n− L(k)

2

) (5.3)

Compared to Short-time Fourier Transform (STFT), the constant-Q transform has
higher temporal resolution for higher frequencies and higher spectral resolution for lower
frequencies, for the same number of filters.

5.2 Obtaining scalar estimates

Let’s formalize the Harmonic Pattern Matching in a semitone scale. Let’s first compute
X(k, t) : 1 ≤ k ≤ K, 1 ≤ n ≤ N , the output of the Constant-Q filter bank for the time
frame n and filter k. Since the scale is logarithmic, the harmonics are no longer integral
multiples of the fundamental. The number of Constant-Q filters between the fundamental
frequency, f , and its ith harmonic is given by

Nf (i) = round(12 log2 i) (5.4)

The harmonic strength, Sh, at every time frame in the segment is:

∀k : k̂ ≤ k ≤ K, Sh(k, n) =
mh∑
i=1

|X(k +Nk(i), n)|2 (5.5)

where mh are the number of harmonics to be summed up and k̂ is the first filter for which
the sum is performed.

The estimate for the instantaneous F0 (Fin) is the maximum among the summed
harmonic frequency bins.

Fin(n) = arg,max
k̂≤k≤K

Sh(k, n) (5.6)

If the signal has additive white noise and one choses a high value of mh, then the
harmonic pattern matching algorithm is prone to finding pitch estimates one octave be-
low the true frequency. However, having a high value for mh is advantageous since the
algorithm then is less prone to confuse formants with fundamental frequency. To reduce
the impact of this trade-off, an approximation for tone in noise separation is applied. This
is done by classifying all filters with amplitudes below 10 dB from the highest amplitude
filter in each frame as noise. So any filter in the output of the filter-bank is considered as
tone, if it has an amplitude above the threshold. k̂ is then chosen as the lowest filter that
may considered a tonal.

This technique is simple and gives a good estimate for frames that have phonation. It
is useful as either an initial estimate followed by further refinement (see Paper 11) or to
get a good estimate of average pitch by using estimated voicing amplitude as weights .
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5.3 Vector valued estimates

One early example of a vector valued pitch estimate is the “MFCC-low” (see Paper 11),
which was a tightly spaced mel-scale filter-bank in the F0 region. Obviously, such an
approach will suffer from the speaker dependent bias in average F0, which calls for a
normalization procedure.

Average estimate
Given a segment of speech - voiced or unvoiced - it is straightforward to calculate an
average F0 in a semitone scale. The mean fundamental frequencyMff (in semitone scale)
of a segment (e.g. IPU, talkspurt, word) is calculated from this estimate, but weighted by
the amplitude of the harmonic frequency sum.

Mff = 1∑N

n=1 Sh(Fin(n), n)

N∑
n=1

Fin(n)Sh(Fin(n), n) (5.7)

The procedure will put more weight to voiced frames than to unvoiced frames, making
a hard voicing decision unnecessary.

From here there are two options to obtain a normalized spectrum, X̂: 1) shift all
segment to the same arbitrary mean fundamental frequency Nff (in the semitone scale)
or 2) save the region around the average F0 Mff . To avoid too much impact from the
first overtone, saving ±8 semitones from Mff is advantageous.

Obtaining the cepstrum
The log spectrum is obtained via

lX̂(k, n) = 10 log10(|X̂(k, n)|2) (5.8)

followed by a type II Discrete Cosine Transform (DCT) applied along the (normalized)
frequency dimension:

T (q, n) =
K∑

k=1

lX̂(k, n) ∗ cos
(
π

K
(k − 1

2)
)

(5.9)

The axis of T along q is called the ‘quefrency’ and has a time dimension.

5.4 Feature trajectories as length-invariant discrete cosine
coefficients

To parameterize the trajectories of an arbitrary feature x(n) throughout a segment with
length N , length invariant DCT coefficients are computed as:

∀p : 0 ≤ p < P, T (p) = 1
N

N−1∑
n=0

x(n) cos
(
π

N
(n+ 1

2)p)
)

where T (p) is the p’th coefficient.
There are several reasons for using this time-varying parameterization:
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1. The DCT base functions are periodic, which allows good interpolation of syllabic
rhythm in speech.

2. In general, the length-invariance gives normalization for duration or speaking rate.
If duration or speaking rate is added to the final feature vector, then the machine
learning algorithm can determine whether it is a salient cue or just speaker variation.

3. These DCT coefficients are also faster to compute than polynomial regression coef-
ficients, since polynomial regression requires matrix inversion.

4. The 0’th coefficient is equal to the arithmetic average, which means that if it is
omitted, then only the relative shape of a trajectory is parameterized. This property
is useful for parameterizing features such as scalar valued F0 estimates from a pitch
tracker (which has a speaker dependent additive bias) , intensity (which is dependent
on the distance to the microphone) or MFCCs (which has an additive channel bias).

When applying this DCT, which operates in the time dimension, one obtains frequency
along p. When applied on cepstrum features, the axis along p becomes the frequency of
quefrency. This representation is known as the cepstrum modulation spectrum. The
usage of length-invariant cepstrum modulation spectrum was first introduced by Ariki et
al. (1989), although no specific term was used at the time. For the special case when this
DCT is applied on a cepstrum obtained from a constant-Q filter-bank, it is referred to as
Time-varying Constant-Q Cepstral Coefficients (TVCQCC) (Neiberg et al., 2010a).

5.5 Contributions according to papers

Refining scalar estimates using minimum jerk trajectories
Paper 11 proposes a fundamental frequency tracker, with the specific purpose of jointly
tracking pitch and interpolate between voiced and unvoiced frames. The method is in-
spired by the way trained phoneticians sketched contours back in the 30s where they
interpolated over unvoiced frames to create contours which were easy to conceptualize.
The method uses a frequency domain approach to estimate pitch tracks that form min-
imum jerk trajectories. This method tries to mimic motor movements of the handmade
while sketching. This phenomenon has been observed in other muscle movements where
the resultant motion tends to follow a minimum jerk trajectory. In speech production
the pitch is altered by changing the tension of the muscles in the vocal folds. Although
there is no strong evidence that movements of these muscles also follow the minimum jerk
trajectory model, the paper implicitly suggests that the pitch is intended to be produced
in such a way that it minimizes jerk in the log-frequency space. The algorithm avoids the
voicing decision find a pitch track optimized according to two criteria 1) pitch track shall
follow a minimum jerk trajectory 2) the pitch track shall follow the path corresponding
to the maximum power amplitude in the spectrogram. These two criteria are iteratively
estimated within windows spanning 100-600 ms. The maximum on-line latency of the
algorithm is equal to the window size.

When the fundamental frequency tracked by the proposed method on the oral and
laryngograph signals were compared using the MOCHA-TIMIT database, the correlation
was 0.98 and the root mean squared error was 4.0 Hz, which was slightly better than a
state-of-the-art pitch tracking algorithm included in the ESPS.
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It is also demonstrated how the proposed algorithm could to be applied when compar-
ing with sketches made by phoneticians for the variations in accent II among the Swedish
dialects. Figure 3 in Paper 11 on page 93 shows a comparison between the manually
sketched pitch tracks for the four types suggested by Gårding and Lindblad (1973) and
the automatically generated contours.

Usage of vector valued estimates
Vector valued estimates are rather unexplored and rarely found in the literature. This is
not surprising since it is not obvious to make a proper evaluation of their capabilities. In
fact, they are closer to being models than just being pitch trackers, which implies that
evaluation is often done on the conceptual level rather than the sensory level. Vector
valued estimates are used in the following papers:

• Paper 11: The paper proposes an early example of a vector valued pitch estimate
,the “MFCC-low”, which was a tightly spaced mel-scale filter-bank in the F0 region
used to classify spontaneous occurring expressions of vocal affect.

• Paper 10: The paper proposes a suprasegmental parameterisation centered ± 8
semitones to average F0, used for classification of feedback attitudes and their turn-
regulating functions.

• Paper 9: Proposes a vector valued but framed based representation in the vicinity of
± 8 semitones to average F0 as auxiliary features in a coupled HMM framework for
classification and segmentation of feedback, filled pauses, other speech and silence.

Usage of length invariant DCT-parametrization
The proposed length invariant DCT-parameterisation of fundamental frequency and other
acoustic features is used in two forms in the following papers:

• One dimensional:
– Paper 7: Parameterisation of F0, intensity and spectral flux for turn-taking

(EOU).
– Paper 8: Parameterisation of F0, intensity and spectral flux for on-line detec-

tion of feedback and intrusive speech.
– Paper 4: Parameterisation of F0 and intensity for the analysis of feedback

expressed by professional radio host.
– Paper 3: Parameterisation of F0 and intensity for clustering and analysis of

feedback in spontaneous speech.
– Paper 6: Parameterisation of F0 and intensity for the investigation of deter-

minants to the graded structure within feedback functions.
• Two dimensional:

– Paper 10 Classification and analysis based on prosodic densities of feedback
functions in spontaneous speech.

– Paper 7: Parameterisation of MFCC for turn-taking (EOU).
– Paper 8: Parameterisation of MFCC for on-line detection of feedback and

intrusive speech.





Chapter 6

Papers mainly focused on analysis

6.1 Exploring the implications for feedback of a
neurocognitive theory of overlapped speech

The first principle of turn-taking is postulated by Schegloff (1968) as “one party at a
time”. This trivial principle can be hypothesized to be caused by overlapped phonological
or semantic processing systems for speech recognition and production in the brain.

Paper 2 review the neurocognitive evidence of shared systems for speech recognition
and production and identifies two candidates: Wernicke’s area (Brodmann Area 22), lo-
cated in posterior superior temporal gyrus (STG), and Broca’s area (Brodmann Area 44),
located in posterior inferior frontal gyrus. These regions are also involved in tasks which
puts load onto the phonological loop in working memory.

Working memory can handle two or three of novel interacting elements, while the
capacity is higher for non-novel information. What can be remembered is also inversely
related to word length regardless of the number of syllables and the number of phonemes.
The total span could be predicted on the basis of the number of words which the subject
can read in approximately 2 seconds and the duration effect is even stronger during ar-
ticulatory suppression (correction to the statement in the article). Taken together, it is
seems reasonable to state that very short utterances may still be acceptable to compre-
hend during production, since they are less likely to cause excessive cognitive load. Since
feedback segments have short duration, it may explain the over-representation of feedback
in overlap. Then short phrases in general are also acceptable and should show the same
over-representation in overlap as feedback.

Another contribution to overlap can be derived from the main function of feedback
which is to convey affect and attitudes via prosody. Vocal sounds are processed along the
auditory “what” processing stream reaching from the auditory cortex to the lateral STG
and to the superior temporal sulcus (STS) where an emotional “gestalt” is formed. For
each consecutive processing step there is an increasing lateralization to the right hemi-
sphere which processes pitch and segments on a wider temporal scale and an increasing
lateralization to the left hemisphere for a finer temporal processing suitable for decoding
phonemic structure. Thus, affective-prosodic decoding partially involves different areas in
the brain than those used for linguistic decoding. The parallel mechanisms for affective
and linguistic decoding may give an additional explanation to why it is not problematic
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to decode feedback while one is talking.
What is likely to pass through this back-channel, to use Yngve’s terminology, is non-

lexical feedback, i.e. feedback which has low linguistic content with slowly varying spec-
tral flux and high affective content like "uhu". Thus, the proportion of overlapped speech
should be higher for non-lexical feedback than for lexical feedback and lowest for syntac-
tical structures of words which excludes laughter and other extra-linguistic sounds. This
effect should be additive to the effect of duration. The expected proportion of overlap for
lexical feedback is put above non-feedback due to the expected affective loading, the lack
of syntactical structure (in case of single words) and the idiomatic/non-novel structure (in
case of short phrases).

This leads to the hypothesis that the cognitive load caused by decoding interlocutors
speech while oneself is talking is dependent on two factors: type of speech, i.e. non-lexical
feedback, lexical feedback and other speech; and the duration of the speech segment (Inter
Pausal Units). By assuming an inverse relationship of cognitive load and the fraction
of overlapped speech, it is predicted that the fraction of overlap is high for non-lexical
feedback, medium for lexical feedback and low for non-feedback (excluding extra-linguistic
sounds like laughter). In addition, constraints on working memory predicted that short
segments have a higher fraction of overlapped speech than long segments.

By separating the continuous duration factor and the categorical non-lexical/lexical
feedback or non-feedback factor, it is shown that the fraction of overlap is 32% for non-
lexical feedback, 27% for lexical feedback and 12% for non-feedback. The fraction of
overlap for non-feedback can be modelled quite accurately by linear regression and log-
arithmic transform of duration giving a R2 = 0.57 (p < 0.01 for F-test) and a slope
b(2) = −0.04 (p < 0.01 for T-test). However, the fraction of overlap for feedback tokens
could not be explained by duration since the T-test failed.

The paper concludes with two implications: Firstly, since the computations are made
on frame-level, chosen to be 50 ms, the results are directly applicable to stochastic models
for detection, segmentation and turn-taking which operate on frame level (i.e. Paper 9).
For example, the computed proportions of overlap for the categorical factor corresponds
to maximum likelihood estimates of finding or predicting different types of segments in
overlap, and the continuous durational factor corresponds to modelling the probability of
overlap with exponential decaying functions. Secondly, the result gives a neurocognitive
motivation for turn-taking theory in general to exclude feedback, especially non-lexical
feedback, and short segments from the one-at-a-time principle.

6.2 Investigations on the variation and functionality of
feedback

Semi-supervised methods for exploring the acoustics of simple
productive feedback
Paper 3 proposes methods for exploring acoustic correlates to feedback functions as found
in the conversational Spontal corpus. The tokens of interest were "m", "mm", "mhm"
,"(j)a", "(j)aa" and "(j)aha". The sub-language of simple productive feedback was intro-
duced to facilitate investigations of the functional contributions of base tokens, phono-
logical operations and prosody (see Chapter 2 2.2 for further motivations). This allows
performing controlled investigations on how the reduplication operations interact with the
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base tokens to form new functions. This is formalized as three hypotheses: Hypothesis 1 :
Phonological operations change the functions independent of the base tokens; Hypothesis
2 : Base tokens have inherent functions; and Hypothesis 3 : Prosodic cues (pitch, intensity
and duration) change the functions independent of the feedback tokens.

It should be pointed out that independence assumption is merely methodological and
based on the assumption that interlocutors do not spontaneously produce two cues which
stand in conflict. The study was conducted in three steps:

The first step was to use semi-supervised annotation and prosodic clustering to extract
a manageable, but representative set of feedback tokens from a large corpus of human-
human conversations. Based in the assumption that feedback is short, a subset of the
Spontal corpus of human-human conversations is selected for semi-automatic annotation
given a decoder which objectively model phonemic/prosodic form and cross-speaker de-
pendencies.

In the second step, human annotators were asked to judge if feedback tokens with
different degrees of prosodic difference conveyed the same. This led to a generalized
functional distance measure without postulating any specific functions. The treatment
of this as an open class problem represents an important methodological advantage since
the number of possible affective/attitudinal functions predicted by emotion theory is very
large. The resulting generalized functional distance measure showed to be correlated to
prosodic distance but the correlations varied as a function of base tokens and phonological
operations, being strongest for monosyllabic and bisyllabic tokens with insertion of "h".
As the feedback tokens are changed via phonological operations the functional salience
of the base token content increases. However, since little difference between prosody and
function was found when the base token was changed while keeping the phonological
operation constant it indicates that prosody change the function independently of base
token. The generalized distance measure was then used in a hierarchical agglomerative
clustering of the annotated feedback tokens. The goal was to decrease the data set while
keeping the resulting open class centroids in each cluster.

In the third step, the resulting open class centroids were annotated according to the
functional dimension of understanding, agreement, interest, surprise and certainty which
were selected from the results of the participants’ survey and from Allwood’s annotation
scheme on feedback functionality. The correlation between the generalized distance of sim-
ilarity and ratings of postulated functions was 0.54 (p = 0.02) indicating that the specified
functions form a significant proportion of the components of the generalized distance mea-
sure. The open class centroids and were again clustered using the rated dimensions which
give closed class centroids. This creates a hierarchy where the members of the closed class
clusters are open class centroids which in turn have open class member. The relationship
between form and function in this hierarchy were examined using an exploratory visual-
ization technique which identified duration, F0 height, slope and standard deviation as
cues to the functional dimensions as well as identifying the non-affective neutral feedback
carried by "m"/"mm" tokens (see Figure 6 in Paper 3 on page 121). The functions of these
few tokens, as expressed by base tokens, phonological operations and prosody, are sum-
marized in Chapter 8, Table 8.1. The signs of the statistically significant correlations form
a prosodic code which discriminate each function, except certainty and agreement. There
is also a complex interaction of phonemic content and prosodic cues. The found acoustic
cues for surprise and certainty show decent agreement with the literature on vocal affect.

The shared cue to low understanding, low agreement and low certainty is a high
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positive slope of F0, which is interpreted as a request for the speaker to say something
more that might resolve the issue at hand. Predicting the functions from prosodic cues
using linear regression analysis gave that the feature set based on length-invariant DCT
coefficients, set 2, was superior in terms of adjusted R2 compared to a more classic set
consisting of average F0/intensity/duration plus F0 slope and standard deviation. The
goodness of fit was good for all functions (0.48 < R2

adj < 0.67 for set 2) except for
agreement. This might indicate that it is hard to imagine this function without hearing
the context of the simple productive feedback.

By combining the acoustic analysis with an exploratory visualization of the prosody,
the paper established a map between human perception of distance between tokens, the
distance between acoustic features, and the link to the perception of attitude. Among
many observations, this identified "m"/"mm" as having a neutral function, only indicating
contact and perception.

Taken together, the results are related to the initial hypotheses as: Insertion of "h"
change the function independently of base token and is a cue for surprise and interest; base
token exhibit some inherent functions - overall, the "m"/"mm" tokens are perceived as neu-
tral and base token became slightly more salient in an unspecified way as the phonological
complexity increases; Prosody do change the function independently of phonemic realisa-
tion. Specifically, prosody is salient for the functions understanding, interest, surprise and
certainty (assuming bi-polar scales) but not for agreement.

Prosodic cues to engagement in non-lexical response tokens in
Swedish
In Paper 4, intonation patterns of a professional radio host were examined as a function
of elapsed time in the radio program. The intention was to discover contours as a function
of x, which is the feedback token’s relative position in all caller speech contributions
in the dialog. Instead of uniformly split x into beginning, middle and end, an automatic
clustering method was proposed. The suggested algorithm quantize the relative position x
in multiple segments by finding stable regions based on acoustic measurements, in this case
fundamental frequency, intensity and duration. These acoustic features are parameterised
by the length invariant DCT described in Chapter 5 Section 5.4. The proposed algorithm
is given in pseudo-code:

let xoffset = 0.15
let xstart = xoffset

loop:
let x = xstart

let xend = min(xstart + 0.75, 0.9)
do

compute average distortion Davg(x) = D(xstart−xoffset ≤ x) + D(x ≤ 1.0)
x = x + 0.05

until x is equal to xend

let xmin = arg min D(x)
then the instances xstart − xoffset ≤ x ≤ xmin forms a cluster
the cluster data x < xmin is thrown away
let xstart = xmin + xoffset
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Figure 6.1: The figure illustrates how clusters are formed. At the top, x is scanned
from xstart = 0.15 to xend = 0.65, and the minimum in average distortion is found
at xmin = 0.25, which leads to a cluster formation of 0 ≤ x ≤ 0.25. At the middle, x
is scanned from xstart = 0.45 to xend = 0.9, and the minimum in average distortion
is found at xmin = 0.50, which leads to a cluster formation of 0.25 < x ≤ 0.50. At
the bottom, x is scanned from xstart = 0.65 to xend = 0.9, and the minimum in
average distortion is found at xmin = 0.85, which leads to a cluster formation of
0.50 < x ≤ 0.85 and 0.85 < x ≤ 1.00.

goto loop

The formation of clusters is illustrated in Figure 6.1. Observe that the algorithm finds
local minima in distortion, ignoring the global minimum which would require an extended
algorithm. The resulting clusters were examined using a parametric contour generating
method for exploratory visualization of the prosody (see Figure 2 in Paper 4 on page 135).

Along the course of the conversations, the analysis showed a) a decrease in proportion
of feedback tokens perceived as active b) a rapid decrease in the frequency of tokens with
a rise in F0 but a slower decrease in the number of tokens with a fall-rise in F0 c) bi-
syllabic tokens usually have a rise which becomes flatter with time d) monosyllabic tokens
usually have a fall in F0 which also becomes flatter with time. The paper also investigates
signs of prosodic alignment between the last syllable in the caller’s speech and the last
syllable in the succeeding response token. For intensity there were signs of alignment
of intensity levels in one third of the dialogs, while it was harder to detect dialogs with
signs of alignment of pitch slopes. In summary, the findings are concluded as a sign of
decreasing engagement level over time.
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Investigations on feedback functions as expressed by a
professional voice-over artist
With purpose of synthesize feedback in a dialog system, a professional voiceover artist
was given the task of expressing six functions of feedback. The dataset was produced in a
cooperative project between the speech group at KTH and the speech synthesis company
Cereproc. The aim was to collect expressions of acknowledgment, continuer, disagreement,
surprise, enthusiasm and uncertainty, all expressed via the feedback tokens "ah", "m-hm",
"m-m", "n-hn", "oh", "okay", "u-hu", "yeah" and "yes". The clarity of the expressions were
analyzed in terms of their prosodic encoding and subjects ability to the decode them.

Paper 5 provides an analysis of prosodic cues to the six functions, i.e. duration,
average F0 (M-F0), F0 slope (D-F0) and spectral center of gravity (CoG). The post-hoc
tests showed that most functions were expressed with a rather contrastive prosody and in a
consistent fashion. Enthusiasm and surprise showed a higher average F0, as well as shorter
duration which also acknowledgment showed. The function of continuer showed rising F0
which was contrastive to all other functions. The least contrastive functions, disagreement
and uncertainty, only differed in M-F0, while surprise and enthusiasm differed only in CoG.
The finding that enthusiasm was expressed with a high M-F0, short duration and high
CoG is in agreement on what would be expected from theoretical predictions on how
arousal, i.e. activation in the somatic nervous system, causes tensions in muscles and
increases subglottal pressure which in turn causes higher average F0, faster speaking rate
and tenser voice (higher CoG). The rising F0 of the continuer function was found to be in
agreement with empirical findings in literature.

The perception of these were examined in Paper 6 which is a two step study where
the first part aims to determine the phonemic prior bias (conditioned on “ah”, “m-hm”,
“m-m”, “n-hn”, “oh”, “okay”, “u-hu”, “yeah” and “yes”) in subjects perception of the
six feedback functions. The recall rates for the different functions ranged between 2-3.8
times the chance level which was 17%. There were two main confusion patterns: surprise
was often detected as enthusiasm and uncertainty was often detected as disagreement.
The recall rates per token, decomposed into the contribution of the different functions
ranged from 2.2-3.4 times the chance level. However, all functions could not be equally
well decoded for different kinds of phonemic carriers. “Yes” and “yeah” are not likely to
be decoded as surprise. “ah” and “oh” are very likely to be correctly decoded as surprise,
but are not likely to be decoded as uncertainty or enthusiasm. The token with the most
even spread in the contributions from the functions (in terms of entropy and descending
order) is “m-m”, followed by “u-hu”, “okay”, “m-hm”, “yes”, “yeah”, “n-hn”, “ah” and
“oh”.

The results indicated that subjects had difficulties in discriminating surprise from
enthusiasm, and to some extent uncertainty from disagreement. This was expected, since
the prosodic analysis on this material showed smaller prosodic differences between the
confused functions. The present study complements the previous results by showing the
existence of a phonemic prior bias: “ah” and “oh” tend to be strong carriers of surprise
but not for enthusiasm or uncertainty. Similarly, “yeah” and “yes” are weak carriers of
surprise, “mm” is the most neutral token and other fall somewhere between.

The second part aims to examine determinants to judged typicality, or graded struc-
ture, within the six functions of “okay”. Typicality was correlated to four determinants:
prosodic central tendency within the function (CT); phonemic prior bias as an approx-
imation to frequency instantiation (FI), the posterior i.e. CT x FI and judged Ideality
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(ID), i.e. similarity to ideals associated with the goals served by its function. A few words
on the posterior: Bayes theorem can be interpreted as the posterior probability is propor-
tional to the prior of a parameter (e.g. the frequencies of different functions of feedback
as transfered by “Okay”) multiplied by the likelihood (i.g. a function of CT). Bayes for-
mula is commonly used in statistical classifiers (e.g Naive Bayes, LDA or Hidden Markov
Models) and formalizes the relation between FI and CT. By transforming the CT into
an approximation to a likelihood, l(CT |function) = exp(−(CT )2), one can compute an
approximation to the posterior probability. This determinant, the posterior, is important
from an affective computing perspective since it gives an indication on how methods used
in machine learning can predict typicality.

Typicality was correlated to the determinants as ID: r = 0.96; CT: r = -0.49; FI: r
= 0.45; Posterior: r = 0.52. The recall rate for correctly judging stimuli as acted was
53% and for spontaneous it was 55%, which is only slightly above the chance level of 50%.
The ratings for typicality was higher for acted than for spontaneous expressions, and the
same for ideality, but there was no significant difference between typicality and ideality
for acted functions, and no difference between typicality and ideality for spontaneous
functions (t-tests, all p < 0.05).

The results tentatively suggests that acted expressions are more effectively communi-
cated and that the functions of feedback to a greater extent constitute goal-based cate-
gories determined by ideals and to a lesser extent a taxonomy determined by CT and FI.
The slightly higher correlation for the posterior determinant suggests that using a simple
statistical classifier which weight FI and CI according to Bayes theorem is a decent but
not perfect choice for applications which attempt to mimic human cognitive processing
of the communicative functions. Depending on the situation a dialogue system might
need to be more or less clear in its feedback. In some situations it might be sure what it
wants to communicate - in these situations it should opt for acted feedback tokens with a
strong bias like “oh” and “yes”. In more unclear situation the system might want to keep
a straight face by producing a feedback token with less clear function - in these situations
the system should make use of tokens like ‘m-m” and “okay”, preferably taken from real
interactions rather than acted.





Chapter 7

Papers mainly focused on
supervised machine learning

7.1 Segment based turn taking

IPU-final prediction
Paper 7 extends end-of-utterance prediction based on acoustic cues to the cases whether
there was no speaker change or a speaker change to vocal feedback or to a turn shift.
This task was examined for the conditions of whether the participants had eye-contact
or not as found in the HCRC Map Task corpus. The prediction task was based on
prosodic and spectral features parameterised by time-varying length-invariant discrete
cosine coefficients with Gaussian Mixture modelling and variations of classifier fusion
schemes. Since the probability of a speaker shift increases with the number of displayed
cues, a linear or LDA-weighted fusion scheme is expected to outperform feature space
fusion (this motivation was not mentioned in the article). The task was to predict whether
there is an upcoming speaker change (SC) or not (HOLD), at the end of an utterance
(EOU) with a pause lag of 200 ms. The label SC was further split into LRs (listener
responses, e.g. feedback) and other TURNSHIFTs. Overall, the LDA-weighted fusion
scheme was best, followed by linear fusion and last feature space fusion. The average recall
rates for the eye-contact condition were 60.57% (TURNSHIFT), 66.35% (LR) and 62.00%
(SC) respectively, while for non eye-contact condition they were 57.82% (TURNSHIFT),
67.51 % (LR) and 60.74% (SC), see Figure 7.2. The features giving the most contribution
were in descending order: Duration, MFCC and Intensity followed by either F0 envelopes
or spectral flux (as a correlate to speaking rate) depending on condition, see Figure 7.1
The prediction was found to be somewhat easier for the eye-contact condition, which
the exception of predicting upcoming LR, which was also the easiest task under both
conditions. From the cumulative distributions of between speaker intervals measured up
to 200 ms it was found that 37% of all speaker shifts occurred in overlap for the eye-contact
condition, while the same proportion was 44% for the no eye-contact condition. This means
that for the no eye-contact condition a larger proportion of all speaker shifts are either of a
non-intrusive floor sharing style or due to interruptions. The implication of these findings
remains to be fully understood, but a possible explanation is that if turn-taking in non-
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Intra- and Cross-Cultural Classification of Vocal Affect 
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Intra- and cross-cultural recall rates as a function of emotion class for high emotion intensity as 
found in the VENEC Corpus. 

Length invariant Discrete Cosine Transform models the syllabic rhythm and separates duration. The one dimensional route is: 

Observations: 
• The features giving the most contribution are in descending order: 
Duration, MFCC and Intensity followed by either F0 ENVELOPE or 
SPECTRAL FLUX depending on condition. 
• The prediction was found to be somewhat easier for the eye-contact 
condition, which the exception of predicting upcoming LR, which was 
also the easiest task under both conditions.  

Key observations include: 

Inter-cultural models were found 
to be almost as efficient as were 
intra-cultural models (2.4-3 times 
higher than chance). 

For the intra- and inter cultural 
conditions: 

• Low intensity 

• Medium Intensity 

• High intensity 

 
Increasing recall 

rate 

Intra-cultural condition: 

 neutral, anger, fear, relief, happiness, others 

 

Cross-cultural condition: 

 lust, relief, fear, anger, happiness, others 

 

Moving from the intra-cultural to the cross-
cultural condition: 

 lust, sadness, relief, happiness, others 

 

Increasing recall rate 

Increasing recall rate 

Increasing relative drop in 
recall  rate 

Modeling cross-speaker dependencies is good for: 
• Decoding Filled pauses and Feedback 
• But not much better for the Speech/Silence task 

“m-m”, “u-hu”, “okay”, “m-hm”, “yes”, “yeah”, “n-hn”, “ah”, “oh” 

Incoming Feedback can be detected within 
humans reaction time – around 200-300 ms. 

Incoming Intrusive speech can be detected within 
humans reaction time – around 200-300 ms. 

Overlap durations in human-human interaction. 

Intrusive Non-Intrusive 

Feedback for Grounding 

Ah M-hm Mm N-hn Oh Okay Uh-huh Yeah Yes
0

0.1

0.2

0.3

0.4

0.5

0.6

Un
we

igt
he

d 
Av

er
ag

e 
Re

ca
ll R

at
e

 

 

unc

sur

ent

dis

con

ack

Increasing phonemic prior bias (decreasing entropy) 

The functions of feedback may be expressed by 
1) prosody  
2) phonemic surface realization 

 
A professional actor expressed 6 functions via prosody by using 9 tokens.  
 
ANOVA analysis showed that most functions were encoded with a rather 
contrastive prosody, as measured by average F0, slope of F0, duration and 
spectral center of gravity. The least contrastive functions, disagreement and 
uncertainty, only differed in M-F0, while surprise and enthusiasm differed 
only in CoG. Subjects perception (decoding) of the encoded functions gave: 
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Figure 7.2: Average recall in percent per fusion scheme for the three types clas-
sification tasks on the evaluation set. Turn: Turn-shifts vs. Hold; LR: Listener
Responses (Feedback) vs. Hold; SC: general Speaker Change vs. Hold; under the
conditions E-C: Eye-Contact; N.E-C: Non-Eye Contact. The arrows points out
the best fusion scheme for the SC task for both conditions.

overlap is more difficult in terms prediction under the no eye-contact condition then the
same might apply to turn-taking in overlap. Then the larger proportion of speaker shifts
in overlap for the no eye-contact condition might be due to unintentional interruptions
since one, to a lesser degree, do not know when to talk. Such an interpretation would be
consistent with other studies which have found that turn-taking is aided by visual cues.

IPU-internal detection
Paper 8 describes how to build a virtual embodied attentive speaker. For the work which
is contributed to the author, this is formulated as two main problem statements:

1. The system shall be able to detect incoming speech as feedback in order to:
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Table 7.1: Sampling of cumulative between speaker intervals from the HCRC Map
Task Corpus under face-to-face conditions.

Percentage of speaker shifts for two conditions.
Subset in overlap up to a 200 ms pause
All incl. extra ling. - 54
All 19 37
Feedback context 20 37
Resumption after feedback 24 41

a) Continue to speak in overlap, i.e. when feedback is interjected into overlap.
b) Resume its speech in overlap while the human is still uttering a feedback.

2. The system shall be able to detect incoming non-feedback speech as intrusive, i.e.
competitive to the floor. If this event is detected, then the speech synthesis is about
to shut off in an appropriate manner.

The objectives had to be implemented to achieve the same timing as observed in
human-human interaction. This was first established via measurements of between speaker
intervals with and without extra-linguistic sounds and comparing to intervals in feedback
context. These are shown in Table 7.1. The shape of the distribution in vicinity of feedback
had a higher proportion of smooth shifts, i.e. between 0-400 ms. Secondly, the occurrence
of feedback in overlap was examined for frame-by-frame basis:

• Given a speech frame in overlap, there is a 34.9% probability that it is a feedback.
• Given a speech frame in non-overlap, there is a 5.2% probability that it is a feedback.
First, these results were interpreted as that feedback is overrepresented in overlapped

speech, but since the timing in feedback context is very similar to overall timing, this
must mostly be due to interjection into complete overlap. Secondly, it showed that is
not uncommon for the non-feedback producing speaker to resume their speech after the
interlocutor’s interjection of feedback.

The next step was to annotate non-feedback IPUs (the article uses the term talk-
spurt following Bradey Brady (1968) which corresponds to IPUs as defined in this thesis)
in overlap as competitive or cooperative to the floor, where competitive was defined as
interruptions or disruptions of the dialog flow. The mode of durations of overlaps for com-
petitive segments was found to peak at 200-400 ms which is consistent with a reaction to
acoustic cues, while cooperative segments peaked at 0-200 ms and decreased monotonically.

Given the evidence, it was examined whether it was possible to classify incoming speech
as feedback/non-feedback or incoming speech in overlap as competitive/cooperative. The
demand for incrementality was ensured via maximum latency classification which guaran-
tees a decision before 300-1100 ms, in steps of 200 ms, after the onset of speech. The im-
plantation was based on Support Vector Machines an acoustic feature set suitable for each
subtask. The feedback/non-feedback classification task was based the following acoustic
measurements: F0 Envelopes, Intensity, MFCC, Duration and Spectral Flux. The com-
petitive/cooperative classification task was based the following acoustic measurement: F0
Envelopes, Intensity, Duration, Spectral Flux and voice quality (as measured by spectral
centroid, spectral kurtosis and spectral skewness).



58
CHAPTER 7. PAPERS MAINLY FOCUSED ON SUPERVISED MACHINE

LEARNING

CONTACT INFORMATION 

Modeling Paralinguistic 
Conversational Interaction  
– it is not what you say but how you say it 
 

Daniel Neiberg, Ph. D. student 
neiberg@speech.kth.se 

 Giver 

Follower 

Speech 

Speech 

Speech Speech 

Feedback 

time 

Hold Turn Shift Feedback (LR) 

no overlap* 
> 500 ms 

silence 
> 200 ms 

no overlap* 
> 500 ms 

silence 
> 200 ms 

no overlap* 
> 500 ms 

silence 
> 200 ms 

* If the duration of the Inter Pausal Units (IPU) shorter than 500 ms, then the entire IPU is checked for overlap instead. 

50

52

54

56

58

60

62

64

66

68

70

E-C TURN E-C LR E-C SC N.E-C TURN N.E-C LR N.E-C SC

A
ve

ra
g

e 
re

ca
ll F0 ENVELOPES

INTENSITY
SPECTRAL FLUX
DURATION
MFCC

50

52

54

56

58

60

62

64

66

68

70

E-C TURN E-C LR E-C SC N.E-C TURN N.E-C LR N.E-C SC

A
ve

ra
g

e 
R

ec
al

l 

Feat, space
Lin, Fusion
LDA Fusion

Inference graph for a coupled 
double chain HMM with joint 
feature space. 

Ch
an

ne
l 2

Ch
an

ne
l 1

Overlap 

Continue to 
talk in 
complete 
overlap 

Feedback 

Speech 

Overlap 

Resumption 
in overlap 

Human 

Computer 

Human 

Computer 
Speech 

Feedback 

Speech 

Short Overlap 

Stop talk when 
interrupted – 
short overlap 

Non-Interruption 

Longer 
Overlap 

Finish phrase 
when not 
interrupted –
longer 
overlap 

Human 

Computer 

Human 

Computer 
Speech 

Interruption 

Speech 

0

10

20

30

40

50

60

70

80

90

100

SILENCE SPEECH FILLER FEEDBACK Avg.

F-
sc

or
e 

CS (64)

CDT (16)

CDTA
(144)

* E-C = Eye-contact, 
N.E-C = No Eye-

contact 

Dev-set 
results per 
feature and 
condition * 

Eval-set 
results per 

fusion 
scheme and 
condition *. 
LDA fusion 
outperforms 

the other 
fusion 

schemes. 0

10

20

30

40

50

100 300 500Eq
ua

l E
rr

or
 R

at
e 

(%
)

Maximum Latency (ms)

Feedback vs other

0

10

20

30

40

50

300 500 700 900 1100

EE
R

 (%
)

Maximum latency (ms)

Intrusive vs Non-intrusive

F0 as densities relative to mean F0, Normalized Intensity as 
dashed lines. LDA analysis gives 

1. Attitudes in feedback can be classified based on prosody 
2. Attitudes in isolated feedback are easier to classify than 

turn-initial ones 
• Signaling attitude via prosody is not as important if you 

take the floor since there are more opportunities for 
signaling. 

Configurations: 

CS: Single-channel modeling at 50 
ms frame rate with: 

1. vector valued F0 correlates for 
prosodic content 

2. RASTA processed MFCC for 
phonemic content 

3. Joint maximum Cross-correlation 
(JMXC) suppresses cross-talk 

CDT: Dual channel decoding: A 
Cartesian product by single channel 
HMMs, followed by coupled channel 
symmetric training of the joint 
transition matrix 

CDTA: Same as CDT, followed by 
coupled channel symmetric training 
of the emitting distributions (GMMs) 

“Mhm” as a function of relative position “x” for 
each call: 

1. Average F0 drops and curve becomes falter 
with respect to the second syllable 

2. Average intensity drops and the peak of the 
second syllable drops 
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One at a time: Who is next? Two at a time: Who is next? 

Turn Taking: Segment based approaches 

Turn taking: Frame based approaches 

Intra- and Cross-Cultural Classification of Vocal Affect 
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Intra- and cross-cultural recall rates as a function of emotion class for high emotion intensity as 
found in the VENEC Corpus. 

Length invariant Discrete Cosine Transform models the syllabic rhythm and separates duration. The one dimensional route is: 

Observations: 
• The features giving the most contribution are in descending order: 
Duration, MFCC and Intensity followed by either F0 ENVELOPE or 
SPECTRAL FLUX depending on condition. 
• The prediction was found to be somewhat easier for the eye-contact 
condition, which the exception of predicting upcoming LR, which was 
also the easiest task under both conditions.  

Key observations include: 

Inter-cultural models were found 
to be almost as efficient as were 
intra-cultural models (2.4-3 times 
higher than chance). 

For the intra- and inter cultural 
conditions: 

• Low intensity 

• Medium Intensity 

• High intensity 
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Modeling cross-speaker dependencies is good for: 
• Decoding Filled pauses and Feedback 
• But not much better for the Speech/Silence task 

“m-m”, “u-hu”, “okay”, “m-hm”, “yes”, “yeah”, “n-hn”, “ah”, “oh” 

Incoming Feedback can be detected within 
humans reaction time – around 200-300 ms. 

Incoming Intrusive speech can be detected within 
humans reaction time – around 200-300 ms. 

Overlap durations in human-human interaction. 
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The functions of feedback may be expressed by 
1) prosody  
2) phonemic surface realization 

 
A professional actor expressed 6 functions via prosody by using 9 tokens.  
 
ANOVA analysis showed that most functions were encoded with a rather 
contrastive prosody, as measured by average F0, slope of F0, duration and 
spectral center of gravity. The least contrastive functions, disagreement and 
uncertainty, only differed in M-F0, while surprise and enthusiasm differed 
only in CoG. Subjects perception (decoding) of the encoded functions gave: 
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Figure 7.3: Equal error rate for the task of detecting incoming speech as feedback
or non-feedback, given per feature type as optimized on the development set.
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1. Attitudes in feedback can be classified based on prosody 
2. Attitudes in isolated feedback are easier to classify than 

turn-initial ones 
• Signaling attitude via prosody is not as important if you 

take the floor since there are more opportunities for 
signaling. 

Configurations: 

CS: Single-channel modeling at 50 
ms frame rate with: 

1. vector valued F0 correlates for 
prosodic content 

2. RASTA processed MFCC for 
phonemic content 

3. Joint maximum Cross-correlation 
(JMXC) suppresses cross-talk 

CDT: Dual channel decoding: A 
Cartesian product by single channel 
HMMs, followed by coupled channel 
symmetric training of the joint 
transition matrix 

CDTA: Same as CDT, followed by 
coupled channel symmetric training 
of the emitting distributions (GMMs) 

“Mhm” as a function of relative position “x” for 
each call: 

1. Average F0 drops and curve becomes falter 
with respect to the second syllable 

2. Average intensity drops and the peak of the 
second syllable drops 
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Intra- and cross-cultural recall rates as a function of emotion class for high emotion intensity as 
found in the VENEC Corpus. 

Length invariant Discrete Cosine Transform models the syllabic rhythm and separates duration. The one dimensional route is: 

Observations: 
• The features giving the most contribution are in descending order: 
Duration, MFCC and Intensity followed by either F0 ENVELOPE or 
SPECTRAL FLUX depending on condition. 
• The prediction was found to be somewhat easier for the eye-contact 
condition, which the exception of predicting upcoming LR, which was 
also the easiest task under both conditions.  

Key observations include: 

Inter-cultural models were found 
to be almost as efficient as were 
intra-cultural models (2.4-3 times 
higher than chance). 

For the intra- and inter cultural 
conditions: 

• Low intensity 

• Medium Intensity 

• High intensity 

 
Increasing recall 

rate 

Intra-cultural condition: 

 neutral, anger, fear, relief, happiness, others 

 

Cross-cultural condition: 
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Moving from the intra-cultural to the cross-
cultural condition: 
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Modeling cross-speaker dependencies is good for: 
• Decoding Filled pauses and Feedback 
• But not much better for the Speech/Silence task 

“m-m”, “u-hu”, “okay”, “m-hm”, “yes”, “yeah”, “n-hn”, “ah”, “oh” 

Incoming Feedback can be detected within 
humans reaction time – around 200-300 ms. 

Incoming Intrusive speech can be detected within 
humans reaction time – around 200-300 ms. 

Overlap durations in human-human interaction. 
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The functions of feedback may be expressed by 
1) prosody  
2) phonemic surface realization 

 
A professional actor expressed 6 functions via prosody by using 9 tokens.  
 
ANOVA analysis showed that most functions were encoded with a rather 
contrastive prosody, as measured by average F0, slope of F0, duration and 
spectral center of gravity. The least contrastive functions, disagreement and 
uncertainty, only differed in M-F0, while surprise and enthusiasm differed 
only in CoG. Subjects perception (decoding) of the encoded functions gave: 

0

5

10

15

20

25

30

35

40

45

50

100 300 500

Eq
u

al
 E

rr
or

 R
at

e 
(%

) 

Maximum latency (ms) 

F0 Envelopes

Intensity

MFCC with 0’th coeff 

MFCC without 0’th coeff 

Spectral flux

Duration

Figure 7.4: Equal error rate for the task of detecting incoming speech as feedback
or non-feedback for the evaluation set.

The experiments showed that it is actually possible to classify incoming speech as
cooperative (with feedback as a special case) or competitive before the listener has finished
talking. Specifically, it is possible to detect feedback with EERs of 32-26% guaranteeing
a decision before 100-500 ms, see Figure 7.3 and 7.4. For this task, the trade-off between
latency and performance is lower than expected, and the success allowed us to imple-
ment an on-line version of this classifier integrated with the Elckerlyc framework. When
feedback tokens are excluded, the task of classifying incoming speech as cooperative or
competitive was harder. This task gave EERs of 33-43% guaranteeing a decision before
300-1100 ms, see Figure 7.5. By connecting these classifiers into a cascade, it is possible
to detect incoming speech in overlap as being cooperative or competitive, and incoming
speech during silence as being a feedback or not. Finally, it should be noted that all these
classifiers may run in parallel for different maximum latency thresholds. Then different
decision thresholds may be applied for the more reliable classifiers. Since all these clas-
sifiers are binary, the decision threshold can be set by the means of a Receiver Operator
Curve which gives the opportunity to trade false alarms to false accepts.
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1. Attitudes in feedback can be classified based on prosody 
2. Attitudes in isolated feedback are easier to classify than 

turn-initial ones 
• Signaling attitude via prosody is not as important if you 

take the floor since there are more opportunities for 
signaling. 

Configurations: 

CS: Single-channel modeling at 50 
ms frame rate with: 

1. vector valued F0 correlates for 
prosodic content 

2. RASTA processed MFCC for 
phonemic content 

3. Joint maximum Cross-correlation 
(JMXC) suppresses cross-talk 

CDT: Dual channel decoding: A 
Cartesian product by single channel 
HMMs, followed by coupled channel 
symmetric training of the joint 
transition matrix 

CDTA: Same as CDT, followed by 
coupled channel symmetric training 
of the emitting distributions (GMMs) 

“Mhm” as a function of relative position “x” for 
each call: 

1. Average F0 drops and curve becomes falter 
with respect to the second syllable 

2. Average intensity drops and the peak of the 
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Explorative Visualization Methods for Fundamental Frequency and Loudness 

One at a time: Who is next? Two at a time: Who is next? 

Turn Taking: Segment based approaches 
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Intra- and Cross-Cultural Classification of Vocal Affect 
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Intra- and cross-cultural recall rates as a function of emotion class for high emotion intensity as 
found in the VENEC Corpus. 

Length invariant Discrete Cosine Transform models the syllabic rhythm and separates duration. The one dimensional route is: 

Observations: 
• The features giving the most contribution are in descending order: 
Duration, MFCC and Intensity followed by either F0 ENVELOPE or 
SPECTRAL FLUX depending on condition. 
• The prediction was found to be somewhat easier for the eye-contact 
condition, which the exception of predicting upcoming LR, which was 
also the easiest task under both conditions.  

Key observations include: 

Inter-cultural models were found 
to be almost as efficient as were 
intra-cultural models (2.4-3 times 
higher than chance). 

For the intra- and inter cultural 
conditions: 

• Low intensity 

• Medium Intensity 

• High intensity 
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Modeling cross-speaker dependencies is good for: 
• Decoding Filled pauses and Feedback 
• But not much better for the Speech/Silence task 

“m-m”, “u-hu”, “okay”, “m-hm”, “yes”, “yeah”, “n-hn”, “ah”, “oh” 

Incoming Feedback can be detected within 
humans reaction time – around 200-300 ms. 

Incoming Intrusive speech can be detected within 
humans reaction time – around 200-300 ms. 

Overlap durations in human-human interaction. 
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The functions of feedback may be expressed by 
1) prosody  
2) phonemic surface realization 

 
A professional actor expressed 6 functions via prosody by using 9 tokens.  
 
ANOVA analysis showed that most functions were encoded with a rather 
contrastive prosody, as measured by average F0, slope of F0, duration and 
spectral center of gravity. The least contrastive functions, disagreement and 
uncertainty, only differed in M-F0, while surprise and enthusiasm differed 
only in CoG. Subjects perception (decoding) of the encoded functions gave: 
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Figure 7.5: Equal error rate for the task of detecting incoming speech as competitive
or cooperative for the evaluation set.

7.2 Joint segmentation and classification of silence, speech,
filled pauses and feedback

A field of research related to turn-taking and the role of feedback is automatic segmentation
and detection of dialog acts in conversational corpora. Paper 9 examines the problem of
segmenting and detecting filled pauses, feedback, other speech and silence by modelling
the cross-speaker dependencies on frame-level in dyads using Coupled Hidden Markov
Models. This approach stochastically encodes the "one-at-a-time-principle" and exceptions
of there-of. The acoustic feature set consisted of:

1. RASTA processed MFCCs, where the RASTA processing removes spikes and chan-
nel bias.

2. Vector valued F0 correlates (as computed in Chapter 5 Section 5.3) .

3. Joint Maximum Cross-Correlation (JMXC) able to handle cross-talk, i.e. the maxi-
mum cross-correlation between channels, normalized by the energy of the non-target
speaker and computed with a 75 ms window.

The following configurations are considered:

S : Single-channel modelling with vector valued F0 correlates and RASTA processed
MFCC, both computed either at a 10 ms or 50 ms shift-rate (with scaled window
sizes for the latter) and combined in the same feature vector with PCA projection
creating a 25 dimensional feature space;

CS : Same as the S 50 ms configuration above but with the JMXC as an additional
feature, creating a 26 dimensional feature space;

CDT : A Cartesian product of the CS configuration creating a 52 dimensional feature
space, followed by coupled channel symmetric training of the joint transition matrix

CDTA : Same as the CDT configuration, followed by coupled channel symmetric training
of the emitting distributions (GMMs)

The results are shown in Figure 7.6. These showed that for the same number of
Gaussians per state, there were improvements in terms of average F-score for the successive
addition of:

1. Increased frame rate from 10 ms to 50 ms

2. JMXC features in a single channel decoder
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1. Attitudes in feedback can be classified based on prosody 
2. Attitudes in isolated feedback are easier to classify than 

turn-initial ones 
• Signaling attitude via prosody is not as important if you 

take the floor since there are more opportunities for 
signaling. 

Configurations: 

CS: Single-channel modeling at 50 
ms frame rate with: 

1. vector valued F0 correlates for 
prosodic content 

2. RASTA processed MFCC for 
phonemic content 

3. Joint maximum Cross-correlation 
(JMXC) suppresses cross-talk 

CDT: Dual channel decoding: A 
Cartesian product by single channel 
HMMs, followed by coupled channel 
symmetric training of the joint 
transition matrix 

CDTA: Same as CDT, followed by 
coupled channel symmetric training 
of the emitting distributions (GMMs) 

“Mhm” as a function of relative position “x” for 
each call: 

1. Average F0 drops and curve becomes falter 
with respect to the second syllable 

2. Average intensity drops and the peak of the 
second syllable drops 
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Explorative Visualization Methods for Fundamental Frequency and Loudness 

One at a time: Who is next? Two at a time: Who is next? 

Turn Taking: Segment based approaches 

Turn taking: Frame based approaches 

Intra- and Cross-Cultural Classification of Vocal Affect 
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Intra- and cross-cultural recall rates as a function of emotion class for high emotion intensity as 
found in the VENEC Corpus. 

Length invariant Discrete Cosine Transform models the syllabic rhythm and separates duration. The one dimensional route is: 

Observations: 
• The features giving the most contribution are in descending order: 
Duration, MFCC and Intensity followed by either F0 ENVELOPE or 
SPECTRAL FLUX depending on condition. 
• The prediction was found to be somewhat easier for the eye-contact 
condition, which the exception of predicting upcoming LR, which was 
also the easiest task under both conditions.  

Key observations include: 

Inter-cultural models were found 
to be almost as efficient as were 
intra-cultural models (2.4-3 times 
higher than chance). 
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The functions of feedback may be expressed by 
1) prosody  
2) phonemic surface realization 

 
A professional actor expressed 6 functions via prosody by using 9 tokens.  
 
ANOVA analysis showed that most functions were encoded with a rather 
contrastive prosody, as measured by average F0, slope of F0, duration and 
spectral center of gravity. The least contrastive functions, disagreement and 
uncertainty, only differed in M-F0, while surprise and enthusiasm differed 
only in CoG. Subjects perception (decoding) of the encoded functions gave: 
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Figure 7.6: Per frame F-scores for the three best configurations (optimal number
of Gussians per state; all for the 50 ms frame rate).

3. A joint transition matrix which capture dependencies symmetrically across the two
channels

4. Coupled acoustic model retraining symmetrically across the two channels. The
improvement between step 2 and 3 is only due to FILLER and FEEDBACK, while
SILENCE and SPEECH has the same F-scores for the two configurations. The final
fourth step shows improvement for all four classes.

In other words, modelling cross-speaker dependencies gives a huge advantage for joint
segmentation and classification in conversational corpora.

7.3 Feedback, functions and turn-taking

Paper 10 investigates feedback by alternating two types of factors. The first is the func-
tional dimension categorized as news receiving, dis-preference receiving and general (neu-
tral) via the provided annotation. The second factor is the turn-taking effect defined
as Same Speaker (no speaker change - same speaker continues), Other Speaker (speaker
change - other speaker continues) and Simultaneous Starts (both speakers’ starts within
300 ms after the feedback). The interaction between these factors is examined by:

1. Fundamental frequency of the feedback token parameterised by the vector valued
TVCQCC (as computed in Chapter 5 Section 5.3).

2. The fundamental frequency of the interlocutor, the non-feedback producing speaker,
as parameterised by TVCQCC .

3. The timing of the feedback relativity to the interlocutor’s tokens.

The paper utilized a segmental and parametric visualization technique for examining
the tokens of interest. The basic idea is to take the average TVCQCC of all instances for
each class, followed by inverse 2D cosine transformation. The results is the prototypical
spectrogram, which density clouds were shown for filled pauses and feedbacks subdivided
into their turn-taking effect (see Figure 3 in Paper 10 on page 186). Observation of these
gave that among the feedback attitudes for the Other Speaker condition, dis-preference is
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longer than both News Receiving and general feedback. News receiving has the highest
average F0 and a strong rise while Dis-preference has the lowest average F0 and a weaker
rise.

Classification results using linear discriminant analysis showed:

1. The three defined attitudes can be discriminated using prosody

2. Same Speaker feedback tokens (loosely speaking turn-initial) lose some of their
attitude-signalling prosodic cues compared to Other Speaker feedback tokens.

3. Turn taking effects can be predicted well over chance level, except Simultaneous
Starts. The latter were found to be more equal to the Other Speaker category than
the Same Speaker category. The paper proposes the following interpretation “This
indicates Simultaneous Starts are preceded by the same feedback and context realiza-
tions as for the Other Speaker condition, which indicates what we see is floor stealing
attempts that are not prosodically signaled by the feedback producing speaker.”. The
statement "not prosodically signaled" referred to that turn-initial feedback had dif-
ferent prosody compared to isolated feedback and shall not be interpreted as the
most important finding.

Observe that the functions of isolated feedback are more clearly signaled compared
to turn-initial. This may indicate that turn initial feedback tokens simply functions as
floor-grabbers or filled pauses, where the attitudinal content can be communicated later
in the turn. Since the communicative functions of isolated feedback are more prosodically
contrastive, it gives support for the criterion of feedback as isolated event.

7.4 Automatic classification of vocal affect

Classification of acted expressions
Paper 11 examined intra-, inter- and cross-cultural classifications of vocal expressions.
Stimuli were selected from the VENEC corpus and consisted of portrayals of sadness,
happiness, fear, anger, relief, lust, contempt interest, shame, pride and neutral; each
expressed with three levels of emotional intensity except neutral. Classification ν-SVM
was based on acoustic measures related to pitch, intensity, formants, voice source and
duration. Results showed that the average recall across emotions was around 2.4-3 times
higher than chance level for both intra- and inter-cultural conditions, were the recall
rate dropped with emotional intensity level. No significant disadvantage was found to
inter-cultural models compared intra-cultural models under the inter-cultural evaluation
condition which means that inter-cultural training is preferred. For the cross-cultural
condition, the relative performance dropped 26%, 32%, and 34% for high, medium, and
low emotion intensity, respectively. This suggests that intra-cultural models were more
sensitive to mismatched conditions for low emotion intensity. Preliminary results for high
emotional intensity further indicated that recall rate varied as a function of emotion. For
the intra-cultural condition, anger fear, relief, happiness and lust were among the top-
tiers and shame and pride was close to the chance level. For the cross-cultural condition,
lust, relief and sadness showing the smallest performance drops, pride and shame dropped
below the chance level and interest was close, see Figure 7.7.
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Figure 7.7: Classification results for intra- and cross-cultural conditions, given per
emotion.

Classification of spontaneous expressions
Paper 11 examined the task of classifying spontaneous occurring expressions of vocal affect
in a human-human interaction domain and a human-computer interaction domain. The
human-human interaction domain was represented by the ISL Meeting Corpus. Experi-
ments and observations led to the following conclusions:

1. While 16.5% of participant contributions exhibit positive emotional valence, only a
small minority (3.4%) exhibits negative emotional valence; the remaining 80.1% of
participant contributions are considered neutral by the labeller majority.

2. MFCC-LOW features, based on a 20-300-Hz filter bank, together with their first
and second-order differences, led to an average recall classification rate of 46% in the
context of a GMM log-likelihood ratio classifier - similar to that of standard MFCC
features; both feature sets outperformed utterance-normalized pitch and delta pitch.
These experiments suggest that there exists as much emotion information in the 20-
300-Hz region as in the 300-8000-Hz region.

3. Lexical features (words, word fragments, and nonverbal vocalizations) from manual
transcription, in the context of a trigram log-likelihood ratio classifier, led to an
average recall of 57%. It was shown that the recall of negative valence was 55%
and that the rates for the other emotions were also higher than random guessing
baseline (33%).

4. Combination of the MFCC, MFCC-LOW, and pitch GMM likelihoods led to an
accuracy of 82%, which is 3% higher than choosing the majority class. Note that
the recall for the positive class for this combination was 30%. Adding lexical tri-
grams further improved accuracy, to 85%. However, a combination of the acoustic
classifiers and the naive laugh detector did not perform better than a naive laughter
detector by itself.

5. Reliance on the presence of transcribed laughter alone led to the highest classifica-
tion accuracy observed, at 91%.



7.4. AUTOMATIC CLASSIFICATION OF VOCAL AFFECT 63

The human-computer interaction study presented an evaluation of a LDA-based system
and a system based on GMMs using two different spectral inputs. The results led to the
following observations:

1. For the LDA-based classifier, the voice set (voice source and formants) performed
best, followed in order by the intensity, the duration, and the pitch sets. The order
may be seen as an indication of how sensitive, the respective feature sets are to anger;
the more sensitive the better the classification. However, the best 19 features were
better than each of the four broad class feature sets.

2. Frame-based delta and delta-delta measurements of pitch and intensity were found
among the highest-ranked features in the LDA-based system.

3. MFCC-LOW features performed as well as standard MFCC features; the first
yielded an average recall of 83% and the second an average recall of 80%. These
recall rates were achieved using GMMs.





Chapter 8

Conclusions and perspectives

8.1 Summary on investigations of turn-taking

Between speaker intervals measured up to a gap of 200 ms gives (i.e. a perceptual overlap)
gave:

• 37% of all speaker shifts occurred in overlap under a face-to-face condition (eye-
contact) while the same proportion was 44% for the over-telephone condition (no
eye-contact) which can be explained by the absence of gaze as a cue.

• The proportion of speaker shifts in overlap dropped from 54% to 37% when extra-
linguistic vocalizations were excluded. This means that if extra-linguistic vocaliza-
tions are not considered as turns, then the majority of speaker shifts is done with
a gap which means that a good detector for extra-linguistic sounds would give an
EOU predictor the opportunity to handle a majority of all cases. But still, speaker
shifts with an overlap is not uncommon.

Measurements on frame-level gave:

• Short IPUs and feedback are overrepresented in overlap which was expected based
on neurocognitive evidence. Especially, feedback which only consists of sonorants
has a slightly higher proportion than feedback which consists of lexical renderings
with plosives and fricatives.

Machine learning experiments gave:

• Prosody and spectral based EOU prediction of general speaker changes was decent
(average recall: 62.00% under face-to-face condition and average recall: 60.74%
under telephonic condition)

– It was easier to predict upcoming feedback (average recall: 66.35% - 67.51%)
than other turn-shifts ( average recall: 60.57% - 57.82%)

– On average, EOU prediction is somewhat easier for the face-to-face condition
than for the over-telephone condition

• Prosody and spectral based detection of incoming speech as competitive/cooperative
was split into two sub-tasks:

65
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– Detecting incoming speech as feedback/non-feedback within 100-500 ms gives
EERs of 32-26%.

– Detecting incoming non-feedback in overlap as competitive to the floor within
300-1100 ms gives EERs of 33-43%.

This implies that modelling turn-taking as low-level perception-action loops in a sub-
sumption architecture with real-time constraints is a feasible approach as suggested in the
embodied cognition approach to AI (Rodney, 1991).

8.2 Summary on investigations of affect

As the scientific field of affective computing becomes more mature, the task of automatic
classification of vocal affect has moved from using acted expressions to increasingly com-
plex spontaneous expressions as found in conversations. This raises questions on how
far the performance of these systems will reach. As the technological advancements of
extracting acoustic features, finding appropriate parameterizations and machine learning
moves forward, there might be fundamental properties of the affective epiphenomena in
speech that enforces natural bounds for the system performance. One possible property
contributing to such a hypothesized bound is the degree of universality of emotions, i.e.
to what degree a specific category of affect is expressed and perceived homogeneously
across cultures. Another possible property is how homogeneous affective expressions are
as a function of their intended intensity. There is little evidence in literature on how the
heterogeneity across cultures and intensities cause degradation in system performance.

The contributions showed that it is possible to automatically detect a wide range
of acted affective expressions under various conditions. Specifically, under intra-cultural
conditions it is possible to detect sadness, happiness, fear, anger, relief, lust, contempt and
interest well above chance. However, shame and pride was close to the random guessing
baseline given that they are produced with a high emotional intensity. An important
aspect of emotion research is the degree of universality of different emotions. Universality
of specific emotion can be empirically determined as the ability to decode an emotion across
cultures. For the cross-cultural condition, lust, relief and sadness showed the smallest
performance drops, pride and shame dropped below the chance level and interest was close.
Thus, all but pride and shame are universal from the machine learner point of view. Among
these, the universality of vocal expression of lust is pretty much unexplored and relief is
also quite unexplored too. The results also showed that recall rate dropped with emotional
intensity level under matched intensity. Since various emotional intensities are expected
in spontaneous speech, the result suggests that training and testing on spontaneous vocal
expressions would degrade performance. This is yet to fully establish by conducting cross-
intensity experiments.

8.3 Summary on investigations of functions of feedback

Implications for the categorization of feedback
As mentioned in Chapter 2 Section 2.2, feedback can be categorized as non-lexical, lexical
and phrase based feedback. One criterion for non-lexical feedback is that it has no clear
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meaning. However, one problem with this criterion is that non-lexical feedback has a
communicative meaning.

Another criterion for non-lexical feedback is that it do not take part in syntactical
structures. This criterion might be useful with the aim to to sort out feedback in a
post-conversational off-line analysis. The evaluation of syntactical structures is associated
with the P600 ERP signal which peak around 500 ms after stimuli onset (Luck, 2005), In
contrast, it takes around 400 ms for evaluation of prosody via affective neural circuits as
determined by the N400 ERP signal (Schirmer and Kotz, 2006). This evidence tentatively
suggests that the syntactical criterion would cause problem in turn-taking in terms of
responsiveness.

An important intra-speaker criterion is that feedback is usually short and isolated.
In Paper 10 it was shown that responsive cue phrases, i.e. feedback based on wording,
acoustics realization and context, have a more contrastive prosody for their functions
when they are isolated rather than when they are turn-initial. This gives support to the
inter-speaker criteria of that feedback is isolated. However, to detect isolation one must
use pausing as cue which decreases responsiveness. Fortunately, the same study showed
that it possible to predict whether feedback is isolated or turn-initial. This means that
although pausing is a practical criterion to use for off-line analysis, it is not a necessary
criterion and might not be used when humans classify vocalizations on the fly. The pausing
criterion is also connected to the durational criterion of that feedback is short and the
same reasoning applies to this cue as to pausing. This does not mean that one cannot
use duration and pausing as criteria, it is useful given a reaction time of 500 ms, but less
useful for a reaction time of 300 ms (cf. Paper 8).

In Paper 2, it was argued that feedback which only consists of sonorants gives direct
access the parts of the brains which decodes affect based on prosodic cues. The separated
processing was also shown to cause a higher proportion of overlapped speech for this type
of feedback. This cross-speaker criteria, the degree of overlap, is not very reliable for to
classify individual segments of speech since turn-taking in general is not very precise in
terms of between speaker intervals (see Heldner and Edlund (2010),Paper 7, Paper 8) and
do not have to be very precise (cf. Paper 2). This criterion is merely a statistical property
which on average helps classification, especially between feedback and non-feedback but
also between sonorant-based feedback and other feedback.

Paper 3 put emphasis on the known fact that most feedback in Swedish can be derived
from a stem of simple base tokens which only only consists of sonorants and phonological
operations which are unique for feedback. This system was referred to as simple productive
feedback. An inspection of the token counts in both Paper 3 and Paper 2 gives that this
system explains a large part of the phonotactical variation in Swedish feedback. If the
phonotactical variation do not fit the system of simple productive feedback, then the
fall-back criteria would be to determine whether the token consists of only sonorants.

Taken together, this implies that form comes first when feedback has to be classified
as such by humans or by machines. Specifically, the evidence points towards classifying
feedback into two types 1) simple productive feedback, or sonorant based feedback, which
functions are mainly conveyed by prosody 2) word based feedback which has a higher
phonemic prior bias which means that the functions are conveyed by both phonemic
renderings and prosody. To summarize this, the following proposed criteria are sorted in
order of strength:

• Sonorant based feedback:
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1. Consists of sonorants which gives a slowly varying spectral flux.
2. Are regularly found to undergo phonological operations which are unique for

feedback (in Swedish) but are otherwise productive in their phonemic render-
ings.

3. Are more often found isolated than IPU-initial or in other position.
4. Are over-represented in overlapped speech.
5. Are frequently found after elicitation cues.
6. Are usually not parts of syntactical structures.

• Word based feedback:

1. Consists of specific words or idiomatic phrases which includes plosives and
fricatives giving peaky spectral flux.

2. Are more often found isolated than IPU-initial or in other position.
3. Are over-represented in overlapped speech but less so than sonorant based

feedback.
4. Are frequently found after elicitation cues.
5. Are usually parts of syntactical structures.

It should be pointed out that there are no studies which have compared elicitation cues
for the two proposed types of feedback. Also note that simple productive feedback is in
many cases identical to what many regard as non-lexical feedback. Among the exceptions
are "ja" ("yes") which is usually considered as lexical feedback since it is an answer to a
question while the proposed classification scheme puts it in the same category as "mhm".

Acoustic cues to functions
The trends of empirical findings on acoustic cues to various functions of feedback are
shown in Table 8.1. Results from Paper 3 and Paper 10 are derived from spontaneous
data of multiple speakers where the former results are based on visual inspections of
prototypical spectrogram. The prosodic cues from Paper 4, Paper 5 and Paper 6 are
derived from a single speaker where the data from Paper 4 is spontaneous and the other
data is acted. Note that it was not entirely straightforward to derive the trends from the
ANOVA analysis in Paper 5. The phonemic cues from Paper 6 are derived via multiple
judges and are here shown as these tokens which show a recall rate above 2.5 times chance
for the specific function. It should be remembered that the most neutral token was found
to be "m-m”, with decreasing neutrality in successive order for "u-hu"’, "okay”, "m-hm”,
"yes”, "yeah”, "n-hn”, "ah” and "oh”.

When comparing the results for the studies, one must first consider that Paper 3 and
Paper 4 focuses on tokens which were found to be rather neutral in Paper 6. If one
assume communicative equality between acknowledgment, agreement and certainty; and
communicative equality between uncertainty, disagreement and dis-preference; and com-
municative equality between news receiving and surprise; then the prosodic cues shows
a fairly good match. The only opposing trend is found for duration between news re-
ceiving the bipolar surprise. The continuer function is more thoroughly discussed next in
Section 8.4.
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Table 8.1: Summary of prosodic cues for various functions. Voice quality is not
covered. Plus or minus indicate the trend or the sign of acoustic correlates. Bi-
polar scales from Paper 3: Und = Understanding, Agr = Agreement, Int = Interest,
Sur= Surprised, Cer = Certainty. From Paper 4: Eng = Engagement. From Paper
10: N-R = News receiving, Di = Dis-preference. From Paper 6: Sur: Surprise,
Unc: Uncertainty, Dis: Disagreement, Con: Continuer, Ent: Enthusiastic and Ack:
Acknowledgment. Dur. = Duration, M-Int. = Mean Intensity, M-F0 = mean F0,
M-F0 = slope of F0, SD-F0: Standard deviation of F0.

Prosody Tokens
Dur. M-F0 M-F0 SD-F0

±Und + -
±Agr - -
±Int + +
±Sur + + + (j)a-ha, m-hm
±Cer - -
Eng. + + + m-hm, mm
N-R. + + + + n/a
Dis-p. ++ - n/a
Sur - + - n/a oh, ah, u-hu
Unc + - - n/a yeah, okay, yes, mm
Dis + - - n/a yes, oh, ah, mm
Con + - + n/a m-hm, n-hn, ah, u-hu, yeah, yes, mm, okay
Ent - + - n/a okay, yes, yeah, mm, u-hu, n-hn
Ack - - n/a n-hn, yeah, yes, m-hm, mm, u-hu, okay

8.4 Selecting a set of feedback functions suitable for dialog
systems

It is not entirely straightforward to postulate or derive a set of feedback functions suitable
for a dialog system. Selecting a set which facilitate communicative efficiency according to
grounding seems to be a direction towards something useful. Although Allwood’s theory
of grounding postulates a few distinctive functions for feedback, it also includes other
affective states in general. The range of expressions described by the component process
model (CPM) of appraisal theory (Scherer, 2009a), the continuous space of valence and
arousal in constructivist emotion theory (Russell, 2003) is unlimited and the range of
expressions within and between families of basic affect programs is also large (Ekman,
1992). Although some theories propose compositional dimensions to the emotional space,
one still has to postulate grounding states in order to have something to map to from
the continuous valued dimensions. Thus, these theories do not help to narrow down
the number of possible functions which feedback can express. Let’s instead expand the
questions stated in Paper 5:

1. Which functions do people listen for?
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2. Which functions are important for grounding?
3. Which minimum set of functions explains more than 95% of a generalized functional

distance?
4. Which functions are important for a social domain?
5. Which functions can be automatically decoded with an acceptable accuracy?

An attempt to answer the first question was done in Paper 3 by letting subjects judge
functional similarity of spontaneous occurring feedback tokens, without any directions
on which functions to judge, and asking them afterwards on how they approached the
task. The follow-up survey gave that they were listening to: interest, surprise, certainty,
uncertainty, agreement, acceptance, confirmation and boredom.

Allwood et al. (1992) has made important contributions to answer question number
two by postulating the functions contact, perception, understanding and acceptance and
showing how these can be used for grounding. Two other important functions are the
continuer and the expression of surprise.

The continuer supposed to actively encouraging the interlocutor to tell more (Gardner,
2001), or that the question under discussion is unresolved (Lai, 2010), and it is charac-
terized with a rise in F0. In Paper 5 the function of continuer was found to have rising
F0 which was contrastive to the other functions. In Paper 3, the slope of F0 was posi-
tively correlated with uncertainty, non-understanding and dis-agreement. This might be
explained by that the function of continuer was a hidden super-positional function that
was correlated to uncertainty, non-understanding and dis-agreement. Thus, the function
of continuer might be a super-positional function, in the same sense that understanding
is super-positional to perception in Allwood’s hierarchy. Another possible explanation is
that the positively correlated slope of F0 is just a common acoustic feature of uncertainty,
non-understanding and non-agreement. A slightly different interpretation is that rising
F0 indicates a social function - the willingness to interact for the sake of interaction by it
self - while falling F0 indicates willingness to interact in order to exchange information.
The function of surprise communicates the reception of novel information, which might
replace previous belief. If surprise is detected, then one of many possible actions would be
to re-evaluate the latest anaphora since it might have been based on erroneous previous
belief.

Question number three offers the advantage of quantitatively determine the number of
functions that are needed to explain humans cognitive evaluation of feedback. However,
there are many methodological problems associated with the execution of a listening ex-
periment able to establish this. Paper 3 offers a first step in this direction. Another caveat
is that the minimum set who’s explains 95% of a generalized functional distance might
actually be the set which functions gives a one-to-one mapping to an equal number of
antecedent appraisal dimensions. In this case, there is still no upper limit to the number
of functions, but knowledge of the minimum set would still be a great leap forward.

Question number four is difficult to answer due to the wide scope and it is also linked
to emotion theory in general. However, one approach might be to describe goal-driven
interaction rules based on the answers from question one, two and three. Ideas on how to
implement goal-driven interaction rules may be adapted from how emotions are modelled
as internal states to benefit learning in robots (Gadanho and Hallam, 2001). Breazeal
(2003) demonstrated a sociable robot which was capable of expressing and recognizing
emotions, as well as using an emotion driven motivation system. Thus, modelling emotions
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in robots does both facilitate learning and interaction with humans. The functions may
also be clustered according to their effect on the interlocutor conditioned on dialogue act,
grounding state and affective label.

Question number five is a question of data collection, modelling, machine learning
and signal processing. If two functions with radically different grounding mechanisms are
frequently confused one need to re-design the detector or switch modality. However, if
two functions are frequently confused and if their grounding mechanisms are similar, but
not exactly the same, then the communicative cost of confusing these is low.

8.5 Where do we go from here?

Some suggestions for further work has already been addressed in Section 8.4. Other
interesting directions are:

• Scott et al. (2009) proposes that the primary role of mirror neurons in motor cortex
is to aid turn-taking. They points out evidence which indicate that mirror neurons
are more strongly activated when positive emotions are present which can explain
occasional stretches of synchronal rhythm found in conversations. Thus, their the-
ory predicts less overlap and fewer gaps for those parts of conversation which display
mutual joy. Interaction between affect and acoustic/prosodic entrainment has re-
cently started to gain some attention (Lee et al., 2012) but the implications for
turn-taking has not yet been tested. From a computational perspective, the theory
of Scott et al. can be implemented by methods from acoustic-to-articulatory in-
version (Ananthakrishnan, 2011), or automatic speech recognition with articulatory
features along (Deng and Sun, 1994), with a positive-negative valence detector.

• Voice quality has to be be more throughly studied as a cue to the function of
feedback.

• Except for Paper 10, pausing was not studied as a cue to the functions of feedback.
In fact, Roberts et al. (2006) found that pausing was a stronger cue than prosody.
A more systematic investigation of the interaction between prosody, phonemic ren-
dering and pausing for more than two functions (cf. Paper 6) has not yet been done
to the authors’ knowledge.

• Can the functions of feedback be explained by the component process model (CPM)
of appraisal theory (Scherer, 2009a)?

• There is a need for more systematic studies on the differences between sonorant
based and word based feedback. It is not established whether the two types have
the same elicitation cues. Methods for measuring the degree of overlap for the two
types (cf. Paper 2) must be further developed and evaluated on multiple corpora.

• There is a clear need for an on-line incremental decoder for multiple feedback func-
tions. An intermediate stage may be to initially detect sonorant based feedback
using a similar setup as in Reidsma et al. (2011), which is deemed to be an easy
task given the special acoustic properties of sonorant based feedback.

• Since humans can infer appraisal dimensions from the voice (Laukka and Elfenbein,
2011), then a machine should be able to do the same. One advantage to detect the
appraisal dimension and then map the detected component to an affective class, is
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that it makes it possible to construct mappings to emotional categories not seen in
training data.
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