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Abstract

An image matching system for object recognition in scenes of varying
complexity was constructed in Matlab for evaluating the recognition
quality of two types of image features: SURF (Speeded-Up Robust Fea-
tures) and SIFT (Scale Invariant Feature Transform) using the affine
Hough matching algorithm for finding matches between training and
test images.

In the experimental part of the thesis, the matching was algorithm
tested for varying number of image features extracted from the train
and test images, namely 1000, 2000 and 3000 interest points. These
experiments were carried out against 9 objects of different complexity,
including difficulties such as repeating patterns on the image, down-
and upscaling of the object, cluttered scened, silhouette features, partly
occluded object and multiple known objects in the scene.

The work provides the directions for improvement of the given view-
based recognition algorithm and suggests other possible ways to perform
the object matching with higher quality.
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Chapter 1

Introduction

The field of image recognition and processing has gained sufficient interest among
wide range of specialists: from mathematicians to software engineers. High at-
tention is caused by possible great potential of image recognition and matching
applications not only in computer science but also in medicine, education, military,
entertainment and navigation, thus covering a wide range of users.

1.1 Background
Applications vary from simple orientation tasks as definition of the location of the
object on the scene to research in artificial intelligence and robotics. Special atten-
tion is dedicated to the biological computer vision, which deals with processing of
biomedical image data in 2-D or 3-D such as images from different types of scans
as MRI or CT with subsequent construction of models of human organs, which
brings the scientists one step closer to automated surgeries and other kind of med-
ical treatment. The computer vision applications existing nowadays are mostly
pre-programmed to solve a particular task, but methods based on learning are also
in great value and vast research is done in this direction. As this sphere is quite
new, there are lots of challenges. Image recognition to a larger extent relies on the
extraction of stable feature points - basic units in image processing.

1.2 Problem definition
This Master’s thesis "Object recognition from collections of local features" addresses
the problem of feature point matching by investigating several existing feature point
matching algorithms in close connection with the type of features that are provided,
aiming at investigating the best trade-off between accuracy and computational speed
among different matching algorithms. Research seeks the answer for the question,
which type of feature point descriptor works better with what kind of matching,
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CHAPTER 1. INTRODUCTION

presenting the platform for next investigation of new types of image descriptors and
other modifications to feature point matching approaches.

1.3 Goals
The topic of the Masters thesis is to implement and investigate the properties of a
set of stated methods and comparing them on benchmark dataset, namely - Jean
Ponce 3-D object recognition stereo dataset. Public implementations, if available,
may be used.

The project report is expected to answer the following questions:

1. What is the gain in computational efficiency in image recognition in case of
usage of more efficient search methods:

• theoretical analysis of the search method;
• experimental quantification on benchmark dataset.

2. What is the accuracy loss in case of application of the particular search
method:

• theoretical prediction, if available;
• experimental quantification on benchmark datasets.

The assessment of the evolutionary development of application of the search method
is done by estimating of how the methods scale with increasing number of image
features (interest points) in the test image and the number of images or features in
the database of known objects. Both theoretical analysis and experimental quan-
tification should be provided.

Software design of the system for investigation of the search methods is expected
to have:

1. general interface for input;

2. general interface for output corresponding to the image matching or object
recognition (bag of words model);

3. usage of at least two types of image descriptors like SIFT and SURF with the
ability adding other type of descriptors in the future;

4. usage of the DoG (difference of Gaussian) detector with 128-D vector for the
SIFT descriptor;

5. usage of the determinant of Hessian detector with 64-D vector for the SURF
descriptor;
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1.4. PROTOTYPE CONSTRUCTION

6. it should be possible to add other types of interest point detectors with cor-
responding scale attributes and image descriptors;

7. the software should be parameterized in such a way that the system can be
extended to other datasets, not stated above.

1.4 Prototype construction
During the design process a series of prototypes were constructed, each incremen-
tally more complex, and closer to the final artifact. The major steps in the devel-
opment and final version of the artifact are described in separate chapter.

1.5 Evaluation
To see how the goals are met, the prototype was continuously tested and evalu-
ated. The prototype is constructed in such a way that it is enabling test-driven
development, where every new feature could be quickly tested, adjusted if neces-
sary and integrated to the main part. Dataset of varying complexity was used in
the evaluation process.

1.6 Structure
The thesis consists of the following chapters:

• Introduction — gives a brief background to the research in image recognition,
along with previous work within the field.

• Feature points extraction — focuses on the technique of image feature extrac-
tion, utilized in the thesis work.

• Recognition from collections of features — describes the algorithms, used for
the image recognition, utilized in the thesis work.

• Software design — describes design process and system functionality;

• Test dataset — presents the image dataset, which is used for the matching
system evaluation;

• Recognition performance — defines the software quality metrics for matching
system;

• Experimental results — presents the results of the tests on benchmark dataset;

• Discussion and conclusions — results are discussed and conclusions are drawn
from the results.
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Chapter 2

Feature points extraction

Feature points are points in an image that can be reliably located across multiple
views by special interest point detection algorithm with subsequent matching of fea-
ture points across multiple images. They must look fairly distinctive in that they
contain genuine 2D structure and can be precisely localized in x and y directions. A
lot of interest point algorithms work by detecting points that lie on edges, corners
or blob-like areas. At the same time as the feature point is detected, an interest
point algorithm also gives an estimation to a scale and sometimes the orientation,
associating it with the location of the point. Setting a value for a scale might mean
the estimation of the size of a blob-like region which is detected as the interest point.
Setting a value for an orientation usually foresees building a histogram of the feature
orientations in the vicinity of the interest point and choosing a dominant orientation.

Good image features should have the following properties (Tuytelaars and Miko-
lajczyk [2007]):

• Repeatability: With two images, taken under different viewpoint conditions,
representing the same object or scene, a high number of the features detected
on the scene part visible in both images is to be found in both images.

• Distinctiveness/informativeness: Features should be clearly distinguished and
matched with the help of the intensity information in the features neighbor-
hoods.

• Locality: To reduce the chance of occlusion, the features should be local.
Quantity: The quantity of detected features should be sufficiently large, such
that a reasonable number of features are detected even on images of small
resolution. Although, the optimal number of features may depend on the
application, it should be possible to adjust the number of detected features
by a certain intuitive threshold.

• Accuracy: The detected features should be accurately localized in 2D location
represented by x and y coordinates with respect to the scale.
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• Efficiency: The detection of the features should be performed in the time,
suitable for application of detection algorithm at embedded systems.

There are two ways to achieve the repeatability: either by invariance or by robust-
ness.

• Invariance: In case of large image deformations, the mathematical model
should be constructed, and later the feature detection should be developed in
such a way that it is independent of these mathematcial transformations.

• Robustness: In case of relatively small deformations, it often suffices to make
feature detection methods less sensitive to such deformations, meaningly., the
accuracy of detection may decrease, but still be on the acceptable level. The
miost common deformations that are tackled using robustness are image noise,
image blur, discretization effects, compression, etc.

One of the most fundamental problems is exactly finding the correct correspondence
between these feature points independently of change in location, illumination, mo-
tion blur and different types of geometrical transformations. Obtaining a canonical
scale and orientation in this manner at the location of the interest point makes
it possible to match points in such a way as to be invariant to image scaling and
orientation.

The matching of the feature points is done on the basis of information contained
in the image descriptors. At least two known types of feature point descriptors
will be used in the thesis investigation: SIFT (Scale Invariant Feature Transform)
(Lowe [2004]) and SURF (Speeded-Up Robust Features) (Bay et al. [2006]). The
introduction of other types of image descriptors is foreseen by the thesis software
as well.

2.1 Mathematical approaches to feature detection
Many types of features are used for object recognition. Most features are based on
either regions or boundaries in an image. It is assumed that a region or a closed
boundary corresponds to an entity that is either an object or a part of an object
(Jain et al. [1995]).

Global features. Global features usually are some characteristics of regions in im-
ages such as area (size), perimeter, etc. When talking about global features, the
aim is to find descriptors that are obtained by considering all points, their locations,
intensity characteristics, and spatial relations either for a region by considering all
points within a region, or only for those points on the boundary of a region.

Local features. Local features are usually at the boundary of an object or rep-
resent a distinguishable small area of a region, examples of the local features are
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2.1. MATHEMATICAL APPROACHES TO FEATURE DETECTION

curvature, boundary segments, and corners. The latter play an important role in
object recognition.

Relational features. Relational features are based on the relative positions of dif-
ferent entities, either regions, closed contours, or local features, and usually include
distance between features and relative orientation measurements. These features
are very useful in defining composite objects using many regions or local features
in images. In most cases, the relative position of entities is what defines objects.

There exist several strategies for classification of interest point detectors. The basic
types of interest point detectors roughly fall into the categories of edge detectors,
corner detectors and blob detectors. Also detectors may be categorized as intensity-
based detectors (SIFT (Scale Invariant Feature Transform (Lowe [2004]), Hessian-
affine (Mikolajczyk and Schmid [2002]), Harris-affine (Mikolajczyk and Schmid
[2002]), MSER (Maximally stable extreme regions) (Matas et al. [2002]) etc) and
structure-based detectors (edge-based region (EBR)(Fan et al. [2004]) and scale-
invariant shape features (SISF) (Jurie and Schmid [2004])).

To edge detectors belong Canny, Sobel, Harris/Plessey detectors. In practice, edges
are usually defined as sets of points in the image that have a strong gradient mag-
nitude. Some of known algorithms usually place some constraints on the properties
of an edge, such as shape, smoothness, and gradient value to form a more complete
description of an edge.

Corner or interest point detectors search for a point-like features in an image, that
has a local two dimensional structure. To corner/interest point detectors belong
FAST (Feature from Accelerated Segment Test) (Rosten and Drummond [2006]),
difference of Gaussians (DoG) (Lowe [2004]), the Laplacian of Gaussian (Linde-
berg [1998a]), SUSAN (Smallest Univalue Segment Assimilating Nucleus) (Smith
and Brady [1997]), Harris and Stephens (Kenney et al. [2005])/ Plessey (Gao et al.
[2004])/Shi-Tomasi (Kenney et al. [2005]) detection algorithms (Mikolajczyk and
Schmid [2002]), determinant of the Hessian (Lindeberg [1998a]).

While corners are more like point-like structures, blobs provide a complementary
description of image structures with regions. At the same time, blob detectors may
also be considered as interest point operators, as blob descriptors often contain a
preferred point (a local maximum of an operator response). Blob detectors can de-
tect areas in an image that are to smooth to be detected by a corner detector. To
blob detectors belong the Laplacian of Gaussian (Mikolajczyk and Schmid [2004]),
the difference of Gaussians (Lowe [2004]), the determinant of Hessian (Mikolajczyk
and Schmid [2004]), MSER (Matas et al. [2002]), PCBR (Principal curvature-based
region detector) (Deng et al. [2007]).

For this Master’s thesis the determinant of the Hessian (Lindeberg [1998a]) and
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CHAPTER 2. FEATURE POINTS EXTRACTION

the DoG (Lowe [2004]) detector are utilized, which may be considered as both
corner-interest point and blob detectors, since they are used as the interest point
operators in the SIFT (Lowe [2004]) and SURF (Bay et al. [2006]) descriptors.

2.1.1 Scale-space theory
Both of previously mentioned papers on image detectors (Lowe [2004], Bay et al.
[2006]) reference to work "Scale Space" by Tony Lindeberg (Lindeberg [1998a]),
which ascertains the necessity of multi-scale representation of image data and con-
sideration of image data through different scales, as an inherent property of real-
world objects is that they only exist as meaningful entities over certain ranges of
scale. The following is based on Lindeberg [2008]. The idea behind a scale-space
representation of image data is that in absence of any prior information about what
scales are appropriate for a given visual task, the only reasonable approach is to
represent the data at multiple scales. A fundamental result of scale-space theory
is that if general conditions are imposed on the types of computations that are to
be performed in the earliest stages of visual processing, then convolution by the
Gaussian kernel and its derivatives provide a canonical class of image operators
with unique properties.

In summary, for any two-dimensional (2-D) signal f : R2 → R, its scale-space
representation L : R2 × R+ → R is defined by:

L(x; y; t) =
∫

(ξ, η)∈R2
f(x− ξ, y − η) g(ξ, η; t) dξ dη

where g : R× R+ → R denotes the Gaussian kernel.

g(x; y; t) = 1
2πt e

−(x2 + y2)/2t

and the variance t = σ2 of this kernel is referred to as the scale parameter. Scale-
space derivatives at any scale t can be computed either by differentiating the scale-
space directly or by convolving the original image with Gaussian derivative kernels:

Lxαyβ (·, ·; t) = ∂xαyβ L(·, ·; t) = (∂xαyβ g(·, ·; t) ∗ f(·, ·)

Because scale-space derivatives can also be computed by convolving the original
image with Gaussian derivative operators gxαyβ (·, ·; ) they are also referred to as
Gaussian derivatives. This way of defining derivatives in scale-space makes the in-
herently ill-posed problem of computing image derivatives well-posed, with a close
connection to generalized functions (Lindeberg [1998a]).

The set of scale-space derivatives up to order N at a given image point and a
given scale is referred to as the N -jet and corresponds to a locally truncated Taylor
expansion of a locally smoothed image patch. Together, these derivatives con-
stitute a basic type of feature within the scale-space framework and provide a
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2.1. MATHEMATICAL APPROACHES TO FEATURE DETECTION

compact characterization of the local image structure around the image point at
that scale. For N = 2, the 2-jet at a single scale contains the partial derivatives
(Lx, Ly, Lxx, Lxy, Lyy) and directional filters in any direction (cosϕ, sinϕ) can be
obtained from

∂ϕ L = cos ϕLx + sin ϕLy

and
∂ϕϕ L = cos2 ϕLxx + 2 cosϕ sinϕLxy + sin2 ϕLyy

From the five components in the 2-jet, four differential invariants can be constructed,
which are invariant to local rotations: the gradient magnitude |5L|, the Laplacian
52L, the determinant of Hessian detHL, and the rescaled level curve curvature
κ̃(L): 

| 5 L|2 = L2
x + L2

yx

52L = Lxx + Lyy
detHL = LxxLyy − L2

xy

κ̃(L) = L2
xLyy + L2

yLxx − 2LxLyLxy

Although the scale-space theory provides a framework for expressing visual op-
erations at multiple scales, it does not address the problem of how to select locally
appropriate scales for additional analysis. The most commonly used entity for au-
tomatic scale selection is scale normalized Laplacian:

52
norm L = t (Lxx + Lyy)

with γ = 1 (Lindeberg [1998b]).

2.1.2 The Scale Invariant Feature Transform

The fundamental work on the SIFT descriptor is presented in the scientific paper
by David G. Lowe (Lowe [2004]). This paper describes image features that have
many properties that make them suitable for matching differing images of an object
or scene. The features are invariant to image scaling and rotation, and partially
invariant to change in illumination and 3D camera viewpoint. They are well lo-
calized in both the spatial and the frequency domains, reducing the probability of
disruption by occlusion, clutter, or noise. Large number of features can be extracted
from typical images with efficient algorithms. In addition, the features are highly
distinctive, which allows a single feature to be correctly matched with high prob-
ability against a large database of features, providing a basis for object and scene
recognition (Lowe [2004]).

These features may be extracted very efficiently with minimal cost as more ex-
pensive operations are performed only in case of successful pass of an initial check.
Here are the main computational stages of retrieving the image features set:
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CHAPTER 2. FEATURE POINTS EXTRACTION

• scale-space extrema detection - first step is to go over all scales and image lo-
cations with difference-of-Gaussian function and identify potential scale and
orientation invariant interest points.

Computed from the difference of two nearby scales separated by a constant
multiplicative factor k, scale-space extrema in the difference-of-Gaussian func-
tion convolved with the image, D(x, y, σ) is used to efficiently detect stable
feature point locations in scale space.

D(x, y, σ) = (G(x, y, σ)−G(x, y, σ)) ∗ I(x, y) = L(x, y, kσ)− L(x, y, σ)

A powerful approach to the computation of D(x, y, σ) is shown on Fig. 2.1.

Figure 2.1. For each octave of scale space, the initial image is repeatedly convolved
with Gaussians to produce the set of scale space images shown on the left. Adjacent
Gaussian images are subtracted to produce the difference-of-Gaussian images on the
right. After each octave, the Gaussian image is down-sampled, by a factor of 2, and
the process is repeated. Image is adapted from (Lowe [2004])

In order to detect the local maxima and minima of D(x, y, σ), each sample
point is compared to its eight neighbors in the current image and nine neigh-
bors in scale above and below (see Fig.2.2). The point is considered to be
a good candidate if and only if it is larger or smaller than all of them. An

10



2.1. MATHEMATICAL APPROACHES TO FEATURE DETECTION

important issue is to determine the frequency of sampling in the image and
scale domains that is needed to reliably detect the extrema, as the extrema
that are close together tend to be sensitive to small image perturbations.

Figure 2.2. Maxima and minima of the difference-of-Gaussian images are detected
by comparing a pixel (marked with X) to its 26 neighbors in 3x3 regions at the current
and adjacent scales (marked with circles). Image is adapted from (Lowe [2004])

Lowe (Lowe [2004]) defines a matching scale as being within a factor of
√

2 of
the correct scale, and a matching location as being within σ pixels, where σ
is the scale of the keypoint. Also, additional little smoothing is needed prior
to creation of the first octave of scale space.

• keypoint localization, basing on measures of keypoint stability - as we have a
interest point candidate, we proceed to perform a detailed fit to the nearby
data for location, scale, and ratio of principal curvatures. This way we reject
the points that have low contrast (and are therefore sensitive to noise) or are
poorly localized along an edge. Lowe (Lowe [2004]) uses the Taylor expansion
(up to the quadratic terms) of the scale-space function, D(x, y, σ), shifted so
that the origin is at the sample point:

D(x) = D + ∂DT

∂x x + 1
2 xT ∂

2D

∂x2 x
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CHAPTER 2. FEATURE POINTS EXTRACTION

where D and its derivatives are evaluated at the sample point and x =
(x, y, σ)T is the offset from this point. Such an interpolation method is also
used in Lindeberg and Bretzner [2003]. The location of the extremum, x̂, is
determined by taking the derivative of this function with respect to x and
setting it to zero, thus:

x̂ = −∂
2D−1

∂x2
∂D

∂x
The Hessian and derivative of D are approximated by using differences of
neighboring sample points. If the offset x̂ is larger than 0.5 in any dimension,
then it means that the extremum lies closer to a different sample point. In
this case, the sample point is changed and the interpolation performed instead
about that point. The final offset x̂ is added to the location of its sample point
to get the interpolated estimate for the location of the extremum.

Unstable extrema having low contrast are rejected by means of the function,
D(x̂):

D(x̂) = D + 1
2
∂DT

∂x x̂

• orientation assignment - an invariance to image rotation is achieved by assign-
ing consistent orientation to each keypoint based on local image properties,
afterwards the keypoint descriptor is also represented relative to this orienta-
tion.

The scale of the keypoint is used to select the Gaussian smoother image L with
the closest scale, so that all computations are performed in a scale-invariant
manner. For each image sample L(x,y) at this scale, the gradient magnitude,
m(x,y), and the orientation, θ(x,y), is precomputed using pixel differences:

m(x, y) =
√

(L(x+ 1, y)− L(x− 1, y))2 + (L(x, y + 1) + L(x, y − 1))2

θ(x, y) = tan−1((L(x, y + 1)− L(x, y − 1))/(L(x+ 1, y)− L(x− 1, y)))

An orientation histogram is formed from the gradient orientations of sample
points within a region around the keypoint. The orientation histogram has 36
bins convering the 360 degree range of orientations. Each sample added to the
histogram is weighted by its gradient magnitude and by a Gaussian-weighted
circular window with a σ that is 1.5 times that of the scale of the keypoint.

Peaks in the orientation histogram correspond to dominant directions of local
gradients. The highest peak in the histogram is detected, and then any other
local peak that is within 80% of the highest peak is used to also create a
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2.1. MATHEMATICAL APPROACHES TO FEATURE DETECTION

keypoint with that orientation. Therefore, at locations with multiple peaks
of similar magnitude, there will be multiple keypoints created at the same
location and scale but different orientations (Lowe [2004]).

• keypoint descriptor - by means of the keypoint scale, the Gaussian blur level
of the current image is defined. The gradient magnitudes and orientations are
sampled around the keypoint location on the image. Invariance is achieved
by rotating the gradient orientations and descriptor coordinates in relation to
the orientation of the feature point.

A Gaussian weighting function with σ equal to one half the width of the
descriptor window is used to assign a weight to the magnitude of each sample
point. The purpose of the Gaussian window is to avoid sudden changes in the
descriptor with small changes in the position of the window, and to give less
emphasis to the gradients that are far from the center of the descriptor, as
these are most affected by misregistration errors (Lowe [2004]).

The interest point descriptor is shown on Fig. 2.3.

Figure 2.3. A keypoint descriptor is created by first computing the gradient mag-
nitude and orientation at each image sample point in a region around the keypoint
location, as shown on the left. These are weighted by a Gaussian window, indicated by
the overlaid circle. These samples are then accumulated into orientation histograms
summarizing the contents over 4x4 subregions, shown on the right, with the length
of each arrow corresponding to the sum of gradient magnitudes near that direction
within the region. This figure shows a 2x2 descriptor array computed from a 8x8 set
of samples, whereas the experiments in this paper use 4x4 descriptors computed from
16x16 sample array. Image is adapted from (Lowe [2004])

To achieve the illumination invariance, the features vector is normalized to
the unit length. The change in contrast will be canceled by vector normaliza-
tion as the multiplying the each pixel value by a constant will also multiply
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gradients by the same constant.

The SIFT keypoints described in the paper (Lowe [2004]) are particularly useful
due to their distinctiveness, which enables the correct match for a keypoint to be
selected from a large database of other keypoints. This distinctiveness is achieved
by assembling a high-dimensional vector representing the image gradients within a
local region of the image. The keypoints have been shown to be invariant to image
rotation and scale and robust across a substantial range of affine distotion, addition
of noise, and change in illumination. A large number of keypoints may be extracted
from typical image, which leads to robustness in extracting small objects among
clutter. The fact that keypoints are detected over a complete range of scales means
small local features are available for matching small and highly occluded objects,
while large keypoints perform well for images subject to noise and blur.

2.1.3 Speeded-Up Robust Features
The (Bay et al. [2006]) reveals the details of an other rotation-invariant (i.e. shows
stable results independent of the angle of view) detector and descriptor, and claims
to outperform previously proposed schemes with respect to repeatability, distinc-
tiveness, and robustness with much lowe computational time and comparison.

The SURF descriptor (Bay et al. [2006]) is the second type of descriptor, whose
features will be subjected to the investigation of matching algorithms.

Interest point detection is fulfilled by approximation of the Hessian matrix. The
concept of integarl images is utilized with this purpose: the entry of an integral
image IΣx at a location x = (x, y)T represents the sum of all pixels in the input
image I within a rectangular region formed by the origin and x (See Fig. 2.4).

IΣ(x) =
i≤x∑
i=0

j≤y∑
j=0

I(i, j)

Given a point x = (x, y) in an image I, the Hessian matrix H(x, σ) at position x
and scale σ is defined as follows[

Lxx(x, σ) Lxy(x, σ)
Lxy(x, σ) Lyy(x, σ)

]

where Lxx(x, σ) is the convolution of the Gaussian second order derivative ∂2

∂x2 g(σ)
with the image I in point x, and similarly for Lxy(x, σ) and Lyy(x, σ).

The approximated determinant of the Hessian represents the blob response in
the image at the location x.

det(Happrox) = DxxDyy − (wDxy)2
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2.1. MATHEMATICAL APPROACHES TO FEATURE DETECTION

Figure 2.4. It takes only 4 memory accesses to calculate the sum of the values inside
a rectangular patch of any size, when using integral images. Image is adapted from
(Bay et al. [2006]).

where Dxx, Dyy, Dxy denote approximations of the second order Gaussian partial
derivative in x-, y- and xy-direction and w is a relative weight of the filter responses,
that is used to balance the expression for the determinant of the Hessian. This is
needed for the energy conservation between the Gaussian kernels and the approxi-
mated Gaussian kernels, in general w ≈ 0.912 ... = 0.9 (Bay et al. [2006]).

Interest points need to be found at different scales. The usual way of getting the
scale spaces is by means of construction of image pyramid - the images are repeat-
edly smoothed with a Gaussian and then sub-sampled in order to achieve a higher
level of the pyramid. In case of SURF descriptor, the scale space is analyzed by
up-scaling the filter size rather thus image size stays constant. The scale space is
divided into octaves. An octave represents a series of filter response maps obtained
by convolving the same input image with a filter of increasing size. Each octave
is subdivided into a constant number of scale levels. In order to localize interest
points in the image and over scales, a non-maximum suppression over a 3 × 3 × 3
neighborhood is applied. The maxima of the determinant of the Hessian matrix are
then interpolated in scale and image space (Bay et al. [2006]).

The SURF descriptor (Bay et al. [2006]) describes the distribution of intensity
content within the interest point neighborhood, incorporating such steps: fixing a
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CHAPTER 2. FEATURE POINTS EXTRACTION

reproducible orientation based on information from a circular region around the
interest point, constructing a square region aligned to the selected orientation and
extraction the SURF descriptor from it.

In order to be invariant to image rotation, the Haar wavelet response is computed
in x and y direction within a circular neighborhood of radius 6s around the interest
point, where s is the scale at which the interest point is detected (s = 1.2 - approx-
imating Gaussian derivatives with σ = 1.2 ) (Fig. 2.5). Only six operations are
needed to compute the response in x and y direction at any scale.

Figure 2.5. Haar wavelet filters to compute the responses in x (left) and y direction
(right). The dark parts have the weight -1 and the light parts +1. Image is adapted
from (Bay et al. [2006]).

Once the wavelet responses have been computed and weighted with Gaussian (σ =
2s) centered in the feature point, the responses are represented as points in space
with the horizontal response strength along the abscissa and the vertical response
strength along the ordinate. The dominant orientation is estimated by comput-
ing the sum of all responses within a sliding orientation window of size π

3 both in
horizontal and vertical directions. The two summed responses then yield a local
orientation vector. The orientation of the feature point is defined by the longest
vector among all windows. The size of the sliding window is a parameter: small
sizes fire on single dominating gradients, large sizes tend to yield maxima in vector
length (Bay et al. [2006]).

For the extraction of the descriptor, the square region centered around the fea-
tures point is constructed, being oriented along the previously chosen orientation.
The typical choice for the window size is 20s.

The region is split up then into smaller 4 × 4 square sub-regions. Each sub-region
is presented as 5 × 5 regularly spaced sample points, respectively. The wavelet re-
sponse is computed in each of those sub-regions (Fig.2.6). Robustness in relation to
the geometrical defornations and localization errors is achieved by first weighting
the responses in x and y directions dx and dy with a Gaussian (σ = 3.3) centered
in the keypoint.

Later, the wavelet responses dx and dy are summed up over each sub-region and
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Figure 2.6. The 2 × 2 sub-divisions of each square correspond to the actual fields
of the descriptor. These are sums dx, dy, |dx|, |dy|, computed relatively to the
orientation grid (right) (Bay et al. [2006]).

form a first set of entries in the feature vector. By extracting the absolute values of
responses, |dx| and |dy| (Fig.2.7), we also gain the information about the polarity
of the intensity changes. This way, each subregion has a four-dimensional descrip-
tor vector v for its underlying intensity structure v = (

∑
dx,

∑
dy,

∑
|dx|,

∑
|dy|).

Concatenating this for all 4 × 4 sub-regions, this results in a descriptor vector of
length 64. To provide the illumination invariance, the descriptor is normalized to a
unit vector.

Figure 2.7. The descriptor entries of a sub-region represent the nature of the under-
lying intensity patter. Left: in case of a homogeneous region, all values are relatively
low. Middle: in the presence of frequencies in x direction, the value of

∑
|dx| is high,

but all others remain low. If the intensity is gradually increasing in x direction, both
values

∑
dx and

∑
|dx| are high. Image is adapted from (Bay et al. [2006]).
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CHAPTER 2. FEATURE POINTS EXTRACTION

The authors (Bay et al. [2006]) investigate the usage of SURF in 3D and object
recognition, which directly coincides with application area of this Master thesis,
reinforcing the intention to include SURF in the future research.
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Chapter 3

Recognition from collections of features

Recognition takes many forms depending on the application. Face recognition, class
recognition, and local recognition are some examples with different requirements.
This thesis focuses on the scenario of the type that is finding application in object
search: it involves matching images to a very large number of candidate images
stored in a database. Typical challenges are ensuring robustness against geometric
transformations, lighting and occlusions and performing very rapid lookup with a
low error rate.

Recognition procedure works with the results from the previous stages of inter-
est point detection and extraction of the descriptor. The data in the neighborhood
of each interest point becomes very important at the recognition stage, as one can
claim to have a match between two images if and only if the images have sufficient
similarity in the vicinity of two corresponding feature points, taking the rotation
and scaling into the account. If these information is utilized effectively, then the
expensive operation of the exhaustive comparison may be prevented.

To each feature point corresponds the image descriptor, which represents the lo-
cal image appearance. The descriptor is a vector of numbers that characterize a
region of image space. Input for descriptor algorithm is usually a square patch, e.g.
20×20 as in well-known SURF algorithm (Bay et al. [2006]), centered on an interest
point, and the output is a short list of numbers, e.g. a descriptor vector of 32 bytes.
During the matching stage, it is descriptor vectors that are to be compared, and
the distance in the descriptor space define the level of the similarity between the
feature points.

3.1 Lowe matching algorithm based on Hough transform

Object recognition scenario according to Lowe (Lowe [2004]) foresees first matching
each feature point individually to all the feature points stored in the database, previ-
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CHAPTER 3. RECOGNITION FROM COLLECTIONS OF FEATURES

ously retrieved from the training images. Great amount of these initial matches may
not be correct as there exist ambigous features and features coming from background
clutter. Consequently, the clusters having at least 3 featurs that were identified as
those that agree on an object and its pose tend to be the right ones if to compare
to tentative matches. Afterwards, each cluster is verified by means of performing
the geometric fit to the affine model, and resulting in the final decision of accepting
or rejecting the interpretation.

3.1.1 Keypoint matching
The best candidate match for each keypoint is found by indentifying its nearest
neighbor in the database of keypoints from training images (Lowe [2004]). The
nearest neigbor is defined as the keypoint with minimum distance measure (e.g.
Euclidean, chi or Earth distance) for the invariant descriptor vector.

As mentioned previously, large amount of features from the database won’t have
a correct correspondences to the features on the test image and the necessity of
removing of the features of this kind appears. One way is to use the global thresh-
old based on the distance to the closest feature, but their performance is usually
quite low and still have sufficient number of false matches present in the final set,
as the global threshold is not discriminative. A more efficient way of obtaining a
distance measure is to do the comparison of the closest neighbor to the second-
closest neighbor, and in case of presence of the multiple objects in the database, the
second-closest neigbor distance should correspond to the different object. One can
think of the second-closest match as providing an estimate of the density of false
matches within this portion of the feature space and at the same time identifying
specific instances of feature ambiguity (Lowe [2004]).

3.1.2 Efficient nearest neighbor indexing
The most efficient nearest neighbor algorithm known nowadays is an exhaustive
search, when working in high dimensional spaces, as SIFT interest point descriptor
is represented as 128 feature vector. Kd-tree could be a good alternative only up
to 10 dimensional spaces, unfortunately. Lowe in his work (Lowe [2004]) suggests
an approximate algorithm Best-Bin-First (BBF) search. One reason the BBF al-
gorithm (Beis and Lowe [1997]) why works particularly well for the test datasets is
that it is only considers the matches in which many neighbors are at very similar
distances.

3.1.3 Clustering with the Hough Transform
To maximize the performance of object recognition for small or highly occluded
objects, we wish to identify objects using as few feature matches as possible. Lowe
was found that reliable recognition is possible with a few as 3 features. Good per-
formance can be obtained by clustering features in pose space using the Hough
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3.1. LOWE MATCHING ALGORITHM BASED ON HOUGH TRANSFORM

transform (Lowe [2004]).

The Hough transform identifies clusters of features with a consistent interpreta-
tionby using each feature to vote for all object poses that are consistent with the
feature (Lowe [2004]). When clusters of features are found to vote for the same pose
of an object, the probability of the interpretation being correct is much higher than
for any single feature. Each of the SIFT keypoints specifies 2D location, scale, and
orientation, and each matched keypoint in the database has a record of its parame-
ters relative to the training image in which it was found. The similarity transform
implied by these 4 parameters is only an approximation to the full 6 degree-of-
freedom pose space for a 3D object and also does not account for any non-rigid
deformations. Therefore, Lowe used broad bin sizes of 30 degrees for orientation,
a factor of 2 for scale, and 0.25 times the maximum projected training image di-
mension (using the predicted scale) for location. The SIFT key samples generated
at the larger scale are given twice the weight of those at the smaller scale. This
means that the larger scale is in effect able to filter the most likely neighbours for
checking at the smaller scale. This also improves recognition performance by giving
more weight to the least-noisy scale. To avoid the problem of boundary effects in
bin assignment, each keypoint match votes for the 2 closest bins in each dimension,
giving a total of 16 entries for each hypothesis and further broadening the pose
range (Lindeberg [2012]).

A multi-dimensional array is used to represent the bins, but due to the fact that
many of the potential bins will remain empty, and it is difficult to compute the range
of possible bin values due to their mutual dependence (for example, the dependency
of location discretization on the selected scale), it is better locate the bins the in the
one-dimensional hash table by using a pseudo-random hash function, constructed
from values of location, scale, orientation, object name and object view.

3.1.4 Solution for affine parameters

The Hough transform is used to identify all clusters with at least 3 entries in a bin
(Lowe [2004]).Afterwards, each cluster having at least 3 entries in a bin is subjected
to a geometric verification procedure in which a least-squares solution is performed
for the best affine projection parameters relating the training image to the new
image.

An affine transformation correctly accounts for 3D rotation of a planar surface
under orthographic projection, by the approximation can be poor for 3D rotation
of non-planar objects. A more general solution would be to solve for the fundamen-
tal matrix (Sivic and Zisserman [2006]). However, a fundamental matrix solution
requires at least 7 point matches as compared to only 3 for the affine solution but
still it is a good starting point. One can account for errors in the approximation by
allowing for large residual errors.
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The affine transformation of a model point [x y]T to an image point [u v]T can
be written as [

u

v

]
=

[
m1 m2
m3 m4

] [
x

y

]
+

[
tx
ty

]
where the model translation is [tx ty]T and the affine rotation, scale and stretch are
represented by the mi parameters.

We wish to solve for the transformation parameters, so the equation above can
be written to gather the unknows into a column vector:


x y 0 0 1 0
0 0 x y 0 1

...

...





m1
m2
m3
m4
tx
ty


=


u

v
...



This equation shows a single match, but any number of further matches can be
added, with each match contributing two more rows to the first and last matrix. At
least 3 matches are needed to provide a solution.

One can write this linear system as

Ax = b

The least-squares solution for the parameters x can be determined by solving the
corresponding normal equations,

x = [ATA]−1AT b,

which minimizes the sum of the squares of the distances from the projected model
locations to the corresponding image locations.

Outliers can now be removed by checking the agreement between each image
feature and the model. Given the more accurate least-squares solution, we now
require each match to agree within half the error range that was used for the pa-
rameters in the Hough transform bins. If fewer than 3 points remain after discarding
outliers, then the match is rejected. As outliers are discarded, the least-squares so-
lution is re-solved with the remaining points, and the process iterated (Lowe [2004]).

To be sure that none of the valuable matches and stable feature points were missed
by chance during previous stages, the top-down matching phase is done. During
this stage, we add any further matches that also agree with the projected model
position.
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3.2 Spatial pyramid matching
One of the matching method, investigated in a course of Master’s thesis, is the spa-
tial pyramid matching by Lazebnik et al. [2006]. Borrowing the idea from natural
language processing, where the unique item is called a word and set of items is
a vocabulary, the image data maybe represented as the image features as unique
instances and collections of features then constitute an image features vocabulary
or bag of features, as the image data comes without any order, similarity or rela-
tionships.

The bag-of-words model (Csurka et al. [2005]) (Tirilly et al. [2008]) (Jiang et al.
[2007]) is known for being one of the most popular representation methods for ob-
ject categorization. To represent an image using BoW model, an image is treated
as a document, but definition of the "word" is not that straight-forward as in case
of text, one should first do feature detection, feature description and generation of
the codebook to separate the unique instances of the image data, namely image
features. In this method, the whole of descriptor space is divided into a fixed num-
ber of domains and each one is given an index. Descriptor vector is mapped onto
the index number of the corresponding domain, after its computation is finished.
Each image is characterized by descriptor, being quantized into the words and list
of index numbers, presenting these words. The set of domains is known as the vo-
cabulary (Csurka et al. [2005]) (Mikulík et al. [2010]).

The division of the descriptor space into the words is done during the training
phase. Descriptors are computed from the images in the training dataset and then
pooled together. Subsequently, a clustering technique identifies the most dense
areas in the descriptor space and assign cluster center to each of them.

1. Feature detection: Feature detection from the imagedate consists in extracting
several local patches (or regions), which are considered as candidates for basic
elements, "words". In this Master thesis it is done by means of interest point
detector.

2. Feature representation: After feature detection, each image is abstracted by
several local patches. Feature representation methods deal with how to rep-
resent the patches as numerical vectors. A descriptor maybe considered as a
good one, if it can tolerate intensity, rotation, scale, affine transformation to
some extent. In this thesis, two feature descriptors: the SIFT (Lowe [2004])
and the SURF (Bay et al. [2006]), mentioned above, are considered.

3. Codebook generation: The final step for the BoW model is to convert vector
represented patches to "codewords" (analogy to words in text documents),
which also produces a "codebook" (analogy to a word dictionary). A codeword
can be considered as a representative of several similar patches. One simple
method is performing hierarchical k-means clustering over all the vectors. This
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Figure 3.1. Codebook generation

method recursively clusters the training data in descriptor space. The number
of the clusters is the codebook size (analogy to the size of the word dictionary)
(see Fig. 3.1). As each image patch is mapped to a certain codeword when
the clustering procedure is done, it is possible to represent the image as the
histogram of the codewords.

Bag-of-words model totally disregards the spatial layout of the image features, thus
is not suitable for direct image matching, rather for object categorization and finding
the image similarity than could be used as a pre-processing step when recognition
is to be done in a large database. Thus, an important research direction in this
area is working towards augmenting the bags of features with spatial arrangement
of the features, which would result in improved classification performance, still pre-
serving the computational efficiency and simplicity. Otherwise, the method may
not be an option for real-world applications. In (Lazebnik et al. [2006]), the sug-
gestion was made to extend the bag of features to spatial pyramids by partitioning
the image into increasingly fine sub-regions and concatenating histograms of local
features found inside each sub-region (Fig. 3.2). This representation is combined
with a kernel-based pyramid matching scheme, first developed by Grauman and
Darell (Grauman and Darrell [2006]), that efficiently computes approximate global
geometric correspondence between sets of features in two images.
subsectionLazebnik et al spatial pyramid algorithm
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Figure 3.2. A schematic illustration of the spatial pyramid representation. A spatial
pyramid is a collection of orderless feature histograms computed over cells defined by
a multi-level recursive image decomposition. At level 0, the decomposition consists of
just a single cell, and the representation equivalent to a standard bag of features. At
level 1, the image is subdivided into four qudrants, yielding four feature histograms,
and so on. Spatial pyramids can be matched using the pyramid kernel, which weights
features at higher levels more highly, reflecting the fact that higher levels localize the
features more precisely.

Pyramid Match Kernels

We define X and Y as two sets of features in a d-dimensional feature space. A se-
quence of coarser grids in increasing size are placed over the features space. Number
of matches that are found at each level resolution level are summed. Two points
are called a match if they appear in the same cell grid, at the same time, the fine
resolutions matches are weighed more than the one coming from the coarses reso-
lutions. For example, we construct a sequence of grids at resolutions 0, ..., L such
that the grid at level L has 2l cells along each dimension, for a total of D = 2dl
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cells. Let H l
X and H l

Y denote the histograms of X and Y at this resolution, so that
H l
X(i) and H l

Y (i) are the numbers of points from X and Y that fall into the ith
cell of the grid (Lazebnik et al. [2006]) . Then the number of matches at level I is
given by the histogram intersection function:

I(H l
X , H

l
Y ) =

D∑
i=1

min(H l
X(i), H l

Y (i))

In the following, we abbreviate I(H l
X , H

l
Y ) to I l.

The number of matches found at level l also includes all the matches found at
the finer level l+ 1. Therefore, the number of new matches found at level l is given
by I l − I l−1 for l = 0, ..., L − 1. The weight associated with level l is set to 1

2L−l ,
which is inversely proportional to cell width at that level. Putting all the pieces
together, we get the following definition of a pyramid match kernel (Lazebnik et al.
[2006]):

κL(X, Y ) = IL +
L−1∑
l=0

1
2L−1 (I l − I l+1) = 1

2L I
0 +

L∑
l=1

1
2L−l+1 I

l

Both the histogram intersection and the pyramid match kernel are Mercer kernels
(Wallraven et al. [2003]).

Spatial Matching Scheme

All feature vectors are quantized into M discrete types, a simplifying assumption
is added: only features of the same type can be matched to one another. Each
channel m gives us two sets of two-dimensional vectors, Xm and Ym, representing
the coordinates of features of type m found in the respective images. The final
kernel is then the sum of the separate channel kernels:

KL(X,Y ) =
M∑
m=1

κL(Xm, Ym)

When L = 0, this method reduces to standard bag of features (Lazebnik et al.
[2006]).

As the pyramid match kernel maybe viewes as the weighted sum of histogram in-
tersections and as cmin(a, b) = min(ca, cb) for positive numbers, the KL may be
implemented as a single histogram intersection of ’long’ vectors formed by concate-
nating the appropriately weighted histograms of all channels at all resolutions.These
operations are efficient because the histogram vectors are very sparse. All his-
tograms are normalized by the total weight of all features in the image, setting a
restriction that the total features number in all image have to be the same (Lazebnik
et al. [2006]).
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Chapter 4

Software design

4.1 Design
This section outlines the design choices which have been made to implement the
image matching system.

4.1.1 Language and Environment
Matlab R2009a has been chosen as the programming environment to develop the
software for several reasons:

1. Usability - sufficient amount of image processing in the world is done in Matlab
and usage of Matlab for short-term projects saves a lot of precious time when
comparing to C/C++.

2. Image Processing Libraries - with Image Processing Toolbox in Matlab one can
perform image enhancement, feature detection, noise reduction, geomtetric
transformations, and image registration. All functions are highly optimized
and can take an advantage of multicore and multiprocessor computers.

3. Portability - it is possible to write a code, which is portable across many
platforms and compilers.

4. Simplicity - it is pretty short time between starting the implementation and
getting first prototype ready, even for unexperienced programmer. Also there
are public implementations of the SURF descriptor (Evans [2009]) and the
SIFT descriptor (Vedaldi and Fulkerson [2010]) available.

4.1.2 Architecture Design
The architecture design provides a top-down decomposition of the software into
modules.

Bounding Box
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Overview: The module is used in the case of matching only in the regions, defined
by the groundtruth.
Input: coordinates of the polygon, representing image groundtruth
Processes: Computes minimal bounding box encompassing the groundtruth poly-
gon.
Output: 4 pairs of coordinates of the minimal bounding box

BOW
Overview: bag of features matching model.
Input: Image descriptors.
Processes: Quantizes the image descriptors into number of visual ’words’. Creates
the dictionary of visual words and constructs the histograms of occurence of the
visual words in the given image.
Output: histograms of occurence of visual ’words’

Groundtruth - module for definition of the groundtruth information of the ob-
ject in question by the user on the given image.
Overview: Module assigns the groundtruth information to the objects on the image.
Inputs: A directory, containing images for which groundtruth information is to be
assigned.
Processes: Reads four pair of coordinates from the mouse click, generated by the
user in four corners of the polygon, surrounding the object. Store the coordinates
in the *.txt file under the same name as the image on which coordinates of the
polygon were assigned.

Ransac
Overview: Module for Random Sample Consensus test construction.
Input: set of features points, containing outliers.
Processes: constructs an interative method to estimate parameters of a mathe-
matical model from a set of observed data which contains outliers (current imple-
mentation of the Ransac in the Master thesis fits affine fundamental matrix using
RANSAC).
Output: set of inlier feature points.

Spatial pyramid
Overview: Module for spatial pyramid matching method.
Inputs: Set of image descriptors.
Processes: represents the image feature descriptors as separate visual ’words’. Gen-
erates codebook from set of visual ’words’. Constructs the occurence histograms
for ’visual words’. Builds the spatial pyramid of occurence histograms. Calculates
pyramid match kernel.
Outputs: pyramid match kernel.
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SURF
Overview: Open-source implementation of the SURF image detector and descriptor
implemented by (Evans [2009]).
Input: An image.
Processes: Creates the integral image representation of supplied input image. Cal-
culate pixel sums over upright rectangular areas. Builds determinant of Hessian
response map. Performs a non maximal suppresion to localise interest points
in a scale-space. Interpolates detected points to sub-pixel accuracy. Calculates
Haar wavelet responses. Calculates dominant orientation of an interest point. Ex-
tracts 64-dimensional descriptor vector based on sums of wavelet responses. Acces-
sor/Mutator methods for data.
Outputs: A vector of accurately localized interest points. A vector of ’SURF de-
scribed’ interest points.

VLFeat
Overview: Open-source library, containing the implementation of SIFT image de-
tector and descriptor, and Affine-Hough feature matching method (Vedaldi and
Fulkerson [2010]).
Input : An image.
Processes: Detects scale-space extrema. Localizes keypoints. Interpolates of key-
points nearby data for accurate position. Discards low-constrast keypoints. Elim-
inates edge responses. Assigns orientation to the keypoint. Calculates keypoint
descriptor. Calculates the matches between two images.
Output: A vector of accurately localized interest points. A vector of ’SIFT de-
scribed’ interest points. A vector of pairs of matched interest points.

Affine-Hough
Overview: Module for Affine-Hough matching method.
Input: Set of descriptors, feature point locations, feature point orientations, feature
point scales for train and test images, values of height and width for train and test
images, groundtruth information for train and test images, name of the objects and
view number for train and test images.
Processes: Calculates the matches with Affine-Hough matching algorithm.
Output: Set of inlier matched pairs of image features.
The interface for the Affine-Hough matching function in the current implementation
is the following:

generateAHMatch(descType, dataset, testDirName, maxFeatures, numInliers, dis-
tRatioParam, toVisualize)

descType — descriptor type: ’SURF’, ’SIFT’;
dataset — path to the folder, containing images, which are to be tested;
testDirName — name of the folder with scene images;
maxFeatures — upper bound of number of features to be extracted from each im-
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age;
numInliers — minimal number of inliers to consider found correspondences as a
match;
distRatioParam — the ratio of first nearest neighbor within the same object type
to the nearest neighbor within the different object type;
toVisualize — output the found feature points on the images: 0 - proceed without
visualization, 1 - show images.

Utilities
Overview: set of all non specific matching functions.

4.1.3 Interface Design
The call of the software is done by executing the function "matching" with 7 input
parameters:
matching(descType, matchingAlgo, maxFeatures, dataset, fImageLevel, fVi-
sualize, fBox).
descType — descriptor type: ’SURF’, ’SIFT’
matchingAlg — matching algorithm: ’AffineHough’, ’Turcot’, ’BOW’, ’Spa-
tialPyramid’;
maxFeatures — maximum number of features to be extracted;
dataset — folder containing subfolders with test and train images: ’im-
ages/object’;
fImageLevel - number of level on which the input images are downsampled,
0 = keep current image size;
fVisualize — show feature points and matching relations on images during
the run: 1 = to show, 0 = proceed only with computations;
fBox — do the matching only in regions of groundtruth: 1 = groundtruth
image, 0 = full image.

An example of the correct call: matching(’SURF’,’Affine-Hough’,2000,’images’,0,1,0),
which means that at maximum 2000 SURF feature points will be extracted in each
image from the set ’images/bear’, matching will be done with the help of Affine-
Hough matching algorithm without groundtruth and all the images will be shown
during the software run. Possible output is shown on the Fig. 4.1.

4.1.4 Affine-Hough matching implementation
The theoretical background of concept of feature matching with Affine-Hough trans-
form (Lowe [2004]) was described in details in Chapter 3 of this Master thesis. In the
main, the implementation of Affine-Hough matching was divided into next steps:

• construction of train images database;

• nearest neighbor search for image descriptors;
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• construction of match hypothesis for each feature point;

• construction of hash map for match hypothesis and hash function;

• affine transform solution;

• top-down matching.

The most suitable candidate match for each feature point from each test image
is found by searching for its nearest neighbor in the database of train images. Three
databases were constructed for each type of keypoints, containing approximatelly
174000 features (for the images with maximum 1000 features per image being ex-
tracted), 348000 features (for the images with maximum 2000 features per image
being extracted) and 696000 features (for the images with maximum 4000 features
per image being extracted).

The nearest-neighbor search was implemented using Vlfeat library by Andrea Vedaldi
(Vedaldi and Fulkerson [2010]). Vlfeat implements the randomized kd-tree forest
from FLANN (Fast Library for Approximate Nearest Neighbors by Marius Muja),
which allows to query nearest neigbor in high dimensional spaces, as the SIFT di-
mension is 128 and dimension of the SURF is 64. Lowe in his article (Lowe [2004])
suggests to use approximate algorithm called the Best-Bin-First (BBF), that is why
the usage of vl_kdtreequery function from Vlfeat library is a a good idea, as it also
uses a best-bin first heuristic - branch-and-bound technique that keeps the approx-
imation of the smallest distance value from the feature point in question to any
keypoint in the database down all the open paths.

As the best-bin first search is utilized in kd-tree nearest neigbor calculation, the
distance ration of 0.8 between first and second nearest neighbors is used, as it was
suggested in the original article by Lowe (Lowe [2004]). The distance ration is repre-
sented as an input parameter to the Affine-Hough matching function, and thus the
value maybe changed to make the matching more discriminative or more general, if
such necessity appears.

For each feature point found on the test image match hypothesis are constructed
according to the next criteria: broad bin sizes of 30 degrees for orientation, 0.25
times maximum projected training image dimension (using the predicted scale for
location). To the mentioned criteria, which were suggested by Lowe (Lowe [2004]),
the name of the object and current view were added to the hypothesis entries to
allow more reliable matching. With the help of MatLab function ceil and floor, each
keypoint in current implementation of Affine-Hough matching votes for two closest
bins in each dimension, thus we arrive at 16 match hypothesis, allowing to cover
the broad pose range.

The hash map to storing the match hypothesis is implemented as a MatLab cell
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array, having dimension of 1024 entries. The dimension should be quite substantial,
but not too big, as majority of potential bins will remain empty. The dimension
of 1024 is a good compromise for these two requirements. The part of the match
hypothesis record which corresponds to the test image feature points serves as the
input for the hash function, used to locate the match hypothesis entries to the hash
map. The structure of the hash function is the following:

hashPrime = (((xTest << 19) ∨ (yTest << 9) ∨ (scaleTest <<
4) ∨ (orientationTest))⊕ (objectTest)⊕ (viewTest))

hash = mod(hashPrime, 1024)

To be able to proceed to the next stage - affine transform solution, there is
needed as few as 3 features to be able to solve affine matrix. For the current imple-
mentation, the value of at least 8 features were chosen as the entry criteria for the
affine solution, aiming to have a more reliable matching. This value is also repre-
sented as the input parameter to the Affine-Hough matching function and maybe
decreased to the value suggested by Lowe or increased in case of necessity.

The solution for affine transform is done by finding the least-square solution to
the equation Ax = b, where matrix A represents the matrix of the test image key-
points coordinates, x - transformation parameters like rotation, scale, stretch and
transformation, and b - vector of coordinates of train image feature points.

Top-down matching phase is used to check, if more matched can be added to the
final set, and is done by checking all the pairs of feature points from test and train
images, which were received after nearest-neighbor search. This full set of points is
checked for compliance against the affine model, found at the previous step. The
points that satisfy the criteria are then added to the final set of inliers.

The inliers which were discovered after the whole Affine-Hough matching process
are painted cyan at the final matched pair of images, at the same time, the corre-
spondences found during the top-down matching phase are painted red.
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Figure 4.1. Example of matching software output
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Chapter 5

Test dataset

5.1 Jean Ponce dataset

Figure 5.1. Example images from Jean Ponce test dataset

Dataset collected by the Jean Ponce Computer Vision group (Kushal and Ponce
[2006]) consists of 9 categories of objects with total of 192 train and 173 test im-
ages (see fig. 5.1). The information about the dataset is summarized in the table 5.1.

Train images from the dataset are generated by placing the object in the homoge-
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Figure 5.2. Example images from Jean Ponce train dataset

neous environment with white background. Each new image introduces new image
transformations: change of viewpoint, affine transformation, perspective transfor-
mation, change of illumination etc. These changes are generated by manual adjust-
ment of the position of the object in relation to the camera, whose position is stable
during the whole process.

Test images from the dataset are generated by placing the object in the scene of dif-
ferent levels of difficulty. The object may appeare in the increased/decreased scale
than it was presented during the training phase, some parts of the objects may be
covered with other objects. The scene itself may be populated with multiple other
objects or objects from train database in various configurations. The given set of
test images covers all image transformations necessary for the examination with
developed software.

Tests on the developed software are carried out with the original resolution of the
images with the aim to reveal the possible interdependence between the image size
and the number of feature matches found. Also, it is possible to carry out the
experiments with the changed image resolution by means of downsampling, which
should be then stated when the software is launched.
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Table 5.1. Description of Jean Ponce dataset

object type train images # resolution (pxl) test images # resolution (pxl)
ball 24 3504 × 2336 18 1728 × 1152
bear 20 3504 × 2336,

2272 × 1704 22 1728 × 1152,
2272 × 1704

bournvita 16 3504 × 2336 9 1728 × 1152
chest-buster 14 3104 × 2072 9 1728 × 1152
green-dragon 24 3104 × 2072 14 1728 × 1152
salt 16 3504 × 2336 27 1728 × 1152,

1280 × 960
small-dragon 24 3104 × 2072 7 1728 × 1152
vase 20 3504 × 2336,

2272 × 1704 30 1280 × 960,
1728 × 1152

yogurt 16 3504 × 2336 14 1728 × 1152
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5.2 Definition of the object groundtruth on the image
Sometimes to be able to evaluate the true correctness of the matching algorithm,
it worth to consider matching of the object not just on a scene with objects, but
also only in the region of the object groundtruth to see how the performance of the
matching method increases or decreases, when there is no disturbances from the
environment.

Datasets described in the previous section 5.1 were supplied without any groundtruth
information of the objects, found on the images. Separate module for manual set-
ting of the groundtruth information was developed. The function receives the name
of the dataset to be processed as the input and then each image from the dataset
is considered separately. Groundtruth is defined by 4 clicks on the image, which
represent 4 corners of the bounding polygon, that encompass the object in ques-
tion. After all four points are chosen, the resulting bounding box with coordinates
of these points is shown on the image, the next operations of the function are re-
sumed after pressing any key. When the groundtruth is defined for several objects,
found on the scene, the order of setting the groundtruth is prescribed in the image
name.This also serves as an additional check for matching algorithm to be sure
that all necessary objects were found during recognition process. All groundtruth
information is stored under the same as the image name, to which it is related with
"txt" extention. The groundtruth information for multiple objects on the image
appear in the file in the order, which the objects appear at the file name. Example
of definition of the groundtruth for one of the images from Jean Ponce dataset is
shown on Fig. 5.3.

5.2.1 Definition of the groundtruth for Jean Ponce dataset
Jean Ponce dataset is the target test dataset in this Master thesis. The dataset is
supplied without any information about the groundtruth of the objects, presented
on the images. The definition of the groundtruth is done manually by means of
the developed software as the resolution of the images in the dataset varies. The
generated groundtruth information is placed then in separate folder named "GT" in
separately for train and test images.
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Figure 5.3. Definition of the object groundtruth
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Chapter 6

Recognition performance

As has been already mentioned before, images of scenes depend on illumination,
camera settings and location. Since the object has to be recognized from images of
a scene containing multiple entities, the complexity of object recogntion depends on
several factors. A qualitative way to consider the complexity of the object recogni-
tion task would consider the factors of time and memory consumption, correctness,
repeatability, invariance to the various image transform and scene content. Testing
the methods performance in relation to all this aspects, will give the background to
construct the theoretical model to be able to answer the main question: How do the
matching methods scale with the increase of database size and amount of features?
How does change in the image size influence the matching? What improvements
should be introduced to overcome the issues appearing, when working with large
databases?

6.1 Scene constancy
The scene complexity will depend on whether the images are acquired under sim-
ilar conditions (illumination, background, camera parameters, and viewpoint) as
the models, namely train images. The performance of different feature detectors
may vary significantly depending on the image conditions. The nature of the back-
ground, other objects, and illumination must be considered to determine what kind
of features can be efficiently and reliably detected.

In the course of testing the developed software, stability of the matching meth-
ods will be evaluated against the following image transformations:

• rotation;

• scale change;

• viewpoint change;

• image blur;
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• illumination.

In these tests two types of scene images will be used - structured scene (homoge-
neous regions with distinctive edge boundaries) and scenes with repeated textures
of different forms, thus allowing us to analyze the influence of image transformation
and scene type separately.

6.2 Number of objects in an image and possibility of
occlusion

While the object is presented alone in an image, there is a high chance that it
would be completely visible and distinguishable, but it is not the case with multiple
objects. In general, the difficulty of the recognition is proprotional to the number
of objects in an image, and with this fact the probability of the occlusion rises.
Occlusion is a severe problem for many image computations. Occlusion can cause
both generation of unexpected features and lacking of expected ones.

The object recognition task is affected by several factors, one of which is the method
of acquiring the image. Sometimes images are acquired from a distance sufficient
to consider the projection to be orthographic. If the objects are always in one sta-
ble position in the scene, then they can be considered two-dimensional. In some
cases, however the objects may be far away, they may appear in different positions
resulting in multiple stable views, thus problem may be considered inherently as
three-dimensional object recognition. If the images of objects can be obtained from
arbitrary viewpoints, then an object may appear very different in its two view-
points. The fact that the models are three-dimensional and the images contain only
two-dimensional information affects object recognition approaches.

6.3 Construction time and memory requirements

One of the main requirements to any matching method is its efficiency in terms
of meeting the speed requirements. Special emphasis is done on the ability of the
method to scale, i.e. to be used in large-size databases, having thousands of images
of different scene complexity and image size.

The second measure that comes in close connection with time is the memory con-
sumption. As the databases may include thousands of images of different resolution
and quality, the number of features increases, thus one should also consider the
amount of memory being necerssary in the most simplest case of image matching to
be able to do the predictions about increase of memory requirements with scaling
the image database.
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6.4 Repeatability
Explicit comparison of the geometrical stability of the detected interest points be-
tween two images taken under varying viewing conditions is called repeatability.
An interest point is said to be "repeated", if the detected feature point appeared
and matched at least in two pairs of images. Rate of repeatability is calculated as
percentage ratio of number of found feature points in both images. Localization is
a conflicting criteria for the repeatability, as by smoothing the image, the repeata-
bility increases but the localization suffers in the same time, but for the perspective
deformations it is still not the case.

6.5 Influence of feature reduction
When working with images of a large size, the number of feature points extracted
by the feature point detector can go up to 1000 — 5000 points, which is not very
handy when evaluation of matching algorithms is done not only by speed and mem-
ory consumption, but the number of correct matches, which are also sometimes
verified by eye. Thus, by generating only useful features databases, we may achieve
significant memory usage and processing time reduction. The current implemen-
tation of the system foresees the possibility to limit the number of feature points
to be extracted, thus only the most stable and robust points later participate in
matching. The selection of the feature points is done by the value of the magnitude
of the scale-normalized response of the scale-space extremum. The feature points
are sorted these magnitude values and only top N (number of feature points to be
extracted set by the user) proceed to the next stages.

6.6 Correctness
To evaluate the effectiveness of each candidate matching method, the following
quantitites are computed:

• Precision that is, the percentage of qualifying (relevant) matches retrieved
with respect to the total number of possible correspondences.

• Recall that is the percentage of qualifying matches retrieved with the total
number of possible correspondences in the database.

recall = #correct matches
#correspondences

• False match evaluation is computed as the difference 1 - precision according
to the formula:

1 − precision = #false matches
#correct matches+ #false matches
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At the same time, from this value one may use another approach to compute
the quantity of correct matches as follows:

#correct matches = #correspondeces× recall × 1− precision
precision

6.6.1 Receiver operating characteristic
To assess the accuracy of Affine-Hough matching with the SIFT (Lowe [2004]) and
the SURF (Bay et al. [2006]) features, it was decided to create a confusion matrix,
which would later serve as a basis for construction ROC-curve (receiver operating
characterisic) . In a confusion matrix, classification results are compared to addi-
tional ground truth information. The advantage of a confusion matrix is that it
identifies the nature and the quantity of classification errors. The following table
(Table 5.1) shows the confusion matrix for a two class classifier.

The entries in the confusion matrix have the following meaning in the context
of our study:

• a is the number of correct predictions that an instance is negative,

• b is the number of incorrect predictions that an instance is positive,

• c is the number of incorrect of predictions that an instance negative, and

• d is the number of correct predictions that an instance is positive.

Table 6.1. Structure of confusion matrix

Predicted
Negative Positive

Actual Negative a b
Positive c d

The next standard metrics are calculated out of the information stored in the
confusion matrix:

• The accuracy (AC) is the proportion of the total number of predictions that
were correct. It is determined by:

AC = a+ d

a+ b+ c+ d

• The recall or true positive rate (TP) is the proportion of the positive cases
that were correctly identified by:

TP = d

c+ d
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• The false positive rate (FP) is the proportion of negatives cases that were
incorrectly classified as positive by:

FR = b

a+ b

• The true negative rate (TN) is defined as the proportion of negative cases that
were classified correctly by:

TN = a

a+ b

• The false negative rate (FN) is the proportion of positive cases that were
incorrectly classified as negative by:

FN = c

c+ d

• Finally, the precision (P) is the proportion of the predicted positive cases that
were correct by:

P = d

b+ d

For object matching we will consider the Affine-Hough by Lowe (Lowe [2004])
- method that uses the spatial relations in a process of matching. Thus, the most
comprehensive criteria, apart from those stated in previous sections 6.6 - 6.6.1, to
define which features perform better with this matching approach. The criteria are
recall and 1-precision.

Along with the image matching system, special software was developed for assigning
the groundtruth to any image. This information may be used for evaluating the
stability of the matching methods by comparing the quality of matching of object in
the full scene vs. object and scene only in the regions, set by the groundtruth. The
reason for that is that very often object on the scene appeared in altered position
than the one it has at the train stage, some parts of the objects also may be hidden,
when at the same time the scene itself could contain several objects from the train
dataset or be very occluded in general. To ensure than there is no disproportion
in the number of features found on the train image and on scene image, the aspect
ratio of the groundtruth bounding box is calculated in the relation to the total area
of the scene image, after that the quantity of image features is adjusted depending
on this result.

The performance of matching method in relation to different objects in the dataset
is analyzed with the help of ROC-curve - plot with the fraction of true positives
out of the positives (TP = true positive rate) vs. the fraction of false positives out
of the negatives (FP = false positive rate). TP is also known as sensitivity, and
FP is one minus the precision or true negative rate. Another important critetia is
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the value of area under ROC-curve as it gives the prediction about that a maching
method will recognize a randomly chosen positive instance higher than a randomly
chosen negative one, thus we may give an estimation of false rates in case of scaling
the database of the images.
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Chapter 7

Experimental results

Description of the test: The goal of the test is to show how good the matching with
Affine-Hough algorithm is capable to select the right object from the database of all
known objects, to select the right view of the object from the database of all available
views for this particular objects and to relate the objects on the scene image with
the objects available in the database by means of constructing the features matches.
The database is presented as a single file with multiple entries, which contains the
information about all the available objects in all available views. The number of
objects and quantity of views for each of them were discussed in details in Chapter
5. One entry in database file corresponds to one image of the object in one view.
The information being stored is:

• 2D location of the feature points found on this particular image;

• feature points scales;

• feature points orientations;

• feature points descriptors;

• name of the object found on this particular image (extraced from the file
name);

• object view number (extracted from the file name);

• values of the coordinates of the bounding box, representing groundtruth in-
formation for the object, found on this particular image;

• value of the image height;

• value of the image width.

For each type of image features three instances of the database file is created. The
difference is in the maximum number of features, which is extracted from the image:
1000, 2000 or 3000 feature points. In case of necessity, another quantity of image
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features maybe extracted. The number of extacted features is represented as an
input parameter to the Affine-Hough matching function. The quantity of extracted
is regulated by the strength of the DoG response for the features.

The same information is extracted and stored for each test image, which repre-
sents the object in the cluttered scene. Each scene image is then queried to the
database of train images.

The inteface of the Affine-Hough matching function was described in detail in Chap-
ter 4. In this Master thesis, the following settings of the input parameters, that can
influence the matching results, were chosen:

• features points type — SIFT, SURF;

• dataset — Jean Ponce object recognition dataset;

• number of extracted feature points — 1000, 2000, 3000;

• number of matches to consider the object being found — 8;

• distance measure, representing the ratio of distance of nearest neighbor for
the one and the same object to the second nearest neighbor to the stranger
object — 0.8 (the same suggested by the original article by Lowe Lowe [2004]).

Thus, the test was carried out 6 times to cover all possible input parameter settings
combinations.

Example of matching function setting: generateAHMatch(’SIFT’, ’images’, ’test’,
2000, 8, 0.8, 1).

When the correspondence between current test image and the train database is
found, the pair of matched images are aligned together in one with color lines, drawn
on top, showing the found matches. The matches received from initial Affine-Hough
matching are drawn in cyan color, the matches that come from top-down matching
are painted red. This new aligned image is saved to the folder ’affineHough match-
ing’ under the name ’%number-of-features-extracted-match_%descriptor-type_%name-
of-the-test-image_name-of-the-train-image_#number-of-matches-found.jpg’.

After all test images were quereid to the database, each matched pair undergoes
the check for the correctness of the matching. At this stage, each image is assigned
additional paramater value:

• 1 - during the matching the correct object was found, the correct view was
identified, the matches found on the images are correct (feature points found
on test image are coupled with the feature points on the train image that have
the same location on the object);
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• 0 - during the matching the wrong object was found or the incorrect view was
identified or the matches found on the images are incorrect (false matches).

The collected information is used to construct the ROC-curve, described in the
chapter 6. The graph is constructed in MatLab by means of [X,Y,T,AUC] = per-
fcurve(labels,scores,posclass) function, that has the following values of the input
parameters:

• labels - vector of 1s and 0s, which were assigned while checking the correctness
of the matched image pairs;

• scores - quantity of matches found on the matched image pair, recorded during
the matching process;

• posclass - in our case it means an event of correct matching, which corresponds
to value ’1’ in labels vector.

The function returns the vector of coordinates of the points, which constitute ROC
curve - (X,Y). T is an array of thresholds on classifier scores for the computed values
of X and Y. AUC defines the value of the area, bounded by the coordinate axis and
the curve.The area under the ROC is a convenient way of comparing classifiers. The
value of the area gives the predection on finding the correct object in the database
in percents, the higher the value of the area - the better is the discriminative quality
of the matching method. A random classifier has an area of 0.5, while and ideal one
has an area of 1.

The ROC curves are constructed for the whole set of test images with the SIFT
(Lowe [2004]) features and the SURF (Bay et al. [2006]) features (Fig. 7.1 - 7.4),
and for each object separately (Fig. 7.5 - 7.13) with the SIFT (Lowe [2004]) and
the SURF (Bay et al. [2006]) features, allowing us to give the general quality esti-
mation of the matching method with certain type of features, as well as the quality
of the method with respect to different objects. When constructing the ROC curve
in MatLab environment with perfcurve function, one gets as the output the value
of the area under the curve bounded by the horizontal and vertical axis. In our
case, horizontal axis represents the values of the 1-precision, i.e. false positive rate,
and vertical axis - recall, i.e. true positive rate. The values of the area for each of
the object and general estimation are summarized in tables: Table 7.1 for match-
ing with 1000 features, Table 7.2 for matching with 2000 features, Table 7. 3 for
matching with 3000 features.

From the Figure 7.1 we may see that there is only slight difference in the qual-
ity of matching with the SIFT (Lowe [2004]) features depending on the number of
features available, and three ROC curves representing the matching with 1000, 2000
and 3000 features coincide most of the time. The quantative measures evidence the
level of 75.6 %, 77.2 %, 78.2 % probability of the object to be recognized correctly
(numerical values represent the value of the area under the curve multiple by 100
%). Thus, we may say that the quality of Affine-Hough matching with the SIFT
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Figure 7.1. ROC analysis: general estimation of matching with the SIFT (top) and
with the SURF (bottom) for 1000, 2000 and 3000 features.
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Figure 7.2. ROC analysis: false rate of matching with the SIFT (top) and with the
SURF (bottom) for 1000, 2000 and 3000 features. The equal probability of having
both correct and incorrect matching in case of matching with the SIFT features lies
at the level of 50 correspondences, and does not depend on the number of features
extracted from train and test images. For matching with the SURF features, to
remove the posibility of false matches with 1000 features available, a threshold should
be placed at the level of 40 correspondences, for 2000 features - 60 correspondences,
for 3000 features - 80 correspondences.
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Figure 7.3. ROC analysis: positive rate of matching with the SIFT (top) and with
the SURF (bottom) for 1000, 2000 and 3000 features. The 90% positive outcome from
matching with the SIFT features, independently from number of features extracted
from the train and test image, lies at the level of 200 correspondences found. For the
matching with the SURF, the same quality of matching can be achieved at the level
of 50 correspondences for 1000 features, 90 - for 2000 features, 120 - for 3000 features
extracted on both train and test images. Thus, better matching with smaller number
of correspondences required is achieved when using the SURF features.
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Figure 7.4. ROC analysis: distribution of false (blue bars) and positive matched
(red bars) for matching with the SIFT (top) features and the SURF features (bot-
tom). The horizontal axis represent the number of correspondences found between
train and test image. The vertical axis represent the frequency of such number of cor-
respondences found for train and test images. In ideal case, blue and red bars would
be completely separated from each other, meaning that there is no room for the false
matching to occur. To substantially decrease the chance of false correspondences to
be found, the global threshold for the SIFT features should be placed at the level of
30 correspondeces, for the SURF - 25 correspondences
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Table 7.1. Goodness of Affine-Hough matching with SIFT and SURF in amount of
1000 features

1000
SIFT SURF
AUC OPTROC AUC OPTROC

ball 0.9234 (0.1033; 1) 0 (0; 0)
bear 1 (0; 1) 1 (0; 1)
bournvita 0.8802 (0; 0.83) 0 (0; 0)
chestbuster 1 (0; 1) 1 (0; 1)
greendragon 0.7639 (0.33; 0.83) 1 (0;1)
salt 0.9142 (0.0435; 0.7895) 0.95 (0; 0.9)
smalldragon 0 (0; 0) 1 (0; 1)
vase 1 (0; 1) 1 (0; 1)
yogurt 0.8426 (0; 0.6667) 0.875 (0; 0.075)

mean 0.8138 - 0.7583 -
general 0.7561 (0.0933; 0.5392) 0.8188 (0.3333; 0.8718)

Table 7.2. Goodness of Affine-Hough matching with SIFT and SURF in amount of
2000 features

2000
SIFT SURF
AUC OPTROC AUC OPTROC

ball 0.8869 (0.1111; 0.9286) 0.8333 (0; 0.5)
bear 1 (0; 1) 1 (0; 1)
bournvita 0.8875 (0; 0.83) 0.7286 (0.2857; 0.8)
chestbuster 1 (0; 1) 1 (0; 1)
greendragon 0.6875 (0.3333; 0.75) 1 (0; 1)
salt 0.8202 (0; 0.5833) 0.9053 (0.1818; 0.9167)
smalldragon 0 (0; 0) 1 (0; 1)
vase 1 (0; 1) 1 (0; 1)
yogurt 0.777 (0; 0.6) 1 (0; 1)

mean 0.7843 - 0.9408 -
general 0.7720 (0.2597; 0.68) 0.8290 (0.2581; 0.8)

(Lowe [2004]) features is independent of number of features available and one could
account on maximum 78% of correct outcome from matching.

At the same time, the ROC curves depicting the matching with the SURF features
(Fig. 7.1, bottom) reflects another tendency - the quality of matching increases with
the number of features available. For 1000 features it is 73.0 % of positive outcome,
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Table 7.3. Goodness of Affine-Hough matching with SIFT and SURF in amount of
3000 features

3000
SIFT SURF
AUC OPTROC AUC OPTROC

ball 0.8773 (0.1111; 0.9167) 0.2143 (0; 0)
bear 1 (0; 1) 1 (0; 1)
bournvita 0.895 (0; 0.8571) 1 (0; 1)
chestbuster 1 (0; 1) 0.5833 (0.25; 1)
greendragon 0.7639 (0.3333; 0.8333) 0.9375 (0; 0.8571)
salt 0.8810 (0.0476; 0.7647) 0.9048 (0; 0.8571)
smalldragon 0 (0; 0) 1 (0; 1)
vase 1 (0; 1) 1 (0; 1)
yogurt 0.7125 (0; 0.5) 0.8229 (0; 0.6667)

mean 0.7921 - 0.8292 -
general 0.7815 (0.087; 0.556) 0.7689 (0.3143; 0.7674)

for 2000 - 82.9 %, for 3000 - 76.9 %. The drop in matching quality for 3000 features
may be explained by the fact that the objects in the scene appear smaller, than
being presented on the train images, and often only partly visible which results in
the fact that only certain number of features at maximum may be extracted at those
areas and there is a certain upper limit after which the number of features being ex-
tracted include the constant number of useful features, that are then interesting for
matching, and the increase in total number of features is achieved by extracting the
features from the background clutter that do not represent any useful information
for matching in general. In case of matching with the SURF, the optimal number
of features for the matching lies at the level of 2000 features for the images with
given resolution (See Table 5.1).

The quality of matching is the highest with the SURF (Bay et al. [2006]) for the
case of 2000 features available, and this value if higher than the best result, received
from matching with the SIFT (Lowe [2004]) with even higher number of features
available. This way we may conclude, that matching in general with the SURF
(Bay et al. [2006]) features tend to be better than the one with the SIFT (Lowe
[2004]) features. As the costs associated with classification are simple sum of the
cost of misclassifying positive and negative cases then all points on a straight line
have the same cost. If the cost of missclassifying positive and negative cases are the
same, and positibe and negative cases occur equally often then the line has a slope
1 (at 45 degrees). The best operating point location is (0,1), which lies on the 45
degree line to the north-west corner of the ROC curve. For the SIFT (Lowe [2004]),
the best operating point coordinates are (0.2597; 0.68), and for the SURF - (0.2581;
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Figure 7.5. ROC analysis by object: object matching with the 1000 SIFT features
(top) and 1000 with the SURF features (bottom). Matching with the SURF features
show better recognition quality comparing to the SIFT having only one value lower
than 90 % of probability of correct matching, while for the SIFT there are four objects
of such kind and one object failed completely to be recognized.
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Figure 7.6. ROC analysis by object: false rate of object matching with the 1000
SIFT features (left) and 1000 with the SURF features (right). For the SIFT features,
the lowest number of correspondences for the general threshold for removing false
matches is at the level of 80 correspondences, while for the SURF - 30 correspondences
are already enough.
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Figure 7.7. ROC analysis by object: positive rate of object matching with the 1000
SIFT features (left) and 1000 with the SURF features (right). Both graph show that
it is quite difficult to come up with one unique threshold for the whole set of objects
found in the dataset to ensure the matching with the probability of false match not
more than 10 %, thus the introduced threshold should be adaptive, depending on the
type of object in question.
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Figure 7.8. ROC analysis by object: object matching with the 2000 SIFT features
(top) and 2000 with the SURF features (bottom). Majority of the objects when
matching with the SURF were matched absolutely correct and the rest have values
of AUC sufficiently higher than random guess. The situation is worse with the SIFT
features where there is an object than failed to be matched at all, and other objects
AUC values comply to the corresponding when matching is done with the SURF.
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Figure 7.9. ROC analysis by object: false rate of object matching with the 2000
SIFT features (left) and 2000 with the SURF features (right). For matching with the
SIFT features, the border when both positive and false matches may occur equally
often is around 70 correspondences, while for the SURF this level is exactly at 50
correspondences.
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Figure 7.10. ROC analysis by object: positive rate of object matching with the
2000 SIFT features (left) and 2000 with the SURF features (right). As in case of
matching with 1000 features, the same behaviour happens with matching with 2000
features where for both the SIFT and the SURF it is impossible to choose one general
threshold for all the objects to have certain small probability of false matches.
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Figure 7.11. ROC analysis by object: object matching with the 3000 SIFT features
(top) and 3000 with the SURF features (bottom). Matching with the SIFT features
continue to show the slight improvement with number of features increased, while the
SURF suffers from decrease of the matching quality. This way we may conclude that
the quality of matching with the SIFT features still may be improved with increasing
the number of features extracted from train and test images, while matching with
the SURF features achieved its saturation level where no improvement to happen is
expected.
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Figure 7.12. ROC analysis by object: false rate of object matching with the 3000
SIFT features (left) and 3000 with the SURF features (right). For both the SIFT
and the SURF, the threshold of at least 70 matches may be introduced to decrease
the possibility of having false positive correspondences found.
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Figure 7.13. ROC analysis by object: positive rate of object matching with the
3000 SIFT features (left) and 3000 with the SURF features (right). Even with in-
creased number of features the tendecy is preserved, one unique threshold cannot
be determined to satisfy all the objects from the dataset for both the SIFT and the
SURF features.
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0.8), which appear to be closer to the best possible result. This confirms that the
matching with sufficient accuracy may be achieved using Affine-Hough algorithm.

Another output that one can get from the perfcurve function in MatLab when
constructing the ROC curve is the array of thresholds on classifier score for the
computed values of points, constituting the ROC curve. For each threshold, true
positive rate (vertical axis on the graph) is the count of true positive observations
with scores greater or equal to this threshold, and false positive (horizontal axis on
the graph) is the count of false positive observations with scores greater or equal to
this threshold. Plotting the threshold values against false positive values gives us
the prediction about the amount of matches when the there is an equal probability
to have the correct match and false match (Fig. 7.2). Plotting the threshold values
against true positive values gives us the prediction about the amount of matches
needed to get the recognition of the current object with desired true positive rate
(Fig. 7.3). The best possible outcome is when the graph points are placed on
the vertical axis (which corresponds to threshold values). By constructing the his-
togram of frequency of appearance of false and positive matches with number of
correspondences found show the possibility of separating the useful matches from
the incorrect matches (Fig. 7.4).

For the moment, the numbers of the positive outcome from matching for both
the SIFT (Lowe [2004]) and the SURF (Bay et al. [2006]) are not that high that
would allow safely aaply Affine-Hough matching with general threshold for the given
dataset as the objects in the dataset are very different in nature: objects like ’bear’
and ’vase’ have big number of features and thus are matched efficiently and with a
high number of correspondences, but e.g. object ’smalldragon’ has mostly silhouette
features (which are usually unstable in case of view-based matching), rather than
appearance features, thus is poorly identified and matched with lower number of
correspondences. With the general threshold each and every object has the impact
on the total matching quality thus for the objective conclusion it is worth consider-
ing matching of the each object separately.

The quality of matching is sufficiently higher when to consider the results for each
object separately, which is also confirmed by the values of area under the curve
(AUC) (Table 7.1-7.3, Fig. 7.5-7.13).

When talking about matching with 1000 SIFT (Lowe [2004]) features (Table 7.1,
Fig. 7.5-7.7), objects ’bear’, ’chesbuster’, ’vase’ have 100 % correct recognition rate,
objects ’ball’ and ’bournvita’ have less than 10 % of false matches. The lower but
still satisfactory results are for ’bournivta’, ’greendragon’ and ’yogurt’, where the
possibility of false matches is less than 20 %. The object ’smalldragon’ has failed to
be recognized because of the nature of the features points found - silhoutte features
points, that are not suitable for view-based object recognition. When talking about
matching with 1000 SURF (Bay et al. [2006]) features, perfect recognition rate was
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achieved for objects ’bear’, ’chestbuster’, ’greendragon’, ’smalldragon’ and ’vase’.
Two objects ’salt’ and ’yogurt’ though have a chance of false matching occurence,
but on quite low level - only 10 %. At the same time objects ’ball’ and ’bournvita’
were not recognized, good reason for that could be the fact that objects have dra-
matical change of the apperance at each of the available views and the number of
features extracted on the train images of these objects is not sufficient for robust
recognition.

When matching is done with 2000 features (Table 7.2, Fig. 7.8-7.10), for the SIFT
(Lowe [2004]) features objects ’bear’, ’chestbuster’,’vase’ are again perfectly recog-
nized and matched. Objects ’ball’, ’bournvita’, ’salt’,’yogurt’ have varying proba-
bility of false match that is around of 20 %. The worst result is for ’greendragon’
and ’smalldragon’, where is first case the AUC is only 0.6875 that is only slightly
better than the random guess (0.5) and for the second case - the object is again
unidentified. As before the silhoutte features from these objects show their incapa-
bility to be applied in Affine-Hough matching. For the matching with 2000 SURF
(Bay et al. [2006]) features, 6 objects achieved highest possible recognition results
- ’bear’, ’chestbuster’, ’greendragon’, ’smalldragon’, ’vase’, ’yogurt’, while ’salt’ has
only 10 % of false matching occurence. For ’ball’ and ’bournvita’ this probability is
from 20 to 25 %. Thus, for 2000 features SURF (Bay et al. [2006]) tend to outper-
fom the quality of matching when comparing to the SIFT (Lowe [2004]) features as
more objects are correctly identified with higher rate and there is no objects that
has failed to be recognized.

For 3000 features (Table 7.3, Fig. 7.11 - 7.13), with the SIFT (Lowe [2004]) three
objects are matched with 100 % correct probability: ’vase’, ’bear’, ’chestbuster’. For
the rest, there is a sufficient drop off in quality and the false match may occur in 25
% of cases. As in previous tests, the smalldragon is not identified. For the SURF
there is also certain loss in quality because of possible decrease of useful features in
total number of features being extracted. ’Bear’, ’bournvita’, ’smalldragon’, ’vase’
still have outstanding recognition rate, for ’greendragon’ and ’salt’ there is only 10
% chance of mismatch, but ’ball’ and ’chestbuster’ showed completely unacceptable
results. Thus we may conclude that for matching with the SURF features, the level
of 3000 features is too much and one should choose the numbers definitely lower
than 3000.

The distinctiveness of the matching method is proven by ability of identifying sev-
eral known database objects on the same scene (See Fig. 7.14 - 7.15).

This way the experiments on Affine-Hough matching algorithms encompassed the
tests for object recognition with two types of image features: the SIFT (Lowe [2004])
and the SURF (Bay et al. [2006]) with different quantity of features: 1000, 2000
and 3000 interest points per image, and 9 database object types. The quality of the
algorithm was studied by means of receiver-operating characteristic (ROC), namely
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accuracy of the algorithm was revealed from the area under the curve value of the
ROC-curve. With the help of true positive and false positive rates was done the
prediction of the stability and discriminativeness of the algorithms in terms of the
number of found matches between train and tests images. Studies were conducted
for both general case, when the accuracy of the algorithm was defined from the all
found matches for all the objects, and for each object in particular, where algorithm
accuracy was computed for each known database object individually. The numerical
comparisons of the accuracy also were done in relation to the change in quantity
of available image features for the general case and, how the recognition accuracy
changes for each individual objects with increasing the number of interest points.
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Figure 7.14. Matching with the SIFT features: five known objects are found on the
scene: ball, bear, bournvita, yogurt, salt.

68



Figure 7.15. Matching with the SURF features: four known objects are found on
the scene: ball, bear, bournvita, yogurt, salt.
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Chapter 8

Summary, conclusions, discussion

Affine-Hough matching algorithm showed good results as in general case when
matching was done for all the objects in the dataset without any prior about the
data found there, and in the case when each object was considered separately. As
the nature of the objects differs sufficiently, higher matching quality was shown in
the individual matching. This fact also justifies the impossibility of introduction
of the global threshold as some objects possess high number of features found and
the quality of matching increases with the number of features found on this objects,
while other objects have specific types of features found on them - silhouette fea-
tures which proved to be absolutely not applicable in view-based matching method
as Affine-Hough is. Also, the quality of the features found on the objects do influ-
ences the result of the matching, as two different open-source libraries (Vedaldi and
Fulkerson [2010], Evans [2009]) were used in feature extraction block, the recogni-
tion quality with the SIFT features keeped increasing with increasing the number
of features, for the SURF the number of 2000 features showed to be the best choice
among the number of features tested. But in any of the cases, the matching was
robust and distinctive and the total possible false rate is in the acceptable limits.

Hence, we may conclude that the Affine-Hough matching is robust, reliable and
distinctive algorithm for view-based object recognition.

Suggestions for improvement of the quality of matching of the implemented match-
ing algorithms:

• Introduce probabilistic model to be able to predict stable and repeatable
matches;

• Fine tuning of the system, by means of adjusting the global threshold on
number of matches found;

• Experiment with different distance measures - Euclidean distance, χ2, Earth
distance etc;
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• Introduce additional filtering techniques prior the actual matching to remove
possible outliers and work with more stable, robust and repeatable set of
points;

• Introduce the object shape identification to decrease the rate of false matching
of the object having similar apprearance pattern but being completely stranger
objects;

• Run the tests on the datasets from application target area to account in match-
ing process possible application specific qualities of the images;

• Utilize the groundtruth information by means of introduction of bounding box
as additional measure of verifying the correctness of the match.

The spatial pyramid matching method has showed its inability to do the actual
matching as it only can give the degree of the similarity of train and test images,
omitting real matching of the object features, presented on the images. The given
method maybe used as the preliminary step for the Affine-Hough or any other
matching method to remove from the database the images, which do not possess
enough similarity between them, thus decreasing the computational time by means
of decreasing the amount of actual matching operations. Although, not been tested
in the given Master thesis, the matching algorithm introduced by Nister and Stewe-
nius still stays to be the most promising in terms of the speed of the image retrieval
and matching, as it incorporated the ideas of the search engine for image features,
where these parameters are crucial.
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