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Abstract
This thesis builds on the observation that robots, like humans, do not have
enough experience to handle all situations from the start. Therefore they need
tools to cope with new situations, unknown scenes and unknown objects. In
particular, this thesis addresses objects. How can a robot realize what objects
are if it looks at a scene and has no knowledge about objects? How can it
recover from situations where its hypotheses about what it sees are wrong?
Even if it has built up experience in form of learned objects, there will be
situations where it will be uncertain or mistaken, and will therefore still need
the ability to correct errors. Much of our daily lives involves interactions with
objects, and the same will be true robots existing among us. Apart from being
able to identify individual objects, the robot will therefore need to manipulate
them.
Throughout the thesis, different aspects of how to deal with these questions is addressed. The focus is on the problem of a robot automatically
partitioning a scene into its constituting objects. It is assumed that the robot
does not know about specific objects, and is therefore considered inexperienced. Instead a method is proposed that generates object hypotheses given
visual input, and then enables the robot to recover from erroneous hypotheses. This is done by the robot drawing from a human’s experience, as well as
by enabling it to interact with the scene itself and monitoring if the observed
changes are in line with its current beliefs about the scene’s structure.
Furthermore, the task of object manipulation for unknown objects is explored. This is also used as a motivation why the scene partitioning problem
is essential to solve. Finally aspects of monitoring the outcome of a manipulation is investigated by observing the evolution of flexible objects in both
static and dynamic scenes. All methods that were developed for this thesis
have been tested and evaluated on real robotic platforms. These evaluations
show the importance of having a system capable of recovering from errors
and that the robot can take advantage of human experience using just simple
commands.
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1
Introduction
A fundamental aspect of enabling robots to be integrated in our daily lives, is the
ability to perform tasks by collaborating, interacting and taking commands from
us. This means among many other things to be able to share knowledge, share
frame of reference and be able to integrate new knowledge by its own means or
through the interaction. It is therefore vital for the robot to be able to reason
about the unknown. This thesis explores different aspects of the unknown in the
specific setting of manipulation scenarios:
• How can a robot pick up objects without knowing anything about them?
• How can it talk with a human about a scene even if it cannot recognize any
objects?
• How can it understand whether what it perceives in a scene corresponds to
the actual scene structure or not?
• How can the robot learn to recognize when the outcome of a manipulation is
not what it expected?
Robots will certainly need to be able to recognize objects, both as categories and
as individual items. If I ask it to bring me a pen, meaning the category pen, I
expect to get a pen, but not a banana, while if I ask my robot to get my jacket
I would be equally disappointed to get my neighbor’s jacket as I would to get my
pajamas. However, it will always encounter new objects and thus it needs measures
to both learn about them and manipulate them. Perhaps most importantly, the
robot needs the ability to reason about environments and objects it has never seen
before.
Research that deal with this from a manipulation perspective often takes a oneshot approach that identifies something in the scene, locates where to apply a grasp
and executes the manipulation. This is possible due to strong assumptions such
as that objects are easily segmented from the background [29, 114, 140], or that
objects are box-shaped [135]. The goal of this thesis is to go a step further and
create a more general approach, so making these assumptions would defeat that
purpose. Instead I take an approach where the robot first creates hypotheses
1
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about what it sees and then have different options to verify that these hypotheses
are correct and if necessary, to refine them. In this way, even complex cases where
for instance objects are in proximity, can be resolved.

1.1

Example scenario

You need to go grocery shopping and find yourself in need of someone who picks
the groceries for you and put them in the basket. A regular Swedish supermarket
contains thousands of different kinds of items. It turns out that the robot that
accompany you is not an experienced shopper, so it is not able to recognize most
things in the store. Figure 1.1 shows how it typically might look where groceries
are placed, and gives an idea of different difficulties that have to be dealt with.
This thesis will touch different aspects of the process of picking an item from a
shelf and putting it in the basket. Suppose that you have a list of items you want
to buy. The robot cannot identify the items from the list on the shelves, so you
have to locate them for the robot by for instance pointing at them. Once located,
the robot needs to figure out what in the image actually corresponds to that item,
and only that item. This is referred to in this thesis as segmenting the object from
the background. It could furthermore potentially seek verification from you that it

Figure 1.1: A typical shelf in a Swedish supermarket. Tightly placed packages
create a very cluttered environment for a robot to operate in. Provided that the
robot has no prior knowledge, it cannot use object recognition to locate objects, but
has to resort to lower level properties such as objects having uniform appearance,
simple shapes and distinct borders to other objects and the background. These
cues however leaves many ambiguities that have to be resolved in different ways.
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is the correct item, and by either asking you or interacting with the object itself,
realize that it is in fact only one object. Once located and segmented, it needs
to pick up the item and place it in the basket. This is neither a trivial task, but
simplified now that it knows the extent of the object. It is further simplified by the
fact that your robot is equipped with a 3D imaging device which makes it possible
to compute the structure of the object. Given this structure it needs to figure out
where to place its fingers, how to approach the item and how to lift it up. Finally
it is helpful if the robot also is capable of realizing whether something went wrong
during the manipulation, so it needs to observe the process of lifting the item and
placing it in the basket.
In this thesis I will present methods that solve some of the problems related
to this example, and will refer to it and point out in more detail which difficulties
that the robot faces and how these are addressed. In the next section I give a short
example how the difficulties appear, and why they need to be addressed.

1.2

System overview

This thesis builds on the idea that a robot, even if experienced, needs ways of
actively or interactively perceiving novel objects. Only using passive sensors, such
as cameras, to create hypotheses about objects in the scene will not suffice if we wish
to provide the robot with enough discriminative capabilities. The robot furthermore
needs to be able to adapt these hypotheses through the usage of sensors that can
confirm or reject them. The robot could create a hypothesis using its cameras
and then verify its validity through for instance either interacting with a human or
touching them. In this way it can look at a scene and gradually figure out what in
the scene that are objects. Furthermore, given some manipulation of an object, it
will need the ability to observe and evaluate the outcome of the manipulation.
Figure 1.2 shows an overview of how processing is done in the different parts
of the system and how they are connected. The emphasis is on a framework for
partitioning a scene into its constituting objects using object segmentation. The
red and blue parts symbolize the process of iteratively partitioning the scene by
finding object hypotheses (red) and then verifying that they are correct (blue).
Two solutions are proposed for the latter part: by interacting with a human for
verification, presented in Chapter 4, or by letting the robot itself interact with
the scene, Chapter 5. When the scene is partitioned, and the robot is certain of
this partition, it can start manipulating objects. The second part is depending on
the first part, and Chapter 2 introduces a grasping method (green) that takes an
identified object as input and finds graspable structures on that object. Finally in
Chapter 6 a method for observing a manipulation (gray) is introduced for the robot
to know whether a manipulation was successful or not.
The idea is to present a comprehensive framework for object identification for
the purpose of manipulation. The overall assumption is that nothing is known
beforehand about the specifics of objects, i.e. no models of objects are known.

4
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Scene partitioning

Object manipulation

Hypothesis
creation

Hypothesis
verification
through scene
interaction

Hypothesis
verification
through human
dialog

Object grasping

Outcome observation

Figure 1.2: An overview of the system presented in this thesis. The emphasis
is on a system for finding structure of a scene in terms of objects by identifying
unknown objects in it. Once this has been used to find objects, these are subjects to
manipulation. It allows a robot to, without help or prior information, find objects
in the scene, manipulate them and determine whether this action had the intended
outcome. The scene partitioning part is built as an iterative process where object
hypotheses are generated using vision and then confirmed or rejected through 1)
dialog with a human or 2) by interacting with the scene itself and observing whether
the outcome agreed with the hypotheses. The manipulation part takes an object
from the first part and finds a part on that object that can be grasped on. Then,
given a certain action, the system will monitor the action to realize whether the
action was successfully completed. Grasping and observing outcomes have to be
done simultaneously in order to detect when during the manipulation the action
failed.
Instead there is a set of low level attributes with respect to shape, appearance
and behavior under motion that objects are assumed to comply with. Using these
attributes the robot then observes the scene and interacts with it in order to identify
what in the observed scene that constitute individual objects, as well as observing
the scene while interacting with it to determine whether a manipulation had the
desired effect.

1.3. EXPERIMENTAL PLATFORM
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The assumption made in this thesis is that the robot has no prior knowledge of
what it sees and manipulates. Plenty of research focuses on this issue, i.e. equipping
the robot with knowledge through learning, to give it the ability to recognize things
in its environment such as objects and categories of objects [46]. However, even a
robot with experience will need to be able to face new situations. Robots will have
the obvious advantage of effortless knowledge sharing, so each individual robot will
not have to build up experience on its own. This however does not change the fact
that it should be able to recover from mistakes that are results of faulty hypotheses.

1.3

Experimental platform

There exist a large amount of work related to robotic manipulation that is only
performed in simulation e.g. [60, 97]. There are however many uncertainties that
cannot be modeled properly in simulation, for instance the friction or mass of
an unknown object. Furthermore, given just one view of an object, its backside
is unknown. These uncertainties also naturally apply in the real world, but an
outcome of a simulation might not be representable for that of a real experiment.
I believe that it is necessary to test the developed methods in real scenarios, so to
that end I have performed all experiments on a physical robotic platform detailed
below.
The experiments in Chapter 2, 4 and 5 are all performed on the same robotic
platform shown in Figure 1.3. It has a 6 degrees of freedom (DOF) robotic arm
with a robotic hand connected to it [123]. The hand has three fingers with two
joints each, where two of them can do a coupled rotation allowing for cylindrical
grasps. Furthermore each phalanx1 has a tactile sensor grid for measuring pressure.
The arm-hand setup is placed in a fixed position with respect to a robotic head.
The head is a humanoid head [3] with 7 DOF allowing for both directing the head
towards a large range of positions and verging its “eyes”, meaning that it moves
the eyes in a way that centers the point of interest in both images. For visual input
it possesses two sets of stereo camera pairs: One with large field of view (wide-field
cameras), and one with narrow field of view (foveal cameras). The idea behind this
configuration is to locate objects in the wide-field cameras and then direct the gaze
at an area of interest to get a more detailed view with the foveal cameras. The
stereo rig is calibrated with respect to different vergence angles, and with respect
to the robotic arm. The stereo calibration, along with known kinematic structures
of the arm, hand and head, enables accurate open loop control. This means that it
is possible to move the hand to a point identified in the camera images. For most
parts of the experiments the head is kept in one position. This does however not
affect the generality of the approaches, and we have successfully demonstrated that
the head can follow an identified object that is picked up and moved around [16].
1 Phalanxes

are the rigid parts between the finger’s joints.

6

CHAPTER 1. INTRODUCTION

Figure 1.3: The figure shows the robotic platform that is used in Chapter 2, 4 and
5. The head is placed in a fixed position with respect to the arm, but can move its
neck to look around in the scene.

1.4

Overview

The remainder of this thesis is structured as follows:
Chapter 2 In this chapter I frame the main topics of the thesis, as described
in Section 1.2, through identifying necessary steps in a manipulation scenario. I
present challenges with respect to grasping, and how some of these can be addressed
in a simple grasping system.
Chapter 3 Here I discuss other work related to object discovery. First I look
at the problem from the side of human perception. How does our brain process
visual input, and how does this processing system evolve through childhood? These
findings are then put in context with how the computer vision community has dealt

1.5. PUBLICATIONS AND CONTRIBUTIONS
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with the problem of finding objects and segmenting them from their background.
Chapter 4 Together with Chapter 5 I here address the problem of finding and
segmenting objects in a scene. Here the premise is that “what an object is”, is
not well defined. This means that, in general, it is impossible to perfectly segment
objects from the background if nothing is assumed. On the flip side, if too many
assumptions are introduced, this will limit the range of objects the robot is able
to deal with. I here take a progressive approach, where the robot create object
hypotheses by initially making very few assumptions and then add more if necessary.
By relying on human input the robot will know if its hypotheses are correct. If not,
it can introduce more assumptions directly into the model that targets the specific
error.
Chapter 5 The work in this chapter is based on the same setting as Chapter 4.
However, here the robot only can rely on itself when confirming or rejecting its
hypothesis. It does this by introducing a motion in the scene by pushing on the
hypothesis in question. By tracking the motion it can, assuming that objects are
rigid, distinguish between correct and faulty segmentations.
Chapter 6 This chapter draws parallels to the previous one by monitoring a manipulation sequence. Here however, the manipulation is done on non-rigid objects
which means that a completely different approach has to be taken. In particular,
I deal with the problem of classifying outcomes of a manipulation. The proposed
system is flexible and fast, which means that it can be trained to recognize very
different kinds of manipulations including dynamic manipulations only lasting for
fractions of a second. I demonstrate the system in both static and dynamic cloth
folding scenarios.

1.5

Publications and Contributions

The main contribution of the thesis is a system for robustly finding individual objects in a scene. The development of this system has been driven by a scenario
where the robot is grasping unknown objects. Most work in this thesis is the
author’s own work, and parts have been done in collaboration with others. Specifically, Section 2.5 was done together with Jeannette Bohg. The work presented
in Chapter 4 builds on a methodology by Mårten Björkman and is presented in
Section 4.2. Parts of the results used in this thesis have previously been published,
or is under review, in the following papers:
Conferences
• Niklas Bergström, Jeannette Bohg, Danica Kragic, Integration of Visual
Cues for Robotic Grasping, In 7th International Conference on Computer Vi-
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sion Systems (ICVS), Liege, Belgium, October 2009 [15]
Summary: This paper presents a method for grasping unknown objects
(Chapter 2).
Contributions: Development of the novel grasp hypothesis, including extensions to the contour matching method and plane-finding method and the
implementation thereof, except the method used to find grasping points.
• Niklas Bergström, Mårten Björkman, Danica Kragic, Generating Object
Hypotheses in Natural Scenes through Human-Robot Interaction, In IEEE/RSJ
International Conference on Intelligent Robots and Systems (IROS), San Francisco, CA, September 2011 [16]
Summary: This paper presents a human assisted object segmentation method
(Chapter 4).
Contributions: Theory and implementation of extensions to the segmentation method that allow for inclusion of priors and constraints for simultaneous
multi-object segmentation.
• Niklas Bergström, Carl Henrik Ek, Mårten Björkman, Danica Kragic,
Scene Understanding through Autonomous Interactive Perception, In 8th International Conference on Computer Vision Systems (ICVS), Sophia Antipolis, France, September 2011 [17]
Summary: This paper presents an object segmentation method drawing
from both appearance and motion (Chapter 5).
Contributions: Theory and implementation of the motion segmentation
method.
• Niklas Bergström, Carl Henrik Ek, Danica Kragic, Yuji Yamakawa, Taku
Senoo, Masatoshi Ishikawa, On-line learning of temporal state models for
flexible objects, In Proceedings of the IEEE-RAS International Conference
on Humanoid Robotics (Humanoids’12), Osaka, Japan, November 2012 (To
appear) [19]
Summary: This paper presents a way of modeling flexible objects at very
high frame rates (Chapter 6).
Contributions: Development of the fast novel modeling method, including
implementation of feature extraction for real-time processing.

1.5. PUBLICATIONS AND CONTRIBUTIONS
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Journals
• Niklas Bergström, Mårten Björkman, Carl Henrik Ek, Danica Kragic, Exploiting Humans’ Guidance for Understanding of Complex Scenes (Under
review [18])
• Mårten Björkman, Niklas Bergström, Danica Kragic, Object discovery:
Detecting, segmenting and tracking unknown objects using multi-label MRF
inference (Under review [26])

1.5.1

Other publications

Apart from the above publications, the following publications have been presented
throughout my Ph.D. studies:
Conferences
• Guoliang Luo, Niklas Bergström, Carl Henrik Ek, Danica Kragic, Representing Actions with Kernels, In IEEE/RSJ International Conference on
Intelligent Robots and Systems (IROS), San Francisco, CA, September 2011
[87]
• Jeannette Bohg, Matthew Roberson-Johnson, Beatrice Leon, Javier Felip,
Javier Gratal Martinez, Niklas Bergström, Danica Kragic, Antonio Morales,
Mind the Gap - Robotic Grasping under Incomplete Observation, In IEEE
International Conference on Robotics and Automation, (ICRA), Shanghai,
China, 2011
• Gert Kootstra, Niklas Bergström, Danica Kragic, Fast and Automatic Detection and Segmentation of Unknown Objects, In Proceedings of the IEEERAS International Conference on Humanoid Robotics (Humanoids’10), December 6-8, Nashville, TN, November 2010 [81]
• Gert Kootstra, Niklas Bergström, Danica Kragic, Using Symmetry to Select Fixation Points for Segmentation, In Proceedings of the International
Conference on Pattern Recognition (ICPR), Istanbul, Turkey , August 23-26,
2010 [82]
Workshops
• Gert Kootstra, Niklas Bergström, Danica Kragic, Gestalt Principles for Attention and Segmentation in Natural and Artificial Vision Systems, In ICRA
2011 Workshop on Semantic Perception, Mapping and Exploration (SPME),
Shanghai, China, 2011
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• Jeannette Bohg, Niklas Bergström, Mårten Björkman, Danica Kragic,
Acting and Interacting in the Real World. Extended Abstract, In European Robotics Forum 2011: RGB-D Workshop on 3D Perception in Robotics,
Västerås, Sweden, 2011
• Niklas Bergström, Mårten Björkman, Jeannette Bohg, Matthew RobersonJohnson, Gert Kootstra, Danica Kragic, Active Scene Analysis, In RSS Workshop on Towards Closing the Loop: Active Learning for Robotics, Extended
Abstract, Robotics Science and Systems (RSS), Zaragoza, Spain, 2010
• Niklas Bergström, Jeannette Bohg, Danica Kragic, Integration of Visual
Cues for Robotic Grasping, In Fourth Swedish Workshop on Autonomous
Robotics (SWAR’09), Västerås, Sweden, 2009

2
Manipulating Unknown Objects
In this chapter I frame the problem of partitioning a scene in the context of an
object manipulation scenario. Looking back at the example scenario in the grocery
store, the problem consists of realizing what in the observed scene are objects, and
how they are arranged by looking at a shelf or basket of groceries. The manipulation
scenario would be to solve the problem of picking up an identified object from the
shelf and placing it in the basket. Regarding the former, an inexperienced robot will
not be able to realize the structure of a scene by just looking at it. However, in this
case a human is present, so one major feature should be the ability to incorporate
instructions given by the human. With respect to the latter problem one main
issue is to find graspable structures. With this I mean parts on an object where
the robot can place its fingers in a way that the object can safely be lifted.
I investigate a simple grasping system that requires no prior knowledge, and
very sparse visual information. With sparse I mean that very little of the actual
object needs to be observed in order to perform a grasp. As mentioned before, the
robot has no knowledge about object models, so given some sensory input what
is a sufficient level of structure that needs to be extracted in order to successfully
perform a grasp? Depending on the appearance and shape of objects, as well as the
modalities used to sense the objects, the approaches to find such structures differ.
The difficulties however remain the same independent of the approach. In general,
independent of the method, there are few steps that need to be taken in order to
grasp objects so the main difference is the assumptions that are made to overcome
some of the difficulties.
Finding graspable structures on objects requires that the robot knows where
objects are in a scene. I identify the following steps, necessary in order to realize
a successful manipulation of an object given a specific task (see also Figure 2.1):
1) The object has to be located in the scene 2) the robot must find structures that
it can use for picking up the object and that enables performing the task, 3) it must
position its gripper so that one of these structures can be reached as well as select
a grasp type that is suitable for the task, and 4) grasp the object and execute the
manipulation while preferably monitoring the outcome of the grasp.
This chapter focuses on 2) as a motivation why it is essential to be able to
perform 1) in a prior step, and also touches 3). Furthermore, in Chapter 6 I look
11
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Figure 2.1: An overview of the proposed method. The top row shows 1): the robotic
platform, 2): the robots view from its wide-angle cameras and from 3): its foveal
cameras. Then follows: a segmented view of the object, the extracted contours, a
probability map indicating the likelihood of points being graspable, the detected
grasp hypotheses and finally the selected grasp hypothesis.

at 4) in the context of folding tasks.

2.1

Challenges

With respect to the set of possible tasks that require manipulation, picking up
objects and placing them somewhere else ought to be one of the simplest. Even
so, there exist significant challenges that have to be dealt with. For example, only
one side of the object is visible meaning that either the robot has to guess about
the back side of the object, or only grasp on visible parts. Furthermore, due to
difficulties in visual processing, the robot might not be certain whether what it
sees actually corresponds to an actual object, or if it is located exactly where the
robot thinks it is. Depending on the assumptions that are made, for example about
objects’ shapes or sizes, or whether object models exist, these challenges are dealt
with in different ways.
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In this thesis I strive for generality. For instance, in order to handle a large range
of objects I assume that the robot should not need experience for manipulation,
i.e. it cannot use for instance recognition to find known objects in the scene and
apply known grasps to them. One simplifying assumption is that only rigid objects
are considered. Manipulating non-rigid objects present far greater challenges in
different ways, some of which are presented in Chapter 6. Benefits of manipulating
rigid objects include predictability in terms of the object’s pose under different
motions in 3D space.

2.1.1

Challenges with Grasping

Different aspects of the manipulation problem present different challenges. The
actual grasping of the object deals with the problem of finding a grasp strategy
consisting of a pre-grasp (i.e. a pose, an approach vector and orientation for the
robotic hand, along with a pre-shape of the hand) together with an approach and
closing strategy. Finding this implies finding a structure on the object that is possible to grasp on, and depending on the available information, such as sensory data,
pre-existing object models and the embodiment of the robot, different approaches
have been attempted.
If an exact position and an accurate model is known, analytical methods can be
used to find the grasp strategy [95, 96, 108]. With these methods the performance of
a grasp can be tested in simulation and given some criteria, an optimal grasp can be
obtained along with the forces the grasp can withstand. With optimal here I mean
the grasp that maximizes the grasp wrench space, i.e. the set of all wrenches that
can be applied to a grasp1 . Typically a large number of potential grasps strategies
would be generated through variations of approach vectors, hand orientations and
pre-shapes, and after testing them in simulation, the best would be selected.
Getting a grasp strategy only for simulated environments would not be of much
use, so different ways have been tried of approximating perceived objects in the
simulator. In [4, 5] Azad et al. presents methods for finding the location and pose
of known objects using their appearances and shapes. If models of these objects
exist, grasps can be found in simulation. Obtaining an accurate pose is however
not feasible because of estimation errors due to e.g. noise. Furthermore, having an
object model for all possible objects is itself unfeasible. If the object is unknown,
there is no model on which to test the grasp in simulation. In this case some
researchers have instead tried to make approximations of the observed object by
decomposing it into known shapes such as super quadrics [60] or boxes [67]. They
showed that successful grasps of the real object can to a large extent be generated
by finding a stable grasp in simulation on the approximated shapes.
Another approach to assess grasp quality is to use tactile feedback. In [11]
the authors showed that grasp stability can be learned by observing patterns on
a grid of tactile sensors on the robot’s fingers. Furthermore they showed that the
1 See

[30] for an overview of different wrench spaces
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classification rate can be improved by combining both tactile and visual feedback
[10].
The approaches in [60, 67] are based on the premise that range data of the
scene can be retrieved. Modalities such as laser scans or stereo camera setups
capture range data which can be converted to real world coordinates. For a stereo
camera pair, one requirement is that there is enough texture in the scene. Little
texture means that it is hard to find discriminative regions which make it possible
to uniquely identify corresponding points in respective images.
All approaches above assume that the robot has found a structure in the scene
that corresponds to an object. So how is the object found? While this subject
will be thoroughly treated in Chapter 4 and Chapter 5, I will give an introduction
in Section 2.1.2 about why this is a hard problem, but nonetheless a problem that
is necessary to solve.
Recently a few approaches that view the grasping problem as a machine learning
problem, have been introduced. The work of Saxena et al. [120], and the more
recent work of Bohg et al. [28], treat grasping as a learning problem of finding
points in an image corresponding to features in a scene that can be grasped on.
Notable in the former case is that no attention is paid to objects themselves. Instead
an extensive labeled image dataset is used to learn parameters for a probabilistic
model of grasping points. Features like color, edges and texture taken from patches
containing the labeled grasping points at different scales are used. By finding
corresponding points in a stereo image pair, the location on the object in 3D space
is found. In [28] the classification of grasping points is solely based on the edgebased Shape Context descriptor [12] and needs to know which edges belong to an
object to perform the classification.
While these methods provide a principled way to generalize the problem of
finding graspable structures on objects, there are a few limitations. Firstly they
only detect points, such as the rim of a book or a glass, and grasping a pint of beer
by grasping the rim of the glass might be less than ideal. Secondly [120] depends
on the setting in which the model was trained, which requires re-training for each
new scenario. In [28] this is solved by only considering features from actual objects,
which on the flip side requires the object to be segmented.
It is though questionable how often a full reconstruction of an object is needed
for grasping, something noted by Speth et al. [132]. The approach taken in this
chapter takes advantage of this assumption: For the grasp strategy it only needs
to know about a part of an object. For example, a grasp can be generated even
if only the top rim of a cup is detected. This is in a way similar to approaches
like [60, 67], which decompose the generated 3D structure to different geometric
primitives which will correspond to parts of objects. If a detailed model of the
object is required, the robot can move it in front of its eyes in a controlled manner
to retrieve a more detailed representation of the object after it has been picked up
[83].
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Challenges with finding the Object

Finding objects and segmenting an object from the background in an image are two
research areas with a long history in the field of computer vision (see for instance
[111] for a review of early image segmentation works). The reasons for doing this
differ, and an overview is given in Chapter 3.
In the context of grasping, many methods rely on that the object has been
detected and correctly segmented from the background. The first step in segmenting
the object is to find it, referred to as localization. In autonomous scenarios, like the
one that is dealt with here, a common way is to find locations in the image that with
a high probability lies within the object. This enables a certain class of segmentation
methods relying on just a point identifying the objects, e.g. [99]. Other methods
rely the identification of several regions of both object and background [31], or the
object being framed [117]
In [82] we compared a couple of methods for finding objects, both biologically
motivated, referred to as visual attention methods, in the context of a segmentation
scenario. The segmentation method used here was presented by Mishra et al.
[99] and takes a single point as input and produces a segment containing that
point. The first visual attention method is based on different contrast measures
[69], such as color, intensity and orientation. The intuition is that objects in the
image should be have a distinct appearance based on these measures with respect to
their surroundings. The second method was presented by Kootstra et al. [80] and is

L

el
p
Figure 2.2: The epipolar constraint. The line L in 3D space is projected to point p
in the right image, but to line el in the left image. This line is known as the epipolar
line. Hence a point pÕ in the left image corresponding to point p must reside on
line el . Due to e.g. noise and discretization of measurements, the constraint will
no longer hold exactly. Therefore the aim of the contour matching task is, given
a point in the first image, to find corresponding point in the second image that
minimizes the distance from that point to the epipolar line.
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based on symmetry measures. Here the intuition is that symmetric structures in an
image, such as two parallel lines, are not likely to have been generated by chance,
but rather exist due to some object. The authors furthermore showed in [80] that
this model to a larger extent than [69] predicts how humans direct their attention.
Qualitatively the difference between the methods is that the former generates points
close to object boundaries while the latter results in points closer to the center.
For [81] we created a database consisting of 25 different objects in 600 different images with objects in different configurations [14]. The database is complete
with ground truth segments. Using this database and the MSRA Salient Object
Database [85], we showed that both methods to a high extent finds the object in the
image, but with the proposed symmetry model showing superior performance. Furthermore, the property of finding points closer to the center proved to be beneficial
when segmenting the object using [99].
A third method, which was used in the work presented in Chapter 4 and 5 is
based on finding dense clusters in range data. Though no quantitative evaluation
was performed, the method worked well in the setting of the experiments and gave
a natural bias towards finding objects close to the camera first. Details can be
found in Section 4.2.2.

2.1.3

Challenges with 3D reconstruction

Grasping is done on three dimensional objects, so it is natural to think that the
robot needs 3D information to perform good grasps. Such information can be
retrieved using two cameras with known geometry and triangulate corresponding
points in respective images. Lately other techniques, e.g. the structured light approach used for the Kinect [94], have become widespread. Most approaches, like
the simulator based approaches in [4, 5, 60, 67], take advantage of 3D information
during grasping by either having a known 3D model, or using 3D imaging devices.
There exist approaches though, like [28, 120], that grasp on points rather than 3D
structures. However, in order to locate this point in 3D space, the authors in [120]
still used a stereo camera setup for triangulation.
The setup in this thesis takes advantage of a stereo camera pair which enables
depth sensing. One requirement for accurate 3D reconstruction is the ability to
find corresponding points in the two images [62]. In order to accurately do this it
is necessary to find unique patches in both images that are similar. Therefore a
scene with much texture will generate the densest reconstructions. Plain colors will
result in a lot of ambiguous matches and a sparsely reconstructed scene. However,
by noting that object boundaries often result in high contrast and using the fact
that the relationship between the cameras is known, a good reconstruction of the
shapes of objects can often be retrieved even for objects with no texture.
For dense reconstruction, works using combinatorial graph-based approaches
[134] or approaches that correlates patches in both images based on sliding windows,
e.g. [119], have been presented. When searching for correspondences, knowing
the external calibration, i.e. the euclidean transform between the cameras, enables
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Figure 2.3: The figure illustrates that when observing a circular object, the two
cameras in the stereo camera pair will observe slightly different contours.

limiting the search along one dimension. This is a result of the epipolar geometry
of two cameras which is extensively treated in [62]. The illustration in Figure 2.2
presents the idea behind this concept.
For reconstruction of scenes with little texture other techniques can be applied.
In this chapter contours in both images are matched, i.e. 1), corresponding contours
in respective images are found and 2), pixels on one contour are mapped to pixels
on the other contour. The latter problem has also generated much research in
areas such as recognition, tracking and stereo matching. In [65] the authors do 3D
reconstruction by matching straight lines in the image. They use constraints in form
of epipolar geometry, ordering of lines and orientation of the disparity. By matching
straight lines however, they are limiting the types of contours that can be matched.
By doing point-wise matching on contours, Serra et al. can match contours of any
shape using a dynamic programming approach, similar to the method presented in
this chapter [125]. While it handles multiple contours, there is no explicit handling
of partial contour matching which is needed in my case.
Much work view contour matching problem, whether matching closed contours
[92, 93, 121], or open contours [35, 127], as finding the deformation of one contour
to the other. The amount of deformation that is required gives a dissimilarity
measure between the curves. The key concept is the usage of a matching function
f (k) = (i(k), j(k)) that maps point i on the first contour to point j on the second
contour for indices k = 1..K. The dissimilarity is then a function d(f ) that gives
a value for the dissimilarity between point i and j. The dynamic programming
algorithm used in this work is based on this concept.
There are different approaches on how to compute this dissimilarity. One way
is to consider contours as strings from an alphabet. Works based on the Edit
Distance (ED) [139], or variants [148], define the dissimilarity based on the number
of edit operations required to transform one contour to the other. Other works
look at a combination of the difference in curvature and how much the matching
curve is stretched [35, 121, 124]. Algorithms based on these measures often use
dynamic programming for efficient implementation. In my approach, I rely on
stereo and thus the contours in the images are projections of the same structure
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in the scene2 . Epipolar geometry is used as a base for the dissimilarity measure.
While [35] use intrinsic properties of the contours in their dissimilarity measure,
they rely on an estimated epipolar geometry when performing matching. In this
work I acknowledge the importance of measures like curvature, but use them only
to resolve disambiguates in the first phase of the matching. In this way I get good
performance when initially selecting matching contour points, while being able to
densely match segments with low curvature.
Furthermore, there is a need to solve the correspondence problem, both in terms
of the whole contours and their parts. Most existing works describes only the
matching of two selected contours. In [35] they address the issue of contour correspondence, but when performing matching of two contours, they do not address
how to handle segments from the matching that remain unmatched. As described
in Section 2.4.3, this is crucial to the approach presented here, and below I describe
a solution to the problem.

2.2

A Simple Grasping Heuristic

One central issue that is dealt with in the grasping literature is how to restrict the
number of generated grasps. Typically there is some strategy with respect to how
these grasps are generated based on for instance having prototypical grasps given
a specific shape [97]. This of course requires that what is perceived is known to be
of a certain shape, or can be approximated with one. This is difficult when objects
with no texture are observed with stereo imaging devices, since computing depth
requires that corresponding points in the scene can be found in both images. This
in turn requires the area surrounding these points to be easily distinguishable from
other areas, which is not the case for e.g. one-colored objects. In this chapter I
propose a strategy that is capable of generating a very small set of grasps even for
such objects. The grasps can be internally ranked based on a quality measure.
The approach that I present for grasping objects has a simple heuristic as a
starting point: Finding planar structures on the object contours, and then placing
the fingers on opposite sides of this. They do not necessarily have to correspond
to real planes on the object. A pre-grasp can be generated rotating the hand along
with the major axis of the structure and use the plane normal towards the center of
the structure as an approach vector. Figure 2.4 shows the idea behind this heuristic.
The attentive reader notes that in Figure 2.4 the two cameras will observe
different contours to the left and right due to the cylindrical shape (Figure 2.3). In
practice however, with the distances to the objects, sizes of the objects and baseline
of the stereo cameras that are used, this is not a big problem.
2 This is not entirely correct, since the cameras will be looking at two different contours given
circular objects. For the purposes of the method presented here though, this approximation is
reasonable (See Figure 2.3).
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(a) Extracted contours
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(b) Plane hypotheses

(c) Grasp hypotheses

Figure 2.4: The figure shows two examples of hypotheses that can be generated
from a cylinder. The robot first extracts contours in the image (marked with bold
red lines in 2.4(a)). It then tries to find planar structures (indicated with green
and red in 2.4(b)) among them using the 3D reconstruction of the contours. In
2.4(c) I indicate the resulting grasp hypothesis for each plane. These are given by
an approach vector, based on the planes’ normals towards the mean of the contour
points belonging to that plane, and orientation based on the major and minor
axis of the contour points projected on the plane. While the red hypothesis has a
clear minor and major axis, the green hypothesis is symmetrical. In practice this
ambiguity will however not occur.

2.3

Finding structure in the scene

Presumably it is possible to perform grasping without knowing anything about
objects. Recent hardware advances have made it possible to get cheap and accurate
depth imaging devices [94]. This makes it possible to get dense 3D information
also from untextured objects, but does not work well with transparent or specular
surfaces, or outside in the sun. In a recent work the authors use such a device to
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observe an unknown number of objects that are put in proximity on a table [49].
They create a 3D point cloud which is then discretized in a grid and learn good
grasps based on only the local structure around an element in this grid. Differently
to [120] no training is needed for new environments since the classification is based
on shape rather than appearance. Does this make object knowledge redundant?
If the task is just to remove objects from a table it might be. However, for more
complex tasks, like for instance ordering the objects based on size, it is not. As
the authors also point out, their method could potentially pick up objects with
other objects in them or on them. Furthermore, in settings where the robot has to
interact with a human, there is a need for a common way of communicating details
of a scene with respect to object appearance and object relations. Herein lies one
of the main questions of this thesis. How can we create a way for the robot
to represent a scene such that human expert knowledge easily can be
incorporated? To answer this there is a need for a concept of an object.
Looking at the grasping literature, concepts of objects are often not well defined.
With this I mean that the methods are often ignorant of if what is grasped is actually
one object or not. The previously mentioned learning-based approaches, [28, 49,
120], all grasp on suitable structures in the scene without regard to what that
structure belongs to. This has not been a big issue in these works, where the task
has been to just pick up and remove objects. In other contexts however, where there
is a need for the robot to reason about what it is picking up, they are insufficient.
One work that does base their method on a concept of an object is [83]. This
method use vision and manipulation to build an object model based on primitive
features that according to the authors’ object definition “change predictably over
different frames”.
Other works make the assumption that the robot knows what structures in the
scene correspond to objects. This is done for instance by placing them in a way
that they are trivially segmentable [29, 114], knowing the object shape [135], or
like in this chapter, assuming that an accurate segmentation is known. Neither of
these approaches allow for a general manipulation methodology. For the robot to
successfully function in environments, whether in ones where it collaborates with
humans or in ones where it has to function on its own, there is a need for mechanisms
that let the robot know when its assumptions are incorrect. Methods that can deal
with this need to have a representation that supports corrections based on new
observations: A one-shot approach is bound to fail whenever the robot encounters
new scenarios.
As mentioned earlier, grasping methods often rely on objects being segmented
from the background, which then in turn puts significant requirements on the segmentation method. However, within the segmentation literature few works mention
the concept of an object3 . I cover related work in Chapter 3, but mention two works
3 While few works talk about general object concepts, recently semantic segmentation, in
which pixels are grouped and labeled with a known class such as grass or sky, has generated much
attention, e.g. [1, 136].
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here that both do segmentation based on different object concepts.
Firstly, in [100] the authors define an object as a segment that is contained by
an optimally enclosing contour around a fixation point. The contour is produced
by the boundary detector presented in [91]. This detector is based on a number of
filters that creates responses to discontinuities in e.g. intensity and texture. These
are then used to train a classifier based on training data labeled by humans. The
segmentations produced by the method in [100] often correspond well to actual
objects as it has a natural bias towards how humans would segment a scene. The
main drawback in a robotic context is that it is computationally expensive, in
particular the boundary detection.
Secondly, in [6] the authors define an object as follows: Given a point in a segment, the surrounding region can be described by using other parts of the segment.
For instance one half of a symmetric object can be described by the reflection of the
other half. During the segmentation they also take a fixation point as a starting
point, and finds the largest segment around that point that fits the definition. Like
with [100], a main drawback is computational complexity. Another drawback with
the definition in our context, is that several instances of the same object type will
be covered with the same segment.
Even if there exists an object concept from which a segment can be produced,
the robot still needs to be able to put that knowledge in the context of the scene
and to understand which objects are referenced when it interacts with a human. In
Chapter 4 I present a segmentation method that builds on a simple concept that
objects are things with some continuity in appearance and shape, and that is able to
incorporate other information about the object as it becomes available through for
instance human instructions. In the remainder of this chapter objects are assumed
to be identified and segmented from the background, and the task is simply to pick
them up. The method is designed for objects with no or little texture. However, I
also illustrate the applicability of the method in a more complex scenario with an
actual segmentation as well as with more textured objects.

2.4

Method

In this section I present the different parts of the method that is based on the
heuristic in Section 2.2. It tries to find, without any previous knowledge, a necessary
and sufficient structure on the object that supports to be grasped on. It consists
of the following steps:
• Retrieve images from stereo pair, find and segment the object4 and process
for edges
• Trace edges to find continuous contours
• Match the contours from left and right images and reconstruct
4 In

the experiments this step was simulated by using only one object on a plain background.
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• Find plane hypotheses (corresponding to grasp hypotheses) among the reconstructed contours
• Select one hypothesis and perform grasp
I first describe the general mechanisms of the contour matching method with extensions, and then I explain the steps detailed above.

2.4.1

Dynamic Time Warping

Dynamic Time Warping (DTW) is commonly used for aligning two sequences, for
example sound signals for speech recognition. In the computer vision field it has
both been used for e.g. tracking of deformable contours [55] and contour based
shape retrieval [92]. In this work the algorithm is used for the matching problem
of contour based 3D reconstruction.
The algorithm is illustrated in Figure 2.5 and includes the following steps.
1. Select two contours and compute the distance matrix D, i.e. a matrix holding
the smallest distance d(i, j) between each pair of points (pli , prj ) on the contours
cl and cr .
2. Compute the accumulated distance matrix Dacc , i.e. a matrix holding the
distance between each pair of points and the starting point. This is calculated
with dynamic programming (see Equation 2.1).
3. Search from the end pair in the accumulated distance matrix, the path of
minimum accumulated distances until the start pair is reached. This trail
corresponds to the optimal match.
The accumulated distance matrix is calculated as follows. From each matrix
entry, corresponding to a pair in the sequence, it is possible to either take one step
forward in both sequences, referred to here as matching steps, or take one step in
either of the sequences while standing still in the other, referred to here as aligning
steps. Thus each pair, except pairs containing the first position of each sequence,
can be reached in three ways, and the cost of reaching a pair can be expressed as:
Y
] ⁄ · Dacc (i ≠ 1, j)
⁄ · Dacc (i, j ≠ 1)
Dacc (i, j) = D(i, j) + min
(2.1)
[
Dacc (i ≠ 1, j ≠ 1)

Here, Dacc is the entry in the accumulated distance matrix, D is the entry in the
distance matrix, and ⁄ is a cost for making alignments, (see below).
If the sequences are a perfect match, only matching steps will be taken. This is
however rarely the case. For example in the 3D case, the cameras will look at one
edge from different perspectives, resulting in for example one edge shorter than the
other, or with less curvature. In these cases alignment steps are taken to correct
the dissimilarities.

2.4. METHOD

23

cr
high

low
d(1,1)

dacc(1,1)
d(1,m)

dacc(1,m)

cl

d(n,m)
d(n,1)

D

dacc(n,m)
dacc(1,m)

Dacc

Trail

Figure 2.5: An overview of the DTW-algorithm. Contours cl and cr are matched
by first creating D consisting of all pairwise distances and then an accumulated
distance matrix Dacc . The latter is then traced from element (n, m) to get the path
with the least cost.
Which distance measure to use depends on the application. In the case of 3D
reconstruction from stereo image pairs, epipolar geometry has been used before
[116]. I have also adopted a distance measure denoted d(i, j) = f (pli , prj ) between
points pli and prj . The distance is calculated as follows:
rh
d(i, j) = f (plh
i , pj ) =

T lh
(F prh
j ) pi
2
||F prh
j ||

.

(2.2)

Here prh and plh are the homogeneous coordinates of corresponding image points,
and F is the fundamental matrix describing the relation between two corresponding
points in the stereo pair according to:
rh
plh
i F pj = 0.

(2.3)

l
With respect to Figure 2.2, el = F prh
j is the parametrization of the line e in the
l
lh
left image, and plh
i e = 0 indicates that the point pi lies on this line.
There is however a problem with this measure. When a contour is parallel or
close to parallel to the epipolar line, the distance is roughly equally small for a
large range of contour points, and the 3D contour often gets the characteristic look
of Figure 2.6. For straight edges this can be handled by tilting the robot’s head,
but with circular edges the problem cannot be circumvented like this. I propose a
solution to this as presented in next section.

Adaptive Weighting
The problem in Figure 2.6 is that one point in one image has been matched with a
whole range of points in the other image, i.e. aligning steps have been preferred by
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the DTW. To promote matching steps in these cases I introduce a cost for aligning
steps. The cost is inversely proportional to the difference in orientation between
the epipolar line in the right image, corresponding to pli , and the contour in the
left image as follows:
⁄=

I

1.5 +
1.5 +

1
–ú(eÕ ≠pÕ )+—
1
–ú0.1+—

eÕ ≠ pÕ > 0.1
otherwise

(2.4)

In the above equation eÕ and pÕ are the orientations of the epipolar line and contour
respectively. There needs to be a steep increase in the cost ⁄ in the case that the
difference (eÕ ≠ pÕ ) is small. The constant cost is kept to 1.5, as suggested in [116].
Running a number of experiments in different settings, I found – = 10 and — = ≠0.6
to give good performance.
When using adaptive weighting the resulting contour is much smoother and it
also deviates less in the direction of the normal of the plane, see Figure 2.6. This
in turn generates better plane hypotheses in the next step.

Figure 2.6: The top images show the side view and a top view of a circular contour
without adaptive weighting, and the bottom images show the same contour matched
with adaptive weighting. These contours are taken from the upper rim of the cup
in Figure 2.10.
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Contour Extraction

For acquisition of edges, the Canny edge detector is used [36]. Since DTW works on
sequences, in this case contours, an exhaustive search for connected edgels (points
belonging to an edge) is performed. One set of contours, C = {ck }, is formed for
each edge image:
ck = [p1 ..pJ ] | N (pj≠1 , pj )

(2.5)

where N (pi , pj ) denotes the neighbors and is true if

xdif f (pi , pj ) Æ 1 · ydif f (pi , pj ) Æ 1

Inherent to Canny, it is possible for edges to have branches, meaning that one
contour can split at some pixel and continue in two directions. This is not acceptable
for the contour matching. For each contour I therefore first remove stubs shorter
than three pixels. After this, if
N (pi , pj ) · N (pi , pk ) · N (pi , pl ), i ”= j ”= k ”= l

(2.6)

then I split on pi for all the contours. Finally, the orientation with respect to the
contour’s direction and curvature are calculated for each contour point as
ori(pi ) = arctan(

ydif f (pi≠2 , pi+2 )
)
xdif f (pi≠2 , pi+2 )

curv(pi ) = max(0.5 +
j

where

v1T v2
)
2|v1 ||v2 |

(2.7)
(2.8)

v1 = pi≠j ≠ pi , v2 = pi+j ≠ pi , j = 1..6

A rough filtering is also performed to get rid of contours that have too much
curvature, by looking at the average curvature over each contour. These are unlikely
to correspond to an edge, but rather some texture or shadings on the object. The
procedure is repeated for both left and right images.

2.4.3

Matching

An additional complication with respect to the correspondence problem is that
Canny very often breaks the edges differently in the corresponding images, see Figure 2.7. This is affected by for instance lighting conditions and different parameters
to the edge detector. Therefore it is necessary to be able to match partial contours.
Matching is made on two different levels: Contour level, where DTW is used
to find the most likely pairs of contours and to generate a 3D contour, and plane
level, where the contours are grouped into ones belonging to the same plane. These
matching steps are described next.
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Figure 2.7: Two examples how edges break differently in the left and right images
under two different Canny parameter settings. This makes it necessary to be able
to match partial contours.
Algorithm 1: Finding Corresponding Contour
input : A contour cl œ C l from the left image
output: A corresponding contour cr œ C r from the right images
Randomly select pi from cl
for each ck œ C r do
Pk Ω pj |pj œ ck , j = argminj d(pi , pj )
end
for k = 1..|P | do
if d(pi , pj ) < 3 then
oridif f Ω |ori(pi ) ≠ ori(pk )|
curvdif f Ω |curv(pi ) ≠ curv(pk )|
Sk Ω oridif f + curvdif f
else
Sk Ω Œ
end
end
cr Ω ck |k = argmink Sk
Contour Level Matching
The contour level matching solves i) the correspondence problem, i.e. which contour
corresponds to which, as well as ii) the mapping problem, i.e. which point on one
contour corresponds to which point on the other contour. Longer contours are in
this setting more likely to belong to an object and they are therefore processed in
order based on length. The algorithm is similar to the general DTW algorithm presented in Section 2.4.1, but with some modifications. This method can be directly
applied to two contours that are known to correspond to each other, and are known
to be fully matchable. In this case the matching can be started by selecting one
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end point on each contour. I need in addition to deal with partial matchings since
there is no guarantee that contours will not break differently in the two images.
This means that the problem of finding corresponding start- and endpoints, iii),
needs to be dealt with. The problems i), ii) and iii), are solved as described below:
For i), finding contour correspondences, a contour cl in the left image is selected
and a match is searched among contours cr in the right image according to Algorithm 1. For solving ii) the DTW algorithm is applied, but needs to be modified to
account for iii). One example of differently broken edges and how they are matched
is shown in Figure 2.8. In this image the upper part of the right contour matches
the lower part of the left contour. Therefore I adjust the algorithm in Section 2.4.1
according to the following, when matching two contours cl and cr :
• Compute D and Dacc as described before, and find the trail according to the
next steps.
• Begin at Dacc (n, m), where n = #contour points in cl and m = #contour
points in cr .
• Search the first matching step, i.e. the first step going from Dacc (n, j + 1) to
Dacc (n ≠ 1, j), or from Dacc (i + 1, m) to Dacc (i, m ≠ 1).
• Create correspondences for the rest of the points until Dacc (i, 1) or Dacc (1, j)
is reached.
The contour parts in the beginning and the end are considered as new contours, and
are inserted in the list of unmatched contours where they will be subjects for new
possible matchings, (Figure 2.8 right). The contour level matching continues until
all contours are either grouped or discarded if no corresponding contour was found.
Once the matching is complete there exists a set of correspondences between the two
images. Since the cameras are calibrated, these correspondences can be triangulated
to generate points in 3D space. The contour level matching will therefore generate
a sparse shape description of the object.
Plane Level Matching
From the previous section a sparse 3D representation of the object is generated. The
next step is to find planar structures in this representation and to find a suitable
one to grasp on. One critical issue is how many hypotheses to create and how to
rank them according to some quality measure. Since there is now a set of 3D points,
one option would be to create all possible planes using all combinations of three
points, p1 , .., p3 , from the set, to rank them and select the best. Two problems with
this approach are that it creates O(n3 ) hypotheses, and that it solely relies on the
quality measure. The latter problem is highlighted in the experiment section. The
former problem is dealt with by excluding points already assigned to a plane when
searching for new planes as described below.
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Figure 2.8: The left image pair shows the matched part of the contours in black,
and the unmatched parts in gray. The right image pair shows the unmatched parts
from the left, matched with new contours in red.
To address the latter problem I take advantage of one of the methods for generating grasping points that was discussed in Section 2.1.1 [28]. The grasping points
produced by this method is likely to reside on a graspable structure, and since this
method is contour based as well, a generated grasping point will correspond to a
reconstructed contour point. By selecting this as p1 , the problem’s dimensionality
is reduced. Furthermore, contour segments are likely to either make up at least one
plane itself, or at least be part of the same plane. By next selecting p2 close to p1
on the same contour segment as p1 , the two are likely to belong to the same plane.
The problem then reduces to the one dimensional problem of selecting p3 among
the rest of the contour points. To further improve the plane hypotheses, instead of
just choosing p1 , .., p3 , a small neighborhood around them are randomly sampled
to find the plane with most inliers.
Now that p1 , p2 and p3 are selected, a plane ﬁi can be defined. A refined plane
is then computed using regression over all points within a certain distance from
this plane. The quality measure for the plane is defined as follows:
support(ﬁi ) =

ÿ w(pj ) ú P (pj )
,
(⁄1 + ⁄2 )

j|pj œﬁi

where w(pj ) =

1+

(2.9)

1

e≠dp (pj ,ﬁi )

Here dp (pj , ﬁi ) is the distance from pj to plane ﬁi , P (pj ) is the probability of pj
being a grasping point generated from [28], and ⁄1,2 are the two largest principal
components over the points belonging to ﬁi . The measure will thus prefer surfaces
with many points close to the surface and with high grasping probability, and prefer
compact surfaces to elongated ones.
Given a plane ﬁi a grasp hypothesis is defined as (ni , µi ), i.e. the normal vector to
the plane and the mean of the points belonging to ﬁi . The corresponding pre-grasp
is then generated by offsetting the gripper by a distance from µi in the direction ni ,
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and rotating the hand to grasp along the smallest principal direction in the plane.
When a plane is found, all points belonging to that plane are excluded in the
next search for p1 . In this way, the number of hypotheses that are produced is very
limited but likely to be good for grasping. However, before selecting a new p1 , all
planes containing p1 are found using the method described above.
To measure the benefits of selecting points using [28] I compare with two other
methods, firstly by just randomly selecting p1 and then proceeding in the same way
and secondly by systematically picking p1 from the longest to the shortest contour.
The assumption behind the latter method is that longer contours are more likely
to originate from an actual edge of the object rather than from texture. In both
compared methods Equation 2.9 is also modified by removing P (pj ).

2.5

Evaluation

The goal of the proposed method is to generate good grasping hypotheses for unknown objects in a robust and stable manner. The idea is to generate a number
of hypotheses, rank them internally and select the best one by also taking into
account the kinematic constraints of the gripper, or potentially other preferences.
Furthermore as few false positives as possible should be generated, i.e. hypotheses
that does not correspond to a sensible grasp. In this section, I will show that this is
achieved for objects and scenes of varying geometrical and contextual complexity.
Figure 2.9 shows an image sequence of an experiment with execution of a grasp.
Firstly, Figure 2.10 shows results from the contour matching on three objects,
as seen from the left camera. The contours from the edge detector are indicated in
the second row, and finally the contours that were successfully matched are shown
in the last row. Notable, which is clearly visible on the cocoa box, is that the
matching is poor for contours generated from texture. This is actually a desirable
feature of the matching, since texture is not an indicator of object structure.
Secondly, Figure 2.11 shows results from plane matching for some objects used
for the experiments. The third row shows the output of the grasping point detection
in [28]. The leftmost object has a complex geometric structure, but with easily detectable edges. It is furthermore used to indicate that the method can handle grasp
hypotheses from any direction, compared to other methods that restrict themselves
to side- or top grasps, e.g. [132]. On the tape roll, parallel contours lead to false
matches which are marked with dotted lines in the figure. However, these contour
segments will not lie in an actual planar structure and is therefore less likely to be
part of a plane hypothesis with strong support. They actually correspond to depth
errors of up to 50 cm, so the normalization factor in Equation 2.9 makes sure that
they get low support, and are in this case in fact included in the three plane hypotheses with weakest support. The tea canister is an example of how the method
handles objects with more texture. Furthermore, parallel lines around the lid might
cause problem when finding the top plane. Finally the magnifier box is taken from
a more complex scene where it is segmented from the background which results in
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Figure 2.9: The figure shows an example of the execution of a grasp where edges
are extracted and matched, grasp hypotheses are generated, the best one is selected,
the gripper is positioned along the normal of that hypothesis and finally the grasp
is executed.
the edge detection producing more broken edges, which complicates the matching
problem. Looking at the two best hypotheses for each case (red and green), they
correspond to how a human probably would have picked up the objects under the
same conditions. Looking at what planar structures that were actually detected,
missing ones include the side plane on the hole puncher and the left side of the tea
canister. This could create a problem if kinematic constraints of the gripper does
not allow it to use the suggested hypotheses.
As mentioned in the previous section, the choice of the starting point is crucial to the performance of plane detection. The proposed method is compared to
random selection and sequential selection, as described above, using the data from
Figure 2.11. Due to the random sampling around p1 , .., p3 , each hypotheses generation will produce different results. Figure 2.12 shows three examples for each of
the three methods applied to the magnifier box. The two plane hypotheses that
have the highest support are red and green. The best results for each method are
shown in the leftmost column. For the proposed method, results similar to this one
were the most commonly produced ones, i.e. all three sides of the box are properly
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Figure 2.10: From above: The original images; After extraction and filtering of
contours; Grouped contours after the DTW-algorithm.

detected as planar structures. For the two compared methods, the more common
scenario was that only a couple of the sides were detected, and often given lower
support than bad hypotheses, meaning that they would not be selected as grasp
hypotheses. On the contrary, the proposed method managed to find all three sides
even in the worst cases, and furthermore give them higher support than the bad
hypotheses.
In cases of simple, low-textured objects in non-cluttered scenes, all three methods have a comparable performance. However, real world scenarios are more like
the one in Figure 2.12 need to deal with objects of arbitrary geometry in complex
scenes in which segmentation is hard due to sensory noise, clutter and overlaps.
Another example of a more realistic scenario is given in Figure 2.13 where all
three sides are successfully detected, despite of the complexity of the scene resulting
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Figure 2.11: Four examples of the method. The first row shows the objects, the
second row shows their matched contours, the third row the grasping point probabilities and finally the five best hypotheses for each object are shown in the last row.
The hypotheses are colored, from best to worst, red, green, blue, cyan, magenta.
False matches are circled in black. The plane normals are indicated with bold lines.

in broken edges.
Finally, Figure 2.14, indicates three hypotheses from the objects in Figure 2.10
along with the pre-grasp with respect to the strongest hypothesis, i.e. how the
gripper should be placed with respect to the plane.
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Figure 2.12: Top row: Proposed method. Middle row: Random selection. Bottom
row: Sequential selection. Colors in the same order as in Figure 2.11.

2.6

Discussion

For robots, the ability of grasping and manipulating unknown objects is essential.
However, it cannot be considered in isolation, but rather is intricately connected
with the ability of detecting and segmenting objects. In order to learn a model of
either an object instance or an object class, even if an accurate segmentation exists,
just looking at one side of the object is not enough. By picking it up and observing it
from different directions, a more complete model can be built. Looking from another
viewpoint, if an object is detected, but poorly segmented, manipulation can help
correcting the segmentation, which is presented in Chapter 5. Another aspect is
the ability to reason with humans about the state of a scene in terms of objects. In
Chapter 4 I show how to incorporate human knowledge in a segmentation scenario
where the robot cannot resolve the scene on its own.
In this chapter I explored how to perform the manipulation, in this case picking
something up, given the situation that the object has been detected and segmented
from the background. I introduced a simple grasping method, i.e. a method that
finds a structure on the object that is sufficient for grasping. It only needs to find a
part of the object that supports grasping, it does not need to use the entire object.
In the extreme case, as long as it finds two co-planar edges on the object it can
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Figure 2.13: Upper left: The scene with the overlaid segmentation mask. Upper
right: Contours extracted and filtered. Lower left: Contours grouped by the DTWalgorithm. Lower right: Three plane hypotheses.

generate a grasp. In addition, this also makes it robust to bad segmentations. The
method presented by Saxena et al. [120] requires in principle less visual information
since it only needs a small patch around a grasping point to locate it. However,
apart from training on a synthetic data set, they need training examples from
the environment they work in, as they demonstrated in a scenario unloading a
dishwasher. This means that the robot will need additional training as soon as it is
faced with a new environment, making the approach much less general. Therefore,
for a point on an object to be sufficient information to perform a grasp, it requires
both training on a number of pre-labeled images of objects, as well as images from
the intended grasping scenario. Significantly more information is thus required
compared to the method proposed in this chapter.
Saxena, as well as the recent work presented in [49], are ignorant of specific
objects. This is fine if objects are clearly separated and not stacked. If this is not
the case, the robot needs to know about how objects are placed with respect to each
other in order to predictably perform manipulations in the scene. For instance, if the
robot finds the best grasping point on a plate, objects that are placed on the plate
might fall off if the robot is not aware of them. In this sense robotic manipulation
is intricately connected with the problem of object segmentation.
The contributions in this chapter include a novel grasp hypothesis based on
planar contours, and an adaptation for a more robust DTW-based contour matching
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Figure 2.14: Upper: Three plane hypotheses. Corresponding contour points and
their normal vectors. Note that in all cases planes share contour points, so points
belonging to the most supported plane (red) are covered by other points. Lower:
The uppermost plane with a parallel jaw gripper using the normal as an approach
vector. The normals of the cocoa box and the cup are roughly parallel to the normal
of the table, but for the hole puncher the normal is indicated with blue.

approach through adaptive weighting. The proposed method performs grasping by
first reconstructing the shape of the object and finding grasp hypotheses in form
of planar surfaces. Given the setup of a stereo camera pair, reconstructing the
shape can be done densely or sparsely. Dense methods, such as [60, 67], require
that the objects to be reconstructed are textured. For low- or non-textured objects
another approach needs to be taken. The proposed method works best for nontextured objects, and matches contours from a stereo image pair to build a sparse
3D reconstruction. The developed methodology is based on the use of dynamic
time warping which is here used to enforce the similarity between the curves in
corresponding images.
Given that this reconstruction is sparse, it makes little sense to take the approach of fitting parametrized shapes to the structure and finding good grasp hypotheses in simulation. Instead I proposed finding planar structures on objects and
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use these as grasp hypotheses. When searching for these planes, and when assigning a quality measure to them, I use grasping point hypotheses from the grasping
point detection method in [28]. The intuition is that using a good grasping point
as a starting point when searching for planes increases the likelihood of detecting
an actual graspable structure.
There are however problems with the method, mainly concerning the contour
matching. In situations where many parallel contours exist, the distance measure
based on the epipolar geometry will give very similar results in these cases. One
addition in the contour matching stage would be to also include similarity in appearance in the DTW-algorithm.
So what is next? The goal for the robot is to gain experience enabling it to
perform manipulation tasks from memory. This experience can come from the
robot for instance learning object models from an existing database or sharing
experience with other robots. Perhaps the most essential source is the ability of
online learning, i.e. the ability to learn an object model by looking at it, touching
picking it up and looking from different directions. Two prerequisites for this are:
1) the ability to pick up unknown objects, and 2) the ability to locate individual
objects. In this chapter I presented a method enabling 1). This, however, also builds
on the ability to locate and segment individual objects. The natural extension of
this method is therefore to introduce an object segmentation method. In the next
chapter I detail some related works on segmentation and scene understanding, and
in the two chapters after that I present my solution to this problem.

3
Related Work
In this chapter I introduce object segmentation, i.e. the process of separating objects from their background in a scene, from two perspectives: First some findings
about human development and how children perceive the world, and how they build
experience. Then I present how the segmentation problem has been approached by
the computer vision and robotics communities, and how those works relate to the
work presented in this thesis.

3.1

Human Development

Much of our world us is centered around objects. Humans have an unparalleled
ability to effortlessly manipulate a vast range of different objects, and can quickly
adapt when presented with ones we have never seen before. Furthermore, since
beginning of mankind, we have been able to manufacture objects to simplify tasks,
make task execution more effective, or to enable tasks that otherwise would have
been impossible. Manufactured tools dated 2.6 million years ago have been found
[47], indicating that tools was an essential part even in the beginning of human
evolution. As a result, objects that we use are almost exclusively made for humans.
The fact that objects are designed with human usage in mind means that they
are adapted to our embodiment and sensing capabilities. The size of pens, knifes
and forks fit in adult hands, doorways are high enough for most people be able
to walk through them upright. Among our sensory systems, vision is perhaps
most important one with respect to identifying and manipulating objects. We use
vision for a variety of purposes such as sifting through the freezer in a grocery
store searching for meatballs, or fixating on the tip of a thread while threading a
needle. We excel in recognizing objects, but even when faced with entirely new
ones, we have no problems identifying the extent of that object and how it could
be grasped. This ability however, is nothing that we are born with. As infants we
seem to react to features that resemble faces the first two months of our life [70],
but further development requires us to gather experience. This experience becomes
necessary when it comes to tasks like segregating objects, i.e. determining object
boundaries. Evidence suggests that infants show little indication of differentiating
between the existence of one or two objects based on appearance [37]. However,
37
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there are findings that show that 4.5 months old infants when presented with objects
individually in advance, can make that distinction [107]. Another ability that aids
us in getting experience is exploration. Needham presents studies among infants
between 3 and 4 months old that suggest that actively exploring objects in advance
also improves their ability to identify when two objects appear in a scene [105].
Thus by actively touching and manipulating objects we build an experience in
terms of recognizing features that makes it possible to realize what constitutes a
border between objects.
The findings presented above are reflected in this thesis. The robot will have
difficulties to segregate objects without help. In the earlier Needham study [107] a
human intervened and showed the infant that the “thing” that it observes can in
fact be separated into individual objects. In the same way the robot in Chapter 4
will be assisted by a human who points out to the robot when it makes wrong
interpretations of the scene. Chapter 5 follows the findings of the later Needham
study [105], and lets the robot explore the scene to resolve false scene interpretation. In this chapter motion is an essential cue, and which also is true for infants.
It is through motion that the infant can perceive spatial depth and object boundaries, before other visual cues can provide the same capability, which helps with
segregating objects from the background [57]. Motion also helps when infants build
3D representations of the objects, which was shown in a study with 4-month-old
infants [2].
Infants learn quickly though. When reaching 8 months of age, children can use
visual cues that lead them to hypothesize that similar parts belong to the same
object, while dissimilar parts actually are individual objects [106]. This is a natural
direction for the development of robots as well. The goal should be for the robot
to partition scenes into objects only using vision, without any aids from humans
or own exploration. However, there needs to be an underlying functionality using
these aids before the robot has gained this experience. Furthermore, the robot
will most likely face new situations that it cannot resolve, requiring it to use these
abilities.
In the next sections I look at how the computer vision community has approached the problem of object segregation, commonly referred to as segmentation.
These methods can be thought of as representing an early visual processing system.
A robot using them will create hypotheses about scenes, but will need assistance
to verify or correct them.

3.2

Segmentation and detection

Image segmentation is the process of partitioning the image into a number of regions whose pixels are coherent according to some criteria, or put in another way,
finding a labeling of the image, i.e. labeling each pixel with the label that best
fit the criteria. A simple way would be to apply the k-means algorithm [89] on
the (x, y)-coordinates and the color channels of the image, which would result in
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a segmentation into k segments where similar colors in proximity would be clustered. One drawback of this method is the high likelihood of ending up in a local
minima. More sophisticated methods include mean shift segmentation [41] which
circumvent another drawback of the k-means algorithm by not forcing a decision on
the number of clusters beforehand. It does this by treating the (x, y, color) space
as a probability distribution and assigning each pixel to the closest mode of this
distribution. Other methods that partition the whole image into coherent regions
are the two graph-based methods by Shi et al. [128] and Felzenszwalb et al. [48].
One characteristic of the above methods is that none of them care about objects.
An object might correspond to exactly one of the segments. In the previous chapter
this would have been a likely result for the green cup since its appearance is very
simple. In the general case however, e.g. the hole puncher in the previous chapter, it
is likely that different parts with different appearance will be assigned to different
segments. This phenomenon is known as oversegmentation. (The opposite phenomenon, undersegmentation, is when multiple objects are captured with the same
segment.) The work presented in this thesis focuses on objects, so there is a need
for a segmentation method that targets objects specifically and generates segments
that correspond to objects. This is commonly referred to as figure-ground segmentation. “Figure” and “ground” are used here interchangeably with “foreground”
and “background”.

3.2.1

Finding the object

In order to segment an object it needs to be found. One branch of the figure-ground
segmentation literature assumes that a human finds the object by interacting with
a computer. Different methods require different kinds of interaction. This can
for instance be scribbling in the image [9, 31], framing the object of interest with a
rectangle [117, 137], or just indicating object positions with single points [6, 99]. By
scribbling in an image the method can directly build a model of the appearance of
object and background using the pixels from the scribbles. In [27] users interact with
an image by roughly tracing the contour of the object with a wide pen, and building
a color model from the inside and outside of the resulting wide contour. In [27, 31]
the user is allowed to keep interacting with the image by scribbling in areas that
were not correctly segmented in a previous pass allowing for gradually improving
the segmentation. Scribbles were also used in [9] to co-segment several images with
the same foreground object. Doing this the user can build an appearance model
from just a few images and get a segmentation for the rest of the images using this
appearance model. Like [31] an operator is allowed to correct a bad segmentation.
However, rather than having the user manually search for possible improvements,
the method identifies ambiguous areas and suggests where to draw new scribbles.
Unfortunately few of these methods are transferrable to a robotic scenario.
Scribbling on or framing an object in an image requires higher level knowledge
about what objects are in order to both identify the location of the objects as well
as their extents in the image. This is not the case for the robot in this thesis.
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What can be expected by a robot then? Looking through the literature, several
methods exist that finds potential object locations in an image, also known as visual
attention methods [69] (See also Section 2.1.2). These methods assign a value to
each pixel how salient it is with respect to certain criteria, i.e. how much it stands
out from its surroundings. If these criteria can be seen as good indicators of an
object, a salient pixel will be likely to reside inside an object. Different criteria has
been proposed, such as contrast from intensity and texture [69], contextual priming
using features computed on the whole image [110] or symmetry [80].
Thus, a robot can be assumed to with good accuracy find points on objects
in an image, without considering what type of object it is. These are referred to
as fixation points. This provides a good starting point for the remainder of this
thesis where the task is to segment unknown objects from the background. The
next question is to find a segmentation method that takes a single point as input.
Two of the segmentation methods mentioned above can take advantage of point
initialization, the work of Mishra et al. [100, 99] and the work of Bagon et al. [6].
Like mentioned in Section 2.3, these methods also build on another desired feature:
A concept of an object. However, as I point out below, these concepts give rise to
methods that are not are suitable in my context.
Objects in the work of Mishra et al. [100] are defined as residing within an
optimal contour around the fixation point. Contours in this case are produced
with the boundary detector in [91], which is a method that is based on contours
as humans perceive them. In the context of this thesis, where objects are used
for manipulation, I want an object to have coherent mass. As seen in [91], humans
identify borders around features such as eyes and mouths, or identify borders around
both a flower and its stem rather than the whole plant in one contour. This means
that eyes and mouths might become individual objects if the fixation point is placed
inside either object, and that only one part of a plant will be included in one
segment. The authors take some measure however to avoid these situations by
attenuating boundaries that have similar depth or motion flow on both sides of the
boundary.
The work of Bagon et al. [6] defines objects as things in the image that are selfsimilar, meaning that the appearance of parts of the object can be found in other
parts of the object using geometric transformations. The drawback of this in my
case is that several objects of the same type will be captured with the same segment.
In the supermarket scenario this is a very common scene that the robot has to deal
with, so it will need a way of separating these into individual objects. Furthermore,
which was mentioned before, both methods are computationally complex which
also makes them less suitable in a real-time system.
The definition of an object that I need should enable segmentation of whole
objects, i.e. things with coherent mass. I therefore define an object (see Section 4.1)
to be something that has some continuity in shape and appearance.
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Segmenting the object

Now that the object is found, whether by letting a human mark it in an image or by
letting the robot find salient points, it needs to be segmented, i.e. each pixel needs
to be assigned a label. In the literature there are two big subfields that treat this
problem: Variational or combinatorial methods. Common for these methods are
that they are expressed as optimization problems, and that the optimized functions
have smoothness terms that smooth the border of the segment.
Variational methods optimize a functional over the image, expressed either in
terms of object contours [38, 74] or image regions [39, 102]. These contours are
commonly modeled as level-set functions, with positive values for foreground regions
and negative values for background regions. The contour is then given by the zerocrossing between these regions. Contour methods rely on image gradients. They
are, which was apparent in the previous chapter, hard to extract robustly as well
as giving very unreliable results when objects are textured.
Region based methods are more related to the method used in this thesis. These
model the regions outside and inside the zero level based on their appearance. This
has been done using mean intensities [39], or arbitrary distributions for foreground
regions [53]. In [22] this was extended to the use of color histograms for both foreground and background. Similarly to this thesis, Chockalingam et al. [40] model
both appearances, spatial positions and region extents. They do this in 2D, however, while the system proposed in this work exploits also 3D data, if such data is
available.
Unlike the variational methods, the combinatorial ones typically define the segmentation problem as a labeling problem on a graph, more specifically a Markov
Random Field (MRF), where each pixel is represented by a node that is connected
to some local neighborhood (see Chapter 4.2.1). The segmentation is then based
on minimizing an energy function (or maximizing a probability) over functions on
individual nodes and their neighborhoods. This process is described below.
In [61] the authors did a comparative study of minimizing the same energy using
either a variational or combinatorial formulation. The former often propagates the
boundary using a gradient descent approach to solve the optimization. This makes
it likely to get stuck in local minima, and convergence can furthermore be slow.
With the latter formulation global optimization methods can be used. Grady et al.
showed that in the latter case a solution can be found with a lower energy in most
cases as well as finding it in orders of magnitude fewer iterations and less time [61].
Furthermore they demonstrate that the combinatorial optimization method that
they used is less sensitive to difference in initialization, something that is desirable
in this thesis, since initialization of the segmentation must be done automatically.
Problem formulation
There are two basic ideas behind MRF-based methods. The first is that each
segment in the image can be described by a model based on for instance color.
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These models are typically described using GMM:s [27], or histograms [99]. Having
one object model and one background model makes it possible to compare each
pixel which model that it fits best. The second idea is the assumption that the
label of neighboring pixels are dependent on each other. If this assumption is not
made, all pixels would be individually assigned to the label that maximizes the fit
to the models. Contrarily, it would not be bold to assume that two neighboring
pixels have the same label. If we want to segment one object in a scene, the
only neighbors that would conflict with this assumption are the pixels around the
border. Therefore the common approach is to penalize the total energy when two
neighboring pixels have different labels.
Typically the problem is formulated as the one of finding the labeling l that
maximizes a function:
argmax P (l, m, ◊) =
l

1
P (m|l, ◊) (l).
Z

(3.1)

Here N is the number of pixels in the image, N denotes the set of all neighboring
pixels and Z is a normalization constant making P (l, m, ◊) a proper probability
distribution. Measurements are denoted by m, for instance the RGB-value of respective pixels, and ◊ are parameters governing the different models. Here P (m|l, ◊)
corresponds to observation likelihoods, i.e. how well pixel i fits the model for label
li :
Ÿ
P (m|l, ◊) =
p(mi |li , ◊).
(3.2)
i

That is, the likelihood of an observing mi given the label li and models with parameters ◊. (l) is the smoothness term, and usually expressed as:
Ÿ
(l) =
Â(lj , lk ), where
(3.3)
(j,k)œN

1
Â(lj , lk ) = exp ≠[lj ”= lk ] e

≠f (mj ,mk )

2

, and

[lj ”= lk ] = 1 if lj ”= lk , and 0 otherwise.

(3.4)

(3.5)

Hence Â(lj , lk ) will only affect the result if the two neighboring pixels have different
labels. The question is how to penalize when they have different labels. Ideally
there should be no penalty if one actually belong to an object and the other the
background. In the image the border between object and background is assumed to
be likely to have high contrast (which is naturally not always the case). f (mj , mk )
is therefore a function that produces a value that increases with the difference in mj
and mk , which will increase the value of Â(lj , lk ) for neighbors with high contrast.
Rather than maximizing P (l, m, ◊), most methods finds the labeling that minimizes
E(l, m, ◊) = ≠ log P (l, m, ◊).

(3.6)
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The problem is now to find an estimate l̂ œ LN of the true labeling, that maximizes
P , or equivalently minimizes E. Many methods have been proposed that does this.
In [134] the authors compare a few different methods for a variety of problems like
stereo matching and denoising, as well as segmentation, and in [26] Björkman et
al. test the performance of a these methods on the optimization problem defined
in Chapter 4. The different methods are outlined below.
Optimization methods
Now the energy function needs to be optimized. An early work that does this is
Iterated Conditional Modes [20]. With this method pixels are initially labeled with
the label that, given the appearance of the pixel, best fit the model. Then each
pixel is locally updated by maximizing a function over that pixel, its neighborhood
and the previous labeling. The problem with this method is its local nature which
makes it often find a poor local minima. This is seen in the results as segments
often being block-like.
The perhaps most popular optimization method is Graph Cuts [31]. One benefit
of this method is that it for the two-label problem, i.e. segmenting one object in
the scene, finds a global minima. The method finds the minimum cut in the graph,
which is equivalent of finding the maximum flow in the graph [52]. This is done
by connecting all nodes (which correspond to pixels) in the graph to two auxiliary
nodes corresponding to foreground and background. These are often referred to as
source and sink. The algorithm pushes flow through the edges from the source, via
the rest of the nodes, to the sink, until no more flow can be pushed. The saturated
edges then constitute the max flow, or minimum cut. How much flow that can be
pushed through the edges is determined by how well the pixels and pairs of pixels
corresponding to these nodes, fit the energy functions from Equation 3.2 and 3.3.
Even for multi-label problems, like the one presented in the next chapter, it
finds good approximations [32]. The procedure in this case is to start out with
an arbitrary segmentation and then go through each pairs of labels and find the
minimum energy for a subgraph over these labels using graph cuts. This is continued
until the energy function is minimized, and the final segmentation is produced.
Two other methods that were treated in [26] are Max Product Belief Propagation
(BP-M) [144] and Sequential Tree-Reweighted Message Passing (TRW-S) [79]. Both
are message passing methods that finds the labeling that maximizes Equation 3.1.
Messages can be seen as measures how much the passing node influences the passed
one, in other words what node j believes about the state of a neighboring node
k. BP-M is an exact algorithm on acyclic graphs, but turns out to have good
properties for cyclic graphs as well, such as those constructed over images. The
message passing has to be performed iteratively until convergence. However, the
procedure is not guaranteed to converge for cyclic graphs, even if it usually does
usually does [143], and there exist schemes that reduces oscillations [103].
TRW-S is similar to BP-M, but relaxes the integrality constraint, i.e. the fact
that labels are discrete, and solves the dual problem of maximizing a lower bound
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to E. It does this by splitting the graph into a set of trees, for which the energy
individually can be exactly minimized using BP-M, and then computing final result
through averaging of nodes belonging to several trees. By doing this for one node
at a time, convergence is guaranteed [79].
Segmenting and modeling
The above methods all find a labeling that maximizes P . For this labeling to be
accurate, there should also exist accurate models ◊. Depending on the initialization,
these models may however be more or less accurate. Many approaches, like [117],
therefore look at the segmentation problem as one of finding an optimal estimate
ˆ making E a function to minimize with
of the labeling l̂ and the parameter set ◊,
respect to both l and ◊. This is typically done in an iterative process that 1) finds
the best segmentation given the parameters, and 2) updates the parameters given
the new segmentation. The iteration is then continued until convergence. This
approach is also used in this thesis.
In a more recent work the authors perform this optimization jointly rather than
iteratively [137]. Using this approach they often find the global minima to the
joint minimization problem, as well as more visually correct segmentations. One
requirement is however that the models are formulated using histograms, which
is not possible for the models I’m using in this thesis. Furthermore, in average
segmentation was run in order of tens of seconds making it too slow for a robotic
scenario.

3.2.3

This thesis

For the purpose of this thesis, focus have been on modeling rather than segmentation. The motivation behind this is that the robot is assumed to be uncertain of
the produced segmentations, and that this uncertainty should be taken into account
during the modeling. The practical result of this choice, which was shown in [26],
is that recall rates are higher than for the approaches described above. This means
that as the algorithm converges and the segment grows, objects will to a larger
extent be completely covered by the segment. Precision on the other hand is lower,
indicating that the segment to a larger extent will cover other objects compared to
the other methods. This is due to examples where objects have been placed in close
proximity, and is in line with the object definition introduced in Section 4.1. In
the next two chapters I will show two ways of solving these situations, and increase
precision, by letting the robot interact with a human (Chapter 4) or interact with
the scene by itself (Chapter 5).
The uncertainty in the segmentation is captured by using a method that works
slightly differently than the methods outlined above. These find the labeling that
maximizes P in each iteration of the segmentation-modeling loop, meaning that
only this labeling will affect the different models. The method that is used here is
similar to the BP-M, and is called Sum Product Belief Propagation [143]. Rather
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than finding the best label for each pixel, like the methods mentioned above, this
method finds the marginal distribution of labels for each pixel given the model
parameters and pixel values. With this approach uncertainties in the labeling can
be taken into account when updating the model parameters, which moves the focus
of the segmentation problem to that of finding a good model of the object. After
convergence, the best segmentation can be computed given the final object model
using one of the above mentioned methods.

3.2.4

Object concepts

In the previous chapter I introduced different object concepts, claiming that very
few of the works in the segmentation literature explicitly define an object. The
methods are used as object segmentation methods, and their performance is often
exemplified using segmentations of faces, animals, flowers etc., but often require
the expertise of a human operator. There is however a vague concept that can be
read from the problem definition. Equation 3.1 is central in many of the works
above. This equation tells us that an object in the scene should have somewhat
coherent appearance and that borders between objects should be discontinuous in
e.g. intensity or color. One observation here is that all segments are treated equally,
which means that no distinction is made between how objects and background are
modeled, so no special consideration is given to actual object properties. This is
contrary to work with a clear object concept, like the work of Mishra et al. [99] and
Bagon et al. [6].
In the former work objects are found using a fixation point. The object is
then defined as the segment containing an optimal enclosing contour around that
point. In practice this is done by creating a polar representation of the image
around the fixation point, and then finding a cut from the bottom to the top of
this image. The segmentation is done in two passes: In the first no appearance
information is used, so the only important information is the boundary. Once
the first segmentation is done, appearance models are created from inside and
outside this segment and another segmentation pass is performed, this time using
the appearance information. The models for object and background are the same,
normalized color histograms, but the object is distinct from the background in the
actual segmentation due to the polar representation.
In the latter work as well, objects are found using a fixation point. A segment
corresponding to an object is, as the authors put it, “easy to compose /.../ using its
own pieces, while difficult to compose from the remaining parts of the image” [6].
This means that the background does not have to conform to the same definition,
and can consist of anything.
Similarly, in this work objects also have definitions distinct from the background.
Objects are considered to be spatially confined, while the background does not have
this restriction. Furthermore a third model which models a supporting surface is
used when a surface can be found, and hence this model is spatially confined in
one direction. The appearance of object, background and surface is modeled in the
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same way, using color histograms. The spatial restriction, as well as detecting a
surface, is simplified due to the stereo camera setup that is used, so spatial extent
can be determined in all three dimensions. In the next chapters I thoroughly treat
the methodology and modeling behind the used segmentation method. I detail the
extensions that are made to problems introduced by the object definition and how
to incorporate knowledge from different modalities that resolves these problems.

4
Generating Object Hypotheses through
Human Robot Interaction
Understanding a scene is essential for a robot, and if it is to in any way interact with
a human it needs to be able to communicate what it sees and take instructions with
respect to the scene. Different scenarios put different requirements on the robot.
For instance, many envision that robots in the future will work as service robots
at places like train stations, shopping malls or museums [63, 130]. These robots
will need to share and discuss concepts about the environment with humans that
ask for their assistance, for instance about objects, places and activities. Some of
their tasks might be to answer questions about the directions to some restaurant
or shop, or to accompany someone to the elevators. For these robots it is essential
to identify and reference objects and their relations when for instance describing
that the location of the escalators as “behind the big plant, next to the vending
machines”. Such scenarios have been explored on a large scale in environments
involving rooms, corridors and doorways, through building maps and labeling places
by creating correspondences between how the robot and the human perceive the
world, [147].
While large-scale concepts such as rooms and doorways were learnt in [147], for
service robots assisting people in a home environment, understanding small-scale
scenes is equally important. When asked for something, like “bring me the yellow
pen that is to the left of the notepad”, it is essential to understand the existence of
the objects as well as their placement and the relation between them. If the robot
has knowledge about object categories, i.e. what a pen and a notepad is, it can
recognize them in the scene and deduce what to pick up. If it lacks this kind of
knowledge though, further instructions must be given, for instance regarding the
shape or color of the objects. One approach to achieve this is for the robot to
create hypotheses from its visual input corresponding to what it thinks that objects
are. However, identifying an object only using low level visual information is an
ill-posed problem, illustrated in Figure 4.1, unavoidably leading to erroneous object
hypotheses. In this case the robot must be able to adapt its hypotheses through the
acquisition of new information. This chapter looks at the problem of integrating
information from a human and in Chapter 5 the robot acquires this information
through interacting with the scene.
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(a) Three individual corn cans

(b) Three corn cans wrapped in plastic

Figure 4.1: In both images, the robot will be likely to produce the same object
hypothesis. Realizing that 4.1(b) is actually one object means that it at some point
learned to recognize plastic wrapping, a difficult problem on its own, as well as the
the function of the wrapping.

Looking back at the example scenario in the supermarket, the problem I am
solving is that which was introduced in Chapter 2, i.e. the problem of partitioning
a scene with respect to its objects. Looking at a shelf in the store, how can the robot
create hypotheses about objects? How can it be sure that its hypotheses actually
correspond to real objects? Can it figure out how these objects are arranged with
respect to each other? As mentioned before, visual sensing is not enough to solve
this task robustly. A human is however accompanying the robot to the store, so by
asking the human for assistance, the robot can resolve situations where mere visual
input did not provide enough evidence to partition the scene into its constituting
objects. In this chapter I implement the ability for the robot to recognize input
from a human in form of for instance spatial relations.
In this thesis object hypotheses are created through object segmentation, meaning that regions corresponding to objects are cut out from their background. If the
robot can obtain correct hypotheses, this can later be used for learning object
models, or for grasping. It has furthermore been shown that recognition results
are improved when combined with segmentation [23]. When creating the object
hypotheses the approach taken here benefits from object relations, just like the
service robot above was able to find the correct pen by putting it in a relational
context to the notepad. The developed method is able to incrementally improve
its hypotheses about objects as new information about objects’ relations becomes
available.

4.1

Object Concept

Differently to research dealing with object recognition, in this thesis I assume that
the robot knows nothing about specific objects. Instead, it has a concept about what
an object is, in other words some assumptions that define an object. When designing
these assumptions there is a natural tradeoff between generalization and accuracy.
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The more specific the assumptions are, the better the robot can find objects that
fit the assumptions, but other objects might be regarded as background. An object
in this thesis is defined as:
A structure that has some continuity in appearance and shape.
This is an intentionally vague definition to allow for a large variance in object
appearance and shape. Having continuity in shape also implies that an object
consists of a single volume in space. Unavoidably this will however lead to faulty
segmentations, so the method is designed to add assumptions online to improve an
existing segmentation.
Looking closely at the object definition it is possible to deduce scenarios where it
can fail. Having “continuity in shape” means that if two objects are standing close
to each other the robot might consider them to be one object if their appearance is
similar, or at least similar relative to the background. How can the robot recover
from these situations? Through three simple instructions that are provided by a
human, the segmentation can be constrained to provide more accurate hypotheses.
These instructions are:
1. Number of objects
2. Object relations
3. Constrain the object relations
Each instruction is designed to impose successively firmer constraints on the segmentation. It is desirable to assign as weak constraints as possible since the method
otherwise might be less adaptable with respect to other segments. By letting the
method know the number of objects, it can find the best possible segmentation
using the corresponding numbers of competing hypotheses. If this is not enough,
object relations can help with finding good initial guesses and constraints can help
positioning the hypotheses with respect to each other.

4.2

Method

This work builds on a segmentation method previously presented in [24] and [25].
In this section I give a thorough description of the segmentation method and in
Section 4.3 the additions that enable hypothesis refinement through interaction
with a human.
First the object definition presented above has to be translated into something
that can be related to what the robot perceives with its sensors. The sensory input
in my case, as presented in Section 1.3, is one pair of stereo cameras observing
the object(s) in close up view. From the cameras two kinds of information can
be retrieved: appearance information in the form of color, and depth information
in the form of a disparity map from the stereo, computed using stable matching
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[119]. “Continuity in appearance and shape” therefore implies that there should be
no major discontinuities with respect to the color information and the positional
information in either image coordinate space, or disparity space. With this as a
starting point, the object model is built based on an appearance model, represented
by a probability density over color space, and a shape model, represented by a
probability density over the image-disparity space.
The work in [25] handled single objects, so for the work presented in this chapter,
I have extended the framework to handle multiple foreground hypotheses as well
as integrate information different to the input from the cameras. The idea is to
have the possibility to make higher level information, such as positional relations,
to be part of the model. Such information can for instance be provided as spoken
cues as demonstrated in [71, 131]. In the next section the optimization framework
is presented and in Section 4.2.2 I present how the different parts of a scene are
modeled.

4.2.1

Bottom-up segmentation with EM

Segmentation can be seen as the problem of grouping pixels in the image in a
coherent manner. Specifically I deal with the object segmentation problem where
the grouping should correspond to an object. In practice it means that each pixel
in an object should be assigned a single label that corresponds to that object, and
similarly to other hypotheses in the scene, such as background.
Expressed through symbolic notation, the problem involves finding a labeling
l œ LN of the image, i.e. assigning each pixel in the image to a label li œ L =
{1, .., K}, where each label corresponds to e.g. an object or the background. Here
N is the number of pixels in the image. Measurements mj are generated from each
pixel j. These are defined as
SQ
RQ
R T
h
x
mj = (cj , pj ) = Ua s b ,a y b V .
(4.1)
v j d j
Here (h, s, v)T is the appearance vector, expressed in the HSV-space (hue, saturation and value), and (x, y, d)T is the spatial vector expressed in image x-ycoordinates and disparity space. The HSV-space is used, rather than the RGBspace that the camera captures, due to its separation into one color channel, one
channel that encodes the “vibrancy” of the color, and one channel that encodes
intensities. The different models will use the first two channels, so there will be a
natural invariance to changes in illumination.
An image is seen as a sample from a distribution p from which each pixel has
been generated, and this distribution is conditioned on which labels (objects, background etc.) that correspond to the pixels and their respective properties. In other
words, it is assumed that measurements m are generated from the probability distribution p(m|l, ◊). Furthermore each label li has a corresponding set of parameters
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◊li œ ◊. The only observable random variables are the measurements, so finding
the segmentation means finding an estimate l̂ to the latent variables l.
While measurements are assumed to be independent given the labels
Ÿ
p(m|l, ◊) =
p(mi |li , ◊),
(4.2)
i

the labels themselves are not. This dependency is assumed to be Markovian, i.e.
labels are only depending on their neighbors which in this case are the labels corresponding to the upper, lower, left and right pixels. This is modeled as a Markov
Random Field (MRF) meaning that labels only depend on their neighbors with respect to some neighborhood system N . Figure 4.2 illustrates what the dependency
structure looks like and how it relates to the measurements. Here the neighborhood
system is defined as the four-pixel neighborhood for each pixel.

l
m
(x,y,d)
(h,s,v)

Figure 4.2: The figure illustrates the dependencies between labels l, the dependencies between measurements m and labels, and how the measurements
(h, s, v), (x, y, d) are generated for the images. In the disparity image (right), parts
close to the camera are red, while blue parts lack disparity information completely.
Finding the best assignment of labels li is in most parts of the segmentation
literature not an isolated problem, since no prior knowledge exists about the parameters ◊i . Therefore the problem that needs to be solved is to both find l̂ as well
as an estimate ◊ˆ of the model parameters ◊ = {◊1 , .., ◊K }.
The traditional way in the segmentation literature is to find the maximum a
posteriori (MAP) solution
ˆ l̂) = argmax p(◊, l|m)
(◊,
◊,l

(4.3)
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using graph cuts in an EM-like framework that iteratively finds the most probable
labeling l given the current parameter set ◊ and then updates ◊ given the new
labeling. The space of labelings might, however, contain many solutions of similar
probability, which may lead to instabilities as a small change in the input might
result in radical changes of the segmentation. With this in mind objects are in
this thesis instead modeled by taking all possible labelings into consideration. The
parameter set
◊ˆ = argmax p(◊|m)

(4.4)

◊

is sought by rewriting p(◊|m) as
p(◊|m) =

ÿ
p(m|◊)p(◊)
Ã p(m|◊)p(◊) =
p(m, l|◊)p(◊)
p(m)
N

(4.5)

lœL

The distribution is here expressed as a marginalization over the labels l. In this
way all labelings are taken into account, and two equally probable labelings will
contribute equally much to ◊. With respect to the MAP solution, p(m) is constant
and can therefore be omitted in the maximization.
According to the discussion and Figure 4.2 above, dependencies between labels
li are limited to a neighborhood system consisting of pairwise relationships. Thus
p(l) can be expressed through all unary and pairwise cliques of the MRF:
p(l) =

Ÿ
1 Ÿ
p(li )
Â(lj , lk ).
Z i

(4.6)

(j,k)œN

Here
Z=

ÿ Ÿ

lœLN

i

p(li )

Ÿ

Â(lj , lk )

(4.7)

(j,k)œN

is a partitioning function that makes sure that the expression is in fact a true
probability distribution. Â(lj , lk ) represents the second order cliques, and p(li ) the
first order cliques. N denotes the set of all second order cliques in the MRF. p(li )
are constant parameters. Potts model is used for Â(lj , lk ), similar to [56, 112], and
is written as
Â(lj , lk ) = e≠Vj,k [lj ”=lk ] ,
≠—(vj ≠vk )2

Vj,k = 50e
—=

(4.8)
,

1
.
2(Èvj ≠ vk Í)2

(4.9)
(4.10)

Here È·Í is the expected value over the image. vj , vk are the value components of the
HSV-representation of the image, i.e. they represent image intensities. Equation 4.8
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has an increasing value with the contrast between pixel j and k. The intuition is
that large contrast between pixels is more likely to indicate a separating boundary
between objects than low contrast.
Another crucial point is the assumption that labels are independent of ◊, which
means that p(l, ◊) = p(l)p(◊). Therefore Equation 4.5 can be rewritten as
ÿ

p(m, l|◊)p(◊) =

lœLN

ÿ

p(m|l, ◊)p(l, ◊) =

lœLN

ÿ

p(m|l, ◊)p(l)p(◊).

(4.11)

lœLN

This is exploited later in the optimization stage.
Optimization
A MAP solution to p(◊|m) can be found using Expectation Maximization (EM)
[45]. This algorithm finds the parameter set ◊ˆ that maximizes
log p(◊|m) Ã log p(m|◊) + log p(◊)

(4.12)

with respect to ◊. This is equivalent to a maximization of p(◊|m), which is what
is sought in Equation 4.4. This is done iteratively by updating a lower bound
G(◊) = Q(◊, ◊Õ ) + log p(◊) Æ log p(m|◊) + log p(◊), where
Q(◊, ◊Õ ) =

ÿ

p(l|m, ◊Õ ) log p(m, l|◊).

(4.13)

lœLN

The algorithm alternates between two steps until convergence, given an initial parameter set ◊0 . In the expectation step, the distribution over labelings, p(l|m, ◊Õ ),
is evaluated given the measurements and current parameter estimate ◊Õ . Then, in
the maximization step, a new set of parameters is sought:
◊new = argmax G(◊).

(4.14)

◊

The expectation step involves computing the full distribution over labelings, see
Equation 4.13. Since labels are assumed to be dependent, the full distribution
contains |L|N entries, where N is the number of measurements, which becomes
intractable in practice. Fortunately, with the two assumptions made earlier, i.e. 1)
Inter-node dependencies are limited to a small four-pixel neighborhood and 2) p(l)
does not depend on ◊, the problem is simplified as follows. The expectation step is
not used on its own, but only used in the maximization step. ◊new is found using
gradient descent, so since p(l) is independent on ◊, it disappears when taking the
derivative of G with respect to ◊. Thus for the purpose of the maximization of
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Equation 4.14, Q(◊, ◊Õ ) can be replaced with QÕ (◊, ◊Õ ) using Equation 4.11:
QÕ (◊, ◊Õ ) =
=

ÿ

p(l|m, ◊Õ ) log p(m|l, ◊) =

l

ÿ

p(l|m, ◊Õ )

l

=

ÿÿ
i

=

li œL

ÿÿ
i

li œL

ÿ
i

log p(mi |li , ◊) =

log p(mi |li , ◊)

ÿ

p(l|m, ◊Õ ) =

(4.15)
(4.16)
(4.17)

l\li

log p(mi |li , ◊)p(li |m, ◊Õ ).

(4.18)

Hence instead of computing the complete distribution p(l|m, ◊Õ ) in the expectation
step, only p(li |m, ◊Õ ) needs to be computed, so in total only N |L| terms need to be
summed in Equation 4.18. The marginals p(li |m, ◊Õ ) are computed efficiently using
sum product loopy belief propagation [143].

Final segmentation
After the EM-loop has converged there exists a MAP-estimate ◊ˆ of the parameters.
This is computed using all possible segmentations. Using this the MAP estimate l̂
of the labels, i.e. the final segmentation, is expressed as
ˆ
ˆ = argmax p(m|l, ◊)p(l) Ã
l̂ = argmax p(l|m, ◊)
p(m)
lœLN
lœLN
ˆ
Ã argmax p(m|l, ◊)p(l) =
lœLN

= /Equation 4.2 and 4.6/ =
Ÿ
1 Ÿ
ˆ i)
= argmax
p(mi |li , ◊)p(l
Â(lj , lk )
lœLN Z
iœS

(4.19)
(4.20)

(4.21)

(j,k)œN

The final segmentation is a way to visualize the most likely labeling after the modeling is complete. Note here again that Z only is a normalization constant and does
therefore not have to be explicitly calculated.
The emphasis of the proposed way of solving the segmentation problem is on
modeling, i.e. finding the most robust parameter set estimate ◊ˆ that explains the
observations. In [26] we have evaluated approaches that instead of using marginalization over labels in the expectation step in the EM-loop, use the MAP-estimate
of the labelings. In this way the focus is shifted from modeling of objects to an
accurate segmentation.
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Measurements and models

The probabilities p(mi |li , ◊) can be written as
Ÿ
p(mi |li , ◊) =
p(mi |◊k )[li =lk ] , where

(4.22)

k

[x] =

;

1
0

if x is true
otherwise.

(4.23)

◊k represents a parameter set that depend on which type of model the label corresponds to. Depending on their characteristics, different structures are modeled
differently. In accordance with Section 4.1, the less that is known about a structure,
the greater chance that it can be captured by a model if the model is general. In
[25] three kinds of models are defined: Foreground, Surface and Clutter. These
correspond to objects, planar structures such as a supporting table, and the rest
of the image not explained by the first two. The clutter model, modeled with ◊c ,
aims to capture the background, i.e. everything that is not an object or surface.
This should be reflected in the model by allowing for a large variance with respect
to the input. The foreground model, modeled with ◊f , captures objects according to the object definition. Finally the (planar) surface model, modeled with ◊s ,
can be constrained further, since it is known that the spatial variance is limited in
one direction. A parameter ◊li corresponding to a label li is an instance of one of
{◊c , ◊f , ◊s }.
The measurements for a pixel mi = (ci , pi ) that need to be modeled include the
color ci = (hi , si , vi ) and the spatial information pi = (xi , yi , di ). For each model
this is done using probability distributions over c and p. All models model the color
distribution with histograms Hc , Hf , Hs using the hue and saturation components,
while spatial information is modeled differently for each model.
Clutter Model For the clutter model the spatial distribution is modeled by a
1D Gaussian with mean and variance (dc , c ) describing the extent of the disparity component of the parts belonging to this model. Hence no constraints are
made for the x-y-position of the background in the image, but it is assumed to be
concentrated somewhat to a certain depth.
Foreground Model In the basic version of the method, the spatial distribution
of the foreground is modeled by a 2D Gaussian for x- and y-position, and a 1D
Gaussian for the disparity. These are described with (pÕf , Õf ) and (pÕÕf , ÕÕf ). Their
definitions are:
pÕf = M Õ pf

(4.24)

= M pf

(4.25)

pÕÕf

ÕÕ

M Õ is a 2 ◊ 3, M ÕÕ is a 1 ◊ 3 projection matrix and pf is the vector (xf , yf , df )T
containing the mean values of the hypothesis. In the normal case these are defined
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as:
Q

1
MÕ = a 0
0

RT
Q RT
0
0
1 b , M ÕÕ = a 0 b .
0
1

(4.26)

This means that pÕi = (xi , yi )T and pÕÕi = di . The reason for not having a full 3D
Gaussian is that only the surface of the visible part of an object is modeled, so a full
3D Gaussian would be a poor fit. This, as well as the reason for using projections
instead of simply dividing pi into (xi , yi ) and di , is further described in Section 4.4.
Surface Model

Surfaces are modeled with a plane using the plane equation:
–Õ x + — Õ y + “ Õ d + ” Õ = 0 … d = –x + —y + ”.

(4.27)

where
–=≠

–Õ
—Õ
”Õ
,
—
=
≠
y,
”
=
≠
.
“Õ
“Õ
“Õ

(4.28)

Thus the plane can be expressed by modeling the disparity with a 1D Gaussian
with mean (–s x + —s y + ”s ) and variance s . In Appendix A I show how the plane
in the 3D euclidean space can be modeled with the plane equation also in disparity
space.
To summarize, each label li corresponds to one of the models c, f and s and is
modeled as follows:
p(mi |li = lc ) = N (di |dc ,

p(mi |li = lf ) =

N (pÕi |pÕf ,

c )Hs (hi , si )
Õ
ÕÕ ÕÕ
f )N (pi |pf ,

p(mi |li = ls ) = N (di |as x + bs y + ds ,

(4.29)
ÕÕ
f )Hf (hi , si )
s )Hs (hi , si ),

(4.30)
(4.31)

where
pÕi = M Õ pi , pÕÕi = M ÕÕ pi

(4.32)

It is important to note that the method does not require depth data. The
disparity map that is computed is not complete, meaning that many pixels will not
have a valid corresponding depth value. For these pixels the disparity dimension
is ignored. There are mainly two situations where disparities cannot be computed:
Scene parts without enough texture, or occlusions where scene parts are visible from
one camera but not the other. Lack of disparities is however often not a problem.
One situation when it creates a problem is for instance when no supporting surface
can be found, due to for instance a non-textured table, and the objects on the table
have similar appearance.
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Model initialization
In order to solve Equation 4.4 an initial estimate of ◊ is required. All types of models
are initialized from a point set in the image from which the different distributions
are computed. In the first step the method tries to find a planar (horizontal) surface
that supports potential objects. A planar hypothesis is introduced through random
sampling [50] of triplets of points in (x, y, d)-space. A sampled planar hypothesis
is accepted and inserted, if the support among not yet assigned points is large
enough and the absolute majority of the remaining points is on the side of the
plane facing the camera. In the next step the method assigns the rest of the points
to one clutter hypothesis. If a planar hypothesis is not found, e.g. due to lack of
texture on the table, all points are assigned to the clutter hypothesis. After this
foreground hypotheses can be initialized from a given fixation point by creating
the hypothesis from points contained in a ball in 3D-space. Once a foreground
hypothesis is initialized it will grow through until the EM-loop has converged.
Finding a fixation point
In Section 2.1.2 I introduced a couple of methods for finding a fixation point. Here
I introduce the method used throughout this chapter, which worked well in my
scenario, but can be replaced with any of the other methods. [69] and [80] compute
the fixation point using different contrast measures in the image in the first case
and symmetry on the gradient image in the second case. In my case I use a stereo
setup, so disparities are available. Looking at the scene from an angle, like seen in
Figure 4.3, it is clear that objects are closer to the camera than the background is.
In 3D metric space the points corresponding to these objects will be more densely
packed than the background, so by finding dense clusters using a simple clustering
method such as mean shift [54], and selecting the clusters from more dense to less
dense, objects are found in order, starting from the one closest to the camera.

4.2.3

Model priors

For the maximization step of the EM-algorithm in Equation 4.14, a prior distribution over the parameters p(◊), is needed. In case of no prior knowledge or constraints, a uniform distribution is assumed and the MAP solution is reduced to a
maximum likelihood (ML) solution. This can be used for segmenting one single
image with no prior information. If a prior is given however, this will constrain the
search for a quicker convergence.
However, if additional information is available this can be introduced as model
priors. In [25] a prior was exploited for image sequences, in order to get more consistent segmentations over time as well as faster convergence in the EM-optimization.
In this case priors are given as a distribution p(◊|◊t ) were ◊t are the parameters
estimated in the previous image of the sequence. The distribution is expressed as
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p(◊|◊t ) = p(◊f |◊ft )p(◊c |◊ct )p(◊p |◊pt ), where
p(◊c |◊ct ) = N (dc |dtc ,

c )g(

c|

t
t
2
c , Sc )N (cc |cc , ‡c I)

(4.33)

is the prior for the clutter model. That is, the spatial mean is normally distributed,
as is each component of the color histogram.
The function g() expresses the consistency of the variance of the spatial component over time. It is defined as:
A
B
3
4 S2c
1
Sÿ
t
T ≠1
g( c | c , Sc ) =
exp ≠
⁄i µi c µi .
(4.34)
2ﬁ| |
2 i
Here ⁄i and µi are eigenvalues and eigenvectors of tc and Sc is the strength of
the dependency. The equation can be interpreted as j p(yj | tc ), where Sc samples
{yj } are drawn from a Gaussian distribution with zero mean and variance tc . A
larger Sc -value means that c is influenced by tc to a larger extent.
In Equation 4.33 dtc , ctc and tc are the values from the previous time step, while
,
c Sc and ‡c are fixed parameters indicating the expected variances over time for
these parameters. Priors for the other types can be expressed in the same way.
One of the contributions of this chapter is how to exploit prior information that
is given during an ongoing segmentation. As long as no additional prior information
is available, a segmentation will continue to assume the prior in Equation 4.33.
However, when new information becomes available through e.g. instructions from
a human, Equation 4.33 can be replaced with one that fits the new information. In
Section 4.4.1 examples of this prior is given.

4.3

Multiple Hypotheses

In [25] the system was limited to one hypothesis of each model. This was however
rather a limitation of the implementation than the framework itself. I have therefore extended the implementation to handle multiple foreground hypotheses. This
however introduces other aspects that need to be dealt with. In the discussion in
Section 4.1 I indicated that two objects placed in close proximity are likely to be
included in the same segment. Therefore there is additionally a need for splitting
one hypothesis in two (Section 4.3.2).

4.3.1

Foreground insertion

Foreground hypotheses are created from the clutter points using object search, or
splitting a current segment, procedures that in the scenario in this chapter are
all triggered by a human operator through the commands Add object and Split
object. Object search is performed by first finding the densest cluster of points in
3D metric space as described in Section 4.2.2. In [16] motion was used as another
cue to initialize a foreground segment.
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Hypotheses splitting

By issuing the command Split object, a human instructor may allow the segmentation to recover from scenarios such as shown in Figure 4.3 through the introduction
of another foreground hypothesis. By letting the robot know that the segment actually contains two objects it can introduce two new hypotheses using the pixels
contained within that segment. This is done by clustering the pixels within the
segment using k-means based on position, disparity, hue and saturation, and fit a
Gaussian in (x, y, d) space to each of the clusters. There are two potential ways to
create two new hypotheses from this information: One would be to use the means of
these two Gaussians as new fixation points, and proceed according to Section 4.2.2.
The other option would be, since there now exists two segments from the clustering,
to use their corresponding points when initializing two new foreground hypotheses
instead of using the ones contained in a ball around the fixation point. After either
initialization, the modeling loop is resumed with the new hypotheses. I refer to the
two reinitialization types as point and cluster initialization, and compare the two
types in Section 4.5.
These two methods also reflect the generalization problem. By using point
initialization, the two new segments are allowed to grow more freely, while the
cluster initialization directly gives two much more detailed models and will allow
for quicker convergence, but at the same time the model will be biased from the
start. Chances are that the clustering has failed to accurately capture the two
objects, so by using the latter method, the modeling starts in a state with many
bad samples resulting in a bad initial parameter estimate.
K-means clustering often produces a local minimum, but even if a global minimum is found, it will not by default capture the two objects correctly. Take for
instance two identical two-colored objects. A optimal k-means clustering is the one
that captures one color in one cluster and the other color in the other cluster, rather
than one object in each cluster. In this case the human instructor has the option
to provide additional information in terms of relational priors. This is discussed in
the next section.

4.4

Online model adaptation

It might not be enough to just add an extra foreground model to resolve situations
where two objects are captured with one segment. As discussed in the previous
section, k-means might fail to separate the two objects properly, resulting in faulty
segmentations. One way to solve this is to guide the splitting process, using the
relative positions between objects. This is done through three commands: 1) Split
object <relation>, 2) Split object <relation> with prior and 3) Split object <relation> with constraints. Here <relation> is either A) sideways, B) height wise or
C) depth wise. These are obviously not the only constellations that objects appear
in. However, if a human that gives the robot information about the objects’ relative position it is not likely that the person would specify it much finer than this.
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(a) One foreground

(b) K-means clustering (c) Two foregrounds

(d) FGs with prior

(e) One foreground

(f) K-means clustering (g) Two foregrounds (h) FGs
straint

with

con-

Figure 4.3: Two examples of scenes using relational priors, (a)-(d), and model
constraints, (e)-(h).

On the other hand, if the robot itself interacts with the scene, like presented in
Chapter 5, it can get more detailed information.
The splitting directions have to be done relative to some frame of reference. The
x-axis of the scene will always be given by the camera. However, if a gravitation
vector is known, or if the normal of a large supporting planar hypothesis is available,
then these will define a vertical y-axis. If not, the y-axis will be assumed parallel to
that of the camera’s. With the first command 1) k-means clustering, as described
in Section 4.3.2, will be overridden and splitting done in the given direction. The
two other commands will be discussed in following sections, 2) in Section 4.4.1 and
3) in Section 4.4.2.

4.4.1

Relational priors

In Figure 4.3(a) the situation is not resolved by either just splitting using k-means
or issuing the command Split object sideways, as seen in Figure 4.3(c). However,
if the command Split object sideways with prior is used, the model is changed to
affect the foreground parameters’ priors, resulting in the segmentation shown in
Figure 4.3(d).
The problem that occurs in these situations is that one segment floats over to
the top of the other object and the other segment floats over to the bottom of the
first object. In Figure 4.3 this is due to the fact that the two objects have very
similar appearance, so even if the segmentation is initialized using pixels from a
manual segmentation of the objects, it will converge to this. Characteristic of a
good segmentation in this case would be that the mean positions in x-direction
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(b) Rotated coordinate frame

Figure 4.4: Side view of the scene in Figure 4.3(e). Visible object parts are marked
in green, Gaussians in x-y-directions are marked in red and Gaussians in d-direction
in blue. In 4.4(b) the coordinate frame is parallel to the surface and the Gaussians
are forced to evolve in the objects’ directions.

are quite different while the means in y-direction are quite similar for the two
hypotheses. I therefore apply a prior where the relative position of these respective
means is modeled.
A new variable, the difference in the hypotheses’ mean positions, is introduced:
p = pf1 ≠ pf2 , where pf1 œ ◊f1 and pf2 œ ◊f2 are members of their corresponding
parameter sets. Depending on how the objects are related to each other, I constrain
p using a prior p(p | r ) and change the prior p(◊) discussed in Section 4.2.3
accordingly:
p(◊f1 , ◊f2 ) = p(◊f1 )p(◊f2 )p(p |

r ).

(4.35)

Here p(p | r ) = N (◊fr |0, r ) is a Gaussian distribution with zero mean and covariance matrix r . The latter controls how much pf1 and pf2 can move with respect to
each other. If the two objects are standing next to each other, like in Figure 4.3(a),
I allow p to have a large variation in the x-direction, while it should be constrained
in the y-, and d-directions. The prior will act as a resistance on the evolution of
the objects in the EM-algorithm, making it harder for one segment to float over to
the other object.

4.4.2

Constraining the model

Another problem is related to the fact that it is not possible to observe the whole
object. If all points could be observed, a 3D Gaussian with full covariance matrix
would be a reasonable way of approximating the shape. However, now that only
the surfaces that are facing the camera are visible, a full covariance matrix is a poor
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choice. I therefore use two Gaussians to describe the shape, one for the image plane
and one for the disparity space. This approach is better, but introduces another
problem that occurs when there are two objects in the scene.
Figure 4.4(a) illustrates how Gaussians with mean pÕf (red) and pÕÕf (blue) for
each of the two hypotheses are adapted to two objects placed on top of each other.
This results in a segmentation like the one shown in Figure 4.3(g). Contrary to the
problem in the previous section, the objects are here split in the proper direction,
but due to the upper hypothesis capturing parts of the lower object’s surface (red
gaussian) these parts will also be included in the upper segment. By issuing a
Split object <relation> with constraint command, it is possible to enforce a constraint on the foreground models. Figure 4.3(h) gives an example how the resulting
segmentation is improved by this command.
I assume that objects are separated by a virtual plane, i.e. objects are nonconcave and therefore placed on each other (rather than one in the other), and
furthermore that this plane is parallel to the surface plane. Thus if the objects
are observed from an angle parallel to that plane, the objects will be separated.
In Figure 4.4(a), since only the frontal sides of the objects can be observed, the
Gaussians are not aligned with the objects. However, if the coordinate system is
changed according to Figure 4.4(b), the variances are allowed to better capture the
individual objects, resulting in a better segmentation, (compare with Figure 4.3(h)).
In Section 4.2.2 I introduced how the spatial component is modeled with two
gaussians with means pÕ and pÕÕ . In the unconstrained case these will be equivalent to the image plane and disparity space respectively. The change in coordinate
systems is done by modifying the projections matrices M Õ and M ÕÕ from Equation 4.24. The problem with the unconstrained case appear in the y-d-directions in
Figure 4.3 and Figure 4.4. This is because the necessary coordinate change is a rotation around the x-axis. Hence M Õ should be chosen as a projection that projects
y, d to the plane spanned by ny and nd , where ny is the normal of the surface hypothesis and nd is the vector in the surface hypothesis that has x-component equal
to zero.
In the (x, y, d)-space these axes are given by
ny = (–, —, ”/f ), and

(4.36)

nd = (0, ≠”/f, —)
Then nx = ny ◊ nd . Here –, —, ” are the parameters for the plane in Equation 4.28,
and f is the focal length of the cameras. There is a detailed description in Appendix A of how the normal is computed. The transformations are done relative
to the mean position of all foreground points. Note that different foreground models can simultaneously be observed in different projections and that pixels with
no disparities are always measured in the original frame in terms of their image
coordinates.

4.5. EXPERIMENTAL EVALUATION

4.5

63

Experimental evaluation

A hand-segmented database of 100 images containing pairs of objects of different
complexity and backgrounds was created in order to evaluate the presented method
with its modifications and compare it to alternative approaches. Each scene contains two objects placed either next-to, behind, or on-top of each other. They are
placed close enough for at least some parts to touch. Examples of scenes can be
found in Figure 4.5 and 4.6. To test in a structured way how the method handles
two objects in proximity, I focus the testing on two foreground hypotheses.
The testing procedure is as follows: For each of the ground truth examples,
a point inside one of the two objects is found using object search as explain in
Section 4.3.1. Segmentation is then done using only one foreground hypothesis
(method 1FG). Note that the images were created such that this always fails, i.e.
both objects are captured with the same segment. In the next step a new object
hypothesis is added using an automatic splitting (method 2FG). This knowledge
assumes a human operator that points out the fact that a segment needs to be
divided. Splitting is further tested using relational constraints (method 2FG+dir),
and by adding relational priors and model constraints (method 2FG+constr.), when
one or both of these steps are identified to be necessary by the human operator.
Splitting directions and choice of method are information also provided by an operator, through the commands mentioned above. Table 4.1 shows the precision,
recall and F 1 scores for respective test. The F 1 score is defined as:
F1 = 2

precision · recall
,
precision + recall

(4.37)

and is a measure of how accurate the segmentation is.
1FG - One foreground hypothesis: The precision score is rather low due to
fact that the segment spreads to both objects. However, the recall score is high,
indicating that the method usually manages to fully capture both objects with the
segment. This is important when attempting to split the segment, since the splitting
can then be limited to an area covering both objects, but without background.
2FG - Two foreground hypotheses: Given that 1FG fails to segment only
one object, I try to automatically resolve the situation by issuing a Split object
command. Table 4.1 shows the score for point and cluster initialization (explained
in Section 4.4). The slightly lower performance of the latter indicates that it might
be better to let the segments evolve on their own, rather than giving a large bias
from the start and having the risk of getting stuck in local minima. Since the
resulting foreground segments are not ordered, I compare with the ground truth
segment that gives the best score. Figure 4.5 and 4.6 shows some segmentations
and results from the k-means clustering.
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Figure 4.5: Four examples of segmentations using the proposed method. Column
1: Results with a single foreground hypothesis. In all examples this captures both
objects. Column 2: Split using k-means clustering. Due to local minima and
appearance being similar for some objects, this splitting method might suggest
bad initializations for the two new segments. Column 3: Segmentation with two
foreground hypotheses initialized with points from the k-means splitting. Column
4: Split using positional relations. The human does a better job of directing the
split than k-means does. Column 5: Segmentation of two foreground hypotheses
initialized with points from the instructed splitting. Column 6: Two foreground
hypotheses with constraints. All but one examples in this figure were helped by
additional constraints.

4.5. EXPERIMENTAL EVALUATION

65

(Figure 4.5 continued.) In the first two examples k-means fails to provide an accurate split. In the first case this is completely helped by a human indicating
the split direction, while in the second case the segmentation needs the additional
constraints from Section 4.4.2. The difficulty with the third example is that both
boxes have very similar appearance, so splitting in the right direction does not help.
Splitting in the right direction is neither sufficient in the fourth example. Here the
k-means splitting gives an indication that the appearance of the lower left part of
the right object is more similar to the red cup, which is also reflected in the MRFsegmentation. Both examples are however helped by introducing a prior that the
objects are placed next to each other, as described in Section 4.4.1.
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Figure 4.6: Four additional examples of segmentations using the proposed method.
I repeat the columns for clarity. Column 1: Results with a single foreground hypothesis. In all examples this captures both objects. Column 2: Split using k-means
clustering. Due to local minima and appearance being similar for some objects, this
splitting method might suggest bad initializations for the two new segments. Column 3: Segmentation with two foreground hypotheses initialized with points from
the k-means splitting. Column 4: Split using positional relations. The human does
a better job of directing the split than k-means does. Column 5: Segmentation
of two foreground hypotheses initialized with points from the instructed splitting.
Column 6: Two foreground hypotheses with constraints.
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(Figure 4.6 continued.) In the first example k-means finds a local minima, but
the following segmentation manages to find a decent segmentation nonetheless.
Through human assistance the splitting can be done correctly and the errors from
automatic splitting are corrected. Constraining the model helps only marginally.
In the second example the situation is the same. K-means fails, but the following
segmentation is adequate. In this case however, constraining the model with the
above-relation helps the segmentation to better capture the animal’s legs. The two
last examples illustrate how segmentations are helped with the behind-relation.
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1)
2)
2)
3)
3)
4)
4)

1FG
2FG
2FG
2FG+dir
2FG+dir
2FG+constr.
2FG+constr.

Init
point
cluster
point
cluster
point
cluster

Precision
0.494
0.908
0.869
0.942
0.922
0.952
0.914

Recall
0.884
0.847
0.814
0.877
0.865
0.892
0.863

F1
0.625
0.869
0.834
0.901
0.885
0.914
0.881

Table 4.1: Evaluation of the different methods for both cluster and point initialization.
2FG+dir - Two hypotheses with direction: Here I identify each example as
being of one of three kinds: next-to, behind and on-top. Given this information,
splitting is guided to its corresponding axis. The results are significantly better
compared to method 2FG. This is due to examples where completely wrong segmentation using unguided k-means splitting, like the first example in Figure 4.5,
gets corrected given a proper direction. Again point initialization outperforms cluster initialization.
2FG+const. - Two hypotheses with constraints: If splitting is constrained
with relational priors and model constraints as described in Section 4.3.2, there
is an additional increase in segmentation accuracy can be for point initialization,
while cluster initialization gave slightly worse results. It should be noted that the
examples that benefit from constraints were only about 25 % of the whole data-set,
but for these examples improvements can be significant.
Alternatives
In addition I evaluate how the method in [99] compares to the proposed method.
This method is similar to the method used in this paper as it also utilizes disparity
to improve segmentation and takes a single points as initialization. It is more
restricted though, as it builds the segmentation around a polar representation of
the image generated from the initialization point, and can thus not easily handle
multiple simultaneous foreground hypotheses. The method relies heavily on an
edge map computed with [91], and results are largely dependent on where the
initialization point is placed. The method is evaluated as follows: For each ground
truth segment for each image, I generate ten segmentations by randomly picking
initialization points. I then take the best and mean scores from these ten segments,
and average over all images and ground truth segments. The results can be found in
Table 4.2 and examples for the same scenes as in Figure 4.5 and 4.6 can be found in
Figure 4.7. Noticeable is that the method gives a high precision, indicating that the
segments only to a small extent spills over on the background or other objects. On
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Mishra - best
Mishra - median
Mishra - mean
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Precision
0.931
0.617
0.631

Recall
0.634
0.299
0.323

F1
0.631
0.326
0.338

Table 4.2: Evaluation of the method of Mishra et al. [99].

the other hand, even in the best case the recall is low, indicating that the method
often get stuck in local structures.

Figure 4.7: Side-by-side comparisons between results generated with the proposed
method (left) and typical examples of segmentations generated using the authors’
implementation of the method in [99] (right). For the latter method the images
have been seeded with one attention point inside each object. Notable is that the
two segments combined capture the two objects almost completely by proposed
method. The compared method is more likely to sometimes capture only a small
part of the objects.
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Discussion

Information from the visual domain is perhaps the richest form of data that a robot
can retrieve through sensors. Being rich means being high dimensional which in turn
means that the generated data is very hard to interpret. Looking at the real world
though, humans have most of the time no problems with interpreting what we see.
This is due to our ability to extract the tremendous amount of structure that exists
in our environment, which has been gradually built up during our development as
children.
The problem is to make the robot take advantage of this structure. Rather than
programming the robot to be able to cope with any scenario from the beginning,
this thesis builds on the idea to equip the robot with basic capabilities that enables
it to learn and gain experience on its own. Since much of our daily lives, and a
robots daily life, is centered on interaction with different objects, I focus on the
robot’s ability to reason about objects. I identify these capabilities as being able
to 1) generate hypotheses about visual input, 2) verify these hypotheses, and 3),
update the hypotheses based on the outcome of the verification. Once a hypothesis
is verified to be a correct one, this can be used for higher level learning.
Initially we as children do much of our learning through exploring our environment by interacting with it and fitting visual input to the actions that we perform
[105]. Eventually though the experience that we gain will be used in interaction
with other humans. Equally important is it for the robot to be able to communicate
its knowledge and assumptions to a human and understand and take instructions
from a human.
In this chapter I have presented a method for 1) through 3): Creating, verifying
and updating object hypotheses. In the computer vision community this problem is
referred to as object segmentation and is traditionally performed through an interactive scenario where a human marks areas of interest in an image. A segmentation
is generated by initializing models with these areas after which the human verifies
the results and if needed updates the areas of interest, e.g. [31]. This whole process has very little autonomy, something that is needed for robots. However, the
idea of having a human in the loop forces the robot to be able to take instructions
from a human and communicate what it sees to a human, which puts constraints
on how the modeling can be done. For the robot it is an essential ability to take
instructions from a human through natural interaction, and the main contribution
of this chapter is a segmentation framework that is designed to support this kind
of interaction.
The result of a segmentation is a labeling, where each pixel in the image is
assigned to a certain label. In this chapter however, I emphasize the modeling
aspect of the problem, so what comes out of a segmentation are object, surface and
background models that describe the labels themselves. These differ slightly in their
representation, but are described with their appearance in color and their spatial
extent. Furthermore, due to human input, object relations are described as well,
such as “Object 1 is above object 2”. I refer to this combined information as the

4.6. DISCUSSION

71

scene model, i.e. the number of objects in the scene, their appearance models and
spatial relations. It is this information that later can be used when interacting in
the scene through manipulation or communicating about the scene with a human.
In the next chapter I describe the scene model in more detail.
I have presented a framework where, instead of manually marking in an image,
a human can interact with the robot through simple commands to let the robot
correct its hypotheses. For the purpose of this chapter I presented the information
to the human on the computer screen and let the human interact with the robot
using buttons, but this could just as well be done through voice dialog, which was
presented in [71]. The commands used in this chapter let the robot know about
the number of objects, and relations between them in the scene, e.g. behind of or
above of.
Having this kind of simple high level instructions puts higher demands on the
modeling. I have used a probabilistic model that takes its starting point in a concept
of an object which defines an objects as something with continuity in appearance
and shape. Relations are then imposed on this model by e.g. adding priors on the
robot’s belief about the relative position between objects.
The object definition has a clear bias of mistaking two objects in proximity for
one object. By letting the robot first know about the number of objects and then,
if needed, how they are placed with respect to each other, the robot was able to
resolve all situations in the experiments to a very high extent.
So why is it important to have correct object hypotheses? In Chapter 2 I
presented a method that depends on knowing the extent of an object in the image
in order to finding graspable structures on that object and then pick it up. Other
approaches to perform this task exist, such as the learning approaches in [28, 120],
but they assumes prior knowledge about the scene or graspable structures on objects
in general. Another approach assumes no object knowledge at all [49], but this
defeats the purpose of reasoning with humans about objects and the environment.
This raises some additional questions: Why not assume some prior knowledge?
Why interact with humans? To the first question I started to give an answer
above, the robot needs to be able to learn on its own. Of course the robot could be
bootstrapped by giving it the ability to recognize and manipulate certain objects,
but the basic problem would be the same, namely once a situation arise that the
robot cannot deal with, it needs to resort to lower level reasoning. By equipping the
robot with this ability, as well as the ability to learn, it can on the other hand gain
experience. Given a correct segmentation, the robot can create a crude model of
the object, it can pick it up and look at it from different angles to generate an even
better model. Furthermore given a correct separation of two objects in proximity
it could potentially find features that are distinct to such scenarios.
The second question can be answered by realizing that robots are intended to
exist among humans, and that humans at this stage are much more experienced
than robots. Whenever the robot can benefit from additional knowledge it could
potentially ask a human. However, there might be situations where no humans are
present, or other factors that make it impossible to ask for help. Therefore it will
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be necessary for the robot to resolve problems itself. In this chapter the robot was
solving the problem of scene partitioning through the help of a human, while the
next chapter looks at a way for the robot to solve this problem on its own.

5
Generating Object Hypotheses through
Automatic Scene Exploration
In the previous chapter the scenario was that of a robot which segmented the
objects in a scene through human assistance. This ability is highly desirable in
a robot for two reasons: Firstly it can draw from the human’s experience when
doing the actual segmentation and secondly it provides a framework for actually
understanding concepts such as spatial relations. However, the robot cannot rely
on always having an expert at its side telling it if what it is doing is right or wrong.
It therefore needs mechanisms to do this verification itself. The ultimate goal is of
course to have a robot that draws from its own experience, but to get to that point
it needs the ability to explore a scene to figure out how it is composed, and then
gain experience through observing the outcome of these explorations. Furthermore,
even a fully experienced robot will need the ability to correct its current hypothesis
about the state of things since there are properties of a scene that are not accessible
through passive observations. As humans we experience this phenomenon when for
instance lifting an empty milk carton and expecting that it to be full.
Let us again go back to the supermarket example: Imagine that the robot now
is left on its own just with an instruction of where to find the items (e.g. in aisle 3,
bottom shelf). It will now need to deal with the problems of the shortcomings of
the visual processing itself. The solution that is pursued in this chapter is to push
the items to see whether the observed motions in the scene support this hypothesis
or not. If they do, the robot can just continue by picking up the item, while it
can update its hypotheses and try to verify them again otherwise. Since this robot
operates in a place where the packages are neatly arranged on shelves, one desirable
feature of this approach is that it affects the objects as little as possible.
One specific case where two almost identical visual inputs should be interpreted
very differently was presented in Figure 4.1. Just looking at the image in this case
is insufficient. However, if the robot was to induce a motion on one of the corn cans
only that one would move uniformly in the case of no wrapping, while all would
move in the other case. Making the assumption that objects are rigid, the robot
could then follow the motion that it produces in the scene and then deduce which
objects that move according to the same motion. In this chapter I make use of this
assumption and let motion in the scene replace the human assistant in the previous
73
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The system that is introduced in this chapter combines appearance and motion
to let the robot autonomously and iteratively segment a scene. A diagram of the
system is shown in Figure 5.1. Each block generates an object hypothesis and
by communicating this in a sequential manner, the object hypothesis is iteratively
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by communicating this in a sequential manner, the object hypothesis is iteratively
refined. The system exploits sensory data from three modalities; color/intensity,
depth and motion. Color and intensity are provided directly by the video stream
and depth is provided through stereo reconstruction.
First I go through the notation used in this chapter and connect this to the
notation from the previous chapter. Previously the resulting segmentation was
parametrized through a labeling l. In this chapter the segmentation is iteratively
refined over time, so each labeling will be identified with a time step. Furthermore
I will consider two types of segmentation: the one resulting from the appearance
based method in the previous chapter, and one resulting from the motion based
segmentation presented in this chapter. Consequently, the former will be denoted
t
t
lA
and the latter lM
, t = 1..T .
From the labeling of the image a scene model, or scene hypothesis, h is created,
and is defined as follows:
h = {#objects = K, {◊f1 , .., ◊fK }, {R1 ..Rr }, {„1 , .., „K }}.

(5.1)

The scene hypothesis contains information about the current estimated number
of objects K, along with their models ◊f1 ..◊fK as well as relational information
{R1 ..Rr } describing how two objects with models ◊fi and ◊fj are located with respect to each other. This might be empty if no such information has been provided.
Finally for each object hypothesis with model ◊fi a variable „i exists that can take
one of three values: Unknown, Confirmed or Rejected. When a new hypothesis j is
created, „j is initialized to Unknown. To either confirm or reject the hypothesis, a
human can be used like in the previous chapter, or, as I present in this chapter, by
letting the robot itself interact with the scene. If a hypothesis is confirmed, nothing
more needs to be done, while if it is rejected proper action needs to be taken (see
Section 5.2).
Since labelings in this chapter stem from appearance and motion based segmentations respectively, the hypotheses h will be indexed similarly: htA and htM .
Finally, ◊t describe the state of the system, i.e. the current estimate of all models.
The appearance based segmentation will take this as input in time step t + 1. The
whole process is initialized with ◊0 Ω {◊c , ◊s }, i.e. the clutter and surface models,
and continues until the scene is explained.
The system is iterative; each hypothesis block taking the current state of the
system ◊t as input and generating a labeling lt of its input modality in terms of
object association. This labeling generates a hypothesis about the objects in the
scene, updating the state ◊t+1 of the system. The different segmentation blocks are
outlined below.
Initial hypothesis: The parameter set ◊0 is used to initialize the system and
holds prior information of the state of the scene. This could be provided by different
sources, e.g. a human [72] or an attention system [82], and let the system know how
many objects there are in the scene along with potential appearance information. In
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the context of this chapter it is limited to the surface model (if a surface was found)
and a clutter model, along with information that one object should be added.
Appearance hypothesis: The first part in the iterative loop consists of the
appearance hypothesis, described in Chapter 4. The output is a dense labeling
t
lA
of every pixel in the image and a model of the appearance of each detected
t
object. The labeling lA
describes a hypothesis htA about the number of objects,
their location and extent in the image. Further, a model of the appearance of each
object is built.
Rigid motion hypothesis: From the hypothesis htA I assume one of the two
following scenarios: (1) the latest object hypothesis is correct, or (2) appearance is
not sufficient for disambiguation and the segmentation has therefore merged several objects into one. By interacting with the scene based on the robot’s belief,
and exploiting the assumption about object rigidity, I generate a sparse labeling
LtM . It being sparse means that only a subset of the pixels in the image will get
a label. These could work as an indication of a segmentation on their own, or in
conjunction with e.g. a watershed algorithm [21] to get a dense segmentation. In
the scenario presented in this chapter however, I solely use the motion segmentation as a way of confirming or rejecting the hypothesis from the appearance based
t
segmentation. Once the labeling lM
has been created, a hypothesis htM , either supporting or opposing htA , is generated. The details of this approach are explained in
Section 5.2.
In an iterative manner, I use the motion hypothesis to rectify the appearance
model resulting in a dense labeling of objects in the image space, consistent both
with the appearance and the motion assumption. Further, I acquire a model of
the appearance of each object detected. Due to the ordering of the two hypothesis
blocks, I will refer to the motion hypothesis as a means of rectifying the appearance
hypothesis. However, each hypothesis generates a labeling in terms of objects and
would therefore also work on their own. This forms the central argument of this
chapter: the complementary nature of the different modalities facilitates the disambiguation process. The sequential framework results in a ‘divide-and-conquer’
approach where one hypothesis is used as input to validate the subsequent one.

5.2

Rigid motion hypothesis

The problem that the robot is faced with is the same as in Chapter 4, but the
solution that is presented here is different since I now assume that no human is
present. From the supermarket example it is clear that the robot will encounter
situations where objects are placed very closely to each other, which will lead to
undersegmented images. This is, as mentioned before, a result of the object concept
that is used. Different approaches to recover from such failure include for instance
to push things around, lift the objects or look at the scene from a different angle.
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Looking at the scene from another angle might resolve the situation, but probably
not since the underlying cause, i.e. the objects being too close to each other, did
not change. The approach I have taken is instead to interact with the scene, but
alter it as little as possible. The cost of e.g. lifting an object may also be high if an
incorrect hypothesis leads to the object being dropped, and pushing it too much
would potentially rearrange the items on the shelf. I therefore take the approach of
inducing motion by carefully pushing on the object hypothesis. Thus the problem is
to infer from motion in the scene, whether the motion is produced by one or several
objects. For this, the requirements are that objects are rigid and, if more than one
object, they move differently with respect to each other.

5.2.1

Motion generation

Figure 5.3 shows an example of the different steps of the method. Given a segment
t
from lA
, I want to evaluate if it consists of a single or several objects. Since the
t≠1
previous segmentation lA
a hypothesis has been i.e. added or split according to
a given instruction. After the appearance based segmentation has converged, the
new segment needs to be verified. In Chapter 4 this was done through the aid of a
human, while in this case motion induced by the robot will resolve the situation.
The robot must first decide how to induce motion into the scene in a manner
such that the induced motion provides as much information as possible about the
number of objects in order to rectify the hypothesis. One such motion would, in
case there is more than one object, move one object but not the others. I try to
generate such motion through the approach that is illustrated in Figure 5.2. Here
I assume that there are two objects in the segment in question. If this is the case, I
try to maximize the chance of moving one but not the other by hypothesizing how
these two objects would be arranged and then push on one of them with a direction
perpendicular to their relative position. If there is only one object the whole object
will obviously move, and due to wrongly estimated arrangement in the case of two
objects, both objects are likely to move. However, the experiments in Section 5.3
turned out to generate different motions for all the tested object constellations in
the case that both objects moved. The hypothesis regarding the arrangement of
two objects is generated by clustering the pixels in the segment with respect to the
spatial-color domain using k-means. The result of such clustering is illustrated in
Figure 5.3.
During the push, the motion in the scene must be detected. After the pushing
trajectory has been generated but before the push is actually executed, I extract
feature points inside the current appearance hypothesis using [129]. During the
pushing motion, these are then tracked using the optical flow based approach from
[86]. In the experiments most objects generated between 150 and 300 points.
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Figure 5.2: The left figure shows the two objects that have been captured by the
same segment. The right figure shows the top view of the objects, and indicate the
idea that pushing in a direction perpendicular to the objects’ centers moves one
object but not the other.

Figure 5.3: From left to right: Scene with one or two objects, initial segmentation,
clustering based on k-means and one instance of the segmentation due to motion.
Notice that in the two object case, the k-means clustering is not very accurate.
Even so, the method is able to realize that there are actually two objects.

5.2.2

Motion Discrimination

To perform motion analysis, which is done in 3D, I exploit the fact that distances
between each pair of points on a rigid object are constant under translation and
rotation of the object, while distances between pairs of points on different objects
will change. For the following discussion I assume the existence of two objects.
An observation is that the difference between corresponding point pairs before and
after a motion will be zero for point pairs on the same object, and non-zero for
point pairs on different objects. I denote the distances at time t with matrix Dt ,
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T
dt (1, 1) . . . dt (1, N )
W
X t
..
..
t
t
..
Dt = U
V , d (i, j) = ÎPi ≠ Pj Î,
.
.
.
dt (N, 1) . . . dt (N, N )

(5.2)

qit = [vK vL ] Qti .

(5.3)

and the changes in distance since last update with Qt = Dt ≠ Dt≠1 . Here N is the
number of tracked points. Note that the point positions Pi are here expressed in 3D
metric coordinates. A column Qti in Qt can be interpreted as the change in distance
from point i to every other point from time t ≠ 1 to time t. This difference will
be zero for points on the same objects, and non-zero for the other points. Hence
all vectors Qti œ RN belonging to the same object will have zeros for the same
dimensions. Thus a vector Qti resides in one of two distinct subspaces, VK and VL ,
corresponding to objects OK and OL .
The eigenvectors vK and vL corresponding to the two largest eigenvalues of
Qt , reside in VK and VL respectively. An illustration to his observation is given
in Figure 5.4. I have also confirmed claim for various simulated scenarios. I thus
project each Qti on these eigenvectors:
T

The resulting points qi reside in a space referred here to as the motion space. If
there are two objects, and there is no noise, points from one object are aligned along
1
0
≠1
≠1.5

≠1

≠0.5

0

0.5

1

1.5

Figure 5.4: The left figure illustrates two objects: The left object, represented by
two red points, is rotated 90 degrees between two time steps, and the right one is
represented by four blue points and does not move. The plot on the right shows
differences in point distances between the two time steps. The blue points in the
plot indicate the difference in distance between the two red points and the four blue
points. The x- and y-axes represent the difference in distance for each of the two red
points respectively. The green points in the plot are some other points belonging
to the right object. It is easy to see that the spread of these points, representing
difference in distances, have a clear major axis. The same reasoning can be applied
for the right object with respect to the left object. Hence each of the subspaces VK
and VL will have a distinct spread in one major direction which results in the two
largest eigenvalues belonging to one subspace each.
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one axis and points from the other object on the other axis. If there is only one
object on the other hand, all vectors will be the zero-vector. The one object case
will therefore be quite easily distinguishable from the two object case. In reality
though, noise has a big impact on the tracked points. Therefore points for both the
one and the two object cases will be composed of both eigenvectors, as illustrated
in Figure 5.5. However, in the two object case, for points belonging to the first
object, the first eigenvector will be dominant and vice versa. Clustering the points
in this space will therefore result in two clusters with most points from one object
belonging to one cluster and most points from the other object to the other cluster.
On the contrary in the one object case, such pattern cannot be observed.
The observations made above suggest that it should be possible to distinguish
whether the points have been generated by one or two objects in the motion space.
However, as can be seen in Figure 5.5 again, this is hard to determine in the motion
space. To do this there is need for some goodness-measure to tell how well the points
fit to the assumption that there are two objects in the scene. This task is easier
when looking at the original points in the image space as follows:
I first cluster points in the motion space, which is done using a two component
Gaussian mixture model, and then observe how this clustering look in the image
space to verify whether the clustering in the motion space made sense. In image
space, points from two objects will be partitioned in distinct clusters, while in the
case of one object, such a pattern is not observable (see Figure 5.6). The reason for
this is that in the ideal case, if one object is observed, Qt would be a zero matrix.
Therefore any non-zero entries in Qt will be the result of noise.
To distinguish between the one and two object cases in the image space, I
look at image point distances; intra- (Equation 5.4), and inter cluster distances
(Equation 5.5).
ÿ
1 ÿ t
1
etK,K = 2
Îpti ≠ ptj Î, etL,L = 2
Îpi ≠ ptj Î
(5.4)
K
L
iœOK ,jœOK

etK,L = etL,K =

1
KL

ÿ

Îpti ≠ ptj Î.

iœOL ,jœOL

(5.5)

iœOK ,jœOL

Here K, L denote the number of points in respective clusters. I then compute the
ratio
ret = (etK,K + etL,L )/(2etK,L ).

(5.6)

If the motion is generated by one object, the points should be more or less
randomly distributed since the underlying values are resulting from noise. As seen
in Figure 5.5 this is not entirely true since the blue points are forming small groups.
This is a result of regularities in the noise for points lying around the same position
on the object. Nonetheless, the location of the small groups are randomly scattered
among the red points. This will lead to that the difference between intra- and inter
cluster distances will be smaller than the case of two objects implying that the ratio
in Equation 5.6 will be smaller than for the one object case.
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are in turn based on the sequence of observations. An observation agreeing with
the assumption will give an update to l and a disagreeing observation to m. The
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Figure 5.6: Examples of the clustering of the tracked points. While there is no real
pattern in the case of one object, in the other case the points are clearly grouped
in one left and one right cluster. Note that the second frame in the upper row
and third frame in second row have all points except one assigned to one GMM
component. These cases, which occur due to outliers, I do not include in the updates
of Equation 5.7.
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Figure 5.7: The figure shows the sigmoid function that is used when updating the
beta distribution.

observation to m. The updates are done as follows:
l Ω l + fl (ret ), m Ω m + fm (ret ),
fl (x) = [1 + e

]

≠u(v+x) ≠1

, fm (x) = 1 ≠ fl (x).

(5.8)
(5.9)

fl is a sigmoid function and is computed for the inter-intra cluster ratio. Figure 5.7 shows a plot of this function with u = 20 and v = ≠0.8. The sigmoid
function is used rather than just using l Ω l + 1 for an agreeing observation in
order to account for some degree of uncertainty in ret . For the experiments in this
chapter the selected values for u and v produced satisfactory results.
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wards 0 or 1 for one and two objects respectively, but it needs to make the decision
well before that in order to not affect the scene too much. There is therefore a
natural tradeoff between classification accuracy and scene motion. For the experiments here I found that making the decision when the mean of the beta distribution
reaches below 0.3 or above 0.7 gave satisfactory results with a classification rate
of 92 %. This resulted in the feature points on average being displaced less than
0.5 cm.

5.3.1

Noise

If noise would not be a factor, all examples can be identified correctly. Noise has
however a significant impact on the results and originates from a few different
sources:
1. False correspondences The point tracking, i.e. the association of one point
in frame t + 1 with one in frame t, can result in bad matches. In this case the point
will be an outlier since the motion it seemingly undergoes might be completely
different from the real motions in the scene.
2. Bad disparity estimation 3D points are used, and the 3D measures are
depending on disparity calculations which are in general very noisy, both resulting
in fluctuations around the true disparity value and outliers.
3. Noise due to occlusion In the first frame suitable points to track are extracted. These, and only these, are then used for the computations, and if the track
of one point is lost, it will naturally not be used further. In the experiments the
motion induced by the finger often resulted in a rotation. Depending on the shape
and pose of the object, parts of the object will become occluded from the view of the
camera due to this rotation. Ideally the tracked points corresponding to these parts
should be lost. In reality however they will often stick to the border between the
newly occluded part and the visible part which will make the corresponding points
in two consecutive frames to not correspond to the same point on the object.
4. Image noise Finally there is noise due to e.g. illumination changes on the
object between two frames, and naturally occurring noise in the image capturing
process. This noise results in small shifts in the location of the point on the object
between frames.
All the noise factors contribute to the difficulties in estimating if an observed
motion came from one or two objects, but the last one is the only one that is feasible
to model. 1. and 2. will sometimes result in outliers that lie far from the the group
of correctly identified points, and are easily filtered out. 3. Is very hard to detect,
as well as some cases in 1. and 2., since in this case the noise is small. The problem
is that this noise is non-Gaussian and therefore hard to model.
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Comparison to other methods

As mentioned before, there are other methods that try to solve the same problem
as the combined approach used in this chapter does, i.e. segmenting objects in
the scene by inducing motion. Several works, like [73, 138], build on the work
of Costeira et al. [42]. In these works the problem is formulated as the one of
finding the number of objects and their segmentation through tracking N points in
F frames. These points are arranged in a 2N xF matrix W which is then factorized
through singular value decomposition (SVD):
U VT = W

(5.10)

is a diagonal matrix holding the singular values of W. By looking at the rank
of W, i.e. the number of singular values not equal to zero, the number of objects
can be identified. For a general motion the rank is 4, while if the motion is planar
(translation in the X- and Y-directions, and rotation in the Z-direction) the rank
is 3, in the case that the motion from one object is observed [73]. For more than
one object the rank will be multiples of 3 or 4. This is for noise free data, so in real
world scenarios W will have full rank, but the singular values for the dimensions
that are due to noise should be significantly lower than the others.
The motion generated in the experiments in this chapter are planar, i.e. if there
is one object W should have rank 3. For each experiment i I compute Wi and its
corresponding normalized eigenvalues Õi,j , j = 1..30 and find a threshold · such
that the classification rate is maximized. An example with one object is considered
correctly classified if i,j < · for j Ø 6 and an example with two objects is correctly
classified if i,j > · for j Ø 6. This yielded a classification rate of 70 %, significantly
lower than the method that I propose in this chapter.

5.4

Discussion

Performing actions with the assumption that the observations from a passive sensor
like a camera are correct, can lead to actions with unpredictable and undesirable
results which in the worst case scenario might be undoable if for instance a jar is
dropped and smashed. Being able to confirm what it sees is therefore a vital ability
for a robot, and in the previous chapter the robot was provided that ability by
interacting with a human. Needham et al. wrote about how children are better at
discerning two objects from one if given the opportunity to play with the object
beforehand [105]. In line with this I let the robot explore the scene in this chapter,
in order to clarify its visual input. The presented method enables it to iteratively
build a representation of a scene on its own, starting with just the assumption that
there is one object at the table, and finishing when no more objects can be detected.
This chapter also takes on the three steps from Section 4.6: Create a hypothesis,
verify this hypothesis and improve it. Assuming that the first hypothesis was generated from visual input there is need for additional observations, potentially using
other modalities, to confirm or reject the hypothesis. As explained in this chapter,
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another camera based observation would not add certainty to the observation, since
the generated hypothesis would be the same (both objects captured with the same
segment). Another modality is therefore introduced in form of motion. However,
with motion the robot is in fact performing an action in the scene, which as said
above can lead to undesirable results. In Section 3.1 I wrote about a child’s development and how it interacts with things to realize what objects are. A parent would
probably give children toys or unimportant objects to play with. A robot on the
other hand might have to gain experience using other, more important objects. The
motion that is enforced on the scene should therefore be introduced carefully and
with as small effect on the scene as possible in order to avoid undesirable results.
In the previous chapter the assumptions made about objects were very general,
simply that they have to be somewhat continuous in appearance and space. In order
to successfully perform the verification step in this chapter I added the assumption
that objects are rigid. With this assumption it is possible to identify different
objects in the scene by observing groups of points that move with the same transformation in 3D space. The hard question to answer is how many objects that the
motion stems from. If the number of objects are known, then the problem reduces
to assign the tracked points to one of these objects. Many motion segmentation
approaches use the rigidity assumption as well by tracking points on the objects
and cluster them using for instance factorization of structure and motion [42, 73].
These, however, rely on the objects in the scene having the same motion throughout the scene which is not necessarily the case. For instance, in some two-object
examples one object was standing still for several frames before coming in contact
with the finger. Furthermore, using pairs of frames would not have been sufficient
since W then would have had a rank of max 2. The experiments performed in this
chapter confirmed that this method performed significantly worse when trying to
distinguish between one and two objects in a scene.
Motion segmentation methods looks at motion only, and does not take appearance into account [42, 73]. Some works have been presented that does this for object
classes [126, 133], while another example is methods that combine appearance and
motion when looking for where activity occurs in a video sequence [34]. The work
of Mishra et al. is in a way also related to this approach in that optical flow also can
be used to suppress boundaries inside objects, and in that way taking advantage
of motion to improve segmentation [100]. Differently to the work presented in this
chapter, motion is in their case an additional cue rather than being a method working on its own. Having a stand alone method could be valuable if the appearance
based method fails completely to segment an object if for instance the scene is very
cluttered. Inducing motion can in this case help to identify one object from the
rest.
The robotic community have also presented work on segmenting by letting a
robot manipulate objects in a scene. Similar to this chapter, [76] segments an
unstructured scene using by letting a robot push on objects in the scene. However,
knowledge of object positions is assumed, and if another object moves at the same
time, it will be treated as the same object. [75] assumes rigid object parts and tries
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to infer kinematic structures of objects by tracking features on them and looking
at point distances. Contrary to the proposed method however, they limit motion
to lie in the image plane. In [84] the authors segment objects by capturing images
before and after nudging the object. They are however limited to objects that are
symmetric or almost symmetric. Fitzpatrick et al. segment a scene by comparing
subsequent frames and detecting the moment there is a large change in the scene,
from which they can determine whether pixels belong to foreground and background
for a subset of the pixels [51]. They then formulate the segmentation problem as an
energy minimization problem over a graph, with known pixels being penalized for
being assigned to the “wrong” segment. One problem with this approach is that
if two objects are in close proximity they are likely to move at the same time and
thus be segmented as one. Another problem is that the robot hand will sometimes
be included in the segment. This is not a problem for the proposed method since
only points within the current segment are tracked.
Looking at other motion segmentation methods, no one to my knowledge emphasize that the scene should change as little as possible. The main contribution
of this chapter is a segmentation method that rather than relying solely on motion
for segmentation, uses motion as a cue to verify the hypotheses created by an appearance based method. In this way the scene needs to be altered very little. A
few of the tracked points will be wrongly classified. However, since the task of the
method is to decide whether the hypothesis from the appearance based method is
correct, this does not affect the end result.

5.4.1

Looking ahead

A natural extension of the method is to see how it handles an arbitrary number
of objects. If more than two objects are captured by the same segment, is it still
possible to distinguish between cases of N objects? The major difference is that, in
the noise-free case, the points qi will no longer be orthogonal in the N -dimensional
motion space if they belong to different objects. However, there still will be a
distinct grouping of the points in the motion space, indicating the applicability for
more than two objects.
What if the rigidity assumption is relaxed? Then the problem becomes much
much harder, but this is also true for humans. For instance, it might be very hard
to count how many towels that are put in a pile of laundry. One way to solve this
would be for us to pick up the towels one by one and realize that they are individual
objects when they are separated from the pile.
The work presented in this chapter is in fact an observation of a manipulation
performed in the scene. The outcome is a classification whether the outcome is
agreeing with the hypothesis, e.g. that there are two objects in the scene. Depending on the outcome the robot will take appropriate action. The assumption was
that objects are rigid. Manipulating flexible objects will however also be necessary
for multi-purpose robots. In the next chapter I present work on observing manipulations and outcomes of flexible objects. In a similar manner the robot will perform
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an action and observe the scene change and continuously estimate the outcome of
the action.

6
Observing Outcomes of Manipulations
Even if the robot successfully segments an object from the background, verifies this
hypothesis and then finds a structure on the object that is stably graspable, things
can go wrong. Humans experience this as well, whether it comes to dropping a plate
on the floor or as exemplified before, lifting an empty milk package. As humans
though, we have the ability to realize that the outcome of our action was not the
expected one, and can deal with it appropriately. In the first example the error is
not retractable, so the solution is to clean up the floor and pick a new plate while in
the second example we realize quickly that the package weighed less than expected
and consequently reduces the lifting force. For the robot, this too is an essential
ability.
Returning to the supermarket scenario, the robot picks up items and put them
in the basket. A successful result of the manipulation will be the item being placed
in the basket. Therefore it would be enough to observe the state of the basket after
the manipulation. However, it would be a waste of time and resources to wait that
long. Furthermore, it would be of interest what went wrong, e.g. if the item was
dropped on the floor or never picked up at all. Hence, it is necessary to continuously
observe the manipulation during its duration, from the robot grasps the item from
the shelf, until it is placed in the basket. If something unexpected happens during
the execution the robot then can take appropriate action. Research dealing with
this problem do often not limit themselves to visual sensory data. In [11] tactile
sensors measuring pressure were used to detect the stability of the grasp, i.e. if the
robot will be able to lift the object without dropping it, before it is even lifted.
Others use tactile sensors to try to detect when an object actually is slipping in the
robots hand [59, 122]. Such sensors are in a way more suitable to detect unexpected
outcomes since they are specialized for a narrower range of tasks. However, in [10]
the authors also showed the benefit of integrating tactile sensors with vision.
If the robot is about to drop an object, one reaction could be to quickly adapt
e.g. the grasping force to stop the object from falling out of the hand. If vision
is used to detect this, the object’s position should be tracked with relation to the
hand, and if a movement of the object not corresponding to the hand is detected,
the robot should react.
In this chapter I deal with the problem of observing outcomes of actions, but I
89
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Figure 6.1: An overview of the approach: from a video stream, features SH are
extracted at each image frame. At time t, SHt together with the previous state
St≠1 generate a new state St . A robot can at any time query the model about
its current state. The more observations are available, the more certain the state
estimate is. A detailed description of the model is given in Figure 6.2.

deviate somewhat from the previous chapters by taking on the more challenging task
of manipulating flexible object rather than rigid ones. Observing an unexpected
outcome from manipulating a rigid object such as in the supermarket scenario
involves observing the relative displacement of the object with respect to the hand.
In the previous chapter another example was presented of observing an outcome of
a manipulation of a rigid object for the purpose of verifying the structure in the
scene. In that case however, one aim of the manipulation itself was to affect the
scene as little as possible in order to avoid unwanted side effects, with the final
goal being to verify or reject a hypothesis created from visual input. This in turn
was done in order to be certain of the structure of the scene before executing the
subsequent action.
Observing a manipulation of a flexible object is inherently more complex since
it involves observing a deformation in addition to the displacement. Differently to a
rigid object, a flexible object can move independently of whether it is firmly grasped
at some part. This makes tactile sensing a poor choice for detecting unexpected
motions, so in this chapter I use vision for this purpose. Additionally, similar
to detecting when an object is dropped on the floor in the supermarket, in some
scenarios it is necessary to observe the deformation of a flexible object in real time,
putting high requirements on the visual processing system. Furthermore, due to
their much lower degrees of freedom, it is much easier to control the manipulation
of a rigid object.
More concretely, I present an approach how to model flexible objects that are
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subject to deformation through manipulation, and how to monitor this deformation
in order to determine whether the outcome of the manipulation was the expected
one. Figure 6.1 shows a overview of the system used in this chapter. Just like the
previous chapter, the manipulation gives rise to a sequence of observations, and
just like in the previous chapter the aim is to detect a deviation from the expected
outcome as quickly as possible. The method that is presented provides a way of
learning the state of a flexible object, i.e. how it is actually deformed, for a certain
manipulation, and through knowing the state from the previous observation, the
transition to the state in the current observation will provide essential clues as to
whether the manipulation is proceeding as planned or not.
The method presented in this chapter sets out to let the robot learn to recognize
the outcome of an action it performs. In [87] we described a method where the
robot learns to recognize different actions performed by a human. The method I
develop here could be used for this as well. The difference between the purpose
and applicability of the two methods might appear subtle. However, our work
in [87] modeled different actions through interaction between objects in order to
distinguish between the actions, while the work I present in this chapter models
one action performed on one object through the evolution of this object in order to
distinguish between outcomes of the action.

6.1

Manipulating flexible objects

Enabling manipulation of flexible objects requires modeling of a state-space that is
more complex than the state-space of rigid objects. One example is origami folding
where a piece of paper is transformed into a variety of different shapes. One may
model the whole process as a sequence of folds and flips, just like is done in an
origami instruction book intended for humans. A similar idea applies to household
tasks such as folding laundry or folding napkins for a dinner. Folding things is
just an example of a manipulation of a flexible object. Baking for instance involves
forming dough into various shapes, and to replace a bike tire, one has to stretch and
thread a tube onto a rim. Folding is however a highly challenging action to model,
since folds can be done in a large variety of ways that together span the state space
of a flexible object, challenging the suitability of the method. Furthermore it is
likely to be an essential ability for future household robots.

6.1.1

Modeling approaches

The important scientific question is how to model a flexible object in order to
account for the possible different states the object can take. Referring back to
Section 2.1, simulation is an often used tool for modeling flexible objects. When
it comes to objects suitable to fold such as cloths or garments, these are often
parametrized beforehand. A popular approach is to represent objects with a number of key points, and model the interactions between these points [33]. This approach is also used in [113, 141] where the authors model the objects in simulation
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using a grid of small masses spread over the whole object, that are connected with
springs. In this way it is possible to predict the deformation of an object given some
manipulation. However, these simulations are computationally expensive and not
suitable for a robotic real-time scenario. Another parametrization was presented
in [98]. In that work the authors parametrize different garments by picking out a
minimal set of parameters consisting of defining points on the contour, such that
the desired range of shapes can be described.
One prerequisite of the parametrized model in [98] is that the shape of the object
is known beforehand. In accordance with the previous chapters, I want to develop
a method that can work with unknown objects, and to create a model for an action
on an object during a learning phase. To do this I choose an approach where I learn
the sequence of deformations that define a certain action. In this way, there is no
need to create a model manually for a given object, but the robot can rather learn
the model from observations.
Salleh et al. presented work [118] where the robot spreads a towel by finding
and grasping two adjacent corners in the image using vision and two robotic manipulators. The two hands are in constant contact with the cloth, something that
cannot always be expected. In [64], the authors presented a high speed dynamic
manipulation task consisting of rotating a pizza using a pizza spade as manipulator
by controlling its the rotation and translation in depth. The movements of the
manipulator is controlled using visual feedback with markers on the pizza. While
markers is an excellent way of simplifying tracking at a high frame rate, using
them is not plausible in many real world scenarios. In this chapter I instead take a
marker-less approach.

State space estimation
One aspect of research that investigate folding of flexible objects is to estimate the
state of the object. By letting the robot hold a garment with one hand Kita et
al. [77, 78] tried to estimate its state by comparing a 3D point cloud of the object
to simulated models representing different states of that garment. By knowing the
state they could select a second part to grasp and by that spreading the garment.
Another work where the authors seek the configuration of clothes is [44]. Similar to
this chapter they exploit observations from the temporal sequence that occur when
regrasping the cloth. However, they make these observations when the object has
reached a static state, whereas I integrate new observations as they become available. Wang et al. seeks the state of socks [142]. Using texture and shape features
they want to predict e.g. the orientation of a sock and whether it is inside out for
the purpose of pairing socks or turning them with the right side out. Differently to
this work the authors need to have very high resolution images in order to detect
small textures, and in addition use a combination of features that would be to slow
for using in a dynamic scenario.
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Proposed modeling approach

The modeling is done by letting the robot observe an action performed on an
object. I assume that the action is pre-defined and performed by the robot itself or
a human. By letting the robot know the outcome of an action after its completion
it can then create a model using this outcome and the observations throughout the
action. The more times it observes this action, the better model it can create and
finally be able to identify the outcome of the action before its completion. The
challenge here is that it is desirable to learn from as few observations as possible.
With the proposed model I show that the state space can be kept very small. It
is therefore possible to populate that space, and thus learn, from a limited set of
observations. The approach integrates state modeling and prediction of flexible
objects. I demonstrate the validity of the method in both static scenarios, where
the time it takes to perform the manipulation is not an issue, and in dynamic
scenarios, where the timing must be taken into account.
As mentioned above, I am not interested here in how to create the motions of
the actions. The static scenario is demonstrated through folding of clothing items
where a human is performing the action. For the dynamic scenario I take the cloth
folding scenario presented in [146] as a starting point. Here the authors have taken
advantage of a simulated cloth to to generate a motion that will result in the cloth
being folded.
Static vs. Dynamic motion
Planning is another important aspect of manipulation. In [13] the authors addresses
robotic folding of clothes. The robot uses the geometry of the object to plan a
sequence of folds to reach a final configuration. In [7] Balkcom et al. presented work
on robotic origami folding. Here the robot is presented with a pattern detailing
where the folds on the paper should be done. Given this, the task of the robot is
to create a plan to execute these folds. This is a difficult task, but even when the
folding becomes more complex, it is like [13] still of the static type. In dynamic
scenarios, it is very difficult to plan how the object will evolve. Rather, once the
motion is underway the object needs to be observed in order to make a prediction
of its evolution. This makes the dynamic scenario significantly more challenging to
model, and requires a suitable prediction model which is difficult to design due to
the high number of degrees of freedom of a flexible object.
Imagine for instance a robot making a bed and spreading a bed sheet. When the
robot is faced with a dynamic scene like this, the requirements regarding processing
speed of the perceptual system increase significantly. The model that I propose is
computationally cheap, making it suitable to use in such dynamic scenarios. With
dynamic I consider examples such as cloth folding [146]: folding a cloth in mid air
by applying a set of rapid, dynamic movements and regrasps, that is first applying
swinging motion and then regrasping. This is in contrast to static manipulation, i.e.
examples such as origami folding [7]: transforming a piece of paper by grasping and
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folding it on a table. In this case, the velocity and acceleration of the manipulation
can be modified without impacting the resulting state of the object. This makes the
dynamic scenario significantly more challenging to model and requires a suitable
prediction model which is difficult to design due to the high number of degrees of
freedom of an object such as a cloth.
Using image data means that having to rely on very high-dimensional image
observations of the environment. In addition I need to acquire observations at very
high frame rates in order to represent the temporal structure in sufficient detail,
thus creating a very challenging modeling scenario.
The main contributions in this chapter are:
• Methods for efficient extraction of visual features based on an object’s shape.
• An approach for classification of a task sequence that continuously integrates
new observations and allows for a decision at any given time step in that
sequence.
• A fully generative model for state transitions.

6.2

System Overview

Several important scenarios in robotic applications are characterized by intricate
temporal structures of state changes. An example being the alterations of state
induced by the deformation applied to a shirt during folding. These characteristics
can be very complicated with respect to both time and space changing at a rapid
pace. Modeling this data can be very demanding due to for instance its high
dimensionality and the problem to accurately fit the observation to the model. The
main message of this chapter is that instead of accurately describing the object in
each single time step, the necessary information can be captured through a rough
modeling of the progression of the object’s state through time. The key is to find
a good threshold between model complexity and descriptive power. Thus, instead
of having a complex parametrized model that I try to fit the data to, I use a
low dimensional computationally efficient model for each time step and focus on
modeling the temporal structure.
The task of the method in this chapter is to model the progression and outcome
of an action. This further simplifies the modeling, since the possible states the
object can take given this action, spans a limited part of the whole state space.
The problem is therefore to find a lower dimensional space within that limited part
which is easier than having to deal with the entire space.
The benefits of the approach presented in this chapter are apparent in a scenario
where a rapidly folding cloth is modeled (see Figure 6.8). This example shows all
the challenging characteristics: there is no obvious notion of state and the temporal
alterations is happening very rapidly, creating the need for rapidly processing the
observations. Throughout the evolution of the cloth there are no clear, distinct
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Figure 6.2: An overview of the system that follows two paths. In the training stage,
a set of sequences, where tasks are performed on an object, are used to generate a
set of characteristic states Strain given extracted features SHtrain . These states are
then used for training HMM:s for different actions or tasks. In the execution stage,
new observations are continuously processed and fed to the HMM:s, which gives
the possibility to observe the state of the object at any time during task execution.

states. The cloth rather evolves continuously for the duration of the motion. However, since the proposed method is data driven, I find a small number of states
directly in the data. These states are not semantically meaningful, nor are they
necessarily descriptive on their own. Instead by combining the states, i.e. using the
cloth’s transition through the states to create a non-parametric temporal model,
the evolution of the cloth can be more accurately modeled.
The purpose of the system is to model the state of an object when provided
with a video sequence showing the deformation of the object due to some action.
Figure 6.2 shows an overview of the proposed system which consists of two separate
paths: One training stage and one test stage. A set of video sequences is used as
training data containing an action applied to the object with different outcomes.
The images are processed for features which are used as a basis for generating
object states, i.e. typical deformations of the object when applied with the action.
These are then used together with the features to build one temporal model of the
sequences for each outcome.
In the test stage, frames from a video sequence are continuously processed for
features, which are then used in the temporal model. The robot can at any point

96

CHAPTER 6. OBSERVING OUTCOMES OF MANIPULATIONS

query the system for its belief about its current state, something that can than be
used for e.g. classification or control.

6.3

Method

Modeling the object during the action is done by first training a model, which is
then used by the robot when an accurate model has been learned (see Figure 6.2).
During the training stage a set of video sequences {Seq train } are used, which are
generated from different outcomes of an action. For each image in each sequence,
train
train
feature vectors SHt,s
are generated to produce the set SHtrain , {SHt,s
}.
train
These feature vectors are used to produce a number of states S
describing
different deformations of the object. In the following step a Hidden Markov Model
(HMM) is trained for each outcome. Strain serve as basis for the states in these
HMM:s.
After training features SHttest are extracted continuously from a test sequence
Seq test . These features correspond to observations in the HMM:s, which model the
likelihood of the object being in a certain state at a given time step, for a given
action. A robot can at any given instance query the system about the likelihood
of the sequence ending up in a specific outcome, and how likely the current state
estimate of the object is. In this way, at any given instance, if the robot has reached
some level of certainty about its belief, it can take appropriate action.
As stressed earlier in the chapter, computational efficiency is essential if the
method is to be applied in a dynamic scenario. To accommodate for these requirements, I have given special attention to the implementation of some critical parts
of the algorithm which are detailed in Appendix B

6.3.1

Feature Vector Extraction

The state of an object is a global property, i.e. the deformation of the object cannot
be known just by looking at individual parts of the object in isolation. Rather, the
object’s deformation can be described by relating all parts of the objects to each
other. By recognizing this, I utilize the Shape Context descriptor as a base for a
descriptor with which to represent the image observations [101]. This descriptor
works on an object’s contour and parametrizes the contour by creating a histogram
of distances and orientations between one point on the contour to the rest of the
points (see Figure 6.3). Hence, one shape context histogram will be associated with
one point on the object and describes what the object look like from that point’s
perspective. By combining one shape context for each point around the contour,
the state of the object can be robustly and accurately described.
I apply the shape context descriptor on the object’s which are generated with
the standard Canny edge detector [36]. Using all points for the feature vector would
generate many very similar ones. I instead evenly sample M key points from the
contours. The shape context histogram is divided into rn radial, and –n angular
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bins. An edge image at time t in sequence s is consequently represented with a set
of shape contexts SCt,s , which contains one shape context corresponding to each
of the key points around the contour.
The shape context descriptor has been used for many purposes, mainly for
matching and recognition [12, 101], but also in a manipulation context by generating grasping points [28]. These works take advantage of the fact that shape
contexts can capture a large intra-class variability, i.e. the descriptor will be very
discriminative even if a large range of variants exists for one type of an object.
Instead of recognizing different types of objects, I work with recognizing different
outcomes of a manipulation for the same type of objects. Shape contexts will be
used to discretize the state space of the object given the manipulation. From frame
to frame the object’s state will not change much, but the descriptor will be able
to capture distinct states, and given the transition through these states it different
outcomes can be recognized.
Shapemes
During training, a shape context set, SCt,s , is generated for each training image,
producing the set SCtrain . Rather than using these directly as feature vectors by
for instance stacking them, I seek a more compact representation. In [101] the
authors introduced Shapemes. These are canonical base shapes that are formed by
vector quantization on the shape contexts using k-means (see Figure 6.4). The idea

Figure 6.3: The feature vector called shape context is a 2D histogram with respect
to one point on the contour, consisting of distances and angles from this point to
all other points on the contour. In the figure above, the shape context for the blue
point is created by locating remaining selected points along the contour (red) with
respect to the blue point in a log-polar grid. This is represented by the circular
grid in the figure which is divided into rn = 4 radial and –n = 8 angular bins which
constitute the histogram that is the shape context.
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Figure 6.4: Shape contexts are first created for each key point on the contour (left
figure). After clustering all shape contexts, each key point are assigned to one of
these clusters, and a shapeme histogram is created from these assignments (right
figure).
is that points close to each other will have very similar shape context, and can be
replaced by the same shapeme. By assigning the shape context of each point to the
closest shapeme, and creating a Shapeme Histogram, I get a much more compact
descriptor while retaining much of the descriptive power, and instead of having a
feature vector of size rn –n M which typically will be in the order of thousands, the
feature vector that I use is of size K, typically of much lower dimension, which
represents the number of clusters used in the vector quantization.
Algorithm 2 gives an overview of the feature vector extraction. Details of some
of the functions can be found in Appendix B. After training, each image will be
described by a shapeme histogram SHt,s . The set of shapeme histograms SH,
created from all training images, form the foundation when training the model.

6.3.2

State Generation

Contrary to other work using shape contexts, [12, 28], in this chapter there are
no predetermined classes. Instead, I create my own classes, or states, from the
training set SH. Figure 6.5(a) shows the evolution of a number of sequences from
the first three PCA-components of SH. This plot reveals that in the beginning of
each sequence, all examples are confined to a restricted volume, and then spread as
the object evolves through time. I cluster this space, referred to as the state space,
to generate the states.
The clustering is done by training an R-component Gaussian Mixture Model
(GMM),
p(x) =

R
ÿ

ﬁi N (x|µi ,

i)

(6.1)

i=1

using the EM-algorithm. The GMM is trained over the first Q PCA-components
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(a) State transitions

(b) Clustering

Figure 6.5: 6.5(a) shows state transitions for three successful sequences (left) and
three failed ones (right) of the first three PCA-components of SH. The sequences
progress from blue to dark red. 6.5(b) shows the clustering of the three first PCAcomponents of SH.

of SH. At this stage the important thing to model is the different states the cloth
might be in, so all images are used regardless of which outcome the action resulted
in for that sequence.
An example of a resulting clustering can be seen in Figure 6.5(b). The GMM
models the states of the cloth which, at any given instance in a sequence, is computed as the most likely component of the GMM given a shapeme histogram SHt,s :
St,s = State(SHt,s ) = argmaxÂ(i|SHt,s ),

(6.2)

i

Â(i|SHt,s ) = ﬁi Ni (SHt,s |µi ,

i)

(6.3)
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Algorithm 2: Feature Extraction
input : A set of image sequences Seqtrain , number of key points M and
number of Shapemes K
output: A corresponding set of shapeme histograms SH
for s œ Seqtrain do
for t = 1 to N do
Contourt,s Ω extractContours(Imaget,s )
Pt,s Ω getKeyPoints(Contourt,s , M )
SCt,s Ω getShapeContext(Pt,s )
end
end
SC Ω {SCt,s |’t, ’s}
Shapemes Ω k-means(SC, K)
for each SCt,s in SC do
for i = 1 to M do
SHt,s [ getClosestShamepe(Shapemes, SCt,s (i)) ] Ω 1
end
end
SH Ω {SHt,s |’t, ’s}

6.3.3

Modeling using Hidden Markov Models

Now that each time step in each training sequence is assigned to a state, a model is
trained over these sequences. Given the temporal nature of the problem, a Hidden
Markov Model (HMM) has been used as a model. An HMM defines a random
process that produces data sequences › in a way such that the data in each time
step is generated from one of a number of states S. It is modeled with parameters
⁄o = {q o , T o , O}. O models observation probabilities Oi = p(xt |St = i), i.e. the
probability in time step t of observing x given that the state St = i. O is shared
o
over all outcomes. T o models transition probabilities Tj,i
= po (St+1 = j|St = i) for
an outcome o, i.e. the probability of transitioning to state j in the next time step
given the current state St = i. q o denotes the prior probabilities, i.e. po (S0 = i) for
outcome o.
The observation probabilities O are computed as described in Section 6.3.2. If
the state is known, I know which GMM that produced the observation and hence
the probability:

Oi = p(SHt,s |St = i) = ﬁi Ni (SHt,s |µi ,

i ).

(6.4)
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Since I have computed St,s = State(SHt,s ), I can compute T o :
q
r,s [Sr,s = i · Sr+1,s = j]
o
o
q
Tj,i = p (St+1 = j|St = i) =
.
r,s [Sr,s = i]
Here s œ Seqtrain , r œ 1..N ≠ 1, and [X] is an indicator function
I
1 if X is true
[X] =
0 otherwise.

(6.5)

(6.6)

An HMM, ⁄o , is generated for each outcome o. Considering the amount of data
that is used for training (see Section 6.4), I do not have to make any assumptions
about the transitions, so a non-parametric estimation of T o is preferable. q o can
be computed in the same way as T o , there is however not enough data to make
this estimation properly, so I set q o to be a uniform prior. When creating the state
space in Section 6.3.2, I do not make any distinction between sequences resulting
in different outcomes. This is because I want to model the whole state space of
the object given the action, so when creating this space I include examples from all
outcomes. Therefore the difference between different outcomes will largely be the
transitions the object makes through the state space.
The purpose of the modeling is to in the end be able to predict that a new
sequence sÕ will result in the outcome o. To do this I compare the probability of
the sequence being produced by the HMM:s, and then use maximum likelihood to
select which one:
outcome(sÕ ) = argmax P (sÕ |⁄o )
o

(6.7)

The probability P (sÕ |⁄o ) is computed with the forward algorithm. Although
the experiments in this paper perform the classification for the entire sequence,
an additional benefit of using a temporal model is that it is possible to read out
probabilities from the HMM after any given time step. This means that it is possible
to make the classification at an earlier stage, but with potentially reduced certainty.

6.4

Experiments and evaluation

I run two different experiments showing the validity of the proposed approach.
The first experiment is static, describing the folding of a shirt. The second experiment is different, being extremely dynamic, depicting the rapid folding of a
piece of thin cloth. The challenges of the two experiments are different, in the first
experiment the state transitions are slow but the variance in the different states
is large. This will test the descriptive range of the image feature. In the latter
experiment the state changes are very subtle which will test the resolution of the
state representation. Furthermore, the changes are very rapid testing the resolution
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Figure 6.6: Examples of instances of the correct fold action (top) and the bad fold
action (bottom).
of the algorithm and the efficiency of the implementation. The model is trained as
described in Section 6.3, and the testing procedure for a sequence is as follows:
1. For each image, detect contours, select key points and compute shape contexts.
2. For each shape context, find the closest shapeme and construct SH, i.e. the
sequence of feature vectors for the test images.
3. Project the vectors on the Q first PCA-components from the training.
4. Run the sequence SH on ⁄o , ’o using the forward algorithm.

6.4.1

Static scenario

I demonstrate the system in a t-shirt folding scenario with two outcomes, correct
fold and bad fold (Figure 6.6). The execution of the action is as follows: Folding
the left side, the right side and then from the top. The different outcomes were
generated by manually folding the T-shirt by hand, either very carefully or sloppy.
I recorded ten sequences of each action, varying aspects like time to fold, final size
of the folded t-shirt, and in the bad fold case, different deviations from the correct
fold. Figure 6.7 shows the distributions of states for both actions. These are very
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Figure 6.7: The distribution over states for the two actions in the static scenario.
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similar, indicating that it is not about which states the t-shirt takes during the
action. This justifies the central belief of this paper, that the information lies in
the transitions through these states.
For training I randomly selected six sequences of each action, and used the
remaining for testing. The procedure was repeated 100 times to get an average.
The sequences were between 400 and 600 frames, and I use every fifth frame for
training. Between 1000 and 2000 contour points were detected in each image, and
M = 250 of them were sampled. For Shape Contexts, –n = 10 angular and rn = 6
radial bins were used, and K = 32 shapemes were created. I tried different R and
Q values, but not so much difference could be observed. For R = 11, Q = 7 the
average classification results were 0.81 for both actions.
Having a temporal model is beneficial in many ways since it also allows for
early detection of errors. The dynamic scenario presented below uses a repeatable
motion, so each sequence will be equally long. The static scenario adds an additional
dimension in this respect since different folds takes different long time to execute.
An HMM is therefore a good choice since it also makes the method invariant to
the duration of a sequence. One-shot classification, such as classifying each frame
using an SVM, would be hard since the data is not aligned. I classified the last
image of the sequences (the folded shirt) with an SVM, but this turned out to give
poor performance slightly above random. Even if it was aligned, there would be a
problem of having too few examples to train from, contrary to the sequence of data
for the temporal model as discussed above.

6.4.2

Dynamic Scenario

In order to test the system in dynamic scenarios, I use the dynamic cloth folding
scenario developed in [146], in which the robot holds a cloth at its upper rim and
grabs the lower rim in the air by swinging the cloth (See Figure 6.8 and 6.11).
As mentioned above, in [146] the motion the robot performs was developed in
simulation by using an accurate model of a cloth and finding a motion that enables
a successful fold. In reality however, due to parameters that are hard to control,
like initial position and stretching of the cloth, many attempts fail. This results in
two outcomes of the manipulation: successful folding and failed folding. The whole
folding sequence takes around 400 ms which means that the modeling has to be
done at high speed.
I conducted experiments using 9 instances of the successful folding, and 18 of
the failed folding. Images are captured at 1000 Hz, and I use every third frame for
both training and testing. On average between 500 and 1500 contour points were
detected in the images, and I sample M = 128 from each one of them. For training,
12 sequences, 6 from each action, containing 128 images each were used, which gives
|SCtrain | ƒ 200 000 vectors. The vectors were clustered into K = 32 shapemes. 12
sequences with 128 images each means that 1536 Shapeme Histograms were used
to create the state space. By using R Æ 13 there are on average at least 118 vectors
per cluster. As in the static case, I repeated this procedure 100 times to get a
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Figure 6.8: The figure shows the setup of the cloth folding scenario. The robotic
hands have three fingers with nine degrees of freedom (DOF): Two per finger, two
for the wrist and one coupled rotational DOF for the left and right fingers [104].
In addition the hands are attached to a linear motor for moving the hand in a
translational motion forward and backward. The folding motion is observed by an
EoSens camera capturing 640x480 pixels at 1000 Hz [58]. Captured images are
processed for images, feature vectors and finally classified to predict the outcome
of the action.
reliable average.
Some parameters need to be set, mainly concerning the number of key points
to be used, the size of the shape context histogram, the number of shapemes, how
many PCA-components to use and how many clusters in the final state space. I
present results by varying the final number of PCA-components to use, Q, and
the number of clusters used in the state space, R. Table 6.1 shows results from
running the classification over a few different parameter settings. As seen from the
table, like in the static case the results does not vary significantly for the different
parameter settings, indicating robustness of the method. The numbers are taken
from sequences that are classified using all available observations. The somewhat
low classification rate indicates that there is an overlap between successful and
unsuccessful attempts. This is partly due to the single frontal view of the scene not
providing enough discriminative information.
Figure 6.9 shows two examples of the output of the HMM classification throughout the sequence, averaged over 100 runs. As expected, given the results in Figure 6.5(a), in the beginning of the sequence the classification is random, while the
benefit of using transitions can be seen after a bit more than half way into the sequence when the classification rate of both successful and failed examples increases.
For reference, to emphasize that the classification is depending on time, I use a
bag-of-words approach and train a support vector machine (SVM) as follows: For
time steps 1..t I create a histogram over the states, as computed in Equation 6.2,
and train the SVM using these. When t is small there is naturally too little infor-
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(9,3) (9,5) (9,7) (9,9) (11,3) (11,5) (11,7) (11,9) (13,3) (13,5) (13,7) (13,9)

0.72 0.75 0.70 0.67 0.74 0.77 0.70 0.77 0.68 0.72 0.69 0.73
0.70 0.67 0.63 0.67 0.69 0.68 0.69 0.66 0.70 0.72 0.70 0.68

Table 6.1: The table shows the true positive (correctly classified successful examples) and true negative rates (correctly classified failed examples) from running
the classification over a number of parameter settings (R, Q). Best performance
is achieved for (R, Q) = (13, 5) which gives a classification rate of 72% for both
classes.

mation for a good classifier, but even as t grows, the classifier fluctuates around
random performance, apart from a peak at the end, clearly showing the need for
a temporal interpretation of the data. Furthermore, by using an HMM there is
natural compensation for differences in time to perform an action, as shown in the
static case.

6.5

Discussion

Robots will need the ability to observe and understand outcomes of actions that
they perform themselves, or that are performed around them. One essential aspect
of this is understanding how objects behave. Depending on the type of object, the
challenges are different. In Chapter 2 I presented a method for detecting graspable
structures on unknown objects, and how to let a robot execute a grasp on these in
order to pick up the object and move it to another place. No matter how suitable
these structures are, information like mass, center of mass and friction coefficient,
all that will affect the outcome of the grasp, are not detectable from raw visual
input. If the robot wants to be sure that it has successfully completed a grasp it
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Figure 6.9: The plots show the classification rates over time for parameter settings
(Q, R) = (9, 3) (left), and (Q, R) = (13, 3) (right) as read out from the HMM:s,
and averaged over 100 runs.
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Figure 6.10: The plot shows the classification in the dynamic scenario rate for
SVM-training. Here each time step is trained and classified separately. The classification rates are averaged from 100 test runs of successful (red) and failed (blue)
sequences.

therefore needs to be able to observe the outcome, i.e. observe whether the grasp
was completed as expected. In the context of the robotic system in that chapter,
this could be detected using tactile sensors by for instance making sure that the
object stayed in contact throughout the entire manipulation.
In this chapter I have approached the more challenging problem of observing
flexible objects. Rigid objects can move with six degrees of freedom with respect to
the robot, i.e. translation and rotation in 3D space. Flexible objects on the other
hand have can be deformed in an infinite number of ways, making them much
harder to model. Some approaches try to fit the current observation of the object
to a model of the object in simulation. Apart from needing a model of the object,
which means that the object has to be known, this approach is not feasible in cases
where the robot cannot control the development of the deformation, like scenarios
that have been presented in this chapter. Instead I have taken an approach where
I learn a temporal model of the object given a certain action. This has the benefit
of the object not having to be known beforehand, as well as eliminating the need
for manually creating a model of the object. Furthermore, some actions that are
dynamic in nature, i.e. the those where the temporal aspect cannot be affected by
the performer, which puts additional requirements on the modeling.
I used folding of objects as scenarios for modeling and evaluating an effective
integration of vision based representation for complex objects in synergy with a
principled probabilistic method for encoding of temporal tasks. The model describes how the contour of the object evolves through a folding sequence. I showed
how this can be used to monitor that the execution is evolving as planned. The
system was evaluated in two scenarios - one involving human folding of a shirt, and
one involving the robot itself rapidly folding a cloth in the air.
The intuition behind the proposed approach is that the different states that
the object can be in is independent of the outcome of the action. This means
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that by observing the object at just one frame is not enough for determining the
final outcome. Instead, by observing over time how the object transitions through
different states, the outcome can be more robustly estimated. States are estimated
using shape context-based features extracted from the contour of the object, and
the temporal evolution of the cloth is modeled with an HMM. Using an HMM to
model the temporal aspect also gives the advantage of the model being invariant
to differences in the duration of the action.
The experiments showed that the method is able to cope with both static and
dynamic scenarios. The lower classification rate for the dynamic scenario indicates
that the setup with a frontal view of the object (as illustrated in Figure 6.11) does
not allow for a descriptor fully capable of capturing the object’s state.
The main benefits of this approach compared to others are that
1. No parametrized shape needs to be designed, and no computer models need
to be created before hand.
2. Fast modeling allows for classification of dynamic scenarios.
1) means that, which ties back to the previous chapters, the robot can by performing
manipulations on its own create a model of that object and action. Human input
might still needed to let the robot know about the outcomes of an action, but similar
to Chapter 4 this can be provided using simple spoken instructions. 2) means that
the robot does not have to restrict its actions to ones where states only are observed
when the objects is in a resting state. Instead a whole range of dynamic actions,
like the example that was given in this chapter, can be considered.
While the problems that have been described in this chapter are essential for
the robot to solve, it is desirable for the robot to take action rather than passively
observing the observation. Being fully generative, the model supports this, and
could be introduced as part of a control loop. This would potentially enable the
robot to recover from unwanted outcomes before the manipulation is complete by
constantly updating its planned actuation in order to generate the desired state
transitions of the cloth.
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Figure 6.11:
Three examples of the deformation of a cloth in three different
examples, two failures to the left and one successful example to the right. The
presented images are taken at corresponding time steps, from the resting state
before the action until the time when the fingers just have closed.

7
Conclusions
Robots entered our society in the 1960’s when industrial robots were first put to
use in factories and from the late 1970’s robots saw an increasingly fast adaptation
rate [145]. As of 2011 as many as 150 000 industrial robots were sold [109] indicating the enormous impact the robotization has had on the manufacturing industry.
These robots are however limiting in many aspects: While they are general-purpose
machines by being reprogrammable, they work in confined, well structured areas,
and have very specific tasks to perform. Furthermore they work independently of
humans or other robots in the sense that everything they do is preprogrammed,
and free from interaction. This also means that there is no need for any safety
measures and that if someone or something should get in a robot’s way, it can
count on getting crushed. Thus if robots are to move out of the factories there are
a number of issues that needs to be dealt with.
Robots have in fact already found their way outside factories. Lately floor
cleaning robots [68] and lawn mowing robots [115] have been popularized through
both competitive pricing and performance compared to their manual counterparts.
They still are restricted in the sense that they perform a very specific task, but
they are not bound to specific layouts. Instead they are equipped with sensors for
detecting things like obstacles and dirt. Still there is a long way to go for more
general-purpose robots to enter our homes. Being able to deal with a larger set
of tasks also means having to deal with a larger set of potential problems, and
also greater involvement with humans. Thus issues like robustness, dealing with the
unknown and safety need to be dealt with.
Being reprogrammable gives some flexibility to industrial robots, but is often
tedious and has to be done by an expert through a computerized interface. Take
the seemingly simple task for a robot to empty a box of industrial parts and to
place them on a conveyor belt. For this the robot needs to be told exactly where
the objects are located in the box, as well as how to pick them up. If a new part is
introduced, the robot needs to be reprogrammed even though the task is the same.
This calls for a larger degree of autonomy build into the robot. By equipping it
with sensing capabilities of different modalities one can imagine it being able to
locate and determine how to grasp novel objects.
All robots will need to be programmable, meaning simply that they need to
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possess learning capabilities. As mentioned above, industrial robots do not learn
per se, but rather have an expert perform the learning. A much more elegant way
would be to show the robot what it should do and having the robot reproduce what
it sees. Due to differences in embodiment, sensory capabilities and experience this
is not a trivial task. Take for example the task of making a cheese sandwich, i.e.
spreading butter on a piece of bread, slicing cheese and putting that on the bread.
The robot first has to recognize what is bread, butter and cheese. Furthermore it
needs to realize what are the human hands that are performing the task, and what
tools are used. Finally it needs to understand what actions the hands perform,
and the outcome of those actions. This seemingly simple task contains a number
of aspects of difficult problems such as object and activity recognition.

7.1

Work presented in this thesis

In this thesis I have proposed a number of methods that together enable the robot
to function autonomously when faced with unknown scenes. The emphasis has
been on the ability to partition a scene into its constituting objects. This is a
difficult task, but a necessary one for many reasons. First of all, objects are central
to the daily life of humans which means that they will be central also for robots
existing among us. Robots will need the ability to look at a scene and reason
about what it sees with a human, even if it does not recognize what type of objects
there are. Another application is manipulation. If the robot is to do more complex
manipulation tasks than just removing all objects from a table, it will need the
ability to locate individual objects. Even the removing task could fail if the robot
is ignorant to objects in case for instance it grasps an object with another object
on it, and that object falls over. The ability to partition a scene together with
manipulation abilities also enable learning of object models. Looking at a scene
and locating individual objects allows for object models to be built. However, by
just passively observing, only one side of the object will be seen. If instead the
robot picks up the object and looks at it closer and from different viewpoints, a
more complete and detailed can be built.
Scene partitioning
The scene partitioning task is not a trivial one, and in fact an impossible one
given only bottom-up information like pixel intensities and disparities. Realizing
this, I have in this thesis proposed two ways of providing top-down information by
letting the robot 1) interact with a human expert (presented in Chapter 4), and
2) interact with the scene itself by pushing in it (presented in Chapter 5). The
underlying framework is a segmentation method that uses appearance and shape as
cues to do segmentation. Exploiting that it is modeled as a probabilistic framework,
I enforce priors and constraints on the model according to top-down information.
This enables simple commands to be given to the robot, such as informing the
robot about the number of objects and their spatial relations. Rather than the
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traditional way of interactive segmentation, where a human expert manually marks
areas in the image that belong to different objects, I present a novel way of doing
the interaction using simple commands that can be given for instance by the human
talking to the robot. In this way the robot can create object hypotheses and have
them verified by a human. If they are wrong, the robot can add priors that take
the new information into account in order to generate a better segmentation.
By making the additional assumption that objects are rigid, the robot can verify
its hypotheses itself by inducing a motion in the scene and observe how the objects
in the scene move. Being rigid means that the objects will move in a predictable
way. I proposed a method that, differently to traditional motion segmentation approaches, use the information to verify the hypotheses created by the appearance
based segmentation method. This has the benefit of not needing a perfect segmentation from motion, i.e. all tracked points need not to be correctly segmented. The
proposed method is built with this in mind, and has the additional benefit of only
needing very small motions in the scene to make the verification. This is a highly
wanted property, since moving objects too much might make things fall off tables
or disturb other parts of the scene.
Grasping
A manipulation problem that has been used as a frame for these methods, where the
robot looks at a scene with unknown structure and unknown objects. Chapter 2
dealt with the problem of picking up an unknown object once it has been segmented
from the background, and highlights the need for robust segmentation. This is a
problem of finding structures on an object that is possible to place the fingers on
such that the resulting grasp is stable. Object shape is a good cue for finding these
structures, necessitating a 3D imaging device. The method presented Chapter 2
is targeted on object with no or little texture. Traditional stereo camera setups will
in this case produce a very sparse reconstruction due to ambiguities when matching
smooth patches between the stereo image pair. This means that there will be much
less information about the shape. Instead of using the whole object, I find grasp
hypotheses in form of planar structures using parts of the reconstructed contour.
Using the plane normals as approach vectors and grasping on opposing sides of
the contour, this approach enables grasping only using partial information of the
object. The key to a successful grasp is however that an accurate segmentation
exists.
Outcome observation
Similar to Chapter 5 I presented another method for observing outcomes of a
manipulation in Chapter 6. In this case however the objects in question are
flexible, meaning that their development during a manipulation is much harder
to predict. Being able to observe outcomes of manipulations is however another
essential ability if the robot is to function autonomously. Given an action the robot
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can be expected to know the intended outcome of that action, e.g. that after a
move action the moved object should have been transported from the old to the
new location. In Chapter 6 I proposed a method for monitoring actions performed
on flexible objects using a learned temporal model. By continuously observing the
development of e.g. a shirt or cloth being folded, the robot can determine whether
the manipulation was successful or not even before it is complete.

7.1.1

Future work

The different methods that have been introduced throughout this thesis could be
extended in different directions. The problem that has been in focus, the scene
partitioning problem, motivated a flexible method that integrates new information
when it is needed and as it becomes available. Problems where the proposed definition of an object together with raw visual data generate erroneous hypotheses
can then be resolved through introduction of relational information. There are
potentially other kinds of information that could be provided to the robot and
integrated in the segmentation process through simple human instructions. The
problem is how these instructions can be grounded in image data, i.e. how to map
the instructions to visual features of the image.
The investigated priors dealt with the spatial component of the model. Instructions related the appearance component could for instance be patterns, e.g.
the object being striped or having a dot-pattern. This would involve computing
texture features over the image, e.g. as proposed in the segmentation method proposed in [66]. Furthermore the robot would need to learn the grounding between
the feature response and pattern categories. With respect to Figure 5.3, where two
identical objects are segmented, another relational prior could be introduced which
promote solutions where the two segments have similar appearance models.
Another possible extension would be to integrate the method in Section 5 directly in the segmentation, similarly to what was proposed by Fitzpatrick in [51].
This would produce an even stronger constraint in situations where just a relational
prior will not be enough, like cases with very similar appearance, e.g. the two brown
boxes in Figure 4.5.
The chapters that looked scene partitioning limited the testing to two objects.
This was done in order to test each method in a principled way. Scenes will not
have this restriction, so the methods will need to deal with scenes with an arbitrary
number of objects. We have demonstrated the framework in Chapter 4 in scenarios
with more than two objects [26], but not using priors or constraints. The model
supports putting constraints between any pair of two objects, so the next step would
be to perform experiments using such scenarios.
As mentioned in Chapter 5, the method performs most preferably given two
objects. There are two ways to take here: Since the method is used as a way of
confirming a segmentation hypothesis, it needs only to be able to answer if the
hypothesis is correct (the segment contains only one object) or wrong (the segment
contains more than one object). The critical aspect to investigate is then how well
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clusters are separated if more than two motions occurred in the scene. The more
preferable way would be to develop it further as a segmentation method on its
own. The robustness of the method for more than two objects therefore needs to
be tested. A natural extension would therefore be to try hypotheses in additional
to the current, i.e. trying the hypotheses “there are 2, .., K objects in the image”,
and selecting the most probable one. This is a problem of selecting the model that
best fit the data, which is difficult. Instead, one idea would be to arrange Q in
block-diagonal form, where the diagonal blocks ideally are zero-matrices, similarly
to what is done in [43]. Identification of the number of blocks would in turn give
the number of elements. Issues to deal with here include how to handle outliers.
Another aspect of if the method should be treated as a segmentation method is
that each point should be assigned to one segment. The question that was answered
in Chapter 5 after each frame was how well that observation fit the assumption that
there are two objects in the scene. The next step would instead be to introduce a
belief per tracked point, about that point’s label, that is updated after each frame.
In the current implementation of the method no such beliefs exist, so a potential
segmentation of the tracked points would be generated from just two frames.

7.1.2

Where to go next?

The important aspect of a robot equipped with capabilities enabled by the methods
proposed in this thesis, is that it is not relying on always being right the first time.
It can rather verify its beliefs and recover from erroneous hypotheses, making it
robust to ambiguities in sensory data. However, it would not be efficient to be
dependent on this approach in each situation. The robot needs to be able to build
experience on its own.
Learning object boundaries Learning representations of objects, whether it is
for the purpose of recognition or grasping, is one way of gaining experience. The
segmentation method in Chapter 4 can however benefit from another kind of experience. The main problem of this method is undersegmentation, i.e. several objects
being captured by the same segment. If the robot instead could the characteristics
of the structure around object boundaries, this could be integrated directly into
the segmentation and possibly improve the results. This would have similarities to
the boundary detector presented in [91], but be automatic instead of using humanlabeled data. It would also be biologically motivated, since we as children gain this
experience early [105]. Since stereo data is used, shape features could furthermore
be used in the detector.
Learning object models Figure 7.1 shows a general system that structures
the process of gaining experience. The blue box represent the work presented
in this thesis. Given that a hypothesis is generated and verified, the robot can
learn e.g. representations of the object or graspable structures. The next time it
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Actuators
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Figure 7.1: A simple system for gaining and exploiting experience.
encounters this object, rather than generating a new hypothesis, it can search in
the memory if a representation of that object exists, and thus shortcutting the
hypothesis generation-step. However, if the object was wrongly recognized, or the
intended manipulation failed, the robot can always resort to lower level reasoning
and generate hypotheses directly from the sensory data. The question is how to
structure the data for learning. The recent explosion in usage of 3D sensors, due
to new affordable devices such as [94], has generated much research on 3D object
categorization, such as [90], with the potential capability to learn a model from
very few examples which is ideal in a robotics setting.
Learning from mistakes The robot in the previous chapter learned to recognize
when a manipulation goes wrong. When an unwanted outcome has been detected
it can take appropriate action, like trying again in the case of folding a shirt. A
better solution would have been to let the robot modify its execution of the action
when it detects that something is about to go wrong. One direction would therefore
be to connect the modeling of the action to the robot’s control loop. This would
allow for the robot to both recover from an action that is about to fail, as well as
possibly identifying and avoiding weaknesses in the manipulation strategy.

A
Planes in disparity space
The disparity space describes a 3D space D3 containing image coordinates, x, y, as
well as disparity coordinates d. The relationship between the 3D euclidean space R3
and the disparity space is non linear, as seen from Figure A.1. However, it turns out
that a plane, defined by the equation AX + BY + CZ + D = 0 in R3 can be defined
in the same way, –Õ x + — Õ y + “ Õ d + ” Õ in D3 . Since the plane equation is identical
up to scale, I can rewrite it to better suit this explenation, as d = –x + —y + ”.
For the sake of the discussion here I assume that the two cameras both have focal
length f . Furthermore, for the sake of simplicity the computations are all done
with world coordinates. Generality is not lost however, since there exist a linear
transformation from world coordinates on the image plane to camera coordinates
through the camera matrix K.

d

Z

Figure A.1:

Firstly, here disparities are defined given a rectified stereo image pair. That
they are rectified means that the images are reprojected onto a common plane
which implies that points on row yi in the left image have corresponding points on
115

116

APPENDIX A. PLANES IN DISPARITY SPACE

row yi in the right image. The following relations hold with relation to Figure A.2:
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Figure A.2: The figure shows the projection of the world point P = (X, Y, Z)T to
the left and right image points pl = (xl , yl )T and pr = (xr , yr )T .. The cameras both
have focal length f , and base line L. pl and pr are offset in the y-direction with
y, and the corresponding world point is offset with Y with respect to the cameras’
optical axes, which in turn passes through x = cl and x = cr for the respective
cameras. The difference between the distances xl = xl ≠ cl and xr = cr ≠ xr is
the measure for disparity.
Thus, as seen in Figure A.1 the disparity is inversely proportional to the depth.
Furthermore the relation between P and p in the left image is (same reasoning as
in Equation A.1-A.4):
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Next, the plane AX + BY + CZ + D = 0 in R3 can be rewritten as follows:
AxZ
ByZ
+
+ CZ + D = 0 =∆ /Equation A.4/ =∆
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Lastly the normal of the plane in needs to be expressed in disparity space. From
the plane equation the normal can directly be read as n = (A, B, C)T . A, B and C
can be expressed using Equation A.9:
A=≠

–D
—D
”D
, B=≠
, C=≠
L
L
Lf

(A.10)

Since the normal vector is independent on scale, the common factor ≠ D
L can be
removed. Therefore the normal in disparity space can be expressed as:
nd = (–, —,
which was used in Equation 4.36.

”
)
f

(A.11)

B
Implementation details
The dynamic scenarios in Chapter 6 naturally puts high requirements on the computational speed meaning that standard algorithms used in that chapter need to
be optimized. Using the GPU significantly speeds up certain types of processing,
in particular the image processing, in which tasks are often easily parallelizable like
computing gradients for the edge detection. Others are easier to implement sequentially on the CPU. Below I give implementation details for some specific problems
that were solved on the GPU to speed up processing.
The GPU is specialized in performing highly parallel tasks where the same
operation needs to be performed on each data item. An example of this would be
to convert each pixel of an RGB-image to gray. The GPU does this by creating
hundreds of thousands of threads, each thread responsible for one pixel, and run
these threads in parallel. It knows which pixel to process by uniquely indexing each
thread and access that index during execution.
Memory management is one essential aspect of GPU programming. According to the memory structure the memory needs first to be transferred from RAM
to GPU global memory. This memory is large but relatively slow. Therefore, if
the same data is to be accessed more than once it should preferably be read into
local memory first. This is where the programmer needs to pay attention. A typical GPU launches 16-32 threads simultaneously per streaming multi-processor1 .
Each instruction are executed at the same time for all these threads, meaning that
memory reads to local memory are done simultaneously. The GPU architecture
puts requirements on how these reads should be done for maximum parallelism.
Roughly this means that the threads should read memory from a contiguous sequence of memory addresses. Other access patterns, such as random access, will
lead to the memory being read sequentially, significantly reducing the efficiency.

1 A streaming multi-processor is a group of processing cores that shares the same local memory
and performs the same instruction in parallel
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Algorithm 3: P Ω getKeyPoints(Contour, M )

1) Parallel b œ B: sb Ω countEdgepixels(Contour)
2) CPU: cs0 Ω 0
for b œ B do
csb = csb≠1 + sb
end for
3) Parallel b œ B:
Pall [csb≠1 : csb ] Ω getEdgepixels(Contour)
4) P Ω sample(Pall , M )

Algorithm 4: SC Ω getShapeContext(P )
Require: SC[a, b] = 0
dx = log –|p ≠ P (x)|
◊x = angularBin(p, P (x))
atomicAdd(SC[dx , ◊x ],1)

B.1

Edge detection and key point sampling

The first step is edge extraction using the Canny edge detector [36]. This algorithm is divided into three steps: Gradient extraction, non-maximum suppression
and thresholding. In the final step, the edges remaining from the non-maximum
suppression are traced by keeping all points above a first threshold and keeping all
points that are connected to these and that are above a second threshold. I use
a slightly modified version. The hysteresis thresholding is not easy to efficiently
parallelize on the GPU. The reason is that it either would involve an adverse access
pattern of the global memory on the GPU if all candidate edges were processed in
parallel. Another approach was presented in [88] where the same kernel was called
multiple times to get a complete edge image, which also might prove less efficient.
Since one of my requirements is processing speed, I disregard the second thresholding. By doing this, the edge detection is done in a fraction of a millisecond. The
downside is a slight reduction in edge quality.
Given an edge image, I need to sample the contour in M places. These should
be evenly distributed over the contour. In a sequential implementation the first step
would have been to search for contour points in the image, generate a list of contour
points by tracing the contours and then evenly sample this list. The problem with
a GPU implementation is that the image is partitioned into small blocks (B blocks
of 16x16 pixels in this case) which are each processed separately, and there is no
way to transfer information between these blocks in the same execution. It is not
possible to know in one kernel execution how many key points to sample from each
block. I solve this by running the sampling in several execution steps according to
Algorithm 3. Step 1) is done using parallel reduction on each block, and step 3)
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can be done by first sorting the edge pixels within a block, and then copying the
number of edge pixels in that block, to the final list Ptot . Sorting within a block
can be done efficiently using bitonic sort [8]. Finally step 4) samples this list on
the CPU, which is done by randomly picking one point, and then evenly sample
another M ≠ 1 points. The results will slightly differ from the sequential algorithm,
but it will produce a sampling that is evenly distributed over the contour.

B.2

Shape context generation

For generating shape contexts for a set of key points, I let each block compute
the shape context for one point p, and each thread in that block is responsible for
computing one distance. The details of the shape context kernel can be found in
Algorithm 4. Here angularBin(p, q) returns the index for one of six equally spaced
angular bins that the point pair p, q is placed in. By using atomicAdd, I ensure
that two threads cannot simultaneously increase one specific bin.
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