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 Sammanfattning 

 

Målet med detta exjobb är att utveckla en datoriserad metod för automatisk uppskattning av 

mammografisk densitet i mammografiska bilder från 5 olika mammografienheter. 

 

Mammografisk densitet är mängden fibroglandulär vävnad i ett bröst. Detta är den mest störta 

enstaka riskfaktorn för bröstcancer. En god uppskattning av mammografisk densitet i bröst kan öka 

noggrannheten av bröstcancer detektion i mammograsiska bilder. Den vanligaste metoden idag för 

mätning av mammografisk densitet är genom en visuell uppskattning av en radiolog, vilket är 

subjektivt och medför variation mellan olika radiologer. 

 

Metoden uppskattar densiteten som förhållandet #fibroglandulära-pixlar mot #pixlar-med-bröst-

vävnad-oavsett-typ och även enligt BI-RADS densitet klasser. För att uppnå detta utförs följande: 

 Bilden korrigeras för varians i brösttjocklek och normaliseras så att ett globalt tröskelvärde kan 

separera fibroglandular vävnad från övrig vävnad. 

 Iterativ thresholding för att hitta ett bra tröskelvärde. 

Denna process övervakas av en klassificerare som är tränad på exempelsegmenteringar och som 

använder olika features baserade på intensiteten av pixlar inom specifika regioner. 

 Bort-filtrering av blodådror. 

 Förhållandet av fibroglandulära pixlar beräknas och en BI-RADS densitet klass tilldelas baserat 

på en kalibrerad skala (efter att medelvärdet av förhållandet beräkats för båda kranium-kaudala 

bilderna från varje patient). Kalibreringen baseras på resultat från segmentation av över 1300 

träningsexemplar mot värderingar av radiologer på samma bilder enligt BI-RADS skalan. 

 

Metoden testades på kranium-kaudala bilder tagna av olika mammografiska enheter av totalt 703 

patienter vilka även uppskattats av radiologer enligt BI-RADS densitets klasser. 

Överrensstämmelsen med radiologernas uppskattning mätt i Cohen’s weighted kappa var 

substantiell (0,73). I 68% av fallen är överrenskommelsen exakt och endast i 1,2% skiljer 

uppskattningarna med mer än en BI-RADS klass. 
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Abstract 
 

The goal of this master thesis is to develop a computerized method for automatic estimation of the 

mammographic density of mammographic images from 5 different types of mammography units. 

 

Mammographic density is a measurement of the amount of fibroglandular tissue in a breast. This is 

the single most attributable risk factor for breast cancer; an accurate measurement of the 

mammographic density can increase the accuracy of cancer prediction in mammography. Today it is 

commonly estimated through visual inspection by a radiologist, which is subjective and results in 

inter-reader variation. 

 

The developed method estimates the density as a ratio of #pixels-containing-dense-tissue over 

#pixels-containing-any-breast-tissue and also according to the BI-RADS density categories. To 

achieve this, each mammographic image is: 

 corrected for breast thickness and normalized such that some global threshold can separate 

dense and non-dense tissue.  

 iteratively thresholded until a good threshold is found.   

This process is monitored and automatically stopped by a classifier which is trained on sample 

segmentations using features based on different image intensity characteristics in specified 

image regions. 

 filtered to remove noise such as blood vessels from the segmentation. 

 

 Finally, the ratio of dense tissue is calculated and a BI-RADS density class is assigned based on 

a calibrated scale (after averaging the ratings of both craniocaudal images for each patient). The 

calibration is based on resulting density ratio estimations of over 1300 training samples against 

ratings by radiologists of the same images. 

 

The method was tested on craniocaudal images (not included in the training process) acquired with 

different mammography units of 703 patients which had also been rated by radiologists according to 

the BI-RADS density classes. The agreement with the radiologist rating in terms of Cohen’s 

weighted kappa is substantial (0.73). In 68% of the cases the agreement is exact, only in 1.2% of the 

cases the disagreement is more than 1 class. 
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1  Introduction 

Breast cancer is a large health problem in the western world and it has been estimated that approximately 10% of all 

women will develop breast cancer at some point of their life, and among women in their 40s it is even the most common 

cause of death (1). The most common method of breast cancer detection is by mammographic screening which many 

countries recommend women to do at periodic intervals.  

The screening is performed by a mammography unit, an X-ray imaging device which is specially designed for breast 

images and equipped with two plates to squeeze the breast to keep it in the right position. The images are projection 

images where all tissue in the projection direction is superimposed. Generally, two images are acquired of each breast at 

different directions of projection, one “craniocaudal” view (vertical) and one “mediolateral oblique” view (horizontal). 

After the screening a radiologist will inspect the images for abnormalities, either manually or with the aid of a 

Computer Aided Diagnosis (CAD) system which is becoming an important part of the modern medical practice. But 

only about 15-35% of detected abnormalities are confirmed as cancer by biopsy (2), the large portion of negative 

biopsies is a large cost in screening programs and an inconvenience for the patients. Therefore it is of interest to look at 

other indicators of breast cancer which can be used to improve the accuracy. 

The greatest single attributable risk factor of breast cancer is a high mammographic density; it is estimated to account 

for 16% of all cases (3) and the risk of breast cancer for women with very dense breasts (at least 75%) is almost five 

times higher than for women with no visible density (4). 

 Mammographic density is the portion of fibroglandular tissue in the breast. This tissue is more radio-opaque than fat, 

the other major tissue component in breasts. Radio-opaque tissue (e.g. fibroglandular) appears brighter on a 

mammogram than radio-lucent tissue (e.g. fat). Mammographic density can quantitatively be measured as a relative 

measurement (in % dense tissue) by comparing by the total volume/area, or as an absolute measurement (in volume of 

dense tissue or area of projected dense tissue) (3).  

Since the mammographic density is also a property that is captured by the mammography (as opposed to other risk 

factors such as e.g. age or heritage) it would be suitable to estimate this with a CAD system also. 

In addition to increased cancer risk and perhaps even more important, mammographic density also has an inverse 

correlation with the accuracy of mammography (5), which means that cancer is not only more common in 

mammographically dense breasts but an already developed cancer is also harder to detect. Therefore the ability to 

measure the mammographic density accurately is important both for breast cancer research and during mammography 

screening.  

The most common method to classify mammographic density is by BI-RADS density categories (6) defined by the 

Breast Imaging Reporting and Data System BREAST IMAGING ATLAS by the American College of Radiology (7). 

This system uses four categories, defined by intervals of the fraction of fibroglandular tissue: “Almost entirely fat” [0%, 

25%[, “scattered fibroglandular” [25%, 50%], “heterogeneously dense”  ]50%, 75%] and “extremely dense” ]75%, 

100%] fibroglandular tissue (these will hencefourth be refered to as class I, class II, class III and class IV). The  two 

highest categories are associated with an increased risk of an existing cancer not being detected (class III: “This may 

lower the sensitivity of mammography”, class IV: “could obscure a lesion on mammography”). Commonly this rating is 

performed on a purely visual basis without any measurement tools, which is subjective and the reproducibility is not 

optimal (6). 

Another occurring classification is to group the 1
st
 and 2

nd
 BI-RADS categories as “non-dense” or “fatty” and the 3

rd
 

and 4
th

 as “dense”. This binary classification naturally reduces the reader variability, even though it is not eliminated (8) 

and it can still be used to determine different screening protocols, for example to additional ultrasonography or more 

frequent screening for women with dense breasts. 

The most basic manual method of measuring breast density is when the reader estimates the category (e.g. as BI-

RADS categories) by visual inspection without additional tools. Another manual method is planimetry, where the reader 

traces around the dense regions to measure the enclosed area (5), this is more accurate but also very time consuming, 

especially in breasts with scattered fibroglandular tissue. With digital mammography (or scanned), it is possible to use 

semi-automatic interactive thresholding where the reader can adjust an intensity threshold so only the dense tissue is 

segmented, from this segmentation the computer can automatically calculate the density. This is much less time-

consuming than planimetry. However, all these methods are subjective because they involve operator decisions and can 

introduce variability (5). 
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Figure 1: Examples of mammograms of breasts of each of the four categories, from class I (leftmost) to class IV 

(rightmost). The first row shows craniocaudal views and the second mediolateral oblique views of the same 
breast. 

To avoid inter- and intra-rater variation, it has been suggested to replace the visual classification with a fully 

computerized method with perfect reproducibility (6). Several such methods have already been attempted, the following 

were found during the literature study of this thesis work: 

 Karssemeijer has classified samples in four categories (<5, 5–25, 25–75 and 75–100 % density) based on 

gray level histogram features extracted in image regions according to the distance to the skin line of the 

breast (9). The samples were classified by a k-nearest-neighbor classifier (10) directly into the categories 

(without density estimation). 

 Petroudi et. al. also classifies samples directly but into the BI-RADS categories (11). Filter responses from 

each category are pixel-wise recorded and clustered into 10 clusters per category forming a dictionary of 40 

“textons”, each pixel is then assigned to the closest texton and a texton histogram is created to describe each 

training image. To classify, a test sample if is filtered and a texton histogram is created based on the filter 

response of each pixel, then the histogram is compared to the training histograms and the sample is assigned 

to the class of the most similar training sample. 

 Bosch et. al. are also using a pixel-wise approach and directly classifies into BI-RADS categories (1). They 

discover the distribution of different tissue densities with an unsupervised method, then they use this 

distribution to perform the classification, similar to Petroudi. 

 Saha et. al. segments dense tissue regions from fat using scale-based fuzzy connectivity methods based on 

different measurements for characterizing mammographic density (12) the fuzzy connectivity scene of the 

mammography then thresholded with an automatic method.  

 Van Engeland et. al. uses unprocessed image data and hardware knowledge of the machine to directly relate 

pixel intensity to % dense tissue in the projection of the pixel based on a 2 tissue type model of the breast 

where dense and fatty tissue is assumed to have constant X-ray attenuation properties (13). 

 Tagliafico et. al uses two histogram based methods. The first method calculates the integral of the cumulative 

histogram relative to that of a uniformly distributed image. The second uses an intensity threshold to 
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discriminate between dense and fatty tissue defined by the intensity when entropy of the cumulative 

histogram is maximized (14). 

 Yaffe compares the pixel intensities in the breast to those of a staircase phantom (with known and varying 

thickness in one direction and portion of modeled dense and fatty tissue in the other direction) which is 

images simultaneously with the breast (5) 

 In the industry there are Quantra Volumetric Assessment tool (6) based on unknown technology and Volpara 

Breast Density tool based on the work of Van Engeland although more generalized and validated on a large 

number of images from mammograohic units from GE Healthcare and on phantoms (15).  

Of these methods only Karssemeijer reports of insensitivity to different acquisition techniques, however it is limited to 

analogue mammography machines and all images are scanned with the same scanner, no method has been found in 

literature that reports of consistent results on mammographies from several different mammography units. 

Generalization on images from multiple mammography machines is very important if the method is to be applied on a 

larger scale. 

The description of the study is organized in the following chapters. Chapter 2 Theory describes the principle of image 

formation of contrast in mammography and introduces the concept of a classifier. Chapter 3 Materials & Methods 

describes in detail the density measurement method and the organization of the sample dataset used to develop and test 

the method. Chapter 4 Results and analysis reports the obtained performance in the training and test sets and a 

radiologist evaluation of the quality of the segmentation of fibroglandular tissue. Chapter 5 Discussion discusses the 

results and Chapter 6 Conclusion & Perspective concludes the report and gives some advice on future work. 

 

1.1  Goal 

The purpose of this thesis work is to produce a computerized and automatic method for estimating the mammographic 

density as a continuous measurement and in terms of BI-RADS density classes. 

The method should also be insensitive to image differences between mammography machines and completely 

backwards compatible so that it can be used on mammographic images even if they were not acquired for this purpose. 

To limit the thesis work within a reasonable time frame, it should only to generalize over the 5 datasets that are 

available. 

To be useful during screening the algorithm must not require much computational time.  

To achieve this, the general approach is to first, identify each pixel as dense or non-dense in order to create a 

segmentation of the mammogram where the segmented region represents the dense, fibroglandular tissue. Followed by 

calculating a value of the relative density from this segmentation and finally categorize it according to the BI-RADS 

classes. 
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2  Theory 

The key problem to solve is the decision for each image pixel whether it contains dense or fatty tissue. The only 

information we have for each pixel is its intensity which we need to understand how it relates to the actual density, this 

is handled in Section 2.1. We also need to decide how much of dense tissue (or intensity) is enough for each pixel to be 

considered dense; this level will be decided by a classifier, which is described in Section 2.2.  

Note: The following sections are in no way exhaustive on their respective subjects, they are only meant to cover the 

parts of the subjects which were needed in this thesis work. 

2.1  Image formation in X-ray mammography 

Mammographic images are projection images by an X-ray source; Figure 2 shows a simplified overview. The image 

contrast is achieved by the degree of transmission of the X-ray beam passing through the tissue along the line of 

projection from the X-ray source to the image point in the detector (pixel). The X-ray transmission at a point is given by 

                        
                 ,  (2.1) 

where             is the intensity of X-ray transmitted of energy E at image point (x,y),            is the output 

intensity X-ray intensity of energy E at image point (x,y) (if the transmission is 100%),               is the attenuation 

coefficient at position            in the object at energy E of the target and   is the line of projection from the X-ray 

source to the image point. 

 

Figure 2: Schematic overview of the image formation in mammography. The X-ray beam emitted from the source 

towards the image detector. The breast is held firm by a compression paddle between the source and the image 
detector. 
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In X-ray imaging a high transmission (X-ray intensity) is displayed as dark, the image blackness (higher values are 

darker) can simplified be described by Equations (2.2) and (2.3). 

 

                            
      
          

    

 

  (2.2) 

 
     

      

  
   

    
   

          
 (2.3) 

 

where        is the image blackness of the raw image of pixel coordinate      ,     represents the characteristic 

response curve the medium converting X-rays to light detectable by the detector, E is the energy of X-ray quanta, 

              is the attenuation coefficient for energy E at location            in the breast, l is the projection path, 

       is the projection thickness and      is a function of remaining transmission properties from X-ray to image 

information (16).  

Instead of image blackness it is more common to use image intensity where a higher value represents a brighter pixel 

such that,  

                ,  (2.4) 

where       is the image intensity and   is a constant representing the maximum possible blackness value of a given 

image. 

 

Since the breast mainly contains of 2 tissue types we can approximate Equation (2.2) (5) by:  

                                          
    

 
,  (2.5) 

where    and    are the effective attenuation coefficients for fat and dense tissue under the total energy spectra and    

and   are the thicknesses in the line of projection such that                        and the breast density if 

given by.               , however there are many parameters involved to calculate this, and since the method should 

be general they cannot be expected to be available. However if we limit ourselves to a single image, we see the that 

variation of pixel intensity only is dependent on         and         if we compare two pixels of different intensity, 

                 , 

                                       

    

 

                                       

    

 

 

 (2.6) 

 

                                     

    

 

                                     

    

 

  (2.7) 

 

If we also assume that the characteristic response curve, f, is monotonically increasing, which it ought to be for a good 

imaging system, we have to sacrifice the   for   (in practice this should only concern zero saturation or full saturation), 

                                                      (2.8) 
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                                                    (2.9) 

                                    

                                     
 (2.10) 

If the thicknesses are also equal, 

                                                  (2.11) 

                                    (2.12) 

And finally since       , we arrive at 

                      (2.13) 

So within the same image a higher intensity still means a higher (or equal) amount of dense tissue without any 

assumptions of the function     ,                                      . 

With this reasoning we can conclude that within a single image all pixels above a certain threshold represent more 

dense tissue than those below this threshold, but we cannot calculate an exact amount of dense tissue given the intensity 

value of a pixel. It also means that there exists a global intensity threshold which can separate between the pixels with 

more dense tissue from those with less, but this intensity threshold is only valid within a single image. 

However, this requires that the breast thickness is constant, only the two tissue types are present, and there is no image 

noise, how these issues are addressed and how to find the discriminating threshold is explained in Sections 3.3.1 and 

3.4. 

It is still unclear from this reasoning how much dense tissue needed in a line of projection of a pixel to define this 

pixel as dense of fatty (i.e. which level of threshold in terms of density as opposed to intensity). To handle this, given 

enough, a classification method can be used, which is described in the following section. 

 

2.2  Classification 

A classification problem is a decision problem of which class input samples should belong to (17). This decision is 

done by measuring features of the sample and comparing them to some required criterion. The simplest form is a two 

class problem with a single feature which is a one dimensional measurement and the criterion is a single point. Let    

and    be the two classes, x be the measurement and p the decision point, then 

 
           

          
         

 .  (2.14) 

Or for a multiclass problem, Let   ,    …    be n classes, x the measurement and      the decision point between class 

  ,   , then 

 

           

                          

                   
 

                            

 .  (2.15) 

 

To find a good criterion for the decision, samples of known classes can be used as training samples on which features 

are measured. On multidimensional data however, this decision is not trivial. 

One method to solve the multidimensional problem is by dimension reduction, the class decision can be performed 

projecting each sample   on a vector   in the hyper-dimensional feature space and using a point    on the vector as 

decision point: 
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 .  (2.16) 

This is equivalent to a using a decision hyper plane with the normal   in the hyperdimensional feature space.  

A successful separation of the classes a well positioned decision border and features that well capture the differences 

between the classes.  

 

2.2.1  Finding the decision border 

To find a suitable direction of this vector, Fisher’s criterion (10) - which measures the ratio of between-class to within-

class variances, can be used:  

 
   

           
 

     
  (2.17) 

where   is a vector in the sought direction,    and    are the mean vectors of the classes and    is the pooled  

within-class sample covariance matrix given by 

 
   

 

   
               (2.18) 

where     and     are the sample estimated covariance matrixes of each class,    and    are the number of samples in 

each class and   is the total number of samples.  

By differentiating    with respect to   the maximum separation according to Fisher’s criterion can be found : 

          

     
           

         

     
        (2.19) 

Since only the direction of   is of interest and since            
      is scalar, a vector in the same direction 

as the solution to Eqn. (2.19) is given by: 

            
    (2.20) 

Once the direction of   is known a set of classifiers are defined with different   . The problem to find    can be 

defined as the minimization of a cost function: 

            
                                 

                 
   

                                 

                 
 ,  (2.21) 

where    is the costs of classifying a    as    and    is the costs of classifying a    as   .  

2.2.2  Selecting features 

Often it is not known beforehand which features are capable of separating the samples well; therefore more descriptive 

features than is necessary may be calculated without the intention of using all of them. With each used feature, the 

dimensionality in the feature space is increased and the number of training samples required to populate the feature 

space increases exponentially. If the number of training samples is not sufficient the classifier will generalize badly on 

unknown data, therefore it is important to not use more features than necessary. 

There are many ways to reduce the number of dimensions, both by transformation (e.g. principal component analysis) 

and by discarding features which are not useful.  

One method to reduce the number of features is sequential forward selection (10) (which is used in this thesis). In this 

method all subsets of 1 features are first examined (by training a classifier and testing the performance), the best 

performing single feature then forms subsets of 2 features with all the other features and these are evaluated, this 

addition of 1 feature at a time is repeated until the desired number of features is reached or until no new feature subset is 

showing increased performance.  
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2.2.3  Training, validation and test data 

To get a good estimation of how the classifier will perform on unknown data some data may be kept aside from the 

training set. Commonly the data is divided into 3 sets, training, validation and test. The training data is used to calculate 

the parameters of the classifier. The validation data is used for performance comparison of different models, e.g. 

different classifiers and/or feature subsets. Finally the test set is used to estimate the performance on new, unknown 

data. 

To more efficiently use the training data a technique called k-fold cross-validation (17) can be used, in which there is 

no need to use samples for a separate validation set. The training set is divided into k “folds”, where k-1 folds are used 

for training and 1 fold is used for validation. This is repeated for all combinations of folds. In this way k slightly 

different classifiers can be trained and validated on one fold each. The average performance of these classifiers provides 

a good estimate of the performance of the classifier trained on the full training set. 
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3  Materials & Methods 

Before any method can be developed a dataset of examples is needed, this is described in Sections 3.1 and 3.2, the 

method is then described in Section 3.3 to 3.6 and finally Section 3.7 describes the methods used to evaluate different 

design choices as well as the final results presented in Chapter 4. 

3.1  Dataset 

To develop the density measurement system and to test its performance, a collection of mammography exams from 

1557 patients and acquired by 5 different mammography machines were used as samples. These were: Selenia 

Dimensions from Hologic Inc. (Bedford, Massachusetts, USA), Senograph DS version ADS_53.40 from General 

Electric (GE) Healthcare (Little Chalfont, Buckinghamshire, United Kingdom) , Giotto Image 3DL from Internazionale 

Medico Scientifico (IMS, Bologna, Italy) and Mammomat Inspiration from Siemens (Munich, Germany - henceforth 

called Siemens) which are all digital, and the last set were acquired by an analogue mammography machine from GE 

Medical systems (of unknown model) and scanned by a scanner from Konica Minolta. These sets are henceforth 

referred to by Hologic, GEDR, IMS, Siemens, GECR. 

Each sample consists of 4 images (a craniocaudal (CC) and a mediolateral oblique (MLO) view from each breast), 

resulting in a total of about 6000 images. Each exam was reviewed by at least 1 radiologist and rated by the BI-RADS 

density category. At the start of the project only the set of images from the Hologic machine was available and rated by 

11 radiologists (this is the same set as is used in (6) to evaluate Quantra™ Volumetric Assessment), more images were 

collected and rated by one radiologist as the project progressed (18), (19), (20). The majority rating of the 11 

radiologists was used in the case of Hologic and the ratings of the single radiologist were used in the other cases as a 

ground truth when evaluating the performance. Although these ratings may not be perfectly accurate, they are best 

measurements available to compare with. This is further discussed in relation in Appendix: A2. 

The samples were randomly divided 50/50 and stratified according to the rated BI-RADS categories into a training set 

and a test set. The first set was used for development and continuous performance testing of alternative paths to decide 

how to proceed. The second set was used to test the system on an independent set and was only used at three occasions 

to verify the performance – first for Hologic only, a second time after image normalization for multi machine approach 

was implemented and the third time to produce the final results of this report. Table 1 shows the distribution of samples 

acquired by each mammography machine type, by training and test set and by BI-RADS density category according to 

the radiologists. The division of the samples into training and test sets was made group-wise randomly, grouped by BI-

RADS rating and machine type.  

All image samples are processed for viewing, no raw-image data is available. 

 

Machine # patients Rated by BI-RADS density category total (training/test) 

  total (train/test) # radiologists I II III IV 

Hologic (6) 
418 (210/208) 
 

11  
+ 1 (test  only)  

107 (54/53) 
 

163 (82/81) 
 

122 (61/61) 
 

26 (13/13) 
 

GEDR (18) 270 (134/136) 1 64 (32/32) 82 (41/41) 80 (39/41) 44 (22/22) 

GECR (18) 249 (124/125) 1 72 (36/36) 75 (37/38) 54 (27/27) 48 (24/24) 

IMS (20) 230 (115/115) 1 72 (36/36) 64 (32/32) 62 (31/31) 32 (16/16) 

Siemens(19) 234 (115/119) 1 47 (23/24) 57 (28/29) 73 (36/37) 57 (28/29) 

Table 1: Distribution of the samples by mammography machine type (vertically), by BI-RADS density category 

(horizontally), and by training and test set (within parentheses).  

 

When direct information of the sample images was needed to train the algorithm, see Section 3.5 The segmentation 

classifier, the training set was further divided, randomly, into a smaller training set, referred to as the small training set 

and a validation set, see Table 2. 
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Machine 

# patients 

small training Rated by BI-RADS density category 

 
Small train/validation 

  /validation # radiologists I II III IV 

Hologic(6) 100/110 11  27/27 41/41 31/31 7/6 

GEDR(18) 67/67 1 16/16 21/20 19/20 11/11 

GECR(18) 61/63 1  18/18 19/18 13/14 12/12 

IMS(20) 58/57 1 18/18 16/16 16/15 8/8 

Siemens(19) 57/58 1 11/12 14/14 18/18 14/14 

Table 2: Division of the original training set into a small training set and a validation set 

3.2  Breast masks 

For all samples images a breast mask is available because the generation of breast masks was already developed at 

im3D for viewing purposes. In these masks the background pixels of the original image are labeled by 0, pixels in the 

breast itself is labeled by 1. 

 

3.3  Algorithm 

The images of mediolateral-oblique views often include a pectoral muscle which is also included in the breast mask, 

this may lead to very inaccurate estimation of the density since the pixels of the pectoral muscles, which is not part of 

the breast volume, are included in the computation of the breast density. These images were therefore not used. The 

development of breast masks without the pectoral muscle is currently being developed. 

Therefore the final method presented here is developed for craniocaudal views only and the final estimation of the 

mammographic density is an average of the estimations on the two craniocaudal views for each sample. The reason for 

averaging is because the available data sets only have 1 rating per patient.  

Note: Generally the density does not differ much between left and right breast but in case of surgery or a large cancer mass it may 

differ, in such cases the radiologist normally rates the density based on the healthy breast. It would of course be of interest to perform 

the estimation separately per breast, but the data for doing so is not available at this stage. However, the algorithm itself for doing so 

would not need any changes, the averaging can simply be skipped that case. 

 In the following description of the final implementation, the algorithm is divided in 3 main parts for an easier 

overview, a flowchart of the main parts is shown in Figure 3 and the details follows in Sections 3.3.1 (Pre-processing), 

3.3.2 (Iterative Segmentation) and 3.3.3 (Post-processing). 
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Figure 3: Flowchart overview of the segmentation process, the produced data of each process is illustrated inside 

the process itself. 1 - original image, 2 – breast mask, 3 – normalized image, 4 – eroded mask, 5 – segmentation, 
6 – final segmentation.  

 

3.3.1   Pre-processing 

Mammograms acquired with different mammography machines/scanners differ in terms of dynamic range and 

intensity distributions. The sources of these differences are several, such as different detectors, electronic readout 

pipelines and post-processing image algorithms applied to the raw mammogram. The aim of the pre-processing is to 

neutralize these differences and achieve normalized images with uniform data structure such that mammograms are 

comparable to each other regardless of their origin. The steps performed to achieve this are illustrated in Figure 4, some 

examples are shown in Figure 5, and a description of each step follows. 
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Figure 4: Flow chart of the pre-processing step 
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Figure 5: Examples of before (up) and after (down) pre-processing, 1 image from each machine type (all images 

has been further resized for alignment in this figure). 

 Resample Image & Resample Mask: These steps down-samples the image to a fixed pixel spacing of 0.3 mm using 

linear interpolation. The main reason for doing this is to ensure that the actual resolution is limited by the pixel 

resolution rather than the point spread functions of each individual mammography device (this factor should be 

eliminated since it does not contain any information about the breast density). This could also be done by smoothing the 

images with a bandlimiting filter but in this way the processing time is drastically reduced at the same time. It also 

ensures that the following filters do not risk behaving differently depending on resolution differences of different 

images (The pixel spacing of all sets but GECR is very similar, while GECR has significantly lower spacing).  

This process is destroying information, however, the details of dense and fatty tissue is still clearly visible. Moreover, 

if the original image size would have been used, processing time would have been an issue with the current algorithm. 

Of course, the binary breast mask is also downsampled to the same size to fit the new image. The union of pixels 

within the region (where this mask value is 1) will henceforth be called Breast and the union of pixels outside this 

region (where the mask value is 0) will be called Background. The mask is also downsampled using linear interpolation 

and then rounded down to ensure that any downsampled pixel in which pixels from the image background is 

contributing through interpolation is excluded from the Breast. 

 

Erode Mask: This step erodes away the edge of the mask to create a more accurate region of interest (this union of 

pixels will henceforth be referred to as ROI) by excluding the skin line. The skin line is imaged very differently by 

different machines, either because of physical/mechanical differences or in the processing of the images.  

The erosion element is circular with a default (and used) radius of 7 mm, the image border also is considered as 

background so that any strange edge effects are also eliminated. Figure 6 illustrates the effect of the erosion. 
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Figure 6 Example of the erosion of a breast mask. Left: original mask, center: difference illustration, right: eroded 

mask. 

Rescale Image: First the image is converted to [0 1] decimal intensity (double precision) scale by Equation (3.1) to 

ensure that all images are numerically treated alike. 

                                    (3.1) 

where         is the converted intensity of the pixel at position      , Io      is its intensity in the original scale and, 

Imin and Imax are the minimum and maximum intensities present in the entire original image.    

The intensity of breast pixels outside the ROI is then capped to the minimum and maximum inside the ROI, see 

Equation (3.2), and the background intensity is set to the mean intensity of the ROI, see (3.3). 

 

         

                                   

                                       

                                      

                   (3.2) 

 
        

                 

                
  

                 

           

                     

 

 (3.3) 

where         is the rescaled intensity at      ,         is given by Equation (3.1) and Imin and Imax are the minimum 

and maximum intensities inside the ROI. 

Subtract mean image: As described in Section 2.1, dense tissue is only represented by more intense pixels than fat if 

the breast thickness is constant; in different regions of the breast this may not be true. Image post-processing can 

potentially affect this as well. To account for these differences, a large (but fast) mean filter (21) is used to filter out the 

small details and acquire an approximation of the relative breast thickness. The filter should capture the overall features 

of the beast but not the features of the dense tissue, which mean the filter size need to be somewhere in between. 

The mean image is then pixel-wise subtracted from the rescaled image by 

                       , 

where         is the intensity at pixel       after subtraction of the mean image,         is given by Equations (3.2) 

and (3.3), and         is the mean image pixel value. Figure 7 shows an example of a mean subtraction – The image 

before subtraction (left image) is very dark at the breast skin-line due to lower X-ray attenuation. The mean image 

(center image) has a brighter region in the center of the breast where the breast is thicker and is darker at the breast 

edge. The resulting mean-subtracted image (right image) shows the breast tissue with an increased conspicuity. 

Moreover, the region adjacent to the breast skin-line appears less dark than in the initial image (where tissue in the edge 

is very dark due to lower X-ray attenuation) and in the center instead, where the breast is thicker, the mean subtracted 

image is slightly darker. 
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Figure 7: Example of the mean subtraction, left: rescaled image, center: mean image, right: mean subtracted 

image. (The contrast has been equally enhanced in all images to improve viewability and the brightness has been 
adjusted in the mean subtracted image since its average intensity otherwise is 0). 

Normalization: The ROI of the image is normalized by the standard normalization of data (such that mean equals 

zero and standard deviation equals one) rather than the common image normalization method to use the interval [0, 1]. 

This operation is performed in order to consider all pixels rather than the extreme values and how they are distributed, 

which may differ a lot between different mammography units, see Equation (3.4). 

 
        

          

  
               

 

(3.4) 

 

where In      is the normalized intensity of        ,    is the mean of    within the ROI and    is the standard 

deviation of    within the ROI. In the normalized image the intensity of each pixel becomes a measurement of its 

standard deviation, hence, in an image with a normally distributed histogram less 5% of the pixels will have intensities 

outside the range [-2,2]. 

Although it has no impact on the end result, apart from decreased computation time, it should also be mentioned that 

the normalization is performed as a multiplication of the pre-calculated factor     and also that the intensity outside the 

ROI is set to -2.   
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Figure 8: Example of the effect of the normalization. Left: mean subtracted image (with contrast and brightness 

adjusted to span the full display range), right: normalized image. 

3.3.2  Iterative Segmentation 

The correct level of segmentation differ from sample to sample and to find a good level of segmentation a rather 

complex iterative method was required where dense tissue was segmented in fractions. The iterative process is driven 

by a classifier which evaluates if all dense tissue has been segmented. Moreover a stop condition on the maximum 

number of iterations was imposed. How the threshold used for each iteration was decided and how the classifier was 

trained are described in Sections 3.4 and 3.5.   

The best result from the classifier was obtained if the iterative loop “peeked” at the next segmentation result and 

deciding if it is oversegmented before deciding to stop and use the previous segmentation. Figure 9 shows an example 

of how the segmentations can look iteration by iteration until the classifier decided to stop, in this case the classifier 

decided that the fourth iteration was oversegmented and stopped, which means that the 3
rd

 segmentation is used. An 

overview of the process is explained and shown as a flowchart in Figure 10, followed by descriptions of each of the 

steps. 

 
Figure 9: Example of the resulting segmentation at each iteration step, in this sample the 4

th
 segmentation was 

classified as oversegmented and the process was interrupted and the 3
rd

 segmentation was used 
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SIE_0  

Figure 10: Flowchart of the iterative segmentation process, Red indicates that the iterative loop has been 

interrupted. In the first iteration the normalized image from the pre-processing is segmented and classified. If the 
segmentation is classified as oversegmented the loop is interrupted and the 1st segmentation is used as output 

(this is an exception, the first segmentation should not be oversegmented). If the segmentation is not classified as 
oversegmented the segmentation is saved and the loop goes on. After a check that the maximum number of 
iteration has not been reached the segmentation is excluded and the unsegmented part of the image is re-

normalized. The image is segmented again and classified, the loop continues until the segmentation is classified 
as oversegmented, in which case the previous segmentation is used for output, or if not oversegmented and the 

maximum number of iterations has been reached, in which case the current segmentation is used for output. 

Segmentation: During each segmentation step, the 3 steps below are performed to get a good shape of the 

segmentation (it may still be undersegmented if the threshold is insufficient, in which case more iterations are needed), 

see also Figure 11 for an example of the effects of each step.  
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1. The image is globally thresholded (22), (how this threshold was decided is described in Section 3.4). In the 

first iteration the normalized image from the pre-processing is used, in the following iterations the new re-

normalized image calculated at the end of the iterative loop is used, but the threshold remains the same. This 

forms a primary segmentation which is noisy.  

2. The segmentation is eroded (23) by a circular to remove blood vessels and other small objects.  

3. To restore the remaining objects from the erosion, the segmentation is dilated (23), completing an opening of 

the segmentation. The opening corrects for noise in the fatty tissue, both image noise and other tissue 

components than fibroglandular. 

 

 

Figure 11: Example of one iterative segmentation step of an image, left to right: normalized image, thresholded 

segmentation (step 1), erosion applied (step 2), dilation applied (step 3) and rightmost the mammogram with the 

segmentation overlayed in red (excluded parts in green). Pat 

 

Classification: After each segmentation step the resulting segmentation is classified, see Section 2.2 for the basics of a 

classifier and Section 3.5 for more details of this classifier. The following steps are required to classify the 

segmentation: 

1. The regions that are required by the selected features are generated. 

2. The selected features are calculated. 

3. The classification score is calculated and the segmentation is classified. Classify the segmentation as over-

segmented if the score is above the decision boundary. 

If the segmentation is classified as over-segmented the loop is interrupted, the over-segmented segmentation is 

discarded and the segmentation from the previous iteration step is used as output.  

If it is not classified as over-segmented it is saved and the loop continues – unless it has reached its final iteration - in 

this case the loop is also interrupted at this point, with the difference that the last segmentation is used as output. 

Exclude segmentation from Mask: If the loop goes on to another round iteration the new segmentation is excluded 

from the image by pixel-wise subtraction of the new segmentation from the ROI mask. 

Renormalize Image: The image is normalized again based on the ROI with the new segmentation subtracted, in the 

same way as in the 1
st
 normalization step (to mean equals 0 and standard deviation equals 1). 

 

When the image has been renormalized the loop continues with a new segmentation and so on - until it is classified as 

over-segmented or the maximum number of iterations is reached. 

3.3.3  Post-processing 

The main task that remains when the degree of segmentation has been decided is to calculate the density. But before 

that, 2 morphological operations can be applied to make the segmentation look nicer, “Exclude new objects” and “Close 
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segmentation”, this is not needed if only the density estimation of BI-RADS density classification is of interest, and has 

very little impact on them. To produce the results in this report the two operations were used.  

Finally a color image can also be produced where the segmentation mask is placed as a color layer over the grayscale 

mammogram. 

 

Figure 12: Post-processing flowchart 

Exclude new objects: To make the final segmentation less noisy, new objects that are not connected to the very first 

segmentation can be removed; this cleans up small over-segmentations in low density breast that can occur because the 

fatty regions cover a larger contrast range, but under-segmented high density breasts risk becoming even more under-

segmented with this operation. This process is easiest described by an illustration, see Figure 13. 
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Figure 13: Illustration of the Exclusion of new objects. Only objects in the Segmentation that were at least partly 
segmented already in the 1st Segmentation are kept in the Result. The third image, Excluding new, illustrates 

objects to be excluded in red – those objects which do not contain any pixels from the 1st Segmentation, 
illustrated in green.  

Close: In some very dense areas less dense but still fibroglandular tissue appear darker because of the surrounding 

(very dense) tissue. To correct this, a closing (23) of the segmentation (dilate-erode sequence) with circular element is 

performed. But it also risks that already over-segmented breasts become more over-segmented. The effect is illustrated 

in  

 

Figure 14: Illustration of the closing of the segmentation. In the center image the old segmentation is illustrated 

gray and the added pixels are illustrated in green. 

 

Calculate estimated density and BI-RADS class: The estimated mammographic density simply the ratio of 

segmented pixels in ROI, see Equation (3.5). 

 
                  

                   

                
 
                           

                 

  (3.5) 
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The BI-RADS class decision is a simple 1D classification (see Section 2.2) but with multiple classes: 

 

                

                                     
                                     
                                      
                                     

   (3.6) 

How the decision boundaries were decided is described in Section 3.6 and the boundaries used are shown in Table 12. 

 

3.3.4  Implementation 

The Segmentation algorithm is implemented in C++ using the Insight Segmentation and Registration Toolkit (ITK) 

(24) and is itself implemented as an ITK image filter that requires a mammogram and its mask as an input and gives the 

segmentation and the breast density as output.  

 

3.4  Deciding the segmentation threshold 

The threshold should fulfill two criteria:  

1) It should not oversegment in 1 step (unless the previous segmentation is already fully segmented).  

2) It should be large enough to segment images in a reasonable amount of steps (for time reasons) and not get stuck. 

To find a suitable threshold for each iteration, all images in the training set were segmented N times at evenly 

distributed thresholds in the range [-R, R] followed by an opening (erode-dilate), as described in Section 3.3.2 and the 

estimated density was calculated for each of the N versions.  

With the assumption that the distribution of the estimated density of samples within different BI-RADS categories is 

best separated if the segmentations are good, a cost function was designed to measure the separation of the density 

distributions between the two lowest categories as the negative T-score (defined in Section 3.7.1): 

 
        

                          

   
       

    
  (3.7) 

where                 and               are the average densities of the class I and class II samples at threshold value   and    
     

and   
     are the corresponding standard deviations. The threshold is defined as value t, which minimizes cost(t).  

Since the image is renormalized without its previous segmentation at each iteration; at some iteration point it should 

look like a breast with low density (which the threshold t is optimized for) and at that point it should get well 

segmented. Using a fixed threshold also has advantages in the classification of the segmentation because the image and 

segmentation in each iteration step is then more similar. 

  

3.5  The segmentation classifier 

To decide when to stop iterating a classifier is trained from segmentations of each iterative step of all samples in the 

small training set. These were visually inspected and sorted by their quality. The classifier tries to mimic these decisions 

by evaluating a number of measurable characteristics of the segmentation, i.e. features. How the training is performed, 

which features are used and how the classification is done will be explained in this section.  

To train the classifier, a large number of features were combined from a set of 7 characteristic measurements 

calculated in 12 different regions, see Table 3 for the characteristics and Table 4 for the regions. In addition, the number 

of connected components in the segmentation, the breast area, and the relative number of connected components per 

area were also calculated. Finally some features (all characteristics but relative size) were extracted by calculating the 

difference or the sum between the segmented region and some unsegmented regions, see Table 5. In total this resulted in 

123 features.  
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Characteristic Description 

Mean                                , where N=                     - the number of pixels in the 

region. 

Standard Deviation 

   
                               

 
 

Median The center intensity when all I(x,y) are sorted (or the mean of the two centered intensities). 

Kurtosis 
The “peakedness” of the histogram,          

                               

     
 (25) 

Skewness 
Measurement of how the histogram is shifted,          

                               

     
 (25) 

Entropy Measurement of the randomness,                                  
 
      , where p is the 

histogram (26). 

Relative size               

           
    

               

  

Table 3: List of the 7 characteristics extracted from each image region. 
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Al l Thresholded Thresholded New Eroded Eroded New Segmented

Segmented New Di lated New Di lation New Large Di lated New Large Di lation New Fat

 

Table 4: The 12 regions in which the features are calculated and example illustrations below each one. New 

means without the previous segmentation (previous erosion in Eroded New), Dilation means the dilated image 
without its segmentation. The dilation element is circular with a radius of 1.5 mm for Dilated and 7 mm for Large 
Dilated. In the New regions the renormalized intensities with the previous segmentations were used and in the 
other original normalization. 

 

Di lation Contrast Large Di l . Contrast Fat Contrast Di lation Total Large Di lation Total Fat Total

 

Table 5: The 6 combined regions - the value of the characteristic in red regions are subtracted from the value in 

the gray regions while the green are added. 

 

These features were calculated on the 6 repetitions of the iterative segmentations loop (without the classifier) on all the 

CC samples in the small training set. 

To train the classifier all 6 segmentations of each sample image were viewed simultaneously and the 6 samples were 

sorted into 4 categories: Under (under-segmented), Stop (the first good segmentation), Good (following segmentations 

that were also good) and Over (over-segmented), see Figure 15 for examples. The original intention was to have three 

categories: Under, Stop and Over, and only put one image from each sample in the Stop, but because there were many 

cases where several consecutive segmentations were reasonable, it did not seem like a good approach - training the 
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classifier exactly on which step to stop in these cases would be both hard and unnecessary. The good segmentation are 

divided into Stop and Good, with only the first good segmentation from each sample in Stop and the remaining in Good 

to have the possibility to avoid over-weighing the samples when there are several good solutions. The classifier is 

required to stop at a reasonable segmentation rather than the perfect one, provided there are any. 

 

 

 

 

Figure 15: Examples of the categorizations of the 6 repeated segmentations, one example from each BIRADS 

density class ordered by density (top: Class I – bottom: Class IV). 

Since the final classifier should be binary (it should decide whether to stop or continue iterating), it should use only 

two categories, or groups of categories, which in some way allows for a detection of a well segmented image. To decide 

how to design this part, before having to try all combinations, linear discriminant analysis (17) was used to extract 1 

feature from all features. This was repeated on some different groupings of the categories to compare their potential, the 

compared binary groupings are shown in Table 6 and the results of this analysis is presented in Section 4.1. 
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0 1 

Under Stop 

Under Stop-Good-Over 

Under Over 

Under-Stop-Good Over 

Under-Stop Over 

                      Table 6: Grouped categories of segmentations to form binary classes. 

The original plan was to detect when to stop by classifying either Under vs. Stop or Under vs. Stop-Good-Over, but it 

proved difficult (in fact that’s why the comparison was made). Instead, trying to detect over-segmentation appears an 

easier task, and once an over-segmentation is detected it can be discarded and the previous segmentation can be used 

instead. The best performance is achieved, when classifying between the categories Under vs. Over, but since the 

performance may be arbitrary in the other categories, there is a good risk that the Stop sample is detected as Over and 

thereby discarded resulting in a final result that is under-segmented. This is not a problem when classifying between the 

categories Under-Stop vs. Over; only the detection of the (other) Good examples is arbitrary – if a segmentation in the 

Good category is classified as Over and discarded, there final segmentation is either the Stop- or another Good-

segmentation. On the other hand, if all Good examples are passed as Under-Stop and the classifier does reach an Over-

example it will discard it and the final segmentation will be the last of the Good examples. In this way only the choice 

between the examples in the Stop and the Good categories becomes arbitrary. The classifier is not trained to decide 

which of the good segmentations to pick, so it is more focused on the hard examples where there is only one example 

that is the right choice. 

To avoid overtraining of the classifier and to keep the computation time down, only 3 features were selected for the 

classifier. The features were selected with Sequential Forward Selection (SFS, see Section 2.2.2) and 10-fold cross-

validation (see Section 2.2.3) to estimate the area under ROC-curve, which was used as performance measure (see 

Section 3.7.2). Since SFS is prone to find local maxima the search was repeated 10 times with the best feature removed 

in order to find new combinations. The selected feature set for the classifier is presented in Section 4.1.  

 

3.6  BI-RADS density class and binary classifier 

To decide the three decision borders for the BI-RADS classifications, only the training samples belonging to the two 

classes on each side of the corresponding border were used, the other classes were excluded to ignore the impact of 

outliers. For the binary (fatty vs. dense) classifier, BI-RADS class I and II were grouped as fatty and class III and IV as 

dense when deciding the classification border (although, the resulting border turned out identical to the border between 

II and III). The boundary was chosen to minimize the Upper class error rate + Lower class error rate. The resulting 

borders are shown in Section 4.2. 

 

3.7  Evaluation methods 

Visual inspection of all samples is very time consuming, especially if statistics of the overall performance need to be 

recorded, and it is also subjective. In addition to this, some other methods of evaluation were also used to measure an 

overall performance on the entire set. These methods were used in addition to a quick visual inspection to validate the 

performance on the training set whenever new parts were implemented, to test if the change improved the overall 

performance.  

Finally they were also used to evaluate the performance of the final implementation on the test set, see Chapter 4. In 

addition to the evaluation methods presented here, some segmentations of belonging to the test set were also 

qualitatively evaluated by a radiologist. 

Since the samples have only been rated by BI-RADS categories and not by their exact segmentations or percentage of 

density, the use of these methods requires the assumption that the classes are more separated when the segmentation and 

the density estimation are more accurate, which is a reasonable assumption since the definitions of the BI-RADS 

density classes are by density boundaries, although this still requires that the ratings are correct. 
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3.7.1  Distribution plots and T-score 

To visually overview the variation of estimated density within each class the estimated densities are plotted class-wise, 

see Figure 16. 

 

Figure 16: Example density distributions plotted by class. 

 

Each class is normalized, to disregard from the unbalanced distribution of different classes, such that the integral is 1. 

In this way the curve represents an estimation of the continuous probability distribution (which means the probability 

that a breast of a certain category is being estimated within a certain density interval is given by the integral over that 

interval – no direct frequency can be assumed from the Y-axis without integrating over the interval, however for an 

interval of 0.1 the probability can easily be approximated by dividing the average value on the Y-axis by 10). 

For each distribution the mean density and standard deviation of the density are also calculated and shown in the 

distribution plots as a circle (mean) and two squares (mean ±1 standard deviation) at the X-axis. These are used to get a 

measure of separation of the distributions of two classes as a distribution T-score between the classes, defined in as 

                      
     

   
    

 
,  (3.8) 

where    and    are upper density class mean and lower density class mean respectively, and    and    are the 

standard deviations. Again, each class is considered equally important regardless of number of samples in the training 

set, Figure 17 show an example of T-scores for different level of separation. 
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Figure 17: An example of a T-scores of two normal distribution with equal standard deviation but their means 

shifted by 2 standard deviations (left), resulting in a T-score of  2           , and their means shifted by 4 

standard deviations (right) with a T-score of 4             , in this case the overlapping tails are only 2.5%. 

 

3.7.2  ROC and AUROC 

To get an overview of the possible performance before deciding the threshold the receiver operating characteristic 

(ROC) curve can be used - “Receiver operating characteristic (ROC) analysis is the dominant technique for evaluating 

the suitability of radiological techniques for real applications” (16). 

The ROC-curve describes the classifiers sensitivity (                                             ) and 

specificity (                                                 ) at all different thresholds and is useful to 

determine a desired threshold depending on the requirement on sensitivity and specificity (In our case “dense” is a 

positive and “fatty” is a negative). The curve is constructed by plotting the sensitivity and the false negative rate (1-

specificity) (10) as functions of the decision boundary from –  (100% Sensitivity and 0% Specificity) to +  (0% 

Sensitivity and 100% Specificity) – and thereby records the performance of all possible decision boundaries. 

As a measure of the overall performance of the classifier, the Area Under the ROC curve can be used, by calculating 

the integral of the ROC curve. 

Instead of simply counting if a sample is classified correctly of not (0 or 1), this technique instead measures for each 

negative sample, how many percent of the positive samples are correctly ordered before this sample (or reversely: how 

many negative samples are correctly ordered after this positive), Figure 18 shows an example of an ROC curve with its 

AUROC calculated. 
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                    Figure 18: Example of an ROC curve with AUROC illustrated. 

 ROC analysis has mainly been used for the fatty vs. dense discrimination, because it requires two classes, but since it 

does not require one fixed decision boundary it is also a measure of how well the samples are ranked by their density 

estimation rather than the actual classification. 

 

3.7.3  Confusion matrices, correlations and Cohen’s kappa 

To compare how common it is that a certain class is confused by another class, a confusion matrix can be used, where 

each row corresponds to the predicted class and each column the true class (17) such that each element      is the 

amount of samples (or alternatively: frequency of samples) of class c predicted as class r, see Table 7 and for an 

example see Table 8.  

  
         true class 

  

 
  I II III IV 

predicted I                     

class II                     

 
III                     

 
IV                     

Table 7: Confusion matrix. 

 
 

 
         true class 

  

 
  I II III IV 

predicted I 118 30 0 0 

class II 49 134 27 0 

 
III 7 50 123 30 

 
IV 1 0 44 74 

Table 8: Confusion matrix example with absolute counts. 
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The diagonal contains the correct classifications and the further away from the diagonal the worse is the error. From 

this matrix the Accuracy (correct/total) can easily be calculated by summing up the diagonal (and dividing by the total 

number of counts in the absolute case), to disregard from agreement by pure chance (if readers are uncertain and forced 

to some degree guessing) another popular measurement is the Cohen’s kappa where the estimated agreement by chance 

is excluded from the quote (27), 

                                                     ,  (3.9)  

and for multiclass problems, Cohen’s weighted kappa, where an error weights (in this case equal to the distance 

between the classes) is used (28). 

When continuous data (or almost continuous data) is available, instead of counting the confusion counts in a matrix, 

each occurrence can be plotted as a point to form a confusion plot. This gives a good overview of how the 

measurements are related. To measure this relation the correlation coefficient, ρ, is used (26): 

 
  

           

               
   

(3.10) 

where             is the covariance and         the variance given by, 

                                      (3.11) 

              
          

   
(3.12) 

and       is the expectation value (average weighted by probability). 
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4  Results and analysis 

To test the final method all samples in the training and test sets were segmented by the algorithm and evaluated by the 

statistical evaluation methods described in Section 3.7. These final density estimation results are reported in Sections 

4.4 - 4.7 while the first Sections, 4.1 - 4.2, handles evaluations regarding design choices of the algorithm and Section 

4.3 reports the computational performance. 

See also Appendix: B for a random selection of 5 samples of resulting segmentations from each machine type. 

4.1  Segmentation classifier 

To decide how to design the segmentation classifier, the separability after linear discriminant analysis was measured in 

terms of AUROC of 5 different ways to group the categorizations of the segmentations (the categorizations are 

described in Section 3.5), the resulting AUROC is presented in Table 9. 

 

0 1 AUROC of LDA 

Under Stop 93.5% 

Under Stop-Good-Over 96.7% 

Under Over 99.5% 

Under-Stop-Good Over 96.7% 

Under-Stop Over 99.0% 

Table 9: Performance comparison of LDA classifiers depending on training sample grouping of categories. The 

training set itself is used for the calculation of the AUROC, so these numbers serve only as comparison between 
themselves and should more be seen as an upper limit of the possible real performance of a linear classifier. 
Under – undersegmented, Stop – the first well segmented example, Good – other well segmented examples, 
Over – Oversegmented examples 

Since the grouping Under vs. Over do not allow for any good stop condition of the classifier (explained in Section 3.5) 

the segmentation classifier was designed with the second best binary grouping, Under-Stop vs. Over, the trained 

classifier uses the features in Table 10, and the AUROC using the presented features is approximately 97.7% 

(approximated by 10 fold cross-validation on the samples). The descriptions of the measurements and regions forming 

the features are explained in Section 3.5. 

The actual performance of the classifier trained on all training samples was never measured on the validation set, since 

this would require all segmentations of all the iterations to be classified as on the small training set, which was rather 

time consuming. Instead it was verified that the performance in terms of AUROC on the validation set was increased 

when using the trained classifier compared to before. 

 

  
 Feature combination 

 
 

  

  Measurement Region   

1 Standard Deviation Segmentation   

2 Mean Contrast Dilation   

3 Mean Large Contrast Dilation   

Table 10: Features used in the classification of oversegmentation.  

The 1st feature can be interpreted as a measure of the homogeneity of the segmentation; if low intensity pixels are 

included the standard deviation will be increased. 

The 2nd and 3rd features both measure the difference in average pixel intensity between the new segmentation and its 

surrounding. A small difference indicates an oversegmentation because also fatty tissue is segmented which brings the 

mean of the segmented region closes to the surroundings. The reason why both the large and the small dilations are 
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selected could be due to the fact that the small dilation may not reach out to any fatty tissue and can therefore give a low 

value because both regions include only dense instead of only fatty tissue. 

 

4.2  Binary and BI-RADS classification 

The resulting decision boundaries based on the density estimation of the training samples are graphically shown in 

Figure 19 (Binary) and Figure 20 (BI-RADS) and defined as a decision rule in Table 11  (Binary) and Table 12 (BI-

RADS). 

 

Figure 19: Left – ROC curve of the Low vs. High density estimations, the red ring marks the operating point and 
the dotted lines are equi-“Upper class detection rate + Lower class detection rate”-lines. Right class distributions 

plot with the decision border (dotted vertical line). 
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Figure 20: Upper left, right and lower left - ROC-curves for each pair of neighboring classes with a red circle at 

the operating point. Lower right – distribition plot of the BI-RADS classes with the decision borders as dotted lines. 

 

 

Fatty vs. Dense class decision boundaries:     

Fatty 0   estimated density   0.3705 

Dense 0.3705   estimated density   1 

Table 11: Decision rule for the classification of fatty vs dense breasts. 
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BI-RADS density class decision rule     

Class I 0   estimated density   0.1802 

Class II 0.1802   estimated density   0.3705 

Class III 0.3705   estimated density   0.6078 

Class IV 0.6078   estimated density   1 

Table 12: Decision rule for the classification of BI-RADS density classes. 

4.3  Computational performance 

The filter generate a segmentation and a density rating in about 1.6 – 3.8 seconds of processing (using an Intel 

Pentium 4 CPU at 3.6GHz) for 1 image, the large difference mainly depends on the number of iterations needed to 

complete the segmentation. This does not include time for reading and writing images from/to the hard drive, nor the 

generation of the color segmentation image.  

 

4.4  Dense vs. Fatty 

The distributions of the estimated density of the samples rated as Fatty (BI-RADS category I or II) and of those rated 

as Dense (BI-RADS category III or IV) are shown in Figure 21.  

The distributions are similar and the decision border which was calculated on the training data is well positioned 

between the distributions in the test set as well. The ROC curves shown in Figure 22 are also similar but the test set 

shows a slightly better performance in the high sensitivity/specificity parts of the curve which gives a higher AUROC 

although the performance for a balanced classifier is very similar. 

Table 13 shows a summary of the T-scores (as defined in Section 3.7.1) and AUROC in the full training and test sets 

and separately for each machine type, the values vary between the samples acqured by different mammographic units. 

Finally the confusion matrices of the training and test set versus the rating of the radiologist are shown in Table 14. The 

values of accuracy and kappa are larger in the training set.  

 

 

Figure 21: Left - Class-wise density distribution of samples rated as Fatty (red) and Dense (blue) for the training set. 

Right – test set. The decision border between the classes is plotted as a dotted vertical line. 
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Figure 22: ROC curves of the training (left) and test (right) sets. 

 

 

 

 
Training set   Test set   

Machine AUROC T-score   AUROC T-score 

All 94,96% 1,7233   95,98% 1,8017 

Hologic 96,34% 1,859   97,75% 2,04 

GEDR 95,14% 1,7498   97,42% 1,9105 

GECR 99,19% 2,0752   98,80% 1,9825 

IMS 94,13% 1,7133   92,74% 1,5457 

Siemens 91,81% 1,3573   95,37% 1,6756 

Table 13: AUROC and T-scores of training and test set and grouped by machine type. 

 

Training set   
rated class by 
radiologist(s)       

  
 

fatty dense 
  

  

predicted fatty 49,12% 7,82% 
 

Accuracy: 0,880531 

class dense 4,13% 38,94%   kappa: 0,758893 

       

Test set   
rated class by 
radiologist(s)       

  
 

fatty dense 
  

  

predicted fatty 48,18% 3,93% 
 

Accuracy: 0,876274 

class dense 8,44% 39,45%   kappa: 0,751156 

Table 14: Confusion matrix, accuracy and Cohen’s kappa of training set (up) and test set (down). 
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4.5  BI-RADS classification 

The distribution of the estimated density of the samples rated by rated BI-RADS categories are shown in Figure 23. 

Table 15 and Table 16 show summaries of the T-scores in the full training and test sets and separately for each machine 

type. The separations are less clear than in the binary case, and the descriminating power appears to vary between 

samples acquired with different mammographic units, Hologic and GEDR show lower performance in the higher 

categories, Siemens and IMS show low performance in the low classes and GECR show very high performance in 

separating both center and higher categories). 

In Table 17 the confusion matrices for the training and test sets are shown together with the accuracy and the weighted 

kappa, some examples of disagreements of more than one class are observed and the performance is lower in the test 

set. By using individualy calibrated decision borders for each machine type (still calibrated on the training set) this loss 

of precision can be recovered, see Table 18.   

 

 

Figure 23: Left - Class-wise density distribution of samples rated as each BI-RADS class in the training set.  

Right – test set. 

 

Training Set     T-scores       

Machine I vs. II II vs. III III vs. IV I vs. III II vs. IV I vs. IV 

All 1,0024 1,2364 1,1813 2,4143 2,3972 3,7177 

Hologic 1,3604 1,5406 0,6729 3,9179 1,8088 3,361 

GEDR 1,398 1,1791 0,8681 2,7854 2,0673 3,8567 

GECR 1,3595 1,8717 2,564 3,448 4,6837 6,9373 

IMS 0,5671 1,209 1,0843 1,7448 2,7298 3,4557 

Siemens 0,7765 0,7874 1,4603 1,5555 2,1042 2,7566 

Table 15: T-scores of the entire training set and grouped by machine type. 
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Test Set     T-scores       

Machine I vs. II II vs. III III vs. IV I vs. III II vs. IV I vs. IV 

All 0,886 1,3897 0,9788 2,2274 2,4672 3,3382 

Hologic 1,5688 1,787 0,6537 3,5298 2,4489 4,2646 

GEDR 1,0715 1,4789 0,93 2,3307 2,6861 3,6041 

GECR 0,7853 1,6977 1,4048 2,9174 2,6688 3,5074 

IMS 0,6013 1,043 1,0723 1,7056 2,3113 3,2431 

Siemens 0,5753 1,2875 1,1912 1,5858 2,7855 2,7874 

Table 16: T-scores of the entire test set and grouped by machine type. 

 

Training set    rated class by radiologist(s)     

    I II III IV 
 

  

  I 19,76% 5,75% 0,15% 0,29% 
 

  

predicted II 3,98% 19,62% 7,23% 0,15% 
 

  

class III 0,15% 3,69% 20,06% 4,42% Accuracy: 0,7139 

  IV 0,00% 0,29% 2,51% 11,95% weighted kappa: 0,7364 

        Test set    rated class by radiologist(s)      

  
 

1 2 3 4 
 

  

  I 17,18% 4,37% 0,00% 0,00% 
 

  

predicted II 7,13% 19,51% 3,93% 0,00% 
 

  

class III 1,02% 7,28% 17,90% 4,37% Accuracy: 0,6536 

  IV 0,15% 0,00% 6,40% 10,77% weighted kappa: 0,6818 

Table 17: Confusion matrix, accuracy and Cohen’s weighted kappa of training set (up) and test set (down). 

Individual    rated class by radiologist(s)     

 calibration of 
 

1 2 3 4 
 

  

 test set I 19,36% 5,53% 0,00% 0,00% 

 
  

predicted II 4,95% 20,82% 4,37% 0,00% 

 
  

class III 1,02% 4,80% 19,07% 3,35% Accuracy: 0,7155 

  IV 0,15% 0,00% 4,80% 11,79% weighted kappa: 0,7340 

Table 18: Confusion matrix, accuracy and Cohen’s weighted kappa of test set when using individual decision 

borders for each machine type. 

 

4.6  Density value 

The evaluation of the density measurement is limited to the dataset from Hologic since the other images only are rated 

in BI-RADS categories by one radiologist. For the Hologic set the average of the rating by the 11 radiologists is used as 

a density score. Furthermore, density data is also available from the Quantra Volumetric Assessment tool which has 

previously been evaluated by the same dataset (6). 

The correlation coefficient between the estimated density in and the average rating of the 11 radiologists is 92.142% in 

the test set and the correlation with the Quantra measurement is 85.071%. As a comparison the correlation between the 

Quantra measurement and the 11 radiologists of the same images is 87.38%. The correlation/confusion between the 3 
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measurements is shown pair-wise in Figure 24.  

 

 

        

Figure 24: Confusion plots between average rating  of 11 radiologists and the estimated density (upper left), 11 

radiologists’ average and the Quantra estimation (upper right) and Quantra estimation and our estimation (lower 
left). 

 

4.7  Segmentation inspection by radiologist. 

About 50% of the segmented samples, with at least 60 samples from each machine type, were evaluated by a 

radiologist, some samples were also found to be unsuitable for the purpose of this training set, see Table 19, surgical 

breasts are not suitable because in surgical patients the radiologists rate the mammographic density based on the non-

surgical breast (hence the ground truth of this breast is invalid). 

See also Appendix A3 for an evaluation of  the agreement between this radiologist and the group of 11 radiologists. 

 Table 20 shows number and percentage of non-surgical female breasts evaluated in the different categories named by 

degree of over/undersegmentation. O1 are segmented vessels or other non-glandular tissue or fat in parts of maximum 

one quadrant of the breast. U1 are unsegmented glandular tissue in maximum one quadrant. O2 and U2 are composed of 

cases with partly over/undersegmentation in 2 or more quadrants. Finally O3 and U3 contain cases where the tissue type 

in the major part of the breast is erroneously segmented. 
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  Qualitative evaluation   

Total Surgical Male 
Female non-

surgical 

872 57 2 813 

Table 19: Distribution of breast types evaluated. 

 

 
OK O1 U1 O2 U2 O3 U3 

count: 638 96 58 14 11 4 3 

percentage: 78,47% 11,80% 7,13% 1,72% 1,35% 0,49% 0,36% 

Table 20: Number and percentage of non-surgical female breasts evaluated in the different categories  

To investigate the impact of the surgical breasts in the test set, the performance in terms of AUROC (Fatty vs. Dense) 

on the set of all evaluated breasts and the set of evaluated female non-surgical breasts was calculated and compared, see 

Table 21. The performance on individual breast is also included to not exclude the one non-surgical breast in those 

cases. 

AUROC 
 

average CC single CC 

all evaluated patients 95,96% 94,36% 

non-surgical females 96,15% 94,97% 

Table 21: Performance comparison in terms of area under ROC 

 when excluding surgical breasts. 
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5  Discussion 

The proposed method was applied on a multi center and multi machinery dataset centers and evaluated in terms of 

classification of Dense vs. Fatty, BI-RADS and density value estimation as well as by visual inspection by a radiologist. 

5.1  Dense vs. Fatty 

The classification of Dense versus Fatty reports large AUROC values for binary (dense - fatty) classification on the 

independent test set when considering all cases (AUROC > 95%) and when considering different mammographic units 

(AUROC = 92-98%). The classification shows a substantial agreement (Cohen’s kappa = 0.75) with the ground truth 

with limited classification errors (classification accuracy = 87%). Moreover, the performance differences were minimal 

between the training and test set (AUROC was 1% higher while Cohen’s kappa and accuracy were both less than 1% 

lower in the test set compared to the training set), proving that the method was able to learn from the training set. It also 

generalized well over samples from different mammography units within the test set and can therefore be considered 

reliable to different acquisition conditions. Hologic, GEDR and GECR show higher individual performance than the 

average while IMS and Siemens are below average; this trend is consistent in both the training and test set. Only IMS 

shows a notable performance reduction on the test set (1.3% points lower AUROC on the test set). Since the algorithm 

is based on intensity contrast and contrast difference between fatty and dense tissue, it is less accurate for mammograms 

with a low contrast. 

5.2  BI-RADS classification 

In the four-class BI-RADS classification, the method shows decreased accuracy (65%) compared to binary Dense vs. 

Fatty classification, this is expected due to the added complexity. Cohen’s weighted kappa is also lower than in the 

binary classification (0.68 compared to 0.75 in the binary case) but still showing a substantial agreement. However, with 

decision borders individually calibrated on each machine type the agreement in terms of Cohen’s weighted kappa is 

almost at the same level as the binary classification (0.73 compared to 0.75 in the binary case). The distributions of 

estimated density by ground truth class have a large overlapping area, however very well separated classes cannot be 

expected since the classes have a sharp defined border while the actual density distribution among breasts is smoothly 

distributed over the full density range (resulting in as many cases just on the decision border as anywhere else), this is 

also the reason of the large intra- and inter-reader variability (5). This is supported by the fact that the overlapping 

almost only observed in the adjacent classes; only 1.2 % of the misclassifications are between non-adjacent classes. 

Nevertheless, the method allows reliable density estimation independent from reader variation. 

Based on our limited data with ratings of multiple radiologists (only Hologic), the radiologists never classified more 

than 1 category off the majority classification and two radiologists never disagrees more than 2 categories (this 

comparison can be seen in Appendix A2). While our method did such errors, the total precision is still comparable to a 

radiologist in terms of weighted kappa values. All errors by more than 1 category in the test set (in total 8 cases, 1.2%) 

are overestimations of the density, class I samples being classified as class III (7 cases, 1.02%) or class IV (1 case, 

0.15%).  

5.3  Density value 

The continuous density measurement shows very good correlation (92%) with the average rating of the radiologists. 

This suggests that also radiologists disagree in rating the cases representing the overlapping regions in the density 

distribution. 

5.4  Segmentation inspection by radiologist 

The qualitative evaluation by the radiologist also confirms that the fraction of serious misclassifications is small, less 

than 1% of the images show a major misclassification (groups O3 and U3) and only 4% of the images are misclassified 

in more than 1 quadrant (groups O2, U2, O3 and U3). 78% of all evaluated segmentations were good (group OK). 
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5.5  Typical estimation errors 

Figure 25 and Figure 26 shows typical faults of segmentation which causes errors of the density estimation, these 

errors are discussed below. 

1. Partial oversegmentation (group O1): When the transition from dense to fatty tissue is very smooth the 

segmentation is not always perfect. In these cases parts of the fatty region close to the dense tissue is sometimes 

erroneously segmented. With finer iteration steps this could perhaps be prevented, but at the cost of computation 

speed. However the error is usually small in these cases. 

2. Vessel segmentation (group O1): In some cases the blood vessels are too thick to be removed by the algorithm; 

this is because there is a trade-off between removing the blood vessels and not removing small parts of dense 

tissue. Also in these cases the error is small. 

3. General oversegmentation (group O2): In some cases the fatty tissue is given too much contrast despite the 

normalization, this can happen when some parts of the fatty regions are very dark, usually the outermost regions 

where the breast thickness is lower. 

4. Large general oversegmentation (group O3): In rare cases this leads to segmentation of almost the entire non-dark 

region because the classifier fails to detect the oversegmentation and the process reaches the maximum number of 

iterations. The normalization algorithm need to be improved so the fatty tissue does not appear too bright when 

there are very dark regions present in the image. 

5. Partial undersegmentation (group U1): Similar to the partial oversegmentation a very smooth transition is hard to 

segment perfectly and as seen here it can also cause an undersegmentation. This can occur if the classifier 

erroneously detects an oversegmentation or if the next iterative steps actually become oversegmented because the 

contrast difference is very small. 

6. General undersegmentation (group U2): In dense breasts there are sometimes no parts containing only fat, in these 

cases less dense parts appear darker and can be sometimes be missed out in the segmentation. However, the error 

is not large enough to classify the breast as fatty. This error can occur if the classifier erroneously detects an 

oversegmentation in a later iteration step or if the maximum number of iterations is not sufficient to segment the 

entire dense region. 

7. Large general undersegmentation (group U3): If the dense parts have very varying contrast this can in rare cases 

cause a major part of dense tissue to remain unsegmented. In these cases the classifier erroneously detects an 

oversegmentation in an early iteration step. 
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Figure 25: Four typical errors of oversegmentation (green – ignored edge, red – tissue classified as dense, red 

rings – erroneous segmentations). 1. Small oversegmentation in lower part. 2. Some vessel segmentation. 3. 
Some general oversegmentation. 4. Complete oversegmentation. 

    

Figure 26: Three typical errors of undersegmentation and one well segmented image (green – ignored edge, red 

– tissue classified as dense, red rings – missing segmentations). 1. Small undersegmentation in upper part. 2. 
Some undersegmentation in the central and lower part. 3. General undersegmentation. 4. Well segmented. 
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5.6  Different mammomagraphy units 

A better performance was observed in fatty breasts than dense breasts for Hologic and GEDR. For Hologic (which has 

the lowest T-score between class III and IV) an explanation may be that there were very few samples rated as class IV 

for this dataset to train on in combination with the fact this data set was not rated by the same radiologist as all the other, 

therefore some inter-rater variation in the ground truth ratings may have a more negative impact in this case. Instead 

IMS and Siemens show better performance in the dense categories than in the fatty; this may be because the thinner 

breast thickness at the edges results in a very dark edge in these images. This makes the other fatty tissue appear 

brighter and sometimes causes misclassification. GECR which performs best overall is the only set acquired with an 

analog machine. These differences indicate that breast density analysis depend on the digital acquisition pipelines. 

Indeed, mammography units do apply post-processing algorithms to the raw image images that are not standardized 

which may be non-linear. This can modify the pixel intensities of the imaged breast tissue and result in different 

intensity distribution for samples of the same actual density but with different origins. Concerning the breast density of 

analog mammograms no comparisons could be made since they all have the same origin. 

This does not mean the normalization method is not working, as can be seen in Figure 5 and Appendix: B, it is hard to 

tell the origin of a mammogram after normalization. However, it is still not perfect and possible improvements to 

account for the dark edges are described in Chapter 6. 

Since only one dataset is inspected by multiple radiologists it is difficult to draw any conclusions whether the 

classifications are more accurate than the ratings of a single radiologist, since in the 4 other datasets an error by the 

radiologist weighs equally much as an error by the segmentation method. However, in terms of agreement with the 

rating of a radiologist the estimation of BI-RADS categories appears to be comparable with the agreement of between 

two radiologists, (see Table 26, The average accuracy when comparing two radiologists’ ratings on the test set is 0.6912 

and the average weighted kappa is 0.6887). When increasing the number of radiologists’ in the ground truth rating the 

accuracy and kappa is increased. This suggests that the error of a radiologist is a contributing factor to the overall 

performance measure, and the actual agreement against a true value may be much better. 

A better performance on some of the machines would be desired, some flaws and possible solutions are discussed in 

Chapter 6. And again, since these sets are only rated by 1 radiologist, no comparisons can be made to see if these sets 

are also harder to rate accurately by a radiologist. We can also see that the method benefits from being calibrated 

individually by machine type, in case of known machine types it is a good idea to use machine specific decision 

boundaries, however when this is not available a general decision boundary can be used in order to not lose generality.  

5.7  Limitations of the study 

This study has some limitations. First, the method has only been developed and tested on craniocaudal breast views 

while most mammography examinations also include mediolateral oblique views (MLO), increasing the amount of 

information available for diagnosis. As a consequence, the method needs to be trained as well as tested on the MLO 

views. This would make the method more reliable since each error has less impact. Moreover, the breast density 

measurement would be more balances – MLO views generally show more of the breast since even the pectoral muscle 

is included in the image and this part is more often fatty, which means MLO views often appear less dense than the CC 

views (assuming the pectoral muscle is correctly removed). Second, all mammograms were not evaluated by the same 

number of radiologists, nor the same radiologist. The Hologic set was evaluated by 11 radiologists and the other sets 

only by one. This may affect the quality of the ground truth rating as well as the position of the decision borders of the 

classes. Although the other sets were rated by en expert radiologist it is still necessary with more raters in order to 

provide a better estimate of errors. 
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6  Conclusion & Perspective 

The proposed method estimates mammographic density in good correlation with radiologists in a non-subjective and 

repeatable manner. It is also generalizing relatively well on the different mammography units and performs the 

evaluation within a reasonable time.  

The method has been successfully tested on datasets from different origins. Nevertheless, the evaluated datasets were 

not evaluated by the same number of radiologists, resulting in an unbalanced evaluation. 

Since the project was time limited there was not time to test all ideas and further improve the discrimination. Some 

proposals which can improve the results are discussed here. 

 Mask calculation need to be on-the-fly, currently the method is using pre-generated masks for each image, 

this will not be possible in a real world scenario. Therefore, the generation of the mask needs to be 

implemented as a pre-processing step. 

 The segmentation classifier is very simple and could be exchanged for a more powerful classifier with a non-

linear decision border. More or other more sophisticated features may also improve the classifier and other 

feature search algorithms may find better subsets of features. At the end of writing this manuscript some other 

feature combinations were found using a more sophisticated variation of the used feature selection method. 

With 3 features an AUROC of 98% was achieved and with 4 features 98.3% (compared to 97.7% with current 

feature subset). The selected features for those subsets can be seen in Table 22 and Table 23. 

Feature combination: 3 features SFS-replace 

Measurement Region 

Size Dilation 

Standard Deviation Segmentation 

Mean  Contrast Dilation  

Table 22: Best 3-feature combination found with SFS-replace 

Feature combination: 4 features SFS-replace 

Measurement Region 

Mean Segmentation 

Standard Deviation Eroded NEW 

Median Eroded 

Mean  Contrast Dilation  

Table 23: Best 4-feature combination found with SFS-replace 

 Edge thickness compensation need to be improved, the darkness in the breast border is not completely 

eliminated by the mean subtraction method, this is likely cause for some cases of severe oversegmentation. A 

simple method that may work for this is to introduce a lower threshold to exclude the edge if it is too dark. A 

more sophisticated method is to calculate a distance map from the edge and correct for thickness by 

normalizing the intensity based on distance to the edge.  

 Including the MLO samples to average over all views would make the system much more robust – if the 

pectoral muscle is excluded. It would also allow for other methods of combining the estimation than 

averaging, for example by excluding the most deviating estimation before averaging. 

 Even though the threshold was designed not to oversegment in 1 step, a breast that has no visible 

fibroglandular tissue will still be segmented. In the current implementation in such cases the first 

segmentation is still used even if it is classified as oversegmented simply because it is the only one. However, 

it may be more accurate to discard it also in this case and use an empty segmentation instead. This should not 

affect the BI-RADS classification performance (since these cases still should be classified as class I), but the 

sharp peak observed in the density distribution plot of class I may be flattened out. Alternatively a lower 

threshold could be used to redo the segmentation if the first iterative segmentation step is classified as 
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oversegmented. 

 A non-binary segmentation or a weight for each segmented pixel could provide an estimation of the percent 

dense tissue already at pixel-level; this ought to give more accurate estimations. However, several different 

methods of weighing the masked pixels based on intensity were tested without matching the performance of 

the binary segmentation, weighing the pixels by the estimated thickness did however give a very marginal 

performance increase compared to the increased complexity.  

 Since the method does not heavily rely on the BI-RADS classifications to be the correct (since the classes are 

only used to decide the decision border, not the segmentation), increasing the number of ratings per sample is 

probably not so important to improve the actual performance, but it may be useful as a means to justify the 

method, and also to calibrate the decision borders. 

 In order to further increase the reliability and robustness of the method, analog and digital mammograms 

originating from other mammographic units should be added to the dataset. 
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Appendix: A  
 

A1. Generate color image 
For better comparison of the segmentation, a color image is generated where the segmentation and the breast masks 

are overlayed in different colors over of the grayscale mammogram, the segmentation in red, the eroded edge of the 

breast in green and the background in teal, see Figure 27. The intensity of each color pixel is described by Equations 

(A.1)-(A.3): 

 
          

                                          

                                                     
 ,  (A.1) 

 

 
          

                           

                                       
 ,  (A.2) 

 

 
          

                              

                                       
 ,  (A.3) 

where I(x,y,1) is the intensity of the red color channel of pixel (x,y), I(x,y,2) is the intensity of the green color channel 

and I(x,y,3) is the intensity of the blue color channel and         is the normalized input image (as given by Equation 

5.4 but on the entire Breast instead of ROI) rescaled to the range [0,255].  

 

 

Figure 27: Illustration of the creation of the color segmentation, the regions are: red – fibroglandular 

segmentation, gray – non fibroglandular (mainly fat) breast tissue, green - edge of breast, teal – background.  
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A2. Inter rater agreement 
As a comparison of performance, and what degree of agreement can be expected the inter rater agreement between the 

radiologists was investigated on the Hologic test dataset. Since in a majority of the cases the measurement of agreement 

of density measurement against the ground truth is only against the rating of one radiologist, it is of interest to compare 

it with the agreement of one radiologist (as predictor) with another radiologist (as ground truth). Note however, that we 

have no measurement available of rater agreement differ depending on machine type, which likely also is depending on 

the image quality. 

All agreements compared in this section regard the Hologic test set. 

First the ratings of the single radiologist was compared to the rating used as ground truth (the majority rating of the 11 

other radiologist), see Table 24. The agreement is very good but it is apparent that the single radiologist tend to rate 

samples as Class III and Class IV more than the average, this may be a source of error when using global decision 

boundaries for the BI-RADS classification. As a comparison of expected agreement the average confusion matrix of the 

11 radiologists vs. their own majority rating is shown in Table 25, note that this confusion matrix is fictual (it is a 

average matrix of confusion matrices) and also that there is a built-in correlation since each of the radiologists have 

contributed to the majority rating. 

Hologic test set 11 radiologist majority 
  

 
  I II III IV 

  single Class I 24,02% 1,96% 0,00% 0,00% 
  radiologist Class II 0,98% 29,41% 0,98% 0,00% 
  

 
Class III 0,00% 6,86% 19,61% 0,00% Accuracy: 0,7892 

 
Class IV 0,00% 0,00% 10,29% 5,88% weighted kappa: 0,8015 

Table 24: Confusion matrix of the single radiologist’s rating vs. the 11 radiologits’ majority rating. 

  
11 radiologist majority 

  

 
  I II III IV 

  average Class I 22,42% 3,70% 0,00% 0,00% 
  radiologist Class II 2,58% 30,17% 4,86% 0,00% 
  (out of the 11) Class III 0,00% 4,37% 22,42% 1,20% Accuracy: 0,7968 

 
Class IV 0,00% 0,00% 3,61% 4,68% weighted kappa*: 0,7848 

Table 25: Average of the 11 confusion matrices for each of the 11 radiologists. * average of the weighted kappas 

calculated on the 11 confusion matrices rather than on the matrix shown. 

The previous examples are agreements compared to a ground truth based on 11 raters, when only one rater is used as 

ground truth the agreement is much lower; Table 26 shows the average of all confusion matrices when comparing all 12 

radiologists one-by-one against each other. As expected the measured performance is negatively affected by the use of a 

less reliable ground truth measure. 

 

  
one radiologist 

  

 
  I II III IV 

  another Class I 21,40% 4,58% 0,13% 0,00% 
  radiologist Class II 4,58% 25,57% 6,71% 0,23% 
  

 
Class III 0,13% 6,71% 17,22% 3,80% Accuracy: 0,6912 

 
Class IV 0,00% 0,23% 3,80% 4,92% weighted kappa*: 0,6887 

Table 26: Average of all confusion matrices between each of the 12 radiologists. The weighted kappa is 

calculated on each matrix separately. 

 

  



 

61 
 

A3. 1 vs 11 radiologists 
Part of the Hologic data set was rated both by the group of 11 radiologists and by the single radiologist. Therefore a 

comparison between the ratings can be of interest to give a hint of how well the ratings agree between the Hologic data 

set and the other four sets. For this the average rating of the 11 radiologists was used as a ground truth density measure, 

as in Section 4.6. Table 27 shows the average density among all patients rated as category 1 to 4 by each of the 

radiologist, note that the ground truth is biased by 1/11 towards each of the 11 radiologists. Note also that a lower value 

means that the radiologist tend to rate as higher categories (since the ground truth of is lower than the higher rating of 

the radiologist). Table 28 shows a summary of the 11 radiologists in terms of average, minimum and maximum from 

Table 27 for comparison.  

The average density of patients rated by the single radiologist is never outside the range of the other radiologists, but is 

lower than the average of the other radiologists. This applies to all four categories, meaning that the single radiologist 

on average rates slightly higher than the average of the 11 radiologists. 

 

Rating Single 11.1 11.2 11.3 11.4 11.5 11.6 11.7 11.8 11.9 11.10 11.11 

1 1,1407 1,2392 1,0677 1,3725 1,1338 1,1465 1,2439 1,0303 1,0634 1,0498 1,1973 1,1399 

2 1,9886 2,1983 1,8233 2,2857 2,1108 2,0598 1,9836 1,9359 1,9471 1,9161 2,126 2,2 

3 2,6886 3,0795 2,5608 3,0505 2,9792 2,9846 2,556 2,9818 2,8927 2,8003 2,9029 3,0698 

4 3,416 3,8939 3,4164 3,7013 3,6818 3,7424 3,2955 3,8523 3,7818 3,5336 3,8283 3,8182 

Table 27: Average density of beasts by rated category of individual radiologists. 

 

Rating Single Avg11 Min11 Max11 

1 1,14 1,15 1,03 1,37 

2 1,99 2,05 1,82 2,28 

3 2,69 2,89 2,56 3,08 

4 3,42 3,69 3,29 3,89 

Table 28: Average density of beasts by rated category of the single radiologist and the average, minimum and maximum 
of the 11 radiologists. 
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Appendix: B Example segmentations 
 

This appendix includes randomly selected samples of both CC views of 5 patients from each type of mammographic 

unit in the data set. 

B1. Hologic 
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B2. GEDR 
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B3. GECR 
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B4. IMS 
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B5. Siemens 
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