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Abstract

Classification of data has many applications, amongst others within the field of speaker
recognition. Speaker recognition is the part of speech processing concerned with the task of
automatically identifying or verifying speakers using different characteristics of their voices.
The main focus in speaker recognition is to find methods that separate data, in order to
differentiate between different speakers. In this thesis, such a method is obtained by building
a support vector machine, which has proved to be a very good tool for separating all kinds of
data. The first version of the support vector machine is used to separate linearly separable
data using linear hyperplanes, and it is then modified to separate linearly non-separable
data, by allowing some data points to be misclassified. Finally, the support vector machine
is improved further, through a generalization to higher dimensional data and by the use of
different kernels and thus higher order hyperplanes. The developed support vector machine
is in the end used on a set of speaker recognition data. The separation of two speakers are
not very satisfying, most likely due to the very limited set of data. However, the results are
very good when the support vector machine is used on other, more complete, sets of data.

Sammanfattning

Klassificering av data har m̊anga användningsomr̊aden, bland annat inom röstigenkänning.
Röstigenkänning är en del av talmodellering som behandlar problemet med att kunna iden-
tifiera talare och verifiera en talares identitet med hjälp av karakteristiska drag hos dennes
röst. Fokus ligger p̊a att hitta metoder som kan separera data, för att sedan kunna separera
talare. I detta kandidatexamensarbete byggs, för detta syfte, en support vector machine som
has visats vara ett bra sätt att separera olika data. Den första versionen används p̊a data
som är linjärt separerbart i tv̊a dimensioner, sedan utvecklas den till att kunna separera data
som inte är linjärt separerbart, genom att till̊ata vissa datapunkter att bli felklassificerade.
Slutligen modifieras denna support vector machine till att kunna separera data i högre di-
mensioner, samt använda olika kärnor för att ge separerande hyperplan av högre ordning.
Den färdiga versionen av denna support vector machine används till sist p̊a data för ett
röstigenkänningsproblem. Resultatet av att separera tv̊a talare var inte tillfredsställande,
dock skulle mer data fr̊an olika talare ge ett bättre resultat. När däretmot en annan, mer
komplett, mängd av data används för att bygga denna support vector machine blir resultatet
väldigt bra.
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2 Theory

1 Introduction

In this bachelor’s thesis we explore how support vector machines can be used in the field
of speech processing, and more specifically, speaker recognition. Speaker recognition is
essentially a form of pattern recognition, where characteristics of someone’s voice are the
parameters to be classified. Speaker recognition has many applications, from identifying
one voice amongst others to verifying a claimed identity. Solving this type of problem
requires a broad knowledge in optimization and signal processing and in preparation for our
project we have read several articles on speech processing, signal processing and speaker
recognition. Our first approach to this problem is building a support vector machine, using
a laboratory assignment instruction from the course Artificial Neural Networks, Advanced
Course, given at the Royal Institute of Technology [1]. This includes using different kernels
for the support vector machine and testing it on a given set of breast cancer data. The
support vector machine is then improved and generalized into higher dimensions, and used
to solve a problem related to speaker recognition; in this case with parameters such as
nasality.

2 Theory

2.1 Speech Processing

Speech is one of the most important communication methods between humans. The speech
signals are acoustic waveforms which carries the message information. These waveforms can
for example be transmitted, recorded and manipulated by human listeners. The process of
speech starts with the formulation of the message, done in the brain of the speaker. The
message is then converted to phonetic symbols which describe the basic sound of the spoken
message, and how the message should be produced, ie. how the message will be accentuated,
as well as the speed of it. To speak the message it is converted to ’neuro-muscular controls’,
the control signals which makes the neuro-muscular system move the lips, tongue, jaw and
velum. The end result of this is a set of articulatory motions that makes the vocal tract
articulators move in a prescribed way in order to create the desired sound. The last step in
the speech production is the ’vocal tract system’ that physically makes the necessary sound
sources and the appropriate vocal tract shapes over time, to create an acoustic waveform.
This waveform encodes the information in the desired message into the speech signal, which
is then decoded by the hearing mechanism of the listener.

2.1.1 The Vocal System

The final stages of the process of speech production is the vocal system. ’Speech can be
defined as waves of air pressure created by airflow pressed from the lungs by muscle force
through the vocal system and out of the mouth and nasal cavities’, [2], see figure 1. The
vocal folds are thin muscles located above the lungs, before the vocal tract, that can either
be open or closed. When they are closed they form an air block which can be opened by
air pressure from the lungs, which in turn pushes the vocal folds aside. The pressure then
drops when the air passes through and thus the vocal folds can be closed again. This is a
repeated process which makes the folds vibrate at different frequencies. The quasi-periodic
opening and closing of the vocal folds give pulses of air pressure moving through the vocal
tract, and with this we get voiced sound. When the vocal folds are open the air can pass to
the mouth cavity without restrictions so we do not get any vocal folds vibrations. In this
case the tongue produces a constriction somewhere in the vocal tract and lets air turbulent
out through that constriction. This looks like random noise in the waveform figure, and is
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2 Theory

Figure 1: A diagram of the human speech production system [2].

called unvoiced sound. There is also a third type of sound produced when the vocal tract
allows quasi-periodic air flow due to the vocal folds vibration at the same time as the vocal
tract has a constriction making air turbulence. An example of this is the voiced fricatives v
and z. Then we have plosive sound, which is made when the airflow is momentarily closed
and pressure builds up behind the closure, which is then abruptly released, for example p,
t, k, b. The vocal tract tube acts as an acoustic transmission line with certain resonances
depending on its shape. It has a cross section which looks like a non-uniform tube about
17 cm long. It branches into the nasal and mouth cavities at the velum, which is a valve
that can be closed or opened depending on which sound is being produced. If it is closed it
excludes any nasal sound and if it is opened one gets a nasal addition to the sound.

2.1.2 Phonemes

To make the speech signal easier to deal with it can be classified into phonemes. Every
language has a different number of phonemes, often between 32 and 64, which consist of
voiced or unvoiced sound. Most phonemes have a distinguished appearance in the speech
waveform. Vowels are structured and quasi-periodic, i.e. voiced sound, while sounds like ‘S’
or ‘SH’ look like random noise, i.e. unvoiced sound. Consonants can be voiced, semi-voiced
or (which is mostly the case) unvoiced, depending on which phonemes we look at.

The general appearance of the speech signal varies with the phoneme rate in the order of
ten phonemes per second, but upon a closer look, the speech waveform in the spectrum varies
at a much higher rate. This means that the changes in the vocal tract are relatively slow
compared to changes in the speech signal. By the frequency response of the vocal tract we
see, in the frequency domain, the changes of the sound created. The resonance frequencies
of the vocal tract tube are results of a particular configuration of the articulators, called the
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formant frequencies. The formant frequencies contribute to forming the sound corresponding
to a specific phoneme. Thus the fine shape of the time waveform is created by the sound
sources in the vocal tract and the resonances shape these sound sources into phonemes [3].

Figure 2: Example of the waveform of a speech signal.

2.1.3 Waveform and Spectral Signal Representation

Graphically a speech signal can be represented as a waveform. Plotting amplitude versus
time shows the dynamic properties of the speech, and upon inspection one can distinguish
different sounds from each other. In figure 2 the waveform of a vowel is shown. Another
convenient way of representing the speech signal is using spectral analysis. By taking the
fast Fourier transform (FFT) of the entire spectrum, or parts of it, one can easily see which
frequencies dominate the signal and in what range the main frequencies of the vocal tract
are. However, doing this, time dependent characteristics will be lost. If one instead of doing
an FFT performs an inverse Fourier transform on the logarithm of the spectral signal one
gets the cepstrum. It is useful, since many characteristics of a voice, for example effects of
the vocal excitation (pitch) and vocal tract (formants), are additive in the logarithm of the
power spectrum analysis [4]. Figures 3 and 4 show the different graphical representations
described above, as well as an LP-filtering, which shows the formant frequencies for two
different speech samples. In figure 4 we see the voiced and unvoiced letters in ’heed’. In
the middle we have a nice periodic part of the waveform representing the voiced vowel ’e’.

2.1.4 Speaker Recognition

Speaker recognition is the process of recognizing speakers by characteristics of their voices,
such as the shape of the vocal tract or behavioral characteristics. It differs from other bio-
metrics in that speech samples are captured over time. The first step in speaker recognition
is enrollment of the users of interest, often referred to as test speakers, in which one builds
a mathematical model of a sample of speech from all the users. The important part is the
characteristics stored. One then takes the characteristics from the speaker to be recognized
and compare it with the data stored at enrollment. Amongst many applications, speaker
recognition might be used to identify a speaker, or verify a speaker’s claimed identity. If
the number of available speakers is limited, the problem is called closed-set and reduces to
finding the data stored that fits the speaker to be recognized the best. The result often
comes with an error analysis, which contains a list of the most probable speakers, together
with a likelihood score, and there will be no rejection of the speaker.

In open-set speaker recognition the speaker it is trying to recognize might not be one
of the speakers enrolled. Then one first uses the closed-set identification, and then either
accepts or rejects the most probable speaker depending on its likelihood to be the right
speaker.
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Figure 3: Graphical representation of the waveform, spectrum, cepstrum and LP-filter for a
speech sample of a cat saying ’meow’.

Figure 4: Graphical representation of the waveform, spectrum, cepstrum and LP-filter for a
speech sample of a male speaker saying ’heed’.
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One also makes a difference between text-dependent, text-independent and text-prompted
speaker recognition, where the latter is a combination of the first two. In text-dependent
speaker recognition, the speaker is usually required to utter a predetermined text at enroll-
ment, which is then used for comparison at the verification or identification time. Meanwhile,
text-independent models mainly focus on characterizing the vocal tract of the speaker, and is
therefore often language-independent. An advantage of text-dependent and text-prompted
models is that, since the textual contents are already known, the models can be designed to
be shorter than the text-independent models, which need a larger sample to get enough data
for recognizing the vocal tract of the speaker. There are many difficulties yet to be overcome
in the field of speaker recognition. One of the most challenging is channel mismatch, where
some characteristics of the channel used at enrollment, such as background noise and cut-off
frequencies, is faultily stored as a characteristic of the speaker. Of course background condi-
tions such as echoes from an empty room, or street noise if the recognition is done outside,
affects the recognition rate as well. Yet another problem is that, as in almost all biometrics,
one needs a lot of samples to cover all the variations within an individual’s voice, and even if
this is done thoroughly, the person might have more variations than those stored. One also
has to take in consideration that the voice characteristics might change over time. Not only
does the voice change due to aging, but events in a someone’s life or his or her environment
also affect the voice. For example, illness can change our voice and its characteristics during
periods, and people with sleep apnea tend to have a more nasal voice. Speaker recognition
can thus be used to recognize this illness from someone’s voice [5] [6].

2.2 A Short Introduction to Optimization

The field of optimization essentially deals with the problem of finding the optimal value
or element of some set, that satisfies some pre-known condition. In the simplest case this
reduces to minimizing or maximizing a real-valued function f , called the objective function,
which takes elements from a given set, the constraints [7]. This is the primal formulation of
an optimization problem minimize f(x)

subject to gi(x) ≤ 0, i = 1,...,m.
x ∈ X.

Here X is a given subset of Rn while g1,...,gm and f are given, real-valued, functions de-
fined on X. We can now define the dual formulation to this problem by first forming the
Lagrangian associated with the problem

L(x,α) = f(x) + αT g(x).

The variables α are called the Lagrange multipliers corresponding to the constraint g(x) ≤ 0.
The dual problem is the problem of finding the greatest lower bound, that is the following
problem {

maximize ϕ(α) = min
x∈X

L(x, α),

subject to α ≥ 0.

The advantage of using the dual formulation of the problem is that, for many optimization
problems, it is easier to solve than the primal problem.

2.3 Support Vector Machines

Support vector machines (SVM) are used for pattern recognition and data classification in
some set of data and is useful in speaker recognition [5]. When they are used for classification
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of data the task is to find a hyperplane to separate two different classes of data. The main
idea is to identify some rule based on given data, often called training data, that characterize
the set of points that have a certain property. It can then be used to decide whether a new
point has the stated property or not.

2.3.1 Linearly Separable Data

The simplest case of classification is when linear functions are used to provide characteri-
zation. This means that the task is to find a hyperplane 〈w,x〉 + b = 0 that separates two
classes of data, where w and b are parameters specifying the plane and x are all points in
R2 fulfilling the equation of the plane. Suppose that we have a set of training data xi with
classification yi, where yi is either 1 or -1, depending on which class it belongs to. Ideally
we want to have a good separation of the positive and negative points. This requires that{

wTxi + b ≥ +1 for yi = +1,
wTxi + b ≤ −1 for yi = −1.

(1)

In addition to the separating hyperplane there is also the two margin hyperplanes which
are the ones where the equations in (1) are satisfied with equality. There might be many
potential hyperplanes fulfilling the criteria of separating the classes, and we want to select
the one where the distance between the separating hyperplane and any data points is as large
as possible. This distance is referred to as the margin. It can be shown that the distance
between the margin hyperplanes is 2/‖w‖. Thus we seek the hyperplane that maximizes
this margin, which is equivalent to minimizing wTw. We get the following optimization
problem

minimize f(w,b) = wTw (2)

subject to yi(w
Txi + b) ≥ 1, i = 1,...,m. (3)

This will be referred to as the primal problem. The data points xi closest to the separating
hyperplane will be the ones where equation (3) is satisfied with equality. These points lie
on the margin hyperplanes, and are known as support vectors. If we remove these points
the coefficients of the hyperplanes will be changed, while if we remove any other point the
coefficients will be the same. An example is shown in Figure 5 where the two classes of points
(class A and class B, below) are separated by hyperplanes. The green line is the separating
hyperplane while the red and blue lines are the margin hyperplanes. The support vectors
are circled.

classA =



0.2 3.1
1.0 3.1
0.4 1.8
1.0 1.6
1.8 1.9
2.8 1.4
1.9 0.4


classB =



1.0 4.1
2.0 3.6
1.3 4.5
0.8 5.0
1.8 5.3
2.7 5.1
3.1 4.5
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Figure 5: A linear separating hyperplane for the separable data, class A (the red points)
and class B (the blue points).

To obtain this figure, the previous optimization problem, equations (2) and (3), is solved.
The x and y vectors belonging to the optimization problem is given from class A and B and
written out below. We can see in the figure that the points (1.0, 3.1), (1.0, 4.1) and (2.0, 3.6)
are the support vectors.

x =



0.2 3.1
1.0 3.1
0.4 1.8
1.0 1.6
1.8 1.9
2.8 1.4
1.9 0.4
1.0 4.1
2.0 3.6
1.3 4.5
0.8 5.0
1.8 5.3
2.7 5.1
3.1 4.5



y =



−1
−1
−1
−1
−1
−1
−1
1
1
1
1
1
1
1


This method is called a support vector machine because support vectors are used for clas-
sifying data as a part of a machine learning process [8]. Once the separating hyperplane
coefficients w and b are determined we can decide whether a new data point x̄ belongs to a
certain class or not, by looking at the resulting hard classifier

f(x̄) = sgn(〈w,x̄〉+ b). (4)

2.3.2 Linearly Non-Separable Data

Up to now we have assumed that the data set is linearly separable, that is, there exists a
hyperplane separating the positive points from the negative points. For the case where the
data set is not linearly separable, there will be some data points that are misclassified. We
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Figure 6: A linear separating hyperplane for the linearly non-reparable data.

thus loosen the bounds on equation (3), and allow the points to violate the equation of the
separating hyperplane, but any deviation is penalized. By letting a non-negative variable
ξi denote the amount by which the point xi violates the constraint at the margin, we now
change (1) to{

wTxi + b ≥ +1− ξi for yi = +1,
wTxi + b ≤ −1 + ξi for yi = −1.

(5)

The variable ξi will be zero for data points that are correctly classified and lies outside of
the margin. The using of ξi will result in an extra term added to the objective function (2),
which is proportional to the sum of the violations [8]. Our optimization problem is now

minimize f(w,b, ξ) = wTw + C

m∑
i=1

ξµi , (6)

subject to yi(w
Txi + b) ≥ 1− ξi, (7)

ξi ≥ 0, i = 1,...,m, (8)

where C and µ are positive parameters that determine how the misclassifications are pe-
nalized. The larger the value C, the larger the penalty for violating the separation. Figure
6 shows an example of the non-separable case with the resulting hyperplanes. The points
are the same as in the previous example except for two new points, (1.5, 4.1) in class A
and (1.3, 2.6) in class B, which make the data linearly non-separable. We see that these
two points, marked with squares in the figure, are misclassified, since they lie on the wrong
side of the separating hyperplane wTx + b = 0. For the linearly non-separable case more
points than those lying on the margin hyperplanes will be used to calculate the position of
the separating hyperplane. Thus, if we remove any of these points the coefficients of the
hyperplane will change. Therefore also these points are referred to as support vectors. These
points are the ones where equation (7) is satisfied with equality.

2.3.3 Duality in Support Vector Machines

2.3.3.1 Linearly Separable Data Duality is important in data classification by sup-
port vector machines. We go back to the linearly separable case in Section 2.3.1, where our
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data points can be separated by a linear hyperplane. When contstructing the dual formu-
lation of the problem, the primal objective function will have a multiplying constant of 1/2
added to it, and this will not make any difference for the optimization since it still maxi-
mizes the margin 2/‖w‖. The dual problem is obtained by first assigning positive Lagrange
multipliers αi to the inequality constraints (3) of the primal formulation of the optimization
problem [9]. The Lagrangian associated to the problem becomes

L(w, b, α) =
1

2
wTw −

m∑
i=1

αiyi(w
Txi + b) +

m∑
i=1

αi.

The objective function of the dual problem will be obtained when minimizing the Lagrangian
with respect to w and b, as seen in section 2.2. To do this the derivative of the Lagrangian
is set to zero

∂L

∂w
= w −

m∑
i=1

αiyixi = 0,

∂L

∂b
=

m∑
i=1

αiyi = 0.

From this we see that the Lagrangian is minimized when

w =

m∑
i=1

αiyixi, (9)

m∑
i=1

αiyi = 0, (10)

and using this, the objective function ϕ(α) will be computed as

ϕ(α) = min
w,b

L(w, b, α)

=
1

2

m∑
i=1

αiyixi

m∑
j=1

αjyjxj −
m∑
i=1

αiyi

 m∑
j=1

αjyjxjxi + b

+

m∑
i=1

αi

=
1

2

m∑
i=1

m∑
j=1

αiαjyiyjxixj −
m∑
i=1

m∑
j=1

αiαjyiyjxixj − b
m∑
i=1

αiyi +

m∑
i=1

αi

=

m∑
i=1

αi −
1

2

m∑
i=1

m∑
j=1

αiαjyiyjxixj .

From these derivations the dual problem can be defined as

maximize

m∑
i=1

αi −
1

2

m∑
i=1

m∑
j=1

αiαjyiyj〈xi,xj〉 (11)

subject to

m∑
i=1

αiyi = 0, (12)

αi ≥ 0, i = 1,...,m, (13)

where the constraint (12) comes from (10). The new variables of the problem is αi and
the support vectors can be recognized as the data points for which αi > 0. When the dual
problem is solved we can retrieve the primary variables w and b. We get w straight from
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(9) and b from the fact that yi(w
Txi − b) = 1 for any support vector, which is the same as

having equality in the constraints (3) in the primal problem. The terms are rearranged to
b = yi −wTxi, and for better numerical precision, more than one support vector could be
used. Therefore the calculation will be done using all the support vectors, by calculating
b = yi − wTxi for all of them and taking the mean value. This means that the resulting
calculation of b is

b =
1

|{i : αi 6= 0}|
∑
i:αi 6=0

(yi − 〈w,xi〉), (14)

where the denominator is the number of support vectors. Now it is possible to once again
create the hyperplanes by using w and b.

2.3.3.2 Linearly Non-Separable Data The next step is to assume that the training
data is not linearly separable, and as in the primal formulation we will add a violation, ξ, of
the margin. There will also be a positive Lagrange multiplier η assigned to the constraint
ξ > 0 of the primal formulation. The ϕ function of the dual formulation of the optimization
problem will not change, since ξ disappears when we take the gradient of the Lagrange
function. The only thing changing is that we get two additional constraints, η ≥ 0 and
αi + ηi = C. The η-dependence can be removed and then the problem is formulated in
terms of α only

maximize

m∑
i=1

αi −
1

2

m∑
i=1

m∑
j=1

αiαjyiyj〈xi,xj〉, (15)

subject to

m∑
i=1

αiyi = 0, (16)

0 ≤ αi ≤ C, i = 1,...,m. (17)

Another thing to be changed for the linearly non-separable data is the calculation of the
bias. The set of data points for which it is computed has to be restricted according to
0 < αi < C, which are now the definition of the support vectors. Thus the new bias is

b =
1

|{i : 0 < αi < C}|
∑

i: 0<αi<C

(yi − 〈w,xi〉). (18)

The dual, like the primal, is a quadratic problem. It is however easier to solve the dual
problem because with the exception of one equality constraint, all other constraints are
upper and lower bounds of α, which is considerably simpler to handle. Another reason why
the dual form is better is that it allows us to expand the power of support vector machines
to data that is not linearly separable, by using higher dimensional equations, rather than
using linear hyperplanes and introducing the violation ξi. For example quadratic equations
such as an ellipse could separate the data.

2.3.4 Different Kernels

As mentioned in the previous section we might want to use higher dimensional equations
to separate linearly non-separable data. For example, a quadratic function would involve
some linear combination of x21, x1x2 andx22, for every point x = (x1, x2) ∈ R2. If we would
transform each vector x into the higher dimensional vector φ(x) = (x21, x1x2, x

2
2), we could

look at a three-dimensional hyperplane of the form φ(x)Tw + b, that separates the higher
dimensional vectors corresponding to the data. In this case the coefficients of the hyperplane
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will provide the coefficient of the best ellipse to separate the data. We can generalize this
idea and define different separating, non-linear functions such as higher order polynomials.

More generally, if we have a set of data M ⊂ Rm, we can define a mapping φ : M →
φ(M) ⊂ Rn. This means that the data points are mapped from a space of dimension
m to a different space of dimension n, through the transformation φ. Before we find a
separating hyperplane, we only need one operation in the new space, the computation of
the inner product 〈φ(x), φ(y)〉 for any φ(x), φ(y) ∈ φ(M). The inner product in the new
space, φ(M), is denoted Kφ(x,y) := 〈φ(x), φ(y)〉 = φ(x)Tφ(y) and is called the kernel
function. Therefore there exists a kernel function Kφ(x,y) for every transformation φ.
Not every function is an admissible kernel since not every function can be expressed as
f(x,y) = 〈φ(x),φ(y)〉 for any transformation φ. To determine whether or not a function is
an eligible kernel function we can make use of Mercer’s theorem. Mercer’s theorem states,
quite simplified, that the matrix of all inner products of any number of points in the data
space must be positive semidefinite [9]. One example of a function that is not a kernel is
any negative function such as −x, since it can not be expressed as an inner product.

One common family of kernels, which meet the Mercer conditions, is the non-homogeneous
polynomial kernels; K(x, y) = (〈x, y〉+ 1)d, for any positive integer d, and another exam-

ple is the radial basis kernels; K(x,y) = e−‖x−y‖
2/(2σ2). Our interest is in kernel functions

which can be computed efficiently without constructing φ and thus the specific form of φ
will not be considered. The polynomial kernels and the radial kernels are good examples of
this. We will now be able to do the separation in any space, without an explicit reference to
that space. A problem with changing kernels is that the dimensionality of the problem could
easily explode. This refers to separating an n-dimensional set of data by any hyperplane
and in our applied problem, speaker recognition, the dimension of the data will be large.
The dual formulation offers an approach for efficient computation, and with the new kernel
definition it can be written as

maximize

m∑
i=1

αi −
1

2

m∑
i=1

m∑
j=1

αiαjyiyjK(xi, xj), (19)

subject to

m∑
i=1

αiyi = 0, (20)

0 ≤ αi ≤ C, i = 1,...,m, (21)

where we have introduced the kernel function K(xi, xj) instead of the previous 〈xi,xj〉, to
make it more general. Which kernel we choose will depend on the characteristics of the
problem data.

2.3.5 Classifying Data

When we have built the support vector machine, using a training set of data, it can be used
to classify new data. For the most simple case, with linearly separable data, the classifier
(4) is used to classify new data. The sgn part of that equation means that it only takes the
sign of whatever number it gets, and the result is either -1 or 1. The value of the classifier
function without the sgn part will tell you how far away each point is from the separating
hyperplane. Thus a larger absolute value of the classifier function for a data point is a more
precise classification than a low value because it is a larger probability that it is rightly
classified.

In the case of linearly non-separable data, which can be of any dimension, equation (4) is
modified. To express the linear classifier in φ-space, without any geometric concepts except
for the inner product, we dispose w by inserting equation (9) into equations (18) and (4).
Now when the αi is found, we no longer calculate w, it ’lives hidden in φ-space’[1]. Then the
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inner product brackets are replaced by the kernel expression K and the resulting classifier
function is

f(x) = sgn(
∑
i:α6=0

αiyiK(xi,x) + b), (22)

with the corresponding bias

b =
1

|{i : 0 ≤ αi ≤ C}|
∑

i:0<αi<C

(yi −
∑

j:αj 6=0

αjyjK(xj,xi)). (23)

For a perfect support vector machine, the classifier function will give positive numbers for
all data points belonging to one class and negative values for all points belonging to the
other class.
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3 Building the Support Vector Machine

In order to help us construct a program which builds a support vector machine we have
followed instructions from a laboratory assignment in the course 2D1433 Artificial Neural
Networks, Advanced Course given at the Royal Institute of Technology [1]. During this
Bachelors thesis the program MATLAB is used for all calculations. The first task of the
laboration is to build our own support vector machine by directly solving the optimization
problem given in section 2.3 for the linearly separable data. We want to do this twice, first
by using the primal formulation (equations (2) and (3)) of the problem and then by using
the dual formulation ((11), (12) and (13)). In the first part the data we will be working on
are two given, linearly separable classes, of a total of 200 two-dimensional data points, the
positive instances and the negative instances.

3.1 Primal Formulation

We have performed a constrained optimization in the variables [w, b], where w is a 1 × 2
vector and b is a constant. To solve the problem the MATLAB function fmincon has been
used, which takes an objective function (f(w, b) = wTw) and constraints (3) as arguments.
The result is a hyperplane 〈w,x〉 + b which separates points of different classes with as
big margin as possible, see Figure 7. We get three training points lying on the margin
hyperplanes, two on one side and one on the other, and thus we have three support vectors
which are the numbers of constraints of the optimization problem that are active. They
are marked with circles in Figure 7. The optimal values for w and b were found to be
[−3.0476, 0.2226, 4.2307].

Figure 7: The optimal hyperplanes for the linearly separable data.
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Figure 8: The optimal hyperplanes for the linearly non-separable data, using C = 10.

3.2 Dual Formulation

The next step is to optimize the Lagrangian vector α with the dimension n× 1, where n is
the number of constraints. Again the MATLAB function fmincon is used, but with linear
equality constraints as well as the inequality constraints. When we plot the data points with
our resulting separating hyperplane we get three support vectors. The hyperplane and the
support vectors are the same as in the primal formulation, see Figure 7, meaning that we
have a unique maximal margin hyperplane.

3.3 Linearly Non-Separable Data

The method used previously only works for linearly separable data. The next task in the
laboration is to find a hyperplane for a given set of linearly non-separable data. As in Section
3.1 the data consists of 200 two-dimensional data points divided into two classes, which are
now linearly non-separable. When we tried to run our previous code on this data for the
primal and dual formulations it did not work, because there is no feasible solution. This is
due to the fact that the constrains can not be fulfilled when there are misclassified data.

For non-separable data some data points will be misclassified, so we loosen the bounds
in the constraints of the primal formulation, and any deviation is penalized in the new
objective function (6). For simplicity we constrain ourselves to use µ = 1. In this case
the dual problem is the same as before, except that the Lagrangian multipliers α now have
an upper bound, C, as in equation (17). We also have to restrict the set of data points
for the computation of the bias, as in equations (18). We started with C = 1 and then
changed the value of our penalty C to see how it altered the hyperplane and support vector
machines in order to decide the best value for it. The value of C has little influence on the
solution of the problem since we are restricted to use linear planes which constrains how
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the separation can be improved. Although the hyperplanes improve slightly for large values
of C, the computation time becomes severely larger. Figure 8 shows the result when using
C = 10.

3.4 Changing the Kernel

A problem that is not linearly separable in the original space can often be made so in higher
dimensional spaces. Therefore, we want to map our data into a higher dimensional space by
the use of different kernels. We rewrite the algorithm so that it can use kernelised versions
of all the equations containing the inner product brackets (equation (4), (15) and (18)). It
is now written in a more general formulation, K(x1, x2), where K is defined in a different
function file so that we can use different kernels, see appendix B. The result is separating
hyperplanes of higher order, which can separate the data in a much better way, meaning
that the number of misclassified data is minimized. The computation of the αi is now done
using different kernels and different values of the penalty coefficient C.

The kernels used in this project are the ordinary linear kernel, the polynomial kernel of
different degrees d (24), and the radial basis kernel (25), as mentioned in the theory chapter.
For simplicity we use σ = 1 in the calculations involving the radial basis kernel.

K(x1, x2) = (〈x1, x2〉+ 1)d (24)

K(x1, x2) = e−‖x1−x2‖2/(2σ2). (25)

The kernel K is always a matrix, with dimensions that depends on the dimensions on the
two input variables of the function. In the objective function of the optimization problem
K is a n × n matrix, where n denotes the number of data points, ie. the number of rows
in x. To get a better idea of what this looks like we present a general form of the kernel
matrix with n data points of any dimension below, where x(i, :) denotes the i:th row in the
x-matrix.

K(x1,x2) =

 K(x1(1, :),x2(1, :)) · · · K(x1(1, :),x2(n, :))
...

. . .
...

K(x1(n, :),x2(1, :)) · · · K(x1(n, :),x2(n, :))


In Figures 9 - 12 we can see the hyperplanes computed with different values of C and different
kernels. From the first two we can see how the hyperplanes change when the penalty C is
increased. In the appendix there are some more figures showing the results of using different
penalty coefficients C for two different kernels, see Figures 30 - 33. There are also examples
of using two other kernels, namely, the polynomial kernel of degree 4 and the sigmodial
kernel K(x1, x2) = tanh(xT1 x2 + 1), see Figures 32 - 35.

This far we have only worked with data points of two dimensions, which are easy to show
in a plot, but we can also use our support vector machine on points of any dimension. This
will be shown in both the applications later in the report.
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Figure 9: The optimal hyperplanes using the Gaussian radial basis kernel with penalty
C = 1.

Figure 10: The optimal hyperplanes using the Gaussian radial basis kernel with penalty
C = 10.
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Figure 11: The optimal hyperplanes using the polynomial kernel of degree 2 with penalty
C = 10.

Figure 12: The optimal hyperplanes using the polynomial kernel of degree 3 with penalty
C = 10.
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3.5 Comparison with the MATLAB Toolbox

MATLAB has a built in toolbox called the Bioinformatics Toolbox which can be used for
data classification. This includes a function, svmtrain, which uses support vector machines
to separate two classes of data. It takes as arguments the x-vector and the y-vector, which
includes all the data, a choice of kernel function and three different methods for training the
support vector machine. The kernels that can be used are the same as those explained in
the report. The result is a classifier function and for data of two dimensions you can choose
to plot the result. The plot shows the data points, the support vectors and the separating
hyperplane. There is also a function svmclassify included in the toolbox which can be used
to classify new data when the support vector machine is built. In Figures 13 and 14 you
can see the result when using svmtrain on the same data as in sections 3.3 and 3.4 with two
different kernels, the polynomial kernel of degree 3 and the radial basis kernel. We notice
that the separations differ from the results in section 3.4.

Figure 13: Separating hyperplane using a
polynomial kernel of degree 3 produced with
the MATLAB function svmtrain.

Figure 14: Separating hyperplane using a
Gaussian radial basis function kernel pro-
duced with the MATLAB function svmtrain.

3.6 Testing the Support Vector Machine

To test the built support vector machine, the linearly non-separable data used in the previous
sections is divided into one training set and one test set. The support vector machine will
now be trained with the training set of 150 randomly chosen data points. It is then tested
by classifying the remaining 50 data points to see how well they are classified. This is done
for different kernels as seen in Table 1 and Figures 15 - 17.

Kernel Correctly classified points % Misclassified points %
Linear 37 74 13 26

Polynomial of degree 3 47 94 3 6
Gaussian radial basis 45 90 5 10

Table 1: Table of the number of correctly classified and misclassified data points with the
use of different kernels.
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Figure 15: Linear sepration of the training set (left) and the test set (right)

Figure 16: Sepration of the training set (left) and the test set (right) using the Polynomial
kernel of degree 3.

Figure 17: Sepration of the training set (left) and the test set (right) using the Gaussian
radial basis kernel.

Jennie Falk, F-09, Gabriella Hultström, F-08 21



4 Application 1: Breast Cancer Data

4 Application 1: Breast Cancer Data

In addition to the lab instruction there is an osu-svm library, which is a set of ready-made
tools for support vector machines [1]. The lab instruction suggested to use this on a given
set of breast cancer data, but we failed to implement this as the osu-svm version is not
complete and might not even be compatible with current versions of MATLAB. Instead the
support vector machine built in the previous chapter is used for classifying the data.

The breast cancer data is represented in a 699 × 10 matrix, where each row represents
a breast cell that might or might not have cancer. The first 9 columns of the matrix are
parameters, and the last consists of only 1 or −1, indicating if the corresponding cell is a
cancer cell or not. Thus the classification problem now has 9 dimensions, instead of two as
in the previous chapter. The MATLAB code is adjusted accordingly and is now generalized
to work for any dimension, see Appendix B. 400 rows is randomly chosen as training set,
making the other 299 the test set. Figure 18 shows the resulting classifier function for the
training set using the linear kernel.

Figure 18: A one dimensional plot of the classifier function for the training set of the different
breast cells, using the linear kernel.

All the red points should now lie on the right side of the separating hyperplane while all
the blue points should lie on the left side. The two margin hyperplanes are represented as a
blue and red line, respectively, and the separating hyperplane is the green line in the middle.
Figure 19 shows the same plot but with the Gaussian radial basis kernel. Using this kernel
we see that the support vector machine manages to separate almost all the points correctly,
while the separation for the linear kernel is not as good.

Figure 19: A one dimensional plot of the classifier function for the training set of the different
breast cells, using the Gaussian radial basis kernel.

When the support vector machine is finished the remaining task is to try it on a set of
test data to se how well it classifies new data points. To do this we again use the classifier
function (22), without the sgn part. This function will give positive or negative numbers
for all points, depending on if they are classified as healthy cells or cancer cells. Since it is
already known which cells belong to which class, we can tell how well the support vector
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machine works by plotting with different colors for the classes, just as for the training set.
The best kernel will be the one with the most correctly classified data points. Figures 20 and
21 below shows the classification of the 299 test points using the inner product kernel and
the radial basis kernel respectively. All the points lying on the right side of the separating
hyperplane are now classified as red points and all the points on the left side are classified
as blue points. We can see that some of the points are misclassified, as the colors do not
agree completely.

Figure 20: A one dimensional plot of the classifier function for the test set of the different
breast cells, using the linear kernel.

Figure 21: A one dimensional plot of the classifier function for the test set of the different
breast cells, using the Gaussian radial basis kernel.

In Table 2 a comparison between the use of different kernels is made. It shows how many
cells were classified correctly when using the support vector machine on the test set. We can
see that the linear kernel gave a slightly better result if comparing the number of correctly
classified data points, although this table can not solely say which kernel is the best, since
we also have to consider the degree of misclassification.

Kernel Correctly classified cells % Misclassified cells %
Linear 290 97.0 9 3.0
Grb 287 96.0 12 4.0

Table 2: Table of the number of correctly classified and misclassified cells with the use of
different kernels.

Jennie Falk, F-09, Gabriella Hultström, F-08 23



5 Application 2: Speaker Recognition

5 Application 2: Speaker Recognition

In this thesis the main focus is on being able to separate different speakers and different
speech, which is another application of data classification. This will be done with data of
13 dimensions, from 68 different speakers, which includes them saying three different nasal
sounds, namely ’n’, ’m’ and ’ng’. All the data is produced by another bachelor thesis group
which has done a project on pole-zero modeling of speech [10]. Pole-zero filters are said to
be good at capturing nasal characteristics and this other bachelor thesis group use different
methods of fitting pole-zero models to speech data.

One of these filters is chosen and, at start, the data of 10 speakers will be used to train a
support vector machine. All speakers have a different number of data files which all include
them saying one of three sounds, ’n’, ’m’ or ’ng’. When building the support vector machine
only data for the sounds n and m are used. Again the MATLAB programs constructed in
the previous chapters will be used. In Figures 22 and 23, ’n’ and ’m’ is separated with two
different kernels, the linear kernel and the radial basis kernel, in both cases with penalty
coefficient C = 1. Both the support vector machines manages to separate the data well.
This might be because we have data of 13 dimensions, while there are quite few data points,
making it easier to find a separating hyperplane in some dimension. We can however not
tell how well the support vector machines work since we lack enough data to make a test
set.

Figure 22: A one dimensional plot of the classifier function separating ’n’ and ’m’ with data
points from 10 different speakers, using the linear kernel with penalty C = 1.

Figure 23: Separating ’n’ and ’m’ with 10 speakers, using the Gaussian radial basis kernel
with penalty C = 1.

5.1 Separation of ’n’ and ’m’ with 68 Speakers

The amount of speakers is extended to include all 68, to get as good results as possible. The
speakers are divided into a training set and a test set by randomly choosing 40 speakers to
the training set making the remaining 28 belong to the test set. Again the linear kernel and
the radial basis kernel are used. The results of the separation of the training set using the
two kernels are shown in Figures 24 and 25 and the results of the classification of the test set
are shown in Figures 26, and 27. When using the Gaussian radial basis kernel, the training
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set is completely separated while for the linear kernel, some points are misclassified. Table
3 shows the results of the classification of the test set when using the two kernels.

Figure 24: Separating the 40 speakers from the training set, using the linear inner product
kernel with penalty C = 1.

Figure 25: Separating the 40 speakers from the training set, using the radial basis kernel
with penalty C = 1.

Figure 26: A one dimensional plot of the classifier function for the test set, using the linear
inner product kernel with penalty C = 1.

Figure 27: A one dimensional plot of the classifier function for the test set, using the Gaussian
radial basis kernel with penalty C = 1.
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Kernel Correctly classified points % Misclassified points %
Linear 18 64.3 10 35.7
Grb 15 53.6 13 46.4

Table 3: Table of the number of correctly classified and misclassified data points with the
use of different kernels.

5.2 Separation of Two Speakers

To separate two speakers, all the data belonging to them is used. Since there are not that
much data for each speaker, separating them with these characteristics may not give a very
good result. Only the two first dimensions of the data are used, so that a two-dimensional
plot of the result can be made. Figure 28 shows the separation of two speakers using the
Gaussian radial basis kernel and the penalty coefficient C = 5. In Figure 29 the support
vector machine is built using the radial basis kernel with C = 10. The light blue points
represent additional data points from the ’blue’ speaker which is used as test points. Some
of them are clearly above the separating green hyperplane, but most lie on the hyperplane,
possibly indicating that we do not have enough data to make a good separation. This
demonstrates that the support vector machine is not working very well in this example. In
the appendix there are more pictures showing the separation of these speakers using different
values of C and a linear kernel, see figures 36 - 39.

Figure 28: Separating two speakers saying ’n’ and ’m’ using the first two, of 13, dimensions
and the Gaussian radial basis kernel with penalty C = 5.
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Figure 29: Separating two other speakers saying ’n’ and ’m’ using the first two, of 13,
dimensions and the Gaussian radial basis kernel with penalty C = 10.
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The support vector machine is most applicable at separating data of two dimensions, since
we then can tell, by plotting the hyperplanes with the data points, how well it separates
for different kernels and penalties, without having to try it on a test set. For any higher
dimensional data it is more difficult to decide the best kernels and penalties because we can
not see it graphically and we do not always have a test set of data that we can use to see
how well the classification is.

The usage of different kernels is most advantageous when data is of fewer dimensions,
because in higher dimensional spaces the probability that the data is linearly separable in
some dimension increases. This means that there are more dimensions where the data can
differ and be separated linearly. From the tests we have made, we can see that this is
consistent with our results, as they are almost the same when using the linear kernel and
the Gaussian radial basis kernel on both the applications. However, we must consider the
relation between the number of dimensions and the number of data points. In the case where
data points are of higher dimensions, the use of different kernels might be advantageous if
the number of data points is sufficiently larger than in our applications. For the linearly
non-separable data of two dimensions, obtained from the laboratory assignment, the result
when using a higher dimensional kernel was much better than when using the linear kernel,
see Table 1. On the other hand, data that have two classes that overlap each other less than
that, can often be separated better by using linear kernels. An example of this can be seen
when comparing Figures 38 and 39 in the appendix. The linear separation is then better to
use, as it will give a better classification of new points.

During this project we have tried many different values for the penalty coefficient C
on different data. Our conclusion is that the best value has to be decided by trying many
different values for each set of data. In many cases a greater value of C is better because
when the penalty for misclassification is large, the support vector machine tries to include
as many data points as possible, with the hyperplanes, to give them the right classification.
In some cases this can be a problem, since we sometimes may have misclassified points from
the beginning in our training set, that lie far from the rest of the points of the same class.
An example can be seen in Figures 36 and 37 in the appendix where, when using C = 10,
the separating hyperplane circles around a red point lying amongst the blue points, so that
if another point is placed in that area it will be wrongly classified as a red point. However,
this do not always mean that a point lying amongst points from the opposite class must
be misclassified, it could mean that the data is hard to separate because the parameters
are not as different for the classes as one would wish. We can also consider the case when
misclassification of a point of one class is much worse than misclassification of a point from
the other class. In this case we believe that we could change the optimization problem to
use two different penalty coefficients for the classes. The primal objective function (6) can
then be changed to having two sums, instead of one, as

f(w,b, ξ, χ) = wTw + C1

n∑
i=1

ξµi + C2

m∑
i=n+1

χµi .

The two sums will belong to one class each, were ξ and χ will be the misclassification
parameters for the two classes while C1 and C2 are the two penalty coefficients which can
now have different values. In the dual formulation of the problem the constraints on α will
also change.

The premade functions in MATLAB, that also build a support vector machine for sep-
arating data, gives a slightly different result than our program. This might be because it
solves the optimization problem differently. We think that our program results in a better
placement of the hyperplane than the MATLAB functions when using the same kernels. For
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example we could compare the support vector machines when using a polynomial kernel of
degree 3, see Figures 12 and 13. If a new point is placed in the left upper corner, intuitively
we think that, considering the positions of all the points, it should be classified as a blue
point. We see that in Figure 12 it would indeed be classified as a blue point, while Figure
13 would classify it as a red point.

The support vector machine worked very well for the breast cancer data since the result
when trying it on the test set were 96 and 97 percent correctly classified data points for two
kernels. When separating ’m’ and ’n’, the result was not very good, we think this might be
because the nasal sounds are very similar, and that it might be hard to separate them. Also,
these nasal parameters were primarily chosen to be able to separate speakers in a good way.
To separate two speakers we believe that we need a lot more data to get a good result.
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7 Conclusions

In this paper we have developed a support vector machine for the purpose of separating two
classes of data and, more specifically, two different speakers. We can now say that using a
support vector machine to separate and classify data is a well working method. There are
several different ways to build a support vector machine but the differences are small. One
difference is how the optimization problem is solved. Our method for building a support
vector machine seems to be working relatively good depending on the data.

We started our project with constructing a MATLAB program which built a support
vector machine to separate linearly separable data. This was done by solving the optimiza-
tion problem which was introduced in two versions, the primal formulation and the dual
formulation. We then continued developing the dual version of the problem to be able to
build a support vector machine for linearly non-separable data, data of higher dimensions
and for the use of different kernels. Which kernel and penalty coefficient that are the best
to use depend on the data. We have most use of higher dimensional kernels when data is of
few dimensions. The amount of data is crucial for a good support vector machine. We have
a lot of data for the breast cancer classification which contributes to the very good results.
Nasal sounds are hard to separate, and separating speakers with the data we had, did not
give a good enough result.

We could continue working after this project and develop our support vector machine
further to make it a bit more general and easier to use by others. In a bigger project one
might also consider trying to find the best values for the penalty coefficient C for the different
data we have used. We could change the parameter σ in the Gaussian radial basis kernel to
see how it changes the resulting hyperplanes. Another thing that might be worth trying is
to change the constant µ in the optimization problem to see how the results change. We also
want to try our support vector machine on more speaker recognition data to see how well
speakers can be separated and identified with different parameters. The biggest advantage
of support vector machines is that they have many fields of applications.
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Figure 30: Separation using the linear ker-
nel, with penalty C = 1.

Figure 31: Separation using the linear ker-
nel, with penalty C = 50.

Figure 32: Separation using a polynomial
kernel of degree 2, with penalty C = 1.

Figure 33: Separation using a polynomial
kernel of degree 2, with penalty C = 10.
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Figure 34: Separation using a polynomial
kernel of degree 4, with penalty C = 1.

Figure 35: Separation using a sigmodial ker-
nel, with penalty C = 0.1.

Figure 36: Separating two speakers using
the radial basis kernel, with penalty C = 1.

Figure 37: Separating two speakers using
the radial basis kernel, with penalty C = 10.

Figure 38: Separating two speakers using
the radial basis kernel, with penalty C = 10.

Figure 39: Separating two speakers using
linear kernel, with penalty C = 10.
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mesh.m

% MESH uses fmincon to optimize the objective function. The output is the
% so called lagrange multipliers Alpha.
% The second part of this program takes Alpha and C from the first part
% and creates the variables that will be used to build the classifier
% function classfun, and are also used for plotting in Plot2D and Scatter.
% This part of the program is quite messy so here's an explanation:
%
% B unactive tells you which rows corresponds to unactive constraints.
% B nonzero (not printed out) tells you which rows corresponds to nonzero
% values of Alpha.
% X unactive has as rows the coordinates (i. e. parameters) of the points
% with unactive constraints. In english, it's the coordinates of the
% support vectors.
% B is the bias
% X value is the value of the classifier function for the support vectors.
% It should be 1 or −1, otherwise you're way off.
%
% By Jennie Falk and Gabriella Hultstom, Spring 2012
global x;
global y;
global Alpha; % Lagrange multipliers

%Start guess
Start guess(1:length(x(:,1)))=0;
%Penalty
C=1;
%Upper bound
Upper bound(1:length(x(:,1)))=C;

%Optimizing the objective function objfun
options = optimset('algorithm', 'sqp');
tic
Alpha = fmincon(@objfun, Start guess', [], [], y', 0, Start guess',

Upper bound,[] , options)
disp('Time for execution of optimization:')
toc

%% Creating variables. If you already have Alpha and C in your workspace
%% you can do this part alone.

% Will tell you which rows corresponds to unactive constraints.
global B unactive;
B unactive = [];
B tol=10ˆ−6;
for i = 1:length(x(:,1))

if (Alpha(i) < (C − B tol)) & (Alpha(i) > B tol)
B unactive(length(B unactive) + 1)=i;

end
end
disp('The poitns corresponding to unactive constraints are:')
B unactive

% Will tell you which rows corresponds to nonzero values of Alpha. You
% probably don't need to know which these are so they are not printed out.
global B nonzero;
B nonzero = [];
for i = 1:length(x(:,1))

if (Alpha(i) > B tol)
B nonzero(length(B nonzero) + 1)=i;
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end
end
B nonzero;

% Calculates a matrix with the coordinates of the points corresponding to
% unactive constraints as rows.
X unactive = [];
for i = 1:length(B unactive)

for j=1:length(x(1,:))
X unactive(i,j)=x(B unactive(i),j);

end
end
disp('Their coordinates are:')
X unactive

% Calculates the bias B
B vector = [];
X unrows = length(X unactive(:,1)); % Number of rows of X unactive
for i = 1:X unrows

Scalar1 = 0;
for j = 1:length(B nonzero)

Scalar1 = Scalar1 + Alpha(B nonzero(j))*y(B nonzero(j))*
K(x(B nonzero(j),:), x(B unactive(i),:));

end
B vector(i) = y(B unactive(i)) − Scalar1;

end
disp('The bias is:')
B=(1/length(B unactive))*sum(B vector)

% Calculates the value of the classifier function of the support vectors,
% mainly because it's an easy check to see if you're right.
X value=[];
for i=1:length(B unactive)

X value(i)=classfun(X unactive(i,:), B, Alpha, y,x);
end
disp('These should be (approximately) 1 or −1.')
X value

objfun.m

function f = objfun(a)
% OBJFUN is the objective function for the support vector machine. It is
% used by mesh, and should probably not be changed.
%
% By Jennie Falk and Gabriella Hultstrom, Spring 2012
global x;
global y;
A=(diag(y)*(K(x,x))*diag(y));
%Objective function
f = (0.5.*(a'*A*a) − sum(a));
end

classfun.m

function f = classfun(t, B, Alpha, y, x)
% CLASSFUN is the classifier function for the support vector machine.
%
% Inputs: t, B, Alpha, y, x.
% t is a 1 x n vector, where n is the number of dimensions of your data
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% points.
% B is the bias, calculated in mesh.
% Alpha is the variables optimized by mesh.
% y is the m x 1 classifying vector, consisting of +1 and −1, which
% classifies the data points.
% x is the data points, represented as an m x n matrix, where m is the
% number of points and n the number of parameters (i. e. dimensions).
%
% By Jennie Falk and Gabriella Hultstrom, Spring 2012
global B nonzero;

F=B; % Bias
for i = 1: length(B nonzero)

F= F + Alpha(B nonzero(i))*y(B nonzero(i))*K(x(B nonzero(i),:),t);
end
f = F;

end

K.m

function f = K(x1, x2)
% K is the kernel function. Choose the kernel you like (by uncommenting
% appropriate rows, and remember that if it cannot be expressed in matrix
% form, you'll need a for loop.
%
% By Jennie Falk and Gabriella Hultstrom, Spring 2012

% Linear inner product kernel
% f=x1*x2';

% Constants
c=1;
d=2;

% Calculating the K matrix using a for loop
% G=zeros(size(x1,1), size(x2,1));
% for i = 1:size(x1,1)
% for j = 1:size(x2,1)
% % G(i,j)=x1(i,:)*x2(j,:)'; % Linear inner product kernel
% % G(i,j)=(x1(i,:)*x2(j,:)'+1)ˆd; % Polynomial kernel of degree d
% % G(i,j)=exp(−norm(x1(i,:)−x2(j,:))/(2*dˆ2)); % Gaussian radial
% % basis kernel
% % G(i,j)=tanh(c*x1(i,:)*x2(j,:)'+d); % Sigmodial kernel
% end
% end
% f=G;

end

classify.m

% CLASSIFY is used to classify the test sets classC and classD and gives
% you the number of correctly classified and misclassified data points.
%
% By Jennie Falk and Gabriella Hultstrom, Spring 2012

% Calculating the values of the classifier function for the data points in
% classC and classD.
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X C=zeros(length(classC(:,1)),1);
for i=1:length(classC(:,1))

X C(i)=classfun(classC(i,:), B, Alpha, y, x);
end

X D=zeros(length(classD(:,1)),1);
for i=1:length(classD(:,1))

X D(i)=classfun(classD(i,:), B, Alpha, y, x);
end

% Calculating the number of misclassified data points
misclassC=0;
for i=1:length(X C)

if X C(i)<0
misclassC = misclassC+1;

end
end

misclassD=0;
for i=1:length(X D)

if X D(i)>0
misclassD = misclassD+1;

end
end

% More calculations, as it could be nice to have access to the number and
% percentage of correctly classified/misclassified points for each class in
% your workspace.
misclassC;
mcP C= 100*misclassC/(length(X C));
corrclassC=length(X C)−misclassC;
ccP C=100−mcP C;

misclassD;
mcP D= 100*misclassD/(length(X D));
corrclassD=length(X D)−misclassD;
ccP D=100−mcP D;

misclass = misclassC + misclassD;
mcPercent = 100*misclass/(length(X C) + length(X D));

corrclass = corrclassC + corrclassD;
ccPercent = 100 − mcPercent;

% Output
disp('The number of correctly classified data points are:')
corrclass
disp('which corresponds to a percentage of')
ccPercent
disp('The number of misclassified data points are:')
misclass
disp('which corresponds to a percentage of')
mcPercent

Plotting

Two Dimensions

Plot2D.m

% PLOT2D makes a nice 2D plot of your data, the support vectors and and
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% the separating hyperplanes.
%
% By Jennie Falk and Gabriella Hultstrom, Spring 2012
clf; hold on;

% Evalutates the classifier function on the spectra for making contour
% lines for −1, 0 and 1.
[X, Y] = meshgrid(min(x(:,1)):0.1:max(x(:,1)), min(x(:,2)):1:max(x(:,2)));
Z=meshapply(@classfun, X, Y, B, Alpha, y, x);

figure (1) % Plots the training set
hold on;
contour(X, Y, Z, [−1, 0, 1]); % The separating hyperplanes

% Support vectors
SV1 = zeros(size(X unactive(:,1)));
SV2 = zeros(size(X unactive(:,2)));
for i = 1:X unrows

SV1(i)=X unactive(i,1);
SV2(i)=X unactive(i,2);

end
plot(SV1, SV2, 'o');

% Plots the data points
plot( classA(:,1), classA(:,2), 'r*')
plot( classB(:,1), classB(:,2), 'b+')

figure(2) % Plots the test set
hold on;
contour(X, Y, Z, [−1, 0, 1]);

plot( classC(:,1), classC(:,2), 'r*')
plot( classD(:,1), classD(:,2), 'b+')

figure(3) % Plots the training set and the test set
hold on;
contour(X, Y, Z, [−1, 0, 1]);

plot(SV1, SV2, 'o');

plot( classA(:,1), classA(:,2), 'r*')
plot( classB(:,1), classB(:,2), 'b+')
plot( classC(:,1), classC(:,2), 'm*')
plot( classD(:,1), classD(:,2), 'c+')

meshapply.m

function Z=meshapply(f, X, Y, varargin)
% MESHAPPLY is used by Plot2D to plot levels of the classifier function.
% From lab instruction in Artificial neural networks, adnvanced course,
% KTH.

Z = zeros(size(X));
for r = 1:size(X,1)

for c = 1:size(X,2)
Z(r,c) = feval(f, [X(r,c) Y(r,c)], varargin{:});

end
end
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Any Dimensions

Scatter.m

% SCATTER − Plots the values of the classifier function for the data points
% of any dimension on a line, together with the separating hyperplanes.
% Please uncomment what you don't want to plot.
%
% By Jennie Falk and Gabriella Hultstrom, Spring 2012
clf; hold on;
X A=zeros(length(classA(:,1)),1);
for i=1:length(classA(:,1))

X A(i)=classfun(classA(i,:), B, Alpha, y, x);
end
X B=zeros(length(classB(:,1)),1);
for i=1:length(classB(:,1))

X B(i)=classfun(classB(i,:), B, Alpha, y, x);
end
X C=zeros(length(classC(:,1)),1);
for i=1:length(classC(:,1))

X C(i)=classfun(classC(i,:), B, Alpha, y, x);
end
X D=zeros(length(classD(:,1)),1);
for i=1:length(classD(:,1))

X D(i)=classfun(classD(i,:), B, Alpha, y, x);
end

Y A=zeros(length(classA(:,1)),1);
Y B=zeros(length(classB(:,1)),1);
Y C=zeros(length(classC(:,1)),1);
Y D=zeros(length(classD(:,1)),1);

% Plotting figures
figure(1) % Plots only the training set
hold on;
scatter(X A,Y A, 'r*')
scatter(X B,Y B, 'b*')

plot([−1 −1],[−1 1],'b');
plot([0 0],[−1 1],'g');
plot([1 1],[−1 1],'r');

figure(2) % Plots the training set and the test set
hold on;
scatter(X A,Y A, 'r*')
scatter(X B,Y B, 'b*')
scatter(X C,Y C, 'm*')
scatter(X D,Y D, 'c*')

plot([−1 −1],[−1 1],'b');
plot([0 0],[−1 1],'g');
plot([1 1],[−1 1],'r');

figure(3) % Plots the test set
hold on;
scatter(X C,Y C, 'r*')
scatter(X D,Y D, 'b*')

plot([−1 −1],[−1 1],'b');
plot([0 0],[−1 1],'g');
plot([1 1],[−1 1],'r');
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