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Abstract

Through monetary policy, central banks aim to prevent societal costs associated with high

or unstable inflation. Forecasts and several other tools are used to provide guidance to

this end, as outcomes of interest rate decisions are not fully predictable.

This report presents a statistical approach, viewing the development of the economy as

a Markov chain. The economy is thus represented by a finite number of states, composed

of inflation and short-term variations in GDP. The Markov property is assumed to hold,

that is, the economy moves between states over an appropriately chosen time period and

the transition probabilities depend only on the initial state. Using the Markov Decision

Process (MDP) framework, the transition probabilities between such states are evaluated

using historical data, distinguished by the interest rate decision preceding the transition.

Completing the model, a cost of inflation is defined for each state as the deviation from

a set target. An optimal policy is then determined as a fixed decision for each state,

minimizing the expected average cost incurred while using the model.

The model is evaluated on data from Sweden and the U.S., for periods 1994-2007 and

1954-2007 respectively. The results are assessed by the estimated transition probabilities

as well as by the optimal policy suggested. While the Swedish observations are concluded

to be too few in number to render valuable results, outcomes using the U.S. data agree

in several aspects with what would have been expected from macroeconomic theory. In

conclusion, the results suggest that the model might be applied to the problem, granted

sufficient data is available for reliable transition probabilities to be estimated and that

this estimation can be performed in an unbiased way. Presently, this appears to be a

difficult task.
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1 INTRODUCTION

1 Introduction

Central banks are instituted in modern economies to perform control functions such as

maintaining an inflation target. Setting monetary policy is the process of using tools at

hand with the aim of performing the desired control functions, without which various

adverse phenomena might occur. The unpredictable nature of the economy presents

difficulties for decision makers who try to draw the best conclusions using available macro-

economic data and forecasts.

This report presents a statistical approach viewing the development of the economy

as a Markov chain and using Markov Decision Process (MDP) theory to choose a policy

aiming to maintain stable inflation close to a set target. In that way, macroeconomic data

is interpreted by studying how historical decisions have impacted the economy in different

situations. The MDP approach offers a framework of states, decisions and associated costs

that can be used to conduct the analysis. Various decisions can then be evaluated on what

would have worked best in the past. In a real-life decision situation, this approach might

complement others such as forecasts.

In the next chapter, we state the macroeconomic theory used as well as the needed

mathematical framework. Then, the model used for the analysis is presented, along with

its assumptions. The model is then evaluated on data from the U.S. since 1954 as well as

on data from Sweden since 1994. Finally, a discussion on the results is presented, drawing

conclusions on the viability of the model.
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2 THEORETICAL FRAMEWORK

2 Theoretical Framework

In this section, the mathematical framework as well as the macroeconomic theories used

in the report will be presented. Markov chains will form the basis of the model of the

economy. It is then developed with the MDP framework to form a policy for central

bank decisions. Basic macroeconomic theories influence the model and the goals of it are

guided by the objectives of modern monetary policy.

2.1 Markov Chains

Stochastic processes are families of stochastic variables, {Xt : t ∈ T}, where T denotes

a set of times. In this report, stochastic processes in discrete time, T = {0, 1, . . . }, are

considered. We assume that for each t, Xt can be observed to be in one of n states, so that

the set of possible states (the state space) is E = {ik : k = 1, 2, . . . , n}. For simplicity,

we will label the possible states so that E = {1, 2, . . . , n}. Markov chains will be studied,

which are stochastic processes having the Markov property, defined below.

Definition 1. A stochastic process {Xt : t = 0, 1, . . . } is a Markov chain if

P (Xt+1 = j | X0 = i0, X1 = i1, . . . , Xt = i) = P (Xt+1 = j | Xt = i), (2.1)

for all times t and for all states i0, i1, . . . , it−1, i, j at each time.

Intuitively, the Markov property states that the development of a process depends

only on its current state. In other words, a Markov process does not have memory.

Definition 2. Transition probabilities for time-homogeneous Markov chains are defined

by

pij = P (Xt+1 = j | Xt = i), i, j ∈ E. (2.2)

That is, the probability of moving from state i to state j is unambiguously given by

pij, regardless of previous states, according to the Markov property. Here, the Markov

chains are assumed to be time-homogeneous, meaning the transition probabilities are

assumed not to depend on time. This will be assumed to hold throughout this report.

The transition probabilities are collected in the transition matrix:

Definition 3. The transition matrix P is defined by

P =


p11 p12 · · · p1n

p21 p22 · · · p2n

...
...

. . .
...

pn1 pn2 · · · pnn

 . (2.3)

The element in the i:th row and j:th column thus specifies the probability of moving

to state j from state i.

We will study how a Markov chain behaves over several time steps. The probability of

moving to state j from state i in t steps is denoted by p
(t)
ij and the corresponding transition
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2 THEORETICAL FRAMEWORK

matrix by P(t), defined equivalently to P. Moreover, the distribution of Xt in t steps is

defined as p(t) = (p
(t)
1 , p

(t)
2 , . . . , p

(t)
n ), t = 0, 1, . . . . This is the distribution of probabilities

for the stochastic process to be in certain states after a certain number of steps. For X0,

t = 0 and we get the start distribution. The following theorem holds:

Theorem 1. P(t) = Pt. Furthermore, p(t) = p(0)P(t) = p(0)Pt.

For a proof, see [L1, p. 12]. As t→∞, certain properties can be observed.

Definition 4. A Markov chain {Xn : n = 0, 1, . . . } is said to be ergodic if a limit

distribution

p = lim
t→∞

p(0)Pt (2.4)

exists and is independent of the start distribution p(0).

In order to study this kind of limit distributions, a further concept is helpful:

Definition 5. A distribution p∗ is said to be stationary to a Markov chain with transition

matrix P if

p∗P = p∗. (2.5)

Noting then, for a process with such a start distribution, that

p(t) = p∗Pt = p∗PPt−1 = p∗Pt−1 = · · · = p∗, (2.6)

it holds that all subsequent time steps follow the same distribution. Now, we limit our

attention to Markov chains that are aperiodic and irreducible. While no definitions will

be made, we note that it can be shown that, for a time-homogeneous Markov chain, if

pii 6= 0 for all i, then it is aperiodic and if p
(t)
ij 6= 0 for some t and for all ij, then it is

irreducible. It can then be shown that finite, aperiodic and irreducible Markov chains are

ergodic with a stationary distribution as limit distribution, and that such a chain has no

other stationary distribution. [L1] This has consequences for the transition matrix:

Theorem 2. If a Markov chain {Xt : t = 0, 1, . . . } is finite, aperiodic and irreducible,

then in the limit t→∞, it holds that all the row vectors in Pt will converge to the limit

distribution, p.

Proof. Per the definition of ergodic Markov chains, limt→∞ p(0)Pt exists and is indepen-

dent of p(0). It follows that we can define a limit transition matrix P∗ = limt→∞Pt. As

this is a limit, it must hold that P∗P = P∗. Denoting by P∗i , i = 1, 2, . . . , n, the different

row vectors in P∗, it follows from elementary matrix multiplication that
P∗1P

P∗2P
...

P∗nP

 = P∗P = P∗ =


P∗1
P∗2
...

P∗n

 , (2.7)

and thus it holds that P∗iP = P∗i for all i. This defines a stationary distribution P∗i = p∗

for all i. As only one stationary distribution exists for such a chain, this must equal the

limit distribution.
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For such a Markov chain, we conclude, the long-run probabilities of occupying some

state can be retrieved from Pt, as t→∞, regardless of what state it started in.

2.2 Markov Decision Processes

Discrete Markov chains moving between a finite number of states, as described above,

will be studied. A Markov Decision Process (MDP) describes a situation where at every

time t ∈ T, when the process is in state i ∈ E, an action a ∈ A is taken, where A denotes

the space of possible actions. As a result, we incur a cost C(i, a) and observe transition

probabilities pij = pij(a), depending on the action taken. That is, it holds that

P (Xt+1 = j | X0 = i0, a0, X1 = i1, a0, . . . , Xt = i, a) = pij(a), (2.8)

where a0, a1, . . . , a are the actions taken at times 0, 1, . . . , t. [L3]

A challenge in the MDP framework is to choose adequate actions in various situations.

Definition 6. A policy f is any rule for choosing actions. A stationary policy is such a

rule that is entirely determined by the current state, that is, a = f(i) in state i.

Using a stationary policy f(i), it follows that the transition probabilities, being entirely

determined by the action taken, are unambiguous. The resulting process will thus obey

a certain transition matrix Pf [L3]:

Pf =


p11(f(1)) p12(f(1)) · · · p1n(f(1))

p21(f(2)) p22(f(2)) · · · p2n(f(2))
...

...
. . .

...

pn1(f(n) pn2(f(n)) · · · pnn(f(n))

 . (2.9)

Depending on purpose, a certain policy might then be considered to be optimal, that

is, the one that best supports a given objective. Here, two such objectives shall be

considered. First, the expected discounted total cost of using a policy f is defined as

Vf (i) = Ef

(
∞∑
t=0

αtC(Xt, at) | X0 = i

)
, i ≥ 0, (2.10)

where the conditional expectation is taken assuming the policy f is used, i is the initial

state and α is a discount factor, in effect determining how much more earlier periods are

accounted for than later ones. We shall first find a policy minimizing this cost. First

letting

Vα(i) = inf
f
Vf (i), i ≥ 0, (2.11)

a policy f ∗ is said to be α-optimal, minimizing the cost, if

Vf∗(i) = Vα(i) for all i ≥ 0. (2.12)

A policy f ∗ can in turn be shown to be α-optimal if in every state i, it chooses the action
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minimizing the total cost given the total cost for any subsequent state is known:

C(i, f ∗(i)) + α

∞∑
j=0

pij(f
∗(i))Vα(j) = min

a

{
C(i, a) + α

∞∑
j=0

pij(a)Vα(j)

}
. (2.13)

Then, only Vα(i) must be determined for all i and for finite state spaces and action spaces

E and A, this can be done easily by computational methods. [L3][L4]

The second objective to be considered is the average cost criterion. Now, we define

for a policy f :

φf (i) = lim
n→∞

Ef
(
∑n

t=0C(Xt, at) | X0 = i)

n+ 1
. (2.14)

Thus, φf (i) is the expected average cost from using the policy. While an optimal policy,

minimizing φf (i), cannot always be shown to exist, a randomized stationary policy can be

found by computational methods for finite state and action spaces and irreducible Markov

chains. Denoting by P a
i the probability of choosing action a when in state i and by pi

an element of the stationary distribution p, and then letting pai = piP
a
i , it can be shown

that the average cost is given by ∑
i

∑
a

paiC(i, a). (2.15)

By help of a suitable set of restrictions for pai , an optimal randomized policy can then be

computed. [L3][L4]

Intuitively, the discounted total cost policy values costs in early periods more than

costs in later periods, while the average cost policy values them equally. As the discount

factor α→ 1, later periods are increasingly considered, and we might expect the situation

to resemble the average cost case. While this will not be investigated further, we note

that if a non-randomized optimal policy f ∗ retrieved from the discounted total cost case

returns the same expected average cost (2.15) as a randomized average cost optimal policy,

then f ∗ is average cost optimal as well.

2.3 Basic Macroeconomic Theory

The market value of all final goods and services produced in a country during a year is

called the Gross Domestic Product, GDP, which we shall denote by Y . Over time, most

Western countries show a steady, positive growth in GDP. However, as this measure is

often stated in terms of a numeraire such as a currency (and then called nominal GDP),

only part of this growth is driven by growth in real goods. The rest is accounted for

by growth in the general price level of goods, or inflation, here denoted by π. Data

on nominal GDP levels as well as on inflation is kept track of by national statistical

agencies or otherwise by NGO:s such as the World Bank. Inflation is often measured by a

Consumer Price Index (CPI), which is an index of the price level of a certain, presumed

representative, basket of goods. [L2]

While the GDP, as mentioned, shows stable growth in the long run, this does not

in general hold in a period of any given length. GDP usually fluctuates in the short
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run, causing what is often called recessions and booms. In the following discussion, the

variation of macroeconomic variables with time will be acknowledged with the subscript

t.

Definition 7. At a certain time t, we define the potential output Ȳt as the GDP level,

had all resources in the economy been used at long-term sustainable levels. The output

gap is then defined by the short term fluctuations in GDP, which vary over the business

cycle,

Ỹt =
Yt − Ȳt
Ȳt

, (2.16)

that is, the deviation of actual nominal GDP, Yt, from potential output at that time,

expressed as a percentage.

Note that Y and Ȳ are measured in a currency while Ỹ expresses a percentage. The

potential output is not a directly observable value and must therefore be calculated, which

can be done by various methods. The same, naturally, goes for the output gap. [L2]

In macroeconomic reasoning, it is helpful to develop relations between different vari-

ables. Commonly, in simple short-run models, the output gap is related to the inflation

by the Phillips curve, which states that

∆πt = v̄Ỹt, (2.17)

where ∆πt = πt− πt−1 and v̄ is a constant. The rationale is that that price levels depend

on expected inflation πet , as not following inflation trends would imply loss of income,

as well as on demand conditions v̄Ỹt, assumed to depend linearly on output gap since

demand spikes will warrant price raises and vice versa:

πt = πet + v̄Ỹt. (2.18)

Assuming then that inflation expectations are based only on current inflation, πet = πt−1,

the result follows after rearranging (2.18). Notably, the Phillips curve predicts positive

covariation between the output gap and changes in inflation. [L2]

Definition 8. The marginal product of capital R̄ is the long-term sustainable return on

investment. The real interest rate Rt is the short-term equivalent, varying over time. Due

to inflation, the actual interest rate differs from Rt and is called the nominal interest rate,

r.

The output gap, in turn, is closely related to the real interest rate. The relationship

is sometimes called the IS curve and reads

Ỹt = ā− b̄(Rt − R̄), (2.19)

where ā and b̄ are constants. According to the IS curve, then, it holds that the output

gap covariates negatively with the real interest rate. The rationale is that higher interest

rates mean more expensive loans, which leads to lower investment. This reduction leads

firms to produce less, lowering output in the short term. [L2]

7
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Finally, the real interest rate is related to the nominal interest rate through what is

sometimes called the Fisher equation,

rt = Rt + πt. (2.20)

Assuming that inflation does not immediately react on rate changes in the short term,

the real interest rate is effectively controlled by the nominal interest rate: Rt = rt − πt.
[L2]

2.4 Monetary Policy

Many modern economies use a fiat currency, meaning its value is not anchored to any

good in particular but rather is determined by the money supply. Central banks are

instituted to control this supply, effectively by deciding on a borrowing rate, such as the

Swedish Riksbank’s repo rate or the U.S. Federal Reserve’s fed funds rate. This is the

rate that banks are able to borrow and deposit at, thus in turn controlling the nominal

interest rate. [L2]

Central banks usually have goals and guidelines for their work, colloquially called

monetary policy. For example, the Swedish Riksbank primarily has goal of keeping low

and stable inflation, with a target of 2%, while secondary targets are sustainable growth

and high employment. Low and stable inflation, explicitly formulated or not, is a common

goal as the opposite leads to problems in the allocation of resources, difficulties in decision-

making for companies and households, and unfair redistribution of wealth. [L5]

In order to achieve these goals, central banks have several tools at hand, the primary

one being to decide the interest rate. The decisions are based on forecasts of various

macroeconomical variables and trends. [L6] Combining (2.20) and (2.19), we see that

Ỹt = ā− b̄(rt − πt − R̄), (2.21)

from which it can be concluded that a rate raise is expected to lower the output gap (and

vice versa). In turn, through (2.17), the inflation is lowered. However, lowering the output

gap might have negative consequences on its own, leading to a constant trade-off in the

monetary policy decision making. [L2] Further difficulties include so-called Lundbergian

lags : for example, a raised interest rate might not have effect on neither the output gap

nor on inflation until after several months. [L7]
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3 THE MODEL

3 The Model

The model used in this report is a Markov Decision Process (MDP). At different points in

time, the economy will be identified to be in a certain state, defined by relevant economic

indicators. These are discretized so that the economy might vary between a finite number

of such states. At each time, a decision will be made on changing the rate, representing

an action in the MDP framework. As the purpose of the model is to provide guidance

for efficient monetary policy, MDP theory will then be used to determine an optimal

rate-setting policy, recommending decisions in each state of the economy.

The model will later be evaluated using historical data. To do this purposefully,

several assumptions will be made, the validity of which will be motivated. Below, then,

the various steps in constructing the model are presented.

3.1 Modeling the Development of the Economy as a Markov

Chain

First, then, the macro economy shall be modeled as a stochastic process in discrete time,

{Xt : t = 0, 1, . . . }. That is, at each time point t, we assume the economy Xt to randomly

assume a certain state i ∈ E, where E is the set of possible states. A primary challenge

is then to decide on how many and which variables to include in any state, granted the

economy has many different features. Here, we shall define that

i = (Ỹt, πt), (3.1)

that is, each state of the economy is represented by the output gap and inflation at

that time. Several reasons lie behind this choice. First, inflation is the variable to be

regulated, and should as such be included in the state. Second, as the real economy

affects inflation, it should be represented in the model. According to (2.17), the output

gap relates directly to inflation changes and is therefore a reasonable choice. Third,

while further variables such as unemployment might nuance the view further, additions

may also cause modeling difficulties due to covariations between variables. In addition,

detailed specification reduces the amount of observations for any given state, in turn

raising uncertainties of results. This fairly simple definition is thus chosen.

Furthermore, the Markov property will be assumed to hold, that is, the state of the

economy in d∗ days (at time point t+1) is assumed to depend only on the current state (at

time point t). While this is a significant simplification, especially for fixed amount of time

d∗ between states, we shall hold it to be approximately true for a reasonable choice of such

time. In order to do this, a set of possible actions A = {a−, a0, a+}, is introduced, where

a− denotes a lowering of the rate by the central bank, a0 denotes keeping it unchanged

and a+ denotes a raise (the magnitudes shall be determined later).

The rationale is as follows. Through (2.21), a decision to raise or lower the rate will

be considered to have full effect on the real economy after a certain amount of time due

to Lundbergian lags. At this time, then, Ỹ will have assumed a value depending on the

decision as well as on the value it had before. Other events in between affecting the

outcome are assumed to be random and included in the transition probabilities between

9
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states. Likewise, over this time, π is assumed to have changed due to the initial value of

Ỹ , as described in (2.17). While the time horizon of that relationship might not be the

same, the outcome over the period is assumed to depend solely on Ỹ and its changes, in

turn depending on the rate decision.

The period d∗ days between two state observations, on which the Markov property is

assumed to hold, is thus defined as the effect lag period of the interest rate. This will be

determined from the data series on which the analysis is conducted. Full effect shall be

assumed to have occurred after the time where maximum negative effect is observed, as

(2.19) is then assumed to be fully realized. In order to gauge this period, irrespective of

the size of rate changes, the effect on output gap per rate point change is investigated. As

rate changes have historically been made on discrete, irregularly spaced occasions, this

is not easily done. We shall assume that rate changes have linearly increasing effect on

the real economy, until the day of full effect, d∗. Over any time period of length x, d0 to

d0 +x, then, the change in output gap shall be divided by the total effective rate changes

to find the effect per rate point change cỸ ,r,

cỸ ,r(d0, x) =
Ỹd0+x − Ỹd0∑d0+x

d=d0
(1− d−d0

x
)∆rd

, (3.2)

where d − d0 is the amount of days after the start observation, d0. For periods of zero

rate changes, ∆rd = 0 for all d ∈ [d0, d0 + x], cỸ ,i(d0, x) is undefined and is excluded from

the average below.

Over a data series of length D days, the average of cỸ ,r(d0, x) shall be minimized with

respect to x. In order not to marginalize any rate change, the average will be defined as

cỸ ,r(x) =
1

D − x

D−x∑
d=1

cỸ ,r(d, x). (3.3)

where all the possible points for observing effective rate changes in the data series are

d = 1, . . . , D− x. This means the effect per rate point change is determined with respect

to any two data points x days apart. Finally, then, we define

d∗ = min
x
cỸ ,r(x), (3.4)

where d∗ has to be determined sensibly from a graph of cỸ ,r(x).

3.2 Discretization of Economic Indicators

We shall define E to be a finite set, that is, the economy will be allowed to assume

only a finite number of states. In order to achieve this, the values for π and Ỹ shall be

labeled according to which of a finite number of equally spaced intervals they belong to,

categorizing them in sub-states sπ and sỸ . A set of such intervals will be restricted to

be odd in number, so that they are symmetrical around 0, and the end intervals shall be

infinite in order to include all possible cases. For some variable x, meaning either Ỹ or

π, then, a discretization for n (odd) states with interval length lx returns the following

10
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labels sx = 1, 2, . . . , nx:
−∞ < x ≤ −(nx

2
− 1)lx, sx = 1

−(nx
2
− 1)lx + (sx − 1)lx < x ≤ −(nx

2
− 1)lx + sxlx, 1 < sx < nx

(nx
2

+ 1)lx < x <∞, sx = nx

(3.5)

Moreover, nx shall be defined so that most observed cases are covered by non-extreme

intervals,

nxlx ≈ 2xmax, (3.6)

where xmax is taken to be the largest observed absolute value in a data series. Some

flexibility shall be left in the determination of xmax in order not to define unnecessarily

many states due to outliers.

It remains to determine appropriate interval lengths l for π and Ỹ . Small enough

intervals are needed in order to observe actual changes as state changes, but too small

states would be nonmeaningful. We shall define l so that half of the changes in value of

data between two subsequent times, as observed in a data series, constitute state changes.

Thus, considering a variable x, lx is defined as the median value of the set of value changes

in x, {|xd+d∗ − xd| : d = 1, 2, . . . , D − d∗}. In order not to overstate the interval length,

variable changes following rate changes exceeding twice the specified change magnitude

in A shall be excluded. In the frequent case that data is not supplied for the particular

day the state is measured, interpolation is used.

Discretized values of inflation and output gap constitute states i = (sπ, sỸ ), most

easily identifiable by isπ ,sỸ . In total, there are thus N = nπnỸ states, which in turn are

labeled so that E = {1, 2, . . . , N}. This range of numbers is coupled to the above tuples

through

isπ ,sỸ = nπsỸ + sπ, (3.7)

meaning small state numbers pertain to small output gap values and large state numbers

to large output gap values, while inflation differences only contribute with fine-tuning,

given a certain output gap level. The inflation level is thus periodic in the state labels,

while the output gap is strictly increasing.

3.3 Estimation of Transition Probabilities

3.3.1 Simplifying Assumptions

The state space of the model will typically be large in relation to the available data,

presenting a challenge in determining the transition probabilities. Consequently, state

changes shall be studied independently of the absolute level of the variables. This ap-

proximation is expected to hold relatively well when variables are linearly related, which is

indeed the case for the macroeconomic equations that have been specified. Furthermore,

the changes are assumed to be small enough so that each variable might change only by

one discretized state per period:

pij = 0, |∆sx| > 1. (3.8)
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Due to the choice of discretization step, this effectively states that no absolute change

in a variable should ever exceed twice the average change size, an assumption expected

to hold approximately in periods of relative calm. Due to this assumption, multiple-step

observations are counted as a single step when estimating probabilities. For each variable,

increases and decreases are then both unambiguous and mean an increase by one step and

a decrease by one step, respectively. Below, ∆sx shall be taken to mean discretized state

changes in the variable x.

Furthermore, it is assumed that changes in the output gap depend on interest rate

changes but not on inflation. According to the Phillips curve, the dependence would be

expected to go the other way. In turn, this means inflation changes are assumed to depend

on the value of the output gap, apart from the interest rate. As the size of changes will

be neglected, only the sign of the output gap shall be taken into account when estimating

this dependence.

Several symmetry properties shall be taken to hold for the inflation change probabili-

ties. First, in the case of unchanged interest rate,

P (∆sπ > 0 | Ỹ > 0, a0) = P (∆sπ < 0 | Ỹ < 0, a0),

P (∆sπ > 0 | Ỹ < 0, a0) = P (∆sπ < 0 | Ỹ > 0, a0),

P (∆sπ = 0 | Ỹ > 0, a0) = P (∆sπ = 0 | Ỹ < 0, a0),

P (∆sπ > 0 | Ỹ = 0, a0) = P (∆sπ < 0 | Ỹ = 0, a0),

(3.9)

meaning moves of expected sign are equally probable, moves of unexpected sign are equally

probable, and non-expected moves of different kinds are equally probable. When observing

rate changes, the notion of an expected move is not as easily defined. Similarly, though,

mirrored situations of various sorts are expected to be equally probable. For inflation

changes of opposite sign from rate changes, then:

P (∆sπ > 0 | Ỹ < 0, a−) = P (∆sπ < 0 | Ỹ > 0, a+),

P (∆sπ > 0 | Ỹ > 0, a−) = P (∆sπ < 0 | Ỹ < 0, a+),

P (∆sπ > 0 | Ỹ = 0, a−) = P (∆sπ < 0 | Ỹ = 0, a+),

(3.10)

and of same sign:

P (∆sπ < 0 | Ỹ < 0, a−) = P (∆sπ > 0 | Ỹ > 0, a+),

P (∆sπ < 0 | Ỹ > 0, a−) = P (∆sπ > 0 | Ỹ < 0, a+),

P (∆sπ < 0 | Ỹ = 0, a−) = P (∆sπ > 0 | Ỹ = 0, a+).

(3.11)

Finally, three conceptually different cases exist for unchanged inflation:

P (∆sπ = 0 | Ỹ < 0, a−) = P (∆sπ = 0 | Ỹ > 0, a+),

P (∆sπ = 0 | Ỹ > 0, a−) = P (∆sπ = 0 | Ỹ < 0, a+),

P (∆sπ = 0 | Ỹ = 0, a−) = P (∆sπ = 0 | Ỹ = 0, a+).

(3.12)

Using estimated probabilities for changes in output gap and inflation, the transition

matrix Pf (a) can be constructed for each rate decision a. It is assumed that changes

in inflation and output gap are independent, that is, P (∆sπ > 0,∆sỸ > 0) = P (∆sπ >

12



3 THE MODEL

0)P (∆sỸ > 0) and equivalently for other cases. This is motivated by the fact that changes

in inflation should depend on the absolute level, rather than changes, of the rate, and no

dependences have been assumed otherwise. The transition probabilities are then:

pij(a) =

{
0, |∆sỸ | > 1 or |∆sπ| > 1

P (∆sỸ | a)P (∆sπ | sỸ , a), otherwise
(3.13)

where ∆sỸ and ∆sπ denote the change in Ỹ and π between states i and j.

3.3.2 Estimation of Probabilities

Having defined the transition matrix, it remains to estimate the included probabilities.

This shall be done in a simple manner: the estimate of a probability P pertaining to

certain movement as described above is

P̂ =
n

N
, (3.14)

where n is the number of observed such movements and N the total number of times it

could have occurred. The same method as in (3.3) shall be utilized: every set of two data

points spaced d∗ days apart is evaluated. For each such couple, then, one observation is

noted for inflation change and one for output gap change. The output gap observations

are then evaluated by (3.14), while the inflation observations are first divided on the

various, comparable cases listed in the above section. As is seen, the event of unchanged

output gap forms a separate pool of observations while the rest are evaluated together.

As a way to gauge uncertainties, the average number of change observations in a data

series is defined as the total number of change observations divided by d∗. In the termi-

nology of Section 3.1, similar results are expected from changes over a time step d∗ having

initial days d0 one day apart, for example. This measure is therefore expected to convey

the number of fundamentally different observations, that is, observations pertaining to

pairwise disjoint time intervals.

3.4 Optimal Decision Policy

In order to complete the MDP framework, the action space A must be determined and

a cost C(i, a) must be defined. This is done with inspiration from prevalent monetary

policy, i.e. a certain central bank’s practices and goals lead the choices. For this study,

the Swedish Riksbank is used as a prototype, as it has regular, public procedures and

follows an inflation target, of 2%.

As A = {a−, a0, a+}, we let |a−| = |a+| and need only decide on the magnitudes of

possible rate decisions. The Swedish Riksbank decides on the rate every 60 days and

changes usually occur with a 0.25% magnitude. Assuming rate changes in periods of

frequent change are made on half of the occasions, the expected change magnitude over

d∗ days is 0.5 · 0.25d
∗

60
% = d∗

480
%. Defining this as a rate change decision,

A = {− d∗

480
%, 0%,+

d∗

480
%}, (3.15)

13
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so that the decision magnitudes vary with the amount of time d∗ defined to separate two

states.

As previously mentioned, most central banks primarily aim to keep inflation stable

and low. In the MDP framework, then, we conclude that inflation not conforming to this

description constitutes a cost. The approach chosen for this model is to assume an explicit

inflation target, such as the Swedish Riksbank has done. Whether or not the central bank

under study has stated an inflation target, it must adopt one in order for the model to

be viable. This enables a convenient way to state the cost of each state, defining it as the

deviation from the inflation target: C(i, a) = C(i) = |πi−2|,where the same target as the

Swedish Riksbank’s, 2%, is used. While this definition does not directly address the goal

of stable inflation, it is assumed to do so indirectly as the allowed rate decisions, being

only small changes, do not promote instability. In a stable manner, then, it will promote

low inflation. For simplicity, the inflation data is translated so that before discretization

by (3.5), the data is centered around 2%. Finally, therefore, the cost definition used,

expressed for the discretized inflation intervals, is:

C(i) =

∣∣∣∣sπ − nπ + 1

2

∣∣∣∣ . (3.16)

In conducting responsible monetary policy, current and future periods must be equally

accounted for. Consequently, the average criterion is the appropriate guide for optimal

decision policy. The stated computational method for the average cost case, however,

renders a randomized policy, hardly appropriate for monetary policy decisions. As hinted

in Section 2.3, then, a non-randomized policy is generated through the discounted total

cost approach, letting the discount factor α → 1. The retrieved policy is expected to be

average cost optimal as well, a statement that should be verified.
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4 Evaluation of Data

In this section, the model will be applied to the U.S. economy using data from 1954-2007

as well as to the Swedish economy during the period 1994-2007. There is significantly

more data for the U.S., which thus produces a more reliable evaluation. The entire process

of the evaluation is outlined for the U.S. while the evaluation for Sweden will be presented

more briefly.

The period after the 2008 financial crisis is omitted entirely from the data used, as

other measures than interest rate changes, for example quantitative easing, were used by

central banks during that period.

4.1 The U.S., 1954-2007

For the U.S., the model has been evaluated using inflation data from the Bureau of Labor

Statistics [D2] and interest rate data from the Federal Reserve Bank [D4]. Data for

potential and actual GDP has been retrieved from the Congressional Budget Office [D3]

and the Bureau of Economic Analysis [D1], respectively. The output gap has then been

calculated using (2.16). The data used in the model is graphed in figures 4.1 and 4.2 for

the relevant time period.
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Figure 4.1: Inflation in the U.S. over the time period 1954-2007.

Figure 4.1 shows that inflation tends to be slightly positive during the time period

considered and that it approximately varies over the interval −3% to +7%. This infor-
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4 EVALUATION OF DATA

mation is used to choose the upper and lower bounds of inflation in the model. Centering

the interval around 2%, then, πmax = 5% in accordance with (3.6).
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Figure 4.2: Output gap in the U.S. over the time period 1954-2007.

As shown in figure 4.2, the output gap approximately varies between −5% and +5%.

Hence, we set Ỹmax = 5%.
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4.1.1 Building the Markov Chain

In order to construct the Markov chain, an appropriate time step d∗ is found as described

in Section 3.1. Figure 4.3 shows how cỸ ,r(x) varies with a varying time step x.
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Figure 4.3: Average effect per rate point change on the output gap using
various time steps.

Figure 4.3 shows that cỸ ,r(x) varies strongly over different time steps. Several time

steps show positive covariation between r and Ỹ , contrary to what would have been

expected from (2.19). While there is no obvious reason for these discrepancies, negative

covariation is observed over larger time steps, the strongest at a step of 180 days. Due to

(3.4), this value is used as the time period, that is, d∗ = 180.

Having decided on d∗, the possible interest rate decisions are determined by (3.15):

|a−| = |a+| = d∗

480
= 180

480
= 0.375, so

A = {−0.375%, 0%,+0.375%}. (4.1)

The discretization step lx for the inflation as well as for the output gap is found using

the median absolute change over a time period, as described in Section 3.2. Table 4.1

shows the results: lπ = 2.3476 and lỸ = 0.711.
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Table 4.1: Median absolute changes in variables and the chosen discretization
step

Variable Median absolute change Discretization step
Interest rate - 0.375
Output gap 0.711 0.711
Inflation 2.3476 2.3476

Using the steps and the boundaries identified above, the data is discretized, resulting

in a state space E with nỸ nπ = 15 · 5 = 75 states.

Transition probabilities, furthermore, are estimated using the methods and assump-

tions from Section 3.3. The probabilities of changes in inflation following interest rate

changes, as described in (3.10), (3.11) and (3.12), are presented in table 4.2.

Table 4.2: Probabilities of inflation changes when interest rate is changed

Inflation moves
Output gap is Opposite to rate Same as rate Unchanged
Same sign as rate change 0.3003 0.3178 0.3819
Equilibrium 0.3281 0.2797 0.3922
Opposite sign from rate change 0.3152 0.2593 0.4254

Due to (2.21) and (2.17), inflation changes would be expected to have the same sign

as the output gap. In addition, the output gap would be expected to move opposite to

interest rate changes, so inflation might also be expected to follow suit. The last row, for

example, shows that inflation is more likely to move opposite to a rate change than the

same way when output gap has the opposite sign from the rate change, as expected. The

middle row, in turn, shows that inflation is more likely to move opposite to rate than in

the same direction when actual GDP is close to potential, which is also expected from

theory.

Table 4.3: Average number of observations of inflation changes when interest
rate is changed

Output gap is Average number of observations
Same sign as rate change 49
Equilibrium 4
Opposite sign from rate change 17

As is visible in table 4.3, the average number of observations, as defined in Section

3.3.2, for the case where output gap is close to zero is very small, and there is therefore

a large uncertainty regarding the associated probabilities.

The probabilities for different types of inflation changes not succeeding an interest rate

change are presented in table 4.4.
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Table 4.4: Probabilities of inflation changes when interest rate is unchanged

Inflation event Probability
Moves in equilibrium 0.7429
Unchanged in equilibrium 0.2571
Change same sign as output gap 0.3934
Change opposite sign from output gap 0.2752
Unchanged in non-equilibrium 0.3314

As the interest rate is unchanged the most probable move would be expected to have

the same sign as the output gap, which is indeed the case in the table. Comparing with

table 4.2, there is larger probability of a change in the same direction as the output gap

sign if the interest rate is unchanged than if it is changed in either direction, contrary to

what would be expected.

Again, there are few average observations for the equilibrium case, as shown in table

4.5. Likely, the reason for this as well as for the other case is that the model has been

discretized by small steps, implying a narrow equilibrium around zero.

Table 4.5: Average number of observations of inflation changes when interest
rate is unchanged

Output gap is Average number of observations
Not in equilibrium 30
Equilibrium 6

Furthermore, the probabilities of different output gap changes are presented in table

4.6.

Table 4.6: Probabilities of output gap changes when for different interest
rate decisions

Interest rate up Interest rate unchanged Interest rate down
Output gap increase 0.1637 0.2233 0.2669
Output gap unchanged 0.2922 0.4336 0.4450
Output gap decrease 0.5440 0.3432 0.2881

Due to (2.21) the output gap is expected to move in the opposite direction from

interest rate changes. This agrees with the estimates for increases in the interest rate but

for rate decreases, results show larger probability of output gap decreases than increases.

As observed in the table, though, the action most probable to achieve an increase in the

output gap is a decrease in the interest rate. Consequently, even though the relative levels

across the third column appear to be misleading, the relative levels across the first row

are what would be expected.
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Table 4.7: Average number of observations for transitions in output gap

Average number of observations
Interest rate increased 35
Interest rate unchanged 24
Interest rate decreased 26

As displayed in table 4.7, the average number of observations are rather evenly dis-

tributed on the cases.

4.1.2 Transition Matrices

Using the estimations above, transition probabilities between all states are determined

through (3.13).

As there are 75 states in the model, P(a) is a 75 × 75 matrix for each a ∈ A. Con-

sequently, it is in practice infeasible to study their components individually. In order

to evaluate the plausibility of the composed transition probabilities, then, (2.7) is used:

Pn(a) is calculated, choosing n large enough to produce a converging matrix. The rows of

this matrix will be the stationary probability, meaning they convey which states are likely

to be occupied in the long run, using a single-decision policy. While this not a realistic

policy in the long run, it is expected to show, on the whole, which way a certain decision

moves the economy.

The matrices are graphically shown in figures 4.4, 4.5 and 4.6. They are structured

as a regular transition matrix (2.9): here, white indicates large probability while black

indicates zero probability. States are numbered as in 3.7, meaning inflation is periodic

over the state space while the output gap is monotonic.
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Figure 4.4: Convergence results when the interest rate is raised in every
state.

For increases in interest rate the economy would be expected to enter a recession, with

very low inflation. This is what figure 4.4 shows: the low inflation states at low output

gap are the most probable.
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Figure 4.5: Convergence results when the interest rate is unchanged in every
state.

For an unchanged interest rate there are no obvious expectations but table 4.6 suggests

the most likely change to be decreases in the output gap. This is also the convergence

result obtained as the matrix has a concentration of probability to the left in figure 4.5.
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Figure 4.6: Convergence results when the interest rate is decreased in every
state.

For decreases in interest rate, large output gap and high inflation would be reasonable

expectations. In table 4.6, the probabilities for decreases in interest rate are, as mentioned,

not what was expected. Increases and decreases are about equally probable and this is

reflected in figure 4.6 by probabilities spreading rather evenly over the entire matrix.

4.1.3 The Decision Policy

Having estimated transition probabilities, finally, a decision policy f ∗ can be obtained.

Applying methods in Section 2.2, a discounted total cost optimal policy is retrieved using

α = 0.9999. Comparing its expected average cost with a randomized average cost optimal

policy, it is concluded to be average cost optimal as well.

Using the optimal policy, the average cost incurred is Ef∗(C(i)) = 2.65, expressed as

a deviation in percentage points. Furthermore, the average inflation is Ef∗(π) = 1.24%.

Given the set target, this means inflation, on average, is 2.65 percentage points away from

2%. In addition, as Ef∗(π) = 1.24% < 2%, the policy tends to bring inflation below the

target rather than above it.
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Figure 4.7: The optimal policy choice f∗ for each state. Asterisks correspond
to optimal policy decisions in each state on the horizontal axis. The inflation in
each state is normed and plotted in light grey, for orientation. The output gap
increases with increasing state number so equilibrium is found in the middle
of the figure. For example, the rightmost straight line shows the variation in
inflation in the highest output gap state.

In figure 4.7, it is evident that the optimal policy incorporates information about both

output gap and inflation to make optimal decisions. For low inflation, the interest rate is

decreased or unchanged and for high inflation, the interest rate is decreased or unchanged.

However, in some states the policy recommends odd decisions, such as raising the interest

rate when output gap is small and inflation is around target.

The different but unexpected recommended decisions of the left side of the graph,

representing low output gap, and the right side, representing large output gap, are due

to the symmetry assumptions and can be understood by the discussions regarding tables

4.4 and 4.2. For inflation close to zero, the policy prescribes changed interest rate, as

unchanged inflation is much more likely if the interest rate is moved opposite to the sign

of the output gap than if it is held unchanged. Comparing the third row in table 4.4

with all the probabilities for changes in inflation in table 4.2, it is obvious that when the

output gap is not zero, the best way to move inflation in the same direction as the sign of

output gap is to keep rate unchanged. This is reflected in the graph by unchanged rate

for high inflation when output gap is negative and unchanged rate for low inflation when

output gap is positive.
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4.2 Sweden, 1994-2007

The model is evaluated for Sweden using data from the period 1994-2007. This is the

period during which the Swedish Riksbank has used the repo rate as is currently done,

excluding also, as in the U.S. case, for the financial crisis and forward. The output gap

data has been retrieved from the National Institute of Economic Research (Konjunktur-

institutet) [D6], the data for the repo rate from the Swedish Riksbank [D7] and the

inflation data from Statistics Sweden (SCB) [D5].
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Figure 4.8: Inflation in Sweden over the time period 1994-2007.

Figure 4.8 shows that inflation tends to be slightly positive during the time period

considered and that it approximately varies over the interval −1% to +4%. The bounds

are chosen as −1% to +5% for the discretization so that they are symmetric around 2%,

hence πmax = 3%.
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Figure 4.9: Output gap in Sweden over the time period 1994-2007.

As shown in figure 4.9, the output gap approximately varies between −6% and +4%,

which is used to set the bounds for discretization. A symmetric interval is needed, so

Ỹmax = 5% is chosen.
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4.2.1 Building the Markov Chain

The time step d∗ is found as in the U.S. case, using figure 4.10.
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Figure 4.10: Average effect per rate change on the output gap after a varying
number of days.

As in the U.S. case, 180 days appears to be the time step over which rate changes

have the largest effect on the economy, and thus d∗ = 180 is chosen. However, this

graph is based on considerably less data and is thus less reliable. Before the point of

maximum effect, the figure shows large covariation in the unexpected direction, for no

obvious reason.

Table 4.8: Median absolute changes in variables and the chosen discretization
step

Variable Median absolute change Discretization step
Interest rate - 0.375
Output gap 0.7631 0.7631
Inflation 0.6562 0.6562

For Sweden, the median absolute change in output gap is about the same as in the

U.S., as shown in table 4.8. That of inflation, however, is about one third compared to

the U.S. Comparing figures 4.8 and 4.1, for inflation in Sweden and the U.S., respectively,

it does indeed appear that U.S. inflation varies more than that of Sweden.
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The probabilities of different changes in inflation following changes in interest rate are

given in table 4.9.

Table 4.9: Probabilities of inflation changes when interest rate is changed

Inflation moves
Output gap is Opposite to rate Same as rate Unchanged
Same sign as rate change 0.2494 0.5229 0.2278
Equilibrium 0.0669 0.6267 0.3064
Opposite sign from rate change 0.7600 0.0492 0.1908

These probabilities are determined using close to zero observations, as presented in

table 4.10, since the data series for Sweden is short.

Table 4.10: Observations of inflation change when interest rate is changed

Output gap is Average number of observations
Same sign as rate change 11
Equilibrium 2
Opposite sign from rate change 2

While the last row does conform to the expected value, it is unreasonable to draw any

conclusions based on an average of two observations.

The probabilities for different moves in inflation when there has been no change in

interest rate are given in table 4.11.

Table 4.11: Probabilities of inflation changes when interest rate is unchanged

Inflation event Probability
Moves in equilibrium 0.7339
Unchanged in equilibrium 0.2661
Change same sign as output gap 0.4347
Change opposite sign from output gap 0.2743
Unchanged in non-equilibrium 0.2910

These largely agree with what is expected and are quite similar to the ones for the

U.S. As table 4.12 shows, however, data is still very limited.

Table 4.12: Observations of inflation change when interest rate is unchanged

Output gap is Average number of observations
Not in equilibrium 11
Equilibrium 1

Probabilities for output gap changes are presented in table 4.13.
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Table 4.13: Probabilities of output gap changes when for different interest
rate decisions

Interest rate up Interest rate unchanged Interest rate down
Output gap increase 0.0667 0.2902 0.1716
Output gap unchanged 0.5189 0.5297 0.5921
Output gap decrease 0.4143 0.1801 0.2363

Again, there is hardly enough data to draw any reliable conclusions, as shown in table

4.14.

Table 4.14: Average number of observations for transitions in output gap

Average number of observations
Interest rate increased 6
Interest rate unchanged 9
Interest rate decreased 6

Due to the shorter data series for Sweden it does not appear possible to draw any

conclusions regarding the transition probabilities for Sweden. Estimations resemble those

for the U.S., but it is possible larger differences could have been discerned if more data

had been available. Since the probabilities are considered to be unreliable, no further

evaluation will be presented.
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5 Conclusions

The resulting U.S. optimal policy appears somewhat reasonable, while Swedish data does

not return usable results. As the validity of results are only gauged on their agreement

with macroeconomic intuition, further tests on empirical data would be needed to verify

the validity of assumptions. For example, the ambiguous results of the fixed time step

determination indicates another method might be needed, or indeed that the fixed time

step Markov model might have to be revalued altogether.

Apart from the assumptions, a major problem with the approach is evident: there is

a shortage of data to estimate reliable transition probabilities. A possible improvement

would be to aggregate data from several countries, but an assumption of equal transition

probabilities would be needed and chances are that they have followed, in part, the same

cycles and hence would not contribute with much new information.

Furthermore, data retrieved from the past might have a bias. For example, central

banks might be expected to decrease the rate in an economic downturn, leading estimated

probabilities to imply rate decreases lead to output gap decreases, contrary to theory. A

possible solution is to add a cycle parameter to the states, although this would create

further difficulties related to data scarcity. In addition, predicting cyclical changes would

probably require more sophisticated analysis.

Business cycles pose additional problems, especially in crises. First, transition prob-

abilities for larger transitions than one state can no longer be assumed to equal zero.

Second, in crises, central banks may not be able to wait up to 180 days to take action,

as required in the U.S. evaluation, and other factors may be more relevant to act upon

than current output gap and inflation. Consequently, the model cannot be expected to

be useful in such periods.

In effect, the transition probabilities are probabilistic forecasts for the next period,

based on the current output gap and inflation only. This is contrasted by the forecasts

most commonly used by central banks, also incorporating other variables as well as study-

ing their values at earlier times. In most cases, it would seem wise to include such analyses

as well. In conclusion, the model might serve as a complementary analysis tool, given

further empirical testing and that no certain trends or variables dwarf output gap and

inflation as decision bases. However, it is dependent on correct transition probabilities

and presently, these seem difficult to estimate.
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