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The first study concerns whether the vulner-
ability of a host influences the time required 
to capture it; the second study concerns 

whether cyber security professionals can predict 
success rates related to arbitrary code execution 
attacks. The first part of this article however intro-
duces the reader to BCS as such.

Introduction
Red team versus blue team exercises on the 
topic of cyber security are employed in various 
scales and for various purposes, for example, 

in academia for education, during DEFCoN’s 
for competition and by government agencies for 
training (an overview of various exercises can be 
seen in Table 1. While there is an abundance of 
exercises, the empirical data produced by them, 
and consequently the research based on their re-
sults, are next to non-existent. This is a serious 
issue as this type of data is very hard to reliably 
capture in the wild. Sure, one could argue that 
honeypots such as Honeyd can be used to cap-
ture attacks. However, the data quality produced 
by a honeypot is often not sufficient as they are 
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This article describes one of the few red team versus blue team 
exercises to date that focused on producing research, namely, the 
Baltic Cyber Shield (BCS). Various research have been conducted 
based on the data gathered during this exercise – this article 
describes two of these studies.

Table 1. Cyber Defense Exercises

Cyber defense exercise Link
Annual Cyber Defense Exercise www.nsa.gov/public_info/press_room/2010/cyber_defense.shtml

CSAW www.poly.edu/csaw2011

Cyber Security Challenge cybersecuritychallenge.org.uk/

Cyber storm www.dhs.gov/files/training/gc_1204738275985.shtm

DEFCON www.defcon.org/html/links/dc-ctf.html

Delaware's annual Cyber Security Exercise: dti.delaware.gov/cyberexercise/default.shtml 

Mid-Atlantic Regional Collegiate Cyber Defense Competition midatlanticccdc.org

National Collegiate Cyber Defense Competition www.nationalccdc.org/

National Cyber League www.nationalcyberleague.org

Pwn2Own dvlabs.tippingpoint.com/blog/2011/02/02/pwn2own-2011

UCSB International Capture The Flag ictf.cs.ucsb.edu/

http://www.nsa.gov/public_info/press_room/2010/cyber_defense.shtml
http://www.poly.edu/csaw2011
http://cybersecuritychallenge.org.uk/
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http://midatlanticccdc.org
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http://dvlabs.tippingpoint.com/blog/2011/02/02/pwn2own-2011
http://ictf.cs.ucsb.edu/
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easily spotted by any intelligent attacker and on-
ly are able to detect attacks covered by their in-
trusion detection rule sets. Even given promising 
detection systems such as Snort many attacks 
are bound to be missed. Furthermore, how does 
one know that an attempted attack would be suc-
cessful? (Table 1).

Another possible data source is actual cyber in-
trusions in real enterprises, e.g., as logged by anti-
virus solutions or network intrusion detection sys-
tems. However, as for honeypots, many attacks 
are bound to be missed. Furthermore, few organi-
zations are comfortable with sharing their type of 
data with the public due to the potential economi-
cal deficits involved in doing so. 

This is where a cyber defense exercise shines 
for research purposes – during such an event a 
number of data collection means can be utilized 
to capture both successful compromises and un-
successful attempts in a controlled environment 
defined by the researcher. Furthermore, the logic 
behind actions produced by both attackers and de-
fenders can be collected and analyzed. 

Baltic Cyber Shield
Baltic Cyber Shield was carried out during the 10th 
and 11th of May 2012 and was organized through 
collaboration between various agencies such as 
the Swedish National Defence College (SNDC), 
the Swedish Defence Research Agency (FoI), the 
Swedish Civil Contingencies Agency (MSB), the 
Cooperative Cyber Defence Center of Excellence 
(CCDCoE), the Estonian Cyber Defence League 
(ECDL), the Swedish National Defence Radio Es-
tablishment (FRA), NATO Computer Incident Re-
sponse Capability – Technical Center (NCIRC) 
and Clarified Networks. 

The exercise involved more than 100 partici-
pants who each had one of five different roles: red 
team (i.e., attackers), blue team (i.e., defenders), 
green team (i.e., technical infrastructure manage-
ment), white team (i.e., game management) and 
observer. observers were present at each team to 
log various activity produced during BCS, for ex-
ample, successful intrusions from the perspective 
of both blue and red teams. 

I was the observer of one of the blue teams (a 
team consisting of PhD candidates and master 
students). Before the exercise I imagined that the 
team activity would be lively with lots of discus-
sions about spotted attacks. However, to my sur-
prise the team members originally worked very sol-
itary with next to no communication between team 

members. The reason behind this was very simple 
– they had before the start of the exercise already 
divided themselves in different roles such as team 
administration, Windows hardening, Linux harden-
ing, administration of firewall rule sets and network 
scanning. Thus, successful attacks typically fell in-
to the responsibility area of a single team member. 
This however gradually changed along the course 
of the exercise – when the red team’s activity in-
creased the verbal communication within the team 
improved. This seemed to have a very positive 
influence on the quality of work produced by the 
team. Thus, social interaction should not be under-
estimated!

The BCS involved, including the team which I 
observed, six blue teams that each had between 
6 and 10 team members. These cyber security 
professionals hailed from various northern Eu-
ropean governments, military, private sector and 
academic institutions. Each blue team was giv-
en an identically configured network set to por-
tray a small power utility containing applications 
such as Programmable Logical Controllers (PLC) 
and Human Machine Interface (HMI). A scenario 
involving power utility applications is of particu-
lar interest as critical infrastructure applications 
are becoming more and more interconnected 
and thus the target for cyber attacks – not only 
directed malware such as Stuxnet, but also typi-
cal “noisy” malware that are designed to spread 
to as many hosts as possible. Each network was 
composed of 28 virtual machines divided into four 
vLAN segments – DMZ (demilitarized zone), IN-
TERNAL, HMI and PLC. The objectives of each 
blue team was to make sure that a set of speci-
fied network services always were properly con-
figured and possible to ping; more service uptime 
equaled greater score for the corresponding blue 
team. An overview of the network infrastructure 
can be seen in Figure 1. 

The red team consisted of sixteen individuals. All 
of them were professional penetration testers. The 
individuals of the red team divided themselves ac-
cording to four different roles, namely, “client-side”, 
“fuzzing”, “web app” and “remote”. The objectives 
of the red team were divided into four phases to 
progressively increase the scale and sophistica-
tion of the attacks throughout the game:

•  Declaration of war
•  Breaching the castle wall
•  owning the infrastructure
•  Wanton destruction
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Figure 1. The overall network architecture of BCS
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The first and second phases primarily involved at-
tacking the DMZ systems, e.g., breaking the his-
torical database (“Historian”) through SQL in-
jection attacks and owning the “Public Website” 
through command injections of its PHP applica-
tion. The third phase allowed the attackers to tar-
get systems in the blue teams’ internal networks 
(either through pivoting, client-side or compro-
mising the external firewall). The fourth and final 
phase allowed the attackers to conduct any at-
tacks against any of the hosts. 

Data collection during BCS included for instance 
network traffic, host vulnerabilities, attacker jour-
nals, defender journals, observer reports, perfor-
mance of network interfaces, questionnaires, dis-
cussions with each team during and after each 
day, audio logs and web camera captures of all 
teams, and continuous screen captures.

Does the vulnerability of a host influence 
the time required to capture that host?
It is often hypothesized that the effort required to 
compromise a host is related to the vulnerability of 
that host – a more vulnerable host is easier to cap-
ture than a less vulnerable host. Consequently, var-
ious metrics have been proposed to measure the 
vulnerability of network systems. Some such met-
rics are novel proposals by researchers, others, 
such as summaries of network vulnerability scans, 
are widely adopted by practitioners. What most 
such vulnerability aggregation metrics have in com-
mon is the system used to measure the severity of 
singular vulnerabilities – the Common Vulnerabili-
ty Scoring System (CvSS). The CvSS is the most 
widely adopted metric for measuring the severity of 
single vulnerabilities as all vulnerabilities in the US 
National Vulnerability Database (NvD) are scored 
according to this system (NvD presently describes 
more than 50,000 vulnerabilities).

The CvSS quantifies the severity of vulnerabili-
ties according to three metrics, of which the main 
one is aptly named “Base score”. The Base score 
uses an interval scale of 0-10 to measure the se-
verity of vulnerabilities, which corresponds to three 
discrete states: Low severity, Medium severity and 
High severity. Furthermore, this metric is an aggre-
gation of two other attributes, “Exploitability”, i.e., 
the ease of utilizing a vulnerability, and “Impact”, 
i.e., the impact measured in confidentiality, integ-
rity or availability, the result of exploiting a vulner-
ability.

This study examined vulnerability aggregation 
metrics of six different varieties – four types of 

metrics proposed by academia, metrics regard-
ing the most severe vulnerability of each host 
and software service (i.e., the “weakest link”) and 
metrics related to the number of existing vulner-
abilities of different severity. This article does not 
describe these metrics in detail, e.g., regarding 
their underlying mathematical formalisms. How-
ever, more in-depth information is available in the 
original paper [1].

An unauthenticated vulnerability scan using Nes-
sus was carried out to identify vulnerabilities (and 
their corresponding CvSS values) in the blue team 
network architecture. This information was the in-
put for the different vulnerability aggregation met-
rics.

The overall vulnerability of the studied hosts can 
be seen in Table 2. Table 2 describes the number 
of vulnerabilities of various severity for the studied 
systems, both for all vulnerabilities (“All”) and for 
only those vulnerabilities with publicly available ex-
ploits (“WE”). As can be seen, Public Website has 
the most High severity vulnerabilities (27 in total 
and 25 with publicly available exploits). Historian is 
the second most vulnerable system. The remain-
ing systems are significantly less vulnerable – es-
pecially News that has not even got a single High 
severity vulnerability.

Table 2. Number of vulnerabilities of different severity and 
presence of public exploits

High Medium Low Total
Host All WE All WE All WE All WE

DNS + NTP 2 1 1 0 27 0 30 1

E-mail 4 2 2 1 46 3 52 6

Customer 
Portal

2 1 6 2 40 1 48 4

Public We-
bsite

27 25 31 14 55 4 113 43

Historian 22 16 6 2 85 3 113 21

News 0 0 1 0 18 0 19 0

All network traffic produced in the game net was 
collected through TCP-dump sniffers. The result-
ing .pcap files were then run through the intrusion 
detection system Snort to find attempted attacks, 
resulting in approximately 3,000,000 alarms. 
While the attackers used various IP addresses 
these were all possible to map to their unique 
MAC addresses. Consequently, all alarms origi-
nating from blue team machines were removed 
from the set in order to minimize false positives. 
Thus, pivoted attacks could not be captured. To 
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eliminate this and other issues, the study focused 
on intrusions in the DMZ. 

While vulnerability probing and attempted attacks 
could be derived from the network traffic dumps, 
successful attacks could not (Snort registers mali-
cious activity, but not its result). Successful attacks 
were instead gathered from the journals by the red 
team and reports by observers. 

Time to compromise (TTC) was measured as 
the time between the first malicious traffic against 
a host (the first alarm by Snort for the host) until 
the successful intrusion of that host (as denoted 
by the red team/observer report). If a unique host 
was captured several times during the exercise 
then each consecutive TTC was measured as the 
time between the first Snort alarm after that control 
of the host had been restored to the blue team un-
til the time of the next successful intrusion of that 
host. 

This approach yielded a collection of 39 TTC 
scores for the systems in the DMZ. one of the six 
blue teams had however configured their exter-
nal firewall to block all traffic to and from the DMZ 
(due to a misunderstanding of the exercise rule 
set). This yielded artificially high TTC values for 
this team and consequently five data points cor-
responding to this team were removed from the 
overall set, resulting in 34 TTC scores for analy-
sis.

The number of successful attacks and mean 
TTC scores for the analyzed hosts can be seen in  

Table 3. The overall arithmetic mean TTC was two 
hours. News had the shortest mean TTC (01:30:23) 
and E-mail the longest (03:04:06). 

Table 3. Mean TTC values for the studied systems

Host Samples Mean TTC
DNS + NTP 1 02:40:41

E-mail 6 03:04:06

Customer Portal 7 02:57:49

Public Website 10 01:36:13

Historian 6 02:02:07

News 4 01:30:23

The relationships between the six types of vulner-
ability aggregation metrics and TTC were mea-
sured through Pearson correlations. An over-
all view of the Pearson correlations can be seen 
in Figure 2. In Figure 2, “All” denotes metrics that 
consider all vulnerabilities of a certain severity 
and “WE” denotes metrics that only consider vul-
nerabilities with publicly known exploits. 

The correlations in Figure 2 are all absolute val-
ues to make results comparable (in some cases 
positive and in others negative correlations were 
expected). In terms of correlation sizes, a correla-
tion of 0.2 to 0.3 can be considered small, a corre-
lation of 0.5 medium and a correlation of 0.8 large.

As is evident in Figure 2, the correlation scores 
of the weakest link metrics and one of the metrics 
proposed by academia (Research #2) are negli-

Figure 2. Correlation scores for the studied vulnerability aggregation metrics (higher is better)
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gible. Thus, these metrics are significantly less 
promising than the rest as they do not even slightly 
relate to the actual time required to compromise a 
host.

The correlations for metrics evolving around the 
number of vulnerabilities present on hosts are small 
for all except for when only Low severity vulnera-
bilities are viewed. Given this scenario, the corre-
lations are not big enough to be considered prom-
ising. Furthermore, an interesting pattern suggests 
that High vulnerabilities are more important than 
Medium vulnerabilities and that Medium vulnera-
bilities are more important than Low vulnerabilities. 
It also seems presence of available known exploits 
is of importance towards the time required to com-
promise a host.

The highest correlation score is provided by one 
of the metrics proposed by academia (Research 
#3) – although this is marginally better than the 
correlation for the number of High severity vulner-
abilities with publicly available exploits (a correla-
tion of 0.288 compared to 0.279). This particular 
metric in essence combines the fine-grained se-
verity of all High severity vulnerabilities of a host 
(as High severity vulnerabilities can have various 
CvSS score in the range of 7-10). Thus, it can be 
seen as a more granular version of the metric in-
volving the number of vulnerabilities of High sever-
ity (Figure 2).

From a more pessimistic viewpoint, one might 
have expected the correlations to be large or at 
least of medium size. However, at best they are 
small. A possible reason behind this result could 
be that the aggregation metrics are of poor qual-
ity – that there are variables of importance which 
they do not cover. This is a logical, but troubling, 
hypothesis. It is logical as there are various prop-
erties that could be of importance but are not 
detailed by the metrics. For instance, an attack-
er might favor exploiting certain software simply 
because of that he or she is experienced with it 
– not because of that it is the most vulnerable. 
Also, an attacker might find more enjoyment com-
promising a more hardened system than a less 
hardened system. It is a troubling hypothesis as 
these types of properties are difficult to measure 
in practice.

Another possible reason for the lack of correla-
tion could be the trait which all studied aggregation 
metrics share – the CvSS. The mathematical for-
mulas behind the CvSS were originally assessed 
through a series of tests during 2006-2007 and 
have since then been the subject of refinement 

through (seemingly) ad-hoc decisions. Thus, it is 
unknown whether the CvSS is valid and reliable 
and future research should focus on investigating 
the quality of the scoring system.

Can cyber security professionals predict 
success rates of arbitrary code execution 
attacks?
Expert judgment is often consulted in situations 
when actual observations are costly to perform. 
This is certainly the case in the area of cyber secu-
rity, where the actual security of a system-of-sys-
tems is next to impossible to accurately estimate. 
For instance, an unsuccessful first penetration test 
does not imply that the second won’t succeed, and 
the fact that you think you haven’t been owned 
does not mean that this is the truth. 

A practical example is gamification of penetration 
tests – pen-and-paper exercises where penetra-
tion testers judge the difficulty of breaking a desig-
nated system-of-systems given certain hypothe-
sized budget (e.g., regarding time constraints or 
money to spend on 0-days). 

The accuracy of expert judgment in the domain 
of cyber security is however a rather unexplored 
topic – a topic for which a cyber defense exercise 
such as BCS can provide insight as it enables a 
controlled environment defined by the researcher. 
The particular research question explored during 
BCS is whether cyber security professionals can 
predict success rates of an especially troubling 
attack type, namely, arbitrary code execution at-
tacks,. For this purpose, there was a need to both 
query the participants of BCS through a question-
naire and observe attacks (both attempted and 
successful) carried out during the exercise. This 
article only provides a brief overview of the results 
– more detailed information is available in the origi-
nal paper [2].

Successful attacks were as for the previous study 
gathered from attacker and observer reports. At-
tempted attacks were gathered through examining 
the Snort alarms described in the previous sec-
tion. of the previously mentioned 3,000,000 over-
all alarms approximately 19,000 corresponded to 
Snort signatures for arbitrary code execution at-
tempts by red team members. As Snort generally 
give multiple alarms for a single exploit an algo-
rithm was used to elicit unique attacks. This al-
gorithm involved checking if there were multiple 
alarms originating from a specific MAC address 
against a specific destination IP and a specific des-
tination port (e.g., 21 – FTP) within less than 30 
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seconds. If so, then such alarms were aggregated 
to unique attacks. This resulted in a smaller set of 
attempted code injection attacks against the stud-
ied systems in the DMZ for further study.

Expert judgment regarding probabilities of suc-
cessful arbitrary code execution attacks were 
gathered through a questionnaire administrated to 
all blue and red team members. This questionnaire 
involved estimating the probability of successful 
attack against a (nonspecific) service running on 
a (nonspecific) machine in one of the blue team’s 
networks under different conditions. 

Fifteen of the participants answered the ques-
tionnaire. An overview of their mean judgment 
compared to the actual frequencies observed dur-
ing BCS can be seen in Table 4. As can be seen, 
the actual frequencies are very varied (from 5% 
to 56%) and rather different from the predictions 
by the experts – no matter if viewing the arithme-
tic mean overall actual success rate (32%) or the 
success rates for the different hosts (the closest 
being Customer Portal with an observed success 
rate of 56%).

Table 4. Observed and predicted success rates of arbitrary 
code execution attacks

Probability of success (0-100)
Host Actual Expert predictions

DNS + NTP 5.6% 66.75%

E-mail 34.8% 66.75%

Customer Portal 56.3% 66.75%

Public Website 42.5% 66.75%

Historian 21.4% 66.75%

News 23.8% 66.75%

While this might seem like a pessimistic result, 
it is important to recognize that some experts 
were more accurate than others. The most ac-
curate expert perceived a success rate of 50% 
for the compared scenario, a result rather close 
to the overall mean success rate of 32%. This 
participant had 13 years of professional expe-
rience from working with IT security and had a 
self-assessed competence score of 3 out of 5. 
Several of the fifteen respondents were bet-
ter experts according to these simple metrics 
– something which perhaps says something of 
their usefulness. This hint towards that some ex-
perts indeed are more accurate than others and 
as such, that the best result is gained through 
the usage of more potent expert scoring meth-
ods. one such possible scoring system that we 

have tested with promising results in the past is 
Cooke’s classical method. In essence this meth-
od involves asking each respondent a set of test 
questions for which the answer is already known 
or will be known before analysis of the results. 
The judgment by an expert who is accurate and 
certain on the test questions will be weighted 
higher than that of an expert who is inaccurate 
and uncertain. 

Conclusions 
BCS was perceived as a great success by all par-
ticipants and managed to fulfill its stated objec-
tives, such as training the participants and produc-
ing research. However, the sample sizes of these 
studies are rather small and the results are there-
fore highly preliminary (especially as these topics 
have not been previously explored). Thus, I en-
courage the community to coordinate and partici-
pate in cyber defense exercises, both small and 
large in scope, and those that do – try to gather 
and share the data produced by them with the 
community. The costs involved in collecting most 
of the data presented in this article are estimated 
to be low and it will most definitely help both re-
search and practice. 
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