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Abstract

The application of GPS probes in tra!c management is growing rapidly
as the required data collection infrastructure is increasingly in place in urban
areas with significant number of mobile sensors moving around covering ex-
pansive areas of the road network. Most travelers carry with them at least
one device with a built-in GPS receiver. Furthermore, vehicles are becom-
ing more and more location aware. Currently, systems that collect floating
car data are designed to transmit the data in a limited form and relatively
infrequently due to the cost of data transmission. That means the reported
locations of vehicles are far apart in time and space. In order to extract traf-
fic information from the data, it first needs to be matched to the underlying
digital road network. Matching such sparse data to the network, especially
in dense urban, area is challenging.

This thesis introduces a map-matching and path inference algorithm for
sparse GPS probes in urban networks. The method is utilized in a case study
in Stockholm and showed robustness and high accuracy compared to a number
of other methods in the literature. The method is used to process floating
car data from 1500 taxis in Stockholm City. The taxi data had been ignored
because of its low frequency and minimal information. The proposed method
showed that the data can be processed and transformed into information that
is suitable for tra!c studies.

The thesis implemented the main components of an experimental ITS labo-
ratory, called iMobility Lab. It is designed to explore GPS and other emerging
tra!c and tra!c-related data for tra!c monitoring and control.

Keywords: map-matching, path inference, sparse GPS probes, FCD, ur-
ban area, digital road network, Stockholm, taxi, iMobility Lab, MapViz,
travel time.
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Chapter 1

Introduction

Tra!c congestion has become one of the major problems in large cities around
the world. With the continuous migration to cities the problem has become even
worse (according to the UN more than 50% of the world’s population now lives in
cities). Cities have been trying to alleviate congestion by increasing capacity, e.g.
expanding infrastructure, building high throughput roads, and supporting public
transport. On the demand side, city o!cials also try to recognize and change
people’s travel habits, and encourage travelers to use public transport facilities.
Other policies include such measures as spreading peak hours and limiting tra!c
in certain areas by introducing congestion prices. Despite all these measures, the
congestion problem is far from solved.

In order to tackle tra!c congestion problems, the transport system itself and
its interaction with the environment has to be better understood. Municipalities
have been trying to increase their knowledge about travel demand by collecting
data from di"erent sources. In order to better understand travel patterns, i.e. how,
why, when, and from where to where people move, surveys are typically conducted
among citizens asking about their daily trips. This data collection method is usually
costly and carried out less frequently, e.g. once in several years. Such information
helps authorities to make strategic decisions.

Tra!c control centers, on the other hand, need real-time data to estimate the
state of tra!c and make decisions on managing and controlling the network. In
this case, data is usually collected via stationary sensors such as, loop detectors,
radar sensors, or cameras installed in the city. The cost of setting up and main-
taining tra!c sensors is high. It is unpractical to cover the entire road network of
a city by stationary sensors. Cities are constantly looking for alternative or com-
plementary sources of travel and tra!c data. In this regard, one of the areas that
recently attracted attentions is systems that are built for other purposes but give
the opportunity of collecting tra!c information.

1



2 CHAPTER 1. INTRODUCTION

Devices based on GPS are popular. Most travelers carry with them at least
one device with a built-in GPS sensor. Furthermore, vehicles are becoming more
and more location aware. Dispatching systems for taxis, delivery trucks, public
transportation, ambulance, etc. all communicate in one way or another with their
counterparts moving around in the city and collecting floating car data (FCD)
which includes their geo-locations. Such vehicles are also called probing vehicles.
This type of opportunistic sensors are already in place. Tra!c authorities are
interested in FCD because of: (a) no installation cost, (b) no maintenance expenses
for third-parties, (c) extensive spatial (and temporal) coverage, and (d) redundancy
(if one fails others can cover it).

However, FCD has its own disadvantages: (a) it usually provides raw data and
it needs to be preprocessed for tra!c applications using advanced methods, (b) a
digital road network is required to map the geo-location data (latitude, longitude)
to streets, contrasted with predefined location of stationary sensors, (c) frequency
of reports is usually relatively low and that requires even more complicated prepro-
cessing methods, and (d) the penetration rate of probing vehicles (ratio of number
of probing vehicles to total number of vehicles in a region) should be high enough
and its threshold varies from city to city.

Figure 1.1 shows a real example that illustrates the challenge of matching geo-
location data to digital road networks. In this example, two locations are reported
by a vehicle at times t0 and t1. The first one has 4 links in its vicinity and the
second 2. 8 paths between the two points are feasible depending on which pair
of links are selected (much longer paths would be infeasible because the vehicle’s
speed is limited). The problem of matching the location points to the map and
finding the most likely path that connects them is known as map-matching and
path inference in the literature respectively.

As Figure 1.1 suggests, matching sparse GPS locations to a digital road network
can be challenging especially in dense urban areas. This thesis is about developing
methods to process (sparse) GPS data (typically x,y, and timestamp) and transform
them into information that can be used further in tra!c applications. Specifically,
a method is developed to solve the problem of projecting GPS probes to the digital
road network and finding the most likely path. The proposed path inference method
in this thesis shows good performance in processing real sparse FCD collected in
a case study of taxis in Stockholm. Many believed the data was useless for tra!c
applications because of its sparsity in time and space and the fact that the data is
raw. As a result, it was ignored for several years. The proposed method proved that
the data can be useful especially when a historical database starts to shape. Such
a database allows extracting tra!c patterns and associated statistical properties.
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Figure 1.1: An example of shortest path connecting 4 candidate links of one probe
to 2 candidate links of the next probe.

The thesis report is organized as a collection of papers. It is divided into four
chapters. Chapter 1 gives an overview of the problem, background, and the pro-
posed solution. Chapter 2 is about the development and architecture of the iMo-
bility Lab. Chapter 3 focuses the contributions of the thesis. And finally, Chapter
4 concludes the thesis.
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1.1 Background

Many tra!c and transportation applications require the location information in
terms of streets, intersections and landmarks. That means x and y representation
of locations are improper inputs for these applications. A preprocessing, known as
map-matching, is needed to transform x-y geo-locations to familiar elements such
as streets. This problem can be addressed di"erently depending on the type of
applications and the quality of the collected data. The problem has been addressed
mostly in navigation applications where frequent GPS probes are available. In
the last decade, with the rise of interest in FCD and availability of sparse GPS,
a di"erent view to the problem emerged that requires developing new methods
because the methods designed for high frequency data perform poorly on sparse
data. Map-matching methods are categorized into three groups: geometric [1],
topological [2], and advanced methods [3, 4].

Geometric methods match a GPS point to the closest node or shape point (point-
to-point), to the closest curve (point-to-curve), or match a sequence of probes simul-
taneously to the closest links (curve-to-curve). Topological methods take advantage
of the connectivity of links and road attributes, such as turning restrictions and
bearing of links, to assign points to links (e.g. [3], [5], and [6]). Advanced methods
utilize techniques such as Kalman filter, Bayesian inference, and fuzzy logic to infer
the most likely location of GPS probes on the map.

From another perspective, map-matching methods are either global or local.
Global methods operate on the entire sequence of probe collected during a trip.
For example, the method presented in [7] is based on a global measure which is the
distance between two curves: the candidate path and the GPS trajectory, known as
Fréchet distance. The street path with minimum Fréchet distance is chosen as the
most likely path. Local methods, on the other hand, focus on a couple of probes,
find a local street path, then move on to the next probe and repeat the process until
they reach to the end of the sequence. They are also called incremental methods.
Global methods can produce better matching results since they are based on more
information (the global view of the trip). In contrast, incremental methods run
faster but may produce lower accuracy.

A number of recent studies focus on developing map-matching and path inference
algorithms for sparse FCD [8, 9, 10, 11]. These algorithms are described in paper
II. Three methods are selected to be discussed and implemented for comparison
purposes; WSPA by Zheng et al. [8], ST-matching by Lou et al. [9], and EMM by
She et al. [10].
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1.2 Objectives
The objective of the thesis is to develop models that transform raw sparse GPS
data to a usable format for tra!c applications. One of the main applications of the
data is travel time estimation. For travel time estimation from a pair of consecutive
GPS points, two elements are required: the observed time di"erence and the street
trajectory. The time di"erence of the two points can be directly calculated from
the observed time gap by taking the di"erence between the two timestamps. The
street trajectory, on the other hand, should be determined with respect to the
corresponding road network. Identifying a trajectory can be easy if the two points
are close (in time and space). Otherwise, more complicated methods are required
to find the most likely trajectory.

The goal of the thesis is to find the second element, the trajectory, which is
unobserved. The method should be able to handle sparse FCD where the gaps
between points are relatively large (1-3 minutes).

1.3 Challenges
GPS measurement errors. The GPS measurement involves errors. Di"erence
sources degrade GPS operation [12]: Space weather (the solar radio burst noise
or scattering the GPS signal in ionospheric irregularities) is a natural source of
interference; Man-made electromagnetic devices can also jam GPS signals; GPS
radio signals can reflect o" neighboring building, canyon walls, etc. (urban canyon
e"ect). The e"ect delays the GPS signal and causes inaccuracy. Because of the
error, it is unclear in many cases to which link of the network the reported location
belongs.

Absence of speed and heading. Many of the GPS units that are used for tra!c
data collection, have been installed for fleet management applications, for example
dispatching. Often, dispatching systems have been deployed and working for sev-
eral years. Hence, they are usually outdated and by design, they are selective in
reporting probe data due to data transfer bandwidth limitations. Therefore, they
transfer only the fields that are necessary for the system to function. Geo-location
data together with timestamp are always among basic and required fields. Instan-
taneous speed and heading are dropped in many cases. Hence, a map-matching
method should be designed to rely on limited data.

Sparsity in time and space. Because of bandwidth limits and also to lower the
data transfer costs, such data collection systems transmit data in rather infrequent
intervals. The gap varies between 30 seconds to 1 or 2 minutes, or even more. The
reporting frequency is usually adjusted, depending on the status of vehicles (for
example in case of a taxi, the status can be hired or free) and also other factors
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such as distance traveled or the speed of vehicle. That requires the map-matching
method to process data with gaps varying from a few seconds up to 3 minutes.

A trajectory found for data with large time gaps is not always reliable for travel
time estimation. For example, for a 3-minute gap, a vehicle could have been stopped
for 2 minutes for some reasons and then traveled the remaining 1 minute, or it could
have been taking a detour during the 3 minutes. This uncertainty can be taken
into account by developing a confidence measure for each trajectory, that shows
how certain the map-matcher is about a trajectory. Therefore, the larger the gap
is, the less reliable the result is, except when the gap is large both in time and
space.

Network errors. Another challenge is the errors involved in the digital road
network representation. Di"erent entities provide digital road networks today:
proprietary ones developed and distributed by companies, maps provided by city
authorities, and open source networks such as OpenStreetMap1 (OSM) created
and maintained by crowd sourcing. Road works and disruptions on the roads are
inevitable, therefore, digital maps always di"er from reality. Updating maps is ex-
pensive, hence private companies and city authorities usually update their network
every few years. The crowd-based networks on the other hand are updated on a
daily basis (micro-updates).

The following is a list of common errors in digital road networks (in map-matching
context):

1. Missing streets: when the digital map has no equivalent link for an existing
street.

2. Non-existing links: when a link in the digital map has no equivalent street in
reality.

3. Incorrect attributes: for example incorrect speed limit of 100 kph for a street
with real speed limit of 30 kph (static tra!c-related attributes of the links,
such as speed limit, are considered here as part of the network definition).

4. Invalid values: where the value is unavailable (null values) or is out of a valid
range.

5. Incorrect directions: if the direction of a link is incorrect, or it is a two-way
while is should be a one-way, etc.

6. Dislocation errors: when e.g. a link’s geometry deviates from the real location
of the street. This could be because of measurement errors.

1www.openstreetmap.org
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7. Two-way street errors: two-way streets sometimes are represented by a single
bi-directional link that is placed at the divider line of the road, while to be
accurate, it should be designed as two separate links, each positioned at the
center of each direction.

Network errors can severely a"ect the quality of map-matching. Some of the
errors are easier to be detected and fixed (error types 3 and 4). Errors of type 1
may be detected with the help of FCD. The error type 2 is challenging for automated
detection. The error type 7 is a systematic error that can be fixed by shifting the
location of links laterally toward the center line of each direction. This can be
done automatically to some extent. More about the network error identification is
discussed in Section 2.2).

Low penetration rate (the ratio of the number of probe vehicles to the total
number of vehicles in the network) can be also considered as one of the limitations,
not for path inference, but for travel time estimation from map-matched data.

1.4 Problem statement
In order to define the problem we need to define the following components:

A digital road network is a graph G < V, E > where V is a set of vertices
and E is a set of edges. Each edge has the following attributes: endpoint vertices,
mid-points, length, bearing of endpoint vertices, etc. In addition to the geometry
attributes, a DRN has tra!c related attributes such as maneuvering restrictions
(that identify the tra!c prohibitions from one link to another), speed limit, tra!c
light information, number of lanes, functional class, etc.

A GPS datum consists of: (a) latitude (the north-south position of a point on
the Earth’s surface), (b) longitude (the east-west position of a point on the Earth’s
surface), (c) altitude (or elevation), (d) timestamp, (e) instantaneous speed, and
(f) bearing (the angle between moving direction of the device and a north-south
line). In a 2D operating mode, a two-dimensional point includes only horizontal
coordinates (no GPS elevation). A GPS location reported by a probe vehicle is
also called GPS probe. A sequence of probes from the same vehicle is denoted by
P = p1, p2, . . . , pt!1.

A true path is a sequence of links that represents the actual path taken by the
vehicle while generating the observations P. It is denoted by T and is unobserved
in the context of map-matching (except for ground truth data).

A GPS trajectory is a sequence of straight line segments, so that each line
segment connects two consecutive GPS locations.
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The problem is defined as: finding the most likely sequence of links (!opt) for a
given sequence of observations P and a digital road network G:

!opt = arg max
!

P(! = T |P, G) (1.1)

where P(! = T |P, G) is the probability of path ! being the true path given P and
G.

1.5 Methodology

In order to find the most likely trajectory !opt, a two-step method is proposed: first,
the projection point(s) of each GPS probe on the network link(s) is determined,
then, the most likely trajectory !opt is selected from all possible trajectories passing
through the matched points (i.e. !1, !2, ..., !n). For the rest of the document, the
first step is called map-matching and denoted by M() and the second path
inference, denoted by I().

!opt = I(M(P, G), G) (1.2)

Map-matching
Map-matching identifies a set of candidate links in the vicinity of each GPS probe
and finds a matched point along each of the candidate links. The map-matching
function M() returns a set of matched points Q:

Q = M(P, G) (1.3)

The following example helps defining q. In Figure 1.2 the probe p has three
neighboring directed links. Let x1, x2, and x3 be the projection points of p on links
1, 2, and 3 respectively. o1, o2, and o3 are the o"sets for x1, x2, and x3 respectively;
which are the distances between a the point and the beginning of the corresponding
link. di is the Euclidean distance between xi and p. q in this example is {xi, oi, di},
where i ! {1, 2, 3}. Therefore, for a sequence of probes P = {p1, p2, . . . , pt!1}, Q is
denoted by the set {q1, q2, . . . , qt!1}.

Eliminating redundant candidate links Two candidates are redundant when
selecting either of them gives exactly the same inferred path and street distance
between the matched points. For example, if two candidate links are connected by
a node with degree of 2 (i.e. the node only connects the two links), the links are
redundant and only one of them is su!cient to be in the candidate link set of the
corresponding probe.
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Figure 1.2: An example of a probe projected on 3 neighboring links.

Path inference
Path inference finds the most likely path for a given sequence of candidate map-
matched points Q and corresponding road network G:

!opt = I(Q, G) (1.4)

!opt denotes the optimum path and I() is the path inference function.

Path inference consists of three steps:

• connecting candidate matched points with shortest paths

• building the candidate graph

• finding the most likely path in the candidate graph.

Connecting candidate matched points with shortest paths
The aim of this step is to find the street trajectory that connects every pair of
consecutive matched points. For example if one probe has n matched points and
the next probe that has m matched points in total (at most) n"m trajectories can
be found.

The probability of a vehicle taking the shortest path between two close probes
(just a few seconds or minutes far apart) is high. This assumption originates from
the fact that the majority of the vehicles on streets are heading directly toward
their destination, minimizing travel time, fuel consumption, and vehicle deprecia-
tion rather than circling around. Based on that, it is reasonable to assume that
probing vehicles follow the shortest path between two consecutive probes. With
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that assumption, the problem of finding candidate trajectory becomes a shortest
path finding problem.

The shortest path problem has been studied thoroughly in the literature. One of
the most common methods is a variation of Dijkstra’s algorithm, called A*. The
A* algorithm [13] finds the shortest path between two points without necessarily
visiting all nodes of the network. The method incorporates a cost for each path
and the path with the minimum cost will be expanded iteratively until it reaches
the destination point. The cost function is the summation of the estimated travel
cost g(o, x) and a heuristic cost function h(x, d). Each link has a generalized cost
and g(o, x) is the total cost of traveling from origin (o) to the current location (x),
and is defined, for example, as:

g(o, x) =
!

l"links(o,x)
tte(l) + c1 " signals(o, x) + c2 " turns(o, x) (1.5)

where signals(o, x) and turns(o, x) are number of tra!c lights and left turns respec-
tively. c1 and c2 are delay penalties for each tra!c light and left turn respectively.
tte(l) is the expected travel time on link l. The heuristic component is an estimation
of the cost of going from the current location to the destination (d). The heuristic
function can be defined as:

h(x, d) = dist(x, d)
vff (x, d) (1.6)

where h(x, d) is the estimated travel time from x to d along a (virtual) direct line.
dist(x, d) is Euclidean distance between x and d, and vff (x, d) is the free flow
speed in the area that surrounds x and d. A map-matched trajectory is a path
that connects matched points of observations together preserving their order, and
denoted by ! = p1 " p2 . . . " pt!1, where pi " pj means a path segment connecting
the probe pi to the probe pj .

Building the candidate graph
The results of connecting all candidate matched points via shortest paths define a
graph as Figure 1.3 illustrates. A node in the graph represents the corresponding
projection of a probe to a candidate map-matched link. An edge in this graph
represents the shortest path that connects two candidate links.

Finding the most likely path
For a given (candidate) origin-destination pair (Oi, Dj) in the candidate graph, it
is reasonable to assume that the driver follows the shortest path according to some
generalized cost (e.g. Equation 1.5). Therefore, a shortest path is identified for
each possible OD pair (a total of 3 " 3 = 9 paths in Figure 1.3). These paths
define the set of reasonable paths that the vehicle may have followed corresponding
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Figure 1.3: A candidate graph of a number of probes {t1, t2, ..., tn!1, tn}.

to the original sequence of probes p1, p2, ..., pn. The reasonable paths can now be
ranked based on global criteria (in the sense that no assumption about link additive
properties is required) and the available information. For example:

• Overall shortest path according to the generalized cost criteria.
Based on travel time, cost (e.g. if congestion pricing is available), and distance
considerations, a route choice model can be employed to identify the most
likely path. Both probabilistic (e.g. discrete choice) and deterministic models
can be used. For the purpose of this research the following choice model is
considered. Let ti and di be the travel time and distance of path alternative
i. Let tmin be the least time path, and S the set of paths with travel time
within a threshold # from the minimum time path:

S = {i : ti # tmin ! #} (1.7)

The most likely path, i#, is selected from the set S as the one with the
minimum distance:

i# = {j : dj = min di, i ! S} (1.8)

• Global space consistency. For example, the ratio of the length of the path
to the length of the GPS trajectory (which is the path defined by the straight
lines connecting consecutive probes) or the Fréchet distance between the two
paths can be used for the ranking of the reasonable paths (Figure 1.4).

• Global temporal consistency. For example, the ratio of the expected
travel time on the identified path to the actual travel time (as measured by
tn # t1) can be used to identify the best path in the set of reasonable paths.
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Figure 1.4: The trace of GPS points, the GPS trajectory, and the street trajectory.

1.6 Application and Results

Experimental design
In order to evaluate the accuracy of the method, ground truth data has been col-
lected. An instrumented vehicle collected its geo-location and distance traveled
every second from a number of trips in Stockholm city. The GPS receiver is BU-
353 SiRF III from GlobalSat.

To evaluate the method against the collected data with di"erent sampling fre-
quencies, samples are drawn for 6 di"erent time gaps. The gaps were generated ran-
domly from a Normal distribution with µ ! {10, 30, 60, 90, 120, 180} and $ = 1.5$

µ.
Figure 1.5 depicts four examples of the generated samples.

Evaluation criteria
Two criteria were used to evaluate the method:

• the ratio of correctly identified links

rtp = %(identified % true)
%(true) (1.9)

• the ratio of incorrectly identified links

rfp = %(identified # true)
%(true) (1.10)

where identified is the set of links identified by the path inference algorithm, true
the set of links in the actual path, and %(x) the total length of the links in set x. rtp



1.6. APPLICATION AND RESULTS 13

18.055 18.06 18.065 18.07 18.075

59.335

59.34

59.345

59.35

gap = 15 sec gap = 30 sec

gap = 1 min gap = 2 min

10 sec10 sec

Figure 1.5: Examples of sample data with di"erent gaps selected randomly from a
set of frequent data.

is the percentage of true-positive or correctly identified links. rfp is the percentage
of false-positive or incorrectly inferred links. One can consider the number of links
as opposed to the length of the links.

Results

The sample data is used to calibrate and evaluate the performance of the pro-
posed method, referred to as SPT (shortest path in time). Three other methods,
WSPA [8], ST-matching [9], and EMM [10] are also implemented, calibrated, and
evaluated with the same data for comparison purposes.
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Figure 1.6: Performance of the
proposed method in terms of
rtp and rfp for di"erent fre-
quencies of sampling.

Accuracy of the method
The results shown in Figure 1.6 indicate good overall performance for the proposed
method. rtp is about 94% while rfp stays close to zero. The accuracy slightly
decreases for larger gaps.

Runtime performance of the method
The implementation of the SPT method can handle 50 probes per second (or 3000
probes per minute). That means a single instance of the software can handle, in
real-time, up to 3000 vehicles reporting their location (on average) once per minute.

Comparison with other methods
The accuracy of the SPT method is compared with the accuracy of three methods:
the WSPA method [8], the ST-matching method [9], and the EMM method [10].
These three methods are described in paper II in detail.

The results shown in Figure 1.7 suggest that, in terms of rtp, the proposed method
performs better than WSPA for gaps up to 60. For larger gaps, the level of accuracy
of the two methods are almost identical. Based on rfp, the proposed method always
introduces less false positive error.

The EMM method returns high values for both rtp and rfp meaning that it detects
many true links and at the same time many irrelevant links. This happens when
a method selects in many cases the opposite direction of the true link, therefore,
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the algorithm has to connects the points e.g. by taking detours, which results in
introducing many irrelevant links, i.e. high rfp.

Figure 1.7: Comparing the accuracy of the four methods against various sampling
frequencies.





Chapter 2

The iMobility Lab

2.1 Introduction

The path inference developed in this thesis is a part of a bigger picture, which is
the development of an intelligent transport system (ITS) laboratory. It aims at
providing the required infrastructure and information technologies for conducting
research on transportation problems. That involves tra!c data collection, filtering
and data mining, organizing the data for future retrieval, simulations and modeling,
and providing services for various types of users. This section introduces the ITS lab
at KTH, called iMobility Lab, and the contribution of this thesis in the development
of the Lab. Figure 2.1 summarizes the lab and its interactions with the environment.

Data infrastructure
Data infrastructure refers to technologies that are already in place and used for data
collection. The lab takes advantage of the data, but installation and maintenance
of the data collection infrastructure is out of scope of the lab. However, the research
in the lab can result into more e"ective data collection methods. As an example,
a study has shown the impact of sampling by time and distance on travel time
estimation of floating car data [14].

The lab works with various types of tra!c and tra!c-related data: floating car
data; counts and speeds from radar sensors; incident, accident, road work data;
travel time information from cameras; and weather data.

The main source of FCD is a fleet of more than 1500 taxis operating in the
Stockholm area. Each vehicle reports its GPS position, vehicle id, occupancy status
(hired or free) and timestamp at certain intervals.

17
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Figure 2.1: The ITS lab’s infrastructures and applications

Flow and speed data collected by the Motorway Control System (MCS) in Stock-
holm is another source of tra!c data. The MCS uses a number of microwave sensors
placed on a number of highway links in the network to collect the number of passing
vehicles and the average speed per lane aggregated in 1-minute intervals. Thus, ev-
ery record consists of: detector id, timestamp, mean vehicle flow, and mean speed
in the corresponding interval.

Another data source provides the road data which includes accident information,
road works, etc. it consists of timestamp, location, and estimated duration of the
event.

Automatic number plate recognition (ANPR) based on video processing is used
not only by the congestion pricing system, but also by the city to collect travel
time data on more than 100 selected routes. The system is deployed to support
the development of real-time travel time information for major arterials in the
Stockholm downtown area. A travel time observation is obtained from the di"erence
between the time stamps of a vehicle passing two cameras. Each travel time record
consists of a route id, a passage time, and time stamps for the detections by the
two cameras. Figure 2.2 depicts the routes and location of cameras in Stockholm
inner city.

Stockholm introduced a congestion charging system with a tax that varies by time
of day. The system is based on number plate recognition through video technology.
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Figure 2.2: The routes and cameras for measurements of travel-times in the city of
Stockholm 2009-2013 (source: Swedish Tra!c Road Administration).
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It provides data on flows by time of day. Figure 2.3 shows the 18 detection stations,
strategically located at entry points to the inner city.

Figure 2.3: The detection stations located at entry points to the inner city of
Stockholm (source: Eliasson et al. [15])

Buses are equipped with an automatic vehicle location (AVL) system that mon-
itors the performance of the system and broadcasts related information (including
for example, how buses are running relative to the schedule).

Swedish Road Weather Information System (RWiS). consists of more than 700
weather stations located around the country, several in the Stockholm area (Figure
2.4). Each weather station measures wind speed and direction, air and road surface
temperature, air humidity and precipitation.
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Other tra!c data, typical of legacy systems, are also available, such as counts and
speeds from loop detectors. The lab receives the FCD, MCS, ANPR, and incident
data in real-time.

N

Weather Station

Figure 2.4: The map of weather stations in Stockholm (source: gis.vv.se/iov).



22 CHAPTER 2. THE IMOBILITY LAB

Computing infrastructure
Integration and processing of the tra!c data from diverse sources requires a com-
puting platform that is scalable and flexible to support the diverse needs of the
various applications (ranging from real-time monitoring and control to archiving
and long-term planning), and facilitates development and implementation. The
computing platform should be able to handle data streams from all relevant sources
(motorways, urban streets, tunnels, transit, rail, weather, environmental sensors,
etc) and associated databases.

For the last 5 years clock speed of microprocessors has stopped advancing. In-
stead, CPU core count is increasing at the same rate as clock speed used to increase.
That means Moore’s law (the number of transistors on integrated circuits doubles
approximately every two years) is now achieved by increasing the number of cores.
Therefore, parallel and distributed computing is a way to take advantage of today’s
hardware and process huge volume of data. Parallel processing and concurrency
has always been a challenge for programmers because of non-determinism caused
by concurrent modules accessing shared objects.

On the other hand, applications that demand concurrent processing, particularly
on-line social networks, are now more and more common. That resulted in paying a
lot of attention to frameworks and languages that provide distributed and parallel
computing. Stream processing is a computing paradigm that has the potential
to satisfy the demand. The main requirements of (real-time) stream processing
include: keeping the data moving, having SQL capability on streams, handling
stream imperfections, predictable outcome, high availability, stored and streamed
data handling, distribution and scalability [16]. Hadoop1 and IBM InfoSphere2

are two examples of stream processing frameworks that have been examined in
iMobility Lab.

IBM’s stream processing framework, InfoSphere Streams, can filter, analyze, and
perform di"erent tasks on streams of data in real-time. A case study at IBM Wat-
son Lab developed a set of InfoSphere’s operators for GPS data [17]. It performs
di"erent tasks such as data cleaning, matching to a map, etc. Figure 2.5 shows
a data-flow graph that consists of a set of operators connected by streams. Each
operator implements data stream analytics. The operators communicate with each
other via their input and output ports. InfoSphere framework manages the exe-
cution of the graph of operators and can automatically scale up to multiple CPU
cores and scale out over a network of machines if it is needed.

1http://hadoop.apache.org
2http://www.ibm.com/software/data/infosphere/streams

http://hadoop.apache.org
http://www.ibm.com/software/data/infosphere/streams
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In addition to frameworks, languages that support functional programing, e.g.
Scala, Ruby, etc., are also common in order to implement concurrent distributed
applications.

Figure 2.5: A graph of operators representing a sample stream processing applica-
tion used to analyze Stockholm taxi FCD.

Information infrastructure
The amount of tra!c data collected over years can be huge. Hence, data manage-
ment and organization are critical. The data is usually stored in databases with
proper indexing to facilitate record retrieval. Data cleaning is needed to detect
and remove duplications and outliers. Tra!c processes of the infrastructure in-
clude: travel time estimation and prediction, tra!c simulations, emission models,
etc. Examples of the tra!c processes developed in the lab are path inference and
two travel time estimation methods: a nonparametric high-throughput method (ex-
plained in Section 2.2), and a probabilistic method [18]. Map-matching and path
inference are two essential pre-processing units in case of FCD processing.

Application and services
The vision for the Lab is to facilitate a number of applications spanning operations,
evaluation, and monitoring and control of transport systems. Examples include:
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Information generation and trip planning. The information can support a
number of applications at higher levels of precision than is currently available:

• door-to-door multi-modal trip planning

• tra!c information for fleet management

Information about the reliability of the various alternative modes can also be in-
cluded.

Testing and evaluation. Wide range of new technologies, systems, and concepts
can be tested and evaluated for traveler information services, advanced transporta-
tion and fleet management, inter-modal services/facilities from an operational point
of view, and demand management concepts (for example, new congestion pricing
strategies), etc.

Reporting and performance monitoring. The Lab, organized in the way
discussed here, can also help the monitoring of the system performance over time by
generating high level information appropriate for policy makers. For example, the
data collected can be used to estimate aggregate congestion performance measures
and help publish related reports for the region.

Travel time variability and other measures of system performance. Travel
times and travel time variability are important measures of quality related to the
mobility of the transport system in urban areas.

Archived data for planning and evaluation. The lab can serve as the reposi-
tory of tra!c and transportation related data, properly archived. Archived informa-
tion is also useful to identify trends, changes in patterns, and point to problematic
areas, e.g. bottlenecks, etc.

Visualization Visualization has an important role in the Lab. Tra!c data of-
ten includes geographical locations and it is always helpful to visualize such data
on a map and annotate streets based on some tra!c attributes. In this regard, a
tool, called MapViz, was developed [19]. MapViz is a web-based framework that
facilitates visualization of geographical and tra!c data through a flexible and ex-
tensible architecture. Extensibility is of major focus in this framework so that
various sources of data such as FCD, public transportation, etc can be fed to the
framework and be visualized on city maps. Figure 2.6 shows a snapshot of the web
interface of MapViz.
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Figure 2.6: A snapshot of MapViz web UI. The dots represent taxis and the colorful
line segments are the trail of them while moving in the network.

2.2 Applications

Travel time estimation

This section introduces a nonparametric method for estimating link travel time
from GPS probes. Figure 2.7 illustrates an example of a corridor consist of 6 links
(%1, ..., %6) and a number of matched observations. The horizontal line segments
represent pairs of matched observations (S).

Two consecutive probes from a vehicle provides the actual travel time ts, which is
the di"erence between the reported timestamps of the two consecutive probes of s,
(ts = tpi # tpi!1). Map-matching provides the o"set of each probe on the links and
the sequence of links connecting consecutive probes. That means the total traveled
distance between the two probes (ds) and the distance on each link % between the
two probes (ds!) is computed. The travel time estimation problem is defined as
follows:
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Figure 2.7: A corridor with a number of links (%1, ..., %6) and a few matched obser-
vations.

Given a set of map-matched paired probes S = {s1, s2, ..., sn}, and the links of
the digital road network (E), find the average (µ") and variance ($2

" ) travel time
per link. The estimation method is divided into two steps:

• allocating the observed travel time to link travel-times.

• taking a weighted average of travel-times per link.

Allocating the travel time. The path connecting two consecutive probes covers
one or more links (whole or in part). Therefore, the observed travel time between
the two probes has to be divided and assigned to each link. The portion of the
observed travel time to be assigned to a link depends on the ratio of free flow travel
time of the link to the total free flow travel time of the segment (or the best available
estimate of the travel time).

Assume a map-matched observation s covers a number of links L1, ..., Lm. {%1, ...
%m} denotes the parts of the links that are overlapped by s (Figure. 2.8). Therefore,
0 < length(%i) & length(Li) and

m"
i=1

length(%i) is the street distance of s. The free-
flow travel time of % is given by:

f" = length(%)
h"

(2.1)
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where h" is the speed limit of the link. The observed travel time (t") can be
calculated using the ratios given by f" as:

t" = ts

fs
f" (2.2)

fs =
!

i"{"1,...,"m}

f"i (2.3)

where fs is the free-flow travel time of s. This calculation is repeated for all obser-
vations to create the collection of the travel-times per link.

Figure 2.8: Travel time estimation, step 1: allocating the travel time

Weighted average. The mean travel time of link L is then estimated by taking
the weighted average over all related observations, i.e. S = {s1, .., sn}. The obser-
vations can belong to di"erent vehicles. The weight for a pair of (observation, link)
or (s, L) is the ratio of the length of the overlapping segment to the length of the
link:

ws,L = length(s, L)
length(L) (2.4)

The weights for several observations are then used to calculate the weighted mean
travel time of link L:

µL =

"
i"S

wi,L · ti,L

"
i"S

wi,L
(2.5)
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Figure 2.9: Comparison of the estimated travel time on Birgerjarlsgatan street by
the three methods.

where ti,L is observed travel time by observation i on link L (calculated by Equation
2.2). The weighted variance of travel time for link L can be computed as:

s2
L =

"
i"S

wi,L(ti,L # µL)2

(N!1)
"
i"S

wi,L

N

(2.6)

where N is the number of observations for link L.

The proposed travel time estimation method is compared to two other method
also developed at iMobility Lab in a case study on southbound of Birgerjarlsgatan
street (one of the major corridors in Stockholm inner city). The two other methods
are the arterial model developed by Erik Jenelius et al.[18] and the mixture model
by Evanthia Kazagli et al.[20, 21]. Figure 2.9 illustrates the results from the three
methods.

Automated map error identification
FCD can be used to identify map errors (semi-) automatically and continuously.
Road networks are subject to change. Their geometry and tra!c related attributes,
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11

22

33 Figure 2.10: Map error detection using
FCD.

such as speed limit, direction of the tra!c, maneuvering restrictions, etc. may
change over time. Digital road networks can have di"erent errors or inconsistencies
compared to real road networks (refer to the discussion in Section 1.3). iMobility
Lab developed a method that detects network errors automatically by processing
sparse FCD (other methods, e.g. [22], require frequent FCD). The example in
Figure 2.10 illustrates how the method works. In this example, the path inference
algorithm can successfully connect the first probe to the second probe, but it cannot
connect the second one to the third one given network and travel time constraints.
It fails because the digital road network is inconsistent with the real road network.
The street (denoted by dash line) is in reality a two-way street but it is defined
as a one-way street in the digital network. In order to detect this kind of errors,
one can run the path inference algorithm for a large historical data against the city
network and let the algorithm report frequent problematic locations. Then one
needs to check the reported locations manually to determine the network errors.
The path inference method can also report cases in which probes are reported but
in an empty space, i.e. the probes are o" the digital road network. An example of
this case is shown in Figure 2.11. The real road network has changed in this picture
because of the road construction. That means vehicles are moving in temporary
roads that are undefined in the digital road map. Hence, the probes appear o" the
road. The path inference detects and reports these cases.

2.3 Software architecture
The need for having a well-defined Software architecture originates from the fact
that software systems grow quickly as more and more modules are created over
time. Organizing and maintaining such big pool of modules after a while becomes
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Figure 2.11: Norra Länken, Stockholm. The road network has changed because of
road constructions, but the changes are not reflected in the digital road network.

cumbersome. Multi-layer architectures are common practice [23]. In a layered ar-
chitecture, components of each layer access the components in the next lower layer.
In technical terms, each layer has dependency to the layer below. The well-known
3-layer architecture consists of the data source, domain logic, and presentation logic
layers. The data source is the lowest layer and the presentation logic is the top-most
layer. The domain logic can itself be divided into multiple layers. For example, it
can involve core processes and on top of that a service layer (Figure 2.12).

The data source layer, also called persistent layer, is responsible for storing
and retrieving data to/from hard disks. This layer is equivalent to the computing
infrastructure block in the ITS Lab’s infrastructure diagram (Figure 2.1). Database
management systems (DBMSs) and file systems are the most common components
of the data source layer. Storing data in files is more suitable for sequential process-
ing purposes. DBMSs, on the other hand, provide fast search and random access
to individual entries using indexing mechanisms and unique keys. Since tra!c data
are usually associated with a geo-location, search and filtering based on location
is necessary. Many commercial and free DBMSs support geo-spatial indexing and
searching by providing GIS plug-ins. Indexing is a software mechanism that helps
retrieving data quickly without going through all records of data. Indexing is usu-
ally involves creating a tree, known as index tree. Section 2.4 explains more detail
about geo-indexing.

This layer stores data from a wide range of categories. Sensory data in its raw
format (after basic filtering, e.g. removing duplications) are stored for further
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Figure 2.12: The 3-layer software architecture

processes. Intermediate results of the core processes are sometimes temporarily
stored on disks. The final output of the system is also stored to be used by end
users and services by request. Log files or log tables keep track of every step of
the processes and are useful for monitoring and debugging purposes. User profiles,
settings, access rights, etc. is also stored in the persistence layer. This layer includes
the following components:

• Sensor DB: tables that store di"erent types of sensor data collected from
the city, including mobile sensors (FCD), stationary sensors (from radars,
cameras, and weather stations), and disruptions (incidents and road works).

• Tra!c DB: tables that store the results of the tra!c estimations and pro-
cesses.

• GIS DB: stores the digital road network, maneuvering restrictions, etc.

• User DB: stores information about the users and their access right to various
parts of the system.

• Feed readers: are client programs that read data feeds from external sources,
for example from the tra!c control systems or weather system.
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• Log files: files that store di"erent log files. Any component in di"erent layers
may have logging requirements and the log files are centralized here.

• Data Access Objects (DAO): is a library of objects that are responsible for
read/write from/to the tables and files. These objects can be used by com-
ponents in di"erent layers to access the data. The only component that has
direct access to the database is DAO, the rest must access the data via meth-
ods provided by DAO.

The domain logic layer, also referred to as business logic, performs what the
software needs to do in the business domain, in this case tra!c. It involves pro-
cessing input and stored data, validation of the data, etc. Tra!c simulation, travel
time estimation, path inference, tra!c prediction, data filtering and mining, and
journey planning take place in the domain logic layer. The domain layer consists of
core processes and services, that are equivalent to information infrastructure and
applications and services layer of the ITS Lab diagram (Figure 2.1) respectively. A
brief description of the components in this layer is as follows:

• Map Server: loads digital road networks, handles indexing, finds geometrical
objects in the vicinity of another object, calculates distances between entities
on the map, and serves many other functionalities regarding the digital road
network. Any other component in this layer or the layers above that want to
use the road network has to work with the Map Server component.

• Path Inference: is responsible for map-matching and path inference of FCD
data. This component reads raw FCD from the Sensor DB or the Feed Read-
ers, performs path inference and writes the results into the Tra!c DB or any
other component that is registered as a listener of path inference results. In
observer design pattern [23] a subject (in this case the Path Inference compo-
nent) notifies all its listeners (i.e. any other component that is interested in
path inference results, e.g. on-line travel time estimator) automatically.

• FCD Travel-time Estimator: estimates travel time of links by processing path
inference results. This component works in both o"-line and on-line modes.
The o"-line mode processes the historical data and the on-line mode processes
the stream of data from the Path Inference component. This component
contains di"erent travel time estimation models (e.g. the non-parametric
model described in Section 2.2 and the arterial model [18]).

• ANPR Process: handles ANPR data cleaning, filtering, outliers detection,
and travel time estimation from ANPR data.

• MCS Process: handles MCS data cleaning, filtering, and travel time estima-
tion from MCS data.



2.3. SOFTWARE ARCHITECTURE 33

• (Time-dependent) Travel-time Profile: aggregates travel time information cal-
culated from various types of sensors to answer questions such as travel time
from an origin to a destination at a certain time of day and day of week
taking into account tra!c disruptions. This component reads the tra!c in-
formation from the Tra!c DB and the incident/roadworks from the Sensor
DB (all via DAO). Path Inferecne, FCD Travel-time Estimator, and Jour-
ney Planner modules work with Travel-time Profile module in order to access
time-dependent travel time of network links.

• Journey Planner: is the core component of journey planning. It finds the
shortest paths (in time or distance) between origin-destination pairs. The aim
of this component is to provide multi-modal journey planning. Journey Plan-
ner works with Travel-Time Profile to utilize time-dependent travel-times.

• Visualization Services: provides services that can be used to visualize various
types of tra!c information. In another words, it prepares the tra!c informa-
tion in a format that can be visualized. Components of the higher level have
to communicate with this module if they want to visualize the data in any
ways.

• Travel-time Services: is a facade object for all travel time related services (a
facade is a component that provides a simplified interface to a larger body
of the system [23]). Other modules and external clients call methods of this
service to retrieve travel time information. This component is the only entity
that invokes the core travel time modules directly.

• Journey Planner Services: is a facade object for journey planning. It works
directly with the core component of Journey Planner and with the Travel-time
services.

Any external clients (applications) or upper-level components has to work with
service modules as opposed to working with the core components directly.

The presentation logic layer is an interface for the services the system provides
to other systems, users, and client programs. This can be a command-line, a rich-
client graphics UI, a mobile app, or an HTML-based browser UI. The responsibilities
of this layer are to present information to the user and to translate user commands
to service invocations. The command line UI of map-matcher and the visualization
tool of Mapviz are concrete examples of the components that belong to this layer.
This software architecture layer fits in the applications and services layer of the ITS
Lab diagram (Figure 2.1). The modules of this layer are as follows:

• Rich clients: are desktop programs that allows users to work with the di"erent
services, from tra!c information visualization to reports and demos.
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• HTML-based Clients: provide access to the system via web. Mapviz is an
example of this type of clients that provides a user interface for the journey
planner, shows color-coded city maps with respect to travel time of links, and
demonstrates real-time FCD tracking [19].

• Mobile Apps: are applications that run on smart phones and work with the
lab’s services via Internet.

Control flow

Performing even a simple task in such a modular system requires a few components
interacting with each other. The components interaction is usually described using
a control flow diagrams. This section provides two examples of primary flow of data
and control in the iMobility Lab. The goal is to give an insight of how di"erent
components interact with each other to realize some goals. The complete list of the
control flow is out of scope of this thesis.

Feed readers interaction

Tra!c data are usually collected by authorities, private companies, or crowd sourc-
ing in a city. The raw data are typically dispatched to consumers using di"erent
techniques. Pushing and polling are two common data transfer techniques. In the
pushing method, the data provider (or publisher) initiates the request for the trans-
action. In contrast, in the polling method the data consumer (or client) establishes
a connection to the data provider (called server in this case). Long polling is a
variation of the polling method that emulates the push method. A client requests
the server in a similar way to normal polling. The server holds the requests until
the data is available for response. Figure 2.13 illustrates the interaction between a
feed reader and a data provider in the long polling method.

Path inference interaction

The path inference task requires that a number of components work together. It
requires also a digital road network which is provided by the map server component.
It needs to know where to read the raw FCD data (source) and where to send the
results (sink). This requires working with data access objects (DAO) and consumers
of the path inference output. For example, a sink for the path inference results can
be a travel time estimator or a visual tracker. Figure 2.14 depicts the interaction
of the components for the path inference.
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Figure 2.13: Sequence of interactions between objects that realize data transmission
in a long polling method together with storing and dispatching.

2.4 Network graphs and spatial indexing

Digital road networks

One of the essential components of a tra!c lab that deals with real FCD is the
digital road network (DRN). Almost all tra!c related processes (previously men-
tioned in the software architecture) require access to the underlying DRN. Hence,
this component should be carefully designed in order to avoid other components
su"ering from its future changes. On the other hand, various formats of road net-
works are available; from commercial ones to free and open source ones. In order
to make the underlying DRN transparent from other components, adding a layer
of abstraction is necessary. Therefore, there will be an abstract DRN as a reference
and all components depend on it. A conversion mechanism is needed to read a
DRN and convert it to the abstract one. This also makes it possible to convert
from one DRN format to another using the abstract DRN as a mediator. Figure
2.15 illustrates the concept of abstract DRN. Network-dependent components only
depend on Network Graph, that means it is possible to switch between di"erent
representations of the digital road network without a"ecting the dependent com-
ponents. Each adapter knows how to load a network and convert it to the Network
Graph. The figure shows three sample adapters: NVDB (Swedish national digital
road network), OSM (Open Street Map) and Navteq.
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Figure 2.14: Interaction between components in order to execute a path inference
command.

Network graph

The graph representation of the road network contains information about the geom-
etry and connectivity of the network. Edges represent streets, and nodes represent
intersections. The network graph is a directed graph, therefore, each bi-directional
street is modeled by two links with opposite directions. A link has a number of
attributes such as:

1. unique ID

2. longitudes, a list of longitudes of the points defining the geometry of the link.

3. latitudes, a list of latitudes of the points defining the geometry of the link.

4. beginning node’s ID

5. end node’s ID

6. speed limit
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Figure 2.15: The abstraction of the digital road network.

7. next links’ IDs: determines the possibility of navigating from a link to its
succeeding links. The links in the next links’ IDs are those to which a vehicle
maneuver from this link.

8. opposite link’s ID: the ID of the link that provides the opposite direction of
this link.

9. function class: holds a value between 1 and 5 and represents the throughput
of the road. 1 is the highest throughput (e.g. highways) and 5 is the lowest
one (e.g. side streets).

10. only bus/taxi lane flag: determines whether or not a link is a bus/taxi-only
lane.

11. tra!c light: is a flag that is true if the link ends with a tra!c light, and false
otherwise.

Merging and splitting links. One more consideration about the network is
dealing with long and short links. Digital road networks may contain links that
are a couple of kilometers long, and also links that are just one or two meters long.
Such extreme cases put unnecessary computation demand on the path inference
algorithm, and have side e"ects on travel time estimation as well [18]. Long links,
which occur on highways, can be split into shorter links, each a few hundred meters
long. Short links, on the other hand, can be merged to the neighboring links if the
geometry and network connectivity allows. That results in better path inference
performance (fewer number of candidate links) and better travel time estimation.
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Spatial 2D indexing
Large-scale networks have thousands of links and finding neighboring links around
a particular point can be slow. Spatial indexing helps decrease the order of the
process by creating a hierarchy of regions so that eventually a small number of
comparisons is needed to find the area in the vicinity of a given point or object.
A number of indexing methods are developed for multi-dimensional spaces. Some
of them are considered optimum for node or link insertion and deletion. As the
network used in path inference remains static -no node or link is being added or
removed during run-time- a simple spatial indexing method called Quad tree or
Q-tree [24] is implemented.

Geo-spatial plugins
Database management systems3 provide geo-spatial plugins that perform spatial
indexing and search. The advantage of using these products is that they are al-
ready implemented and tested by communities over years and thoroughly tested.
The disadvantage is that the map-matching program will have to heavily use the
database, and because database connections are normally slow -especially when
the database is running on a di"erent machine than the one running map-matching
program- the database becomes the bottleneck of performance.

The software developed for this thesis takes advantage of PostgreSQL and its
spatial plugin, PostGIS4. However, the map-matching software has its own built-in
indexing that makes it completely independent to the database.

Q-tree index
A Q-tree index is defined as follows: each (usually rectangular) region is divided into
4 subregions. Each subregion refers to the objects located in it. If the subregion still
contains large number of objects it is divided into 4 more subregions. The parent
region keeps pointers to its 4 children regions. This division continues recursively
until the subregions are small enough that hold a handful of objects. The subregions
in the lowest level are called leaves of the tree. Figure 2.16 shows leaves of a Q-tree
index for Stockholm city.

In order to search for links close to a probe, instead of computing the distance
between the point and thousands of links, one can first traverse the index tree from
the root node to find the leaf containing the probe location by a few comparisons.
Then all links in the leaf are examined by checking their perpendicular distance to
the point and the ones closer than a threshold are returned as the search results.

3For example: PostgreSQL (http://www.postgresql.org), MySQL (http://www.mysql.com),
Microsoft SQL Server (http://www.microsoft.com/sqlserver), and Oracle (http://www.oracle.
com/database)

4http://postgis.refractions.net

http://www.postgresql.org
http://www.mysql.com
http://www.microsoft.com/sqlserver
http://www.oracle.com/database
http://www.oracle.com/database
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Figure 2.16:
Leaves of a Q-
tree index for the
road network of
Stockholm city.
Darker cells refer
to more links.

Cell borderline problem. Links close to the point of interest but in a di"erent
cell than the point’s cell will be excluded in the search results. To overcome this
problem, as it is shown in Figure 2.17, each cell refers to not only the links inter-
secting the cells box, but also the links located inside a slightly bigger surrounding
area. In another words, adjacent cells overlap in terms of the links they are referring
to.

Figure 2.17: 9 cells representing leaves of a Q-tree index (a), and the network links
to which the middle cell refers (b).





Chapter 3

Contributions

The main contributions of the thesis are:

• developing a robust map-matching and path inference algorithm.

• establishing the iMobility Lab1: the infrastructure of an ITS Lab.

This thesis has also contributed to several projects and achievements:

• A fast (real-time) travel time estimation method (described in Section
2.2 )

• Advance travel time estimation: The thesis also contributed in devel-
opment of a probabilistic travel time estimation model by incorporating the
path inference method and processing GPS data to convert it into a format
usable for travel time estimation [18].

• Mobile Millennium Stockholm (MMS): The method developed in this
thesis enabled us to evaluate the path inference and the arterial model of
MMS by comparing the results from the two models. The MMS project is
initiated by Swedish Transport Administration and is a collaboration between
Tra!c Stockholm , UC Berkeley, KTH, Linköping University and Sweco. The
aim of the project is to assimilate the knowledge and experience gained from
the Mobile Millennium project at UC Berkeley and develop new methods for
data fusion in the context of ITS [25].

• Stream computing: The path inference component is designed with consid-
erations of stream processing requirements. That means the component can
be used as an operator in a graph of operators, which is common in stream
processing paradigm. The operator has a number of input and outputs. The
stream of input (GPS data) is processed by the operator and a stream of re-
sults (the inferred path) is sent out to other operators. The operator is stateful

1www.imobilitylab.se
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meaning that it keeps track of individual GPS sources (vehicles). Multiple
instances of the operator can be used in a graph of operators. In this case,
each path inference node operates on a subset of probes. In this way, path
inference process can scale up horizontally by adding more nodes. The idea
of designing the component as a stream processing operator originates from
a collaboration with IBM on stream computing needs for real-time tra!c
information [26].

• IBMs Smarter Planet award 2010. iMobility Lab was the recipient of IBM’s
Shared University Research Grant [27].

This thesis contributed to a number of publications:

• E. Jenelius, M. Rahmani, and H. N. Koutsopoulos, Travel Time Estimation
for Urban Road Networks Using Low Frequency GPS Probes, in Transport
Research Board TRB, 2012.

• A. Allström, J. Archer, A. M. Bayen, S. Blandin, J. Butler, D. Gundlegård,
H. Koutsopoulos, J. Lundgren, M. Rahmani, and O.-P. Tossavainen, Mobile
Millennium Stockholm, in 2nd International Conference on Models and Tech-
nologies for Intelligent Transportation Systems, 2011.

• A. Biem, E. Bouillet, H. Feng, A. Ranganathan, A. Riabov, O. Verscheure, H.
Koutsopoulos, and M. Rahmani, Real-Time Tra!c Information Management
using Stream Computing Need for Real-Time Tra!c Information, Bulletin of
the Technical Committee on Data Engineering, pp. 15, Jun-2010.

• Presentation at IEEE ITSC- Madeira 2010.

• Presentation at IEEE ITSC- Alaska 2012.

The main contributions are covered in more detail in the following papers.
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3.1 Paper I: Requirements and potential of GPS-based
floating car data for tra!c management: Stockholm
case study

(Published in 13th International IEEE Annual Conference on Intelligent Trans-
portation Systems, 2010)

This paper discusses the importance of opportunistic sensors and FCD in tra!c
and transportation applications. It introduces the building blocks of an ITS lab for
real-time tra!c data processing. It also presents the characteristics of the GPS data
from taxis in Stockholm, and shows some of the promising information extracted
from the data such as travel time variability for the Stockholm-Arlanda route.

The paper refers to another contribution of the thesis which is the organization
of data and infrastructure in the lab: developing methods to receive streams of data
in real-time from di"erent sources of tra!c data; implementing methods to filter,
archive and retrieve data.



44 CHAPTER 3. CONTRIBUTIONS

3.2 Paper II: Path inference of sparse GPS probes for
urban networks

(Submitted for publication in Transportation Research C, October 2012)

This paper introduces a map-matching and path inference method for sparse GPS
probes. The method is a shortest-path based method and extends existing methods
in the literature. The method performs better than other methods in several ways
mainly in terms of accuracy and runtime performance.

The paper also presents three other methods in this area and compares their
performance with the performance of the proposed method using a set of ground
truth data collected in Stockholm.



Chapter 4

Conclusion

The availability of floating car data and data from other emerging sensors facili-
tates a number of interesting applications related to tra!c monitoring and man-
agement. The thesis implemented the main components of an experimental ITS
laboratory designed to provide the functionality needed to support the use of such
data. The laboratory takes advantage of di"erent technologies such as stream com-
puting to provide computational resources needed for real-time processing of the
large amounts of data.

The thesis proposes a map-matching and path inference algorithm for sparse
GPS probes. The algorithm is designed for cases where minimum information
(latitude, longitude, and timestamp) is provided. Therefore, it is independent to
attributes such as heading, speed, and odometer, that normally is used by other
existing methods. The performance of the proposed method on data collected for
a case study in Stockholm indicates that the method is robust with respect to
various probing frequencies and performs favorably compared to methods recently
proposed in the literature. The method is used in both o"-line (for historical data)
and on-line (for real-time data) applications in iMobility Lab.

45





Bibliography

[1] C. Scott, “Improved GPS positioning for motor vehicles through map match-
ing,” in In proceddings of the Institute of Navigation (ION) annual conference,
pp. 1391–1400, 1994.

[2] C. E. White, D. Bernstein, and A. L. Kornhauser, “Some map matching al-
gorithms for personal navigation assistants,” Transportation Research Part C,
vol. 8, pp. 91–108, Dec. 2000.

[3] D. Bernstein and A. Kornhauser, “An Introduction to Map Matching for Per-
sonal Navigation Assistants,” Princeton University, New Jersey Transporta-
tion Information and Decision Engineering Center, 1996.

[4] M. Quddus, High integrity map matching algorithms for advanced transport
telematics applications. PhD thesis, Imperial College London, United King-
dom, 2006.

[5] D. Srinivasan, R. Cheu, and C. Tan, “Development of an improved ERP system
using GPS and AI techniques,” in Intelligent Transportation Systems, 2003.
Proceedings, vol. 1, pp. 554–559, IEEE, 2003.

[6] M. Yu, W. Chen, Z. Li, Y. Chen, and J. Chao, “A Simplified Map Matching
Algorithms for In Vehicle Navigation Unit,” Geographiic Inofrmation Sciences,
2002.

[7] S. Brakatsoulas, D. Pfoser, R. Salas, and C. Wenk, “On map-matching vehicle
tracking data,” in Proceedings of the 31st international conference on Very
large data bases, p. 864, VLDB Endowment, 2005.

[8] Y. Zheng and M. Quddus, “Weight-based Shortest Path aided Map-Matching
Algorithm for Low Frequency GPS data,” Transportation Research Board,
2011.

[9] Y. Lou, C. Zhang, Y. Zheng, and X. Xie, “Map-Matching for Low-Sampling-
Rate GPS Trajectories,” research.microsoft.com, 2009.

47



48 BIBLIOGRAPHY

[10] X.-w. She, Z.-c. He, P.-l. Nie, W.-l. Zeng, X.-k. Cen, and X.-b. Dai, “An On-
line Map matching Framework for Floating Car Data with Low Sampling Rate
in Urban Road Network,” in Transport Research Board TRB, pp. 1–23, 2012.

[11] R. Herring, A. Hofleitner, and P. Abbeel, “Estimating arterial tra!c conditions
using sparse probe data,” in 13th International IEEE, Annual Conference on
Intelligent Transportation Systems, (Madeira island), 2010.

[12] A. El-Rabbany, Introduction to GPS: The Global Positioning System. Artech
House, 2006.

[13] P. Hart, N. Nilsson, and B. Raphael, “A Formal Basis for the Heuristic De-
termination of Minimum Cost Paths,” IEEE Transactions on Systems Science
and Cybernetics, vol. 4, no. 2, pp. 100–107, 1968.

[14] E. Jenelius and H. N. Koutsopoulos, “Sampling by time or distance in probe ve-
hicle data : Implications for travel time estimation,” Proceedings of the Trans-
portation Research Board Annual Meeting, Washington DC, 2012.

[15] J. Eliasson, “A costbenefit analysis of the Stockholm congestion charging sys-
tem,” Transportation Research Part A: Policy and Practice, vol. 43, pp. 468–
480, May 2009.

[16] M. Stonebraker, U. Çetintemel, and S. Zdonik, “The 8 requirements of real-
time stream processing,” ACM SIGMOD Record, vol. 34, p. 47, Dec. 2005.

[17] A. Biem, E. Bouillet, H. Feng, A. Ranganathan, A. Riabov, O. Verscheure,
H. Koutsopoulos, and C. Moran, “IBM InfoSphere Streams for Scalable, Real-
Time, Intelligent Transportation Services,” sigmod, 2010.

[18] E. Jenelius, M. Rahmani, and H. N. Koutsopoulos, “Travel Time Estimation
for Urban Road Networks Using Low Frequency GPS Probes,” in Transport
Research Board TRB, 2012.

[19] S. Sadeghianfar, MapViz : A Framework for Visualization of Floating Car
Data. Master’s thesis, KTH Royal Institute of Technology, 2012.

[20] E. Kazagli, Arterial Travel Time Estimation from Automatic Number Plate
Recognition. Master’s thesis, KTH Royal Institute of Technology, 2012.

[21] E. Kazagli and H. N. Koutsopoulos, “Arterial Travel Time Estimation from
Automatic Number Plate Recognition,” in submitted to TRB 2013, no. Jan-
uary, 2013.

[22] A. Steiner and A. Leonhardt, “A Map Generation Algorithm using Low Fre-
quency Vehicle Position Data,” in TRB 2011, 2011.

[23] M. Fowler, Patterns of Enterprise Application Architecture. Addison-Wesley
Professional, 2002.



BIBLIOGRAPHY 49

[24] R. a. Finkel and J. L. Bentley, “Quad trees a data structure for retrieval on
composite keys,” Acta Informatica, vol. 4, no. 1, pp. 1–9, 1974.

[25] A. Allström, J. Archer, A. M. Bayen, S. Blandin, J. Butler, D. Gundlegård,
H. Koutsopoulos, J. Lundgren, M. Rahmani, and O.-P. Tossavainen, “Mobile
Millennium Stockholm,” in 2nd International Conference on Models and Tech-
nologies for Intelligent Transportation Systems, (Leuven, Belgium), 2011.

[26] A. Biem, E. Bouillet, H. Feng, A. Ranganathan, A. Riabov, O. Verscheure,
H. Koutsopoulos, and M. Rahmani, “Real-Time Tra!c Information Manage-
ment using Stream Computing Need for Real-Time Tra!c Information,” Bul-
letin of the Technical Committee on Data Engineering, pp. 1–5, June 2010.

[27] Web-page, “iMobility Lab recieved IBM’s Shared University Research Grant,”
in www.imobilitylab.se, news section, 2010.





Index

A* algorithm, 10
altitude, 7
ANPR, 18
Arlanda, 43
AVL, 20

bearing, 7

candidate graph, 10
congestion charging system, 18

data feed, 34
digital road network, 35
Dijkstra, 10

free flow, 26, 27

geo-spatial plugins, 38
GPS datum, 7

IBM, 22, 42
iMobility Lab., 17, 41
InfoSphere Streams, 22

latitude, 7
Linköping University, 41
long polling method, 34
longitude, 7

map-matching, 4, 8
advanced, 4
geometric, 4
global, 4
local, 4
topological, 4

MapViz, 24
MCS, 18

motorway control system, 18
Mobile Millennium Stockholm (MMS),

41
Moore’s law, 22
multi-layer software architecture, 30
MySQL, 38

network graph, 35

OpenStreetMap (OSM), 6

path inference, 9
penetration rate, 7
PostGIS, 38
PostgreSQL, 38

Q-tree (Quad tree), 38, 38

Ruby, 23
RWiS, 20

Scala, 23
software architecture, 29
spatial indexing, 38
Stockholm, 2, 12, 17, 18, 20, 44

Stockholm case study, 12
Stockholm-Arlanda case study, 43

stream computing, 22, 41
Sweco, 41
Swedish Transport Administration, 41

taxi, 2, 5, 17, 43

51



52 INDEX

Tra!c Stockholm, 41
true path, 7

UC Berkeley, 41
urban canyon e"ect, 5

visualization, 24

weather data, 20



INDEX 53

Author index

Abbeel, P 4
Allström, Andreas 41
Archer, Je"ery 41

Bayen, Alexandre M. 41
Bentley, J. L. 38
Bernstein, David 4
Biem, Alain 22, 42
Blandin, Sebastien 41
Bouillet, Eric 22, 42
Brakatsoulas, Sotiris 4
Butler, Joe 41

Çetintemel, Uur 22
Cen, Xue-kai 4, 13, 14
Chao, J 4
Chen, W 4
Chen, Y 4
Cheu, R.L. 4

Dai, Xiu-bin 4, 13, 14

El-Rabbany, Ahmed 5
Eliasson, Jonas 20

Feng, Hanhua 22, 42
Finkel, R. a. 38
Fowler, Martin 30, 32, 33

Gundlegård, David 41

Hart, Peter 10
He, Zhao-cheng 4, 13, 14
Herring, Ryan 4
Hofleitner, A 4

Jenelius, Erik 17, 23, 28, 32, 37, 41

Kazagli, Evanthia 28
Kornhauser, Alain 4
Kornhauser, Alain L. 4
Koutsopoulos, Haris 22, 41, 42
Koutsopoulos, Haris N. 17, 23, 28, 32,

37, 41

Leonhardt, Axel 29
Li, Z 4
Lou, Y. 4, 13, 14
Lundgren, Jan 41

Moran, Carlos 22

Nie, Pei-lin 4, 13, 14
Nilsson, Nils 10

Pfoser, D. 4

Quddus, M.A. 4, 13, 14

Rahmani, Mahmood 23, 28, 32, 37, 41,
42

Ranganathan, Anand 22, 42
Raphael, Bertram 10
Riabov, Anton 22, 42

Sadeghianfar, Siamak 24, 34
Salas, Randall 4
Scott, C.A. 4
She, Xi-wei 4, 13, 14
Srinivasan, Dipti 4
Steiner, Albert 29
Stonebraker, Michael 22

Tan, C.W. 4
Tossavainen, Olli-Pekka 41

Verscheure, Olivier 22, 42

Wenk, Carola 4
White, Christopher E. 4

Xie, X. 4, 13, 14

Yu, M 4

Zdonik, Stan 22
Zeng, Wei-liang 4, 13, 14
Zhang, C. 4, 13, 14
Zheng, Y. 4, 13, 14
Zheng, Yuheng 4, 13, 14




	Contents
	Introduction
	Background
	Objectives
	Challenges
	Problem statement
	Methodology
	Application and Results

	The iMobility Lab
	Introduction
	Applications
	Software architecture
	Network graphs and spatial indexing

	Contributions
	Paper I
	Paper II

	Conclusion
	Bibliography
	Index



