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Abstract
A solution to distinguish ventricular brillation and ventricular utter from
other arrhythmias and from disturbances caused by body motion or muscle
activity with the use of a neural network has been investigated.
Ventricular brillation and ventricular utter occurs when the cardiac muscle cells are not triggered by the cardiac conduction system, but rather by
ectopic foci preventing a synchronized contraction of the cardiac muscle cells
and therefore inhibiting the hearts capability to properly pump blood.
Two dierent methods, gradient descent and quasi-Newton, used by the network for learning was tested and preprocessing methods used on the input
data before introducing it to the network was evaluated.
Gradient descent makes use of the gradient to the error function with regards
to its weights and updates the network in the direction which the output
error by the network decreases the most. Quasi-Newton update the network
roughly in the Newton direction by iteratively build up an approximation
to the Hessian of the error function with the use of information from the
gradient.
The preprocessing methods used were:

• Threshold Crossing Intervals (TCI)

which looks at the time be-

tween baseline crossings of the ECG signal.

• Mean Absolute Value (MAV)

which computes the mean absolute

value of the normalized ECG signal.

• Spectral Analysis which takes into account dierent properties of the
frequency spectrum of ventricular brillation and normal sinus rhythm.

• VF-lter

which assumes VF to be sinusoidal and computes the leak-

age after the ECG signal has been bandstop ltered around the mean
frequency.

• Period and Amplitude

Information of the maximum amplitude of

the input frequency spectrum and its period.

It was found that the networks that used the preprocessed signal was a
poor classier for the arrhythmias partially because ventricular brillation
was not easily separable from the arrhythmias by the implementaion of the
preprocessed inputs given.
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Chapter 1

Introduction
Roughly 7000 sudden cardiac arrests, where treatment can commence, occurs
each year in Sweden. Of those, about 3000 sudden cardiac arrests happens
while the patient is at a hospital and approximately 800 of those patients
survive. About 4000 sudden cardiac arrests happens outside of the hospital
each year and of those, approximately 500 survive. [1] [2]
The time from detection of a cardiac arrest to the time of treatment is
crucial for the survival of the patient.

Five minutes after a cardiac arrest

has occured the body will already have irreversible damage caused by the
oxygen deciency that follows.
A cardiac arrest often starts out as a ventricular brillation which later will
evolve into asystole. A patient has ve to ten times better chance of survival
if treatment is made during the ventricular brillation than during asystole.
[2] [3]
It is therefore of great importance that a ventricular brillation is detected
fast and accurately.
Ortivus develops monitoring systems for both hospital and prehospital care.
They wish to investigate a method for distinguishing ventricular brillation
from other heart rhythms. A method for distinguishing ventricular brillation from other rhythms by the use of a neural network has been investigated.
The goal of the project was to investigate how well a neural network could
classify ventricular brillation in terms of sensitivity and specicity.
When investigating a possible solution, the initial idea was to have multiple
dierent neural networks to work together, like a mix of experts, and couple
the network in the most eciant way to be able to correctly classify data.

5

This idea was presented in the preliminary study. All things start small, so
the rst attempt was to make one network. That turned out to be computationally heavy enough, and the idea to couple multiple networks was later
abandoned.
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Chapter 2

Theory
In this chapter a background description to the physiology will be given and a
description to the source of the measured signal, followed by a quick review
of the database used that contained the measured signals.

The recorded

signal is not, however perfect and therefore needs to be manipulated in some
ways. In other words, the signal needs to be processed before it can be used.
The processing step used on the signal will be described as well as the neural
network used for classifying the signal.
the neural network will be explained.

The structure and components of
Also each method used for nding

the characteristics of ventricular brillation that will be used as input to the
neural network will be described.

2.1

Physiology

The purpose of the heart is to pump blood to every part of the body in
order to keep the tissues of the body oxygenated.

In order for the heart

to eectively pump blood, the individual cardiac muscle cells need to be
activated in the correct order. The hearts pump mechanism should look the
same each time it lls up with blood and pumps it out to the tissues of the
body. Changes in this behavior are therefore alarming. It is a vital function
and it is of importance that its performance can be monitored. This is done
by measuring dierences in electrical potential on the surface of the body.
The electrical signals that we can measure on the surface of the body are
caused by the activation of the muscle cells within the heart. The cardiac
muscle cell has a resting potential, meaning that in its natural state, it keeps

+

2+ - and K+ -ions concentration outside of the cell

a dierence of Na -, Ca

compared to the inside of the cell.

This leads to a dierence in electrical
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Figure 2.1:

cell.[4][5][6]

The depolarisation moving along a cross section of a cardiac muscle

potential between the inside and the outside of the cell. [4]
During a contraction of a cardiac muscle cell, Na-ions rushes into the cell and
causes the polarisation between the inside and outside of the cell to switch.
This change does not occur immediately, but instead travels along the cell,
see gure 2.1. The transition between the polarised and the depolarised part
of the cardiac muscle cell can be seen as an eletrical dipole. [5]
The cardiac muscle cells are connected to each other with gap junctions.
This allows the polarisation to travel along the cardiac cells. After a while
the cardiac cells also repolarise and returns to its resting potential. [4]
Since the heart consists of many cardiac cells each dipole from the change in
polarisation from each cell can be summed into a single vector, also known
as the heart vector, see gure 2.2a and 2.2b. The cardiac cells are similairy
organized in each individual and as a result the depolarisation and repolarisation follows a similar pattern for dierent individuals. Because the human
body can be seen as a good conductor of electricity, the electrical changes
that take place within the body can therefore be measured with electrodes
attached on the surface of the body. From the placement of the electrodes we
will measure a projection of the heart vector, see gure 2.2c. A normal ECG
during a heart cycle can be seen in gure 2.2d together with the denitions
of each parts of the ECG.[5][6][7]
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The propagation of the action (b) The sum of dipole moment forms
potentials shown by the dotted line, the heart vector. An example of the
and an example of the dipole moment QRS cycle. Image source: [7]
vectors. Image source: [5]
(a)

Measurement on the surface can (d) An ECG cycle, the P-wave is the
be seen as the projection of the heart depolarisation of the atria, the QRS
vector here seen during the QRS- complex is the depolarisation of the
complex.Image source: [7]
ventricel and the T-wave is the repolarisation of the ventricel.[4][5]

(c)

The heart activity gives rise to an electric eld. The sum of the vectors
in this eld forms the heart vector. When measuring the dierence in potential on
the surface of the body we see a projection of the heart vector.
Figure 2.2:
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heart.[8][12]
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The cardiac conduction system shown in a cross section of the

2.1.1 Normal Sinus Rhythm
1

A normal heartbeat is triggered by the sinoatrial node , which can be seen
as the pacemaker of the heart, see gure 2.3.

The depolarisation of the

cardiac muscle cells, triggered by the sinoatrial node, continues via internodal

2

pathways to the atrioventricular node . This causes the atrials to contract
and pushes the blood into the ventricles. At the atrioventricular node the
depolarisation is delayed for a short period of time before it reaches the
bundle of His. This short delay allows the blood from the atrials to enter
the ventricle. The depolarisation travels from the bundle of His along the
left and right bundle branches and the anterior and posterior fascicle to the
network of pirkunje bers in the ventricles. This causes the cardiac muscle
cells in the ventricle to depolarise and start the contraction of the ventricles
pushing out the blood to the rest of the body. After the depolarisation of
the cardiac muscle cells a repolarisation follows and a new beat triggers from
the sinatrial node. [4] [8]
A cardiac muscle cell will periodically depolarise and repolarise on its own.
Since the cardiac muscle cells are connected to each other, a depolarisation
in a single cell will also trigger a contraction in surronding cells. Therefore
a contraction of cardiac muscle cells can be triggered by other parts of the
heart than the sinoatrial node. [6] Cardiac muscle cells in the periphery of
the cardiac conduction system tend to have a lower rate of self contracting
than cardiac muscle cells close to the cardiac conduction system.
As mentioned above, a heartbeat is normally triggered by the sinoatrial node.
The frequency with which the sinoatrial node triggers a beat is roughly 70

1
2

Also knows as the SA-node.
Also knows as the AV-node.
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beats per minute, but the frequency can be altered by the autonomic nervous
system.

If the sinoatrial node does not trigger, then the atrioventrivular

node can trigger a beat, but at a much lower rate, approximately 50 beats
per minute.

The cardiac muscle cells in the walls of the ventricle, if not

triggered normally by the cardiac conduction system, have a rate of self
contracting at about 40 contractions per minute. [5]

2.1.2 Ventricular utter
If the heart is somehow damaged, cardiac muscle cells in the ventricle may
start a contraction out of sync with the rest of the heart.

A repetative

start of contraction in a few cardiac muscle cells in the ventricle disrupts the
ventricles ability to eectively push out blood. [6]
The point in the ventricle where these contractions start is called ventricular
ectopic focus, and one or more of those foci causes a ventricular utter. [8]
A ventricular utter often leads to a ventricular brillation.

2.1.3 Ventricular brillation
A ventricular brillation is caused by multiple ventricular ectopic foci, see
gure 2.4. This means that the ventricle does not have a co-ordinated contraction but instead parts of the ventricle contract irregularly, ceasing all
pump activity.
genated.

[6] This state is lethal since the patient no longer is oxy-

Untreated the ventricular brillation leads to asystole and the

patient will most likely die due to damage to brain and other tissues caused
by the oxygen deciency.[2]
It is of course of interest to be able to detect and distinguish a ventricular
brillation from other rhythms and arrhythmias, even though they may be
distorded and very similar to ventricular brillation, an example of that can
be seen in gure 2.5.
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Ventricular brillation is caused by multiple ventricular ectopic foci
that disrupt the ventricle from contracting in an organized way. If there are only a
few ventricular ectopic foci, then it is instead labeled as a ventricular utter.[12]
Figure 2.4:

Recording 426 from vfdb. The rst part of the recorded ECG depicted
in this gure is labeled as noise and the start of the ventricular brillation period
has been marked with '(VF'. These parts are very similar and the noise can not be
ltered without also eecting the episode of ventricular brillation.
Figure 2.5:

2.2

Data

The data used in this project were ECG recordings retrieved from the database
MIT-BIH Malignant Ventricular Arrhythmia Database (vfdb). The database
contains 22, 35 minute long, recordings of two channels sampled at a rate of
250 Hz, i.e. 525,000 samples per channel and record.
The recordings found in vfdb were retrieved from physionets web page. The
databases on physionet are split into three classes. Class 1 databases are the
most thoroughly examineted and annotated databases. These databases are
maintained by physionet.

A class 2 database is a database that has been

submitted by authors and journals as an archival copy of the database used
in their published research. A class 2 database is maintained by its author
respectively. Class 3 databases are those that have not been as thoroughly
examinated as the class 1 databases, but still contain data that are considered
to be of interest.

These are generally maintained by the creator of the

database and a lot of the work are user contributions.
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Shows the signal from record 426 in the MIT-BTH Malignant Ventricular Ectopy Database. Here we can clearly see the baseline drift, being the low
frequent component. The baseline drift causes distortion of the ECG signal and
leads to diculties in processing of the signal.
Figure 2.6:

The Malignant Ventricular Arrhythmia Database ECG recordings consists of
mostly ventricular tachycardia, ventricular utter and ventricular brillation
episodes. The database is classied as a class 3 database. The total duration
of all the recordings found in the database is 11 hours. [9]
In each vfdb recording only the start of an arrhythmia episode is marked.
The dierent annotations for each arrhythmia can be seen in appendix A
which is the annotation description found on physionets web page.
The recordings do contain noise and other artifacts.
recordings more eectively they need to be ltered.

In order to use the
Some recordings can

be improved with the use of lters, as described in section 2.2.1, and some
signals containing certain noise or artifacts that are close to the target signal
can not be improved much with lters, an example of such a signal can be
seen in gure 2.5.

2.2.1 Filters
Baseline drift, or wandering baseline, is often caused by poor contact between
the skin of the patient and the electrode, or because of patient movement.
The baseline drift is a low frequent component that is not caused by the
heart activity, see gure 2.6. It needs to be taken care of or an analysis may
missclassify a heartbeat because its shape has been altered. It is desirable to
remove as much of the baseline drift as possible without aecting the QRScomplex. The lter needs to take both cuto frequency and phase shift into
consideration. The choice of cuto frequency is twofold, on one hand you
want the cuto frequency to be as high as possible to remove most of the
baseline drift, on the other hand you do not want to aect the QRS-complex
which can have a frequency as low as 40 beats per minute during bradycardi.
The phase shift is desired to be linear in order to preserve a distortionless
signal after the ltration. [10] [11]
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Neural Network

In order to classify the data an articial neural network will be used. This
means that no functions for classication need to be written explicit, instead
the idea is that the articial neural network will adapt the output (classication) for a given input.

An articial neural network consists of simple

processing units called articial neurons, connected to each other in any network like structure. In other words, the neuron is the node of the system,
and the system of connected nodes is refered to as a network. [22]
The articial neuron started out as a model of a nerve cell in a neurvous system in order for biologists to better understand the processing of information
that takes place in the nervous system.
A nerve cell, or neuron (see gure 2.7a), communicate via a depolarisation of
the cell membrane that travels along the cell and out through the axon. The
depolarisation and repolarisation of the cell membrane can be seen as a short
electrical impuls, called an action potential. The signal transition between
neurons happens in their connection points, synapses. In the synapse, instead
of an electrical impulse, the signal transportation is done by a chemical substance. The signal can only be transmitted in one direction in the synapse.
Depending on the transmitter substance in the synapse, the probability that
an action potential will arrise in the next nerve cell can be increased or decreased.

The incomming signal travels through the dendrite and adds up

in the soma until a threshold is reached and a new action potential is sent
travelling along its axon. [4] [22] [23]
As we've seen in gure 2.7 the articial neuron in an articial neural network is in its essence, a simple model of a neuron in the nervous system.
The inhibitory and reinforcing properties of the synapses are represented by
weights that can amplify or reduce the input to the node. The soma is represented by summing all the inputs and the axon is the output from the node,
see gure 2.7b. A simple model to form the activation of the neuron is the
use of the Heaviside step function, see equation (2.1). This function represents the activation of the neuron and is referred to as the nodes activation
function. There are however other functions that can be of more interest in
a practical implementation.

For instance, a non-linear activation function

would in a network form a composition of non-linear functions and could
therefore represent a non-linear mapping between an input and an output.
[21][23]

(
0,
H(n) =
1,
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if

n<0
n≥0

(2.1)
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A neuron with its cell body called soma, the oshoot axon and the
connection points called synapses.
(a)

(b)

y.

A simple model of a neuron with an input x, weights w and an output
Figure 2.7:

The neuron and a simple model of it.

The output of the node can be written on the form seen in equation (2.2),
where

x

is a vector containing all the inputs to the node,

responding weights for each input,

w0

is the threshold and

w
y

are the coris the single

output from the node.

y(x) = w> x + w0

(2.2)

The way the network adapts is by updating its weights and threshold level.
This is what we will call learning. To make the notation used in equation
(2.2) a bit more simple the threshold can be added by modifying the input
and weight vectors.

If an extra input is added with a constant value of 1

(or -1), referred to as the
on the form

bias,

the input and weight vectors can be written

x = {1, x1 , x2 , . . . , xn }

and

w = {w0 , w1 , w2 , . . . wn }.

(2.2) can then be rewritten on the form seen in equation (2.3).

Equation
Updating

the threshold level will therefore be no dierent than updating the weights
of the node.

y(x) = w> x
15
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Generally learning is split into two groups: Supervised learning and unsupervised learning. We'll focus on the supervised learning. Supervised learning
means that for each input there exists a correct answer, or target, which we
can compare to the ouput of the network. By comparing the output with the
desired answer an error can be calculated. There are dierent methods for
comparing the output with the correct answer and those methods are called
the error function of the network. Given an input, once the error is found,
the weights and threshold levels should be updated to minimise the error.
The choice of activation function, network structure, error function and
weight update will determine the properties of the neural network.

The

desired properties will depend on the intended use of the network. [21]

2.3.1 Activation function
Many learning algorithms update the weights by the use of the gradient of the
error function. The error function therefore needs to be continuous and differentiable. If we were to use the Heaviside function, which has discontinuous
derivative, the derivative of the error function would also be discontinuous
and we would not be able to determine the gradient. [23]
With the use of an activation function the output from the neuron changes
from what we saw in equation (2.3) and will instead be expressed as seen in
equation (2.4) where

f ()

is the activation function used.

y(x) = f (w> x)

(2.4)

As mentioned above, there are indeed some more interesting and appropriate
activation functions other than the Heaviside function. The logistic sigmoid
activation function seen in equation (2.5) is a continuous and dierentiable
function which maps

(−∞, ∞)

to values between 0 and 1. It can be shown

that a unit with this activation function on its output can have the ability
to interpret posterior probabilities.

f (x) =

1
1 + e−x

(2.5)

The derivative of the logistic sigmoid function, which can be written on the
neat form seen in equation (2.6), makes the function desirable to use with
the back-propagation algorithm, described in section 2.3.4 on page 19. [21]
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∂f (x)
= f (x)(1 − f (x))
∂x

(2.6)

The network does not need to have the same activation function in all of
its nodes. In fact some functions might be in more of a practical use. For
instance the

tanh()

function has been seen to improve the time it takes to

train the network compared to the logistic sigmoid.

The hyperbolic tan-

gent function also has a nice derivative that easily can be implemented in a
training algorithm, see equation (2.7). [21][24]

∂ tanh(x)
= 1 − tanh2 (x)
∂x

(2.7)

There is however a downside for the use of a sigmoidal activation function
and that is that local minima might appear in the error function. Therefore
instead of converging towards the global minima the training algirithm can
get stuck in a local minima or saddle point and the optimal solution will not
be found. [23]

2.3.2 Multilayer feed-forward network

The image shows the principle structure of a multilayer feedforward
neural network with full connectivity between each node in adjecent layers.
Figure 2.8:

A multilayered feed-forward network simply means that there exists multiple
layers of nodes. The layer to which the data is fed is called the input layer,
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the layer where we retrieve the output is the output layer and any layer
inbetween the input layer and output layer is referred to as hidden layers,
see gure 2.8. In a feedforward network the output of a node is always fed
to the next layer of nodes. In other words, no feedback loops exists and data
always travels from the input layer towards the output layer. [21]
This means that the output will be a composition of the activation functions,
see gure 2.9.

As mentioned in section 2.3.1, if the activation functions

are continuous and dierentiable, the output will also be continuous and
dierentiable. [23]

The output is a composition of the inputs, weights and activation
functions throughout the network.
Figure 2.9:

2.3.3 Error function
In supervised learning the desired output is compared to the actual output
of the network and we can from this calculate an error. There are dierent
ways of calculating the error and these dierent types of error functions are
suitable for dierent purposes.

When training the neural network we are

generally not interested in letting the neural network memorise the training
data exactly (i.e. perfect match between the network output from the training data and target output), but rather generate a model of how the data
was created so that future predictions of input data, that were not presented
during training, will be correct.
One way to describe the possible target data is to look at its probability density,

p(x, t).

From there we can hope to achieve the best possible prediction

by the neural network given a new input which was not part of the training
set. In other words we want the neural network to have good generalisation.
A common way to compare the output with the target is with the use of the
sum-of-square error function seen in equation (2.8).[21] [23]

E(w) =
Where

E

is the error,

y

1X
(y(x, w) − t)2
2

(2.8)

is the output from the network,

the network weights and

t is the corresponding target.
18

x is the input, w are

This error function is

CHAPTER 2.

THEORY

obtained from the principle of maximum likelihood, see appendix B.1, where
we assumed the target to be created by a deterministic function with added
Gaussian noise. This is the function which we wish to minimise with regard
to the network weights given an input.
For a classication problem in which we have to distinguish between two
classes, we can have a single output take on the value 0 if the input belonged
to the rst class and 1 if the input belonged to the second class. The sumof-square error function was based on the assumption that the target could
be generated by a function with added Gaussian noise, this can also work
for a classication problem, however, since the targets are binary we could
consider another error function called the cross-entropy error function seen
in equation (2.9) and is based on the assumption that the target is generated
from a discrete probability distribution, see appendix B.2.[21]

E(w) = −

X

(t ln y(x, w) + (1 − t) ln(1 − y(x, w)))

(2.9)

2.3.4 Back propagation
The error we've calculated using a function described in section 2.3.3 will
depend on the weights chosen within the network and we need to nd a
weight vector that minimizes the error function. A common way to picture
this is to see the error function as a surface above weight space. From our
choice of activation- and error function the error surface will typically be a
non-linear function of weights with multiple stationary points which satisfy
equation (2.10).[21] [23]

∇E(w) = 0

(2.10)

Where the gradient of the error is dened in equation (2.11) for all

n weights

within the network.


∇E(w) =

∂E ∂E
∂E
,
,··· ,
∂w1 ∂w2
∂wn


(2.11)

Because of its non-linearity a closed-form solution for the minima might not
be possible to nd. Instead we can search through weight space step by step
with each step moving in a descending direction of the error surface and
hope that we nd a stationary point which, not only is a minima, but also
the global minima of the error surface.

19
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To be able to nd a weight vector that minimises the error we seek to nd
a way of evaluating the derivatives of the error function with respect to its
weights in order to know which weights to update. A powerful method for
this purpose is by the use of the back-propagation algorithm.[21]
The reason we can not calculate the error directly for the hidden layers is
because we do not know what their output is supposed to be, we do not
have a target value for them. Instead we propagate the error signal from the
output backwards through the network and assign an error signal to each
node within the network.[25]

In order to retrieve the direction in which the error decreases, the
gradient is calculated by propagating the error signal backwards in the network
and the derivatives with regard to each weight is calculated in order to build up
the gradient recursively. In this gure we see the calculations of δ for node k1 and
j1 , but the same procedure goes for all nodes in the network. i is the input to the
network, w are the weights and z denotes the output from the node during the
feedforward of the input.[25]
Figure 2.10:

In the example network in gure 2.10 the error in each layer is evaluated
using equation (2.15). However, before we can dig into the calculations of
the error

δ

in each node we need to make some additional denitions not

shown in gure 2.10. Let

a

a node so that, for a node

z and weights w
n, a becomes:

denote the sum of the inputs

m

with inputs from nodes

am =

X

wnm zn

to

(2.12)

m

and let

f ()

be the activation function for that node.

notation of the derivitive of

f ()

Furthermore let the

with regards to the argument

20
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∂f
= f 0 (a)
∂a

(2.13)

If we look at one input to the network at a time, we can see it as constant.
The error will therefore only depend on the weights by the summed input

a

to a node. The derivative of the error with regards to the weights at the

input layer in gure 2.10 can then be calculated by the use of the chain rule
of their partial derivatives, see equation (2.14).

∂E
∂E ∂al ∂zk ∂ak ∂zj ∂aj
=
∂wji
∂al ∂zk ∂ak ∂zj ∂aj ∂wji
The error signal

δ

(2.14)

for each node can then be written as seen in equation

(2.15) and (2.16).





∂E
∂al = δl
∂al
∂zk = wlk
∂zk
0
∂ak = f (ak )
∂ak
∂zj = wkj
∂zj
0
∂aj = f (aj )
∂aj
∂wj i = i

δk = f 0 (ak )
δj = f 0 (aj )






δk 




δj








P
l
P

(2.15)

δl wlk
(2.16)

δk wkj

k
Once we know

δ

for each node, the weights can be updated to decrease the

number of errors the network makes. The weight update can be written as in
equation (2.17), where
to a smaller error,

wnew

wcurrent

denotes the new weight vector that will give rise

is the current weight vector and

∆w

decides the

direction and length of which the weight vector updates. There are however
dierent types of methods for nding a
use of

δ.

∆w

that decreases the error by the

[21]

wnew = wcurrent + ∆wcurrent
The general procedure for a sequential training of the network is to:

•

Initiate the weight vector
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For each new input pattern:





•

NEURAL NETWORK

Do the feedforward propagation of the input
Calculate the output error
Backpropagate the error
Use that information to adjust the weights

End when error is signicantly small or other break condition met

2.3.5 Gradient Descent
One way of updating the weights is by the use of gradient descent. Firstly the
network is initiaded with some weight vector and from there we will update
the weight vector according to (2.17) for each input pattern presented to the
network. In gradient descent the weight vector is updated in the direction
where the error surface decreases the most. This means that the direction
will be that of the negative gradient evaluated at the current weight vector.
The step length with which we will update the weight vector in this direction
will be denoted by the parameter

∆wcurrent = −η
If

η

η,

see equation (2.18).

∂E(wcurrent )
= −η∇E|wcurrent
∂wcurrent

(2.18)

is chosen small enough, the output error will converge towards a mini-

mum, but if its too small convergence will be slow. If it however is too large
it might instead never converge. The size of

η

is normally set by trial and

error.[21]
In the example network in gure 2.10 the weight update for each iteration
with gradient descent, using the notations given in gure 2.10 and from
equation (2.15), would be

−ηδk zj

∆wji = −ηδj i for the rst layer weights, ∆wkj =
∆wlk = −ηδl zk for the nal layer of

for the second layer weights and

weights.
The goal of the network training, or weight update, is to decrease the error at
each step until we nd a weight vector that satises equation (2.10). There
are however some problems with updating the weights using gradient descent.
The direction in weight space given by the gradient does not necessarily point
in the direction of a minimum, but rather in the orthogonal direction of the
error surface.

This might lead to oscillating behavior if the minimum is

located in a valley shaped error surface as seen in the schematic gure 2.11.
Convergence will therefore be slow.
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Figure 2.11: A rough sketch of an error surface E, where the black lines show the
constant value of E and the blue line is the iteration path of the gradient descent
updating a network with two weights, w1 and w2 . Here we can see that the direction
of the negative gradient does not necessarily point towards the minimum, but rather
in the orthogonal direction of the surface, which can lead to an oscillating behaviour
making little progress at each step towards a minimum.[21][22][23]

Another problem is that the gradient descent can get stuck in a saddle point
or local minima. A trick can be to add a correction term to the weight update
which takes the current gradient and the previous calculated gradient into
account.

This term will be referred to as the momentum term.

With the

momentum term added to our weight update we obtain the new weight vector
with:

wnew = {∆wcurrent = −η∇E + α∆wprevious } =
= wcurrent − η∇E + α∆wprevious

In (2.19) the parameter

α

(2.19)

scales the impact of the momentum term.

Al-

though the momentum term adds some nice properties to the gradient descent, we now have two parameters (η and
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which needs to be set.[23]
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2.3.6 Quasi-Newton
Let's consider an approximation to the error surface with a Taylor expansion
around the weights

w̃

as seen in equation (2.20).

1
E(w) = E(w̃) + (w − w̃)> ∇E(w̃) + (w − w̃)> H(w − w̃) + O(w3 )
2
H
around w̃
Where

(2.20)

is the Hessian matrix dened in equation (2.21) and evaluated
and

O

is the big O notation and represents the error term to our

approximation.

∂2E
∂w12



.
.
.


H=


∂2E
∂wn w1

...

∂2E
∂w1 wn



..

.
.
.





.

...

∂2E
2
∂wn

(2.21)

The gradient of the approximation in equation (2.20) becomes:

∇E(w) = ∇E(w̃) + H(w − w̃)

(2.22)

wmin , of the error function so that
∇E(wmin ) = 0), then the Taylor expansion

Let's say that we are in a minimum point,
we satisfy equation (2.10) (i.e.

from equation (2.20) around this point can be written as

1
E(w) = E(wmin ) + (w − wmin )> H(w − wmin )
2
now the gradient of (2.23) at

w

(2.23)

will be:

∇E(w) = H(w − wmin )

(2.24)

From equation (2.24) we can now write an expression for the weights that
minimizes the error function:

wmin = w − H−1 ∇E(w)
−H−1 ∇E(w)

(2.25)

is called the Newton direction and will always point towards

a minimum of the error function. However, since our error function was an
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approximation, this might generally not be true, instead we could iteratively
apply (2.25) during training and evaluate the Newton direction at each step.
The drawback with this solution is that evaluating the inverse to the Hessian matrix at each step is computational heavy and would require
operations each time, where

w

O(w3 )

are the number of weights in the network. If

the Hessian is not positive denite the Newton direction might also take us
towards a saddle- or maximum point instead of a minimum.
By the use of the quasi-Newton method, instead of calculating the Hessian
and then nding its inverse, we iteratively build up a better and better
approximation to the inverse of the Hessian right away with the use of only
the rst derivatives retrieved from the back-propagation.

If we make sure

that the approximation is positive denite at each step then the update
direction will always be in a descending direction.

Taking a step in that

direction might however take us outside the valid range to our approximation
of the error function. This is because the Taylor expansion is only accurate
close to the point which it is evaluated around, and tend to diverge as we
pick a point further away from that point.

To solve this we can perform

a line-search in that direction and pick a valid step length for our weight
update. If we denote

G−1

α the step length which is found by the line-search and

our approximation to the inverse of the Hessian, the weight vector is

now updated with (2.26).

wnew = wcurrent + αG−1 ∇E(wcurrent )
The approximation

G−1

(2.26)

is updated at each step with the use of the Broyden-

Fletcher-Goldfarb-Shanno (BFGS) method seen in equation (2.27).

−1
G−1
new = Gcurrent +

(wnew − wcurrent )(wnew − wcurrent )>
+
(wnew − wcurrent )> (∇E(wnew ) − ∇E(wcurrent ))

> −1
(G−1
current (∇E(wnew ) − ∇E(wcurrent ))(∇E(wnew ) − ∇E(wcurrent )) Gcurrent
+
(∇E(wnew ) − ∇E(wcurrent ))> G−1
current (∇E(wnew ) − ∇E(wcurrent ))

+ ((∇E(wnew ) − ∇E(wcurrent ))> ) ·
(2.27)

(wnew − wcurrent )
·
+
(wnew − wcurrent )> (∇E(wnew ) − ∇E(wcurrent ))

G−1
current (∇E(wnew ) − ∇E(wcurrent ))
−
(∇E(wnew ) − ∇E(wcurrent ))> G−1
current (∇E(wnew ) − ∇E(wcurrent ))

−

The quasi-Newton approach behaves a lot better when searching through
weight space, see the schematic gure 2.12 and compare it to gure 2.11. To
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Another rough sketch of an error surface E, where the black lines
show the constant value of E and the blue line is the iteration path of the quasiNewton updating a network with two weights, w1 and w2 . Here we can see that
the direction of the Newton step is straight towards the minimum, but because
of errors in our approximation we will not go straight in that direction but as
the approximation improves the training settles fast at the optimal weight vector
wmin .[21]
Figure 2.12:

be able to implement weight update using the quasi-Newton we also need to
look closer at the line-search used.[21]

2.3.7 Line Search
The step length

α

with which the weights will be updated with the quasi-

Newton method is found with a line search. This line search does not need
to be done with high accuracy as corrections will be made as the learning
progresses. We want the next weight vector to give rise to a smaller error
than the current weight vector, but not to take us outside the valid region.
The step size therefore must not be too small nor too large.
step size,

αk

To nd a

which has sucient decrease, the Armijo condition needs to

be fullled. Let

−G−1 ∇E(w),

f

dk

denote the search direction, which for quasi-Newton is

the function we wish to minimize and

value at the current position.
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f (wk + αk dk ) ≤ f (wk ) + c1 αk ∇f (wk )> dk
The parameter

c1

(2.28)

aects the slope which decides the minimum decrease of

the function and is chosen small, typically

c1 ∈ (0, 1),

see gure 2.13.

The acceptable steps fullling the Armijo inequality in equation
(2.28) shown at the bottom. The blue line is the function and the dashed lines
shows the eect the parameter c1 has on the Armijo condition and accaptance of
the step αk .
Figure 2.13:

The Armijo condition is not enough, since it can accept very short steps
which does not ensure that we make sucient progress at each step.

To

the Armijo condition we also add the strong Wolfe conditions, see equation (2.29), which adds restrictions to which curvature at the next step is
acceptable, depicted in gure 2.14.

|∇f (wk + αk dk )> dk | ≤ c2 |∇f (wk )> dk |
The parameter

(2.29)

c2 is chosen together with c1 to be 0 < c1 < c2 < 1
c1 and c2 are c1 = 10−4 and c2 = 0.1.[26][27]

and

typical values for

When searching for the next valid step

α̂

α,

we will have to try with a step

and adjust it until the both the conditions (2.28) and (2.29) are met. In

gure 2.15 from [26], we have six example points, labeled
we might end up by taking a step

α̂ from wk .

P1 , . . . , P 6 ,

where

From these points [26] describes

which actions can be taken to nd a valid step length as follows:
If we end up at point

P1

we fulll the Armijo condition (2.28) but we do not

meet the strong Wolfe condition, (2.29). Since the derivative in this point is
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The acceptable steps after we've added the strong Wolfe conditions.
The short dashed lines shows the points where the tangent to the function fullls
the equality in equation (2.29). Image source: [26]
Figure 2.14:

Some possible points P1 . . . P6 which we might end up at during the
line search for the next weight vector. Image source: [26]

Figure 2.15:

negative, there might exist a point which has a smaller error than the current
point, we therefore increase the trial step length and make another try.
If we end up at point

P2

we satisfy both conditions. This means the new

point gives rise to a lesser error and the curvature is at enough. We can
then safely set this step length to our new weight update.
At

P3 we meet (2.28) but not (2.29) and we have a positive slope.
28
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that there exists a minimum between our current point and this new point.
To retrieve the a next step which ends up close to the minimum point, we
take out a few points between our current point and point

P3

and interpolate

between those points and estimates the minimum of that interpolation and
set the new step size for

α̂

to this position, see gure 2.16.

Here we've taken out the points w1 and w2 and interpolated between
them and the current point wk and ŵ, shown by the dashed curve. The minimum
of that function will be the next point which we will try to see if it satises (2.28)
and (2.29).[21]

Figure 2.16:

In point

P4

only (2.29) condition is met and the derivative is positive, we

therefore, again proceed and make an interpolation as mentioned above, see
gure 2.16, to nd a better point which we presume lies somewhere between
our starting point and point

P5

P4 .

does not fulll (2.28) of the conditions and has a negative slope. A bad

case would be if we have ended up on a slowly decreasing plateau which
converges to a value greater than our current point. The trial step size

α̂

is

therefore decreased, and we try again.

P6

fullls (2.28), but not (2.29), but it does have a negative slope, so if we

follow in this decreasing direction, we might nd a minimum, so the step
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size is increased and we try again.[26]

2.4

Signal Preprocessing

Just feeding the raw sampled ECG signal as input to the network, turned out
not to be such a great idea. The same signal shifted one bit is a new pattern
which the neural network needs to be able to handle. If we have a one second
ECG segment of 250 samples as input, then for each 250 sample long input
there's a large number of patterns that the neural network needs to be able to
classify, that will require a large network. Training a large neural network is
computationally heavy and will take a lot of time. Generalization might also
be dicult with so many combinations and will require a large set of data for
the network to be trained with. The approach is instead to nd parameters
which describe characteristics of ventricular brillation, ventricular utter
or sinus rhythms. Preferable those characteristics do not change much even
though the ECG signal is shifted a few bits. Given a truncated part of the
recorded ECG signal, some given characteristics are calculated and those are
fed to the neural network.
In this section I'll describe the theory behind the methods used for nding
characteristics of ventricular brillation and ventricular utter to be used for
rhythm classication by the neural network.

2.4.1 Threshold Crossing Intervals (TCI)
Threshold Crossing Intervals (TCI) is a method used for detecting Ventricular Fibrillation (VF) and Ventricular Tachycardi (VT) in the time domain.
The idea is that during a VF and VT the heart rate is typically much higher
than during a normal sinus rhythm (NSR). If a threshold is chosen so that
the signal roughly crosses this threshold once per beat than the distribution
of the times the signal crosses the threshold can be used to identify the type
of rhythm. [13] [14]
First the measured ECG signal is made into a binary sequence, in this case
meaning that a sample with a value above the threshold is set to 1 and a
value below or equal to the threshold is set to 0.
Next the TCI is found using equation (2.30).

This gives us the avarage

interval between threshold crossings of the ECG signal.
of pulses within the window dened by
between the beginning of

TW

TW

in milliseconds.

and the previous pulse.
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At the top of the gure is a normal sinus rhythm and below the
digitised signal of it. The values needed to calculate the TCI can be seen in the
lower part of the gure. N is the number of pulses within the time span, or window,
TW . t1 through t4 are the times between a pulse and the edge of the considered
time window.
Figure 2.17:

the beginning of
the last pulse in

TW
TW

and the rst pulse within
and the end of

TW . t4

TW . t3

is the time between

is the time from the end of

TW

and the next pulse. See gure 2.17.

T CI =

TW
2
+
(N − 1) + t1t+t
2

t3
t3 +t4

(2.30)

If a threshold of 20% is chosen, then a NSR is considered to have a TCI
greater than 400 ms. If it's less than 400 ms, then the rhythm is considered
to be either a VF or a VT and an other algorithm is initialised to seperate
the two apart. [13] [14] [15]
A three second time span is chosen, where the rst- and last one second segment is used to retrieve t1 and t4 . The TCI is then calculated for the middle
segment,

TW .

The time window,

TW ,

from which the TCI is calculated is

then one second.
The one second window used in TCI limits the minimum NSR to be 60 beats
per minute. There are of course normal sinus rhythms that have a heart rate
of less than 60 bpm, this means that the TCI algorithm might miss a QRS
complex and the threshold is set so low that it triggers on the noise and we
might end up with a binary sequence with strong uctuation causing a faulty
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TCI value.
In addition to the original TCI algorithm some changes can be made to
improve its performance.

First of all the time span can be increased and

second of all the threshold can be used both above, and below the baseline.
[15][16]

2.4.2 Mean absolute value (MAV)
As with the Threshhold Crossing Intervals (TCI) the Mean Absolute Value
(MAV) method also operates in the time domain. The idea with this method
is to calculate the mean absolute value of the signal, also known as absolute
strength of the signal, as this can dier between a normal sinus rhythm (NSR)
and the rhythms ventricular brillation (VF) and ventricular utter (VFL).
A large part of the signal level in a NSR is close to the baseline and the
component that diers the most from the baseline is the QRS complex. The
QRS complex duration is however only for a short period of time compared
to one heart cycle.

Ventricular utter and ventricular brillation however

have a strong uctuation around the baseline with many crossings and high
amplitude in between. The MAV is retrieved by equation (2.31).

M AV =

N −1
1 X
|x[n]|
N

(2.31)

n=0

Where

x[n]

is the signal at sample

n

and

N

is the total number of samples

of the input window of the signal.
The MAV is sensitive to the variations in the recorded data and the input
needs to be normalized before the MAV can be evaluated.
A crucial part in the original MAV method is the choice of window size since
that will eect the threshold level of dierent arrhythmias. There are trade
os between a small and large window and one possible way to improve the
calculations has been by letting a two second window slide inside a eight
second window so that it overlaps by one second at each step.

The mean

absolute value is calculated for each two second window and then an avarage
of those values inside the eight second window gives the nal value for the
method. A MAV greater than 0.3954 suggests VT and MAV greater than
0.4116 is classied as VF. [17]
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2.4.3 Spectral analysis
Another method that instead of the time domain operates in the frequency
domain is a method called Spectral analysis. This method is based on observed characteristics of arrhythmias in the frequency domain. The observations made by [18] are listed below:
In the amplitude spectrum Ventricular Fibrillation (VF) has a high peak
at the fundamental frequency in the low frequency area and most of the
spectrum lies close to this frequency.

Not much can be found beyond the

second harmonic of that frequency.
Rhythms with deviant shape have a spectrum that is more smeared out
around the fundamental frequency than VF and the fundamental frequency
often coincides with the heart rate.

The amplitude slowly decreases with

each harmonic of the heart rate but no important information can be found
after the eighth harmonic.
Artifacts that mimic VF, such as electrode movement artifacts or muscle
noise, tend to have a spectrum of greater amplitudes below the reference
frequency and has a bit larger spread around the reference frequency than
VF.
For normal sinus rhythms (NSR) the frequency with the highest peak in
the amplitude spectrum does not necessarily coincides with the heart rate.
The NSR spectrum contains more in the higher frequency range and the
amplitude of its harmonics vary all the way up to the twentieth harmonic.
The spectral analysis method calculates four values based on those observed
characteristics, but rst some preprocessing of the signal needs to be done
before those values can be calculated. [18]
To take out a small set of data from a signal can be considered as multiplying
the signal with a rectangular window function of smaller nite width and an
amplitude of one. Even if the signal is bandlimited the rectangular window
function is not strictly bandlimited. A window with narrow width will have a
greater bandwidth. This will cause the spectrum of the signal to smear, also
known as spectral spreading. This spectral spread caused by the truncated
signal will also cause the signal to spread in frequencies where it's supposed
to be zero, also known as leakage.

The spectral spreading and leakage is

made visible in the frequency plane by the signal having a mainlobe around
the fundamental frequency and decaying sidelobes. [11]
Instead of a rectangular window we can use a more suitible window function
to aect the spectral spreading and leakage.
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tion Spectral analysis the Hamming window is used. For any given mainlobe width the Hamming window will give the smallest sidelobe magnitude.
[11][18]
After the Hamming window has been applied to the signal the signal is
fourier transformed. An estimation to the amplitude spectrum is done by
adding the absolute values of the real and imaginary parts.

Frequencies

from zero to 0.5 Hz are removed as well as frequencies above 100 Hz. The
maximum amplitude is found within the range 0.5 - 9 Hz. The frequency with
the highest amplitude within this range is called the reference frequency, or
peak frequency, see gure 2.18a. All other amplitudes that are less then 5%
of the value of the reference frequency are set to zero. The rst 20 harmonics
of the reference frequency are used, unless their frequency is beyond 100 Hz.
Any amplitudes found beyond 100 Hz are not used. [18]
The four values calculated for characterizing Ventricular brillation (VF) are
called FSMN,

A1 , A2

and

A3 .

FSMN stands for First Spectral Moment Normalized, and can be seen as the
centre of gravity of the amplitude spectrum.

The FSMN is calculated by

using equation (2.32).

imax
P

1
F SM N =
F

xi fi

i=1
imax
P

(2.32)

xi

i=1

Where

F

is the reference frequence, or peak frequency, and

frequency in the amplitude spectrum and

xi

fi

is the

ith

is the amplitude (sum of the

absolute value of the real and imaginary parts of the complex coecients)
at that frequency.

A1

is calculated by dividing the area of the amplitude spectrum between 0.5

Hz and half of the reference frequency,

F,

with the area between 0.5 Hz and

the frequency at the twentith harmonic. The upper limit being 100 Hz, so
if the twentith harmonic lies outside the 100 Hz limit, the denominator will
instead be the total area of the amplitude spectra between 0.5 Hz and 100
Hz. See gure 2.18b.

A2

is calculated by rst calculating the area of the amplitude spectrum

between

0.7F

and

1.4F ,

where

F

is the reference frequency, with the area of

the amplitude spectrum between 0.5 Hz and

20F ,

or 100 Hz if the frequency

at the twentith harmonic is greater than 100 Hz, see gure 2.18c.
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(a) The reference frequency or peak (b) A1 is calculated by dividing the
frequency, F .
area of the amplitude spectrum between 0.5 and F/2 with the area between 0.5 Hz and 20F

(c) A2 is calculated by dividing the
area of the amplitude spectrum between 0.7F and 1.4F with the area
of the amplitude spectrum between
0.5 Hz and 20F

is calculated by dividing
the area of the amplitude spectrum
within a 0.6F band around each center of harmonic 2F through 8F with
the area of the amplitude spectrum
between 0.5 Hz and 20F

(d) A3

A visual explination to how the values A1 , A2 and A3 in the spectral
method are calculated.
Figure 2.18:

To calculate

A3

the sum of the areas contained within a width of

0.6F

centered around the harmonics two through eight is divided by area of the
amplitude spectrum between the frequencies 0.5 Hz and, depending on which
frequency is the lowest, the upper limit is either the twentieth harmonic of
the reference frequency or 100 Hz, see gure 2.18d. [13] [14] [18] [19]

2.4.4 VF-lter
Another approach to detect Ventricular Fibrillation (VF) is to see its signal
as approximately a sinusoidal shape. The idea is that if VF can be seen as
a periodical sinus shaped signal, then adding the signal shifted half a period
of its mean frequency to itself, will therefore cancel the signal. [13]
This is equivilant to apply a narrow bandstop lter centered around the
mean frequency of the input signal. The output will then be the leakage of
the signal. [19]
The mean signal frequency,

fm ,

is given by equation (2.33) where

power of the signal at the corresponding frequency
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The graph is centered around the mean signal frequency, fm . The
main lobe of this frequency is removed by a bandstop lter leaving the side lobes.
The total area of the side lobes gives the leakage.
Figure 2.19:

P

Pi fi
P
=
fi
i

fm

(2.33)

i
The number of samples,

T,

in one mean period of a signal with xed length

is given by equation (2.34).

m
P

T = 2π

|Vi |

i=1
m
P

(2.34)

|Vi − Vi−1 |

i=1
Where
period.

Vi

are the samples and

m

the total number of samples in one mean

Once the mean period is calculated, the leakage is then given by

equation (2.35) where the bandstop lter is simulated by adding the signal
with a half-period shifted version of itself to itself, as mentioned above.

m
P

leakage =

i=1
m
P
i=1

|Vi + Vi− T |
2

(2.35)

|Vi | + |Vi− T |
2

If the leakage is less than 0.625 then the input is classied as VF. [13][14][19][20]
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Figure 2.20: The periodogram plots the maximum power found in each input,
in this case for each two second long ECG recording sampled at 250 Hz, and the
corresponding period. The black dots show the result from ECG recordings of
normal sinus rhythms and the red dots show the result from ECG recordings with
ventricular utter and brillation.

2.4.5 Other data created for training
A search for other parameters that could be useful for the neural network
commenced.

Since a few of the algorithms for nding VF characteristics

were dependent on information from the frequency domain, the information
from the dominant frequencies might be useful. While plotting the maximum
power in the spectra against the corresponding period, NSR and VF/VFL
seemed to cluster together, see gure 2.20. The maximum power of the input
and the period at that power were therefore added as input to the neural
network as a test to see if it could improve the decision made by the neural
network.
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Method
This chapter discribes the implementation of the methods used. It follows the
path of the data, from how the data is retrieved and the targets generated
and on to how the data is processed before it is introduced to the neural
network.

3.1

Data

The recordings found in MIT-BIH Malignant Ventricular Arrhythmia (vfdb)
were recordings of ECG sampled at 250 samples per second. The recordings
contained two leads, and lead II was chosen for the purpose of this project.
Only the change in rhythm was marked in the annotation le together with
the recording. At the start of each episode Ventricular Flutter was marked
as (VFL and Ventricular Fibrillation was marked as (VF or (VFIB.
Since the databases contained a lot of episodes of Ventricular Flutter and
as mentioned in section 2.1.2, Ventricular Flutter often is a state prior to
Ventricular Fibrillation, it was decided that the neural network were to react to both of these arrhythmias without being able to distinguish them
apart. That means that the network will be trained to distinguish between
two classes, the rst class containing Ventricular Flutter and Ventricular
Fibrillation and the second class will contain all other rhythms.
The samples and annotations for each recordings were retrieved by using
physionets plugin for Matlab.
A script was written which created the target for the neural network for
each recording. The target signal was given the value one if the correspnding
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Recording 418 from the MIT-BIH Malignant Ventricular Arrhythmia
Database (vfdb). The ECG recording together with the target. The target has
a value of 1 if the episode is ventricular utter or ventricular brillation and 0
otherwise. The circles show at which sample the new episode starts together with
its annotation at the bottom.
Figure 3.1:

sample was inside a VF or VFL episode and zero otherwise. There was also
the possibility to shift the start or stop of the episode, if one wished to adjust
when a VF was considered a VF and change it accordingly. Both the target
and the ECG recording were saved to a le, this was for convenience since
reading the samples from a le is a lot quicker than accessing the samples
in a database. An example to how the data is marked can be seen in gure
3.1. In this example we see that the annotations (VFL and (N marked the
start of an episode and the script created the target output for the neural
network by assigning episodes of ventricular utter the value one and the
part which was labeled normal sinus rhythm the target output value zero.
One can argue whether the given markings are correct, since for the naked
eye parts of the ECG signal within the VFL and N episodes in gure 3.1
looks very similar.
For the rst neural network created, the input was simply made up by two
second long parts of the recording, i.e. 500 samples each. The rst approach
was that the target was the corresponding target to the last sample in the
input. This could however mean that the major part of the input could in
fact be a healthy part of the ECG. Therefore the start of a VF was moved
so that atleast 50 % of the input pattern contained a corresponding target
value of one. This turned out to be problematic since some of the recordings
contained multiple short VF periods, which then was not annotated as VF, so
that an input containing VF could be trained to be healthy. The possibility
to change at which point the input was considered VF was later abandoned
and instead a check was made if the targets to the corresponding input
pattern were a mixture of ones and zeros, in that case the input was not used
and the next input pattern was switched one sample until the requirement
was fullled.
No way of focusing the input around a single beat was made, this meant
that the weights on the input layer were multiplied by a large varity of
amplitudes. To make this more even a rst implementation to sort the input
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pattern before feeding it to the input layer of the neural network was made.
In the end, as mentioned above, it was decided that rather than feeding the
raw ECG signal to the network, it needed to be processed rst to nd VF
and VFL characteristics. Therefore a script was made that took the recorded
ECG signal, let the signal be processed as mentioned below and then saved
to le. This was just to improve over all time when running the main script
later on, so that it only needed to read the le rather than running each
signal processing method each time. The signal length processed was a four
second long signal due to limitations with the TCI method used.
Further improvements were made, as with the input mentioned above it had
to decided how much of the input should be considered VF in order for the
system to classify it as VF. It needs to be able to detect VF within three
seconds. Because of this it was chosen to let every pattern built on an input
signal where atleast three seconds were VF was to be considered VF and a
signal built on less was thrown away, unless it contained no VF, then it was
instead considered as healthy ECG, or rather, a non-VF rhythm.
However, before the recorded ECG signal could be processed it needed to be
ltered.

3.1.1 Filter
As mentioned in section 2.2.1, a lter for baseline drift is needed before
one can properly analyse the recorded ECG. As a lter against baseline
drift a highpass second order Butterworth lter was used. The Butterworth
lter was created by using the built-in Matlab function

butter().

The

cuto frequency of the lter was chosen to be 0.67 Hz and the order of the
Butterworth lter was chosen to be a second order. These choices were made
in order to partially mimic the lter currently used in Ortivus systems. The
lter properties for the implemented lter can be seen in gure 3.2.
An example of the lter in use can be seen in gure 3.3, which shows the
signal from gure 2.6 before and after ltration with the Butterworth lter.
Now that the recorded ECG signal is ltrated the signal can be processed
and the input data created for the neural network.
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The magnitude and phase response of the implemented second order
Butterworth lter.
Figure 3.2:

The top graph shows the original signal from record 426 in the MITBTH Malignant Ventricular Ectopy Database. It's the same signal found in gure
2.6. The bottom graph shows the same signal after ltration with the second order
Butterworth lter.
Figure 3.3:

3.2

Signal Preprocessing

The processing of the recorded ECG signal was thought of as taking it from a
two-dimensional space (time and amplitude) into a multi-dimensional space,
where the outcome would make it easier to seperate ventricular brillation
and ventricular utter from any other rhythm with a hyperplane. This section describes the implementation of the ECG processing methods.

3.2.1 TCI
The idea with the signal processing of the data before introducing it to the
neural network was to nd typical characteristics of VF and VFL in order
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The top three graphs shows a four second long part of a recorded
rhythm classied as NSR, VFL and VF respectively (sample rate 250 Hz). The red
lines shows the threshold level, which is set to be 20% of maximum absolute value
of the four second snapshot. The graphs below shows corresponding values of the
rst step in the TCI algorithm. Their value is one if the signal is above, or below
the threshold of 20% of the maximum value, shown here by the area between the
red lines, and zero if the signal is within the thresholds, in other words, between
the two red lines.
Figure 3.4:

to simplify the destinction between VF and non-VF rhythms for the neural
network. Since several processing methods were used the choice was made
to only calculate the TCI value and let the neural network adopt its own
threshold level of what would be considered VF. No comparison was made
with the TCI value to see if it was less or greater to 400 ms, nor was the the
algorithm to distinguish VT from VF based on the TCI value if it was less
than 400 ms implemented. The network was simply fed with the calculated
TCI.
Since the input signal has to be split into three parts, and since some recordings contained heart rates of less than 60 bpm I made the choice to take a
four second ECG recording as input instead of three seconds.

Remember

that a VF analysis needs to be able to set of an alarm within three seconds
after a VF has occured, however since this can be calculated for each new
sample it will only be a delay during start up (i.e. right after the patient
has been connected). There are other algorithms in Ortivus current system
that takes about ten seconds during startup before they've learnt patient
specics, so a four second delay is within this time and should therefore be
acceptable.

To make further simultaneous calculations for the other ECG

processing methods easier, the same input time was chosen for them as well.
Before the TCI value can be calculated the input signal needs to be transformed into a binary sequence.

When creating the binary sequence, the

threshold level was found by nding the maximum absolute value of the signal within the time span. In order to determine the crossings through the
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threshold the input values were compared to 20% of the maximum absolute
value. The binary sequence for three dierent types of heart rhythms can be
seen in gure 3.4. If we look at the frequency of the binary sequence in that
gure, we can see a clear dierence between NSR and VF, where NSR has a
lot fewer crossings over the threshold compared to VF.
To calculate the TCI, from equation (2.30), I then split up the four second
data into three parts. The rst and the last part were only used for retrieving

t1

and

t4 , while the part in
TW . To retrieve the

the middle (or the second part) is the time

window,

number of pulses,

ank within the time window,

N,

I counted each positive

TW .

t1 was found by calculating the time between the start of the time window,
TW and the rst negative ank in direction towards the rst sample of the
input.

t2

was found by calculating the time between the start of the window and

the rst positive ank, going from the start of the window,

TW ,

towards the

end of the window.
The time t3 was calculated by nding the rst negative ank, searching from
the end of

TW

towards start of

TW .

The time t4 was calculated by nding the rst positive ank, searching from
end of

TW

towards the last sample of the input. See gure 2.17.

Using equation (2.30) this gives us the TCI.

3.2.2 MAV
The function created for calculating the MAV assumes that the input is of
the same length as the considered data window.

First it normalizes the

input around zero, where the max- and minimum value can either be one or
minus one. After the input is normalized the MAV is calculated according to
equation (2.31). The exception to the original algorithm was that no outer
window was used since I will not be setting the threshold explicitly. Instead
of calculating MAV for each two second window, a four second window was
used to create the data used for training the neural network. An example of
how the MAV changes for dierent rhythms can be seen in gure 3.5.
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MAV for dierent heart rhythms. The blue line is the calculated MAV
for the previous two second window. The window used for MAV has been slided
one sample at a time in order to produce the continues curve. The green line is the
normalized ECG recording of the associated heart rhythm.
Figure 3.5:

3.2.3 Spectral analysis
The function for calculating the four values takes any signal length as input,
but as for all the other methods a four second long part of the recording was
fed to the function at a time. First the input signal was multiplied by the
Hamming window in the time domain and then fourier transformed. Only
the right half plane was selected after the transformation to the frequency
domain. An approximation to the amplitude spectrum was then calculated
by summing up the absolute values of the real and imaginary parts. From
this amplitude spectrum I then calculate the reference frequency, also known
as peak frequency, by rst nding the lower and upper limits, which were
0.5 Hz and 9 Hz. If I could not nd the exact frequency for the limits, I took
the closest frequency as the limit. After the limits have been found I search
the frequencies within these limits for the frequency with the maximum
amplitude. This frequency will be the reference frequency. Each amplitude
in the spectra is compared to a 5% level of the reference frequency, and if
the amplitude is less than this value, the amplitude is set to zero, otherwise
it keeps its current value. The FSMN can now be calculated by using the
exact form of equation (2.32).
I then proceed by nding the limits that depend on the reference frequency,
such as

0.5F

used for calculating

A1 , 0.7F

and

1.4F

used for

A2 ,

the limits

A3

and

20F

around the second to eigth harmonic used for calculating
in all calculations of

A1 , A2

and

A3 .

If however

20F

used

happens to be greater

than 100 Hz the limit is instead set to 100 Hz.
To calculate

A1 , A2

and

A3 ,

instead of nding the area as mentioned in

[18], I calculate the sum of amplitudes within the band dened by the limits
calculated earlier. This is the way described by [13], [14] and [19].
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3.2.4 VF-Filter
The function used for the VF-Filter takes both the signal in the time domain
and the frequency domain as input.

Here, the time signal is the recorded

ECG after ltration. In order to retrieve the signal in the frequency domain
the signal in the time domain was Fourier transformed using Matlabs built
in fast Fourier transform function. The absolute values of the amplitude and
only positive frequencies (i.e. only the right half plane) were used. First the
mean signal frequency was calculated using equation (2.33) in section 2.4.4.
Then the number of samples in one half mean period were calculated using
equation (2.34). With that information it was now possible to calculate the
leakage using equation (2.35) on page 36. No threshold level was set, instead
its value was saved together with the values from the other methods in order
to be used later on as input to the neural network.

3.2.5 Other data created for training
The input ECG signal was fourier transformed and its power calculated.
After that, the maximum power was found and the corresponding frequency
was converted into the period of the signal.

These two values were then

saved together with the other values calculated for that input.

3.3

Neural Network

The neural network has been tweaked through out the project, however
the rst proof-of-concept created network had some real impact on which
direction the project went on. I will therefore describe both the rst network
and the nal network created.
Preferably our initial weights start close to the global solution which minimizes the error of the network. Since we do not know if our initial set of
weights is close to where the local minimas are situated or the local minima that coincides with the global minima, we have to make multiple initial
guesses, train the network and compare the results.

In order to nd the

global minima the network was therefore initiated multiple times with different randomly chosen weights.
For both networks the starting weights were created randomly from a normal
distribution with a mean of 0 and a standard deviation of 0.5.
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3.3.1 Activation function
As activation function within the network, the

tanh()

was chosen in order

to improve the time for training the network as mentioned in section 2.3.1.
Since the activation functions do not need to be the same in each node, the
logistic sigmoid activation function, seen in equation (2.5), was used in the
output node. In other words, all nodes had the

tanh()

activation function

except the output node which had the logistic sigmoidal activation funciton.
The logistic sigmoidal on the output node was done in order to capture the
posterior probabilities that the input data belonged to one of the two classes.
Since there was only one output and two possible classes for the input to be
classed as, I could implement the logistic sigmoid in the output node. If
there would have been multiple outputs another activation function would
have to be used since multiple outputs with the logistic sigmoid will not sum
to one, which is a requirement of multivariate classication probabilities.
In Matlab the output from the node can be written simply by writing the
vector multiplication between the input vector of the node and its weight
vector as argument of the activation function.

3.3.2 Feedforward
For the proof-of-concept feedforward network, the weights were rst initiated
and a matrix of the weights for each layer created. The weights in each matrix
were arranged so that each row represented the output of the nodes and the
columns the input to the node. The bias into each node meant that an extra
row of weights was added to each matrix. In this way the network structure
could be built on how the weights were arranged. The feedforward is then
simply done by a matrix multiplication of the input vector and the rst
matrix of weights within the activation function and then the output from
each layer is calculated in the same manner until the output is calculated
which ends the feedforward procedure. As mentioned above in section 3.3.1,
the activation function used within the net was the hyperbolic tangent and
the output node used the logistic sigmoid function.

For a normal setup

the input was a 500 sample long part of the ECG recording, the network
consisted of an input layer with 16 nodes, three hidden layers with 8, 4 and
3 nodes respectively and one output node in the output layer. The number
of nodes in each layer could easily be changed and it should be noted in
chapter 4 which network structure was used.
For the two nal networks the network structure was also saved in the way
the weights were structured. First a vector was created, the length of which
decided the number of layers in the network and the elements of the vector
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decided the number of nodes in each layer. This made it easy to tweak the
size and structure of the network. To store the weights a cell array of the
weight matrices was created from the previous mentioned vector. In the cell
array each network layer had its set of weights in its own cell. This structure
was also made for the input/output of each layer during the feedforward.
The activation function used was the hyperbolic tangent for all nodes except
the outputnode which had the logistic sigmoid function (see equation (2.5))
as activation function.

3.3.3 Error function
The function for calculating the error function takes the output from the
network and the target created from the script described at the beginning of
section 3.1 as input. It returns the error and the partial derivative calculated
from the error function which will be used with the back-propagation algorithm. The function assumes the activation function on the output node is
the logistic sigmoid. For the rst proof-of-concept neural network the crossentropy error function was used to compare the output with the target as
described in section 2.3.3 and appendix B.2. It was then decided together
with my supervisors that the sum-of-square error function were to be used
in the next implementation, described in section 2.3.3 and appendix B.1.
It was said that a way to improve the training speed, the target can be
changed to lie roughly within the linear area of the activation function of
the output node. I therefore experimented with changing the target values
from zero and one to 0.2 for non-shockable rhythm and 0.8 for a shockable
rhythm (i.e.

ventricular utter and ventricular brillation).

This change

to the target was made on the y before it was sent to the error function
together with the output.

3.3.4 Back propagation
The proof-of-concept network had the back propagation described within its
own script whereas the nal network called a seperate function for calculations of the error signals to each node. The function for performing the
back propagation through the net assumes that there exists only one output
node. The function takes the error, the network output, the weights and the
network structure as input. The outputs are the error signals for each node
in a cell array structure.
After the error signals are retrieved, the output from each node together with
the error signals calculated with back propagation, are fed to the function
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that calculates and returns the gradient of the error function. This is the
gradient that will be used for calculating the direction of which we will change
the weights.

3.3.5 Gradient Descent
The rst proof-of-concept network updated its weight with the use of a modied version of gradient descent. This modied version had an extra momentum term which takes into account the previous direction of the gradient.
The rst approach to introduce input patterns from the recorded signal was
to chop up the signal into 500 sample long parts with no overlap and feed
those to the network. The second approach was to have a 500 sample long
sliding window which was stepped one sample at a time and its data fed to
the network. This later variant was however very time consuming. The stop
criterion for the training was set to simply be the number of times I iterated
through the complete set of input patterns. Usually I'd start with this set
to only a few iterations and then increased it until the total error for all the
patterns converged and did not change much.

3.3.6 Quasi-Newton
The input to the network trained with quasi-Newton was the processed ECG
signal, which meant that a four second long part of the ECG recording
returned ten values used as input to the network. The rst approach was
to slide this four second window one sample at a time and process it with
the methods described in section 2.4, but this was very time consuming to
train with, since that created a lot of input patterns to train with, but there
was little change between the input patterns.

Instead the sliding window

was moved 500 samples at a time. This meant that the next processed ECG
signal overlapped half of the previous part of the ECG signal.

Instead of

cutting the ECG signal into 1000 sample long parts I did the overlap incase
something interesting occured inbetween those parts.
To start the quasi-Newton training algorithm, a rst approximation to the
inverse of the Hessian matrix was needed. Since the inverse of the Hessian
needs to be positive denite in order for the quasi-Newton method to progress
towards a minimum, the rst initial approximation to the inverse of the
Hessian also needs to be positive denite.

The rst approximation,

G−1
0 ,

was set to the identity matrix, which is positive denite. This means that
the rst step will be in the same direction as with the gradient descent.
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After that, the approximation to the inverse of the Hessian is built up with
the use of 2.27 which sets the search direction.

Once the search direction

is calculated, the function for line search is called to nd the next step size
which can be taken in that direction.

3.3.7 Line Search
The parameters

c1

and

c2

were chosen after some trial and error to be

c1 = 10−4
c2 = 0.9
which fullls the requirement
set to 1.618.

0 < c1 < c2 < 1.

The initial step size,

α̂,

was

These parameters are set outside of the line search function

and can be changed from the main script.

If both the Armijo and Wolfe

conditions succed at this step, the line search breaks and this step is chosen
as the step size.

If one condition fails a check is made if

current location with step

α̂

∇E > dk

at the

is positive or negative. The choices made can

be seen in table 3.1.
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The table shows the choices the implemented line search makes depending on which conditions were met and the derivative in that point. The rst
and second column is true if the condition was met and false if not. The third
column shows if ∇E > dk was positive or negative and the last column shows the
action taken for the step size. α̂ is the step size we try, and α is the step we will
take.
Table 3.1:

Armijo condition

Wolfe condition

(2.28)

(2.29)

True

True

∇E > dk

Changes made to

The step size
-

to

α̂

α

α

is set

and the line

search breaks.
Increase the step size
True

<0

False

α̂

by a factor 13 and try
again.
Interpolate between the

True

>0

False

current point

α

and

α̂

and take out minimum
as the next step.

α̂
False

<0

True

is decreased by a

factor 0.3 and try
again.
Interpolate between the

False

≥0

True

current point

α

and

α̂

and take out minimum
as the next step.

α̂
False

<0

False

is decreased by a

factor 0.1 and try
again.
Interpolate between the

False

>0

False

current point

α

and

α̂

and take out minimum
as the next step.
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The interpolation was made with the use of Matlabs built in function for
piecewise cubic spline interpolation. The intermediate points were equally
spaced between

α

and

α̂,

I did try with logarithmically spaced points, but I

could not notice any improvement so I nally settled for the equally spaced
intermediate points.

A small example of the implementation can be seen

in gure 3.6 which shows the error calculation for the current input pattern
when increasing the weights in the search direction. The interpolation is done
with the use of those points, then the minimum is found and the step size
to that point chosen. The new weights will be the current weights increased
by that step size.

The line search during training with the 430 recording from vfdb. The
black circles are the errors calculated at each weight increase at a step in the search
direction with the current input pattern. The blue curve shows the interpolation
made and the red circle shows the minimum found and thus chosen as the new step
size.
Figure 3.6:
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Dierent network structures, in terms of the number of nodes and layers
were created. Between layers the nodes always had full connectivity. Since
it is not known if the starting weights are close to the best solution, or
a local minimum, the initial weights are randomized and the network is
trained.

This process is done multiple times in order to nd a network

which performes better than the other with the same structure.

4.1

Trained with gradient descent

The rst few proof-of-concept neural networks used a small amount of input
patterns and was trained using gradient descent.
result after training.

In gure 4.1 we see the

Only 8 input patterns were introduced.

Each input

pattern was a 500 sample long part of the recording. The next input was
then the next 500 samples and so on. The network used had an input layer
with 16 nodes, 3 hidden layers with 8, 4 and 3 nodes respectively and one
output node. The recorded signal 609 from sample number 253000 to 257000
was used. The red circles show the output from the network when given the
previous 500 samples. We can see that after training they follow the target,
represented by the green line.
As seen in gure 4.1, the network could classify those patterns correctly. This
is what we would expect since the network is rather large in comparison to
the small number of input patterns which values do not overlap all that
much and also the test in gure 4.1 was done with the same patterns that
the network was trained with.
The same network structure was trained with all the signals in table 4.1. In

52

CHAPTER 4.

RESULTS AND DISCUSSION

800

600

400

A/D value [ ]

200

0

200

400

600

800
2.53

2.535

2.54

2.545

2.55
Time [sample]

2.555

2.56

2.565
5

x 10

The blue curve is the recorder ECG signal. The green curve is the
annotation, one if VF or VFL and zero otherwise. The red circles shows the output
from the network with the previous 500 samples as input. The network was trained
with gradient descent using information from all the 8 input patterns shown in the
gure.
Figure 4.1:

Table 4.1:

The chosen recorded signals used for training from the MIT-BTH vfdb.

Recorded signal nr:

418

419

421

422

424

426

430

609

1

gure 4.2 we see the result after 100 iterations . It looks as if the network
error did not decrease rather than increase and the network performance did
not seem to converge.
After 1600 iterations, as seen in gure 4.3, the performance of the network
still had not improved much, and the error seemed to be oscillating.
The poor performance of the learning rate during training as seen in gure
4.3, led me to believe that there either might be something wrong with the
way the network was trained, or that the input patterns from the two classes
overlapped each other and were hard to distinguish. A small test was done
where the network had to distinguish between dierent sinus and square
wave signals with dierent frequency and amplitude.

As in previous tests

the targets were either one or zero. The signals built up by sinus waves were
given the target output value of one and the rest were given the target zero.
The network was trained with all patterns except a few, removing one at a

1

i.e. all patterns from all the signals have been introduced to the network 100 times
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The upper image shows a small output test with a small part of the
training patterns, in this case signal 609 from sample 253000 to sample 260000.
The lower image shows the sum-of-square error the network has made each time
all input patterns has been introduced for training. This is a snapshot after 100
iterations.
Figure 4.2:
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The same network as in gure 4.2 which was a network of 16 nodes
in the input layer, 8, 4 and 3 nodes in the hidden layers and one output node. The
lower gure shows the output error after 1600 iterations.
Figure 4.3:

time, and then I tested the network's performance with all of the signals, to
see if it actually could interpret signals that were similair, but which were
not presented to the network during training. The same procedure was then
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made where sinus waves were given the target 0.8 and square waves and
triangle waves were given an output target of 0.2. The values 0.2, instead of
zero, and 0.8, instead of one, were chosen because they lay close to the linear
area of the logistic sigmoid function and should therefore improve training
time. This, however, only barely improved the time for the training runs.
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Figure 4.4: The signal contained sinus waves, square waves and triangle waves
of dierent frequency and amplitude. The network was trained to distinguish the
sinus waves from the rest. The network was presented with all the patterns except
the pattern with two sinuses added to eachother, seen inbetween sample 250 and
sample 300 in the upper gure. The gure below shows the error from the training
each iteraiton through the training input patterns.

If the network was given all patterns at training it could distinguish the sinus
signals from the rest. However, as input patterns were removed the network
often could not classify the removed patterns correctly although it had been
trained with similair signals with dierent amplitude or frequency. A result
from this test can be seen in gure 4.4 where the network was trained with
all patterns shown except the signal of two sinuses added to each other. The
output value for the pattern left out is lower than the other sinus signals,
but higher than the rest of the signals. One square wave pattern, that was
correctly classied during training with all patterns, was misclassied when
training was done with one pattern missing.
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A more fortunate result of the same procedure can be seen in gure 4.5,
where the network was able to correctly classify all patterns even though
the pattern with the two sinus signals was left out during training.

The

only dierence between the network used in gure 4.4 and gure 4.5 was the
starting weights.

3
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As in gure 4.4 the signal contained sinus waves, square waves and
triangle waves of dierent frequency and amplitude. The network was trained to
distinguish the sinus waves from the rest. The network was presented with all the
patterns except the pattern with two sinuses added to eachother, seen inbetween
sample 250 and sample 300 in the upper gure. The gure below shows the error
from the training each iteraiton through the training input patterns.
Figure 4.5:

The outcome of training the network with dierent shaped signals seen in
gure 4.5 meant that the network, to some extent, could classify similair
signals, which it had not been trained with, correctly. However, it could not
classify a large set of patterns correctly.
A much larger network was trained with the signals listed in table 4.1. Figure
4.6 shows the result after training with all the recorded signals listed in table
4.1.

The input was the recordings divided up into 500 sample long parts.

Patterns which had multiple target values

2 were not introduced. This meant

that the network was trained with 8203 patterns and out of those 1365

2

i.e. if the pattern contained both VF/VFL and non-VF/VFL rhythms.
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patterns were classied as VF or VFL. This time we can see that the error
slowly decreases.However, the time for training took a couple of hours.
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A network of 250 input nodes and 3 hidden layers with 125, 64 and
8 nodes in them respectively, and one output node. The network was trained with
the signals found in table 4.1. The top image shows a small example of the output
from the network compared to the target. For training no patterns with a mixture
of VF and non-VF were presented, but for the plot one pattern actually contained
both annotations and was classied as non-VF. The lower gure shows the sum of
square error during training at each iteration through all the input patterns.
Figure 4.6:

The thought process here was that if we take in a new sample the input
pattern will have switched a sample and, for instance, the QRS-complex will
have moved a bit and therefore that part of the signal will be fed through
other weights and nodes.

As mentioned in section 2.4, this will lead to a

large number of dient patterns for the same signal. The rst approach
was simply to sort the input by the order of amplitude. A test of this can be
seen in gure 4.7 where a small number of patterns has been used. Before
the input was fed to the input layer the input was sorted. The target was
0.8 for VF and VFL patterns and 0.2 for non-VF/VFL. After training, as
seen in 4.7, the output followed the target perfectly.
The result when the network was trained with patterns seen in gure 4.7
from recording 609 and then tested with patterns from recording 424, can
be seen in gure 4.8. It can be seen that the network misclassied four of
the twelwe patterns. The networks capabilities to interpret patterns which
it were not trained with was of course bad since it had not trained with a
large set of patterns.
Provided that the network was large enough, the error decreased as training
went on, as seen in gure 4.6, while if it was too small it seemed to have
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Shows the training when the input patterns has been sorted by amplitude before introduced to the network. The red circles in the left gure shows
the output and they follow the target, outlined by the green line. The gure to the
right shows the total error for all the training patterns each iteration.
Figure 4.7:

The right gure shows the error during training when the input
patterns has been sorted by amplitude before introduced to the network. The
training was done with a small amount of patterns from recording 609 seen in gure
4.7. The left gure shows the result when patterns from recording 424, shown in
this gure, were fed to the network.
Figure 4.8:

diculties to learn a large set of data, as seen in gure 4.3. As the network
grew larger so did the time to train the network as well.

Similarities in

the input data also meant that the network had diculties training and
distinguishing input patterns, as seen with the test depicted in gure 4.4.
The large input pattern (500 samples) led to a large network, which was
very time consuming to train. The training was done with gradient descent
and partly because of that the the error decreased rather slowly. From here,
the thought was to decrease the input size, nd VF and VFL characteristics

3

that did not overlap , make the network smaller and therefore also the time
for training. Also the eort was put to train the network by the use of the
quasi-Newton method.

3

i.e. made it easier to distinguish
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Trained with quasi-Newton

When the weight update was done with quasi-Newton it would update the
weights during the rst iteration of all the available inputs. After that the
following times the same input patterns were introduced it would not move,
as seen in gure 4.9. The source seemed to be that the step length in the
line search, would, in the following iterations through the data, become very
small (≈

10−17 )

and the weights would no longer update. Depending on the

starting weights, the total error, once the training was nished, would be
dierent.

Shows the RMS error for the output during training from the network
each time it has gone through all available data.
Figure 4.9:

A network was created with 10 input nodes, 20 and 7 nodes in the hidden
layers and one output node.

The training was done with recording 430.

Once the training was done the network was given the signals in recording
424 as input.

The output from the network was then compared with the

target with the use of a threshold for determining when the output was a
positive or negative output and the Receiver Operator Characteristic (ROC)
was calculated. The result from a network trained with recording 430, and
then validated with recording 424, can be seen in gure 4.10.
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The neural network was trained with recording 430 from vfdb. The
trained network was fed with recording 424 from vfdb and the ROC-curve was
calculated for its output.
Figure 4.10:

The same network was then tested with recording 426 in the same way and
the result can be seen in gure 4.11.
This network was a poor classier for VF/VFL, and the ROC-curves indicated that the output value for the two classication overlapped by quite a
bit.
When training was done with quasi-Newton, the network would quickly reach
a point where it would no longer update and was satised, even though the
total error for the training data still was large.

As mentioned above the

step size found with the line search would be really small once the training
data was introduced. Forcing a larger step at this point would result in the
Newton step no longer being positive denite. The check that was made to
make sure the Newton step was positive denite could also have been used
to increase the diagonal elements until the matrix was positive denite, as
described by [21], and this new step could have been used.
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The neural network was trained with recording 430 from vfdb. The
trained network was fed with recording 426 from vfdb and the ROC-curve was
calculated for its output.
Figure 4.11:

4.3

Gradient descent revisited

Since the network updating with gradient descent had done well for a small
number of input patterns, it was fed with the processed signals rather than
the 500 sample long part of the recorded ECG signal. Unfortunately, as seen
in gure 4.12 and 4.13, patterns that it previously could classify correctly
were now very hard for the network to distinguish between.

Result after training with the processed data as input and updating
the weights with the use of gradient descent. After several training attempts the
network could still not classify the patterns correctly.
Figure 4.12:

This led me to suspect that the input data was not as reliable as I'd thought.
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Result after training with the processed data as input and updating
the weights with the use of gradient descent. For this small set of data the output
would move towards the center as training progrssed and nally cluster against the
center as seen above. The red circles show the output and the green line shows the
desirable target output.
Figure 4.13:

4.4

Signal preprocessing

Except for the small tests done with the signal preprocessing seen throughout
chapter 3, the Receiver Operator Characteristics (ROC) was later calculated
for each preprocessing method.

Depending on if the method produced a

smaller value or larger value for detecting ventricular brillation (VF) or
ventricular utter (VFL), the ROC-curve was calculated with thresholds
for the positive value of the output either decreasing from high to low, or
increasing from low to high. The results of this can be seen below.
In gure 4.14 it can be seen that the ROC-curve lies close to the diagonal,
which means that this is a poor classier on its own. This was very disapointing since the TCI looked promising during the small tests done during
the creation of the TCI script.

As mentioned in section 2.4.1 the TCI al-

gorithm has diculties distinguishing between ventricular brillation (VF)
and ventricular tachycardi (VT). The poor performance in the test might
be because the database contained VT, which would have the target of zero
since it is neither VF nor VFL. Even some signals that looked as if they were
VT were annotated as normal beats, an example of that can be seen in gure
3.1 on page 39, the recorded signal is number 418 from vfdb and according to
the annotations given it contained no VT segments. However, as we can see
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The ROC-curve calculated for the TCI tested against all recorded
signals listed in table 4.1.The area under the curve was AUC = 0.51
Figure 4.14:

the rst four seconds in gure 3.1 look very similar to a VT-rhythm. Since
it was known that these rhythms overlap in the TCI output, and since they
were to be classied dierently, this might explain the poor result TCI made
by itself. This was a great let down since the input time length was set as
large as four seconds in order for the TCI to be calculated with better accuracy. The hope had still been that this method could pick out VF and VT
from the signals and that the other methods could be used by the network
to distinguish between VT and VF provided that their output for VT and
VF did not overlap much.
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ROC-curve for the Mean Absolute Value, MAV, calculations. The
area under the ROC curve was AUC = 0.58
Figure 4.15:

We can see that the ROC-curve for MAV in gure 4.15 also lies close to
the diagonal and the area under the curve is 0.58.

This was also rather

disappointing as it for small sets of data during creation produced a dierence
in output between ventricular utter and other rhythms. An example of it
could be seen in gure 3.5 on page 44.

For the full set of data from the

recordings listed in 4.1 the calculated MAV did not perform well.
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(a) The ROC-curve for the FSMN (b) ROC for A1 . AUC = 0.71. ROC
output value. AUC = 0.83. ROC retrieved by the use of signals found
calculated with the use of the signal in 4.1 as input. A high output value
records found in table 4.1. A low out- was considered a positive outcome.
put value from FSMN was considered
a positive output.

ROC for A2 . AUC = 0.74 ROC (d) ROC for A3 . AUC = 0.80. A low
retrieved by the use of signals found output produced by A3 was considin 4.1 as input. A high output value ered a positive prediction and a high
was considered a positive outcome. output as a negative prediction.

(c)

Figure 4.16: The ROC-curves for all the values retrieved by the spectral analysis.
Tested against all the recorded signals found in table 4.1.

Of the preprocessing algorithms, FSMN gave the best prediciton on its own,
as seen in gure 4.16a. It has a point much closer to the upper left corner
than any of the other algorithms and had the largest area under the curve
(≈

0.83).

It is still not particular good, but atleast it could predict VF and

VFL better than the other methods. The FSMN would still be interesting
as input to the network.
The ROC-curves for

A1

and

A2

seen in gure 4.16b and 4.16c could not

be considered good predictors but atleast they performed better than TCI,
MAV and Leakage, comparison can be made with gure 4.14, 4.15 and 4.17.
Like FSMN, the ROC-curve for

A3

shown in gure 4.16d also looks promis-

ing, but was far from perfect. The area under the ROC-curve was roughly
0.80 and like the curve in gure 4.16a this curve also has a clear knee. This
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would make them acceptable as inputs to the network.

The ROC-curve for the calculation of the leakage. A smaller value
was considered a positive output. The area under the ROC curve was 0.58.
Figure 4.17:

As seen in gure 4.17 the calculated leakage can predict VF and VFL only
slightly better than chance.

As mentioned in section 2.4.4 the method is

based on the assumption that a VF, or a VFL, is close to sinusoidal. To the
naked eye that looked like a good assumption, but my implementation of it
did not perform well on the given data set.
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(a) The ROC-curve when the maxi- (b) The ROC-curve for the period
mum of the power spectrum has been found at the maximum in the power
used as classier. The area under the spectrum for the current input. AUC
curve, AUC was 0.65.
= 0.76
Figure 4.18:

ROC

The maximum input power was not a good predictor, as seen in gure 4.18a,
but the ROC-curve for the period at which the maximum power can be
found to have a small correlation to VF and VFL, atleast for the given ECG
recordings.
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Conclusion
The aim of the project was to nd a method for distinguishing ventricular
brillation and ventricular utter from other rhythms by the use of a neural
network.

Two dierent designs for updating the weights in a feedforward

multi-layered neural network with supervised training have been described
previously in this report. Also the input patterns were either the samples of
a part of the recorded signal, or the processed values done with the methods
described in section 2.4. The rst network design had a simple process for
training with the use of information from the gradient. It took the samples
from the raw A/D-signal from the ECG recording as input.

The second

design used a more complex way of training with the use of the quasi-Newton
method and used multiple preprocessing methods applied on the data before
using it as input.

The third design used the same training process as the

rst design, but the same inputs as the second design.
The rst design performed well on a small set of test patterns but took a
very long time to train and performed poorly when trained and tested with
large set of data.

Provided that the network was huge the network could

increase its performance, but meant that the training process was extremely
slow.
The second design had more rened way of updating its weights that was
computational heavy, and once stuck in a stationary point in weight space,
would never move out of it. The input patterns were made small by only
using the output from preprocessing methods, so that the network could be
kept small.

This design did not perform well with neither a small set of

data nor a large set of data, but most likely because the data was not easily
separable between the dierent arrhythmias.
Because of the poor properties of the processed input data, the third design
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could not classify the recorded ECG signals properly either.
The bad performance by most of the preprocessing scripts on the whole set
of data meant that it should not have been used for training purposes and
other parameters should have been found instead.
Overall the training process was computationally heavy and very time consuming, but once trained, the feedforward through the network went fast.
The poor performance with the neural networks given the input meant that
they, in their current state, were not suited for the task to classify ventricular
brillation.

5.1

Suggested improvements

The preprocessing methods described in this report used only information
from lead II. This might not be enough to make the data easily separable
between arrhythmias. A suggestion for further investigation would be to look
at the vectorcardiography (VCG) as this provides more information than just
the lead II projection.

Hopefully enough information to make those ECG

signals that are currently dicult to distinguish apart more easily separable.
The neural network will not be better than its teacher, therefore the recorded
signals would have to be thoroughly investigated and annotated if the network were to be trained by the means of supervised learning.
The approach to let multiple dierent types of neural networks collaborate
could be investigated as long as the networks could be kept small, in order to
be fast enough to train, since they would have to be trained multiple times
in order to nd the best set of weights and the best network constallation
chosen.
Depending on the severity between an error with a false positive decision or
a false negative decision, the error could be weighted so that the decision
boundary used with the neural network could reect that.
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Annotations in the VFDB
http://physionet.org/physiobank/database/vfdb/annotations.shtml
Annotations in the MIT-BIH Malignant Ventricular Fibrillation Database

All of the annotations contained in the .atr les of this database are rhythm
change annotations, and almost all of them mark changes in cardiac rhythm
(a few indicate episodes of noise or asystole). The table below indicates how
the aux strings of these annotations should be interpreted.

aux string:

Meaning:

(AFIB

atrial brillation

(ASYS

asystole

(B

ventricular bigeminy

(BI

rst degree heart block

(HGEA

high grade ventricular ectopic activity

(N or (NSR

normal sinus rhythm

(NOD

nodal ("AV junctional") rhythm

(NOISE

noise

(PM

pacemaker (paced rhythm)

(SBR

sinus bradycardia

(SVTA

supraventricular tachyarrhythmia

(VER

ventricular escape rhythm

(VF or (VFIB

ventricular brillation

(VFL

ventricular utter

(VT

ventricular tachycardia

In each case, the rhythm change annotations are placed at the beginning
of the episode of the indicated rhythm.
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The previous rhythm continues

during episodes marked by (NOISE; the noise ends at the time of the next
annotation.
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Error functions
B.1

Sum-of-square Error

We start of with some denitions,

p(x)

is the unconditional density of

x

dened by:

Z
p(x) =
Given a value of

p(t, x)dt

x the probability density of t is denoted by p(t|x),

which is

the conditional density that we, in the end, want to model with our neural
network. The probability density can now be expressed as:

p(t, x) = p(t|x)p(x)
The likelihood for our training data
ing target for pattern

n)

{xn , tn } (input data and its correspond-

is:

L=

Y

=

Y

p(xn , tn )

n

p(tn |xn )p(xn )

n

Because of the product it is more convenient to consider the negative logarithm of the likelihood to nd the minimum in a practical implementation.
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This is of course equivalent to maximizing the likelihood. We therefore minimize the error function,

E:

E = − ln L
X
X
ln p(xn )
ln p(tn |xn ) −
=−
n

n

The second term in the above equation will not depend on any neural network
specic parameter and can therefore be omitted.
If we assume that the target,
data

x

tk ,

is given by a function

as its argument and some added Gaussian noise,

and standard deviation

σ.

hk () with the input
k , with mean zero

The target can then be written as

tk = hk (x) + k
and the distribution of

k

is

−

e
p(k ) = √

2
k
2σ 2

2πσ 2

hk (x). We'll write
network as yk (x, w) where w are the weights
replacing hk (x) with yk (x, w) the probability

We want the output of the neural network to model
the output from the neural
of the neural network.

By

distribution of the targets can now be given by:

p(tk |x) =

e−

(yk (x,w)−tk )2
2σ 2

√

2πσ 2

This leads to an error function that looks like:

E=

N
c
1 XX
Nc
(yk (xn , w) − tnk )2 + N c ln σ +
ln(2π)
2
2σ
2
n=1 k=1

where the second and third term as well as the factor

1/σ 2

can be left out

during minimization since they are independent from the weights

w.

then end up with the more familiar expression of the error function:
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N

c

1 XX
E=
(yk (xn , w) − tnk )2
2
n=1 k=1
N

1X
ky(xn , w) − tn k2
=
2
n=1

When we use the back-propagation algorithm we are interested in nding
the derivatives of the error function with respect to its weights. A part of
that consists of using the partial derivatives of the error function. If we let

f (ak ) denote the activation function of the output so that yk (x, w) = f (ak ),
then the derivative of the sum-of-squares error function with respect to ak
is then:

X
∂E
=
f 0 (ank )(ykn − tnk )
∂ak
n
Here we can also see that the choice of activation function will eect how
easy we can express the derivative of the error function. [21]

B.2

Crossentropy Error

If we wish to distinguish between two classes,

C1

and

target the value of 0 if the input belongs to class
class

C2 .

Given an input,

the input belongs to class

x, we
C1 .

will assign

y

C1

C2 ,

we can assign the

and 1 if it belongs to

the posterior probability that

y = P (C1 |x)
The posterior probability for class

C2

given an input

x

can therefore be

dened by:

P (C2 |x) = 1 − y
We can express the probability to observe either target value by combining
the two equation above and we'll end up with:

p(t|x) = y t (1 − y)1−t
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for

t ∈ {0, 1}

B.2.

CROSSENTROPY ERROR

This we recognise as the Bernoulli distribution which is a special case of the
binomial distribution. If we assume that the data is drawn independently
from this distribution, the likelihood of observing our training data for each
pattern

n

is given by:

Y
n
n
(y n )t (1 − y n )1−t
n
In a practical implementation it is of course easier to minimize the negative
logarithm of the likelihood rather than the product, we therefore rewrite it
with a simple sum on the form:

E=−

X

(tn ln y n + (1 − tn ) ln(1 − y n ))

n
This is the cross-entropy error function which we will want to minimize
during training of the neural network. The derivative of the cross-entropy
function with regards to

yn

is:

∂E
y n − tn
=
∂y n
y n (1 − y n )
which we see has a minimum at

y n = tn ∀ n.
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