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Abstract

In this thesis two methods to solve the Simultaneous Localization And Mapping
problem are presented. The classical extended Kalman filter is used as a refer-
ence from where an efficient particle filter is examined, which uses deterministic
samples called sigma points. Most of the effort is put on implementing these al-
gorithms together with the Symmetries and Permutations Model, but a preliminary
comparison of the methods has been done as well. Experiments show that lin-
earization errors make the map inaccurate over long periods of time, and methods
are discussed which decrease these effects.
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Chapter 1

Introduction

In the industry, robots are already used extensively to do dangerous or boring tasks
unfit to be performed by ourselves. Robots will be just as common in our homes
in a near future. Today it is frequent that autonomous vacuum cleaners and lawn-
mowers are used, and other robotic platforms with automatic guiding systems will
appear as well.

In robot functions like tasks of fetch-and-carry and other mobility aids, there
will be two fundamental questions. “Where am I” and “How do I get to where I am
going” both need a map to be answered. A professional might program the robot to
recognize the environment, but it would be unrealistic that ordinary citizens would
be able to the same. Therefore an automatic way of generating a map is desirable.

Different approaches to the traditional Simultaneous Localization and Mapping
(SLAM) problem have been published in the robotics literature during the past
decade. The most popular approach [1] is using the Extended Kalman filter (EKF)
which has been commonly implemented, but unfortunately this method has certain
shortcomings.

1.1 Problem Definition

This thesis will evaluate the possibility of using the Unscented Kalman Filter
(UKF) and its square-root variant to increase the accuracy of the SLAM, without
raising the computational complexity too much.

The main problems to be investigated are how existing data can be interpreted
as a sequence of local maps, together building a large-scale map, and if the UKF
can cope with the consistency problem in a more resourceful manner.

Experimental data has already been collected by a vehicle that drove through
the corridors of a public building. The primary goal of this project is to construct a
stochastic map from that data, and a secondary goal is to compare the performance
of the different algorithms.
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1.2 What is SLAM?

Imagine you are a robot that all of a sudden wakes up to find yourself in world that
is totally unfamiliar. As you take your first glances of the surroundings with your
exteroceptive sensors you see a wall here - a door there, and you begin to make a
model of the environment around you. The first step to build a map is always to
model the surroundings with a desired level of abstraction.

Because the readings are often noisy, you are unable to locate the features
you just have seen with high accuracy, but with more readings you will get more
certain you get of where they are. By guessing which features in the map every
new measurement has come from, you can improve the estimations of the feature
positions.

As you start your electric motors and begin to move, your interoceptive sensors
tell you how far you have traveled and therefore you are able to calculate where
you are. However, their information is not reliable enough. As you travel each
and every error of your displacement measurements is carried over in the dead
reckoning technique, first used by the seafarers of the 1500th century, and your
position gets more and more inaccurate. Therefore you make use of your initial
guesses once again. By combining the measurements with the information of from
where in the map they should have originated, you can pinpoint your position with
much higher precision.

The three steps that define the SLAM problem are to:

1. Predict the current location of the robot from the previous position.

2. Pair the new measurements with the old features.

3. Update the estimations of the robot and feature positions accordingly.

1.3 The Kalman Filter

The Kalman Filter is a recursive estimation technique that combines measure-
ments, with different reliability, into one with higher precision. Recursive means
that it is not necessary to keep all previously gathered data in storage to be able to
process every time a new measurement is taken.

The main idea is to compute an estimated mean of several measurements,
where the ones with a lower uncertainty are more important than measurements
with high uncertainty. Under the right circumstances, the Kalman Filter is an opti-
mal data processing algorithm, which means that it does the best possible with the
data provided. In other words, the error is statistically minimized.

When the Kalman filter is used it is assumed that the errors in the measurements
are independent and white Gaussian. This assumption is practically valid in most
cases, and gets better with more measurements. In fact it can be mathematically
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Figure 1.1: Kalman test in 1-dimension

shown [2] that the summed result of a large number of independent random vari-
ables can be closely described by a Gaussian probability distribution, regardless of
the shape of every individual variable’s density.

Consider the scalar case when one have the random variables xold and xnew,
each with different means x̄ and variances σ2. To combine these two measurements
into one better the following update equations [3] are used:

K = σ2
old/(σ

2
old + σ

2
new)

x̄combined = x̄old + K · (x̄new − x̄old)

1/σ2
combined = 1/σ2

old + 1/σ2
new

This is illustrated in Figure 1.1, where four random measurements centered around
1.00 with a covariance of 0.02 are combined. Later in this work, this will be done
with matrix operations instead, but the fundamental idea will still be the same.
Combinations of the two measurements are done by calculating the difference be-
tween them, and update one of them with the product between this difference and
a weight.

How the weight is calculated makes sense, because if the new measurement
have the highest uncertainty, K will be small. On the other hand, if the old mea-
surement is the most uncertain, K will be large. Hence the weighted differential
updated mean-value will happen to be closest to the measurement with the lowest
uncertainty.

The updated covariance value is calculated by the inverse addition of standard
deviations for the measurements. A simple analogy could be how one calculates
the combined resistance of two parallel coupled resistors. The combined value will
always be smaller than before. How much smaller is decided by the values of the
covariance. For example, in the case that the two are exactly the same the updated
covariance will be half of the original value.
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1.4 The Notations used in this Work

• Brackets [ ] or bold font indicates a matrix or vector.

• F{ } is a transformation function and function() is a computer function.

• The standard notation of the Kalman filter SLAM is used when possible, but
with C as the covariance matrix of the represented system instead of the
usual P . This is to avoid possible misconceptions due to its resemblance of
the permutation vector p of the SP-model.

• An estimate of a random variable x is denoted by x̂ and its mean by x̄.

• The index in Xi mark the i:th sigma point, and the top bracketed index X(ix)

mark the rows in the sigma point vector indicated by the ix indices. ix, iv and
in refers to the indices of interest in the map-, observation- and odometry
vectors respectively.

• The feature vector x̂WF
k is used with the top index indicating the base refer-

ences, and the bottom index as the time the variable is valid. In this case of
the estimation for feature F is measured from the base reference W at step k.
If the index is x̂k|k−1 it is meant that the variable is a prediction of the next
state based on the previous one.

• The quadruples of the SP-model is placed in structs nameWk where name
describes what feature is expressed and W is its base reference.

1.5 Outline

The rest of the thesis is outlined as follows:

Chapter 2 describes the models that are used in the map, and how the sensor data
is represented.

Chapter 3 gives a practical description of the standard EKF algorithm, and the
results from it are discussed.

Chapter 4 deals with the two versions of UKFs that are implemented. The out-
come of these experiments is then compared to that of the EKF.

Chapter 5 explains how inconsistency in the maps can be tackled, and points out
one of the disadvantages with linearization errors.

Chapter 6 discusses the results, and some conclusions are drawn. Examples of
work that can be done in the future to further improve the filter are briefly
presented.
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Chapter 2

Design Choices

When a map is built in a chaotic environment and you want a good probability of
being successful, a representation that is versatile enough to be able store all possi-
ble objects is a good thing to have. If that representation is not over-parameterized
and therefore effective it is even better.

In commonly proposed representations singularities are often present, for ex-
ample as the classic straight line: y = kx + m. This equation is not able to charac-
terize vertical objects, unless it is rewritten as: x = 1

k y − m
k . In general, covariance

tends to infinity close to singularities, and precision is reduced drastically when
computations are made near them.

Also of importance is that the model is as easy to work with as possible, so
models which are to complex are not acceptable. Different geometric elements
need to be able to be used and compared in the same transformations, without
special treatment, and therefore all objects in a map need to be represented in the
same way in the state vector.

2.1 The Symmetries and Perturbations Model

In the Symmetries and Perturbations Model [4] (SP-model) a 2D geometric ele-
ment is represented as a triplet (x, y, φ)T . The location of such an element F is
given relative to a common reference frame W , and every object has an unique
coordinate system of its own. The variables x and y represent the relative position
of F to W , and φ is the difference in angular orientation between the two reference
frames.

If the position of F relative to W is known, the inverse position W relative to F
can be calculated in the following manner:

xFW = �xWF =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝
−xWF cos φWF − yWF sin φWF

yWF sin φWF − yWF cos φWF

−φWF

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠
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Figure 2.1: The position of F relative to W, and S relative F.

Let S be an observation in the reference frame of element F. That position can be
expressed in reference of W instead with the following composition:

xWS = xWF ⊕ xFS =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝
xWF + xFS cos φWF − yFS sin φWF

yWF + xFS sin φWF − yFS cos φWF

φWF + φFS

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠
In the SP-model, the observations of the robot are stored in quadruples of x̂WF ,
p̂F , CF and BF . Where p̂F is the estimated error, CF the covariance matrix of pF

and BF is a row selection matrix denoted binding matrix. The binding matrices
select the dimensions of interest when two different features are compared.

Consider an infinite line feature xWF which has two degrees of freedom, and
a segment feature xFS which has three degrees of freedom. The segment can be
thought to be on top of the infinite line if the components yFS and φFS of the relative
vector xFS coincide with the infinite line’s. This is simply because an infinite line
can be moved in its xWF-direction without any real change is made.

Hence only two dimensions are of interest when comparing a segment to an
infinite line, and the function of the binding matrix is to select those two by multi-
plying itself to the vector x. A set of binding matrices of interest to this thesis can
be seen in Table 2.1.

Observations that the robot has made during its travels are put together into a
stochastic map. The robot can estimate its own position from the features in it, and
insert new as such are observed.

Let n be the number of features represented in the map. Then its state vector
would be described by the estimation vector, and its error by the covariance matrix:

x̂W =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

x̂WR

x̂WF1

...

x̂WFn

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
; C =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

CR CRF1 · · · CRFn

CF1R CF1 · · · CF1 Fn

...
...

. . .
...

CFnR CFn F1 · · · CFn

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
;
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Figure 2.2: A segment can be moved freely along the x-axis of an infinite line.

Comparison Between Binding Matrix

Points P BP =

(
1 0 0
0 1 0

)

Infinite lines F BF =

(
0 1 0
0 0 1

)

Segments E BE =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝
1 0 0
0 1 0
0 0 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠

Robots R BR =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝
1 0 0
0 1 0
0 0 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠
E and F BEF =

(
0 1 0
0 0 1

)

P and F BPF =
(

0 1 0
)

Table 2.1: Binding matrices of interest to this thesis.
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Figure 2.3: Two approaches to how the location of feature S is calculated.

A difference from classical representation is that in the SP-model the state vector
is related to the perturbation vector and not to the location vector. The estimated
position of an object is considered to be fixed, and the error in position is described
as a random variable instead. This means that the state vector in the SP-model is
not stochastic as in traditional SLAM, but deterministic.

The error of the estimation of feature F is called dF , or if only the dimensions
of interest are taken into account pF = BFdF . This is called the perturbation
vector, and can be used to calculate a real position from an estimate. To sum up:

xWF = x̂WF ⊕ (BF)T pF

p̂F = E[pF]

CF = E[(pF − p̂F)(pF − p̂F)T ]

Consider the example described in Figure 2.1 where the location xWS of feature S
is described by the addition of the two random variables xWF and xFS , each with
its individual estimation- and permutation vector:

xWS = xWF ⊕ xFS = (x̂WF ⊕ dF) ⊕ (x̂FS ⊕ dS )

This can be rewritten, as illustrated in Figure 2.3, as an addition of the estimation
of S in the reference frame of W and the total error, where:

x̂WS = x̂WF ⊕ x̂FS

d′ = (�x̂FS ) ⊕ dF ⊕ x̂FS ⊕ dS

xWS = x̂WS ⊕ d′

Later in this report, the first direct method of calculating the real position of S is
used in the implementation of the EKF. The second indirect method is used in the
UKF algorithms.

2.2 Map Model

All the information related to the environment is stored in a map M = (x̂, C),
where x̂ is the state vector and C is the estimated covariance of the error p. The

8
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Figure 2.4: Infinite lines are bad for consistency because they might interfere
with the locating algorithms in an unwanted manner, especially in nearby corri-
dors where the (green) segments might be mapped to the wrong (dotted) infinite
line feature of the map. Consider the diagonal lines which cross the red circles
for example. When the robot rounds the lowest left corner it will not have that
many features to orientate itself with, and will then be at high risk to stick to
these lines instead of going upwards, as would be the right choice. The thin blue
path is the robot trajectory beginning in the upper right corner and ending in the
upper left.

robot is always the fist element in the state vector, and is followed by a number of
features that are currently represented in the map.

To increase the performance of the SLAM algorithm one can have different
feature types in the same representation of the map. Two examples can be having
end points on the infinite line features making them into segments, or by having
corner features to indicate identified end points of the walls.

For simplicity reasons the map features of this thesis are only represented by a
set of infinite lines, but the simplicity gives rise to some problems. Because infinite
lines stretch very far they might compromise the robots ability to reason in a future
time step. For example there might be a risk that observations could be considered
belonging to a map feature that has been constructed in a parallel corridor. An
illustration of this is shown in Figure 2.4. There exist various solutions for this
problem. One of them is to get rid of the old data that might be interfering. It
probably would not be needed anyway.

2.2.1 Data Association in a Virtual World

An example of the map model used in this thesis can be found in Figure 2.5. It
shows a virtual world where a robot (×) can move around and take measurements
of the walls with a laser sensor. The world is created of thirteen vectors for the walls
and a coordinate for the robot position. From it a line is drawn, in the direction of
the mouse cursor, to where it intersects with one of the walls. This intersection

9



Figure 2.5: Left: The virtual world where data is acquired to test the model of
the map. Right: The map being constructed.

point represents the measurement data, and for simplicity no noise is added. The
user can sweep the mouse around to gather data, which is forwarded to a map
processing algorithm. The green-dotted lines are the infinite line features of the
constructed map, and the blue dots are the measured data points. The red short
lines are indications of in what direction that they were captured from.

Some difficulties arise when working with observation features different from
the features of the map. In this example, logic had to be derived which reasons if a
line should be created or not as new points are inserted into the map. A suggestion
of how this might be done is in the following manner:

1. Add the point to the state vector of the map.

2. Check for coincidence with all map features.

3. If so add that point to that map feature. If not, see if a map feature should be
created from the data points that do not belong to any feature already.

4. When an infinite line is created, see if any of the points that is not associated
to any map feature already coincides with that line. If so update the position
of the line accordingly.

When the map building process is finished, each map feature can be split into
several segments by the infinite lines it makes crossings with. Segments that have
data points on them can be shown in a final presentation of the map.

2.2.2 Segmentation

At every time the robot reads its laser scanner it gets a large amount of data points,
and the computational complexity of SLAM is proportional to the number of fea-
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Figure 2.6: Left: Six points have been placed, and the green lines represent the
their extracted line features. Every possible line is shown dotted in red. Right:
A larger amount of intersection points (◦) could be found in the areas indicated
by the green circles.

tures involved in every step. A simple way to decrease the effort generating the
map is to decrease the number of observations by turning the data points into a
much smaller amount of segments. In addition the difficulties regarding having
different types of observation- and map features can be avoided.

A popular tool for line fitting and segmentation is the Hough transform [5],
where the Cartesian point coordinates are rewritten as trigometrical functions in
the polar space:

x cos φ + y sin φ = ρ

After this transformation is made, each intersection of the polar trigometrical func-
tions represents a possible line in the Cartesian space. Areas containing a larger
amount of intersections are thought to have a higher probability to have a line pass-
ing thorough them, as illustrated in Figure 2.6.

A way to find the peak probabilities of where a relative large amount of inter-
sections are, is by having each of them place a vote weighted with its uncertainty.
This is done in a Gaussian space which often is represented by a discrete grid.
Other methods exists and two of them can be read about in [4] and [6].

2.3 Data from the Ada Byron Building

A robotized wheelchair equipped with a SICK laser scanner was joysticked around
a 250m long path, both in-and outdoors, in a populated environment of the Centro
Politécnico Superior (CPS) campus in Zaragoza, Spain. The data it gathered from
its laser scans was segmented using the RANSAC technique, and was done before
this project started.

The data was given as a MatLab file containing the laser points and segments
with their respective covariance, along with the odometry of the robot. The accu-
racy of the odometers was unknown.
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Figure 2.7: The raw data from the corridors of CPS

12



Chapter 3

Traditional SLAM

Recursive estimation of the first two moments of the probability density is per-
formed using Algorithm 1. The map, which consists of SP-model quadruples, is
initialized using zero as the base reference. The robot can therefore be considered
to have perfect knowledge of its vehicle location from the start. Before it gets into
motion it takes a glance of the environment to be able to have something to work
further from.

Algorithm 1 EKF-SLAM

xWR ← 0; C ← 0; mapW
1 ← [xWR C]; {Map initialization}

obsW
1 ← get_measurements(kstart, mapW

1 );
mapW

1 ← add_new_features(0, mapW
1 , obsR

1 );
for k = (kstart + kstep) to kstop step kstep do

odometryR
k ← get_odometryEKF(k, kstep); {EKF prediction}

mapW
k|k−1 ← compute_motionEKF(mapW

k−1, odometryR
k ); {EKF predic.}

obsR
k ← get_measurements(k, mapW

k|k−1);

Hk ← data_associationEKF(obsW
k , mapW

k|k−1); {EKF estimation}

mapW
k ← update_mapEKF(Hk, mapW

k|k−1, obsW
k ); {EKF update}

mapW
k ← add_new_features(Hk, mapW

k , obsW
k );

end for

3.1 The EKF and its Problems

The EKF is an extension to the normal Kalman filter where nonlinear transforma-
tions are approximated as linear. This is made by expanding a Taylor-series around
its mean value to the first order. If the system can not be well approximated by a
linearization this can give an extremely poor estimate and will undermine the per-
formance greatly. In addition, calculating Jacobian matrices for complex systems
can be very difficult. For systems that contain discontinuities or singularities the

13



linearization can not be made at all simply because the Jacobian matrix does not
exists.

Known problems for the EKF are that it produces a bias to the mean value, and
that it tends to underestimate the transformed covariance. Most importantly this
results in that the feature estimations are updated a little too much than what they
were supposed to, and also in an increased risk that observations are used to update
the position of another map feature than what they originated from.

If the linearized approximation used by the EKF results in large errors in its
estimation, its SLAM has been prone to be unreliable and can at unfortunate occa-
sions even diverge.

3.2 Data Association

The main methods to match a set of observations to an already known map used
in this project were about considering their Individual Compatibility (IC) or Joint
Compatibility (JC).

Two data association algorithms were tested out; the Individual Compatibil-
ity Nearest Neighbor (ICNN) shown in Algorithm 2 and the Joint Compatibility
Branch and Bound (JCBB) shown in Algorithm 3. Both were inspired by the al-
gorithms in [7] but has been slightly modified. ICNN is fast but have a high risk
of accepting spurious observations into a hypothesis while JCBB will not, but is
very expensive computationally on the other hand. For the latter of the algorithms,
the complexity rises exponentially for each and every number of features that are
going to be paired. For ICNN the complexity is increased linearly, which makes
a significant difference in the time it takes, for example, to compute a hypothesis
from a large state vector.

Briefly described, IC of the two features is true if the dimensions of importance
coincide between them. The result of such a comparison between all observation-
and map features forms a hypothesis vectorHk that tells of what feature in the map
an observation comes from. If Hk,i = j it means that the i:th observation comes
from the j:th map feature, and if Hk,i = 0 it is considered that the i:th observation
does not originate from any feature in the map at all.

A more precise explanation of what IC does, is that it measures the squared
Mahalanobis distance D2

k,i j between two features and compares it to a threshold set

by a X2-distribution. Because of ICNNs limitations it is only adequate to use when
these two conditions [8] are met:

1. The robot error is smaller than the distance between the features, so it is
unlikely that two features pass the IC test for the same observation.

2. It is unlikely that a spurious measurement will fall inside the acceptance
region of some feature.

Briefly described, JC is a test that is applied to a hypothesis Hk to see if its individ-
ual matches have been done correctly. This is archived by analyzing their relative
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difference in position and see to that all observations are mapped in the right direc-
tion. The difference vectors in their quadratic form D2

k,i j are compared to the X2

threshold to determine if the hypothesis is jointly compatible or not.
The function pairings(H) returns the number of valid pairings within a hy-

pothesis. That is, it counts all indices except where Hi = 0.

Algorithm 2 Individual Compatibility Nearest Neighbor
procedure ICNN(map, obs):
m← rank(obs); {number of observations}
n← rank(map); {number of map features inkluding the robot}
H ← 0; {m zeros}
for iE = 1 to m do

D2 ← [ ];
for iF = 2 to n do

D2 ← [D2 mahalanobis_between(obsiE , mapiF )];
end for
imin ← find_index(D2 == min(D2);
if D2

imin
< X2

2,1−α then
HiE ← D2

imin
;

else
HiE ← 0;

end if
end for
returnH ;

3.2.1 The Linearized Squared Mahalanobis Distance

In the SP-model, a way [7] to see if an observed segment xWE comes from an
infinite line in the map xWF is to apply the following test:

fm(pE , pF) = BEFxEF

= BEF(�(x̂WE ⊕ (BE)TpE) ⊕ (x̂WF ⊕ (BF)TpF))

= BEF(�(BE)TpE ⊕ x̂EF ⊕ (BF)TpF)

= wi ≈ 0

This must hold if the observation would be considered to originate from the map
feature, where wi is the system noise, and fm is the nonlinear measurement func-
tion, which can be linearized around the estimate p̂E = p̂F = 0. In the case of IC
it yields:

hm = fm(p̂E, p̂F) = BEFx̂EF

Ha
m =

∂fm

∂pF (p̂F ,p̂E)
= BEFJ2⊕{x̂EF , 0}(BF)T

Ga
m =

∂fm

∂pE (p̂F ,p̂E)
= −BEFJ1⊕{0, x̂EF}(BE)T
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Algorithm 3 Joint Compatibility Branch and Bound
procedure Continuous_JCBB(map, obs):
Hbest ← JCBB([ ], 1, [ ], map, obs);
returnHbest;

procedure JCBB(H , i, Hbest, map, obs): {find pairings for obsi}
m← rank(obs); {number of observations}
n← rank(map); {number of map features including the robot}
if i > m then

if pairings(H) > pairings(Hbest) then
Hbest ← H ;

end if
else

for j = 2 to n do
if individual_compatibility(i, j, map, obs)
and joint_compatibility([H ( j − 1)], map, obs) then
Hbest ← JCBB([H ( j− 1)], i+ 1, Hbest, map, obs); {pairing accepted}

end if
end for
if pairings(H) + m − 1 − i > pairings(Hbest) then
Hbest ← JCBB([H 0], i + 1, Hbest, map, obs); {star node, not paired}

end if
end if
returnHbest;
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The Jacobians of transformation composition are defined as:

J1⊕{xAB, xBC} =
⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝

1 0 −xBC sin φAB − yBC cos φAB

0 1 xBC cos φAB − yBC sin φAB

0 0 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠

J2⊕{xAB, xBC} =
⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝

cos φAB − sin φAB 0
sin φAB cos φAB 0

0 0 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠
In the same case but regarding JC instead, where the indices i and j are taken from
the hypothesis Hk in question, the linearization is:

hm = fm(p̂E, p̂F) = BEF x̂EF

Hb
m =

[
H1, j · · · Hi, j

]T
Hi, j = [HR

m, j 0 · · · 0 HF
m, j 0 · · · 0]

HR
m, j =

∂fm

∂pF (p̂F ,p̂E)
= BEFJ2⊕{x̂EF , 0}JER

HF
m, j =

∂fm

∂pF (p̂F ,p̂E)
= −BEFJ1⊕{0, x̂EF}(BF)T

Gb
m = diag([G1 · · · Gi])

Gi =
∂fm

∂pE (p̂F ,p̂E)
= BEFJ1⊕{x̂EF , 0}(BE)T

The numbers of 0s in Hi, j depends on which observed feature is being linearized,
and:

x̂EF = x̂EW ⊕ x̂WF = �obs.x̂W
i ⊕ map.x̂W

j

JER =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣
cos φER − sin φER yER

sin φER cos φER −xER

0 0 1

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦
The squared Mahalanobis distance can be calculated, in the case of IC as:

D2
i j = hm(Ha

mmap.C jH
aT
m +Ga

mobs.CiG
aT
m )−1hT

m

For JC it is done with the larger matrices but in the same way:

D2 = hm(Hb
mmap.CHbT

m +Gb
mobs.CGbT

m )−1hT
m

The X2-Threshold

The function fd describes the X2-distribution for d degrees of freedom. To be
able to calculate the wanted threshold X2

d,1−α we need to take the following equa-
tions [9][10] into consideration:
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fd(x) =
(1/2)d/2

Γ(d/2)
xd/2−1e−x/2

Γ(d) = (d − 1)Γ(d − 1) = (d − 1)(d − 2)Γ(d − 2) = . . .

Γ(1) = 1

Γ(1/2) =
√
π∫ ∞

0
fd(x)dx = 1

Hence the wanted threshold X2
d,1−α can be calculated by solving for z in:

∫ z

0
xd/2−1e−x/2dx =

Γ(d/2)(1 − α)
(1/2)d/2

Since such an integral might take quite a few iterations to solve, the performance
during SLAM is improved by making a table of all interesting solutions for z in
advance.

3.3 The EKF Implementation

The logic behind the functions of the main SLAM is found in this section as
pseudo-code. For clarity purposes these algorithms are presented in the same for-
mat as Algorithm 1.

3.3.1 Odometry Calculation

At every step k the robot gets information of its relative movement. As the name
of Algorithm 4 suggests, the odometry is just what this function returns.

If the main program is not going to use measurement data in every step, but
perhaps only in every second or third, Dead Reckoning is used to estimate the
change in position and covariance of the robot over this longer step.

A value for how uncertain the odometric values should be is found in the vari-
able Qstatic, which is set to be sufficiently large.

3.3.2 Map Prediction after the Robot has Moved

As the robot moves, the state vector has to keep up, and is therefore updated with
the position and covariance of the robot.

Note that the first element in the state vector will always be the position of
the robot. Therefore regarding positions, only that element gets changed by Algo-
rithm 5, but in the covariance matrix the cross variances of the robot gets updated
as well as they should be.

The linearization matrices Fk and Gk are given by:
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Algorithm 4 get_odometryEKF(k, kstep)
knext = k − kstep + 1;
odometry.xR = DatabaseAtStep(knext).motion;
odometry.C = Qstatic;
for i = knext + 1 to k do

xRi−1Ri = DatabaseAtStep(i).motion;
odometry.xR = odometry.xR ⊕ xRi−1Ri ;
F = J1⊕(odometry.xR, xRi−1Ri);
G = J2⊕(odometry.xR, xRi−1Ri);
odometry.C = F odometry.CFT +GQstaticG

T ;
end for
return odometry;

Fk =
∂xW

k|k−1

∂xW
k−1 (x̂W

k−1, x̂
Rk−1
Rk

)
=

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

J1⊕
{
x̂W

Rk−1
, x̂Rk−1

Rk

}
0 · · · 0

0 I
...

...
. . .

0 · · · I

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

Gk =
∂xW

k|k−1

∂x
Rk−1
Rk (x̂W

k−1, x̂
Rk−1
Rk

)
=

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

J1⊕
{
x̂W

Rk−1
, x̂Rk−1

Rk

}
0
...

0

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

Algorithm 5 compute_motionEKF(mapW
k−1, odometryR

k )

xWRk−1 = mapW
k−1.x1;

xRk−1Rk = odometryR
k .x;

mapW
k|k−1 = mapW

k−1;

mapW
k|k−1.x1 = xWRk−1 ⊕ xRk−1Rk ;

mapW
k|k−1.C = FkmapW

k−1.CF T
k +GkodometryR

k .CGT
k ;

return mapW
k|k−1;

3.3.3 Get the Measurements from the Robot

When a robot has taken measurements it sees them locally, and to be of any use
they have to be transformed into a global perspective. When that is made, the
position and covariance of the robot has to be taken into consideration because that
will affect the measurement from a common reference point of view. Since every
cross variance between different observations is assumed to be zero, this is done
one observation at the time, as can be seen in Algorithm 6.
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Algorithm 6 get_measurements(k, mapW
k|k−1)

obsR
k = DatabaseAtStep(k).segments;

xWR = mapW
k|k−1.x1;

for all obsR
k,i do

xRF = obsR
k .xi;

obsW
k,i.xi = xWR ⊕ xRF ;

F = J1⊕(xRF , xWR);
G = J2⊕(xRF , xWR);
obsW

k .Ci,i = F obsR
k .Ci,iF

T +G mapW
k|k−1.C1,1G

T ;
end for
return obsW

k ;

3.3.4 Improvements of the Map Estimation

The update stage of the SLAM algorithm has a similar start as a JC check. The
same linearization matrices need to be calculated.

However, the current hypothesis Hk might contain unmapped observations.
Then the equations described in Section 3.2.1 will have to skip all such indices
where Hk,i = 0 since that index is not defined in the map. Gm will no longer be
a quadratic matrix and will be missing one or more rows, the rows of Hm will not
represent the number of observations but the number of mapped observations, and
so on.

For example, Hm and Gm might have the following composition if observation
two has not been found any match for:

Hm =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

HR1 0 0 · · · 0 HE1 0 · · · 0
HR3 HE3 0 · · · 0 0 0 · · · 0
HR4 0 0 · · · HE4 0 0 · · · 0
...

...
...

...
...

...
...

HRN 0 HEN · · · 0 0 0 · · · 0

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

Gm =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

GE1 0 0 0 · · · 0
0 0 GE3 0 · · · 0
0 0 0 GE4 · · · 0
...

...
...

...
. . .

...

0 0 0 0 · · · GEN

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
This is taken care for in the get_linearization_matrices(H , map, obs), and
will result in the desired effect that the update vector, KHkhm, will become 0 on
the indices that represents the zero indices in the hypothesis vector H , which in
turn makes the update stage rather simple.
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Algorithm 7 update_mapEKF(Hk , mapW
k|k−1, obsW

k )

[BFE x̂FE Hm Gm]← get_linearization_matrices(Hk, mapW
k|k−1, obsW

k );

hm ← BFE x̂FE ;
KHk ← mapW

k|k−1.CHT
m(Hm mapW

k|k−1.CHT
m +Gm obsW

k .CGT
m)−1;

mapW
k .x̂← mapW

k|k−1.x̂ −KHkhm;

Rk ← GmobsW
k .CGT

m;
mapW

k .C ← (I −KHkhm) mapW
k|k−1.C(I −KHkhm)T +KHkRkK

T
Hk

;

return mapW
k ;

3.3.5 How New Features are Added to the Map

Measurements that are not matched to any feature in the map are added in the
current state vector, but the possibility that two or more measurements originate
from the same feature has to be considered first. This will prevent that multiples of
the same feature are put into the map, for example if two to this point unobserved
measurements would be from the same wall. If several copies of the same feature
are permitted, performance would be undermined as it would be created a larger
state vector than what is necessary. The bigger it gets the more calculations are
required, especially in the hypothesis generation process.

IC is enough to do this extra check. This is because the observations, which
are about to become new features in the map, will come from the same point in
time. Therefore no big error in translation exists between them, simply because the
position of the robot is the same for them all.

3.4 Experimental Results

Four experiments were carried out, see Figure 3.2, where kstep was chosen to 1 to
get as good results at possible. The observation data was filtered to only contain
segments that were more that 1.5m in length, to make the computational complex-
ity lower and decrease the inconsistency.

Every one of the four maps is constructed of several smaller local maps, but all
contain 2500 steps in their whole map. For the first three, the steps of their 25 local
maps were held to 100, and the fourth map has five local maps with a size of 500.
In the first three the largest source of error was the orientation of the robot, and in
the fourth the inaccuracy came mostly from linearization errors.

In the end of every local map, the robot temporarily “forgets” the previous map,
takes the last measurements once more to initialize the SLAM algorithm with, and
starts the process all over again. The position and covariance are both maintained
through each of these local maps.

The complexity of the JCBB algorithm was about 20 times more than of the
ICNN, which computation time for its maps with 100- and 500 local map size, was
about the same; 90 seconds on the Dell Inspiron I6000, Intel Pentium M processor
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Algorithm 8 add_new_features(Hk , mapW
k , obsW

k )

nstart ← rank(map) - 1; {number of map features}
izeros ← find_all(Hk == 0);
for all i = izeros do

tmp← false;
ntarget ← rank(map) − 1 − nstart;
for n = nstart + 1 to ntarget do

if individual_compatibility(i, istart + n + 1, mapW
k , obsW

k ) then
tmp← true; {Feature i already exists in the map}
break inner loop;

end if
end for
if tmp then

mapW
k ← update_mapEKF([[(i − 1) zeros] n], mapW

k , obsW
k );

else
mapW

k .x̂← [mapW
k .x̂ obsW

k .x̂i];
mapW

k .C ← [mapW
k .C obsW

k .Ci,i];
end if

end for
return mapW

k ;

1.60GHz with 800 MHz, 512MB RAM which was used to do these tests. An
experiment where the local map size was set to 500 for the JCBB was not even
considered because of its computational cost.

At the end of every local map uncertainty ellipses are drawn to mark the posi-
tion of the robot, and these can be seen along with the blue trajectory in every map.
In the map produced with the ICNN, these ellipses are much smaller than in the
JCBB. This is thought to be a result of the higher risk of the IC to accept spurious
readings, so that they are used to update the position of the robot when they should
not be used at all.

Every position of where the observed segments are matched to the features of
the map is stored and used to draw the walls in the presentation. The infinite line
features of the state vector are not shown in the final maps. The way they have
been used is to help the robot to keep its orientation, and to make it possible for the
green segments to have something to snap into. This can be seen in Figure 3.1.
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Figure 3.1: The robot at step 139, just as observation 1 has been added to the
state vector as a feature of the map. The blue ellipses mark the uncertainty of the
segments and of the robot.
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Figure 3.2: Top Left: Raw laser and odometry readings. Uncertainty ellipses
of the robot position are only drawn for the first five local maps to prevent it
from becoming clutted. Top Right: Hypothesis by JCBB. Local map size is
100. Bottom Left: Hypothesis by ICNN. Local map size is 100. Bottom Right:
Hypothesis by ICNN. Local map size is 500.
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Chapter 4

Deterministic-sampling SLAM

The EKF is known to get inaccurate over time mostly due to the linearization ap-
proximation. To tackle this problem, one can use a particle filer with a general
random sampling technique such as the Monte-Carlo integration [11]. If a large
amount of samples are taken from a Gaussian variable x, and put though the de-
sired transformation function F, its statistical properties will be preserved and an
approximation to the transformed mean ẑ and covariance Cz can be calculated in
the normal way by:

ẑ = E[F(x)]

=

n∑
i=1

F(xi)/n

Cz = E[(z − ẑ)(z − ẑ)T ]

=

n∑
i=1

(F(xi) − ẑ)(F(xi) − ẑ)T

The larger the amount of samples is, the better the approximation gets. In order
to be reliable, this method will have a very high computational complexity and it
is therefore hard to implement in real time systems. There, the accuracy of the
transformation is of less importance than simply having the CPU-power to be able
to do all the calculations in time.

4.1 The Unscented Transform

As the particle filter, the Unscented Transform (UT) [12] builds on the principle
that it is easier to approximate a probability distribution than it is to approximate
a nonlinear transformation function. It makes use of samples as well but chooses
them in a deterministic manner. Then the number of them that is needed can be
reduced into 2n + 1 to approximate a probability density function of n dimensions.
The information in the first 2n points contains enough information to match the first
three orders of moments and the extra point affects the fourth and higher orders of
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Nonlinear
transform

Figure 4.1: The UT when used in two dimensions

moments [13] for a Gaussian random variable. The principle of the UT is shown
in Figure 4.1.

The samples are chosen from the down-triangular matrix square root of the
covariance Cx that is going to be approximated. They consists of one situated in
the mean, and a symmetric set of points that lie on the covariance contour:

X0 = x̂

Xi = x̂ + γ
(√

Cx

)
i i=1,...,n

Xi = x̂ − γ
(√

Cx

)
i i=n+1,...,2n

Where the operation (
√·)i represent the i:th column of the matrix square root S so

that C = SST , and γ is a scaling factor discussed later in Section 4.2.
Each of these samples, herein called Sigma-Points, has individual weights wi to

represent their importance. How these weights are chosen is determined by which
UT-filter that is going to be used. Generally the transformed mean ẑ and covari-
ance Cz can be calculated by instantiating every sigma-point though the transform
function F and then calculate a weighted mean and covariance:

Zi = F[Xi]

ẑ =

2n∑
i=0

wiZi

Cz =

2n∑
i=0

wi(Zi − ẑ)(Zi − ẑ)T

It is necessary that the weights for the mean value satisfies
∑n

i=0 wi = 1 to provide
an unbiased estimate. One can have some weights negative, and some positive as
long as this criterion is fulfilled.

Because this algorithm works with a finite number of sigma-points and does
not relay on derivatives, it naturally lends itself to be used in a “black box” filtering
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library. The computational cost is kept low and no Jacobians needs to be deter-
mined. Especially the latter is nice, because in a complex model the calculation of
these is an error prone and time consuming process.

Note that the sigma-point approach differs significantly from the Monte-Carlo
technique which requires orders of magnitude more sample points in order to
accurately approximate a Gaussian distribution.

4.2 The Sigma-Point Kalman Filter

A straightforward extension to the UT is to use it in a Kalman filter, where a re-
cursive estimation approach is made similar to the EKF, but where the state vector
is augmented with the noise variables. In the situation that an arbitrary system can
be described by its state vector xT , observation-noise vT and process-noise nT

variables, the concatenation of the original state can be represented by:

xaug = [ xT vT nT ]T

The increased size of the state vector gives a rise in the computational complexity,
but in turn gives better results by having higher precision of the final estimation and
an easier way to apply the transformation equations. Both map and noise vectors
will be represented by the same number of sigma-points in this way, and therefore
unnecessary transformations can be avoided. In each such transformation, into
sigma-points and back again, some precision is lost.

In the Algorithms 9 & 10, pseudo-code for the two SPKF implementations
examined in this thesis can be found. These are based on the UT, and are called the
UKF and SRUKF [14][15], where the latter is its efficient square-root version.

These two make use of four linear algebra techniques; Cholesky factoring,
QR factoring, Cholesky factor updating and efficient least squares, which will be
briefly described below:

Cholesky factoring is an algorithm that can be applied, if C happens to be sym-
metric and positive semidefinite (all eigenvalues λ > 0), to calculate the
down-triangular square root S that satisfies C = SST . Cholesky factoriza-
tion is an extremely stable algorithm, and does not rely on pivoting at all
[16]. In fact it can efficiently be used to test if a symmetric matrix is positive
semidefinite or not. This method is referred to in the algorithms of this thesis
as chol().

QR factoring or decomposition of a (L × N) matrix A is given by A = QR [17]
where R is a (N × L) matrix. The down triangular (L × L) part of R is the
Cholesky factor of C = SST . In this thesis the notation qr() is used as the
QR factorization where only the (L × L) part of R is returned.

Cholesky factor updating is an effective method of updating an already known
Cholesky factor S without having to make the decomposition all over again.
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If the update vector u is known, then the matrix square root of the sum C +√
auuT can be calculated by cholupdate(S, u, a). If u is a (N×M) matrix

then cholupdate() returns the result after M updates using the columns of
u. The most part of this algorithm can be found in MatLab under cholupdate.

Efficient least squares is a method that can be used to solve the overdetermined
equation Ax = b efficiently by QR decomposition with pivoting, and is
implemented in the MatLab operator ’/’. If A and b are square matrices,
b/A is roughly the same as bA−1.

4.2.1 A Comparison of UT with the EKF Linearizations

To illustrate the increased precision with the UT compared to the linearizations
made by the EKF considerer the problem of a two dimensional polar-to-Cartesian
transformation.

Let us examine a system where a sensor measures the distance and angle to an
object positioned one meter straight away, but that what is of interest is its global
Cartesian coordinates. Three different means of calculating the transformed pdf
was investigated, as can be seen in Figure 4.2.

The red dashed ring represents the true distribution, and was generated by in-
stantiating every measurement through the transformation function:

[
x
y

]
=

[
r cos θ
r sin θ

]

Then its Cartesian mean and covariance was calculated in the traditional way.
The yellow one (the one closer to the sensor) represents the UT, and was gen-

erated by instantiating five sigma points though the transformation function. If the
standard deviation of the angle measurement from the sensors was increased, it was
harder to approximate the system accurately. In this particular example, one could
see that the UT tended to underestimate the angular covariance and overestimate
the covariance of the distance.

But still this was much better than the green (the one further away from the sen-
sor) linearization approximation of the EKF. It was made around the best possible
estimate [ 1 0 ], and results in a bias term and a badly approximated covariance.

4.3 The UKF Implementation

Two SLAM implementations of the UT and its Kalman filter were carried out.
Because the resemblance of the UKF and SRUKF, the logic they both use is very
similar.

Let m be the total of observation- and map features that are put together into one
state vector with n = m + 1 elements, where the plus one comes from the odometry.
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Algorithm 9 The Unscented Kalman Filter (UKF)

The parameters λ = α2(n + κ) − n and γ =
√

n + λ are used to set the weights
wm

0 = λ/(n + λ), wc
0 = wm

0 + (1 − α2 + β), wc
i = wm

i = (2n + 2λ)−1. The scaling
factors α, β and κ are typically set to 1e − 3 < α < 1, β = 2 and κ = 0 for
Gaussian priors. F is the prediction function and Z is the comparison function.
The state vector is augmented as described earlier.

x̂aug ← [ x̂T v̂T n̂T ]T ;

Caug ←
⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

Cx 0 0
0 Cv 0
0 0 Cn

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦ ;
St ← chol(Caug

t ); {Remember that: (STS)T = SST }
Xt ← [ x̂aug

t x̂aug
t + γSt x̂aug

t − γSt ];

X(ix+v)
k|t ← F{X(ix+v)

t , X(in)
t };

x̂−k ←
2n∑
i=0

wm
i X(ix+v)

i,k|t ;

C−xk
←

2n∑
i=0

wc
i [�x̂−k ⊕X(ix+v)

i,k|t ][�x̂−k ⊕X(ix+v)
i,k|t ]T ;

Zk|t ← Z{X(ix)
t , X(iv)

t };

ẑ−k ←
2n∑
i=0

wm
i Zi,k|t;

Czk ←
2n∑
i=0

wc
i [�ẑ−k ⊕Zi,k|t][�ẑ−k ⊕Zi,k|t]T ;

Cxkzk ←
2n∑
i=0

wc
i [�x̂−k ⊕X(ix+v)

i,k|t ][�ẑ−k ⊕Zi,k|t]T ; (4.1)

Kk ← CxkzkC
−1
zk

;

x̂k ← x̂−k +Kkẑ
−
k ;

Cxk ← C−xk
−KkCzkK

T
k ;
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Algorithm 10 The Square Root Unscented Kalman Filter (SRUKF)

The parameters λ = α2(n + κ) − n and γ =
√

n + λ are used to set the weights
wm

0 = λ/(n + λ), wc
0 = wm

0 + (1 − α2 + β), wc
i = wm

i = (2n + 2λ)−1. The scaling
factors α, β and κ are typically set to 1e − 3 < α < 1, β = 2 and κ = 0 for
Gaussian priors. F is the prediction function and Z is the comparison function.
The covariance of the permutation vector is replaced by its matrix square root
for more efficient calculations.

x̂aug ← [ x̂T v̂T n̂T ]T ;

St ←
⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

Sx 0 0
0 Sv 0
0 0 Sn

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦ ;
Xt ← [ x̂

aug
t x̂

aug
t + γSt x̂

aug
t − γSt ];

X(ix+v)
k|t ← F{X(ix+v)

t , X(in)
t };

x̂−k ←
2n∑
i=0

wm
i X(ix+v)

i,k|t ;

S−xk
← qr(

√
wc

1[�x̂−k ⊕X(ix+v)
1:2n,k|t]);

S−xk
← cholupdate(S−xk

, �x̂−k ⊕X(ix+v)
0,k|t , wc

0);

Zk|t ← Z{X(ix)
t , X(iv)

t };

ẑ−k ←
2n∑
i=0

wm
i Zi,k|t;

Szk ← qr(
√

wc
1[�ẑ−k ⊕Z1:2n,k|t]);

Szk ← cholupdate(S−xk
, �ẑ−k ⊕Z0,k|t, wc

0);

Cxkzk ←
2n∑
i=0

wc
i [�x̂−k ⊕X(ix+v)

i,k|t ][�ẑ−k ⊕Zi,k|t]T ; (4.2)

Kk ← (Cxkzk/S
T
zk

)/Szk ;

x̂k ← x̂−k +Kkẑ
−
k ;

U ← KkSzk ;

Sxk ← cholupdate(S−xk
, U , −1);
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Figure 4.2: EKF compared to UT

In the classic representation that would yield 2n + 1 sigma points for the transfor-
mation of the covariance matrix. When a transformed value of it would be needed,
such as in the iterations of the ICNN algorithm, 2n + 1 calculations would be re-
quired at every step. The huge numbers of sigma points, especially for larger state
vectors, have a considerable impact on the performance computationally.

Every time a covariance matrix is transformed into sigma points and back again
some precision is lost, as can be seen in Figure 4.2. But in the experiments carried
out in this chapter, the sigma points are propagated through the SLAM algorithm
and effectively only one complete transformation of the covariance is made. If the
information is propagated as is done in the EKF SLAM, through the transformed
values of the covariance matrices, it would be required at least three sigma point
transformations.

In the spirit of the definition of the covariance in the SP-model, the transformed
covariance sigma points are kept relating to the zero mean permutation vectors.
This is because the real position of a feature is calculated as the composition be-
tween its estimation- and its error vector. Since the mean of those is equal to zero
the first sigma point will always be zero as well. Therefore, they are calculated as:

X = [ 0 + γS − γS ]

An interesting effect of this is that the bias term related to the effects of lineariza-
tions can be examined, as is shown in Section 5.2.

4.3.1 The Squared Mahalanobis Distance

Because of the already increased complexity due to the particle filtering, the only
pairing strategy examined in the implementation of the UKF is the IC.

The observations and map features both have the same base reference and X is
the sigma points from their augmented covariance matrix.
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Algorithm 11 mahalanobis_distance(ie , i f , X, obsW .x̂, mapW .x̂)
for all a do
Za ← BEF(�X(ie)

a ) ⊕X(i f )
a ;

end for
d← ∑2n

a=0 wm
aZa;

C ← ∑2n
a=0 wc

a[Za − d][Za − d]T ;
ẑ ← BEF(�obs.x̂ie ) ⊕ map.x̂i f ⊕ (BEF)Td;
D2 ← ẑTC−1ẑ;
return D2;

Because the ICNN algorithm produces a kind of digital hypothesis, the overall
performance of SLAM is not thought to be affected that much by the UT. When
the calculation of the squared Mahalanobis distance is made, the linearized version
of the EKF ICNN could therefore be used with advantage because of its much
lower computational complexity.

4.3.2 Standard- and Square Root UKF

The UKF- and SRUKF SLAM are made according to Algorithms 9 & 10, and
therefore only the transformation functions will be presented in this section. The
difference of them is only in what mathematical manner the maps are calculated,
and they actually produce the same result.

Prediction Step

The biggest difference compared to the EKF SLAM is the prediction step. All
of the data is stored in the same state vector so that the number of sigma points
would be the same for both observations and features in the map. Remember that
the number of sigma points that are used to represent a certain random variable
is dependent on how many dimensions that variable has. If Equations 4.1 & 4.2
are examined it is clear that if the observation vector would be held outside the
state vector of the map, the two could not be used together when calculating the
cross variance Cxz. This is because that they then would have a different number
of sigma point vectors in their matrices X andZ.

The goals of this prediction step are both to estimate the position of the robot
at step k from the position at last step k−1, and to put all observations in the global
base reference. If the observations would be left in the local base frame ICNN
would not be able to match them to any map features and no hypothesis could be
made.

When the two state vectors are merged into one, it is important to remember
how many features that was in them to begin with, so that they could be separated
again in the end. Their sizes are stored in the variables N, which are used in the
algorithm below.
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Algorithm 12 motion_model(Xk−1, spmap)
for all a do

dn ← X(in)
a,k−1; {Uncertainty of the odomentry}

dRk−1 ← X(1)
a,k−1; {Uncertainty of the robot}

dRk|k−1 ← (�spmap.x̂iv) ⊕ dRk−1 ⊕ spmap.x̂iv ⊕ dn;

X(1)
a,k|k−1 ← dRk|k−1;

for i = spmap.Nmap + 1 to spmap.Ntotal − 1 do
dE ← X(i)

a,k−1; {Uncertainty of every observation}

X(i)
a,k|k−1 ← (�spmap.x̂ie) ⊕ dRk|k−1 ⊕ spmap.x̂ie ⊕ dE ;

end for
end for
return Xk|k−1;

Update Step

The Kalman filter update step is somewhat trickier. Both UKF- and SRUKF algo-
rithms depend upon the covariance matrix of the map to be positive semidefinite.
Because the result from the UT is a bit inaccurate when rotations are applied [13]
the outcome is sort of randomized on a small scale. If the covariance matrices cre-
ated from the transformed sigma points not happen to be positive semidefinite the
matrix square root can not be calculated.

A way to go around this problem is to add a small factor I · 10−ξ to it before
the Cholesky factorization is made, where ξ is an arbitrary small number. If it still
is not possible to process, ξ is changed to an even smaller number and the attempt
is made again until it is successful.

Every zero index in the hypothesis vector is removed in advance. This is be-
cause only matched observation-map pairs should be used to make the update in
the state vector and its covariance matrix, and therefore all features considered to
be observed for the first time are taken away when the gain K of the Kalman filter
is calculated.

Algorithm 13 z_transform(H , Xk|k−1, spmap)
for all a do

for all ie � 0 do
i f ← Hie ;

dF ← X(i f )
a,k|k−1;

dE ← X(ie)
a,k|k−1;

Z(ie)
a ← (�dE) ⊕ (�spmap.x̂ie) ⊕ spmap.x̂i f ⊕ dF ; (4.3)

end for
end for
returnZ;
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This algorithm does the same as the coincidence function fm of the SP-model, and
calculates the difference of the mapped observations and map features. But no
consideration is made that the transformed sigma points would be related to the
zero mean permutation vector since this transformation function is the last to be
used. Therefore if one is interested in examining the bias terms, one has to rewrite
Equation 4.3 as:

Z(ie)
a ← (�spmap.x̂ie) ⊕ spmap.x̂i f ⊕ (�dF) ⊕ (�spmap.x̂i f ) ⊕ spmap.x̂ie ⊕ dE;

If the equation above is used instead of what is in Algorithm 13 it is important to
remember to add the sigma point mean to the estimated difference vector, or the
outcome would not be the same as expected.

4.4 Experimental Results

The overall performance of the UKF filters was worse than expected. It is normal
that map features, which have not been found any matches for, get their position
changed a bit if they have a large cross variance with a map feature that gets up-
dated. Because these map features tended to get moved too much at the update step
of the UKF algorithms the filter was somewhat unstable.

The filter would not get stable enough until the update factor in the Kalman
filter was forced to be zero for the unmatched map features. When that had been
done, the UKF-SLAM performed adequately although with a quite high computa-
tional complexity as can be seen in Figure 4.3.

On the machine previously described where these experiments were carried
out, the time needed to finish a 140 step long run the UKF took 4.5% longer time
to finish than the SRUKF. It was not only faster than the UKF, but was also more
stabile and tended to diverge less as well.

Some difficulties were experienced when calculating the matrix square roots.
The strategy of adding a small value to the diagonal was successful most of the
time, but in some steps the cross variances in the covariance matrix was reset to
zero as a drastic last attempt to bring the updated matrices to be positive semidefi-
nite.

Because of the relatively poor performance of both of the UKF filters no at-
tempt was made to build a complete map, as had been done with the EKF. Instead
the results of the two methods can be compared in Figure 4.4. It contains the map
features and trajectories of the EKF and SRUKF after 140 steps of SLAM. They
both use the same sensor- and odometric data but produce slightly different results.

A closer analysis of how much time each of the three SLAM steps take reveals
that the time the UKF filters needs to finish could be halved by using the EKF
ICNN algorithm instead, see Figures 4.5 & 4.6. If any real time implementation of
the UKF SLAM algorithms of this thesis is going to be made, that would be highly
recommended to do because the precision is not that important in the hypothesis
generation as it is when updating.
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Figure 4.3: The UKF needed 54.4 seconds, and the SRUKF needed 52.0 seconds
to finish 140 steps of SLAM on the test machine. That is much more than the 3.9
seconds of the EKF.
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Figure 4.4: The maps and trajectories of the SRUKF (red) and the EKF (green).
The blue dots mark the respective positions for the robot after 140 steps.
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Figure 4.5: The times of the three SLAM steps are piled on each other, and as
can be seen the ICNN matching of the UKF algorithm takes up the most of it.
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Figure 4.6: During the first eight steps new map features are added to the state
vector, and as the pairing choices gets more the complexity of the ICNN rises
relative the rest of the SLAM. After that, few additions are made and the map is
just updated normally for the most part.
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Chapter 5

Consistency Problem

Just as in the dead reckoning technique, errors in early steps of SLAM are carried
through and will influence the results in the future. In addition to the linearization-
and transformation errors in SLAM, it is also running under some assumptions.
For example it is believed that the measurements are centered, but this is rarely the
case. If the odometry is just slightly out of calibration the readings will always get a
bit biased in the same direction relative to the features in the map. That will lead to
that the map features get misaligned to their real positions, and since the odometric
data tend to be more unreliable than the sensor data this is quite common.

5.1 Mapping Large Environments

As time goes by and the map is built bigger, it will also get more wrong; or in other
words inconsistent. Especially the robot position is subject to accumulate errors
quickly, see Figure 4.4. If the uncertainty of it gets lower than what it should be,
which is a known problem with the EKF, the covariance of the observations will get
affected and be smaller than what they are supposed to. The result of this is a map
that might be inaccurate. Examples of inconsistency can be found in Figure 3.2
where the ending position of the robot should be close to where it started from, but
it is not.

5.1.1 Local Map joining

Because smaller maps do not suffer the same amount of inconsistency due to lin-
earization errors as larger maps, one way to improve consistency is to build the
main map of several smaller ones.

The maps in the EKF experiment are already built of a number of local maps,
but only to get a lower amount of features the state vector. Using the previous map
to update the positions of the features in the current local map was not done, but
could reduce the errors some although not remove them completely.
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Under the assumption that process- and measurement noise are white random,
two maps during different time frames are thought to be statistically independent.
Given two uncorrelated mapsMF andME, a common reference has to be identi-
fied by the JCBB algorithm. If no matches can be found, because the maps might
have a too large differential error, a modified version can be used to get some any-
way by having the uncertainties of the features of the two maps increased.

If a and b represent two features that intersects from one of the maps, that
crossing point ζ can be calculated by:

φ =
ay + (bx − ax) tan aϕ − by

sin bϕ − cos bϕ tan aϕ
;

ζ = b ⊕ [ φ 0 0 ]T

When two crossing points have been identified in the two maps their differential
vector ζ′ = ζWE ⊕ (�ζWF) is used to update the joined state vector x̂W

F+E of the
combined map in the following manner:

x̂W
F+E =

[
x̂WF

x̂W′E

]
=

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

x̂WF

ζ′ ⊕ x̂WE
1
...

ζ′ ⊕ x̂WE
n

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
If several matches are made, the features with the best certainty are used to identify
the common crossing point, but if there was only one match between the maps
another differential vector needs to be calculated. Since the map features in this
thesis are infinite lines there can not be any absolute distance between them, and
the distance perpendicular from the “center point” of one of the map features is
used instead.

5.2 Errors due to Linearization

Biases related to linearization errors in EKF SLAM are normally hard to detect. In
it, the estimated position of the robot composed with the estimated position of the
observation is used to calculate the position of a feature. As showed by Figure 4.2,
that way to calculate the mean of a random variable is not valid when nonlinear
transformations are applied.

In the UKF experiment it was possible to calculate the biases from the error
vector d′, and the absolute values of these estimations are showed in Figure 5.2.
These results show that biases are a significant problem to the EKF because of
their magnitude, but all problems with the EKF are not thought to originate from
this type of linearization error only. Although the biases are relatively large, the
non-centered odometric data is of the same magnitude or even larger.

Figure 5.3 shows the errors in robot location during the 140 step map building
process, and for most of the time errors remain inside their 2σ uncertainty bounds.
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Figure 5.1: Left: A highly inconsistent map. Right: The result after applying
the local mapping technique is better but still a bit distorted.
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Figure 5.2: Of the 547 updates that was made during the 140 steps of the UKF
map building process the calculated bias terms had a mean of 0.93mm, with
0.17μm as minimum and 4.9mm as maximum.
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Figure 5.3: Absolute errors in robot location during the map building process.
Dotted lines represent 2σ uncertainty bounds. Left: Results from the EKF Right:
Results from the SRUKF.

Why the uncertainties produced by the two algorithms look that different is not
clear, because it was expected to be the other way around, the EKF was thought to
have the smallest uncertainties. But a reason that made these results a bit peculiar
might be related to the experienced problems with the matrix square roots of the
UKF. Some of the covariance gets transformed into the cross variance within the
dimensions of the same feature, and that get lost when they are reset on occasions
to force positive semidefiniteness.
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Chapter 6

Final Words

The performance of the UKF-SLAM was worse than expected and a more efficient
way has to be derived which make use of the UT. In the beginning when the system
had not become that large the UKF performed well and quite efficiently, but as the
size of the state vector increased, performance and stability got worse.

The main reason of this is believed to be strongly related to the difficulties of as-
suring the positive semidefiniteness of the covariance matrix, and the workaround
for this problem presented here is not nearly a final solution. In fact, the more
extra noise that was added the longer the Cholesky factorizations could be made,
but eventually the accumulated errors made the matrix crossing the border of not
being able to be factorized into the down-triangular matrix square roots needed by
the UKF-SLAM.

If the way the UT produces errors can be modeled in a better way one might
be able to counteract it in a more sophisticated manner. This is a known problem,
and an idea was presented that accentuate the weight of the first sigma point [18]
when calculating the covariance matrix to guarantee its positive semidefiniteness:

C ←
2n∑
i=0

wc
i [�x̂ ⊕Xi][�x̂ ⊕Xi]

T + (wc
0 + β + 1 − α2)[�x̂ ⊕X0][�x̂ ⊕X0]T

Unfortunately this did not help in the experiments of this thesis.
An interesting phenomena encountered during these experiments was that none

of the problems of having the covariance matrix positive semidefinite occurred
in tests where the robot traveled around in an already known environment, just
estimating its position.

On the other hand, the most important problem with the sigma point implemen-
tations was the time needed to calculate a hypothesis. The improved stability the
JCBB contributed to the SLAM algorithm could not be used as the ICNN took way
to much time already, which was a pity. The results in Figure 3.2 clearly show the
significance of JC checks to make the risk of accepting spurious readings lower. In
the EKF implementation JCBB was quite expensive as well, and its exponentially
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increased complexity made it only usable in systems where the pairing options
were not that numerous.

6.1 Future Work

Clearly, more time needs to be put into making the UKF more useful. Even if the
EKF SLAM works in a satisfactory way, there are some problematic issues to it
as well. The focus is this section is on work that might improve the performance
of the two approaches. The topics discussed here are results of the difficulties
encountered during the experiments.

6.1.1 Minimalistic UKF SLAM

In the UKF, sigma points are propagated through the filter; in difference to the
EKF, where the actual updated covariance matrices are used instead. An attempt
of making a more computationally efficient version of the UKF can be made with
an approach more similar to the EKF model.

Every time a random variable is transformed into sigma points and back again
some precision is lost, and that is one of the reasons why the UKF does not use a
method similar to the EKF. Instead of only one such transformation at each step of
the SLAM algorithm, at least three would have to be made which would undermine
the accuracy of the transformed covariance matrixes greatly.

Disregarding that, a minimalistic approach with just 11 or 13 sigma points in
every transformation, instead of the normal 2n + 1, can be made in the manner
described by Algorithms 14 & 15 followed by a normal UKF update step. There,
the approach with all of the sigma points would be needed. Much time could be
saved before that step, especially in the ICNN algorithm.

If the number of sigma points is reduced, a lower complexity of the filter would
be gained. One way to do this would be to make an opportunistic approach where
several transformations into sigma points and back again are made. This same
technique as is used in the EKF SLAM can be used with sigma points instead, and
is presented in this section.

The reason that this method has not been used is that it does not predict any
cross correlations, at least not between features, and that the covariance matrix
could not be used after two or three updates. After that it never became even close
to be positive semidefinite. If these problems could be solved it is believed that
overall performance would match the EKF or even exceed it.

These implementations worked fine in combination with the update step of the
EKF.

6.1.2 Real Time Segmentation

The data which was used in the experiments of this thesis was segmented in ad-
vance. In any real time application this would have to be done directly as new
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Algorithm 14 compute_motion(obs, map, odo)

rob.S ← chol
([

map.C1,1 0
0 odo.C

])
;

Xk−1 ← [ 0 + γrob.S − γrob.S ];
for a = 1 to 13 do
Xa,k|k−1 ← (�map.x̂1) ⊕X(1)

a,k−1 ⊕ map.x̂1 ⊕X(2)
a,k−1; {Robot position}

end for
dR ← ∑2n

i=0 wm
i Xi,k|k−1;

map.C1,1 ← ∑2n
i=0 wc

i [Xi,k|k−1 − dR][Xi,k|k−1 − dR]T ;
map.x̂1 ← map.x̂1 ⊕ odo.x̂ ⊕ dR;
for all ie do

obs.S ← chol
([

map.C1,1 0
0 obs.Cie ,ie

])
;

Xk−1 ← [ 0 + γobs.S − γobs.S ];
for a = 1 to 13 do
Xa,k|k−1 ← (�map.x̂1) ⊕X(1)

a,k−1 ⊕ map.x̂1 ⊕X(2)
a,k−1; {Observations}

dv ← ∑2n
i=0 wm

i Xi,k|k−1;
obs.Cie,ie ←

∑2n
i=0 wc

i [Xi,k|k−1 − dR][Xi,k|k−1 − dR]T ;
obs.x̂ie ← map.x̂1 ⊕ obs.x̂ie ⊕ dv;

end for
end for
return [ map obs ];

Algorithm 15 mahalanobis_distance(ie , i f , obs, map)

S ← chol
([

map.Ci f ,i f 0
0 obs.Cie,ie

])
;

X← [ 0 + γS − γS ];
for a = 1 to 11 do
Za ← BFE(�X(2)

a ) ⊕ (BF)TX(1)
a ; {Difference in position}

end for
x̂EF ← ∑2n

i=0 wm
i Zi;

C ← ∑2n
i=0 wc

i [Zi − x̂EF][Zi − x̂EF]T ;
D2 ← (x̂EF)TC−1x̂EF ;
return D2;
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measurements are taken at each step of the SLAM. An alternative could be to build
a point based map, but that would not be recommended because of the enormous
state vector that would be required in that case.

6.1.3 Improve the Model of the Map

The results of SLAM would become better if other and more complex features are
added, such as segments and corners. That would reduce the risk of inconsistency
but on the other hand be more complex to handle.

6.1.4 A Combined Data Association Technique

If the hypothesis search tree could be narrowed with the ICNN algorithm before
the JCBB algorithm is applied much time could be saved. This would make the
hypothesis test more accurate while still being computationally cheap. The prob-
lem that needs to be solved is how far the ICNN search should go before it hands
it over. To early would be wrong because it would be expensive, and to late would
not be effective either because then the right hypothesis might already have been
thrown away.

6.2 Conclusions

In this thesis the EKF, UKF and SRUKF SLAM has been presented and discussed.
Although the UKF was not as successful as was hoped for, the UT performed
well and was found to be a good tool for putting statistical information through
nonlinear transforms.

The EKF implementation was successful and it showed to be an efficient way
to deal with the SLAM problem if the Jacobians to the transformation functions
exists, which is not always the case. Although it has its problems and limitations,
it is a well know and stable algorithm when used in the right environments. The
risk of divergence of the filter can be reduced by the use of the JCBB matching
technique, but to the cost of a high computational complexity.

The difficulties when using the UKF algorithm are both to make the covariance
positive semidefinite, and to make the particle filter computationally efficient. Less
sigma points than the suggested 2n + 1 can be used, but then the result will be
worse. In the end the number of sigma points used will be a design issue.

The UT has some important distinctions from the ordinary particle filters, and
one of them is that the sigma points are chosen deterministically in a way that
preserves the second order properties of the distribution. It is also important to
recognize that the basic UT algorithm is conceptually very simple and easy to
apply, because it is derivative free.

Although the UKF did not perform that well in the particular experiments in
this thesis, its results were promising provided that a more efficient SLAM imple-
mentation of it is developed in the future.
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