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Abstract

By computing repeated pullbacks, we are able to compute zig-zag persistent ho-
mology in a way that easily parallelizes. In this paper, we demonstrate this algo-
rithm together with its underlying mathematical foundation. We can parallelize
and scale the computation scheme.

1 Introduction

In recent work, Tausz and Carlsson [6] took a few first steps towards applying zig-zag persistence to
concrete problems in data analysis; the paper demonstrates how zig-zag persistence helps choosing
parameters for a topological data analysis pipeline and aids in comparing several analysis rounds on
the same data set, providing a verification method. Reminiscent of boosting techniques in machine
learning, the techniques we describe work best to (although are certainly not limited) the scenario
of computing topological features across multiple independent samplings.

Zig-zag persistent homology was introduced by Carlsson and de Silva [1] as an extension of persis-
tent homology [3] that can handle linear diagrams of spaces that are not strictly filtrations. Given a
zig-zag diagram of vector spaces,

X0 ← X1 → X2 ← X3 → X4 ← · · · → Xn ,

it decomposes into summands that can be described by a barcode, much like the original persistent
homology groups.

Throughout this paper, we will assume that we are given a zig-zag with n spaces each with a maxi-
mum size of m simplices. Currently the most efficient known algorithm was described by Milosavl-
jevic, Morozov, and Skraba [5], which demonstrates that zig-zag persistent homology can be com-
puted in O((nm)ω) time, where ω is the matrix multiplication exponent1. However, as noted in [2],
if sparse cuts exist in the zig-zag (the individual spaces are small), then the algorithm running time
can be bounded by O(nm3) in O(m2) space. More importantly, this approach can be parallelized
although no explicit algorithm is given in [2].

In this paper, we present a new viewpoint on zig-zag persistent homology and with this viewpoint
achieve a naturally parallelizable and distributed algorithm whose performance scales with the num-
ber of processors available up to a worst case running time of O(mω log2 n), which in some cases
is better than other methods currently known. Further to the benefit of the proposed algorithm, it is
simple to implement, and we give some preliminary experimental results.

The efficiency of our approach relies on the problem being correspondingly well-conditioned. Our
motivating example is the case of union zig-zags of multiple independent samplings of some space,
and in this type of setting performance gains are likely. As observed by Tausz and Carlsson [6],

1The parameter is in reality the number of simplex insertions and removals, which can be bounded by the
number of spaces multiplied by the maximum size, hence mn
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this particular approach has gained interest in the applied topology community as a topological form
of boosting. With the introduction of large data sets, parallelization and distributed computation of
homology are increasingly important.

1.1 Algebraic primitives

We recount the definitions of some algebraic tools that form the foundation of our techniques –
cokernels, pullbacks, and pushouts. We remind the reader that we are working exclusively with
vector spaces and linear maps.

The cokernel of a linear map A
f−→ B is the vector space B/imgf . We can compute the cokernel

by extending a basis of imgf to a basis of B – the extra basis elements added will form a collection
of representatives for the elements in the cokernel.

The pullback of a pair of linear maps A
f−→ X

g←− B with the same target vector space is a subspace
P ⊂ A ⊕ B consisting of {(a, b) ∈ P : f(a) = g(b)}. It comes naturally equipped with a pair of
maps πA : P → A and πB : P → B with the property that fπA = gπB .

The pullback can be computed as the kernel of a related linear map – the map f ⊕−g : A⊕B → X
maps (a, b) 7→ f(a)− g(b), and the kernel of f ⊕−g is the pullback P .

The pushout of a pair of linear maps A
f−→ X

g←− B is the dual construction to the pullback; in
practice it is given by the quotient of A ⊕ B by the images of f ⊕ −g: in the pullback, we impose
the smallest equivalence relation such that f(x) = g(x) for any x ∈ X .

2 Zig-zag and pullbacks

We say a zig-zag module is normalized if all arrows alternate in direction. Any zig-zag module can
be transformed into a normalized zig-zag module by introducing copies of modules equipped with
identity maps in the appropriate directions. This adds at most a factor of 2 to the number of spaces
in the zig-zag. We assume w.l.o.g. we are given a normalized zig-zag.

Suppose Z : Z0 → Z01 ← Z1 → Z12 ← · · · ← Zn is a finite length normalized zig-zag mod-
ule2. Any barcodes between points Zi and Zj can be computed using only pullbacks and localized
computations.
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Figure 1: The pullback zig-zag compu-
tational scheme

As a first step, the homology is computed separately at
each of the points Z0, Z01, Z1, . . . . The induced maps
between the homology modules also are computed. The
computation at each node takes O(mω), where m is the
size of the complex at each point.

Next, the pullback Pi,i+1 of the induced maps on homol-
ogy are computed – independently – for each of the spans
H∗Zi → H∗Zi,i+1 ← H∗Zi+1. Each such pullback,
after the computation, represents all classes in Zi and in
Zi+1 that mapped to homologous classes in Zi,i+1. In
other words, each basis element in P01 corresponds to
some homology class that has a bar including at least the
interval (Zi, Zi+1), but potentially more.

These pullbacks are repeated – and in each new layer,
pullbacks represent bars in the zig-zag barcode that ex-
tend one step further: a basis element in P02 contains elements that persist at least from Z0 to Z2,
possibly all the way to Z3.

Finally, representatives for the exact zig-zag barcode may be computed by a sequence of cokernel
computations: P0n contains representatives for all bars that extend all the way from Z0 to Zn. The
cokernels of P0n → P0,n−1 and of P0n → P1n correspond to bars that only extended from Z0 to
Zn−1 and from Z1 to Zn respectively – the elements that were present due to a bar existing in P0n

2Note that the number of spaces is actually 2n

2



have been removed by the cokernel computation. Similarly, at any stage, the cokernel of the sum of
the incoming maps removes any bars that are also present at longer stages, leaving the essential bars
of each extent in place.

2.1 Half-step intervals

Careful examination shows that although we can recover the rank of any bar in the diagram, not all
the bars are represented. In particular, “long” bars which end at a Zi,i+1, can not be distinguished
from ones which end at a Zi.

When the Zi,i+1 are merely a way of connecting different spaces – such as the levelset zigzag or
the union zigzag – this is unimportant. However, there is a simple way to recover the missing
information, should we need it.

We augment the initial zig-zag quiver by introducing the images of the maps between the spaces.
Let fi denote img(Zi → Zi,i+1), gj denote img(Zj → Zj−1,j) and po(f, g) as the pushout of maps
f and g. We can construct a new zig-zag quiver of the form3 fi → po(fi, gi+1) ← gi+1. From the
decomposition of this quiver, in addition to the ranks of the individual spaces, we can recover the
missing information.

2.2 Parallelizability and Dependencies

The computation, as described in Section 2, has four phases:
1. compute homology locally. This step is embarrassingly parallel.
2. compute induced maps locally. The induced map H∗Zi → H∗Zi,i+1 depends only on the two

homology groups, all such maps can be computed in parallel.
3. compute pullbacks of all induced maps. This step has dependencies upwards in the graph – Pab

depends on Pa,b−1 and Pa+1,b; where Paa represents a space with maps from step 2 above.
4. Finally we compute cokernels of the computed maps: this step for Pab only depends on the two

covering pullbacks Pa−1,b and Pa,b+1.

2.3 Running Time

In this section, we give an analysis of the running time. To remind the reader, we have O(n) spaces
where each space has at most O(m) simplices.

For O(n) spaces there are O(n2) dimensions to be computed in the pullback tower, and each com-
putation takes O(mω), giving a serial running time of O(mωn2). For comparison the original
algorithm runs in O(mn ·m2) = O(m3n) [2]. Indeed, we already beat the original algorithm if the
number of simplices in each space is much smaller than the number of spaces, however, there are
cases where this is not true.

Assume we have a linear number of processors in the number of spaces. The computation within
each row is parallel so processing each row sequentially in O(mω) time, there are n rows giving a
run time of O(mωn).

If we have O(n2) processors available, we can do even better, obtaining a time logarithmic in the
number of spaces. The key to achieving the speedup is to ensure that as many pullbacks as possible
can be computed in parallel, thereby taking advantage of all the processors. Suppose, as in the
following picture, that we have performed computations to the 2i-th row.

By composing the computed maps we can recover maps such as the indicated map P02 → X2 in the
picture below; and by taking pullbacks of such composite maps, we can compute the vector spaces
resident at nodes that we have yet to arrive at in a linear computation.

3Some details as to the procedure at the ends is omitted due to space constraints.
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The moment the constituent corners are computed – P03 and P36 in the diagram above, for instance
– their pullback can be computed.

We number the rows from−1 (for the top row) through 0 (for the second row) and i for the pullback
row representing i steps along the spaces. The computation here is written out slightly differently
for the case of even and odd interval lengths:

Even: To compute Pi,i+2k, we first need to compute the maps Pi,i+k → Xi+k ← Pi+k,i+2k. The
space Pi,i+2k is the pullback of these two maps.

Odd: To compute Pi,i+2k+1, we compute the maps Pi,i+k → Xi+k,i+k+1 ← Pi+k+1,i+2k+1. The
space Pi,i+2k+1 is the pullback of these maps.

From the computation of Pi,i+k comes a map ⌈k/2⌉ steps up. In total, we need ⌈log2 k⌉maps along
the way to go all the way from Pi,i+k up to one of the two top row – which demonstrates that the
necessary maps will exist by the time they are needed for computations.

Thus, once the entire row 2i is computed, all spaces in rows from 2i + 1 to 2i+1 can be computed
independently of each other. Each map halves the distances, so we have to compose at most ⌈log2 k⌉
maps to construct the pullback. For each space, we need O(mω log n) time to compute these maps
and O(mω) to compute the pullback. The entire barcode can be computed in log n of these steps,
for a total of O(mω log2 n) running time, memory usage fixed at O(m2).

3 Comments

We have a reference implementation of this method in GAP [4, 7]. While this implementation does
not yet support parallelization, an OpenMP implementation is currently under development, upon
which timings will be able to be taken.

There are numerous aspects which we have not addressed, including the fact that this is inherently
an output sensitive algorithm (with the relevant analysis) as well as another variant of the algorithm
which works with persistence modules, allowing us to paste together zig-zag barcodes ([2]). While
the computation of a pullback becomes more complicated, the overall algorithm using the pullbacks
still holds. We have not addressed these variants due to space constraints. Zig-zag persistence is well
suited towards topological data analysis and we believe this simple and parallelizable algorithm will
make this tool far more practical for large data sets.
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