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Abstract

During the past years, TCP has proven to be unable to perform properly in
wireless environments, with high bandwidth-delay product paths and band-
width variation. The recent development of advanced 3G networks and ser-
vices makes it necessary to find ways to improve TCP’s efficiency and resource
utilization, as well as improve the user’s experience and reduce latency times.

This report presents a proxy-based solution called Radio Network Feed-
back, which aims at improving the performance of TCP over 3G networks.
The solution proposes the use of a proxy to split the TCP connection between
remote servers and mobile terminals. It manages to adapt the parameters
of the connection to the wireless link characteristics, by making use of the
information provided by the Radio Network Controller. The results are eval-
uated through a set of simulations that compare the performance of Radio
Network Feedback to that of TCP.

The simulation results show that the Radio Network Feedback solution
greatly improves the link utilization when used over wireless links, compared
to TCP. It manages to reduce latency times, especially during Slow Start
and after and outage. It also succeeds in maintaining reduced buffer sizes,
and properly adapts to varying network conditions.
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Este proyecto consiste en el diseño, análisis y simulación de una solución
llamada “Radio Network Feedback” (o “Realimentación de la Red Radio”)
para redes móviles de tercera generación, a fin de mejorar las prestaciones del
protocolo de transporte TCP. La solución esta basada en la introducción de
un proxy, a fin de mejorar la utilización de recursos y maximizar la velocidad
de transmisión de datos, y a la vez obtener un tiempo de respuesta reducido.

El objetivo es reducir el impacto en la eficiencia del protocolo de trans-
porte de ciertas caracteŕısticas de los enlaces inalámbricos, como la variación
temporal del ancho de banda disponible y el retardo extremo a extremo,
aśı como las desconexiones esporádicas de los terminales móviles. Para ello,
se asume que la red de acceso está bien dimensionada, y que todos los errores
del canal se recuperan a nivel de enlace (lo que se traduce en ancho de banda
y retardo variable).

La idea básica es separar la conexión TCP entre un servidor remoto y un
terminal móvil en dos conexiones independientes con un proxy intermedio, el
cual se encarga de la gestión de ambas conexiones y de la adaptación de los
parámetros de TCP a fin de obtener la máxima utilización de recursos. Para
llevar a cabo dicha adaptación, el proxy utiliza parte de la información acerca
de las caracteŕısticas f́ısicas del enlace entre la estación base y el terminal
móvil, que se halla disponible en el controlador (RNC) situado en la red de



acceso radio del operador. Esta información (ancho de banda disponible en
el canal y longitud de la cola en el controlador) es transmitida al proxy en un
datagrama UDP, y se utiliza en los algoritmos de adaptación para controlar,
entre otras cosas, la velocidad de transmisión.

En primer lugar, se identificaron los principales problemas del protocolo
TCP en redes inalámbricas, y se realizó un estudio en profundidad de las
diferentes soluciones propuestas previamente. La mayoŕıa de las soluciones
anteriores se centra en algunos de los problemas, pero apenas ninguna cubre
todos ellos, y en cualquier caso requieren la modificación de los extremos de
la comunicación (servidores y/o terminales). La arquitectura presentada en
este proyecto intenta solucionar todos los problemas en uno, sin necesidad de
modificar el código de los extremos. Esto es posible si el proxy implementa
un protocolo que consiste en una modificación de TCP, capaz de adaptar
la velocidad de transmisión a las caracteŕısticas f́ısicas variables del enlace
radio. Los algoritmos de adaptación se basan en información fiable aportada
por la red misma, en vez de en estimaciones realizadas en los extremos de
la conexión, como ocurre en las versiones de TCP disponibles actualmente.
Además, se realizó un breve estudio de las caracteŕısticas del canal HSDPA
recientemente introducido en sistemas celulares UMTS.

Las mejoras en las prestaciones pueden ser analizadas desde el punto de
vista de los operadores, aśı como en términos de grado de satisfacción de
los usuarios. Éstos últimos requieren mejoras en el tiempo de respuesta del
sistema, aśı como reducción del tiempo de espera para recibir los archivos
demandados, ambas caracteŕısticas necesarias para la introducción de servi-
cios interactivos y de tiempo real. Por otra parte, los operadores requieren un
uso eficiente de los caros y escasos recursos radio, aśı como obtener sistemas
escalables y con capacidad para soportar un número elevado de usuarios.

A fin de comparar las prestaciones de la solución diseñada con las de TCP
(en este caso, la versión más usada, TCP Reno), se llevó a cabo una serie
de simulaciones utilizando el simulador Network Simulator 2 (ns2). Se anal-
izó tanto las prestaciones generales (eficiencia al comienzo de la transmisión,
porcentaje de ancho de banda utilizado frente al ancho de banda disponible,
retardo, memoria requerida, etc.), como respuesta en situaciones prácticas
(descarga de ficheros de varios tamaños desde un servidor remoto, y acceso
web). Los resultados de las simulaciones demuestran que es posible incremen-
tar la utilización de los recursos disponibles y la eficiencia de las conexiones
TCP, aśı como reducir las necesidades de memoria, la longitud de las colas
en elementos intermedios de la red y los retardos extremo a extremo. La
solución presentada supera con creces la eficiencia de TCP Reno, reduce la
latencia en la fase inicial de la conexión TCP (“Slow Start”), y se adapta con
éxito a variaciones temporales tanto del ancho de banda como del retardo.



Finalmente, el uso de un proxy situado en la red del operador UMTS
proporciona a los operadors un control completo sobre los algoritmos de
adaptación, y les permite asegurar tanto que los recursos son utilizados efi-
cientemente, como que las caracteŕısticas de los servicios que ofrecen cumplen
las condiciones requeridas. Por otra parte, el proxy facilita la gestión y man-
tenimiento del sistema, ya que todas las modificaciones y mejoras quedan
reducidas a un sólo elemento (el proxy en śı). Por otra parte, esta solución
se basa únicamente en la introducción de un elemento intermedio, el cual
realiza todas las operaciones de forma transparente. Ésto evita la necesidad
de modificar los servidores remotos o los terminales móviles, lo que facilita su
introducción y reduce los costes tanto para usuarios como para operadores.





Chapter 1

Introduction

1.1 Background

During the last years, interconnections between computers have grown in
importance, and nowadays it is difficult to think of an isolated machine as it
could be done some years ago. Networks (and especially the Internet) play
a major role in todays communication, and there is a growing trend towards
mobility, what brings new challenges and needs. Extensive research needs
to be carried out to keep pace with the changing environment and more
demanding requirements. These include higher bandwidth for faster access
to contents, lower response time, delay constraints for real-time communica-
tion and mobility issues. Older protocols and technologies are beginning to
become obsolete as they are unable to keep up with the new requirements.
Therefore, there is a real need to improve the current ones and tailor them
to the new situation, or move towards newer and more specific ones.

One important matter of concern is the development of mobile networks,
which bring up different problems from wired ones and require very specific
solutions. Wireless networks normally present higher delays and high error
rates, something not dealt with by traditional wired protocols. In fact, one
of the main problems that wireless links have to face is that many of the
assumptions made by wired protocols are not valid in the wireless domain.
However, it is highly desirable to have interoperating (if not the same) pro-
tocols, and to find a way to connect machines independently of their location
or their access media. Thus it is a good idea to try to adapt to different
situations from the network, in a way that is totally transparent, if possible,
to the endpoints of the connection.
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Figure 1.1: Internet protocol stack

1.1.1 The Transmission Control Protocol (TCP)

TCP [1] is the most widely used transport protocol on the Internet. It pro-
vides a connection-oriented and reliable end-to-end communication between
two endpoints, and ensures an error-free, in-order delivery of data. In spite of
being connection-oriented, all the connection state resides on the endpoints,
so intermediate network elements, in principle, do not maintain connection
state and are oblivious to the TCP connection itself. Thus, all the connection
management and control has to be performed at the endpoints. This implies
that most of the information they need must be inferred from estimations
and measurements, and that the performance of TCP strongly depends on
the accuracy of them.

In order to provide reliable delivery, TCP breaks the application data into
smaller chunks called ”segments”, and uses sequence numbers to facilitate the
ordering and reassembling of packets at the destination. Sequence numbers
are used to retransmit any lost or corrupted segment, as well as to perform
TCP’s advanced congestion control algorithms. It uses cumulative acknowl-
edgements (acks) to inform of correctly received data, and an error-recovery
mechanism for reliable data transfer that lies between go-back-N and Selec-
tive Repeat. Acks from the destination reflect the highest in-order sequence
number received, although out-of-order received packets can be buffered and
acknowledged later. This reduces the number of retransmissions of properly
received data.
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The Internet protocol stack is represented in figure 1.1. It shows the layers
involved in the indirect (i.e., through a router) communication between two
endpoints. According to the layer separation, intermediate network elements
do not need to include any other level above the Network level. Therefore,
transport protocols such as TCP are end-to-end, in the sense that TCP
segments are encapsulated into IP packets, and forwarded to the destination.
TCP headers are not examined by intermediate routers. For a more detailed
explanation of the Internet protocol stack and layers, see [2].

TCP includes mechanisms both for flow and congestion control. Flow
control is achieved by having the receiver inform of its current receive window
recvwnd, what gives an idea of how much free buffer space is available at the
destination. Congestion control is performed through the use of a different
window at the sender, the congestion window cwnd, whose size is increased or
decreased depending on the network conditions. Finally, the sending window
wnd of a TCP entity should never exceed any of these two limits, so it is
determined by the minimum of both,

wnd = min{recvwnd, cwnd}

The size of the window wnd represents the maximum amount of unac-
knowledged data that the sender can handle, thus it sets a limit on the
sending rate R. Once a TCP entity has sent wnd bytes, it needs to receive at
least one ack in order to be able to continue sending, therefore it can transmit
a maximum of wnd bytes per round-trip time (RTT ). This way, the sending
rate can be easily controlled by modifying wnd, and it can be expressed as

R =
wnd

RTT

The main objective of TCP’s Congestion Control algorithm is to have the
TCP sender limit its own sending rate when it faces congestion on the path to
the destination. It is a window-based control algorithm, where as expressed
above, the size of the window has a direct relation to the rate at which the
sender injects data into the network. The basic idea is to allow the sender
increase its rate while there are available resources, and to decrease it when
congestion is perceived. This behavior is achieved by increasing or decreasing
cwnd accordingly, as represented in figure 1.2. The algorithm comprises three
main parts: Slow Start, Congestion Avoidance, and Reaction to congestion.

• The Slow Start phase takes place at the beginning of the connection.
During this phase, the sender is trying to reach the maximum band-
width available to the connection as fast as possible. Therefore, the
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Figure 1.2: TCP’s Congestion Window in Reno implementation

cwnd is initialized to one segment (hence the name ”Slow Start”), but
its size is doubled every RTT, so it grows exponentially fast. This phase
ends when the value of cwnd reaches a predefined threshold, which de-
termines the point at which the Congestion Avoidance phase should
begin.

• The aim of the Congestion Avoidance phase is to gently probe the load
of the network, by increasing cwnd by one packet per RTT. This is the
desirable behavior when its value corresponds to a sending rate close
to the the maximum bandwidth that the network can provide (i.e, the
connection is operating on the limits of congestion). Thus, when the
sender is transmitting at a rate close to the network limit, it tries to
increase its rate by increasing its window slowly. The sender will remain
in this phase until it faces a congestion event (represented by a timeout
or the arrival of three duplicated acks).

• When the sender comes up against a congestion indication, it assumes
that congestion has occurred, and that the best idea is to drastically
decrease the sending rate. The way this reduction is performed depends
on the TCP version. The first implementations of TCP used to follow
the Tahoe algorithm, where a timeout is not considered different from
three duplicated acks. Both congestion indications result in the sender
shrinking cwnd to one segment, setting the value of the threshold to half
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the value it had at the moment congestion was detected, and going back
to slow start. Newer TCP versions (such as TCP Reno) consider this
algorithm too conservative, and they distinguish a loss indication due
to a timeout from the occurrence of three duplicated acks. A timeout
causes the TCP Reno sender behave in the same way as the previous
Tahoe implementations, but the reception of three duplicated acks are
considered as a warning rather than an indication of congestion. In
such case both the threshold and cwnd are set to half the value of the
previous threshold. Thus, the sending rate is reduced by half, and the
sender stays in Congestion Avoidance instead of going back to Slow
Start.

1.1.2 Introduction to Third Generation Networks

A wireless link is an interconnection of two or more devices that communicate
to each other via the air interface instead of cables. In general, any network
may be described as “wireless” if at least one of its links is a wireless link.

Third Generation (3G) mobile networks can be considered a particular
case of wireless networks, where wireless links are used to connect the mobile
nodes to the operators wired backbone. 3G networks are the next generation
of mobile cellular networks, and their origin is an initiative of the Interna-
tional Telecommunications Union (ITU). The main objective is to provide
high-speed and high-bandwidth (up to 10 Mbps in theory) wireless services
to support a wide range of advanced applications, specially tailored for mo-
bile personal communication (such as telephony, paging, messaging, Internet
access and broadband data).

UMTS stands for “Universal Mobile Telecommunications System”. It is
one of the main third generation mobile systems, developed by ETSI within
the IMT-2000 framework proposed by the ITU. It is probably the most ap-
propriate choice to evolve to 3G from Second Generation GSM cellular net-
works, and for that reason it was the preferred option in Europe. Currently,
the Third Generation Partnership Project, formed by a cooperation of stan-
dards organizations (ARIB, CWTS, ETSI, T1, TTA and TTC), is in charge
of developing UMTS technical specifications. UMTS systems have already
been deployed in most European countries, although new and advanced ter-
minals, as well as many specifications, are still under development.

Wideband Code Division Multiple Access (WCDMA) is a technology for
wideband digital radio communications that was selected for UMTS. It is a
3G access technology that increases data transmission rates in GSM systems.
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1.2 Problem definition

Although TCP’s Congestion Control algorithm has proven effective for many
years, it has been shown that it lacks the ability to adapt to situations that
differ from the ones for which it was originally designed. TCP is prepared to
work in wired networks, with reasonably low delays, and with low link error
rates. In such cases, data is seldom lost or corrupted due to link errors, and
the main cause of packet loss is data being discarded in congested routers. For
that reason, TCP always considers a loss indication as a sing of congestion,
and takes action accordingly.

However, there is an increasing number of situations where this assump-
tion is no longer valid. Wireless links present high Bit Error Rates (BER),
and it is undesirable for a protocol to react to link errors (also called ’ran-
dom losses’) the same way it reacts to congestion indications. TCP is unable
to distinguish a loss due to congestion (where decreasing the sending rate
is necessary to alleviate the congested link) from a random loss, where re-
ducing the rate is not only useless, but it is counterproductive as well. In
particular, and due to the physical characteristics of the air interface, wireless
links are likely to present many consecutive losses. Such situation causes the
TCP sender to cut repeatedly the sending rate by half, leading to a serious
degradation of performance.

Moreover, the mobility of terminals brings up the problem of disconnec-
tions. Shadowing and fading of the radio signal may cause the destination
to be temporarily unreachable, what leads to the TCP sender stopping the
transmission. The lack of a mechanism to inform the TCP sender that the
destination is reachable again introduces extra delays, that increase the re-
sponse time of the connection.

Third Generation (3G) cellular networks are a particular case of wireless
networks, where random losses at the wireless portion of the network are
recovered through the use of robust and strongly reliable link layer protocols.
However, this error correction and recovering also has shortcomings, as it
increases the link delay as well as the delay variance. Moreover, the fact
that the network capacity is shared among all the users in a particular cell
introduces significant bandwidth variations to which TCP is unable to adapt.

To sum up, the result of using TCP without further improvement over
networks that contain wireless links is a decrease in the average link utiliza-
tion, an increase in the latency of the connection, and in general an overall
under-utilization of the -often scarce- wireless resources.
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1.3 Objective

The aim of this thesis is to design, analyze and simulate a proxy-based solu-
tion, called Radio Network Feedback (RNF), to improve the performance of
TCP over Third Generation cellular networks. It extends the RNF solution
proposed in [3]. It is supposed to improve the resource utilization and max-
imize the transmission rates while maintaining the shortest response time
possible, by taking advantage of feedback information provided by the net-
work itself. It should add on the performance improvements brought by the
recently released High Speed Downlink Packet Access (HSDPA), which pro-
vides broadband support for downlink packet-based traffic. It should also
overcome the problems that TCP connections face over wireless links.

1.4 Solution approach

The main idea is to split the connection between a server and a mobile
user through the introduction of a proxy, which terminates both connections
and is capable of adapting its parameters to get the best out of the available
resources. The proxy takes advantage of the fact that most of the information
that a TCP sender needs to infer in order to perform congestion control, is
already known by the radio network. In that case, it can be transmitted
to the proxy in order to feed its adaptation algorithm, as is the case of the
bandwidth available for a determined connection, or the network load.

1.5 Limitations

The Radio Network Feedback solution focuses on the problems introduced
by variable bandwidth and delay, wireless link utilization and sporadic dis-
connections of mobile terminals. It does not address other problems such
as congestion or dimensioning of the wired part of the UMTS network, nor
congestion on parts that do not belong to the 3G network (i.e, between the
proxy and the remote servers). It assumes that all the possible link errors are
recovered by the link level protocols, and that the 3G backbone is properly
dimensioned. However, the improved TCP implementation in the proxy still
has the basic TCP functionalities, thus it would be able to work (although
without any added improvements on the basic TCP algorithms) in the face
of such situations.



8 CHAPTER 1. INTRODUCTION

1.6 Organization

The rest of this report is organized as follows: in Chapter 2 the main problems
with TCP in wireless and 3G networks are described and analyzed in depth,
while an overview of the proposed improvements and alternatives to TCP for
wireless links is presented in Chapter 3.

The concept of High Speed Downlink Packet Access and its main features
are introduced in Chapter 4. Chapter 5 presents and describes in detail the
proposed Radio Network Feedback solution, along with a brief theoretical
analysis of its behavior when implemented in the proxy.

The performance of the proposed solution is tested through a set of simu-
lations that are described in Chapter 6. There, the results of the simulations
are presented, analyzed and compared. Finally, Chapter 7 draws some con-
clusions and proposes some guidelines for future work.



Chapter 2

Problems with TCP

When used in networks that contain wireless links, TCP presents many prob-
lems that need to be dealt with. Some of them are related to wireless networks
in general, while others are specific to Third Generation networks.

The performance of a TCP connection is heavily dependent on the Bandwidth-
Delay Product (BDP) of the path to the destination, also called “pipe ca-
pacity”. The BDP is defined as the product of the transmission rate R and
the round-trip time RTT,

BDP = R · RTT (2.1)

and measures the amount of unacknowledged data that the TCP sender
must handle in order to maintain the pipe full, i.e., the required buffer space
at both the sender and the receiver to permanently fill the TCP pipe. The
utilization of the available resources of the path is closely related both to this
figure and the sending window wnd of the TCP sender. If the sender’s wnd
is smaller than the BDP, there are determined moments where the window is
full and prevents the sender from transmitting more data, although at least
one packet could be transmitted. This situation is translated into a decrease
in the link utilization, as it can be observed in figure 2.2, something highly
undesirable when the resources are scarce and expensive. On the other hand,
figure 2.1 shows a situation where wnd is at least equal to the path BDP,
therefore the sender is permanently injecting packets into the link.

2.1 Problems with wireless networks

The first and straightforward consequence of using a wireless link as part of
the path to a destination is an increase in the total delay of the path, mainly
due to the contribution of propagation and link-level error recovering delays,

9
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SenderReceiver

ack ack ack ack ack ack ack ack ack

Figure 2.1: Full pipe with 100% link utilization
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Figure 2.2: Under-utilization of resources on a pipe

if present. When combined with high offered bandwidth (something common
in wireless networks), the result is a high Bandwidth-Delay Product path.
A necessary condition for an adequate link utilization is to have the sender
use a big enough wnd value (at least equal to the pipe capacity). However,
TCP uses 16 bits to codify the receive window (recvwnd) that is sent back
to the sender, what leads to a maximum window of 65KBytes. This value
might be significantly smaller that some of the existing BDP values, hence
the performance of TCP could be seriously damaged.

Another direct consequence of having a big BDP is that it introduces
the need to use big windows, and the combination of high delays and wide
windows may have a negative effect on the TCP retransmission mechanism.
TCP needs at least one round-trip time to detect a packet loss (through a
timeout or three duplicated acks), but it is unable to figure out if the rest
of the packets that it has sent during this time have been received correctly.
This leads to the retransmission of many already received packets, what
reduces the goodput (i.e., the rate of actual data successfully transmitted
from the sender to the receiver) of the connection. If the sender is using
a big window, the number of retransmissions of properly received packets
increases, hence the goodput is further reduced. Moreover, the use of big
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Figure 2.3: Higher link delay gives lower link utilization during slow start

windows reduces the accuracy of TCP’s RTT measurement mechanism, and
can cause problems if the sequence number of the TCP data packets wraps
around.

A particularly harmful result of high delay paths is the increase in the
latency time during the Slow Start phase. As it has been described before,
during Slow Start the sender begins the transmission with the lowest rate
possible, that corresponds to a cwnd of 1. The value of cwnd is then doubled
every round-trip time (it is increased in one packet per ack received), what
implies an exponential growth of the sending rate. However, a high value of
the RTT may significantly slow down the growth of cwnd, as it may introduce
remarkably high waiting times between the sending of one packet and the
reception of its ack. This increases considerably the time it takes to the
connection to reach a reasonably high sending rate. This situation especially
affects short file transfers (such as web browsing), which spend most of the
time in Slow Start, due to the fact that the initial Slow Start latency has a
substantial impact on the total file transfer time. Figure 2.3 compares two
situations with different link delays, where time progress is represented in
the vertical axis. It can be observed that in case a) it takes longer to reach
full link utilization, due to the fact that the link delay is higher than in case
b).
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Figure 2.4: Bandwidth under-utilization due to random losses

A different but not less important problem that arises when TCP is used
on wireless networks is the high BER of the links. TCP was originally de-
signed to operate in wired environments, where segment loss is mainly caused
by packets being dropped at intermediate routers, due to network congestion.
However, wireless links are characterized by a high probability of random
losses, mostly due to physical degradation of the radio signal (such as shad-
owing and fading).

Such losses in principle do not depend on the transmission rate, and they
are not caused by congestion in intermediate network elements. On the other
hand, TCP is unable to distinguish a packet loss due to a congested network
from a random loss, so it considers any kind of loss as a sign of congestion. As
a direct result, the occurrence of a random loss on a wireless link causes the
TCP sender invoke the usual congestion avoidance mechanisms, what leads to
a drastic reduction of the transmission rate. While this conservative measure
is appropriate to alleviate congestion, it has no effect on the occurrence of
random losses, it reduces the link utilization and degrades the overall TCP
performance.

Figure 2.4 shows a situation where, due to random link errors, the sender
is not always transmitting at the maximum rate offered by the link. Random
losses cause the sender to invoke TCP’s Congestion Control mechanisms, on
the assumption that a loss is a sign of congestion, and halve its sending rate.
The grey area represents the amount of underutilized bandwidth, i.e., the
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difference between the available bandwidth and the actual sending rate.

Moreover, if the wireless channel is in deep fade for a significant amount
of time, errors are like to appear in bursts, what causes the TCP sender to
decrease its sending rate repeatedly, leading to a severe under-utilization of
the available resources.

Another matter of concern is the effect of disconnections, a common situ-
ation when the wireless link is the last hop to the destination. Disconnections
are closely related to the mobility of terminals. Physical obstacles and lim-
ited coverage may cause a terminal to be out of reach for a significant amount
of time, what is detected at the sender by the occurrence of many timeouts.
This situation makes the TCP sender stop the transmission of packets, and
consider the destination as unreachable.

However, after reconnection, TCP lacks a mechanism to inform the sender
that the destination is reachable again. The only way for the sender to detect
this is to periodically send a probe (i.e., one single packet sent towards the
receiver), and hope to get a response. This mechanism is called “Exponential
Backoff”, as the time between the probes increases exponentially. The sender
stays in Exponential Backoff until it receives a response from the receiver,
when the destination is considered reachable again, and the transmission is
resumed.

The main problem with this mechanism is that it is not possible to im-
mediately detect that a terminal is reachable again when it reconnects, as
the sender has to wait for a timer to expire to send a probe. In an unfavor-
able situation, the terminal may reconnect right after a probe has been lost.
Then, the sender will need to wait for a whole interval until is it allowed
to send a new probe, in order to detect the reconnection and resume the
data transmission. This can introduce an extra delay up to 64 seconds (i.e.,
the maximum interval in the exponential backoff), what might significantly
increase the total transmission time. Figure 2.5 shows a situation where a
channel recovers after an outage, but it remains idle for some time as the
sender cannot send a probe until the Exponential Backoff timer expires. As
soon as the probe is sent, the transmission is resumed.

Another problem inherent to TCP is its sawtooth behavior, due to TCP’s
Congestion Avoidance algorithm. TCP increases its congestion window until
there is a drop, when the transmission rate is cut to half. Therefore, TCP
has a tendency to put as much data in the network as possible, filling the
queues to the limit. Long queues imply higher delays and lower response
times, and the straightforward solution (to provide the routers with bigger
buffers) can lead to scalability problems.
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2.2 Problems with 3G networks

As 3G networks can be considered a particular case of wireless networks,
where the wireless part corresponds to the links that connect the mobile
terminals to the 3G backbone, both of them share similar characteristics.
However, 3G networks overcome some of the problems of wireless networks
present, at the expense of bandwidth and delay variation.

One of the main differences is that the link layer at the wireless portion of
the network is very reliable in UMTS. The impact of random losses on TCP
performance has encouraged the use of extensive local retransmissions. The
Radio Link Control (RLC) layer can correct or recover most of the losses,
thanks to a combination of Forward Error Correction (FEC) and Automatic
Repeat Request (ARQ) techniques, so it can be assumed that packet losses
are only caused by buffer overflows or disconnections. Thus, the problem
of TCP mistakenly invoking Congestion Avoidance in presence of random
losses is overcome. However, this techniques also have shortcomings, as the
heavy link layer protocols introduce an overhead that reduces the available
bandwidth and increase the delay variance.

However, the problem of disconnections is still present, and it is especially
worsened as mobility is an inherent feature of 3G terminals.



Chapter 3

Improvements to the TCP
protocol

The problems that TCP faces when used over wireless links, presented in
chapter 2, have been known for a long time, hence a lot of research has
been carried out in this field. There are many different solutions that try to
overcome these weaknesses, all of them having their advantages and short-
comings. Some solutions need support from the network, while others as-
sume that only the endpoints are responsible for the efficiency of the TCP
connection. In general, the best solution is the one that best adapts to the
environment and makes use of the available information and support.

3.1 Classification of solutions

The modifications of the TCP protocol can be classified in two ways. One
way takes into consideration how and where the adaptation is performed:
end-to-end, link layer and split connection. Another option is to classify
them according to which TCP problem they address.

End-to-end solutions assume that it is not possible to rely on the network
in order to improve the performance of the transport protocol. In such cases,
the endpoints are responsible of performing the necessary changes to ensure
a good adaptation, and they must be aware of the problems of TCP. The
main advantage is that these solutions can be used in any situation, as they
do not depend on the underlying layers. However, the code of either the
sender or the receiver (or even both) must be modified, which might be a
shortcoming in many cases.

On the contrary, link layer solutions manage to improve TCP’s perfor-
mance from the network itself. These alternatives rely on determined network
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Classification Solution

TCP’s Window Scale option
TCP’s Timestamps option
TCP’s Selective Acknowledgements
TCP Vegas

End-to-end TCP Westwood
TCP’s Increased Initial Windows
Fast Start
Smooth Start
Adaptive Start
Freeze-TCP

E2E + Network support Explicit Bandwidth Notification (EBN)

Automatic Repeat Request (ARQ)
Forward Error Correction (FEC)
Snoop protocol

Link layer Ack Regulator
Window Regulator
Performance Enhancing Proxy (PEP)
Explicit Window Adaptation (EWA)
Fuzzy Explicit Window Adaptation (FEWA)

Split connection M-TCP
Radio Network Feedback

Table 3.1: Classification of proposed TCP solutions
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elements, which collaborate at link level in order to reduce the effects of the
wireless link. In this case, it is the network (instead of the terminals) that
must be aware of the problems of TCP over wireless links. These solutions
reduce and hide the problems from the transport layer, so the endpoints do
not need to be aware of the problem. Link layer solutions make the wireless
link appear as a higher quality link, but with reduced effective bandwidth.
The main advantage is that the code in terminals and servers does not need
to be modified. However, some of these solutions (such as link layer re-
transmissions and extensive error correction) are not able to overcome the
problems of disconnections caused by wireless shadowing and fading.

Finally, split-connection solutions manage to completely hide the wireless
link from the wired portion of the network. They achieve so by terminating
the TCP connection at the base station, and establishing another connection
from the base station to the wireless nodes. The transport protocol used in
the latter can be TCP, a modification of TCP, or any other suitable protocol.
These solutions are said to be more efficient than the previous ones, and the
endpoints do not need to be aware of the adaptation. However, there is a
need to translate from one protocol to the other at the base station, with the
resulting overhead.

On the other hand, all these solutions can also be classified according
to which TCP problem they address. This way, some solutions focus on
the problems caused by long, fat pipes (such as the Window Scale option,
Selective Acknowledgements, and TCP Timestamps). Others try to solve the
problems of congestion avoidance in high error rate paths (such as many TCP
modifications like TCP Vegas and TCP Westwood, or the Snoop protocol).
There are also proposed solutions that try to improve Slow Start performance
(such as Astart or Fast Start). The problem of outages and disconnections
is addressed by solutions like Freeze-TCP and M-TCP, while others deal
with bandwidth and delay variation (such as Ack Regulator and Window
Regulator). All these solutions are further explained in the following section.

3.2 Overview of proposed solutions

The solutions concerning high bandwidth-delay product often propose the
introduction of special TCP options in order to deal with such problems:

• RFC 1072 [4] defines a new option called Window Scale, which solves
the problem of window size limitation explained in section 2.1. This
option introduces a 16-bit scaling factor to be applied by the sender to
the receive window, hence the window value can be scaled from 16 to 32
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bits. This approach solves the window limitation problem, but having
huge windows involve other problems that must also be addressed.

• As explained in section 2.1, using bigger windows might introduce other
problems like sequence number wrap-around, not very accurate RTT
measurements, and problems caused by packets from previous connec-
tions. RFC 1185 [5] proposes the use of TCP timestamps to solve all
these problems at once. Timestamps are sent inside data packets by the
TCP sender, and they are echoed by the receiver in the returning acks.
These echoed 32-bit timestamps can be used to measure the Round-
Trip Time, as well as to distinguish new packets from old ones (in case
the sequence number has wrapped around). RFC 1323 [6] refines the
Window Scale and Timestamps options, and includes an algorithm to
protect against wrapped sequence numbers (PAWS).

• Finally, the performance of TCP might be degraded when multiple
packets are lost from one window of data. This problem is worsened
when using big windows, i.e., when the Window Scale option is being
used. RFC 2018 [7] proposes a selective (instead of cumulative) ac-
knowledgement mechanism (SACK), based on the introduction of two
new TCP options. The SACK mechanism allows the receiver to ac-
knowledge non-contiguous blocks of correctly received data, something
that cumulative acks cannot achieve. This prevents the sender from re-
transmitting packets that have been received, but in the wrong order.

Section 2.1 introduced the problems caused by high BER links. TCP’s
Congestion Avoidance mechanism reacts to random packet losses as if they
were a sign of congestion, excessively reducing the throughput. Some TCP
modifications have been proposed in order to achieve a more effective band-
width utilization, while others are performed at link level:

• TCP Vegas [8] is a new version of TCP, with a modified Congestion
Avoidance algorithm. It tries to avoid the oscillatory behavior of the
TCP window. While a basic TCP version linearly increases its con-
gestion window until there is a timeout or three duplicated acks (the
so-called additive increase-multiplicative decrease), TCP Vegas uses
the difference between the expected and actual rates to estimate the
available bandwidth in the network. It computes an estimation of the
actual queue length at the bottleneck, and updates its congestion win-
dow to ensure that the queue length is kept within a determined range.
TCP Vegas’ algorithm is called “additive increase-additive decrease”.
In summary, it increases or decreases its cwnd value in order to keep at
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least α packets but no more than β packets in the intermediate queues.
The main advantage of TCP Vegas is that, while previous TCP versions
increase the queue length towards queue overflow, TCP Vegas manages
to keep a small queue size. Therefore, it avoids queue overflows and
unnecessary reduction of the transmission rate. However, it might find
some problems with rerouting, and Vegas connections may starve when
they compete with TCP Reno.

• TCP Westwood [9] is also a sender-side modification of TCP Reno. It
tries to avoid the drastic reduction in the transmission rate caused by
random link errors. It computes an end-to-end bandwidth estimation
by monitoring the rate of returning acks, and uses this estimation to
compute the Slow Start Threshold and congestion window after a con-
gestion indication (“Faster Recovery”). Adjusting the window to the
estimated available bandwidth makes TCP Westwood more robust to
wireless losses, as the transmission rate is not reduced to half, but it
is adapted to the most recent bandwidth estimation instead. As de-
fined in [10], TCP Westwood modification affects only the Congestion
Avoidance algorithm (“additive increase-adaptive decrease”), but the
Slow Start phase remains unchanged, as well as the linear increase of
the window between two congestion episodes. Some performance anal-
ysis carried out in [11] and [12] show that TCP Westwood manages to
obtain a fair share of the bandwidth when it coexists with other West-
wood connections, and it is friendly to other TCP implementations.

• A wide range of link layer solutions include error correction (such
as Forward Error Correction, FEC) and retransmission mechanisms
(such as Automatic Repeat Request, ARQ). These protocols manage
to achieve a high link reliability, at the expense of bandwidth. They
are the preferred solution in UMTS networks, which make use of ex-
tensive local retransmissions in order to recover most of the wireless
losses. However, none of them can help in the face of disconnections
and outages, so in such cases the TCP sender still times out and enters
Exponential Backoff.

• The Snoop protocol [13] is a TCP-aware link layer protocol. The Snoop
agent resides in the base station, and monitors every TCP packet that
passes through the connection. It keeps a cache of TCP packets, and
it also keeps track of which packets have been acknowledged by the
receiver. It detects duplicated acks and timeouts, and performs local
retransmissions of lost packets. Its main objective is to locally recover
random losses, and hide the effects of the wireless link from the TCP
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sender. This way, it prevents the sender from mistakenly invoking
Congestion Avoidance algorithms in the face of random wireless loss,
which do not reflect a congested network. The main advantage of Snoop
is that is has proven to be highly efficient, and that code modifications
are only needed at the base stations, thus both servers and receivers can
be kept unchanged. However, Snoop does not bring any improvement
in absence of wireless losses, and it is not able to cope with outages
and disconnections.

Slow Start latency might significantly contribute to the total transmission
time of a TCP file transfer. The performance of TCP during Slow Start can
be seriously worsened if the RTT of the path is high. For this reason, many
solutions have been proposed to improve TCP’s performance on connection
startup:

• RFC 3390 [14] introduces the possibility to increase the initial window
of the TCP connection up to four packets. This measure is supposed to
reduce the transmission time for connections transmitting only a small
amount of data (short-lived TCP connections). Moreover, it speeds
up the growth of the sending rate in high bandwidth-delay paths. The
main disadvantage is that it increases the burstiness of the TCP traffic,
but this is most likely to be a problem in already congested networks.
Moreover, bursts of 3-4 packets are already common in TCP, so in-
creasing the initial window should not be an added problem.

• The performance of TCP on connection startup is analyzed in [15],
along with the importance of setting an adequate Slow Start Threshold.
Too low thresholds relative to the BDP cause a premature exit of the
Slow Start phase, which reduces the growth of the sending rate and
leads to poor startup utilization. On the contrary, too high thresholds
might cause many packet drops and retransmissions. There are many
proposed solutions to choose an adequate threshold, like Fast Start
[16], which uses cached values of the threshold and cwnd from recent
connections. On the other hand, Smooth Start [17] reduces the growth
of cwnd around values close to the threshold, in order to guarantee a
soft transition between Slow Start and Congestion Avoidance, and to
avoid possible packets drops and bottleneck congestion.

• Adaptive Start [15] (ASTART) uses the bandwidth estimation com-
puted in TCP Westwood, based on the ack stream, to dynamically
update the value of the Slow Start Threshold. ASTART increases the
duration of the Slow Start phase if the bandwidth-delay product is high,
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and switches to Congestion Avoidance when the transmission rate is
close to the link bandwidth. As the previous solutions, it improves
startup performance in high BDP paths, but the sender code needs to
be modified.

The problem of disconnections was introduced in section 2.1, and it was
further explained in section 2.2. Outages and disconnections might intro-
duce a significant delay, and must be properly dealt with. There are some
approaches that try to reduce the effect of TCP’s Exponential Backoff algo-
rithm:

• M-TCP [18] proposes a split-connection solution, which uses a band-
width management module that resides at the Radio Network Con-
troller (RNC). The main feature of M-TCP is that it allows to freeze
the TCP sender during a disconnection, and resume the transmission at
full speed when the mobile terminal reconnects. This effect is achieved
by controlling the size of the receive window, sent back to the sender in
every ack, and by setting it to zero during a disconnection. This event
forces the sender into “persist mode”, and although the transmission
is paused, the sender does not time out and it does not close its cwnd.
Upon terminal reconnection, the M-TCP module at the RNC sends a
window update to the sender (through one ack), and the transmission
is immediately resumed, without the need to wait for the Exponential
Backoff algorithm to time out.

• Freeze-TCP [19] follows a similar approach, but instead of split-connection,
it is completely end-to-end. Unlike M-TCP, it does not need an inter-
mediary. In Freeze-TCP, it is the terminal itself (instead of the RNC)
that shrinks its receive window when the radio signal is weakened, thus
forcing the sender into persist mode. Upon reconnection, the termi-
nal is in charge of sending three duplicated acks in order to awake the
sender and resume the transmission, in a way that is very similar to
the M-TCP approach. The main advantage over M-TCP is that Freeze-
TCP does not need an intermediary, which could become a bottleneck.
However, the complexity of the receiver increases, as it must monitor
the radio signal and react to disconnections.

Some solutions focus on the problems caused by bandwidth and delay
variation, as well as limited buffer space in the bottlenecks. These solutions
are especially efficient in the case of UMTS networks, where random losses
are recovered at link level:
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• The Ack Regulator solution [20] runs in an intermediate bottleneck
network element, such as the RNC in the case of UMTS networks,
or a congested router in a general case. It determines the amount of
free buffer space at the bottleneck, and monitors the arrival rate of
packets. Then, it controls the acks sent back to the sender, in order to
regulate its transmission rate, and prevent buffer overflows. The main
advantage of the ack regulator is that no modification is needed at the
endpoints. Moreover, it performs well for long-lived TCP connections.
However, it does not address the performance of short-lived flows (such
as HTTP), and some estimation problems might reduce the sender’s
transmission rate more than necessary.

• The Window Regulator approach [21] is based on the ack regulator
explained above. It manages to improve the performance of TCP for
any buffer size at the bottleneck. It tries to obtain a similar effect
as the Ack Regulator through the modification of the receive window
value in the acks sent from the receiver back to the sender, as well
as an ack buffer in order to absorb channel variations. The Window
Regulator tries to ensure that there is always at least one packet in the
buffer, in order to prevent buffer underflows. On the other hand, it
ensures that the amount of buffered data is kept under a limit, in order
to prevent buffer overflows. Maintaining the queue length within the
desired limits is achieved by controlling the sender’s transmission rate.
The sender’s rate is controlled by dynamically computing the adequate
receive window value, and setting this value in the receiver’s acks. The
main limitation of this approach is that it needs to have both data
packets and acks following the same path, or at least traversing the
same bottleneck router, where the Window Regulator module runs.

• A similar approach to the Ack Regulator is presented in [22]. This
solution proposes the use of Performance Enhancing Proxies (PEPs)
at the edges of unfriendly networks, in order to control the TCP flows
passing through them. The idea is that high link delays make TCP
flows less responsive to bandwidth variations. PEPs are in charge of
monitoring the available bandwidth to the flows, and manipulating the
acks to speed up or slow down the TCP senders. A PEP can send a
“premature” ack in order to simulate a lower RTT, and make the TCP
sender respond faster. PEPs must also recover any lost packets in
the path between themselves and the destinations, thus preventing the
sender from invoking Congestion Avoidance algorithms in the presence
of random losses.
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• The Explicit Window Adaptation (EWA) [23] follows a very similar
approach. It also controls the sender’s transmission rate through the
modification of the receive window in the receiver’s acks. However, the
computation of the receive window value is different, and follows a log-
arithmic expression. Like the previous solutions, the EWA approach
also needs symmetrical routing, and might have problems if the bot-
tleneck router is lowly loaded for a long period of time. Moreover, it
cannot adequately deal with bursty traffic.

• The Fuzzy Explicit Window Adaptation (FEWA) [24] tries to overcome
the problems of the EWA approach, by introducing a Fuzzy controller
to improve the algorithm. Its working principles are the same, and the
control is performed through the modification of the receive window.
It also needs symmetrical routing, but it manages to solve many of the
problems related to the EWA solution.

• While TCP Vegas and Westwood try to obtain a good estimation of the
available bandwidth to adapt the transmission rate, the Early Band-
width Notification (EBN) architecture [25] manages to improve TCP
performance by improving the bandwidth estimation with support from
intermediate nodes. The idea is to have an intermediate router measure
the bandwidth available to a TCP flow, and feedback this information
to the TCP sender. The modified TCP sender (TCP-EBN) then ad-
justs its cwnd to adapt its sending rate to this bandwidth. In order to
make the TCP sender receive the instantaneous bandwidth feedback,
the EBN router encodes the measured value in the data packets that
traverse it towards the destination, and the sender receives this informa-
tion in the acks. EBN is especially effective for continuous bandwidth
variation, and it does not need symmetrical routing.

Finally, some solutions have been proposed in order to address many of
these problems at the same time. In general, these solutions are based on a
link layer mechanism, combined with some other mechanism than relies on
the support of the network. This is the case of the Radio Network Feedback
(RNF) technique introduced in [3]. The RNF mechanism proposes the use
of an intermediate network element, namely a proxy, which splits the TCP
connection in two. The proxy receives explicit notifications of the radio
link parameters (i.e., the bandwidth) from the Radio Network Controller via
UDP, and adapts the TCP connection parameters in order to achieve the
highest link utilization.
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3.3 Desired characteristics of a solution for

UMTS

As it was introduced in section 2.2, UMTS networks make use of very reliable
link layer protocols, such as Automatic Repeat Request and Forward Error
Correction. Thus, it can be assumed that the problem of random losses is
completely overcome. However, there are many other problems that must be
addressed in order to improve TCP performance in UMTS networks:

• The solution must prevent the TCP sender from mistakenly invoking
Congestion Avoidance mechanisms, unless there is actually a conges-
tion situation.

• It must properly detect and react to handoffs, disconnections and out-
ages. This includes preventing the TCP sender from timing out and
shrinking the congestion window in those situations.

• For the sake of efficiency, scalability and reduced response times, it
should limit the amount of buffered data in intermediate network ele-
ments, such as the RNC.

• In order to ensure high link utilization, it must make an efficient use
of the bandwidth resources, and avoid reducing the transmission rate
in situations where it is not strictly necessary. This especially includes
connection startup performance.

• According to the wireless link characteristics, it must be able to cope
with variable bandwidth and delay, and achieve a good performance
even in the face of these events.

• Although it is not a must, it is desirable that the solution provides
compatibility, i.e., it should be able to interoperate with existent servers
and terminals, without the need to modify the code in any of them.
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The HSDPA channel

4.1 Introduction to the HSDPA concept

During the last years, the volume of IP traffic has experienced a substantial
increase. The same situation is most likely to apply to mobile networks,
due to the development of IP-based mobile services, as well as the increase
in the use of IP person-to-person communication. Packet-switched traffic is
likely to overtake circuit-switched traffic, and 3G operators will need to deal
with this situation. There is a real need for a solution that ensures a high
utilization of the available resources as well as high data rates, and that can
be easily deployed while being backwards compatible.

The High Speed Downlink Packet Access (HSDPA) is a packet-based
data service used in W-CDMA that was included in the 3GPP Release 5 [26].
It is specially tailored for asymmetrical and bursty packet-oriented traffic,
while being a low cost solution to upgrade existing infrastructure. One of
its main features is that it will allow operators to support a higher num-
ber of users with improved downlink data rates. It can co-exist in the same
carrier as previous releases, and in fact it is an enhancement of the UMTS
downlink shared channel. The HSDPA channel can theoretically provide up
to 10.8 Mbps (and in practice up to 2 Mbps) by employing time and code
multiplexing, which is especially efficient for bursty flows. Recent perfor-
mance evaluations have shown that HSDPA is able to increase the spectral
efficiency1 gain in 50-100% compared to previous releases, by taking advan-
tage of new and more specific link level retransmission strategies and packet
scheduling.

1The spectral efficiency of a digital signal is given by the number of bits of data per
second that can be supported by each hertz of band. It can also be estimated as the
throughput of the connection divided by the total available bandwidth.
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Figure 4.1: Flow multiplexing in HSDPA

4.2 HSDPA in detail

The main idea behind the HSDPA channel is to share one single downlink
data channel between all the users, along with many modifications that make
it especially effective for packet-based communication. These include time
multiplexing with a short transmission interval, what facilitates monitoring
of the radio channel conditions, Adaptive Modulation and Coding (AMC),
hybrid ARQ and multicode transmission, among others. Moreover, many of
the functions are moved from the Radio Network Controller (RNC) to the
base station (RBS), where there is an easy access to air interface measure-
ments. The HSDPA specification introduces a downlink transport channel,
denominated High-Speed Physical Downlink Shared Channel (HS-PDSCH).
It also introduces other common and dedicated signaling channels that are
used to deliver the data, receive channel quality and network feedback and
manage the scheduling. The HS-PDSCH is divided in 2ms slots that are used
to transmit data to all the users in the cell. This time multiplexing is espe-
cially efficient for bursty or packet-oriented flows, in which the data stream
is not continuous. Sharing the channel between different users reduces the
impact of silences, which substantially reduces efficiency in dedicated chan-
nels.

4.2.1 Adaptive Modulation and Coding

One of the main characteristics of 3G wireless channels is that, due to
time varying physical conditions, the Signal to Interference and Noise Ra-
tio (SINR) can vary up to 40 dB. 3G systems modify the characteristics
of the signal transmitted to user equipments to compensate for such varia-
tions, through a link adaptation process. Link adaptation is normally based
on modifications and control of the transmission power, such as WCDMA’s
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Fast Power Control [27]. However, power control has been shown to be lim-
ited by interference problems between users, and it is unable to properly
reduce the power for users close to the base station. Therefore, HSDPA tries
to improve the link adaptation by modifying the modulation scheme to af-
fect the transmission rate, while keeping the transmission power constant,
through the use of Adaptive Modulation and Coding (AMC). In AMC, the
base station determines the Modulation and Coding Scheme (MCS) to use
towards a particular user, based on power measurements, network load, avail-
able resources and Channel Quality Indications (CQI). CQIs are periodically
sent by the user equipment, and they reflect the MCS level that the termi-
nal is able to support under the current channel conditions. According to
performance evaluations in [28], this adaptive modulation control can cover
a range of variation of 20dB, and it can be further expanded through the use
of multi-coding.

4.2.2 Hybrid Automatic Repeat Request

Transmitting at the highest rates to improve spectral efficiency involves a
significant increase in the block error rate. Thus, there is a need for an
advanced link layer mechanism to reduce the delay introduced by multiple
retransmissions of corrupted packets, and to increase the retransmission ef-
ficiency. In HSDPA, the retransmission scheme used is Hybrid Automatic
Repeat Request (H-ARQ), that combines forward error correcting with a
stop-and-wait (SAW) protocol. To reduce the waiting times in SAW, many
channels are used to ensure reliable transmission of different packets in paral-
lel. A N-channel SAW has a good tradeoff for obtained throughput, memory
requirements and complexity. Moreover, the MAC layer resides at the base
station, thus reducing the delay introduced by every retransmission. How-
ever, as it is stated in [29], the throughput gain that H-ARQ can provide
depends mainly on the performance of the Adaptive Modulation and Coding
function.

4.2.3 Packet Scheduling

As the HSDPA concept takes advantage of a shared downlink channel for
user data, the packet scheduling method is a critical point, and it is the main
responsible of ensuring a high channel utilization and spectral efficiency. The
packet scheduling functions in HSDPA are used to determine the utilization
of the time slots, and they are located at the RBS, thus facilitating advanced
scheduling techniques and immediate decisions. Scheduling is based on both
channel quality and terminal capability, and it can be further affected by
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Quality of Service (QoS) decisions. Different strategies can be adopted, from
a simple round-robin scheme to more complex and advanced methods, such
as the Proportional Fair Packet Scheduler.

A simple round-robin scheme is represented in figure 4.1. Many different
flows are multiplexed in time in order to share a single downlink channel.
The information about how to extract the data sent to a determined User
Equipment is provided through a shared control channel (HS-SCCH), along
with other control signaling.

4.3 Conclusions, outlook and implications

The HSDPA solution is a promising alternative to deal with future needs in
3G networks. It improves the system capacity and optimizes the network
to decrease the cost per bit, allowing more users per carrier. It increases
remarkably the spectral efficiency and throughput, is cost-effective and fa-
cilitates flexible scheduling strategies. In addition, from the users point of
view, it increases the peak data rate and reduces latency, service response
time, and variance in delay.

However, in order to take full advantage of this solution, there is a need to
find a way to overcome the problems that TCP faces on wireless links. The
fact that the bandwidth of the downlink data channel is shared among all
users implies high bandwidth variation. As one user is assigned a determined
amount of bandwidth depending on the number of users of the cell (as they
all compete for the resources), the available bandwidth for a connection is
affected by the number of users entering and leaving the cell. According to
the simulations and results, the Radio Network Feedback solution seems to
be a way to overcome this problem, as well as many others that current TCP
versions over cannot solve.



Chapter 5

The Radio Network Feedback
solution

The Radio Network Feedback (RNF) mechanism is a proxy-based solution,
that is intended to overcome most of the problems that TCP faces over
UMTS networks. Most of its functionality resides in a proxy that is situated
in the UMTS backbone, and that acts as an intermediary between the mobile
terminals and the content providers. The proxy aims to reduce latency and
Slow Start time, improve the wireless link utilization and reduce the buffer
needs in intermediate elements of the network. It is in principle designed
for asymmetric downlink traffic, such as web browsing and ftp file transfer,
but it could easily be extended to deal with person-to-person symmetric
communication.

The proxy implements a modified version of TCP, in order to adapt its
behavior to the special characteristics of the wireless environment, something
that current TCP versions have failed in achieving. It splits the TCP con-
nection in two, in order to hide the wireless link from the wired servers, and
adapts the connection parameters in a way that is completely transparent to
the endpoints.

The use of proxies has been criticized for being a potential bottleneck,
and for being prone to scalability problems. However, the introduction of a
proxy allows to solve the wireless problem locally, and without the need to
involve the endpoints. A careful design and implementation could also help
to make it scalable. One of the shortcomings is that, as it is in essence a
split-connection approach with two independent TCP connections, it is not
possible to maintain end-to-end semantics.

The proxy manages to fulfil the requirements defined in section 3.3. Being
especially tailored to a UMTS scenario, it relies on the RLC layer to ensure
a reliable transmission of packets. According to the pipe sizes currently used

29
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Figure 5.1: Simplified UMTS network architecture

in UMTS, it does not need to address window size limitation problems, so
TCP’s Selective Acknowledgements, Window Scale and Timestamps options
are not needed.

5.1 Architecture

The basic architecture of an UMTS network is represented in figure 5.1. The
UMTS network is divided in three main domains: the Core Network (CN),
the UMTS Terrestrial Radio Access Network (UTRAN), and the User Equip-
ments (UE). The Core Network provides switching and routing for the user
traffic, while the UTRAN is responsible for providing the User Equipments
with access to the Core Network, as well as managing the radio resources. A
detailed explanation of UMTS architecture and technical aspects is provided
in [30].

The Core Network is divided in the Circuit Switched domain and the
Packet Switched domain, but only the latter is relevant for this study. It
contains the Serving GPRS Support Node (SGSN) and the Gateway GPRS
Support Node (GGSN), which provides access to external networks (such
as the Internet). It also contains the UMTS registers and databases, which
contain relevant information about the User Equipments and their locations,
as well as authentication data. The UTRAN is formed by various Radio Net-
work Subsystems (RNSs), each of them covering a set of UMTS cells. A RNS
is formed by a Radio Network Controller (RNC) and a set of base stations
(Nodes-B). The RNC controls all the RBS elements in its area and performs
the necessary protocol exchanges. It is responsible, among others, of the ra-
dio resource control, admission control, channel allocation, handover control
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and broadcast signalling. A RBS covers one or more cells, and communicates
directly with the User Equipments that are located in the served area. It is
responsible for transmission and reception over the air interface, as well as
modulation and demodulation, WCDMA channel coding, error handling and
closed loop power control.

Figure 5.2 shows the main elements that are relevant from the Radio
Network Feedback point of view. Some 3G network elements (such as the
SGSN and GGSN), as well as their interconnections, are omitted on the
assumption that the 3G core network is properly dimensioned and that the
main bottleneck is the wireless link. Thus, only the elements that play an
important role on the TCP connection and adaptation are represented:

• All the connections are initiated by the mobile terminals, which at-
tempt to send requests to the remote servers.

• The RNC plays a major role in the adaptation mechanism, as it has
important information about the available bandwidth assigned to ev-
ery user. This information is sent to the proxy, both periodically and
upon every bandwidth change, in order to update the connections TCP
parameters. It also forwards all the packets sent from and towards the
terminals.

• The proxy, which is located between the UMTS core network elements
and the external network, forwards the requests from the terminals, and
adapts the TCP parameters of the connections in order to optimize the
data transfer.

• Remote servers receive requests from the proxy (on behalf of the
terminals) and send the requested files back.

For the sake of simplicity, the RBS can be skipped from the scenario.
Its forwarding and retransmission mechanisms can be modeled as variable
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bandwidth and delay. The result is that all the links (except the terminal-
RNC link) are high-bandwidth, low-delay links, while the terminal-RNC link
suffers from high delay as well as bandwidth and delay variations.

5.2 Scenario

In a typical scenario, a mobile terminal attempts to establish a connection to
one of the remote servers. The initial TCP connection establishment packet
(SYN) is received by the proxy, which returns the corresponding reply (SYN-
ACK), and the terminal-proxy connection is completed. It also establishes a
connection to the specified server, and forwards the initial file request sent by
the client. The result is that two different TCP connections are established
(one between the terminal and the proxy, and the other one between the
proxy and the remote server), being the proxy responsible for forwarding the
packets between both of them. Note that the proxy is not transparent, as
the terminal explicitly establishes a TCP connection with it, similar to the
behavior of a typical HTTP proxy.

Upon receipt of the request, a remote server begins to send the file follow-
ing the traditional TCP algorithms, including Flow and Congestion Control.
All the transferred data is received by the proxy, where it is buffered in order
to be sent to the mobile terminal as soon as possible. Note that, while the
remote server modifies its TCP parameters according to its own TCP imple-
mentation, the proxy receives every packet at the highest rate possible and
buffers it. Then, it can use whatever TCP parameters it needs in order to
adapt the connection to the variable wireless conditions. This way, the TCP
connection to the remote server does not suffer the effects of the wireless
link, and the connection to the mobile terminal is tailored to the current link
characteristics. At the same time, it is totally transparent to both endpoints,
and the only problem is the need for having a per-flow dedicated buffer and
connection state at the proxy.

The adaptation algorithm in the proxy is based on the information re-
ceived from the RNC, whose aim is to help the proxy draw an accurate
picture of the current wireless link characteristics. Most TCP versions try
to estimate the available bandwidth by means of RTT measurement and
loss events, or, like TCP Vegas [31], by computing an estimate of the queue
length at the bottleneck. However, in the case of UMTS, such information
is already known by the RNC, and it can be forwarded to the proxy. Hence,
there is no need to implement a complex algorithm to infer an estimation out
of (possibly inaccurate) measurements. The 3G network elements can coop-
erate with the proxy to achieve a high utilization of the available resources.
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Figure 5.3: Data flows and control signals involved in the RNF mechanism

In the case of common TCP versions, all possible attempts to obtain the
same effect have to be performed from the endpoints, as they cannot count
on the support of the network elements.

The RNC encapsulates all the necessary information in a Radio Network
Feedback message (RNFMessage), and sends it to the proxy via UDP. The
main reason to use UDP is to make the information available as soon as
possible, and to reduce the overhead introduced by a reliable protocol (such as
TCP), in order to quickly adapt to link changes. The RNFMessage includes
the available bandwidth for a flow and the queue length at the bottleneck, and
it is sent every time the bandwidth changes. In order to adapt the connection
parameters accurately, and also for reliability issues, the RNFMessage is
also sent periodically. Therefore, the proxy can count on updated network
information every second.

To sum up, from the servers point of view, they send the requested files to
the destination at the highest speed that the IP network can support, accord-
ing to their own implemented TCP algorithms. From the mobile terminals
point of view, they receive the requested data as fast as the wireless link
allows, and they acknowledge and deliver the data to the applications. The
proxy is located in the middle, and its own TCP mechanisms are responsible
for adapting the connection adequately. It receives data from the servers and
buffers it, and sends it to the destinations simultaneously. At the same time
it receives the RNFMessages from the RNC and computes the appropriate
parameters accordingly.

5.3 Detailed description of the algorithm

The set of actions that the proxy performs can be divided in two main groups:
the first one is aimed at adapting the TCP parameters of the connection
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between the proxy and the mobile terminals (Proxy-Terminal control), while
the second one is focused on the TCP connection between the proxy and the
remote servers (Proxy-Server control).

5.3.1 Proxy-Terminal control

The objective of the Proxy-Terminal control is to tailor the TCP connection
to the wireless link characteristics, and to adapt its parameters to the varying
network conditions. It is based on the Radio Network Feedback information
received from the RNC, included in the RNFMessages, and it addresses most
of the problems of the wireless link.

Variables and parameters

In order to adapt the connection to the wireless link characteristics, the
proxy updates and modifies a set of variables and parameters. These either
represent the link state or determine the TCP sending rate, and they can be
divided into input signals and output signals.

b
τ

input signals qref

qRNC

recvwnd
wnd

output signals cwnd
BDP

Table 5.1: Input and output signals for the Terminal-Proxy control

The proxy makes use of the following input signals:

Available bandwidth In order to perform all the computations based on
updated information, the proxy uses a variable called b, which repre-
sents the available bandwidth for a determined TCP flow. This vari-
able is updated whenever the proxy receives a RNFMessage, and it
contributes to the estimation of the instantaneous size of the pipe.

Estimated path delay The current delay of the path from the proxy to the
terminal is not provided by the RNC. The basic TCP versions include a
mechanism to compute the Round-Trip Time, but many received acks
need to be sampled in order to obtain a reasonably accurate estimation,
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so an adequate value is only available after some RTTs. Instead, the
proxy uses a predefined value that represents an average delay of the
path, τ , which does not include queueing delays. It performs all
the computations with this value, and corrects the resulting parameters
according to other link measurements.

Desired queue length One of the main objectives of the proxy is to main-
tain a controlled queue length at the RNC, in order to prevent buffer
under and overflows. The size of this queue depends on the maximum
transmission rate, and the magnitude of the delay changes. It is a
constant value (qref ) that the proxy will try to maintain, based on the
feedback information received from the RNC.

Actual queue length The actual value of the RNC queue length, qRNC , is
included in the periodic RNFMessages sent by the RNC to the proxy.
This value is compared to the desired queue length, qref , in order to
perform the necessary corrections.

Terminal’s receive window TCP’s receive window, recvwnd, reflects the
amount of free buffer space at the receiver. It is used by the sender
to compute the sending window wnd, thus it reduces the sending rate
if the receiver is running out of space. In this report, it is assumed
that the mobile terminal can always handle all the data that the proxy
sends, so the terminal’s recvwnd never places a limit on the value of
wnd. This way, the sending rate towards a terminal is completely
determined by the proxy’s congestion window value.

These input signals are used to obtain the following control signals:

Sending window TCP’s sending window, wnd, limits the amount of unac-
knowledged data that the sender (in this case the proxy) can handle.
It determines how much data can be sent per round-trip time, thus it is
directly related to the transmission rate. It is the main variable needed
in order to control the behavior of the TCP sender, and depends on
the values of the congestion window cwnd and the receiver’s receive
window, recvwnd.

Congestion window TCP’s congestion window (cwnd) is computed by the
TCP sender, and it contributes to the value of the sending window. It
is the result of applying all the congestion control algorithms. Its value
and its growing rate greatly affect the efficiency of the TCP sender.
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Figure 5.4: State diagram of the proxy

Pipe capacity The pipe capacity, or bandwidth-delay product (BDP ) was
already introduced in chapter 2, and it represents the amount of data
that completely fills the path from sender (the proxy) to destination
(the terminal). It is computed according to information received from
the RNC, as well as the path delay estimation available at the proxy.

Proxy State Diagram

Figure 5.4 shows a state diagram that describes the proxy behavior. The
proxy remains “Idle” until it receives a connection establishment packet from
a mobile terminal, along with the initial RNFMessage that informs it of the
available bandwidth. When the connection establishment is completed, it
moves to “Sending” state, where it computes the necessary parameters (such
as cwnd) and begins sending. While being in “Sending” state, the proxy
receives RNFMessages which confirm the value of the current bandwidth,
and inform of the actual queue size. These messages are used to correct the
TCP parameters to better match the current link conditions. It may also
receive new RNFMessages which inform of a different available bandwidth.
These messages make the proxy recompute the pipe capacity and cwnd value,
and continue sending with a new transmission rate.

The proxy moves from “Sending” to “Frozen” state whenever it receives
a RNFMessage informing that the available bandwidth is zero. This event
describes a terminal disconnection or an outage. In such case, the cwnd
value is set to 0 and the proxy stops sending data to the terminal (although
it continues receiving data form the server, and buffering it). It stays in
“Frozen” state unless it receives a new RNFMessage informing that the new
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available bandwidth is different to zero. Then, the proxy computes the new
pipe capacity, sets cwnd accordingly and resumes the transmission.

Control algorithm

The control algorithm for the connection between the proxy and a terminal
can be divided in two main parts.

The first one is event-driven, and takes place whenever the proxy is in-
formed of a change in the bandwidth. It consists on computing an initial
congestion window, that depends on the available bandwidth and the path
delay estimation.

The second one takes place periodically, every second after a bandwidth
change. It consists in monitoring the queue length, based on the information
sent by the RNC, and adjusting the congestion window value computed in
the first part. The idea is to compensate for possible inaccuracies in the
previous computation, as well as for possible delay changes in the path to
the destination.

This way, whenever the proxy is informed of a change in the bandwidth
of the path, the following actions are performed:

• First, the pipe capacity is computed as a product of the available band-
width and the predefined estimation of the delay of the path. This pipe
size describes the maximum amount of data (or packets, after the ap-
propriate conversion) that the pipe can absorb without building a queue
in any of the intermediate buffers:

BDP = τ · b (5.1)

• Then, the proxy sets its cwnd to this value, plus some extra packets to
create a small queue of a determined size at the bottleneck (the RNC).
The idea is that the wireless channel is an expensive and scarce resource,
so it must always be fully utilized. The purpose of the small queue at
the bottleneck is to reduce the impact of possible delay fluctuations, and
to ensure that there is always at least one packet to transmit through
the wireless link:

cwnd = BDP + qref (5.2)

• While setting cwnd to its final value ensures a high link utilization and
minimum delay, it can significantly increase the queue size at the bot-
tleneck. This effect is important during Slow Start and after an
outage, and must be dealt with. Although the proxy is using a cwnd
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value that suits the pipe capacity, increasing the window size and send-
ing cwnd packets at the highest rate creates a burst that the bottleneck
link cannot absorb, so most packets will be queued at the RNC. This
problem can be solved if the proxy introduces a small delay between
those cwnd packets, instead of sending them as fast as the link allows.
This burst-smoothing technique is based on periodic interruptions that
determine when a packet should be sent, and it was initially introduced
in [17] to reduce the impact of bursts in Slow Start. The result is that
cwnd packets are sent, but they are evenly distributed in a whole RTT,
so their impact on the RNC buffer is reduced.

• Finally, the sending window is computed as in equation 5.3. Note that
we have assumed that recvwnd never places a lower limit on the value
of wnd, therefore:

wnd = min{recvwnd, cwnd} = cwnd (5.3)

For every received RNFMessage received after a bandwidth change, and
if the bandwidth is the same as the previous RNFMessage, the value of cwnd
is adjusted the following way:

• First, actual value of the RNC queue is compared to the desired queue
length, and the difference is obtained:

�q = qref − qRNC (5.4)

• If the absolute value of this difference is less or equal to one, it is
ignored. The reason for this is that during the simulations it was ob-
served that the instantaneous length of the queue can oscillate slightly
around the average length. Oscillations of 1 packet are natural and
are a result of TCP dynamics (and they do not necessarily represent a
variation in the RTT of the path), therefore the proxy should not react
to such variations:

�q =

{ �q if |�q| > 1
0 otherwise

(5.5)

• Finally, this difference is added to the previous value of the congestion
window. This means that the cwnd is increased or decreased in order
to compensate for possible variations in the RNC queue length:

cwnd(n + 1) = cwnd(n) + �q (5.6)

To sum up, figure 5.5 illustrates the set of actions and decisions that the
proxy performs upon the receipt of a RNFMessage. This includes identifying
a bandwidth change, as well as the queue control algorithm.
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Figure 5.5: Flow diagram of the queue control algorithm

Addressed problems

Slow Start latency One of the problems that the proxy needs to address
is the significant increase in the total transfer time introduced by the Slow
Start phase, as it was explained in Section 2.1.

However, and unlike in the case of TCP, in the RNF scenario the proxy
receives a RNFMessage as soon as the connection begins, informing it of the
available bandwidth for the connection. Thus, there is no need to use a small
sending rate to probe the bandwidth, as it is not an unknown value any more.
The proxy can begin the transmission at the maximum rate that the wireless
link can support, as explained in section 5.3.1.

Figure 5.6 illustrates the improvement brougth by the queue smoothing
algorithm. In it, the proxy sends a determined number of packets at the
highest rate offered by its high-bandwidth link, so they arrive in a burst at
the RNC, where they are queued. The opposite case is represented in Figure
5.7, where the proxy purposely increases the separation between packets, in
order to reduce the peak queue size at the bottleneck.

Bandwidth variation In principle, the whole bandwidth assigned to the
HSDPA channel in a UMTS cell is equally shared among all the users located
in that cell. Therefore, bandwidth variations are inherent, as an increase in



40 CHAPTER 5. THE RADIO NETWORK FEEDBACK SOLUTION

Proxy

medium BW - high delay high BW - low delay

queue

Figure 5.6: Impact of bursts on queue size

Proxy

medium BW - high delay high BW - low delay

queue burst smoothing

Figure 5.7: Queue reduction through burst smoothing

the number of users leads to a decrease in the amount of bandwidth assigned
to each of them, and vice-versa. In practice, HSDPA is expected to provide
up to 2Mbps, so variations up to 1Mbps could be possible.

As explained before, TCP is unable to quickly adapt to bandwidth vari-
ations. In order to avoid this problem, there is a need to find a mechanism
to quickly adapt the size of cwnd to the instantaneous pipe size.

Proxy

BW = R (Kbits/s)

Figure 5.8: Steady state of the connection before bandwidth variation

As it has been described before, the proxy periodically receives a RNFMes-
sage from the RNC, informing of the current available bandwidth. As soon
as the message is received, the proxy can easily compute the current size of
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Figure 5.9: Adaptation of the cwnd to bandwidth variation

the pipe and adapt its cwnd to the new link characteristics, i.e., it can imme-
diately increase or decrease the window to match the new bandwidth. This
way, the proxy can always use a suitable window size, and properly react in
the face of bandwidth changes.

Figure 5.8 shows a situation where the proxy is using a cwnd value that
suits the available bandwidth, in order to maintain a constant queue length
of 4 packets. Figure 5.9 compares the results after the bandwidth is doubled.
In case a), the proxy does not immediately adapt its cwnd to the new pipe
capacity. Therefore the queue is drained, and it is not able to keep up with the
new rate, leading to bandwidth under-utilization. Case b) shows a situation
where the proxy, after being informed of the new bandwidth, increases the
cwnd value. This way, its transmission rate is increased in order to match
the new bandwidth conditions, and the RNC-terminal link is fully utilized.

Disconnections and outage Disconnections (introduced in section 2.1)
are one of the worst problems that TCP has to face in mobile scenarios. They
can introduce huge delays and significantly decrease the link utilization. For
that reason, they are one of the main issues that the RNF mechanism tries
to deal with.

The proxy should stop sending packets in presence of a disconnection,
and immediately resume the transmission when the link recovers. To achieve
this, it is necessary to make the proxy realize that the destination is reach-
able again after a disconnection. Some approaches like [18] and [19] try to
accomplish this by having the mobile terminal inform the TCP sender of a
reconnection. However, it is desirable to perform the adaptation without the
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need to involve the destinations. Moreover, it is not a good idea in a 3G
scenario to depend on the terminals in order to properly utilize the UMTS
network resources.

The RNF mechanism overcomes this problem by taking advantage of the
information provided by the UMTS network itself. As explained in section
5.3.1, the proxy bases its behavior on the bandwidth information sent by
the RNC. A basic TCP sender detects an outage or a terminal disconnec-
tion when it stops receiving acks from the destination, which causes many
timeouts. Thus, it takes the sender at least one RTT to realize that the
destination is not reachable any more. On the contrary, the RNC sends a
RNFMessage to the proxy as soon as the bandwidth changes. Therefore, it
will immediately send a message informing that the available bandwidth is
zero in the face of a disconnection.

As soon as the proxy receives a RNFMessage that informs of a null
bandwidth, it understands that the destination is unreachable, and enters
FROZEN state (as described in Figure 5.4). While being in this state, the
proxy “freezes” the connection, i.e., it closes cwnd, stops sending packets, and
ignores any subsequent timeouts or received acks. It continues receiving pe-
riodic RNFMessages, but it only checks the advertised available bandwidth,
waiting for a non-zero value.

According to [1], during a disconnection a basic TCP sender would enter
Exponential Backoff, where it would send exponentially separated probes in
order to detect a reconnection. This behavior is needed in basic TCP imple-
mentations, because in principle, a TCP sender does not have any other way
to detect that the destination is reachable again. However, it is unnecessary
in the RNF scenario, as the reconnection will be explicitly indicated by the
RNC. There is no reason for the proxy to probe the path, because as long as
it does not receive a RNFMessage with this information, it can assume that
the destination is not reachable yet.

The proxy stays in FROZEN state until it receives a RNFMessage that
includes a bandwidth other than zero, which informs of the destination’s re-
connection. Then, it uses the newly received bandwidth and its path delay
estimation to recompute the pipe capacity. It sets the value of cwnd to the
pipe size plus some extra packets, moves to SENDING state, and resumes the
transmission. This behavior reduces the idle period after a reconnection in-
troduced by Exponential Backoff, as shown in figure 5.10. Moreover, it skips
the Slow Start phase after the reconnection, increasing the link utilization
even more.

However, increasing the cwnd value from zero to the final value can lead
to burst problems, as described in section 5.3.1. For that reason, the proxy
implements the same mechanism to smooth the initial burst that was intro-
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duced above. The result is that the bandwidth utilization is the same as
it would be if cwnd packets were sent at once, but the queue size is much
smaller.

Limited buffer at the RNC and delay variation In a UMTS scenario,
where the Core Network is assumed to be well dimensioned, the path between
the RNC and the terminal has the lowest bandwidth, thus it becomes the
bottleneck.

As explained above, all the packets that the sender injects into the net-
work and that cannot be absorbed (i.e., the difference between the sender’s
wnd and the pipe capacity) have to be queued somewhere in the path between
sender and destination. Excess packets will be queued at the bottleneck, i.e.,
the RNC buffers. The RNC is supposed to have enough processing speed,
therefore the main reason for packet queuing is that the outgoing links are
slower than the incoming one. The RNC keeps a per-destination buffer, so
packets from different connections, in principle, do not affect other connec-
tions’ performance.

The resulting effect is that, for every connection, a queue will build up
at the RNC. In principle, the size of this queue is the difference between the
number of packets being sent per RTT and the number of packets that the
pipe can absorb. However, varying network conditions (such as bandwidth
or delay) and TCP dynamics cause the queue length to oscillate.

As explained in section 5.3.1, the proxy tries to maintain a fixed queue
length at the RNC. The reason for this decision is to ensure that there is
always a packet to send through the wireless link. In general, the queue
needs to be long enough to avoid buffer underflow (i.e., a situation when the
wireless link is willing to accept more data, but there is no data to send).
On the other hand, it has to be short enough in order to reduce the queuing
delay, as well as save memory and avoid scalability problems. In summary,
the size of the queue is a tradeoff between buffer space and wireless link
utilization. A huge queue ensures that there will be a packet to send in any
case, but it increases the buffer needs as well as queuing delay.

If the average path delay that the proxy uses for its computations were
an accurate representation of the real delay, and if TCP’s behavior were
deterministic, the size of the RNC queue would always be:

qRNC = cwnd − BDP

However, it is unlikely that in a UMTS scenario (where mobility is an
inherent characteristic of the terminals) the wireless link delay will remain
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constant. The result is that the proxy’s average path delay will probably
differ from the real delay.

Assuming that the proxy has computed a pipe capacity of BDP packets,
and is has a desired que length of qref packets, its cwnd size should be BDP +
qref . But let’s assume that the delay of the path is halved. The proxy cannot
possibly notice it, as it doesn’t count on RTT measurements to compute the
pipe capacity. Then, the new pipe size will be BDP/2, so the cwnd value
should now be BDP/2+qref . However, the proxy keeps on using BDP +qref ,
based on its inaccurate computation of the pipe capacity. The result is that
the queue at the RNC will grow in BDP/2 packets. The opposite would
occur if the delay of the wireless link increased, leading to possible buffer
underflow. Having an arbitrary queue length is highly undesirable, and it
can lead to scalability problems as well as link under-utilization. There is a
need for a mechanism in order maintain the desired queue length qref , even
in the face of delay variation and inaccurate cwnd computations.

The working point of the proxy (the value of qref ) must ensure that the
RNC buffer will not be completely drained when the path RTT increases.
Therefore, it seems reasonable to keep a queue slightly longer than the worst
queue variation possible. Delay variations affect the RNC queue length ac-
cording to

�qdelay = �τ · b
Then, the qref value should fulfill the following condition:

qref ≥ �τmax · bmax

Having a fixed qref value can always lead to too big or too small buffer
sizes. If qref is chosen to deal with the biggest changes possible, as above, it
is possible to ensure that there will not be any buffer underflows. However,
most of the times qref will be higher than necessary. Ideally, qref should be
tailored to the current conditions, such as the current bandwidth instead of
the maximum one. This issue is left for further study.

As explained in section 5.3.1, the algorithm tries to correct any possible
deviations from the expected queue length, by monitoring the actual length
value and comparing it to a reference. This process continues until the band-
width changes, what causes the RNC send an instant RNFMessage with the
new bandwidth, and makes the proxy recompute all the parameters again.

Note that this behavior is very similar to that of TCP Vegas. The main
difference is that, while TCP Vegas makes an estimation of the queue length
at the bottleneck, the proxy receives the actual queue value from the RNC.
In both cases, the response to queue variation is similar, and it consists in
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increasing or decreasing the congestion window value in order to compensate
the variations. [32] shows that this behavior ensures that the queue size
converges to a value, by applying a fluid model.

5.3.2 Proxy-Server control

One of the main problems of splitting the server-destination connection in
two is the need to buffer and forward the packets towards the terminals. The
proxy receives data packets from the servers at the highest speed possible
and buffers them, while it tries to send them to the mobile terminals simul-
taneously. However, the sending rate towards the terminals is, in general,
much lower that the rate at which it receives data from the servers. Even
worse, the proxy is not able to send anything to the destinations during a
disconnection, but it keeps on receiving packets. Therefore, the amount of
buffered data can increase considerably, leading to scalability problems.

An straightforward solution to this problem is to set a limit on the amount
of data per connection that the proxy can buffer. The idea behind this
approach is that it is more convenient to keep the data in the remote servers,
rather than in the proxy. The former should dedicate memory to buffer
a determined amount of data, but never more than a fixed limit. Thus, a
remote server should be slowed down when the proxy is running out of space.

Fortunately, TCP provides the means to implement this behavior. It
includes Flow Control mechanisms in order to deal with situations where
the receiver cannot cope with all the data sent by the sender. As described
in section 1.1.1, the receiver’s recvwnd is sent back in every ack in order
to prevent the sender from overflowing the destination’s buffers. This way,
recvwnd represents the amount of free space at the receiver, and it sets a
limit on the sender’s window wnd. Then, it can be easily used to slow down
or speed up the sender when necessary.

The objective of the Proxy-Server control is to influence the behavior
of the remote server, without the need to change the TCP version that it
implements. It is aimed at slowing down or speeding up the sender, according
to the available buffer space at the proxy. The objective is to keep the amount
of buffered data within a limit, in order to provide scalability.

Variables and parameters

The proxy uses two input signals that reflect the amount of free buffer space
at the proxy, and one output signal that is used to control the server’s sending
rate.
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input signals Btot

B
output signals recevwnd

Table 5.2: Input and output signals for the Server-Proxy control

Available buffer space For every connection, and depending on its char-
acteristics, the proxy dedicates a determined amount of buffer space,
Btot. It is stated in [11] that the bandwidth-delay product is a reason-
able measure of the amount of buffer space that a TCP flow should be
granted.

Current buffered data The proxy keeps a variable (B) that represents
the amount of data that the proxy has received, but has not sent yet
(i.e., the amount of data that it has buffered). This value is updated
whenever a new packet is received from the remote server.

Proxy’s receive window The value of the proxy’s recevwnd represents the
amount of free buffer space at the proxy, and it can be used to adapt
the behavior of the remote server. As it was shown in Section 1.1.1, the
sending window is computed as the minimum of recvwnd and cwnd.
Thus, is is possible to slow down the sender’s transmission rate by
returning a small enough recvwnd with every ack.

Control algorithm

The proxy-server control algorithm uses the recvwnd value that is returned
in every ack to the sender, in order to influence its sending rate. The proxy
performs the following actions during a connection to a server:

• First, the proxy computes the amount of buffer space that it will ded-
icate for the connection:

Btot = τ · b (5.7)

• Every time a packet is sent to the terminal, or a packet is received
from the remote server, the amount of buffered data is updated, and
the amount of free buffer space is computed. Finally, the value of the
proxy’s recvwnd is set to this difference, thus it represents the amount
of free buffer space at the proxy:

recvwnd = Btot − B (5.8)
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• The remote server will receive this value in the returning acks and it
will use it to compute its own sending window, as in 5.3. In this case,
however, the recvwnd may limit the value of wnd:

wnd = min{recvwnd, cwnd} (5.9)

Addressed problems

Limited buffer size at the proxy The resulting effect of the proxy-server
control algorithm is that the server’s sending window is increased when more
buffer space at the proxy is available, and it is reduced when free buffer space
at the proxy decreases. In the last case, it receives data at a lower rate, which
prevents buffer overflowing and reduces the amount of memory required.

A problem might arise if the buffer for a determined flow is full. Then, the
proxy would return a recvwnd of zero, what would cause the server to stop
the transmission until it receives an ack with a non-zero recvwnd. However,
if the server is not sending data to the proxy, there is no way for the former
to send an ack to update the recvwnd value. TCP [1] provides a mechanism
to deal with such situation, which consists in forcing the sender into persist
mode when it receives the zero window update. While being in persist mode,
the sender does not close its congestion window, neither does it suffer from
retransmit timeouts. Instead, it sends periodic probes, called “Zero Window
Probes” (ZWPs), until the receiver’s window opens up again.

However, this behavior can introduce an extra delay, if the buffer is
drained during the interval between two ZWPs. In such case, the proxy
could run out of buffered data, but the remote server would believe that the
buffer is still full, and it would remain in persist mode until the next ZWP
were sent. A solution to this problem was initially introduced in [18], and
later refined in [19]. It consists on having the receiver send a duplicated ack
as soon as its recvwnd opens, instead of waiting for a ZWP from the sender.
This way, the sender receives an instant window update, and it can resume
the transmission immediately. This approach is taken by the proxy, in order
to prevent servers from sending too much data, as well as eliminating the
waiting time between two ZWPs.

5.4 Proxy control model

5.4.1 Overview of the queue control algorithm

As explained in section 5.3.1, the main objective of the queue control al-
gorithm is to maintain a fixed per-flow queue length at the bottleneck (the
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Figure 5.11: Block diagram of the proxy algorithm.

RNC), by updating its congestion window to compensate for possible varia-
tions in the pipe round-trip time.

Using the cwnd computed upon a bandwidth change at the proxy is not
enough to keep a constant queue length at the RNC. This is mainly due
to variations in the link delay that are translated into variations of the pipe
capacity, as it is usual in wireless links. Whenever the link delay changes, the
previously computed BDP no longer represents the pipe capacity, thus the
queue length at the RNC will change. To compensate for these variations,
the proxy monitors periodically the length of the RNC queue (qRNC) and
modifies its congestion window accordingly, until it is informed of a new
change in the transmission rate that will cause the recalculation of the pipe
size again.

The whole process (including the queue monitoring and window updat-
ing) takes place between the proxy and the RNC, and can be represented as
a closed loop system described by the block diagram in figure 5.11. The dia-
gram describes a system that tries to adapt its output qRNC , that represents
the actual queue length at the RNC, to a reference signal qref (the desired
queue length). It does so by adjusting the congestion window value cwnd
to compensate for the variable link delay, which can be modeled as a distur-
bance function dlink that modifies the output. The feedback loop represents
the queue sampling and monitoring, while the P block models the algorithm
used by the proxy to adjust the window value.

Note that there is a direct relation between the actual congestion window
used by the proxy and the length of the queue. In absence of delay variations,
the queue length is the difference of the current congestion window cwnd and
the pipe capacity, i.e all the packets that the pipe is not able to absorb are
queued at the bottleneck.

On the other hand, a variation in the delay is translated into the pipe
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absorbing more or less packets, therefore decreasing or increasing the queue
length. This delay variation is described by the disturbance dlink that adds
or withdraws packets from the queue,

dlink = (τ − τ) · b (5.10)

where τ is the proxy’s predefined estimation of the path delay, and τ is
the actual delay of the path.

Therefore, the resulting queue at the RNC consists of a contribution of
the proxy (qproxy), and a contribution of the possible variation in the link
delay (dlink):

qRNC = qproxy + dlink (5.11)

The latter is described, as explained before, by equation 5.10. The former
is the difference between the current cwnd that the proxy is using, and the
computation of the pipe capacity performed at the beginning of the phase:

qproxy = cwnd − BDP (5.12)

Note also that although the relation is linear (increasing the congestion
window by p packets increases the queue by the same number of packets),
it takes some time for the change to take effect (the queue needs a small
amount of time to build up). However, the interval between queue samples
is chosen to be longer that two times the value of RTT (1 second, while the
maximum RTT from client to server is estimated in 400 ms), in order to
allow queue stabilization. Hence, it can be safely assumed that the change
in the cwnd value has already taken effect before the next iteration.

The following pseudo-code is executed in every iteration:

error = q_ref - q_RNC;

if (|error| is less or equal to one)

do nothing;

else

cwnd = cwnd + error;

This way, the new value of cwnd depends on the previous one, plus a
value that represents how different the RNC queue length from the desired
length. Therefore, cwnd is updated in order to compensate for the possible
delay changes. Note that the cwnd is not updated if the magnitude of the
error (i.e., the �q defined before) is not bigger than one packet.
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5.4.2 Analysis of the closed loop system

Although the model described in section 5.4.1 is an accurate representation
of the proxy, further simplification can be performed to obtain a system that
is easier to analyze, and still has similar characteristics. While the initial
controller prevents the system from reacting to small queue oscillations, it is
a non-linear component that makes the system analysis much more complex.
It can be skipped from the model without a significant modification of the
system behavior. Hence it is assumed that the difference signal qref − qRNC

is suitable to control the algorithm without further processing. The only
difference is that the proxy will correct variations of 1 packet on the queue
length, although the system can work without such corrections.

According to the pseudo-code description, and after the simplification is
performed, the system is described by the following equations in the discrete
time domain:

qRNC(n + 1) = cwnd(n) + qref (n) − qRNC(n) − BDP (n) + dlink(n) (5.13)

cwnd(n + 1) = cwnd(n) + qref (n) − qRNC(n) (5.14)

To study the characteristics of the system, first the transfer function is
obtained by transforming the equations above to the Z domain. By combining
these equations, it is possible to obtain an expression of the output as a
function of the inputs:

QRNC(z) = Qref (z) − (1 − z−1) ·BDP (z) + z−1 · (1 − z−1) ·Dlink(z) (5.15)

This transfer function describes a system that is causal and stable.
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Chapter 6

Simulations and results

In order to test the performance of the proxy setup, simulations were per-
formed. Most of them aim to compare the proxy to the TCP protocol (TCP
Reno was chosen, as it is the most used version today), while others check
the performance of the proxy in the absence of some of its features.

The simulations can be classified in two main groups, each of them with
different aims. One group is focused on comparing determined features of
the proxy in the face of adverse conditions, such as long outages or abrupt
bandwidth changes. In some of these cases, the proxy performance is com-
pared to that of TCP Reno, and the improvement is analyzed. The second
group is oriented to test the performance of both the proxy setup and a com-
mon TCP sender, in some practical cases that could reflect a real situation.
These cases are called Use Cases, and they are chosen to cover many of the
practical situations where TCP performance should be improved, such as
web browsing or FTP file downloading.

The simulations setup follows the scheme shown in figure 6.1, where two
separated TCP connections are established, one between the terminal and
the proxy, and the other between the proxy and a remote server. The results
are compared to those of the basic setup shown in figure 6.2, where there
is only one TCP connection from server to terminal, via the RNC. In this
case, the communication is held through the basic TCP Reno agents provided
with the Network Simulator 2 (ns2) [33], as explained in section 6.1. In that
case, the server is not informed of the wireless link, and no adaptation is
performed.

In figures 6.1 and 6.2, the links between the remote server, the proxy
(if used) and the RNC are 2Mbps links. In general, the UMTS network
is assumed to be properly dimensioned to handle all the traffic, as well as
the link to the Internet. In such case, the limiting link will always be the
wireless one, with lower (and variable) bandwidth. The link delays are set

53
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Proxy Server

terminal-proxy connection server-proxy connection

variable BW / delay

35.84 ms15.84 ms
2 Mbps 2 Mbps

Figure 6.1: Scenario with proxy

Server

terminal-server TCP Reno connection

variable BW / delay

51.68 ms
2 Mbps

Figure 6.2: Scenario without proxy

according to the figures, and the initial delay for the wireless link is 60 ms,
although some variation may be added during some of the simulations. The
processing delay in the terminal is initially set to 40 ms, but the processing
delays in intermediate elements such as the RNC are not considered to be
significant. The TCP packet size is set to 1000 bytes, leading to 1040 bytes
IP packets (and 40 bytes acks), while the transmission time in the wireless
link, including link layer retransmissions, is described by:

Ttx =
1460 · 8

b

These settings lead to an initial Round Trip Time (server-terminal-server)
of 303 ms, although this figure will vary upon delay changes.

6.1 Tools and modules

The main tool used to perform the simulations was the Network Simulator
2 (ns2), running over Cygwin on a PC Intel Pentium III processor.

In order to model the proxy behavior, as well as the intermediate elements,
several C++ modules were added to the network simulator. A new TCP sink
was developed in order to model a UMTS terminal with variable processing
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delay. An application module was created for the remote servers, in order to
answer to requests with a configurable file size. This application was used
both for FTP and HTTP modelling. The RNC behavior was completely
modelled in tcl language.

The proxy comprises an application which is in charge of forwarding pack-
ets between the two TCP connections, as well as a TCP Reno Agent for the
server-proxy connection, and a RNFProxy Agent for the TCP connection
towards the terminals. The application simply forwards packets in both di-
rections, and controls the buffer size in order to slow down the remote server.
The RNFProxy Agent is the modified TCP Agent in charge of adapting the
parameters of the TCP connection between terminals and proxy, and includes
most of the proxy functionality.

6.2 General performance

6.2.1 Connection startup

In the first set of simulations, the main aspects that are tested are the perfor-
mance on connection startup, the response to delay variation and the relia-
bility of the UDP-based Radio Network Feedback, as well as the dependency
of both the proxy and TCP Reno behavior on the outage time.

The first simulation aims to compare the performance of the proxy to
the performance of TCP Reno, on connection startup. Figure 6.3 shows the
results for two different setups.
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Figure 6.3: Comparison of startup performance with different initial win-
dows, for Slow Start Threshold=20 and Slow Start Threshold=50

In both cases, a TCP connection is established in order to download a
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2MB file, and it is assigned an initial bandwidth of 1 Mbps, which should be
big enough to test the proxy behavior versus TCP’s Slow Start algorithm.
In both graphs, the transmission rate is plotted as a function of time, for
the proxy setup (which adapts its initial window to the current BW), as well
as TCP Reno with an initial window of 1, 2 and 3 packets. The left plot
represents a situation where TCP’s Slow Start threshold is set to 20 packets,
so TCP connections enter an early Congestion Avoidance phase. In the right
plot, the Slow Start threshold is set to 50 packets.

Figure 6.3 shows a significant improvement of startup performance when
the proxy is used, compared to TCP Reno (even with increased initial win-
dows). The reason is that a TCP sender does not have information about the
available bandwidth of the path, so it has to begin the transmission with the
lowest rate possible. On the contrary, the proxy can set its initial value to
fully utilize the bandwidth assigned to the connection, as its value is known.
The improvement is even greater if TCP’s Slow Start Threshold is set to a
low value (such as 20) in the Reno senders. The reason is that, in such case,
the TCP sender enters an early Congestion Avoidance Phase, what reduces
even more the increase of the transmission rate.

6.2.2 Delay changes

A second simulation is intended to test the queue control algorithm of the
proxy, in the face of link delay changes. How delay changes affect the queue
depends on the magnitude of the change as well as the link bandwidth, as
given by

�qdelay = �τ · b
where �qdelay represents the variation of the RNC queue length due to

delay changes, and �τ is the variation in the one-way delay between the
RNC and the mobile terminal.

Delay variation is modelled through the use of cross-traffic. In a path
with RTT � 300 ms, changes up to 100 ms in the Round Trip Time (50 ms
in both directions) could be possible. Figure 6.4 shows the response of the
proxy in a situation where random delay changes (up to 33 ms) are applied
to the link, with a transmission rate of 1 Mbps. The plot shows the length of
the queue at the RNC during some time, where delay changes are indicated
by vertical arrows. The horizontal line indicates the queue length that the
proxy tries to maintain (5 packets for this simulation), while the shadowed
area within the dashed lines shows the margin where the proxy considers
that the queue length is close enough to the objective value (one packet up
or down). Peaks in the queue length are caused by delay changes, while
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the width of those peaks is determined by the reaction and response times
(the time it takes the proxy to detect a change in the queue length and take
proper action).
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Figure 6.4: Performance of the RNC queue control algorithm in the face of
delay changes, in terms of instantaneous value of the RNC queue length

The results show that the proxy successfully maintains an almost constant
queue length, as the length value always goes back to the desired range. The
amount of time during which the queue length is not controlled depends on
detection and reaction times. Detection time is limited by the fact that the
information needs to be sent by the RNC to the proxy. The maximum time is
1 second (in the worst case, assuming that the change takes place just after
a RNFMessage has been sent), plus the time it takes to receive the UDP
packet in the proxy (50 milliseconds). Reaction time depends on the time it
takes the proxy to modify the cwnd value (assuming the proxy has enough
processing power, it should be very small), plus the time the change needs
in order to take effect (in the order of tens of milliseconds).

6.2.3 Algorithm reliability

The third simulation aims to test the reliability of the proxy control algorithm
in the face of UDP packet losses. As explained before, UDP is not a reliable
protocol, and UDP packet loss or corruption in the link from the RNC to
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the proxy is possible. Therefore, retransmissions of RNFMessages have to be
dealt with in some other way. For that reason, the RNC periodically sends
a new RNFMessage to the proxy, so if one message is lost the necessary
information will arrive within the next period. Figure 6.5 shows the results
of the reliability test, where the setup is analogous to the previous case. The
left plot shows a normal control of the queue length, while the right one
shows a situation where the RNFMessage right after the change is dropped,
but the next one is received. Note that this is an especially unfavorable case,
as the probability of losing or corrupting a packet is very small, and so is the
probability of losing the first packet that informs of a queue change.
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Figure 6.5: Reliability of the control algorithm when a RNFMessage is lost

Figure 6.5 shows that sending the RNFMessages periodically is enough
to ensure that the algorithm keeps on working, even if one or more UDP
packets are lost or corrupted. The queue length is still controlled, even if the
RNFMessage that informs of a change is lost, as shown in the graphs. The
effect of one missing UDP packet is that the detection time increases, as the
proxy will not receive updated information until the next RNFMessage is
sent. This effect is reflected on an increase on the time that the queue length
is not within the desired bounds, but after the new detection and reaction
time it is controlled again.

On the other hand, figure 6.6 shows the effect of an abrupt delay change
(100 ms increment in a 1 Mbps path)on the RNC queue length and trans-
mission rate. The plots show the results both for a proxy performing queue
control, and a proxy where the queue control algorithm is not working. The
left plot represents the length of the queue at the RNC in time, while the
right one shows the time variation of the transmission rate. Both plots re-
flect the improvement of the proxy queue control when the delay of the path
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varies significantly, in terms of buffer under and overflows, as well as link
utilization.
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Figure 6.6: Comparison of RNC queue length and instantaneous transmission
rate upon a 100 ms delay change

Both graphs in figure 6.6 show that the proxy succeeds in restoring the
queue length and transmission rate to the desired values, while TCP fails
to do so. The left graph shows that, in the case of TCP, the RNC queue is
drained after the delay increase (and it does not recover), while the proxy
detects this situation and increases its cwnd to compensate for the change.
The right graph shows that TCP Reno’s transmission rate is then remark-
ably reduced due to the sudden increase in the pipe capacity, leading to a
poor link utilization and performance. On the other hand, after the initial
reduction due to the limited response time, the proxy manages to maintain
its transmission rate to fully utilize the link resources. This will have a pos-
itive effect on both the average link utilization, as well as the time to serve
user.

6.2.4 Outages

Finally, the last set of simulations is intended to show the effect of outages
on the total transfer time, as well as on the average link utilization of the
whole connection. Figure 6.7 compares the results for the proxy setup as well
as TCP Reno, according to the setups shown in figures 6.1 and 6.2. In both
cases, a 4 MB file is downloaded from the server to the terminal. During the
download, the wireless link bandwidth is set to 0 for a determined amount
of time, in order to simulate an outage. For both setups, 10 simulations are
performed with outage time varying from 0 s. (no outage) to 9 s. (longest
outage). The left graph shows the time needed to transfer the 4 MB file,
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depending on the outage time (on the horizontal axis), while the right graph
shows the average link utilization, computed as

BWutil(%) =
100

n
·

n∑
i=1

Ri

BWi

where Ri represents the transmission rate sampled in instant i, n is the
number of samples and BWi is the instantaneous available bandwidth for
the connection.
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Figure 6.7: Comparison of performance in terms of ttsu and response times
when the duration of an outage varies from 0 to 9 seconds

Figure 6.7 shows that the relation between outage time and time to serve
user is linear in the case of the proxy. This means that an outage of one second
will increase the time to serve user in approximately one second (because
during that time, the terminal cannot receive data). That is, outage time
does not reduce the performance of the proxy. This fact is reflected on the
right graph, which shows that the average link utilization in the case of the
proxy is close to 100%, independently of the outage time. On the contrary,
TCP’s performance is seriously damaged when the outage time increases, as
it is shown in both the ttsu and link utilization graphs. This is a result of the
Exponential Backoff algorithm, due to the fact that the probes sent to the
terminal are exponentially separated. Hence, the amount of time that that
sender needs in order to detect the recover of the link significantly increases
when the outage time is increased.



6.3. USE CASES 61

6.3 Use Cases

The following simulations focus on different Use Cases, which reflect common
applications and services that 3G networks are expected to offer. They are
aimed at comparing TCP and the Radio Network Feedback solution in some
practical situations.

6.3.1 Use case 1: FTP with small files

The first Use Case represents a situation where a user downloads a 4 MB file
from a remote server. It aims at simulating a common case on the Internet
today such as mp3 file downloading, which is expected to be one of the
main uses of mobile UMTS networks. A set of simulations was performed
for the two setups shown before (proxy and TCP Reno), and the results are
compared in the following plots. The links bandwidth and delay are set as
in figures 6.1 and 6.2, while the wireless link bandwidth varies according
to table 6.1. This implies some bandwidth variation during the whole file
transfer, and includes an outage of 5 seconds:

Time (s) Bandwidth (Kbps)
1 - 2.5 667
2.5 - 3 500
3 - 3.5 1000

3.5 - 8.5 0
8.5 - end 1000

Table 6.1: Bandwidth variation for Use Case 1

First, the performance of the proxy on connection startup is compared
to that of TCP Reno. Figure 6.8 shows the instantaneous transmission rate
of both alternatives, as well as the bandwidth assigned to each them. The
left graph shows the results when TCP Reno’s Slow Start threshold is set
to 20, while the right one represents the same situation for a threshold of
50 packets. Ideally, the transmission rate of both TCP agents should be as
close as possible to the available bandwidth in order to achieve a 100% link
utilization.

Figure 6.8 shows that the proxy is able to significantly improve the con-
nection startup performance, as its initial sending rate is adapted to match
the available bandwidth. On the other hand, both graphs show that the TCP
sender spends most of the time in Slow Start, where its transmission rate is
remarkably lower that it should be in order to utilize the link resources. As
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Figure 6.8: Connection startup comparison in terms of instantaneous trans-
mission rate for Use Case 1

explained in the previous section, TCP’s performance is even more damaged
if the Slow Start Threshold is set to a low value.

Note also that the proxy does not immediately reach full transmission rate
at the beginning of the connection. The reason is that the proxy-terminal
connection is initially limited by the connection towards the remote server,
which remains in Slow Start at the beginning, until its sending rate is higher
than the one from proxy to terminal. After some time, the proxy has enough
buffered data to ensure that a reduction in the server’s sending rate does not
directly affect the connection towards the terminal.

The performance of the proxy setup can also be evaluated in terms of time
to server one user as well as average link utilization. The time to serve a user
(ttsu) is defined as the time elapsed from the beginning of the connection
establishment (initial SYN packet sent by the requester) until the last data
packet is received at the terminal. For this Use Case, the ttsu is 47.3 seconds
in the case of TCP Reno, and 39.2 seconds with the proxy alternative. On the
other hand, the average link utilization of the whole file transfer (computed
according to the formula above) is 77% when TCP Reno is used, while it
reaches 98.3% if the connection is split according to the RNF architecture.

The results show that the time to serve user is significantly reduced with
the proxy setup. This 8 seconds difference implies around 17% improve-
ment when the proxy is used. The time to serve user is directly related to
the average link utilization, as a lower transmission rate is translated into a
longer file transfer. The average link utilization is close to 100% in the case
of the proxy, while it just amounts to 77% when TCP Reno is used. Both
figures reflect the fact that TCP is not able to fully utilize the scarce wire-
less resources, while the proxy adapts its parameters to achieve the highest
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utilization possible.
As explained in chapter 2, outages have a especially negative impact on

TCP performance over wireless links. Figure 6.9 compares the recovery of
the transmission rate after the outage defined in the above table. The graph
shows the available bandwidth (1 Mbps), as well as the time variation of the
transmission rate for both the proxy and a TCP Reno sender. Note that,
after the timeouts occurred during the disconnection, the Reno sender goes
back to Slow Start with a threshold of 2 packets. Therefore, it quickly enters
Congestion Avoidance phase, where its transmission rate is linearly increased
towards the final value (1 Mbps).
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Figure 6.9: Comparison of performance after an outage in terms of instanta-
neous transmission rate

Compared to the proxy behavior, TCP’s Exponential Backoff algorithm
remarkably increases the time to serve one user. Figure 6.9 shows that, after
the wireless link has recovered, the proxy is able to immediately resume the
transmission and use the highest sending rate possible. On the contrary, the
TCP Reno sender is delayed until a probe is sent, after suffering from many
timeouts. Once the connection is restored, it needs to begin the transmission
with the lowest sending rate, and then increase it linearly towards the link
bandwidth. This implies an increased ttsu and a reduced link utilization,
respectively. In fact, it is the main contributing factor to the 8 seconds
difference in the ttsu shown before. Note also that in this case the proxy is
able to increase its transmission rate almost instantly, as it has received and
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buffered enough data from the remote server. Hence, the server does not
limit the rate of the proxy-terminal connection any more.

Another important aspect to compare is the length of the queue at the
bottleneck (the RCN in this case). As explained before, the proxy algorithm
aims to maintain a constant queue length at the RNC, while TCP is unable
to control it. RNC queue underflows directly affect average link utilization,
as an underflow causes the RNC to run out of data to transmit, what leads to
an idle wireless channel. Overflows are also important, as TCP’s Congestion
Control algorithms react to losses caused by overflows by reducing the trans-
mission rate. This behavior can lead to subsequent underflows, depending on
the previous queue length. Figure 6.10 shows the length of the RNC queue
during the whole connection, for both the proxy and TCP Reno. For this
simulation, the buffer size at the bottleneck is not limited, as it is usually
done in RNCs of current UMTS networks.
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Figure 6.10: Comparison of buffer needs in the RNC using the two setups
for Use Case 1

Figure 6.10 shows that the proxy succeeds in maintaining a fixed queue
length, while the TCP Reno sender increases the queue length until the queue
is full and packets are dropped. The reason is that, while the proxy sets the
cwnd to the proper value, a Reno sender increases its cwnd linearly regardless
of the available bandwidth. Nowadays, RNCs are designed to allocate buffers
much bigger than the pipe capacity. This measure is supposed to avoid TCP
buffer overflows, as well as prevent buffer underflows due to a sudden increase
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in the available bandwidth or a decrease in the delay. However, even if TCP
does not suffer from packet drops, big queues increase the response time and
queueing delay, and reduce the number of users that the RNC can deal with.
In general, the need to keep and maintain huge per-user buffers in a system
implies that a greater amount of memory is required. This may make the
system more expensive and more difficult to manage, and depending on the
amount of memory required, it can lead to scalability problems. The proxy
approach manages to prevent buffer under and overflows, while keeping a
small queue and low response times. Hence, a RCN would need to allocate
less memory per user.

Finally, the performance of the proxy’s Slow Down algorithm is tested.
Buffer needs in the proxy do not directly affect the link utilization, but they
have an impact on the system scalability. Figure 6.11 shows the instantaneous
amount of buffered data in the proxy during the file transfer. It compares
one situation where the proxy slows down the remote server, and another
one where it does not. In the former, the proxy reserves an buffer space for
the connection to the server of BDP bytes, a common value used for buffer
allocation.
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Figure 6.11: Buffer needs in the proxy for Use Case 1

Figure 6.11 shows that the proxy manages to maintain the amount of
buffered data under the desired limit (which depends on the capacity of
the pipe). While the sending rate towards the terminal is limited by the
characteristics of the wireless link, the proxy receives data from the server at
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a higher speed. Hence, the amount of data that it would need to buffer if it
did not slow down the server would be unlimited, as it is shown in the graph.
Note that the scale used is logarithmic, therefore the amount of buffered
data is approximately 100 times higher when the Slow Down algorithm is
not used. As in the case of the RNC, maintaining small buffers increases the
number of users that the system can deal with.

6.3.2 Use case 2: Web browsing

In recent years, World Wide Web traffic has shown a huge growth, and
nowadays it is one of the main contributors to Internet traffic. Web browsing
modelling has been subject of research for the past ten years, and there are
many publications focused on web users behavior. [34] proposes a model for
user decisions, based on large empirical studies on data provided by America
On Line caching proxies. On the other hand, [35] shows another model
focused on intra-site browsing, and presents web user behavior as dependent
on many factors (such as the number of pages visited within the same site,
as well as download time, repeat visits and others). [36] shows the influence
of Web page size and complexity on the total download time, and server
performance.

For this thesis point of view, web browsing affects the performance of
TCP in two ways. First, web browsing implies the transfer of relatively
small files. This means that, in the case of TCP, the connection spends most
of the time in Slow Start, hence the impact of Slow Start latency is greater
than in the previous Use Case. Second, the amount of buffered data in the
RNC significantly affects the response time. When a user clicks on a link
before the current page download is complete, there is no way to command
the RNC to drop the queued packets belonging to a previous connection.
These remaining packets from an already closed connection (“stale” data)
slow down the establishment of the subsequent one, and increase the response
time1.

In order to test both effects, two independent simulations were performed,
based on the setups defined in figures 6.2 and 6.1, the bandwidth and delay
setting explained in Use Case 1, and using a bandwidth variation in the
wireless link according to the following table:

In a general case, a web page comprises a base HTML file and a set of
objects related to it. It is assumed that HTTP 1.1 protocol is used for web
browsing, so a single persistent TCP connection is used to download the

1For this report, the response time is defined as the time that elapses since a link is
clicked until the first data packet is being transmitted through the air interface.
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Time (s) Bandwidth (Kbps)
1 - 1.5 333
1.5 - 2 667
2 - 2.5 500

2.5 - end 1000

Table 6.2: Bandwidth variation for Use Case 2

basic HTML file, and then the rest of the objects are delivered sequentially.
HTTP 1.1 allows both for sequential and parallel requests (which is called
“pipelining”), but for these simulations sequential requests were used, as
pipelining does not make a significant difference for our results. [36] presents
some statistics about the average size of many web pages studied, where the
sizes vary between 51.5 KB and 368.5 KB.

The first simulation compares the proxy alternative and TCP Reno in
terms of time to serve user as well as average bandwidth utilization. In this
simulation, one user browses a number of web pages, where the page size is
based on the data offered in [36]. The number of pages per session is chosen
according to the empirical data presented in [34], where the mean number of
clicks per user is 3.86 (for the purpose of this simulation, 3 pages per session
are used). The time spent by the user on a web page is chosen according to
the web survey carried out by the ClickZ Network( [37]), mainly 54 seconds
per page (note that this time does not include download time). The results
show that the ttsu in the case of TCP is 119.3 seconds, while the proxy setup
reduces the total time to 112.7 seconds.

In this case, the difference in the ttsu is translated into a 5% if we consider
the total time, from the first web page request until the last page is received.
However, this figure includes the time that the user spends viewing the page
(over 54 seconds). If only the transfer time (around 12 seconds) is taken
into consideration, this difference of 6.6 seconds is translated into a 55%
improvement. How this improvement is considered depends on the point of
view. For a particular user who is browsing a sequence of pages within a
session, 6 seconds might not be a big difference. But from the network point
of view, 55% improvement probably makes a difference, both for resource
utilization and number of users that a cell can contain.

For a more detailed analysis, the results of the simulation for one web
page in particular are taken into consideration. Figure 6.12 shows the in-
stantaneous sending rate for the transmission of the first web page (113,2
KB file). In such case, the average bandwidth utilization for the first page
transfer is 50.9% for the TCP Reno sender, while the proxy increases the
average utilization to 78.3%.
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Figure 6.12: Comparison of bandwidth utilization in terms of instantaneous
transmission rate for the first web page

In the case of the proxy, the whole file transfer is finished even before the
Reno sender achieves a reasonably high sending rate. This agrees with the
figures that show the average link utilization for the first web page: 50.9%
for the Reno sender, and 78.3% in the case of the proxy. The reason for this
result is that small files are specially affected by the Slow Start latency of
TCP, so the whole file transfer spends most of the time in this state. The
graph shows that, while the proxy manages to adapt its transmission rate to
the link bandwidth, the Reno sender cannot keep up with the available rate.

The second simulation studies the response time when a user clicks on
a different link before the previous page is completely downloaded. It is
assumed that the user has enough information to decide whether to stay on
the page or not, once the base HTML file has been received. According to the
performance studies conducted in [36], the statistics show that for a 135 KB
average page size, only 7.28% corresponds to the size of the base HTML file.
In this simulation, the performance of the proxy and TCP Reno is compared
(in terms of response time) when a user clicks on a different link after 9.8
KB (out of 135 KB) have been received. In such case, the response time is
close to 45 milliseconds in both cases, although the ttsu (transfer of part of
the first page, and complete second pages) is 4.53 seconds in the TCP Reno
case, and 3.7 seconds with the proxy setup.
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Figure 6.13: Stale data and response time upon interruption of a page down-
load in Use Case 2

Contrary to expectations, the proxy setup does not seem to improve sig-
nificantly the response time when a new page is requested in the middle of
a download. The reason is that it depends on the amount of data buffered
at the RNC, which delays the establishment of the second connection. In
the case of the proxy, the amount of stale data is constant, as the queue
length does not change during a connection. In the case of TCP, the amount
of buffered data is not controlled, so the same applies to the response time.
When the TCP sender is transmitting at a low rate compared to the link
bandwidth, the queue is likely to be empty. If the connection has been run-
ning for some time, the queue is likely to be crammed with data. In the
case of web browsing, it is highly probable that the TCP sender will have
its sending rate limited by the Slow Start algorithm. Therefore, the link uti-
lization will be reduced, but also the response time, as shown by the results.
Note also that if a new link were clicked when the connection is in a more
advanced state (as in the following Use Case), a longer queue is expected at
the RNC, as well as a higher response time.

6.3.3 Use case 3: FTP with large files

Use Case 3 is similar to Use Case 1, but it simulates a large file (25 MB)
download. It uses the same settings as the first Use Case, as well as the
same bandwidth variation, according to table6.1. The main difference in this
situation is that the transmission time of the whole file is much greater, so
the impact of Slow Start latency is reduced in comparison to the total time
to serve user. According to the simulations, the time to serve a user in the
case of TCP Reno is 223 seconds, while it takes 215 seconds with the proxy
setup. This 8 seconds difference means an improvement of 3.58% compared
to the TCP time.

Some aspects need to be considered to analyze this result:

• First note that, while the difference is almost the same as in Use Case
1 (8 seconds), the % improvement is smaller compared to the total
transfer time. Downloading large files increases the time it takes to
transmit all the data, so the impact of Slow Start latency and other
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TCP problems is reduced. From a user point of view, waiting 8 seconds
in a 4 minutes download probably does not make a difference.

• Second, although one user may not be bothered by a 8 seconds dif-
ference, it is important from the network point of view. One UMTS
operator is likely to be able to serve more users if the radio resources
are fully utilized.

• Finally, it is important to note that, as in Use Case 1, this 8 seconds dif-
ference is due to TCP’s initial Slow Start phase, the initial bandwidth
variation, and the delay introduced by the Exponential Backoff algo-
rithm during the outage (see table 6.1). Use Case 3 assumes an initial
variation as in the first Use Case, one outage, and then a constant rate
during almost 4 minutes. It is highly unlike that the bandwidth would
remain constant for such a long time, and more bandwidth variation (as
in table 6.3) is expected during the download. We can roughly assume
a 7 seconds difference between the proxy and TCP Reno ttsu for an
interval of bandwidth variation (according to table 6.3) and one out-
age. Then, every time this situation is repeated during the connection,
the difference will increase in 7 seconds. If the variation (or a simi-
lar one) were repeated two times during the download, the difference
would be 14 seconds (6%), and so on. The second simulation confirms
this assumption, where after a bandwidth variation as in table 6.3, the
difference in the ttsu for TCP Reno and the proxy setups is around
13.1 seconds.

In order to check the effect of more bandwidth variation on the total
transfer time, a second simulation is performed where the bandwidth varies
according to the following scheme:

In this case, the ttsu is 220.5 seconds when the proxy is used, and 233.6
in the case of TCP Reno.

However, when transmitting large files with TCP through wireless links, a
new problem arises. TCP suffers from reduced buffers, as they lead to many
packet drops that cause the sender repeatedly reduce the transmission rate.
Then, buffer allocation at the bottleneck (the RNC), as well as scalability,
become an issue. Figure 6.14 shows variation with time of the the queue
length at the RNC, during the whole file transfer. It compares the length for
a TCP Reno sender, as well as for a proxy setup. In this case, the maximum
queue length per connection at the RNC is limited to 25 packets. A simple
Drop-Tail queue is used, so subsequent packets arriving to a full queue are
dropped.
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Time (s) Bandwidth (Kbps)
1 - 2.5 667
2.5 - 3 500
3 - 3.5 1000

3.5 - 8.5 0
8.5 - end 1000
41 - 42.5 667
42.5 - 43 500
43 - 43.5 1000

43.5 - 48.5 0
48.5 - end 1000

Table 6.3: Bandwidth variation for Use Case 3

Figure 6.14 shows that the proxy manages to maintain a constant queue
length independently of the network conditions and bandwidth variation.
On the contrary, TCP increases its cwnd in spite of the limited bandwidth,
and as a result the queue in the RNC is increased without control. This
situation continues until the queue is full, and packets are dropped (queue
overflow). Then, TCP cuts the transmission rate to half, and the queue is
drained, leading to TCP’s typical sawtooth behavior, as shown in the graph.
Whether a queue underflow will follow the overflow depends on the buffer
limit at the RNC, i.e., the moment when the first packet was dropped. To
sum up, the proxy also outperforms TCP in this case, as it manages to
maintain a reduced and controlled queue at the RNC, it keeps a reduced
queueing delay and response time, and it prevents buffer underflows (which
lead to link under-utilization).

The last simulation aims to study the effect of maximum queue size at the
RNC. In this case, the allocated buffer at the bottleneck is set to 10 packets,
and the results are presented in figure 6.15. The graph on the left shows the
instantaneous queue length for both the proxy and TCP Reno setups, while
the right one represents the transmission rate, compared with the available
BW assigned to the connection every instant.

Figure 6.15 shows that, while the proxy maintains a constant queue length
as well as maximum transmission rate, TCP suffers from many overflows,
which lead to subsequent buffer underflows. The right graph shows that
these underflows are translated into a reduction of the sending rate, below
the link bandwidth, which leads to poor link utilization. On the contrary,
the proxy manages to maintain an optimal (close to 100%) link utilization.
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Figure 6.14: Comparison of RNC queue length variation during a large file
transfer in use case 3

ttsu (s) % used
UseCase 1 TCP Reno 47.3 77%

Proxy 39.2 98.3%
UseCase 2 TCP Reno 3.9 50.9%

Proxy 3.0 78.3%
UseCase 3 TCP Reno 233.6 61%

Proxy 220.5 98%

Table 6.4: Summary of results for the three Use Cases
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Figure 6.15: Effect of reduced RNC buffer space on the connection through-
put in terms of RNC queue length and instantaneous transmission rate
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Chapter 7

Conclusions and outlook

In this report, a proxy-based solution to improve the performance of TCP
on 3G networks has been presented. First, the main problems of TCP over
wireless links have been identified, and some proposed solutions have been
studied. Previous solutions have focused on some of the problems, but none
of them addresses all the problems in one. Moreover, most of the times the
proposed solutions imply a modification of one or both endpoints. The Radio
Network Feedback consists in a proxy-based split-connection solution, which
aims at addressing all the problems at once, and without the need to change
the remote servers nor the mobile terminals. This can be achieved if the
transport agent at the proxy is aware of the varying wireless link conditions,
and modifies its congestion window in order to adapt its transmission rate
to the bandwidth changes. It takes advantage of the network information
received from the RNC, while TCP needs to take conservative measures, due
to the fact that it can only count on end-to-end information.

In order to compare the proxy setup to TCP Reno, a set of simulations
have been performed. General performance aspects and performance in prac-
tical situations have been tested and analyzed. The simulations results have
shown that it is possible to significantly improve the link utilization and ef-
ficiency of a TCP connection, as well as reduce buffer needs and queuing
delays. The presented Radio Network Feedback solution remarkably out-
performs a common TCP version such as TCP Reno. The proxy reduces
the Slow Start latency, increases the link utilization and properly adapts to
abrupt bandwidth changes. It can also deal with delay variation, and reduces
buffer needs at intermediate elements as well as queuing delays.

Performance improvements can be measured in terms of end user’s expe-
rience, as well as from the mobile operator’s point of view. End users are
interested in reduced latency and response times, and the possibility of enjoy-
ing interactive and real time services, which is directly related to end-to-end
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delay and delay variation. On the other hand, operators are interested in
fully utilizing the scarce and expensive radio resources, supporting the max-
imum number of users per cell, and making their systems scalable. To sum
up, some performance improvements that are relevant to operators might not
be regarded the same way by end users, but all of them are important for
the overall 3G system performance.

Using a proxy that resides in the UMTS Core Network provides the mobile
operators with complete control over the adaptation, and allows them to
make any modifications to the TCP agent used towards the terminals. This
way, the necessary changes are limited to the operator’s network, while any
other elements may remain unchanged. Using a proxy allows to perform all
the adaptation without the need to change the remote servers, nor the mobile
terminals.

For the simulations, Drop-Tail buffers have been used. In addition, it
would be interesting to study and compare the proxy solution and TCP with
more advanced buffer management techniques. It could also be interesting
to test the system with many users, in order to study the effect of a higher
network load. On the other hand, a simple algorithm has been used for the
closed-loop queue control, but it would be desirable to develop more advanced
algorithms, in order to get the most out of the RNC queue information.
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