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Abstract

Routing within a telecommunication network defines how the traffic flow is
mapped on the network topology. The increasing commercial importance of
the Internet together with a rising number of real-time applications make
of the routing mechanisms as essential feature in the control of the network
performance. The routing mechanisms involved allow to assign the network
capacities, more or less efficiently, to the demands or requests of traffic. The
routing choice has a direct impact on the existence and location of congestion
within the network. A high level of congestion may decrease the grade of
service (increased delays, packet losses, call blocking, etc). Today several
mechanisms are proposed to increase the routing control and to optimize
the network performance, without introducing complexity in the network
management but keeping the actual routers configuration.
In this Thesis, we addressed the problem of local balancing in networks
that use shortest path routing. In particular, starting from a given network
topology, we are aimed in finding the link-distance metric assignment to all
links in the network that minimize the maximum utilization and therefore
minimize the congestion.
Since it has shown that optimizing the weight setting for a given demand of
traffic between routers is NP-hard, we resorted to a local search heuristic.
This method has been considered for OSPF and ECMP routing disciplines,
and we have found a weight set that are within a few percent from that
of the optimal general routing where the flow for each demand is optimally
distributed over all path between source and destination.
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Chapter 1

Introduction

1.1 Routing in Data Networks

The Internet is a conglomeration of autonomous systems (AS) that defines
the administrative authority and the routing policies of different organiza-
tions, Figure 1.1. Autonomous systems are made up of routers that run
Interior Gateway Protocols (IGPs) such as Routing Information Protocol
(RIP), Enhanced Interior Gateway Routing Protocol (EIGRP), Open Short-
est Path First (OSPF), and Intermediate System-to-Intermediate System
(IS-IS) within their boundaries and interconnect via an Exterior Gateway
Protocol (EGP). The current Internet de facto standard EGP is the Border
Gateway Protocol Version 4 (BGP-4), defined in RFC 1771 [Rek95].
Routers are devices that direct traffic between hosts. They build routing
tables that contain collected information on all the best paths to all the des-
tinations that they know how to reach. Today, the routing protocols used
are based on one of two types of distributed routing algorithms: distance
vector or link-state.

1.1.1 Distance Vector Protocol

Distance vector protocols are sometimes referred to as Bellman-Ford proto-
cols, and it includes a vector (list) of distances associated with each destina-
tion prefix. Distance vector routing protocols, such as Routing Information
Protocol (RIP), utilize a distributed computation approach to calculating
the route to each destination prefix. Each node separately calculates the
best path (output link) to each destination prefix. After selecting the best
path, a router sends distance vectors to its neighbors, notifying them of
the reach ability of each destination prefix and of the corresponding metrics
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CHAPTER 1. INTRODUCTION 5

Figure 1.1: Autonomous Systems in Internet.

associated with the path it has selected to reach the prefix. This cycle con-
tinues until all the routers have converged upon a common understanding
of the best paths to reach each destination prefix.

1.1.2 Link-State Protocol

Link-state routing protocols, such as OSPF, utilize a replicated distributed
database model. They work on the basis that routers exchange informa-
tion elements, called link states, which carry information about links and
nodes in the routing domain. This means that routers running link-state
protocols do not exchange routing tables as distance vector protocols do.
Rather, they exchange information about adjacent neighbors and networks
and include metric information associated with the connection. One way to
view link-state routing protocols is as a jigsaw puzzle. Each router in the
network generates a piece of the puzzle (link state) that describes itself and
where it connects to adjacent puzzle pieces. It also provides a list of the
metrics corresponding to the connection with each piece of the puzzle. The
local router’s piece of the puzzle is then reliably distributed throughout the
network, router by router, via a flooding mechanism, until all nodes in the
domain have received a copy of the puzzle piece. When distribution is com-
plete, every router in the network has a copy of every piece of the puzzle and
stores the puzzle pieces in what’s referred to as a link-state database. Each
router then autonomously constructs the entire puzzle, the result of which is
an identical copy of the entire puzzle on each router in the network. Then,
by applying the SPF (shortest path first) algorithm (most commonly, the
Dijkstra Algorithm) to the puzzle, each router calculates a tree of shortest
paths to each destination, placing itself at the root [Hal00].

Giuseppe Trivigno Master Thesis



CHAPTER 1. INTRODUCTION 6

1.2 The Need for Efficient Network Utilization

In the last years Internet had an explosive growth in the number of nodes,
users, traffic, and applications, as showed in Figure 1.2. One of the key fac-

Figure 1.2: Internet Growth by Number of Hosts.

tors to its success is the simplicity and robustness of the datagram service
of Internet Protocol (IP) and by the hierarchical naming and addressing
schemes. The number of users and connections will continue to increase ex-
ponentially for years to come and new multimedia applications, as real-time,
will become common in Internet. This drives an urgent need to balance the
traffic workload between source-destination and provide some kind of Qual-
ity of Service (QoS) in the IP network. The increasing amount of input
traffic causes congestion to build up at some points the network and there-
fore degrades the network performance.
There are two main causes that lead to congestion: inadequate network re-
sources and unbalanced traffic distribution. Inadequate network resources
can be addressed by adding more capacity or applying traffic control mech-
anisms like admission control. Unbalanced traffic, on the other hand, arises
when the input traffic is not appropriately mapped to available resources
thus leading to some parts of network being congested while the others being
underutilized. Unfortunately the shortest path routing used in IP networks
does not lend itself to load balancing because only a single locally best path
is always selected. Most of current routing protocols in the Internet cal-
culate the shortest path to a destination in some metric without knowing
anything about the traffic demand or link load. In other words routing is
optimized with respect to the local view seen by each node. These lead to
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CHAPTER 1. INTRODUCTION 7

an undesiderable situation where some parts of the network are congested
while the others being underutilized. Manual configuration by the network
operator is therefore necessary to balance load between available alternate
paths to avoid congestion. The only way that the network operator can
change the routing is by changing the link weights. The usual way that
network operators try to reduce network congestion is by increasing the link
weight of the congested link(s). However doing this may lead to the shifting
of a large amount of traffic from that particular link to other less congested
ones, overloading the other links, often in an unexpected way.

There is a need for a tool for modelling OSPF routing and for determining
the link weights before implementing changes to a real network. In addition,
network operators usually prefer a solution that requires the least number
of weight changes from the original setting. This is because each link weight
change is associated with routing convergence, and during that time routing
loops may occur. Secondly, changing a link weight involves human interven-
tion and is prone to error.

1.3 Traffic Engineering and Load Balancing

One way of simplifying the task of the operator and improve use of the
available network resources is to make the routing protocol sensitive to traffic
demand. Routing then becomes a flow optimization problem.
The need to improve the network performance through the optimization of
network resources is addressed by the traffic-oriented perspective of Traffic
Engineering (TE). Traffic engineering encompasses performance evaluation
and performance optimization of operational IP networks. An important
goal with TE is to use the available network resources more efficiently for
different types of load patterns in order to provide a better and more reliable
service to customers.

1.3.1 Using OSPF/ ECMP

One approach taken by Fortz and Thorup is to let the flow optimization
result in a set of link weights that can be used by legacy routing protocols,
e.g., open shortest path first (OSPF), possibly with even load balancing.
They described a local search heuristic for optimizing OSPF weights. Their
results showed that, although many claim OSPF is not flexible enough for
effective traffic engineering, their heuristic could find a set of weights that
would greatly improve the network performance. However, the resulting
set of weights is usually very ”sparse”, and very different from the typi-
cal original set of weights, such as those recommended by the major router
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CHAPTER 1. INTRODUCTION 8

manufactory. In addition, every time the heuristic is run, a completely dif-
ferent set of weights may result, requiring changes to many link weights. To
overcome these limitations, the authors published a new heuristic, in which
they search a number of random sets of weights, by changing one weight at
a time. The best given number of sets (in their case, they chose ”best 100”),
instead of only the best single set of weights, are kept in a solution family.
The heuristic keeps searching in each of the neighborhoods of each set in
the family, and updates the new ”best 100” weight settings as the solution
family. By keeping a given number of best sets of weights, the heuristic
widens its search and improves the probability of getting to the ”optimal”
solution. However, the new heuristic does not actively take advantage of
”load balancing”, which often requires more than one weight change at a
time, and so is likely to miss many good solutions. An extension of Fortz
and Thorup’s work is presented in [HB02], where the authors seek the best
set of weights by constraining the search to allow just a small number of
changes from an original set of link weights. It is allowed more than one
link weight to change at a time. The advantage of these methods is that no
changes are needed in the basic routing protocol or the forwarding mecha-
nism. The disadvantage is that the optimization is constrained by what can
be achieved with tuning the weights.
K.G. Ramakrishnan and M.A. Rodrigues propose a combinatorial approx-
imation algorithm for solving the optimal shortest-path routing problem,
which consist of finding the link-distance metric assignment to all links in
a network and minimize the average delay of packets in the network. They
show, besides, that one preferred starting point consistently converges to
near-optimal solutions.

1.3.2 Using MPLS

Another approach is to use MPLS, multi-protocol label switching, for for-
warding traffic for large and long-lived flows that has facilitated the traffic
engineering by allowing the source to have a complete control over which
path the traffic will traverse to the destination.
MPLS has being deployed by network operators and it is intended to inte-
grate layer 2 information like bandwidth, latency or utilization into the IP
layer.
Each packet is assigned a label and routing is done along a Label Switched
Path (LSP). In this way, parallel paths can be used to distribute traffic
load of each class, aggregated together in trunk, such that the network re-
sources are utilized on both least-cost path and non-least-cost path to meet
constraint and requirements specific to the classes. The resources are log-
ically partitioned among traffic classes, constituting a virtual network for
each class. Important in MPLS application is that using a fixed partition,
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CHAPTER 1. INTRODUCTION 9

the amount allocated to one traffic class can be adjusted according to the
current load of the others to utilize the unused resources more efficiently.
The advantage is that the optimization is not constrained, but at the cost of
more complexity in the routing and forwarding mechanisms. Besides, it vir-
tually allows any possible routing, if we disregard the fact that operational
constraints often limit the number of LSPs that can be used.

1.4 Problem Definition

The objective of this Thesis is the study of load balancing in IP networks
by optimizing OSPF weights.
The problem of optimal routing in shortest-path data networks, using OSPF,
RIP and other interior gateway protocols (IGPs), is to allocate the available
resources to best fulfill certain requirements given by the network operators
and service’s contracts.
The optimization objectives is the to minimize the maximum link utiliza-
tion and therefore minimize the congestion. If we disregard that data should
travel along shortest paths this problem can be formulated as a linear opti-
mization problem. By using optimization to find a path or multiple paths,
that send traffic without exceeding the capacity of the links, we model the
traffic problem as a multi-commodity network flow problem. We find, there-
fore, a optimal routing that can direct traffic along any paths in any pro-
portions. This is an idealized routing scheme that can establish one or more
explicit paths between every pair of nodes, and distribute arbitrary amounts
of the traffic on each of the paths.
Since it is shown by Fortz and Thorup in [BM00] that optimizing link weights
to yield equal load sharing for a given traffic matrix is NP-hard, in this The-
sis will be studied the heuristic method of Fortz/Thorup ([BM00], [BM01])
and Ramakrishnan/Rodrigues [KM01].
To find link weights that result in a performance close to the multipath per-
formance, Ramakrishnan and Rodrigues’s method has been implemented
in MATLAB. different improvements have been tried of their local search,
considering how it react on the case of single failure link and emerging new
spots.
Besides these methods, when judging the quality of a weight setting will be
compared against the method today used by the network operators, con-
sisting of sequentially increments the weight of the most loaded link. It is
also important to compare the advanced weight settings with simple default
configurations, such Cisco’s approach of settings the weight of a link to be
inversely proportional to its capacity.
All the results are tested on different networks, presented in Appendix:
SPARSENET, NSFNET with two different configuration of the traffic ma-
trix given in [RK96] and named NSFNETP1 and NSFNETP2, and a little
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network of 10 nodes, here called SMALLNET, proposed by S.Köhler in
[SDLP00].
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Chapter 2

Route computation
algorithm

The algorithm, specified by OSPF, to choose the route that a data package
has to follow to reach its destination is based on Dijkstra’s algorithm for
computing shortest pathes.
Using Dijkstra algorithm, a router computes the shortest path tree based
on its local link state database. It analyzes all the possible paths in the
network from itself towards any destination in the area, sorts them by the
order of increasing cost, then chooses the cheapest path and ignores the
alternatives that may be available. This selection of the first shortest path
is why the OSPF is called Open Shortest Path First. The ‘Open’ term just
refers to the fact that OSPF is developed as an open standard. There are, of
course, different approaches to this algorithm and one of them is the ‘search’
algorithm instead of this ‘sort’ algorithm. The form of ‘sort’ implementation
of the Dijkstra algorithm is also commonly called ‘heap Dijkstra’. During
the computation of the shortest paths, the paths chosen as the shortest
path are concurrently updated into the routing table. This routing table
will be used by the router to forward incoming traffic onto the outgoing
links. Dijkstra’s algorithm will always take the same routes in all nodes as
long as they have the same link state database.

2.1 Network Topology

The topology of a data network can be represented by a directed graph
G=(N,L) where N = {n1, n2, ...., n|N |} is the node set, whose represent the
routers, and L = {l1, l2, ...., l|L|} is the link set. |N | and |L| are, respectively,
the cardinalities of the node and link sets. We assume that the graph is
connected, i.e., that there is at least one path from every source to every
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Figure 2.1: An example of directed graph.

destination.
Let cl denote the capacity of link l ∈ L and W = w1, w2, ...., w|L| the weight
set of the links (this is set initially to the inverse of the link capacities).
The topology of the network can represented by a node-link incidence matrix
A ∈ RN×L, defined as

Anl =

⎧⎪⎪⎪⎨
⎪⎪⎪⎩

+1 if the link l is outgoing from the node n

−1 if the link l is incoming to node n

0 otherwise.

(2.1)

the columns describe the links while the rows describe the nodes. Each
column indicates the start node and the end node of the link, each row
indicates, if the entry is +1, an outgoing link and if the entry is -1 an
incoming link.

For example, the incidence matrix of the small network in Figure 2.1 is given
by

A =

⎛
⎜⎜⎜⎜⎝

1 1 0 0 0 −1

−1 0 1 −1 0 0

0 −1 −1 1 1 0

0 0 0 0 −1 1

⎞
⎟⎟⎟⎟⎠

From the incidence matrix and the set of the link weights, it is possible to
get the Adjacency matrix Adj ∈ RN×N , useful to apply the Dijkstra’s Algo-
rithm, as explained later.

Giuseppe Trivigno Master Thesis



CHAPTER 2. ROUTE COMPUTATION ALGORITHM 13

The Adjacency matrix is defined as

Adjij =

⎧⎪⎪⎪⎨
⎪⎪⎪⎩

wij if link between (i,j) exists with weight w

0 if link between (i,j) does not exist

NaN if link between (i,j) exists with 0 weight

(2.2)

For our network in Figure 2.1 the adjacency matrix is

Adjij =

⎛
⎜⎜⎜⎜⎝

0 5 2 0

0 0 2 0

0 1 0 8

9 0 0 0

⎞
⎟⎟⎟⎟⎠

Each node can send data to many destinations and receive data from many
sources. We refer to s and t as the source and the destination. A N ×
N traffic matrix D, with N number of nodes, indicates the measured or
estimated traffic volume between an ingress and an egress router. It can be
that some entries of D can be be zero, in particular, D(s, t) is zero if there
is no path from s to t, but in our case we consider only connected networks.
Besides the traffic flows may be asymmetric, i.e., flow from s to t may be
different from the flow from t to s.
Let tl and ul indicate, respectively, the total traffic and the utilization on
the link l. We compute them by the following equations

tl = R × D

ul = tl/cl

where R = [rlp] ∈ RL×P , with L and P cardinality of the links and paths,
is the routing matrix and it is defined as

rlp =

⎧⎨
⎩

1 if data on the path p is routed accross link l

0 otherwise.
(2.3)

For our example the routing matrix is

Giuseppe Trivigno Master Thesis
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R =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 0 0 0 0 0 0 0 0 0 0 0

1 1 1 0 0 0 0 0 0 0 1 1

0 0 0 1 1 1 0 0 0 0 0 0

1 0 0 0 0 0 0 1 0 0 1 0

0 0 1 1 0 1 1 0 1 0 0 0

0 0 0 1 0 0 1 0 0 1 1 1

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

To compute it in MATLAB, it has been implemented a function, called
routing matrix.m, takes in input P , the Predecessor matrix. P (i, j) states
the indexes of the node predecessor to node j on the path from s(i) to j.
P is given from the dijkstra.m function, that has an input the Adjacency
matrix.

2.2 Dijkstra’s Algorithm

Dijkstra’s algorithm finds shortest paths from the source node to all other
nodes in a network with non-negative arc lengths. The idea is that each
router treats itself as the ‘center of its universe’.
With the term shortest it has been meant the path with the cheapest cost.
Since each link in the network has a link metric associated with it, hence the
cost for a path from a source node to a destination node is the summation
of the individual link’s costs to reach that node.
The algorithm maintains a distance label d(i) with each node i, dividing
at any step the nodes in two group: permanently labelled and temporarily
labelled [RTJ93]. The distance label for any permanent node represents the
shortest distance from the source to that node, instead for any temporary
node it represents an upper bound on the shortest path. The idea is to fan
out from node source and permanently label nodes in the order of their dis-
tances from the source. Initially all the nodes, like temporary, have distance
equal to infinite and the source, like permanent, has distance zero as shown
in Fig. 2.2. At each iteration, the label of a node i is its shortest distance
from the source along a path whose internal nodes are all permanently la-
belled. The algorithm selects a node i with the minimum temporary label,
makes it permanent Fig. 2.3, and reaches out from that node, that is, scans
arcs in the Adjacency matrix Adj(i) to update the distance labels of adja-
cent nodes as in Fig. 2.4. The algorithm terminates when it has designated
all nodes as permanent, Fig. 2.5.
The correctness of the algorithm relies on the key observation that we can
always designate the node with the minimum temporary label as perma-
nent. The complexity of this algorithm is O(n2) with n number of nodes.

Giuseppe Trivigno Master Thesis



CHAPTER 2. ROUTE COMPUTATION ALGORITHM 15

The O(n2) time bound is the best possible for completely dense networks,
but can be improved for sparse networks [RTJ93].
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Figure 2.2: Initial situation: all the node are temporary so they have dis-
tance infinite, except the source node that has distance zero.
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Figure 2.3: First step: The closest nodes to the source are found in the
Adjacency matrix and labelled with the respective distance.
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Figure 2.4: Second step: The node with the lowest cost is chose, his adjacent
node are checked, and the distance labels of these nodes are updated.
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Figure 2.5: Last step: All the node are permanent, with distance d(i) from
the source node.

2.2.1 Description of Dijkstra’s Algorithm

We can translate and simplify the description in a sort of pseudo code used
for the implementation in Matlab. For this purpose it has been modified
and used the one from [Yon01].

First, we define the data structures that are needed to keep the variables.

a) SPaths which would keep the shortest paths found

b) NFound which would keep all the permanently nodes that the shortest
path has already been found to LPaths which is a list of all the possible
paths that has been found and the cost to get to it from the source
node

c) NOther which are the temporary nodes that the shortest path has not
been found to yet

Then initialize the algorithm

a) Put the source node into NFound since it is already known how to get
there

b) Place all other nodes into NOther

c) Place all the links that are connected to NFound into LPaths

The algorithm

a) Sort the paths in LPaths with their path’s cost in increasing order

b) If the cost of the first path is infinity, then the algorithm terminates

Giuseppe Trivigno Master Thesis
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c) Else, remove the first path, FPath from LPaths. Let LNode be the
destination node of the path that has just been removed. If LNode is
not in NFound, then place FPath into SPaths. Remove this node from
NOther and place it into NFound. If it is, go back to (b).

d) Find all the links that are connected to LNode, append them to the
FPath, and then these new possible paths into LPaths. The cost of
each of these paths is the sum of the cost of the link and the cost of
FPath.

2.3 Extensions to Equal-Cost MultiPath

Since our goal is to reach near-optimal load balancing in the networks, it
is crucial to have as many paths available as possible. It has been demon-
strated in a mathematical analysis that to split the traffic over two routes
is more efficient than using a single route [Hui95]. Multipath routing pro-
vides to increase the available bandwidth, reducing the average delay that
the packets experience, the network resources are more efficiently used than
in the case of the single shortest-path routing algorithm. It is possible to
choose more paths that are ”sufficiently equal”, where sufficient is bounded
by a rule. Then the traffic is split according to the proportion of the total
cost traversing all the routes.
The easiest extension to multipath routing is the Equal-Cost Multi Path
(ECMP), presented in [Moy98]. In ECMP the rule is to split the traffic, ad-
dressed to a reachable destination, on different paths with the same weight.
Instead if there are no alternate paths, the traffic will send on the unique
shortest path, as in OSPF. The main advantage of ECMP is its integration
in the OSPF standard making it readily available in every OSPF router.
The main limitation of this approach results from the fact that in real net-
works the equal cost condition is only rarely fulfilled due to connectivity
limitations in the network graph as it is seen by the IP layer [AAAT04]. It
could also lead tp mis-ordering of packets at the destination node but the
advantage outweighs this problem. Another big improvement, of routing
traffic over several paths, is lower the fraction of traffic having to re-route
after a link failure along one route. To explain with an example the ECMP,
let look the network represented in Fig. 2.6. Let A be the source node and
C the destination. If we were using the single path OSPF, we could only
send data through the node B, as in Fig. 2.7. While with the ECMP we
have another path with the same weight, Fig. 2.8, to send the traffic to C
through the nodes C and D. In conclusion with the ECMP, Fig. 2.9, the
traffic, in the node A, is split in two equal trunks and sent to C.

Giuseppe Trivigno Master Thesis
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Figure 2.6: An example of network with multiple paths.
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Figure 2.7: To send traffic from A to C, the OSPF choose the path through
the node B.
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Figure 2.8: To send traffic from A to C, the ECMP realize that there is a
path with the same weight of before through the nodes C and D.

2.3.1 Description of the Equal-Cost MultiPath’s Algorithm

ECMP is done by modifying the Dijkstra algorithm. The advantage of this is
obvious: there would not need to be many changes to the OSPF route com-
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Figure 2.9: ECMP: the traffic in A is split in 2 equal trunk to be send to C.

putation algorithm. But while modifying the Dijkstra algorithm its original
properties, that ensure accurate and coherent routes are computed by each
node in the network, must be maintained. This is because even though the
computation may be centralized on each node, the forwarding of packets is
hop-by-hop basis, and this may introduce permanent loops in the network.
The property of fast and scalable computation must also be maintained.
The only thing could change is the shortest paths no longer strictly form a
tree.
To extend the basic Dijkstra algorithm to the equal cost multipath algo-
rithm, the main body has to be modified. The characteristic needs to be
changed is the way the routing table is stored. Since there are more than one
path to a destination and hence more than one next hop (usually), therefore
the local node needs to store them in the routing table. All the alternative
next hops are indexed by the destination node that they computed for. For
this modification of the Dijkstra algorithm the computation gets more ex-
pensive as the termination condition of the algorithm is that all the possible
paths are considered and not when a shortest path has been found to all
destinations.

The initialization is the same, but the structure of SPaths have to be mod-
ified to store equal-cost properly so that the any lookup function can find
all the alternative paths for a single destination.
The data structures needed

a) SPaths which would keep the shortest paths found

b) NFound which would keep all the permanently nodes that the shortest
path has already been found to LPaths which is a list of all the possible
paths that has been found and the cost to get to it from the source
node
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c) NOther which are the temporary nodes that the shortest path has not
been found to yet

Then initialise the algorithm

a) Put the source node into NFound since it is already known how to get
there

b) Place all other nodes into NOther

c) Place all the links that are connected to NFound into LPaths

The algorithm

a) Sort the paths in LPaths with their path’s cost in increasing order

b) If the cost of the first path is infinity, then the algorithm terminates

c) Else, remove the first path, FPath from LPaths. Let LNode be the
destination node of the path that has just been removed. If LNode is
in NFound go to (d), else place FPath into SPaths. Remove this node
from NOther and place it into NFound. If it is, go back to (b).

d) If the cost of this node, already found before, has the same cost, stored
in SPath, we have found an alternative path. Continue at (b).

e) Find all the links that are connected to LNode, append them to the
FPath, and then these new possible paths into LPaths. The cost of
each of these paths is the sum of the cost of the link and the cost of
FPath.

In MATLAB the algorithm is implemented in a function, wmultipath 3.m
[Yon01]. In this Thesis the original function has been modified and extended
to all possible multipath. The original, in fact, was examining only two
routes. While now we take into consideration all the possible multipath,
being sure that more paths are available and more we can spilt the flow.
The wmultipath 3.m is the heart of the computation of a new routing matrix
R = (rlp). This differs from the definition given before, because if there is a
multipath rlp will be not equal to 1 anymore but will be equal to the fraction
of the flow between source-destination pair p that is routed across the link l.
In particular rlp will be determinate by the number of the links, belonging
to the same multipath, outgoing from the same node. Always it must be
respected the condition in 2.4, therefore the flows ingoing and outgoing of a
node n, in-between the source and the destination, are equal.
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Figure 2.10: Load balancing by ECMP.

∑
l∈I(n)

θnl =
∑

l∈O(n)

θnl (2.4)

Looking to Figure 2.10 and considering that from the source node A to the
destination G we can have three different routes with the same weight, all
the link, excluded the one between D and F belongs to a multipath. In A
the traffic is split in two trunks toward the nodes B and F . In B, as well,
is again split in other two sub-trunks. Instead in E the flows incoming from
D and C are added.
The routing matrix, representing the paths from A to all the nodes, for the
network in Figure 2.10 is Rlp

Rlp =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0.5 0.5 0.5 0.5 0 0.5

0 0.25 0 0.25 0 0.25

0 0 0.25 0.25 0 0.25

0 0 0 0.25 0 0.25

0 0 0 0.25 0 0.25

0 0 0 0 0 0

0 0 0 0 0 0.5

0 0 0 0 0.5 0.5

0 0 0 0 0 0.5

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
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2.4 Extensions to Optimized MultiPath

Another technique utilized to divide traffic somewhat evenly among the
available paths and increases the bandwidth, as the ECMP, is the Optimized
MultiPath presented in [Vil98]. The aim of OMP is to try to adjust the load
balancing parameters at each node in function of the network load.

2.4.1 Description of the Optimized MultiPath’s Algorithm

The Equal-Cost Multi Path and the Optimized Multi Path are both pro-
posed to relax shortest path routing in IP networks, which identifies only
one single path between any pair of nodes, and both schemes perform packet
level forwarding decisions.
The ECMP splits the traffic equally among multiple path with the exact
equal cost. However, these paths are determined statically and may not
reflect the congestion state of the network while it is desirable to apportion
the traffic according to the quality of each paths. Therefore an unequal di-
vision of traffic among the available paths could be preferable.
The OSPF Optimized Multipath (OSPF-OMP) protocol aims at achieving
optimal load distribution automatically and dynamically, using a link-state
protocol flooding mechanism for informing all routers in the network about
the load of every link. Based on this information, the routers can shift traffic
from congested to less congested paths, and thus minimize the maximum
link utilization in the network.
A version of OMP extended with the MPLS is also been presented in [Vil01].
In an MPLS network MPLS ingress routers may establish one or more paths
to a given egress to the MPLS domain. Load can be balanced across a com-
plex topology using MPLS. It requires that the ingress router is capable of
computing a hash with a sufficiently fine level of granularity based on the IP
source and destination addresses and selecting a forwarding entry based on
the outcome of the hash. It does require that the IGP be capable of flooding
loading information across the network. At the MPLS ingress an algorithm
is applied select alternate paths where needed and adjust forwarding. For-
warding is adjusted gradually enough to insure stability yet fast enough to
track long term changes in loading.
The OMP choosing alternate routes not only the equal cost is considered,
but also routes for which the next router is closer than the current one from
the destination. This relaxed criterion insures that the traffic follows loop-
free paths since the routers that it traverses are strictly closer and closer
to the destination. The traffic splitting policy is also different in OMP, as
it depends on the number of all distinct paths available between the source
and destination nodes and is subsequently refined from measurements taken
of the traffic on the links. Parts of the network can be initially, ie. before
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optimization, overloaded like showed in Figure 2.11, where there are four
multipath over which the flow is split on.
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Figure 2.11: Load balancing by OMP, a priori.

However, OMP has two significant drawbacks: firstly, routers generally have
no knowledge of traffic loading on distant links and therefore have no ba-
sis to optimize the allocation of traffic so it would require for every node
sophisticated and memory consuming data structures for storing detailed
information about all paths. Secondly, the signaling overhead caused by the
generation of new link load information messages is non-deterministic and
therefore unpredictable.

In this Thesis it has been used the equal cost multipath since it is widely
implemented than the OMP. But starting from the idea of the OMP it has
implemented a function that split the flow on the paths, with the same
weight, in a different way then the ECMP explained previously.
The Figures 2.12(1) and 2.12(2) explain the difference of two methods.
In this network there are four available paths. In the classic ECMP, as in
Figure 2.12(1) , the partition of the flow on each link is done by the number
of the link outgoing from every node. Now in this second version, that here
we call alternative ECMP, the proportion depends on the number of times
that each link has been used in the multipath. As we can see, the links used
are the same but the flow on them is different.
From this version it is easy to create a new function that after to have
chosen the load, ”a priori” over the links, then it do a loop to compute the
utilization while redistributing the load in different way on the same links of
the available multipaths. This should split, therefore, dynamically the flow
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Figure 2.12: To spilt the flow.

as OMP propose but keeping the the ECMP’s properties.
In the literature there are other proposals use their own multi-path routing
schemes trying to distribute the packet traffic onto as much paths into the
network as reasonable. Again the packets are alternatively forwarded onto
several outgoing links in every router on their way to their destinations
and a local reaction provides a fast switch-over in the case of a network
element failure. The main drawback of this approach, as the OMP, is the
fact that the required mechanisms still would have to be implemented in the
routers available today. Also no efforts in this direction are visible in the
corresponding standardization bodies [AAAT04].
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Chapter 3

Solving the Optimal General
Routing Problem

A general routing solution specifies, for each source-destination pair, how
the demanded traffic should flow in the network. Here ”optimal general
routing” is the idealized case where traffic streams can be routed, this of
course not practical for OSPF routing, but it gives a lower bound by which
it is possible to judge how good is a solution.
By using optimization to find a path or multiple paths, that send traffic
without exceeding the capacity of the links, we model the traffic problem as
a multi-commodity network flow problem.

3.1 Multicommodity Flow Formulation

It is known that the problem of minimizing the maximum link utilization
can be solved by the multi-commodity network flow formulation of optimal
multipath routing, which leads to splitting traffic over multiple paths be-
tween source and destination pairs [RTJ93]. In this Thesis it has used the
notation presented in [LMS04], where the routing problem has formulated
as a multi-commodity flow problem.
Let d = 1, ...., D denote the destination node set, where D ≤ N , for each
destination is defined a source-sink vector s(d) ∈ RN , whose the nth (n �= d)
entry s

(d)
n represents the amount of flow injected into the network at the

source n destined to node d. Let x
(d)
l the amount of flow destined for d on

the link l; we will call x(d) ∈ RL
+ the flow vector for destination d.

The main assumption of the model is the flow conservation law at each node
and, in according to this law, we can write the sink flow as
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s
(d)
d = −

∑
n�=d

s(d)
n (3.1)

and at each node n

s(d)
n =

∑
l∈O(n)

x
(d)
l −

∑
l∈I(n)

x
(d)
l (3.2)

it turns out that the flow conservation law across the whole network can be
compactly written as

Ax(d) = s(d) d = 1, ..., D. (3.3)

where A is the incidence matrix, described in Section 2.1.

The total amount of traffic across the network can be represented by the
vector t whose entries are

tl =
∑

d

x
(d)
l ≤ cl. (3.4)

where cl is the capacity of link l.

In summary the network flow model can be represented by following equa-
tions

Ax(d) = s(d) d = 1, ..., D

x(d) � 0, s(d) �d 0 d = 1, ..., D

tl =
∑

d x
(d)
l ≤ cl l = 1, ..., L

3.2 Kleinrock Delay

A packet, generated by a source, travels over one link, gets buffered at a
switch, is then routed to another link, and so on, until it arrives at its
destination. The packet, in this way, suffers from several different types of
delays at each node along the path.
The most important of these delays are the nodal processing delay, queuing
delay, transmission delay, and propagation delay. Together, these delays
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give a total nodal delay.
The queuing delay is the most complicated and interesting component of
nodal delay [JK03]. This is the time a packet, at the queue, has to wait
before to be transmitted onto the link and it can vary significantly from
packet to packet. The queuing delay of a specific packet will depend on
the number of other, earlier-arriving packets that are queued and waiting
for transmission across the link, on the rate at which traffic arrives to the
queue, the transmission rate of the link, and the nature of the arriving
traffic, that is, whether the traffic arrives periodically or whether it arrives
in bursts. In particular, if traffic intensity, that is the ratio between the
average rate at which bits arrive to the queue and the transmission rate, is
close to zero, then packet arrivals are few and far between and it is unlikely
that an arriving packet will find another packet in the queue. Hence, the
average queuing delay will be close to zero. On the other hand, when the
traffic intensity is close to 1, there will be intervals of time when the arrival
rate exceeds the transmission capacity (due to the burstiness of arrivals),
and a queue will form. As the traffic intensity approaches 1, the average
queue length gets larger and larger. The qualitative dependence of average
queuing delay on the traffic intensity can shown in Figure 3.1.
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Figure 3.1: Dependence of average queuing delay on traffic intensity.

One important aspect is the fact that as the traffic intensity approaches 1,
the average queuing delay increases rapidly. A small percentage increase in
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the intensity will result in a much larger percentage-wise increase in delay.
From a mathematical approach, let tl the traffic arrival rate on the link l
and cl the capacity of this link, with the constraint cl > tl otherwise the
delay on the link will go to infinity. Using the Kleinrock Independence
Approximation [JK03], the delay over each link is

Dl =
tl

cl − tl
(3.5)

that is

Dl =
1

cl
tl
− 1

(3.6)

we introduce

ul = tl/cl

to denote the utilization of link l. The delay function can then be rewritten
as

Dl =
ul

1 − ul
(3.7)

3.3 Minimize Max Link Utilization

We are interested to in ensuring that no packet gets sent across overloaded
links, so our objective is to minimize a maximum link utilization, defined as
the maximum utilization over all links in the network.
To take the maximum utilization as the performance measure is justified
from the fact that this will reduce the likelihood of the highest utilization
link becoming congested.
To consider instead the average link utilization, as a secondary optimizing
objective, may not help because in some cases we have to increase the aver-
age link utilization to help reduce network congestion.
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3.3.1 Optimal Routing

In our specific case to minimize the maximum utilization
remembering that the total traffic is

tl =
N∑

d=1

x
(d)
l . (3.8)

and the utilization on each link is the ratio between the traffic and the
capacity

ul =
1
cl

N∑
d=1

x
(d)
l . (3.9)

with l = 1, ..., L number of links, means that we want to minimize The umax,
so that umax ≥ ul.
We can formulate the general routing problem as the following linear pro-
gramming

minimize umax

subject to ul ≤ umax l = 1, ..., L

Ax(d) = s(d) d = 1, ..., D

x(d) ≥ 0 d = 1, ..., D

(3.10)

the first constraint is the flow conservation constraint, the second ensures
the flow destined to each d node is non-negative. To solve as a linear pro-
gramming problem we rewrite the above formulation as

minimize fT z

subject to Aineqz ≤ bineq

Aeq = beq

f is our function objective, with lb ≤ z ≤ ub as constraints on z variable.
Recalling the MATLAB function linprog this turn out as output the opti-
mal solution and the optimal objective value, that is the maximum value of
the optimal utilization on each link.
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3.3.2 Minimize a Convex Piecewise Linear Function

Writing in formula in a general case, we want to minimize a convex piecewise
linear function f respecting the above multicommodity flow formulation,
such that

minimize maxifi i = 1, ..., N

subject to Ax(d) = s(d) d = 1, ..., D

x(d) ≥ 0 d = 1, ..., D

(3.11)

Moreover, to transform this in a linear program problem is enough to in-
troduce a dummy variable f̃ such that f̃ ≥ fl. So the LP problem turns
to

minimize f̃

subject to fi ≤ f̃ i = 1, ..., N

Ax(d) = s(d) d = 1, ..., D

x(d) ≥ 0 d = 1, ..., D

(3.12)

3.3.2.1 Optimal Routing with Approximation of Kleinrock Delay

To consider the Kleinrock delay we need to add the constraint cl > tl to
avoid the delay on the link l goes to infinity. For this goal we can again
formulate the problem as a linear program. The Kleinrock curve can be
approximated with two straight lines as equation

q1 = a1 + b1

q2 = a2 + b2

using a function qk, that it will be a convex function, so that

qk = (aT
k x + bT

k )

and recalling the dummy variable q̃, that is q̃ > q.
With this notation the general routing problem can be formulated as the
following LP problem
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minimize q̃

subject to qk ≤ q̃ k ∈ R

Ax(d) = s(d) d = 1, ..., D

x(d) ≥ 0 d = 1, ..., D

tl =
∑

d x
(d)
l l = 1, ..., L

(3.13)

as before, the first and second constraints are the flow conservation con-
straints and they guarantee the flow destined to each d node is non-negative,
while the third is the constraint on the total traffic across the network.
To solve as in MATLAB we rewrite the above formulation as

minimize cT z

subject to lc ≤ Aineqz ≤ uc

lz ≤ z ≤ uz

recalling the function msklpopt from the MOSEK toolbox of MATLAB,
where lc and uc are called constraint bounds and lz and uz are variable
bounds. While for the lines are been chose the equation: f1 = 4u + 1 and
f2 = 1u − 210 that better represent the Kleinrock curve.

3.4 Test Networks and Numerical Results

In this section the results for all the networks tested are presented. For
each one is showed before the graph of the Optimal Routing and then of the
Optimal Routing considering the Kleinrock delay. The second graphs have
always a higher value of the utilization, as we were expecting. This is due
to the approximation of the Kleinrock’s curve and so a better choice of the
objective function. The use of such function helps to deter routing traffic
via those links that are already heavily loaded, and encourage routing traffic
via lightly loaded links. As it is possible to see, comparing the results in
the two graphs, the second optimal routing results always in more even load
distribution across the network.
The results, instead, for the maximum value of the utilization are summa-
rized in the Table 3.1
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Table 3.1: Maximum Utilization given by the Optimal Routing.

Network Minimal Max Utilization Minimal Kleinrock delay

SMALLNET 0.9417 1.0195

NSFNETP1 0.4842 0.7729

NSFNETP2 0.8418 0.8989

SPARSENET 0.7619 0.7728
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Figure 3.2: Comparison between Optimal Routing and Optimal with Klein-
rock Delay for SMALLNET.
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Figure 3.3: Comparison between Optimal Routing and Optimal with Klein-
rock Delay for NSFNETP1.
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Figure 3.4: Comparison between Optimal Routing and Optimal with Klein-
rock Delay for NSFNETP2.
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Figure 3.5: Comparison between Optimal Routing and Optimal with Klein-
rock Delay for SPARSENET.
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Chapter 4

Load Balancing via
OSPF/ECMP tuning

Since it is shown by Fortz and Thorup in [BM00] that optimizing link weights
to yield equal load sharing for a given traffic matrix is NP-hard, several au-
thors strive to seek an heuristic method that lead to allocate the available
resources to best fulfill certain requirement.
Most of these heuristic are local search techniques. Local search techniques
are iterative procedures. Starting at a current solution x ∈ X, a neighbor-
hood N(x) ⊆ X, with a set X of feasible solutions and associated evaluations
of a function f that we want to minimize, is defined at each iteration. In
particular this technique tries to find a neighbor x′ ∈ N(X) that improves
on f such that f(x′) ≤ f(x).
In this chapter the local search heuristics proposed by Fortz and Thorup
([BM00] and [BM01]), and K.G. Ramakrishnan and M.A. Rodrigues [KM01]
have been studied. We have implemented Ramakrishnan’s method and de-
veloped several extensions to the original algorithm trying to improve it.
We are interested to know how close the algorithm, with and without the
modifications, comes to the bound, that is the optimal solution to the gen-
eral routing problem. These results are, besides, compared with the method
commonly used by the network operators, described in the first section of
the chapter, and with the default configuration proposed by Cisco [Cis01].

4.1 A Simplistic Approach

The usual way that network operators have to reduce network congestion is
by increasing the link weight of the congested link(s).
This ”simplistic” method to find OSPF weights that minimizes the maxi-
mum link utilization can be summarized as follow
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repeat {
ul = tl/cl

ll = max(ul)

wll
new = wll

old + 1

} until done

The algorithm tries to find the best utilization by incrementing the weight
of the most loaded link, by one, each iteration. In each step, we compute the
utilization of every link, then the utilization’s vector is read and the weight
of the link most loaded is incremented. In this way we try to force the flow
to avoid that link and push it over another link less loaded. So a new routing
matrix and a new traffic vector are computed. Again the utilization’s vector
is read and a new most loaded link is found, the cycle stops when the lowest
value of the maximum utilization is found.
However doing this may lead to the shifting of a large amount of traffic from
that particular link to other less congested ones, overloading the other links,
and may produce undesirable oscillations far from the optimal solution.

4.1.1 Test Networks and Numerical Results

This method has been implemented first considering the OSPF and then
extending to the ECMP. The results of both methods, in Table 4.1 and 4.2,
are compared with the simple default configurations, suggested by Cisco in
[Cis01], that sets the weights proportional inversely to the capacities, here
named as InvCapOSPF and InvCapECMP.
As show in Table 4.1, the simplistic approach gets an improvement until the
25,29% for the NSFNETP1 and 13.37% for NSFNETP2, while for SMALL-
NET and SPARSENET it reaches only the 7,86% and 1.84% respectively.
Better results are given, instead, using the Equal-Cost MultiPath. Already
in the InvCapECMP, starting point for the new simplistic research, there is,
by comparing to InvCapOSPF, an improvement of 2.73% for NSFNETP1
and of 22.19% for NSFNETP2. This means that for this two networks, with
the original weight’s set, one (or more than one) multipath(s) is found and
the traffic is split over different routes.
Applying the simplistic approach, that use the ECMP, the utilization for
SMALLNET and NSFNETP2 are decremented, in comparison with to the
precedent OSPF search, of the 7.57% and 26.22% respectively.
For SPARSENET instead the results are the same, meaning that in this net-
work do not exist multipaths able to decrement the maximum utilization.
For NSFNETP1 network, despite there is an improvement of the 13.47%
from the InvCapECMP weights, it presents a deterioration of the 11.24%
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from the OSPF search, given from a bad shift of the traffic to a link already
congested and from whom it is not possible to shift again the flow, neither
by increasing its weight. At last it has considered the way to split the flow
using ”alternative” ECMP, as described in 2.4.1, through which we reach the
same results of the ECMP showed in Table 4.2. This is because, although
we try to load the links with a different configuration it is not enough to
push down the maximum utilization.

In conclusion, in spite this method in every case it works better than the
simply Cisco’s configuration is still far from the optimal results and the
maximum utilization for networks SMALLNET is over than 1. This last
means we have tl > cl, where l is the most loaded link, that does not respect
the initial constraints.

Table 4.1: Maximum Utilization given by the Simplistic Approach.

Network InvCapOSPF Simplistic Approach OSPF

SMALLNET 1.1939 1.100

NSFNETP1 0.9799 0.7320

NSFNETP2 1.5447 1.3400

SPARSENET 1.0072 0.9888

Table 4.2: Maximum Utilization given by the Simplistic Approach, consid-
ering the Equal-Cost MultiPath.

Network InvCapECMP Simplistic Approach ECMP

SMALLNET 1.1939 1.0167

NSFNETP1 0.9531 0.8247

NSFNETP2 1.2663 0.9886

SPARSENET 1.0072 0.9886

4.2 Fortz and Thorup’s Method

The approach taken by Fortz and Thorup is to let the flow optimization
result in a set of link weights that can be used by legacy routing protocols,
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i.e. open shortest path first (OSPF), possibly with equal cost multi-path
(ECMP) forwarding. They described a local search heuristic for optimizing
OSPF weights. Their results showed that, although many claim OSPF is
not flexible enough for effective traffic engineering, their heuristic could find
a set of weights that would greatly improve the network performance.

4.2.1 IP Traffic Engineering by Optimizing OSPF Weights

The local search heuristic described in this paper [BM00] reaches a weight
setting that performed within a few percent from that of the optimal general
routing where the flow for each demand is optimally distributed over all
paths between source and destination. It shows that for the network and
demand matrix studied it is not possible to get a substantially better load
balancing by switching to the proposed more flexible Multi-protocol Label
Switching (MPLS) technologies.

4.2.1.1 Finding the Neighborhood

Let be N the number of the nodes, s the origin node, t the destination node,
L the set of the links and D the matrix demand. The neighborhood w′ of
the weights’ vector w can be found by one of the two following way applied
to w.
Single weight change
This modification consists in changing a single weight in w. It is defined a
neighbor w′ of w for each link l ∈ L and for each possible weight t ∈ W \{wl}
by setting w′

l = t and leaving the value of the others links unchanged.
Evenly balancing flows
To avoid highly congested links, one way could be to split the flow as evenly
as possible between different links. We can split the flow, from the node
x or just going through x, destined to t evenly along all the links, leaving
x, belonging to a shortest path from x to t. As illustrated in Figure 4.1,
if x1, x2....., xp are the nodes adjacent to x, and if Pi is one of the shortest
paths from xi to t, for i = 1, ....p, then we want to set w′ such that

w′
(x,x1) + w′(P1) = w′

(x,x2) + w′(P2) (4.1)

= ... = w′
(x,xp) + w′(Pp) (4.2)

where w′(Pi) denotes the sum of the weights of the links belonging to Pi. A
simple way of achieving this goal is to set
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w′
l =

⎧⎨
⎩

w∗ − w(Pi) if l = (x, xi), for i = 1, ..., p

wa otherwise.
(4.3)

where w∗ = 1 + maxi=1,...,p{w(Pi)}.

X

P3

P2

P1

t

X3

X2

X1

Figure 4.1: Flow evenly balanced over the paths P1,P2 and P3 through the
nodes x1, x2 and x3 .

Following this way it could bring to send more flow on a link already con-
gested and that does not belong to one of the shortest paths from x to t.
Therefore the authors decided to choose at random a threshold ratio 0 be-
tween 0.25 and 1, and only the weights for links in the maximal subset B of
links leaving x are modified

w(x,x1) + w′(Pi) ≤ w(x,xj) + w(Pj) ∀i ∈ B, j �∈ B

t(x,xi)(w) ≤ θc(x, xi) ∀i ∈ B
(4.4)

such that the flow going from x to t can only change for links in the subset
B, and choosing θ at random allows to diversify the search.
Another drawback is that this method does not ensure weights remains
below wmax. This can be done by adding the condition that, when choosing
B, maxi∈B w(Pi) - mini∈B w(Pi) ≤ wmax is satisfied.

4.2.2 Optimizing OSPF/IS-IS Weights in a Changing World

However in [BM00], the resulting set of weights is usually very ”sparse”, and
very different from the typical original set of weights, such as that recom-
mended by Cisco. In addition, every time the heuristic is run a completely
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different set of weights may result, requiring changes to many link weights.
To overcome these limitations, the authors published a new heuristic local
search [BM01]. The goal in this paper is to match and improve the last
heuristic method, given in a contest of fixed networks, in scenarios of chang-
ing networks and demand matrices.
Several scenarios of change are considered, with the objective of changing
few weights as possible. The weights are optimized for the no-failure case,
but their heuristic search should be able to reestablish, for the critical cases,
a good performance with at most three weight changes.

4.2.2.1 Finding the Neighborhood

The technique is pretty the same of that presented in [BM00]. There are
improvements to avoid the large number of iteration and to consider that
only few changes from the initial solution are allowed.

They search a number of random sets of weights, by changing one weight
at time. The improvement brought to the old method can be summarized
following the next steps

a) the algorithm is run with w0 as a initial set of weights

b) the best 100 weights change are found and kept in a family F of ”best
weight settings”

c) the algorithm is iterated with F instead of w0

d) the family F is updated with new ”best 100”

e) after i iterations, including the start from w0, the family consists of
weights set with maximum i weight changes

As in [BM00], the number of weight changes considered is limited by ap-
plying random sampling to the neighborhood structure, since exploring the
full neighborhood is too time consuming. The size of F corresponds to the
breadth of the search. By keeping a given number of best sets of weights,
the heuristic widens its search and improve the probability of getting to the
”optimal solution”.

4.3 Ramakrishnan and Rodrigues’s Method

The authors, K.G.Ramakrishnan and M.A.Rodrigues, in [KM01] propose
an algorithm for optimal shortest-path routing that always converges and is

Giuseppe Trivigno Master Thesis



CHAPTER 4. LOAD BALANCING VIA OSPF/ECMP TUNING 40

locally optimal. The authors demonstrated that the algorithm is robust to
uncertainty in traffic, performing well even when the actual traffic matrix is
not well know.
They show, furthermore, that a preferred starting point performed consis-
tently better than a random starting point.

4.3.1 The Proposed Algorithm

The algorithm adopted to find the locally optimal solution is

P=Po
while improve (P ) �= no {

find V(P)
P=improve(P ) }

return P.

P0 is a set of shortest paths for a given distance link-metric w.
(V(P0))={P} denotes a neighborhood, called divert, of P0, where {P} rep-
resents a set of points with cardinality |L| and each point is a set of shortest
paths. The function improve(P) returns the point in the neighborhood of
P0 that improve our objective function that is the maximum utilization of
the links. The complexity of a step is O(|L|2log|N |) and is dominated by
the complexity of finding the neighborhood, described in the next section.

4.3.2 Finding the Neighborhood

We want to divert from the link l few paths. For this purpose we are seeking
an increase in the distance metric of l following the next steps

a) divert all paths that go through that link, simply by setting the distance
to infinity

b) sort the Origin-Destination pairs in increasing order with respect to the
difference between their path distances after and before all paths were
diverted from that link

c) the increase, in distance, of link l is the exact midpoint between the least
increase and the next-to-least increase.

The choice of the middle point is arbitrary, in fact ”the paths that suffered
the least increase in distance correspond to the ones we want to divert,
and the suitable increase in the distance of link l is any value larger than
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the least increase and the next-to-least increase in distance experienced by
those paths” [KM01]. Let ∆C l

k be the difference in distance of the shortest
paths, before and after the link l is removed, computed for all the Origin-
Destination pairs, that belong a set k. Thus, ∆C l

k represents the threshold
value for which, if we increment the distance metric of any link that belongs
to the shortest path of a amount of ∆C l

k, the path ceases being the shortest
path. So, for each link l, there will be one, or more than one, Origin(s)-
Destination(s) kl

1 such that ∆C l
kl
1
≤ ∆C l

k. In the same way, there will be
another, or more than one, Origin(s)-Destination(s) pair(s) k2 such that
∆C l

kl
2
≤ ∆C l

k, with k �= kl
1 �= kl

2. Thus, an increase in link distance at

link l (∆C l) that exceeds ∆C l
kl
1

but not ∆C l
k2
1

will divert the paths for the

Origin(s)-Destination(s) pair(s) that belong to kl
1 .

4.3.3 Test Networks and Numerical Results

The Ramakrishnan method has been, initially, implemented as described in
the article and so considering only OSPF routing.
The core of the program running this algorithm is made up of two func-
tion called find delta and find utilization. The first one finds an array of
the distance’s increase of the links, as defined in point c) of the previous
paragraphed, that represents the possible neighbors (we have always one
neighbor for each link).
The second function, instead, computes the utilization for all of these neigh-
bor. Between these neighbors there is one gives the minimum value of the
maximum utilization. The find utilization keeps this result and turns out
the new set of weights, given from the best choice of the neighbor that it
will be the starting point of the next iteration. It has seen that we need
almost twelve steps, that means ten change of neighbors, to find the best
solution. In the program it has chose to do a cycle of fifteen iterations, but
after these it is sure that the program does not improve any more.
For the network tested there is a substantial improvement from the ini-
tial utilization. As done for the simplistic approach, we compare these re-
sults with the InvCapOSPF in Table 4.3. There is a substantial decrease
of the 19.03% for SMALLNET, of 28.82% and 27.21% for NSFNETP1 and
NSFNETP2, and finally of 24.35% for SPARSENET.
Comparing then with the results found using the simplistic approach, de-
scribed before, the Ramakrishnan’s method gets better in every case. We
have in particular a decrease of the 25.29% for NSFNETP1, of the 13.25%
for NSFNETP2 and 22.93% for SPARSENET. But it is for SMALLNET
we find the best results. In fact with this method now we are able to push
down the maximum utilization under 1. In percentage we have 12.11% for
SMALLNET. In Table 4.4 is showed how far is this method from the opti-
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Table 4.3: Maximum Utilization given by Ramakrishnan’s method.

Network InvCapOSPF Simplistic Ramakrishnan

SMALLNET 1.1939 1.100 0.9667

NSFNETP1 0.9799 0.7320 0.6974

NSFNETP2 1.5447 1.3400 1.1262

SPARSENET 1.0072 0.9888 0.7619

mal solution. As we can see the method presented works better compared
to the simplistic approach used by the network operators and it is not so far
from the optimal. Any way for NSFNETP2 the maximum utilization is still
over 1, so persuaded to do better and go closer and closer to the optimal
solution, it has been tried to make a different modifications on the method
to improve it. These proves are introduced in the next paragraphes.

Table 4.4: Maximum Utilization from Optimal Routing and Ramakrishnan’s
method.

Network Optimal Routing Ramakrishnan %

SMALLNET 0.9417 0.9667 2.58%

NSFNETP1 0.4842 0.6974 30.57%

NSFNETP2 0.8418 1.1262 25.25%

SPARSENET 0.7619 0.7619 0%

4.4 Improvement of Ramakrishnan’s Method

The Ramakrishnan’s method in [KM01] presented in the last paragraphed
works well, but we tried to get lowest results for the utilization.
To reach this goal three proves have been done. All of three keep, as basis,
the main body and properties of the algorithm in [KM01].
The first attempt consists to extend the Ramakrishnan’s method to Equal-
Cost MultiPath, leaving the same structure of the algorithm. The second,
starting from the first, aims to consider to balance the flow and not only
to divert as before. This is done by extending the neighborhood search.
The last, on the basis of the others one, adds the possibility that we can
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have more than weight change at each time to take more advantage of “load
balancing”.

4.4.1 Extension to Equal-Cost MultiPath

The Equal-Cost MultiPath was already considered by Fortz and Thorup, as
shown in Figure 4.1, but not by Ramakrishnan and Rodrigues.
Since using the ECMP instead of OSPF we have found in InvCapECMP
and in the simplistic approach a decrement of the maximum utilization it
has decided to apply the ECMP to the Ramakrishnan’s method previously
explained.
The changes brought to the simulator to support the ECMP are not regard-
ing the method or the neighbor’s search but regarding the routing matrix.
In fact the program now runs the routing matrix extended to the ECMP,
in paragraph 2.3, to split the flow on all the paths belonging to a multipath
and not anymore the one based on the ”normal” Dijkstra function.
We expect an improvement, given from the increment of the link’s distance.
When the function find utilization tries to increment the weights, with the
ECMP there are more possibilities to find a tuning that permit to decre-
ment the utilization, every time that we pass through a new neighborhood,
splitting the flow.
We find in general lower values of the maximum utilization excepted for the
NSFNETP1 and NSFNETP2 where both heuristic methods, simplistic and
Ramakrishnan, make worse comparing to the OSPF.
Looking at the Table 4.5 we can see the Ramakrishnan’s method gets bet-
ter results than the simplistic approach used by the network operators for
SMALLNET and SPARSENET. In particular, respect to the initial set of

Table 4.5: Maximum Utilization by using ECMP.

Network InvCapECMP Simplistic Ramakrishnan

SMALLNET 1.1938 1.0167 0.9667

NSFNETP1 0.9531 0.8247 0.9531

NSFNETP2 1.2663 0.9886 1.2663

SPARSENET 1.0072 0.9886 0.7619

weights InvCapECMP, the simplistic approach gets 10% better for the first
network, 13.47% and 21.93% for NSFNETP1 and NSFNETP2, and 1.84%
for SPARSENET.
Ramakrishnan’s method, instead, gets an improvement of 19.03% for the
first network and of 23.45% for SPARSENET, but makes worse of the of
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13.51% and 21.93% for NSFNETP1 and NSFNETP2.
Using the routing matrix given by the ”alternative” ECMP, we can not find
any improvement for the network tested comparing to the previous ECMP.
All the results for the network from the Ramakrishnan and simplistic ap-
proach are exactly the same. In Table 4.6 the results found using the two
matrix running the Ramakrishnan’s method are presented.

Table 4.6: Maximum Utilization by using Ramakrishnan ECMP and Ra-
makrishnan ”alternative” ECMP.

Network ECMP ”alternative” ECMP

SMALLNET 0.9667 0.9667

NSFNETP1 0.9531 0.9531

NSFNETP2 1.2663 1.2663

SPARSENET 0.7619 0.7619

4.4.2 Changing the Neighborhood Search

The second attempt to push down the maximum utilization is done by a sub-
stantial change in the mains two functions: find delta and find utilization.
It, using the routing matrix for the Equal-Cost MultiPath, concerns the
search of more neighbors.
Up to now it has tried only to divert the flow from the link l, but it could be
very useful to balance it. We did not use all the potentiality offered from the
ECMP, missing in this way some good results. It has chosen, therefore, to
search another set of neighborhood given from the new vector: least. While
before to this task there was only the vector delta, defined as the exact mid-
point between the least and the next-to-least increase in distance, now it
has been considered also least, that is the least increase in distance of the
link l after and before all paths were diverted from l.
In details find delta follows the next steps

a) divert all paths that go through that link, simply by setting the distance
to infinity

b) sort the Origin-Destination pairs in increasing order with respect to the
difference between their path distances after and before all paths were
diverted from that link

c) ”delta” is the exact midpoint between the least increase and the next-
to-least increase in distance of link l.
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d) ”least” is the least increase

Since we can now explore now two set of neighborhoods for each link, we
are expecting to find better results than the first attempt. Analyzing the
results shown in Table 4.7 it is possible to realize that our expectation are
in part true.
For NSFNETP1 and NSFNETP2 there is an improvement of the 30.60%
and 27.31% comparing with the ECMP. With this method we are able to
push down the maximum utilization for NSFNETP2 under the value 1. For
both NSFNET networks the Ramakrishnan method considering the OSPF
is overcome and the mistakes got by the previous version of the ECMP are
now adjusted. But there is a deterioration of the 5.6% for SMALLNET
carrying the utilization up to 1. This last is due to choice of the neighbor.
Since this local search heuristic is a descendent method, it considers the
entire neighborhood, it selects an improving neighbor and stops when a local
minimum is found. After this neighborhood is chosen and a set of weights
is considered, then this is taken as the starting point for the search of a new
neighborhood and it could bring us far from the global best solution.
To remedy a this mistake it has done a new attempt that try to make a more
good use of the properties of the Equal-Cost MultiPath, this new method is
described in the next paragraphed and it is called Multi Changes.

Table 4.7: Maximum Utilization by comparing all the version of Ramakr-
ishnan’s method.

Network OSPF ECMP Balanced

SMALLNET 0.9667 0.9667 1.0250

NSFNETP1 0.6974 0.9531 0.6614

NSFNETP2 1.1262 1.2663 0.9221

SPARSENET 0.7619 0.7619 0.7619

4.4.3 Multi Changes

To overcome the limitations of the previous attempt it has implemented
another version of the Ramakrishnan method, using the same find delta’s
function but changing the find utilization’s function that now support an-
other tool to explore the neighborhood’s structure.
Until now in Ramakrishnan’s method we had the possibility to divert or
balance the flow, changing the value of only one weight to each iteration.
Since ECMP is using it is possible to try to increment not only one link’s

Giuseppe Trivigno Master Thesis



CHAPTER 4. LOAD BALANCING VIA OSPF/ECMP TUNING 46

weight but several, e.g. in our case it has been chosen to increment the
weight of every link that belongs to a multipath if it exists.
We keep the search of two neighbors for each link as in the last proof. After
that, find utilization computes the utilizations for all of these neighbors.
The new weight’s set in find utilization is compute, trying in order

To divert) By adding the value of the old weight and the value express in
”delta”

To balance) By adding the value of the old weight and the value express
in ”least”

To make a multiple changes) For each link l, we check if it belongs to a
multipath. This is done by scanning the routing matrix: if it is found
the value different from 1, then every link that belongs to that path (in
the routing matrix, all the links of the same column) is incremented
of the value of the neighbor given by the link l.

Up to now when we were trying to divert and balance a link belonging to
a multipath, the previously two tools did the same. Instead incrementing
every link belonging to the multipath, the flow should finds a new route that
is not a part of the multipath.

As we can see from Table 4.8 it is possible with this extension to again push
down for utilization under 1 reaching 0.9591 that means 6.42% respect to
the last version of Ramakrishnan’s method. All the other networks keep
the same results found before. Unfortunately else the ”alternative” ECMP
method implemented to split the flow can not do better and it gives the
same results.

Table 4.8: Maximum Utilization by comparing all the version of Ramakr-
ishnan’s method.

Network OSPF ECMP Balanced Multi

SMALLNET 0.9667 0.9667 1.0250 0.9592

NSFNETP1 0.6974 0.9531 0.6614 0.6614

NSFNETP2 1.1262 1.2663 0.9221 0.9221

SPARSENET 0.7619 0.7619 0.7619 0.7619

Trying now to justify the results, shown in Table 4.8, given starting from the
original Ramakrishnan’s method applied to the OSPF to the last extended
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version of it.
For the first network, SMALLNET, the ECMP does not take any vantage
respect to the OSPF. The modification to balance the flow carries the max-
imum utilization over than the actual value and in particular over than 1.
But with the last improvement, called Multi, we are able to push it again
down and perform the utilization better of OSPF.
NSFNETP1 and NSFNETP2 follow the same behavior. The version consid-
ering ECMP make worse than OSPF, this is due to a main reason: when we
are trying to balance and divert the flow from a link already congested and
we are using the ECMP it is possible that the flow is split over a link belongs
to a more than one multipath. Besides from the choice of the neighbor we
do not find a better weight’s set able to decrement the utilization of this
link. But but thanks to the two improvements done for the Ramakrishnan’s
method we are able to get a lower utilization, pass the limits found with the
OSPF so get better results proposed by the original method.
In the end for SPARSENET we can not do better because we already got
the optimal solution.

4.4.4 Evaluations of the Heuristic Method

To evaluate the effectiveness of the heuristic method, we need to compare
the results found with initial starting point, given by the Cisco’s configura-
tion, and with the optimal routing.
The results, from InvCapOSPF and from the last extension of the Ramakr-
ishnan’s method implemented are rewrite in Table 4.9. We can see a big
improvement in all the networks.
All of the networks have started with a utilization higher than 1 or for
NSFNETP1 really close to 1, that means a congested network, but finely
they get a better and lower results up to find an improvement of the 40.59%
for NSFNETP2. For SMALLNET the Ramakrishnan Multi gets better of
19.70%, NSFNETP1 of 32.50% and for SPARSENET of 34.75%.
The following pictures show the utilization for all the links in these networks.

In Table 4.10, instead, is compared the maximum utilization, obtained with
the last heuristic method implemented and the optimal routing.
As we can see the heuristic is not far from the optimal solution, in particular
for SPARSENET we are able to get the optimal value. For the first network
the heuristic solution is only 1.8% higher and for NSFNETP2 we are far
from it of 8.70%. The only NSFNETP1 is distant from the optimal of the
26.79%. This is due to to the traffic matrix. Comparing, in fact, the results
of NSFNETP1 and NSFNETP2 they have the same network topology but
different traffic matrix. While for the second network the traffic matrix gives
a situation where the traffic is evenly distributed on a large number of s-d
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Table 4.9: Maximum Utilization, InvCapOSPF versus Ramakrishnan’s
method with MULTI changes.

Network InvCapOSPF Ramakrishnan Multi

SMALLNET 1.1939 0.9591

NSFNETP1 0.9799 0.6614

NSFNETP2 1.5473 0.9221

SPARSENET 1.0072 0.7619

pairs, in the first network most of the traffic is concentred among 42 pairs,
with a little traffic among the remaining ones.

Table 4.10: Optimal Routing and Heuristic method.

Network Optimal Routing Ramakrishnan Multi %

SMALLNET 0.9417 0.9591 1.8%

NSFNETP1 0.4842 0.6614 26.79%

NSFNETP2 0.8418 0.9221 8.70%

SPARSENET 0.7619 0.7619 0%

4.5 OSPF Weight Tuning Without Knowledge of
Traffic Matrices

In this paragraphed is considered the problem of the traffic engineering when
it works with estimated matrices in the context of a specific case, that for us
is to minimize the congestion measured by maximum link-utilization. The
question to whose we wish answer is: ”how well is the real traffic routed if
the routing is only optimized for an estimated traffic matrix”?

4.5.1 Worst-Case Traffic Under Observed Link Loads

The cautionary procedure here described tries to find the best weight change
to guarantee improved maximum link utilization for all demands that can
have created the observed link-loads.
In most practical IP networks, we can not measure the end-to-end demands
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Figure 4.2: InvCapOSPF links utilization for SMALLNET.
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Figure 4.3: Ramakrishnan MULTI links utilization for SMALLNET.
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Figure 4.4: InvCapOSPF links utilization for NSFNETP1.
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Figure 4.5: Ramakrishnan MULTI links utilization for NSFNETP1.
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Figure 4.6: InvCapOSPF links utilization for NSFNETP2.
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Figure 4.7: Ramakrishnan MULTI links utilization for NSFNETP2.
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Figure 4.8: InvCapOSPF links utilization for SPARSENET.
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Figure 4.9: Ramakrishnan MULTI links utilization for SPARSENET.
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s. Direct measurements require additional infrastructure support and it can
be prohibitively expensive to instrument the entire IP network to collect
such data. Recently progress has been made on traffic matrix estimation
and different methods have been proposed that attempt to derive traffic
matrices from the link load data. It could be possible to estimate s from
measurement of the total traffic t and the relation

Rs = t s ≥ 0 (4.5)

whit R routing matrix.
The problem is that this system of equation is heavily underdetermined, as
there are many more unknowns, the demands sp than equations (one for
each link), and there is an infinite set of demands that satisfy the relation.

To overcome this limitation one cautionary approach to evaluate the link
loads for an alternative routing matrix R′ is to try to find the worst-case
link utilization that is compatible with (4.5). Solving the following LP
problem

maximize (r′l)
T s

subject to Rs = t, s ≥ 0

where (r′l)
T is the lth row of the new routing matrix R′, it can be computed

ul,wc, the worst-case link utilization.
It has tried to fit this procedure in the Ramakrishnan’s method, using the
original version without the extensions proposed. In this way we sequentially
try to divert the flow so that in each iteration the maximum of the worst
case link load ul,wc is decreased.
Summarizing the method we find first of all the original routing matrix R
and, from the relation Rs = t, the total traffic on each link t. After that
the Ramakrishnan’s method is run, to adjust weight, with the new following
steps applied to each link

• exploring the neighbor, finding the new weight set and the new routing
matrix

• the maximum worst case ul,wc is computed by solving the above LP
problem

• if the maximum worst is smallest than the current utilization then the
weight change is performed for this neighbor
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Unfortunately from the results obtained, we found that this method is too
conservative. In fact, for all the network topologies tested, the best utiliza-
tion given is never lower than the initial one but it is exactly the same. It
means that we never find an estimate traffic demand able to improve the
current utilization.

4.5.2 Traffic Engineering with Estimated Traffic Matrices

Starting form the idea proposed in [MMY03], where the authors propose a
novel aspect to combine an algorithm, for estimating traffic matrix from link
load data, with a routing optimizer, that is a traffic engineering technique
to optimize the routing. And to test the results on the real traffic matrices.
We try to adapt that idea combining the above explained LP problem and
the original Ramakrishnan’s method. Specifically

• the original traffic demand is used to compute the starting routing
matrix and the total traffic

• the estimate traffic demand is compute by solving the above LP prob-
lem

• Ramakrishnan is run to optimize the weight setting and the corre-
sponding routing matrix on the estimate traffic demand

• this new routing is applied to the original traffic matrix to get a set of
link loads

• the max-utilization optimized for the estimate traffic matrix but ap-
plied to the true traffic matrix is computed

Unfortunately, this method as the previous does not help us to improve the
utilization in the networks tested. Usually the maximum utilization is the
same of the initial one but it is also possible to get a worst one, because
the weight are optimized on the estimate traffic demand and not on the real
one.
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Chapter 5

Optimizing for Robustness
against Link Failure and Hot
Spots

In this chapter has been considered the problem of link failures and emerg-
ing hot spots. The routing, for the cases considered, has been computed
starting from the optimized weights given by the last extended Ramakrish-
nan’s method considering the ECMP.
All the results show the network photographed at the moment of the worst
link failure and hot spot, and after that the heuristic method is applied
again to recover the network’s performance.

5.1 Link Failures

In all the network’s topology it has tried to remove the link gives the worst
case. By worst case here is meant the deletion of the link had the highest
utilization in the beginner, when the weights are not optimized yet. This
because we can have a worst case for each set of weights, so it is not possible
to compare the link loads after that different heuristic methods are applied
but only with the original weights of the network. After the deletion of the
worst link, the routing to reoptimize the load has been computed with a
weight setting optimized from the Ramakrishnan’s Multi method before the
link failure.
To support the link failures, the simulator for running the Ramakrishnan’s
method has been changed to consider that all the nodes must be reachable.
Ramakrishnan, to compute the search of the neighbor, and so to divert all
paths that go through the link l, simply set the distance of l to infinity.
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But while we are testing for the link failure we have in each iteration two
links less. For this, when we are choosing the neighbor, that means the
better increment for the link, the columns of the routing matrix are checked
and only if all of them present at least one element non-zero we will continue
to compute the value of the maximum utilization.
To compute the optimal solution in case of single link failure it has been
removed the same link that we had considered as the worst for the ECMP.
The routing, in this way, knows which link has failed and although the
solution found represents a sub-optimal solution it gives the possibility to
make a comparison with the heuristic method. To do this in MATLAB, the
functions linprog and msklopt, used to compute the optimal utilization, do
not accept links with zero as a capacity, so to overcome this problem the link
has been removed from the network deleting it from the Adjacency matrix.

The results, in Table 5.1, show in any case an improvement of the utilization
given thanks to Ramakrishnan. In fact, starting from the SMALLNET we
have a decrease of the maximum utilization of 4%, for NSFNETP1 of 16,94%,
of the 18.07% for NSFNETP2 and of the 7% for SPARSENET. Comparing
the optimal to the heuristic solution and the percentage of this difference,
showed in the last column of the table, we can see how the heuristic gets very
near to the optimal for the link failure. The optimal is however, for three
networks, higher than 1 that means the networks are not well capacitated
in case of the link failure.

Table 5.1: Maximum Utilization in case of single link failure.

Network Link Opt. InvCap Ramakrishnan %

SMALLNET 9 2.3667 2.500 2.400 1.38%

NSFNETP1 19 0.6254 0.9531 0.7916 20.99%

NSFNETP2 14 1.2627 1.5739 1.2894 2.10%

SPARSENET 2 1.0300 1.1847 1.1018 6.51%

5.2 New Hot Spots

In this section the developments of new hot spots are treated. The problem
of the hot spots is due when the traffic matrix become sufficiently large, and
the network is no longer adequately dimensioned ad areas of severe conges-
tion, from here the name hot spots, begin to occur.
The way to do it is to take one router and multiply all incoming demands
by a factor of three. In our optimization problem this means to multiply
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Figure 5.1: SMALLNET in case of failure link 9.
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Figure 5.2: NSFNETP1 in case of failure link 19.
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Figure 5.3: NSFNETP2 in case of failure link 14.
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Figure 5.4: SPARSENET in case of failure link 2.

in Ax(d) = s(d) d = 1, ..., D for each step one router destination by three,
that again means multiplying all entries in a column of the demand traffic
matrix by three.
As for the link failure it has followed the same procedure. Now as worst
case it has been considered the node that has the highest incoming demand.
Again as starting point are been took the weights setting already optimized.
The column, corresponding to worst node, in the traffic demand has been
multiply and the methods are been run to reoptimize the performance.
The results, summarized in Table 5.2, show that for SMALLNET we have an
improvement of 23% respect to the initial configuration, in spite of the max-
imum utilization is around 2 that means the network is congested. While for
NSFNETP1 the Ramakrishnan’s method gets better than the InvCapECMP
of the 17.05.38%, for NSFNETP2 of the 9% and finally for SPARSENET
of the 1.57%. In the last column of the table there is the gap in percentage
between the heuristic and the optimal utilization, that is found multiplying
by three the vector of the source sink corresponding to the node destination
in the first column of the table.

Table 5.2: Maximum utilization in case of new Hot Spots.

Network Node Opt. InvCap Ramakrishnan %

SMALLNET 2 1.7143 2.5333 1.9500 12.08%

NSFNETP1 13 0.8583 1.5001 1.2443 31%

NSFNETP2 3 1.6500 2.2841 2.0774 20.57%

SPARSENET 1 1.4580 1.5784 1.5536 6.15%
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Figure 5.5: SMALLNET in case of hot spot to node 2.
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Figure 5.6: NSFNETP1 in case of hot spot to node 13.
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Figure 5.7: NSFNETP2 in case of hot spot to node 3.
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Figure 5.8: SPARSENET in case of hot spot to node 1.
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Chapter 6

Conclusions

In this work it has addressed the problem to balance the growing load, due
to the fast increase of the Internet traffic and the incoming real-time appli-
cations, in IP networks.
We resorted a combinatorial algorithm, proposed by K.G. Ramakrishnan
and M.A. Rodrigues, for approximately solving the optimal shortest-path
routing problem. The method has been implemented and improved. We
suggested three improvement: the first regarding the extension to the Equal-
Cost Multi Path (ECMP), the second changing the local search of the neigh-
bors trying to divert, as done by the auctors, and now to balance the flow
from the link l. The last attempt concerns to search both one weight change
at a time and simultaneous multiple changes, to exploit ”load balancing”
opportunities. Therefore, it is likely to provide a better solution than the
original method.
Using the solution to the optimal general routing problem, defined with the
multi-commodity flow formulation, as a baseline to measure the performance
of the proposed algorithm, we shown that the last extension of the heuristic
method performs within a few percent from the optimal.
Besides, the results are compared with the simplistic method used by the net-
work operators. Starting both from the default set of link weights, proposed
by Cisco, we showed how for each network tested the algorithm proposed
improves the maximum utilization up to 20% respect to the network opera-
tors’ method and up to 40% respect to the initial configuration. As last we
applied the heuristic search in case of single link failure and emerging new
spots. The results indicate that the weight setting found is good for new
hot spots, and link failures, so generally, we do not expect to have to change
the weight setting. In addition the robust weight setting turns out to be
a good starting point for a new search, of the last Ramakrishnan method
implemented, getting close to the optimal especially in case of link failure.
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Appendix A

Networks

In this appendix the topology of the networks used in our experiment are
showed. The first network, in Figure A.1, represents what we have called,
in the Thesis, SMALLNET.
It has taken from the article of S.Köhler in [SDLP00]. It presents 10 nodes
and 26 links, that means a total of 90 paths. The initial set of weights,
showed in the picture, togheter with the link capacities and the traffic ma-
trix are taken from the article.

Figure A.1: SMALLNET.
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The second network is the NSFNET BACKBONE T1, Figure A.2. There
are 14 nodes and 42 links, with 182 possible paths. The traffic matrices
have been taken from [RK96], in particular it has been used both of them
presented in the article. They are called P1 and P2, giving in this way the
name to the networks used, NSFNETP1 and NSFNETP2 respectively.

Figure A.2: NSFNET.

The last network, in Figure A.3, used for our tests is the SPARSENET.
It has taken from the article [KM01], where there was also described the
heuristic method implemented and improved proposed by the authors K.G.
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Ramakrishnan and M.A. Rodrigues. The network presents 16 nodes and 36
links, with 240 possible paths. The traffic matrices and the link capacities
are else from the article.

Figure A.3: SPARSENET.
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