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Abstract
To be useful, a reputation mining system must cover a broad range of weakly, vaguely, and implicitly expressed human sentiments and
cannot in the absence of prior knowledge rely on sampling the data stream of human-generated text. To achieve coverage, a reputation
mining system must be sensitive to variation and change in the signal. These requirements pose a challenge which are an instance of
more general semantic processing – this paper presents some design requirements used to design and implement a semantic layer for a
processing stack for human-generated information.

1. It’s a new kind of data and we have no
choice but to cope with it

The language we see in user-generated content, such as
social media, sms traffic, email conversations, etc.1 have
a number of characteristics that are normally not encoun-
tered in traditional collections of edited and published text:
continuous vocabulary variation, multilinguality and code-
switching, incompleteness, inconsistencies, noise and in-
consistencies. Furthermore, language in streaming data has
a temporal dimension not normally found in traditional cor-
pora. These properties of streaming user-generated text
data implies that we can no longer view information as
something constant that can be extracted from a static
knowledge repository. Instead, we need a knowledge rep-
resentation that is dynamic by design and built from first
principles to handle change and learn from it. We argue
that a processing component deployed on a realistic scale
of streaming user-generated content must be based on real-
time processing of streaming data, and that the knowledge
representation must be dynamic and able to seamlessly and
continuously change and update its representation based
on alterations in the incoming data. A traditional retrieval
model of knowledge management may not be the most use-
ful way to precede in this perspective; the interest in data
streams are not necessarily based on sets of documents or
mentions, but on a momentary or timely analysis of topi-
cal or attitudinal facets with respect to some topic or notion
of interest, and a representation of how these change over
some relevant time range.
These challenges are especially pertinent if what we are
modelling are an aggregation of attitudes, opinions, and
moods which tend to be less explicitly expressed in text — a
system to handle implicitly formulated opinions must cover
a very wide range of human expressions, many of which in
themselves may seem to only have very weak signal.

2. Ethersource — our system solution
We have built a system to provide monitoring services
for corporate needs for reputation management and related
tasks. Ethersource is designed and implemented to consti-
tute the Semantic Base Representation layer in the Big Data
Stack, as illustrated in Figure 1.

1And, to extend the range of possible modalities, we may also
include spoken language from telecom traffic, youtube videos, etc.

At its core, Ethersource computes and tracks relations be-
tween terms in symbols in streaming language data. These
data are represented in a hyperdimensional vector space.
Vector space models, the basis of many or even most infor-
mation access systems today, use well established and well
understood linear algebraic methods to access and manage
the knowledge in them. Linguistic items such as terms
or words are interpreted as points in a many-dimensional
space, and similarity between terms as distances between
those points. This is intuitively appealing and easy to talk
about.
But vector space models are only as good as what is in
them. In our case, the model is built on distributional data
to build relations between terms based on their occurrence
patterns. Distributional data are the basis for our seman-
tic model - which is a solid theoretical standing point for a
theory of meaning and a theory of meaning of meaning (0).
Once you have a distributionally motivated model, you will
be able to extract similarities between observed items in it
and use those similarities to model conceptual abstraction
in language. Distributional data can be aggregated in many
different ways depending on what you want to find from
those data. This is best done from an awareness of the ba-
sics of how language works.
Handling many-dimensional spaces poses computational
challenges. Collecting data about millions of terms ob-
served in use and the relations between them in a linear
algeabric matrix may seem straightforward, but one rapidly
finds that the matrix is huge and sparse. There are many
many terms and many many documents (or other contexts
they occur in). Even more unsettlingly we always will en-
counter new words: the matrix never stops growing!
There are several computational approaches to process
huge matrices and to mine generalities from them such as
matrix factorization techniques. Unfortunately such meth-
ods come at considerable computational cost.
The Gavagai word space model is based on a different ap-
proach in which distributional data are aggregated from ob-
served language use incrementally, bypassing both the need
for the huge matrix and the need for subsequent dimension-
ality reduction. Our approach is based on the practical evo-
lution of recent techniques related to Random Indexing (0),
which has several important advantages compared to other
approaches: it does not require that we collect the data in



Figure 1: Ethersource is designed and implemented to constitute the Semantic Base Representation layer in the Big Data Stack.

a huge matrix and it does not require recompilation when
new documents and words are encountered: the dimension-
ality is fixed and never increases.

The key characteristics of Ethersource include complete-
ness, scalability, timeliness, robustness, ability to learn,
and multilinguality.

2.1. Completeness, scalability, and timeliness

All sampling-based methods run the risk of missing out on
crucial clues to the attitudes expressed toward a given en-
tity. Ethersource is complete in the sense that it models the
entire signal, that is, it is does not rely on sampling from
incoming data streams.
Completeness only makes sense if the approach taken is
also scalable to handle realistically sized data streams.



Based on neurophysiologically plausible models of infor-
mation processing, Ethersource uses a fixed-size memory
model whose size remains constant with growth of data.
For Ethersource, the memory model and the processing
model are identical.
Figure 2 serves to illustrate the orders of magnitude in
difference between two commonly used memory models,
(word-by-word, and word-by-document matrices), and the
Ethersource model. All three models are designed to relate
words to words based on their distribution. In this particu-
lar example, more than 11 000 000 Tweets concerning the
state of the world, especially the Middle East and Northern
Africa, were collected during the period of February 8 to
12, 2011. When building the three memory representations
from the data, it turns out that the word-by-word memory
model requires 190 times the number of matrix cells used
by Ethersource. At the same number of Tweets, a word-
by-document matrix would be 5 500 times larger than the
representation used by Ethersource. The memory model
employed by Ethersource grows sublinearly with the size
of the input text stream.
To fully draw on the temporal qualities of the attitudes ex-
pressed toward a given target are maintained, the system
has to ensure low latency in all its parts, that is, it should
deliver actionable intelligence in a timely manner. Ether-
source is, by virtue of its theoretical underpinnings, de-
signed to allow for high throughput. As an example of
timeliness, Figure 3 relates the official times at which the
two artists Danny Saucedo and Loreen entered stage during
the Swedish final of the Eurovision Song Contest 2012 (red
annotations in the Figure), to the activity in Swedish social
media, as measured with Ethersource. Note the short time
from, e.g., Loreen entering the stage for the first time, and
the corresponding outburst in (primarily) Tweets relating to
that event. The time from the publication of a given Tweet
on Twitter, until it is analyzed by Ethersource is typically
less than a minute.

2.2. Robustness and learning
Robustness is a way of saying that a system does not choke
if it encounters unexpected input. Ethersource is built on
the presumption that ”language is in order as it is”, and is
designed to cope - and thrive - with variability, noise and
inconsistencies. Language is in a constant state of flux, and
so is Ethersource.
Not only need a system be robust in the sense mentioned
above, it should also be able to learn from the ever changing
input. Ethersource is inherently and constantly learning,
and is thus well equipped to pick up on language variations,
misspellings, neologisms, etc, and turn such variations to a
competitive advantage. In an unsupervised fashion, Ether-
source continuously updates its knowledge representation
as new data is encountered. The knowledge representation,
in turn, is instantaneously accessible for queries about its
current state, without having to resort to a update-retrain-
redeploy cycle. With respect to learning, Ethersource does
not rely on external language resources, or on human inter-
vention.
As an example of coping with, and learning from linguis-
tic variation, consider the following scenario. You are as-

signed with the task of monitoring the on-line mentions of
the American football player Tim Tebow in English on-line
social media. Now, the first question is what terms are suit-
able for looking for Tebow. When supplying Ethersource
with the most obvious one, i.e., Tebow, it returns a number
of not-so-obvious terms it has learned from the data that
also refers to Tim Tebow and thus should be included in the
target specification: Twbow, Tibow, Tebox, Teboq, Tewbow,
Teobow, Teabow, Teblow, Tebowm
Furthermore, as a part of assessing the current state of his
on-line presence, it may be useful to know the concepts as-
sociated with Tebow at any given point in time. Ethersource
learns, and thus allows for the identification of concepts as-
sociated with the target tracked. In the case of Tim Tebow,
the most prominent concepts associated with him, on the
particular day we are looking at, include: Broncos, Tim,
Denver, quarterback, Tebowing, Tebowed2

2.3. Multilinguality
In a realistic situation, all the above characteristics are re-
quired for multiple languages. Ethersource is inherently
language agnostic in that it is designed to model what is
common to all languages, rather than what makes the dif-
ferent from each other. The statistical regularities Ether-
source exploits are consistent with current linguistic the-
ory, and are sensitive to the generalities of natural lan-
guage. Ethersource currently performs targeted process-
ing on a range of typologically diverse languages, includ-
ing English, Swedish, Chinese, Arabic, Russian, and Hindi.
New languages can be added with minimal effort and with-
out changing the system.

3. Conclusion
Ethersource is an implementation of a general purpose se-
mantic model fulfilling the above technical requirements.
We use Ethersource for monitoring attitudes in on-line me-
dia where — due to the nature of the task — the require-
ments of completeness, scalability, and timeliness on the
one hand and the requirements of robustness and learning
meet and come to the fore. We believe that these require-
ments are central to many tasks where situation awareness
is crucial and we believe that we will find that the necessity
for a general purpose semantic model to work with human
language will be found to be necessary for numerous tasks
to come.
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2Initially, the final two terms in the list puzzled us a bit. This
is what we learned. Tebowing refers to the act of getting down on
one knee and starting to pray, even if everyone around you is doing
something completely different. Tebowed, on the other hand, has
little to do with spirits as it denotes being run over while playing
American football.



Figure 2: A theoretical comparison, in size, between three different ways of representing the same contents: a vanilla word-by-document
matrix (blue), word-by-word matrix (green), and Ethersource (red).

Figure 3: Illustrating the low latency of Ethersource. The popularity of the artists Loreen and Danny Saucedo, measured minute-by-
minute during the day of the final of the Swedish part of the Eurovision Song Contest. The annotations in red denotes the appearance on
stage by the two artists: Note the short delay between artist appearance and increase in data.


