
A new method for robust route optimization in ensemble

weather forecasts

Lukas Skoglund Jakob Kuttenkeuler Anders Rosén

September 28, 2012

Abstract

This paper presents a new dynamic programming method for multi-objective route optimization of
ships. The method, which is an extension of the known Dijkstra's algorithm, uses the concept of Pareto
e�ciency to handle multi-objective optimization and can be used with both deterministic and ensemble
weather forecasts. The advantage of the presented method in combination with deterministic weather
forecasts is demonstrated in comparison to Dijkstra's algorithm. The comparison between the methods
(non surprisingly) shows that both �nd the same minimum time route, but only the method suggested
in this paper was able to �nd the true minimum fuel route, with about 15% saving. Evaluation of
the presented method in combination with ensemble weather forecasts show that there is an advantage
when the objective of the optimization is to minimize fuel consumption.

En ny metod för ruttoptimering med ensemble-väderprognoser
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Sammanfattning

Denna artikel presenterar en ny metod för optimering av fartygsrutter där �era olika målfunktio-
ner betraktas. Metoden bygger på en dynamisk programerings algoritm som påminner om Dijkstras
grafsöknings algoritm, men som använder sig av Pareto-optimalitet för att hantera optimeringen av
�era målfunktioner. Metoden kan användas med både deterministiska och ensemble-väderprognoser.
Fördelarna med att använda metoden tillsamans med deterministiska väderprognoser demonstreras i
en jämförelse med en metod som baseras på Dijkstras algoritm. Jämförelsen visar, som väntat, att
båda metoderna hittar samma rutt för minimal restid, men bara den metod som presenteras här hittar
den rutt som minimerar bränsleförbrukningen, med en besparing på ungefär 15%. Utvärderingen av
metoden tillsammans med ensemble-väderprognoser visar att det �nns en stor fördel jämfört med att
använda deterministiska väderprognoser om målet för optimeringen är minimerad bränsleförbrukning.
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1 Introduction

1.1 Route optimization

Route optimization (or weather routing) in the con-
text of this paper is the practice of �nding the best
possible route to sail a ship between two locations
given a weather forecast. The purpose of route op-
timization is typically to ensure safe passage, but it
also serves to decrease operational costs and help
vessels to stay on schedule. Thus, which route is
the best is often subjective and depends on how
one weighs the di�erent objectives, which can in-
clude, but is not limited to: the safety of crew,
ship and cargo, the time of passage, the operational
costs and the comfort of the crew and passengers.
Many of these objectives are often competing, i.e.
the improvement of one objective usually comes
at the expense of another. Conventional gradient-
based optimization methods do typically not work
for weather routing due to the non-convex nature
of the problem and lack of continuous derivatives.
Thus, at best a gradient based approach would
likely converge to a local minimum with far worse
performance than the global minimum.

1.2 Bene�ts of route optimization

Numerical route optimization is proven to be suc-
cessful. In ocean yacht racing, one would not con-
sider not using it to minimize sailing time and e.g.
in [1] it was shown that using route optimization
the encountered wave height was signi�cantly re-
duced.

In [2] routes purposed by a route optimization
method were compare to great circle routes for
the same voyage in simulations over a large set of
weather data and it was shown that the routes pur-
posed by the route optimization method performed
better with regards to operational costs.

In a paper by Henrik Rinder of Seaware AB [3]
a statistical analysis of the bene�ts of route opti-
mization was presented and it was concluded that
the reduction in fuel consumption, averaged over
16 di�erent journeys spread out over the year, was
5.2%. The analysis also showed that the biggest re-
ductions were to be found during periods of rough
weather where the reductions in fuel consumption
could be as high as 18%.

1.3 Previous Research

Most existing route optimization methods use stan-
dard deterministic forecasts. The development of
routing methods that use ensemble forecasts (de-
scribed in section 2.1) has though been ongoing for
over a decade and several approaches have been
proposed. This section does not attempt to be a
complete bibliography of the research in to ensem-
ble weather routing, but introduces some important
references.

In [2] Saetra provided important information
about the relationship between ensemble spread
and routing performance, con�rming that the ap-
plication of ensemble forecasts to weather rout-
ing has merit. Ho�schildt [4] evaluated several
approaches to route optimization using ensemble
weather forecasts, however none of those performed
better than methods based on the deterministic
forecast.

Allsopp, Phillpot and Mason [5, 6] presented
a method based on a dynamic programming ap-
proach to solve a minimum time routing problem
under consideration of uncertainties. The method
is similar to the Bellman method [4] but expands
the state space to include the weather scenario.
The weather scenarios are part of a branching tree
of scenarios with speci�ed probabilities associated
with each branch. The method is implemented for
a yacht racing problem where the only objective is
time, but the method could be expanded to more
complicated problems. Treby [7] used a slightly dif-
ferent dynamic program to solve the same problem.
The big di�erence is in the way the recursion in the
dynamic program works.

Harries et al. [8] introduced a novel approach
to route optimization that uses a genetic algorithm
to generate Pareto optimal solutions to a multi-
objective routing problem. The concept of Pareto
optimality is explained in depth in part 2.1, but
essentially a set of Pareto optimal solutions are so-
lutions that are all optimal for di�erent objective
functions. In addition to varying the route, the ve-
locity pro�le along the route was also varied, mak-
ing the problem more complex but also more real-
istic. Hinnenthal [9], together with Saetra [10] and
Clauss [11], later expanded this method to make
use of ensemble forecasts.
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1.4 The contribution of this paper

This paper presents a method for numerical
weather routing in ensemble forecasts which is
based on a dynamic programming approach. The
method is similar to Dijkstra's algorithm [12] and
�nds a set of Pareto optimal solutions to the rout-
ing problem, like the method presented by Harries
et al. [8]. The algorithm used by the method is
not novel in itself, but its tailoring and applica-
tion to the weather routing application is. The ba-
sics of the algorithm is described in [13] and [14].
The algorithm can solve multi-objective, time de-
pendent routing problems, something Dijksta's al-
gorithm can not (see section 3.3), and is therefor
of interest for route optimization. The Algorithm
is also well suited for use with ensemble forecasts
and can incorporate the concept of robustness in-
troduced by Hinnenthal and Saetra in [10], but,
so far, only in a limited way since no modeling of
safety is used for the testing presented in this pa-
per. Application of the method is demonstrated
for a certain routing case and the potential of the
method is discussed.

2 Basics of route optimization

This section introduces some of the basic con-
cepts of weather forecasting and route optimization
aswell as the concept of robustness, which is key to
the way the method presented here handles route
optimization with ensemble weather forecasts.

2.1 Weather Forecasting

The standard weather forecast, here referred to
as a deterministic forecast, is typically computed
by �rst analyzing the current state of the weather
by collecting observational data from weather sta-
tions and satellites and then calculating the state
of the atmosphere, the analysis. The analysis then
serves as the initial condition from which a nu-
merical model of the atmosphere is integrated in
time. The progression in time of the determinis-
tic forecast is thus naturally strongly dependent on
the initial condition (the analysis). Since in-data
to the analysis contains inaccuracies, imperfections
and maybe errors it is interesting to study the im-
pact of such perturbations in initial condition on

the progression of the forecast. Thus, as an alterna-
tive, or a compliment, to the deterministic forecast
one can produce what is called an ensemble fore-
cast which is a large set of deterministic forecasts
that are generated from slightly perturbed initial
conditions, resulting in several forecasts that thus
evolve di�erently over time.
All of the forecasts in the ensemble are typically

considered equally likely to be accurate. The indi-
vidual forecasts of the ensemble forecast are called
ensemble members. The spread of the ensemble
members is called the ensemble spread and can be
used to asses the accuracy of the deterministic fore-
cast. A large spread at a given lead time indicates
high uncertainty and vice versa. The ensemble fore-
cast is a relatively new approach to forecasting, �rst
being put to use in the 1990ies, and therefore the
potential applications and bene�ts to weather rout-
ing has not yet been fully explored.

2.2 Performance model

Regardless of which method one uses for route op-
timization a model for the ship performancel is
needed. Typically , a performance model calcu-
lates the velocity and fuel consumption rate from
information about the ship, the engine setting, and
a weather forecast. Alternatively one can choose a
velocity and the performance model will calculate
the engine setting and the fuel consumption rate.

2.3 Resolution

Another aspect of route optimization that appears
regardless of the method used is resolution. Typ-
ically, the continuous problem of �nding the best
route and velocity is simpli�ed in to a discrete prob-
lem and as with most discretized problems there is
a trade of between high resolution, high accuracy,
and computation time that has to be considered.
For route optimization one is also limited by the
resolution of the weather forecast. Forecast reso-
lution usually guides the decision as to what res-
olution should be used for the routing, although
interpolation in time and space is common.

2.4 Robustness

The concept of robustness, as introduced by Hin-
nenthal and Saetra in [10], is used in this study
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to evaluate the feasibility of a route. If a route
is evaluated for performance and safety in several
ensemble members and is found to be feasible, i.e.
possible to sail without violating any constraints,
in some members and infeasible in others we cal-
culate the robustness of the route as the number
of members in which the route is feasible divided
by the total number of members. Hence a robust-
ness close to one indicates a very safe route and a
robustness close to zero indicates an unsafe route.

3 Purposed method

For brevity the method presented in this paper will
be referred to as POWER (Pareto Optimal WEther
Routing) and a reference method based on Dijk-
stra's algorithm will be referred to as DWR (Dijk-
stra's Weather Routing).

3.1 Pareto optimality

The concept of Pareto optimality originates from
the �eld of economics and game theory. It is named
after Vilfredo Pareto and will here be explained
shortly.

Let f̄(x̄) = (f1(x̄), f2(x̄), . . . fn(x̄)) be the func-
tion to optimize, for example by minimization of
all of the functions min

x̄
fi(x̄),∀i. However it is not

clear what constitutes an optimal solution since,
presumably, not all functions fi(x̄) will have a
global minimum for the same value of x̄. One com-
monly used approach is to create a weighted sum
of the di�erent functions fi. This gives us one op-
timal solution, but the problem of specifying the
weights on which the solution strongly depends re-
mains. An alternative approach is to generate a set
of optimal solutions, the Pareto optimal solutions.

To de�ne Pareto optimality the concept called
dominance is introduced. Let x̄′ and x̄′′ be two dif-
ferent candidate solutions to the optimization prob-
lem. Then:

If fi(x̄
′) ≤ fi(x̄

′′) ∀i
and fi(x̄

′) < fi(x̄
′′) for at least one i

then x̄′ dominates x̄′′

Now, a solution is called Pareto optimal if no other
feasible solution dominates it. Of course the sign

of the inequality in the de�nition of dominance de-
pends on whether maximization or minimization of
the objective fi(x̄) is done. The set of all Pareto op-
timal solutions is called the Pareto frontier. All so-
lutions on the Pareto frontier are optimal for some
set of weights in the weighted sum approach. The
plot in �gure 2 titled 'Labels of A', shows an exam-
ple of a two-dimensional Pareto frontier where the
objectives are time of travel and fuel consumption.

3.2 The Basic Algorithm

Here the algorithm used by POWER will be ex-
plained shortly and some notes related to its appli-
cation to weather routing will be discussed. Since
the algorithm is a graph search algorithm some ex-
planations of concepts related to graph are neces-
sary. The following de�nitions are fairly general
but are here explaind in relation to routing. Some
of the de�nitions below are illustrated in �gure 1.

• De�nition: A vertex is, in the context of rout-
ing, a location (longitude and latitude). They
are usualy spread out around the great circle
route to cover an area of ocean that is consid-
ered to be of interest, not to far from the great
circle route.

• De�nition: An edge is a path between two ver-
tices that does not pass through any other ver-
tices. An edge is directed if it is only possible
to travel along it in one direction.

• De�nition: A graph is a collection of vertices
and edges.

• De�nition: Two vertices are said to be neigh-
bours if there is an edge connecting them. For
directed edges one vertex may have another as
its neighbour when the reverse is not true. For
example: if there is a directed edge from vertex
A to vertex B and no edge from B to A, then B
is a neighbour of A, but A is not a neighbour
of B. This is the case in �gure 1.

• De�nition: The edgecost is the cost of travel-
ing along an edge, e.g. time of travel or fuel
consumption.

• De�nition: If a graph with directed edges is
acyclic then: If there is a way of traveling from
vertex A to vertex B there can not exist a way
of traveling from vertex B to vertex A.
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Figure 1: The �gure shows a schematic graph with
directed edges. Travel is only alowed in the direc-
tion of the arrows. The vertices are illustrated by
cicles and are label 'A' through 'E'. The edges are
referred to by which vertices they connect, e.g. AB
and AE. There is a cycle present in the graph made
up of the edges BE and EB. For the algorithm pre-
sented in this paper that is not allowed and either
the edge BE or the edge EB would have to be re-
moved.

The basic algorithm �nds the Pareto optimal set of
paths between two vertices in a graph granted that
the following conditions are ful�lled.

• Condition: The two vertices are connected, i.e.
there is a way of traveling between the two.

• Condition: All edgecosts are positive. For the
purpose of weather routing, objectives such as
time of travel and fuel consumption are always
positive.

• Condition: If any of the edgecosts are time de-
pendent, minimization of the total time must
be one objective. For the purpose of weather
routing, objectives such as time of travel and
fuel consumption are always time dependent.

• Condition: The edges of the graph are directed
and the graph is acyclic. If there is a way of
traveling from vertex A to vertex B there can
not exist a way of traveling from vertex B to
vertex A.

The algorithm resembles the classic Dijkstra's
shortest path algorithm, and other label setting al-
gorithms by assigning and correcting labels for each
of the vertices. The di�erence is in that the pre-
sented algorithm saves all the Pareto optimal labels
for each vertex instead of just one label. This col-
lection of labels is called a Pareto optimal set of

labels. A label is the set of values of the di�erent
objectives upon reaching the vertex, e.g. time of
arrival and fuel consumption. The label also con-
tains information on which vertex preceded the cur-
rent vertex so that one can reconstruct the entire
route from the labels of the goal vertex when the
algorithm has �nished. Assuming an appropriate
graph covering the ocean between our point of de-
parture and our destination, the algorithm can be
described as follows:

1. Initiation:

1.1. Set the Pareto optimal set of labels to
empty for each vertex.

1.2. Designate the vertex corresponding to the
point of departure to 'Current'.

1.3. A label corresponding to the starting con-
ditions is added to the Pareto optimal set
of labels of 'Current'.

2. Evaluate edges from 'Current' to neighbours.

2.1. For each neighbour of 'Current' and each
label in the Pareto optimal set of labels
of 'Current' create a 'candidate label' by
evaluating the journey between the 'Cur-
rent' vertex and the neighbour starting
from the time speci�ed in the label with
a ship performance model. Add this can-
didate label to the Pareto optimal set of
labels of the neighbour if the candidate is
not dominated in that set. If the candi-
date is added to the set remove all labels
in the set which are dominated by it, thus
maintaining a Pareto optimal set.

3. Select next vertex for evaluation.

3.1. Select any of the vertices in the graph
which has had all edges leading to it eval-
uated already.

3.2. Set this vertex to 'Current'

3.3. If 'Current' is the vertex corresponding to
the destination (the goal vertex) go to 4,
else go to 2.

4. Generate the Pareto optimal solutions to the
routing problem from the Pareto optimal la-
bels of 'Current'.
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Steps 2 and 3 above form the recursive part of the
algorithm and are illustrated in 2 where the eval-
uation of two edges leading to the same vertex are
evaluated and a Pareto optimal set of labels for that
vertex is established.

To expand the search space and relate the prob-
lem more closely to reality waiting at vertices for
some discrete preset times could be included, but
this would rarely be of any bene�t in practice.
However a similar and much more useful expansion
is to include variation in velocity. This is a sim-
ple extension of the algorithm and involves adding
another loop to evaluate the travel from each label
using the di�erent speeds. To expand the method
to use ensemble forecasts one only has to evaluate
each travel between vertices in each ensemble fore-
cast member and then average the values of the ob-
jectives from the evaluation in each forecast mem-
ber. Both of these extensions are included in the
full description of the algorithm in Algorithm 1.

3.3 Theoretical considerations

Dijkstra's algorithm, and by extension our refer-
ence method DWR, can fail to �nd the optimal
path in graphs with time dependent edge costs and
for weather routing edge costs are always time de-
pendent. However it does not fail for minimum
time routing as the travel times over the edges of
the graph satisfy the non passing property, also
known as �rst-in �rst-out, i.e. if two identical ships
sail the same route with the same velocity pro�le
(or engine load pro�le), the one that leaves �rst will
always arrive at the destination �rst. This can be
seen in �gure 4 where DWR has found the min-
imum time route but has failed to �nd the min-
imum fuel route, found by POWER. This is be-
cause fuel consumption does not satisfy the non
passing property, i.e. for two identical ships sail-
ing the same route the one leaving �rst does not
necessarily use less fuel. This is important since
the complexity and computational requirements of
DWR are signi�cantly lower than for POWER, so
for minimum time routing a method based on Di-
jkstra's algorithm, like DWR, is better. But for
commercial �eet operations minimizing the time
of passage without considering fuel consumption is
usually pointless and a method like POWER will
be preferable.

4 Initial evaluation

POWER was implemented in matlab in combina-
tion with a simplistic but adequate ship perfor-
mance model to evaluate the time of travel and
fuel consumption of the routes. One limiting factor
in the calculations was the undesirable property of
the ship performance model only allowing for set-
ting of engine load values and not ship speed as one
would like. This prevented direct explicit control
of the ship speed and caused some problems when
POWER is used together with ensemble weather
forecasts as the arrival times at a vertex has to be
averaged over the evaluations from all the ensemble
forecast members which introduces an uncertainty
about where the ship is in the state space (posi-
tion and time). This uncertainty increases with
the length of the voyage. Therefore a comparison
of the performance of POWER using deterministic
forecasts and POWER using ensemble forecasts is
made di�cult, however a comparison is still pre-
sented here.
Due to the di�culty of direct control of ship

speed a shorter journey through rough weather was
chosen as the test case since it o�ers the best com-
parison between deterministic and ensemble rout-
ing. The test case is of a bulk carrier sailing in the
north Atlantic during a period of severe weather
with signi�cant wave heights above 10 meters at
the center of the a storm system passing through
the area. The point of departure is located of the
coast of Norway and the point of arrival is located
north-west of Ireland. In �gure 3 the great circle
route between the point of departure and the point
of arrival is depicted.
Evaluation 1: The performance of POWER, us-

ing a deterministic weather forecasts, was com-
pared to DWR. Both methods were used to op-
timize the voyage described in the test case. DWR
was tasked with �nding the minimum time route
and the minimum fuel route to be compared with
the solutions of POWER, a two dimensional Pareto
frontier (time and fuel consumption).
Evaluation 2: To compare the results from de-

terministic routing and ensemble routing using
POWER the solutions from the deterministic rout-
ing were reevaluated in the ensemble weather fore-
casts and were then plotted alongside the solutions
from the ensemble routing. This was done due to
unavailability of analyzed weather to compare the
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(a) Initial state (b) Evaluation of edge AC

(c) Evaluation of edge BC (d) Final state

Figure 2: An example illustration the algorithm described in 3.2. a) The edges leading to vertices A
and B have already been evaluated and a Pareto optimal set of labels (labels marked by (o)) exist for
both. b) The algorithm selects A as the next vertex to be evaluated and proceeds to evaluate the travel
between A and C (indicated by the red edge) starting from each of the conditions in the labels of A. This
generates a set of candidate labels (candidate labels marked by (x)) of C. All candidates are kept since
none is dominated by any other (can be seen marked with an (o) in c) and the initial set of labels of C
was empty. c) The algorithm proceeds to evaluate the edge between B and C and a new set of candidate
labels of C are found. This time one of the candidates are dominated by one of the existing labels of
C (dominated labels marked as red) and is therefor not added to the Pareto optimal set of labels of C.
Also one of the existing labels of C is dominated by one of the candidate labels and is therefor removed
from the Pareto optimal set of labels. d) Now remains only the �nal Pareto optimal set of labels of C,
since all edges leading to C have been evaluated and hence no changes will be made. All edges leading
away from C (not shown here) may now be evaluated, i.e. C may be set as 'Current' by the algorithm.
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Figure 3: 936 nautical miles long great circle route
for the test case.

solutions in. Since some solutions are not feasible
in some of the ensemble members, i.e. it is not pos-
sible to sail the route under the weather forecasted
by the ensemble member either because the risk
of slamming was to high or because an arrival be-
fore a preset end time was not possible, the results
were compared at di�erent levels of robustness (see
2.4). Since the ensemble routing already evaluates
the solutions in all ensemble members the robust-
ness of a route is used as an objective to create a
three dimensional Pareto frontier (time, fuel con-
sumption and robustness). The deterministic solu-
tions reevaluated in the ensemble weather forecast
do not necessarily constitute a three dimensional
Pareto frontier, but it is a close approximation and
is suitable for comparison with the results from the
ensemble routing.

5 Results

The results from evaluation 1 are shown in �gure 4.
It is seen that both POWER and DWR has found
the same minimum time solution but only POWER
has found the true minimum fuel solution. The
minimum fuel route suggested by POWER con-
sumes more than 15% less fuel than the minimum
fuel route suggested by DWR.

The results for evaluation 2 can be seen in �g-
ures 5, 6, 7 and 8. As stated before a comparison

Figure 4: Comparison of deterministic POWER
(stars) and DWR (circles).

between the deterministic and ensemble routing re-
sults are made di�cult due to the behavior of the
ship performance model. The Pareto frontier of
the ensemble method is as good or better than the
deterministic method. The largest di�erence is in
the high robustness region, where the solutions are
required to be feasible in all or almost all of the en-
semble forecast members (�gures 5 and 6), where
the ensemble routing method �nds a wider range
of solutions with better fuel consumption. For the
low feasibility region (�gure 8) it is seen that the en-
semble routing has converged in a set of solutions
that are very competitive, they are however only
feasible in a few of the ensemble forecast members.

6 Discussion

6.1 Summary and conclusions

A new method for route optimization is presented.
The method is shown applicable with both de-
terministic and ensemble weather forecasts. The
method is based on a dynamic programming al-
gorithm and computes Pareto optimal solutions to
a multi-objective routing problem. The purposed
method has been tested in comparison to a simple
route optimization method base on Dijkstra's algo-
rithm. Both methods used a deterministic weather
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Figure 5: Comparison of deterministic (Red) and
ensemble (Blue) POWER routing solutions where
solutions are feasible in all ensemble forecast mem-
bers.

forecast and attempted to optimize the route be-
tween two locations in the north Atlantic during
a period of severe weather. The reference method
base on Dijkstra's algorithm was tasked with �nd-
ing the minimum time route and the minimum fuel
route and the method presented in this paper calcu-
lated solutions along the two dimensional, time and
fuel consumption, Pareto frontier. The compari-
son between the methods (non surprisingly) shows
that both were able to �nd the same minimum time
route, but only the method suggested in this paper
was able to �nd the true minimum fuel route, us-
ing about 15% less fuel. The purposed method was
also tested against itself, one version using a deter-
ministic forecast and the other using an ensemble
forecast. This comparison showed that the version
using the ensemble forecast was able to �nd solu-
tions that require less fuel compared to solutions
from the version using the deterministic forecast at
the same level of robustness. Both of the test above
shows that the purposed method is promising and
that further study of the method is warranted.

6.2 Future work

The next step in evaluating the performance of the
method presented here is to test it in a large set
of weather forecasts and then reevaluate the sug-

Figure 6: Comparison of deterministic (Red) and
ensemble (Blue) POWER routing solutions where
solutions are feasible in atleast 40 ensemble forecast
members.

gested solutions in analyzed weather. Further, to
properly evaluate the potential advantages of us-
ing ensemble forecasts for route optimization using
this method, the evaluation should be designed so
that the optimization is updated whenever there is
a new forecast available. This would properly sim-
ulate the way route optimization is used in prac-
tice and would allow for a quantitative analysis of
the bene�ts of route optimization using the pur-
posed method, using both deterministic and ensem-
ble forecasts. Before performing any full scale eval-
uation of the method some improvements should
be made.

• Updating the ship performance model or in-
corporation an e�cient autopilot to allow for
explicit control of the vessels velocity.

• Incorporating additional safety modeling in to
the ship performance model and including new
objectives such as the comfort of the crew and
passengers.

• Reducing the computation time required by
the method by optimizing the code and, pos-
sibly, including parallelization strategies.

• Investigating the e�ect of the spatial and tem-
poral resolution of the method on the accuracy
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Figure 7: Comparison of deterministic (Red) and
ensemble (Blue) POWER routing solutions where
solutions are feasible in atleast 20 ensemble forecast
members.

of the solutions. This will be important since
it greatly e�ects the computation time of the
method and an unnecessarily high resolution
will make the method to slow for practical ap-
plication.

• The structure of the graph used by the method
also greatly e�ects the computation time and
an investigation of possible improvements to
the generation of the graph is of great interest.

Figure 8: Comparison of deterministic (Red) and
ensemble (Blue) POWER routing solutions where
solutions are feasible in atleast 1 ensemble forecast
member.
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Algorithm 1 Dynamic programming algorithm

• De�nitions

� getLabels(vertex) returns the current Pareto optimal set of labels of the vertex.

� getNeighbours(vertex) returns the neighbours of the vertex.

� getT ime(label) returns the value of the time objective from the label.

� edgeCost(vertex, vertex, time) returns the values of the di�erent objective functions evaluated
for traveling between the two neighbouring vertices starting at the speci�ed time.

� paretoAdd(label, setOfLabels) updates the Pareto optimal set of labels setOfLabels with the
new label in the appropriate way to maintain a Pareto optimal set.

� Next() returns the next vertex to be evaluated. For a vertex to be a candidate for the next
vertices to be evaluated all of the vertices which have edges leading to the vertex must have
been evaluated previously.

� V elocities is a set of allowed velocities

� Forecasts is the ensemble of forecasts.

� edgeCost(forecast) is now an array of edge cost values for each ensemble member.

� average(edgeCosts) computes the average values of the di�erent objectives in edgeCost.

• Initialization

� All sets of labels are empty except that of the starting vertex which has one label corresponding
to the starting conditions.

� Current is set to the starting vertex.

• Algorithm

while Current 6= goal do
labelsOfCurrent← getLabels(Current)
neighboursOfCurrent← getNeighbours(Current)
for each neighbour in neighboursOfCurrent do

labelsOfNeighbour ← getLabels(neighbour)
for each label in labelsOfCurrent do

for each velocity in V elocities do

for each forecast in Forecasts do

startT ime← getT ime(label)
edgeCost(forecast)← edgeCost(Current, neigbour, startT ime, velocity, forecast)

end for

newLabel← label + average(edgeCost)
paretoAdd(newLabel, labelsOfCurrent)

end for

end for

end for

Current← Next()
end while
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