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Abstract 
 

Event correlation plays a key role in network management. It is the ability in network 

management systems to co-relate events by reading into event attributes and extracting 

meaningful information that has value to network operators. It is a conceptual interpretation of 

multiple events such that a new meaning is assigned to these events. This interpretation is used 

to pinpoint the events that are behind a root cause incident. The root cause could be a faulty 

node or an underperforming link. Understanding correlation patterns can potentially help 

identify and localize the root cause of a problem in a network so that network operators take 

necessary actions to issue restoration operations.  

An important technique used by event correlators is temporal correlation of events, 

whereby events closely related in time with each other are correlated. This technique uses a  

correlation time window as an interval in time to capture and correlate events. Traditionally, 

event correlators have used a fixed-sized correlation time window to perform event correlation 

in which the size of the correlation time window is fixed. However, this does not scale properly 

in modern networks where dynamic relationships are commonplace. To address this issue, this 

thesis presents and discusses the idea of an adaptive correlation time window, whereby the 

window size is dynamically calculated based on observable network conditions and processing 

times. The aim of the investigation is to explore the performance of an adaptive window in 

several network scenarios and, more importantly, to compare both types of windows in terms 

of their performance. To do this, several experiments were designed and performed on a 

virtualized network test bed. The results of such experiments demonstrate that the adaptive 

correlation time window adequately adapts to varying network conditions. The investigation 

also shows the conditions that need to be fulfilled in order to observe a better performance of 

either type of window. 
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Chapter 1 

Introduction 

1 Introduction 

1.1 Background 

In network management, a technique that plays a key role in management systems is called 

event correlation. It is used to determine the events that posses high likelihood of being related 

to each other among the mass of event information that usually floods network management 

systems [26]. To accomplish this, several approaches have been devised that vary in how to 

perform the process of event correlation itself. Most of them however, share a common logic in 

that they base their approach on the properties of the events themselves like, for example, the 

event type, the location in the network where the event originated, etc.  

An event is a piece of information that contains details about the situation that triggered its 

existence. They usually come in the form of alarms or notifications which are issued by the 

managed entities. This kind of management is called event-based management, whereby a 

distributed event-based system translates management information into events which are 

handled by a (typically) centralized management system. In fault identification, event 

correlation is of vital importance given that it represents a crucial step towards identifying the 

root-cause of faults. 
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The task of identifying the root-cause of a fault is carried out by root-cause analysis 

algorithms. These algorithms do not deal directly with raw events; instead, they are usually fed 

from the processed information yielded as an output of the event correlation process. Thus, 

evidently, the performance of these algorithms has direct correlation with the performance of 

the event correlation process.  

The event correlation process is recurrent and uses the information captured within a 

timeframe called the correlation time window, to co-relate events [27]. Therefore, it is crucial to 

study the temporal aspects of this window – if the window size is too small then probably the 

algorithm oversees important events that needed to be captured in order to make correct 

decisions towards determining the root cause. On the other hand, if it is too large, then several 

problems can occur in the network within the time window hindering the process itself. 

Moreover, the latter is generally a poor design choice given that it usually consumes large 

amounts of memory and corrective actions take longer to be brought into action leading to 

unwanted delays in network restoration. 

1.1.1 The event correlation time window 

The event correlation time window can be viewed as a timeframe where all events are received 

and processed for event correlation. It is used for temporal correlation of events.  

Event correlation time windows are ordered one after the other in time. Therefore, one 

event correlation time window defines exactly one correlation round. Events from different 

correlation rounds are treated separately by the event correlation process, i.e. event correlation 

is scheduled to perform periodically on a set of events received during a particular time 

window. Observe figure 1. 
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CTW

Event correlation

t

1 2 3 4 5

 

Figure 1 A correlation time window 

The figure shows a timeline in a management station where events are being received from 

the network. The arrows pointing down are ‘incoming events’. During the particular correlation 

time window (CTW) shown in this figure, all the first four events are received from the network 

by the event correlation block which handles them together. 

1.1.2 Temporal correlation of events 

A group of events that arrive at the management station within a single event correlation time 

window (an event correlation round) are treated as having temporal correlation. It might occur 

that not all events captured in the correlation round posses correct temporal correlation given 

that some events might truly belong to another correlation round. Thus there can be correct 

and incorrect temporal correlation of events. 

 

Correct temporal correlation of events  

A set of correctly correlated events in time are captured within a single correlation 

round, and possess the desired time correlation i.e. the captured events have a time of 

occurrence close enough to be within a target time interval. For example, in figure 1, if 

events 1 through 4 occurred (in the network) at moments 0s, 2s, 4s, and 6s, respectively 

and our target temporal correlation is 6s then all these events are temporally correlated. 

Given their temporal closeness, a set of correctly correlated events in time provide a 

snapshot of the network at a given moment in time. 
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Incorrect temporal correlation of events  

A set of incorrectly correlated events in time do not have the desired amount of 

temporal closeness between events. This means that the set of events captured in the 

correlation round are interpreted wrongly as being correlated in time, because the time 

of occurrence of one or more events in the window is not within the desired time 

interval. Following the example from figure 1, suppose event 5 occurred at moment 8s. If 

it would have been captured by the same correlation time window that captured events 

1 through 4 and our target temporal correlation remains 6s, then it is said that event 5 is 

incorrectly correlated in time. 

 

Clearly, it is desirable that the correlation time window only captures events that have correct 

temporal correlation. This is not always the case when using a fixed sized correlation time 

window. Therefore, this investigation presents the idea of an adaptive window that resizes the 

window size to achieve correct temporal correlation of events. To provide proof as to whether 

an adaptive window is better than a fixed window we compare their performance with a metric 

we call ‘performance indicators’. These are used to provide a standardized basis to measure 

correct and incorrect temporal correlation of events. Therefore, they are used to measure the 

performance (in terms of temporal correlation) of a given type of correlation time window. In 

this study they serve the purpose of comparing performances of fixed and adaptive correlation 

time window. The performance indicators we use are: true positives, false positives, false 

negatives, precision, and recall. The first three performance indicators and their relationship 

with the correlation time window is illustrated in figure 2. 



 10 

CTW

t
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false negative

true positives

true positives

target temporal correlation  

Figure 2 True positives, false positives, and false negatives 

 

1 True positive events: All correctly correlated events in time according to the previous 

definition are said to be true positive events, since they represent a single state of the 

network. 

2 False positive events: Incorrectly correlated events that were captured by an incorrect 

correlation window are called false positive events, since to the event correlation 

process they are treated as having time correlation but, in fact, they do not. 

3 False negative events: Events that failed to be captured by the correct correlation 

window are false negatives, since they were not present with the others with whom they 

possess temporal correlation. They are also known as missed events. 

4 Precision: Precision is the fraction of captured events that have correct temporal 

correlation within a correlation round. It is calculated with the following: 

positivesfalsepositivestrue

positivestrue
precision

__

_


  

5 Recall: Recall is the fraction of events that have correct temporal correlation from the 

captured events within a correlation round. It is calculated with the following: 
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negativesfalsepositivestrue

positivestrue
recall

__

_


  

 

 These indicators provide a standardized way to compare the temporal correlation of events 

observed at the management station. A higher number of correctly temporally correlated 

events yielded higher value in these indicators which resulted in a better performance. Thus, 

performance was compared based on temporal correlation of events.  

1.2 Motivation 

Current event correlators use a fixed-sized correlation time window to perform event 

correlation [3] [16] [28]. This means that the size of the time window is calculated based on 

specific parameters from the network when initial configuration occurs or is sometimes left on 

its default value and changes only if reconfigured manually. However, since networks usually 

change in size and topology, this approach has its obvious setbacks: with a fixed-sized 

correlation time window, events could fail to be correlated together even if they belong to the 

same root cause. This can be caused by changes in management traffic paths perhaps because 

network algorithms found better ones, or as a result of varying propagation delays. 

In light of the above, an adaptive window could be solution to these problems. The main 

idea behind an adaptive correlation time window discussed in this report is to dynamically adapt 

the size of the correlation time window based on observable network conditions, and thus have 

an optimal window size at every point in time. By doing this, the event correlation process is 

expected to produce better results that are overall more accurate. This would translate into a 

performance boost in the root-cause analysis that would thus speed the process in which 

corrective actions are issued leading to an increased level of network resiliency. The analysis is 

based on the implementation of one type of adaptive correlation time window and its 

performance on several network scenarios. The purpose is to verify or falsify the assumption 

that an adaptive window has performance benefits over a fixed window. 
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1.3 Research problem description 

1.3.1 Problem statement 

The investigation will answer the general question of determining if an adaptive correlation 

time window produces performance benefits when correlating events in management systems 

compared to fixed-sized correlation time window.  

The investigation thus, addresses the following: 

1. Does the adaptive time window implementation adequately calculate an event 

correlation window size based on the input received by network conditions such as 

propagation times, data collection times and execution times? 

2. Is the number of true positive events (events that have temporal correlation) using an 

adaptive correlation time window greater than the number of true positives when using 

a fixed correlation time window? 

3. Is the number of false positives and false negatives events  less than the ones observed 

when using a fixed correlation time window? 

1.3.2 Scope 

The master thesis project encompasses mainly the following activities:  

1) Studying and synthesizing related work done in the field. 

2) Developing an implementation of the adaptive correlation time window algorithm based 

on a patent application filed by Ericsson. 

3) Designing the set of experiments to be used in order to compare the performances of an 

adaptive and fixed correlation time window.  

4) Executing experiments in a virtualized test bed.  

5) Making performance comparisons analysis based on the collected empirical data. 
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1.4 Method 

1.4.1 Project phases 

To answer the research questions of the thesis work, the project was split into six phases in 

order to gradually reach the desired goal. These phases were: 

Phase 1) Study of related literature 

To fully understand the fundamental concepts behind the theory of event correlation, and the 

role of the correlation time window in such process. This was also necessary to explore the 

related work done in the field. 

Phase 2) Study of the adaptive correlation time window specification 

Given that the adaptive correlation time window algorithm is based on a concept disclosed on a 

patent application filed by Ericsson, it was necessary to study carefully the whole patent 

application to understand the concept and how the window size is dynamically calculated. 

Phase 3) Design and implementation of the adaptive correlation time window 

The knowledge obtained from phase 1 and 2, enabled the design of the general software 

solution to be used when implementing the adaptive correlation time window. These phase 

included coding the algorithm in Java programming language. 

Phase 4) Design of network experiments in a virtualized test bed 

To prove if there are benefits when using an adaptive correlation time window, it was necessary 

to design network experiments that will enable proving or disproving the hypothesis. 

Phase 5) Execution of network experiments 

Following experiments’ design, the next step was to run the experiments in the test bed. The 

objective was to collect enough data to be used as an input for the next phase. 

Phase 6) Analysis of empirical data  

Using the data obtained in the previous phase, this phase was necessary to analyze all the data, 

convert it to useful information, and reach the conclusions of the thesis study. 

1.4.2 Experimental method 

The experimental method we chose was based on empirical investigation through 

experimentation. The test bed was a virtual environment consisting of a number of nodes. Each 
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network experiment consisted of adding a certain delay pattern (from here on referred to as 

delay profiles) on the network interface of each of the nodes involved in the experiment 

scenario. The delay profiles represented the delay added to each packet in the network 

interface over time. These delay profiles were basically a construct done in order to emulate 

time-affecting network-related phenomena such as queuing delays and topology changes. Since 

the virtualized guests all ran an operating system with a Linux kernel, NetEM [29] was used to 

realize these delays in each node’s network interface. Some delay profiles required rapid 

changes to simulate real time packet delay variation, and thus were done using Bash scripts. All 

these experiments were conducted to test the performance of the adaptive correlation time 

window in different scenarios. The aim was to obtain a comprehensive number of 

measurements that will serve as the connection between the empirical observations and the 

sought relationships and comparisons.   

Since the adaptive correlation time window implementation is by definition sensitive to time 

delays, and given that the logging process necessary for calculations consumes time, all 

experiments were split in two phases as shown in figure 3. 

Delay profile
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Delay profile
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Run scenarios in 
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Delay profile

Collected data

scenario i

Collected data
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Fixed window 

correlation

Adaptive window 

correlation

Adaptive window 

variables

Performance 

indicators

Performance 

indicators

Category 1

Compare and 

analyze

Category 2

D
a

ta
 c

o
ll
e

c
ti

o
n

R
e

p
la

y

 

Figure 3 Experimental method 
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In the first phase called data collection, all measurement data is collected while restricting 

the event correlation process from correlating events. After data has been collected, the replay 

phase begins. In this phase, the captured data is fed onto the event correlation process (fixed 

and adaptive) in order to study the performance of both and make the necessary observations. 

Given that event correlation is done on a separate phase from data collection, it is possible to 

test fixed and adaptive correlation time window over the same data sets.  

As shown on figure 3, there were two types of experiments during the replay phase: 

category 1 and category 2 experiments. Category 1 experiments were done to collect adaptive 

window variables that would help verify that the adaptive window implementation was working 

correctly. Category 2 experiments, on the other hand, were done to compare the performances 

of both types of correlation time window. 

1.5 The MeSON project 

The Metro Ethernet Self-Organizing Network (MeSON) project [30] is an internal undertaking 

within Ericsson aimed at developing an architecture that enables features of self-organizing 

networks in metro Ethernet networks. It does this thorough a series of mechanisms that enable 

automation and context-awareness. This includes keeping track of the topology and a service 

catalog containing all active service definitions in the network. MeSON was designed specifically 

for packet networks that work over an optical transport layer. 

1.5.1 Relationship to MeSON 

The master thesis project was done as an extension to MeSON. This means that the adaptive 

correlation time window was implemented and tested in a MeSON test bed. It included 

modifying the MeSON source code in order to include functionalities needed to enable an 

adaptive window, and creating additional content to implement new functionalities. This proved 

to be an important choice given that the MeSON definition uses a performance measurement 

mechanism which is convenient for the purpose of measuring temporal correlation between 

events when using an adaptive correlation time window.  Given its strong linkage with the thesis 

project, it is essential to understand how it works. 
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1.5.2 MeSON architecture 

The MeSON architecture consists of various components that interact to enable automation and 

integrated management. Figure 4 shows the functional blocks of MeSON. 

 

Source: MeSON architecture  

Figure 4 MeSON functional blocks 

A way to understand these blocks and their importance is to explore a typical use case in 

MeSON (refer to figure 4): 

To provision a new service, a network administrator specifies the connectivity service and 

the service level agreement (SLA) that needs to be provided using the Network administration 

and management block. The latter triggers the Service provisioning block, which after 

provisioning the service, invokes the SLA validation. The SLA validation triggers the OAM tools 

which are part of the Data collection block to start collecting measurement data from the 

managed nodes. If a fault or degradation is detected, the data is correlated in time, space, and 

network layer (Ethernet service, MPLS-TP, or optical layer). This condensed view is delivered to 

the Root cause analysis which searches for the root cause of the problem. The root cause 

analysis block forwards the root cause and symptoms to the Policy management which invokes 

the service restoration block to compute a new path if necessary and restores the service. The 
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policy manger can also suggest actions to the administrator who will use this information to 

restore the service. 

In this work, we are interesting specifically in the data collection block and event correlation 

block highlighted in the figure.  

1.5.3 Data collection in MeSON 

Data collection in MeSON is done in order to collect measurements from the network and 

enforce SLA fulfillment. The collected data is also used to monitor the status of the network, 

and to trigger service restoration if a fault or degradation occurs. In MeSON, this is done by 

collecting performance data from each individual link in the network in the form of bit-error rate 

(BER) measurements. These measurements are collected locally on each node and forwarded to 

the management station periodically. OAM tools running at each node enable this functionality 

which ultimately helps the management station keep track of network status. The following 

figure illustrates this. 

 

Figure 5 Data collection in MeSON 

Data collection can be viewed as a distributed subsystem inside MeSON. The OAM tools run 

on each node, and the data collection/processing block runs in the management station. In 

MeSON, these are called MeSON proxy, and MeSON manager respectively. The MeSON proxy 

runs on each node of the network, and the MeSON manager on the management station. The 

MeSON proxies collect performance data locally and send it to the management station. In 

order to have a complete coverage of the network status, the MeSON proxies need to run in 

every node. They collect information about the quality of each individual link in the network and 

present them in the form of BER measurements. Thus, with the help of MeSON proxies, the 
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MeSON manager discovers information about topology and network status. After collecting 

enough data, the MeSON central management has information to determine the root cause of 

the degradation (if such exists), and decide what measures to take.    

When provisioning a new service in the network, an element called the control plane 

element, runs on each node and takes care of activating and configuring the node to enable the 

requested packet services. In a multi-layer protocol switching (MPLS) network, this would mean 

notifying the MeSON proxy about activation/deactivation of label switched paths (LSPs) passing 

through the node.  

Before forwarding quality measurements (BER readings) to the MeSON manager, the 

MeSON proxy needs to locally build BER notifications with BER information. The notifications 

should contain quality measurements of each individual link to which the node is connected in 

the form of BER readings. To obtain BER information, the MeSON proxy requests it from an 

element called the node controller which is actively monitoring link quality in the form of BER 

readings.  All these components and their interactions are shown on figure 6. 

MeSON Proxy

Node 

controller

Control 

plane

MeSON Proxy

Node 

controller

Control 

plane

0

VM
MeSON Manager

MeSON Proxy

Node 

controller

Control 

plane

Network interface

 

Figure 6 Subcomponents of data collection in MeSON 
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As noted, the MeSON proxy is in charge of relaying messages between the actual 

measurements taking place in the node controller and the MeSON manager. It communicates 

with the MeSON manager via notifications that are carried in UDP datagrams. It also 

communicates with local components to configure the OAM tools, and to relay BER notifications 

from the node controller to the MeSON manager.  

Upon receiving notifications from the MeSON proxies, the MeSON manager updates the 

topology information and network status. It also determines the service requirements including 

the periodicity which is to be used by every node in the management network to issue BER 

notifications. Notifications are exchanged whenever a new path is created, when receiving 

configuration requests from the manager, or when sending the periodic BER notifications.  

All these components work together to enable the periodic collection of BER readings in a 

MeSON-enabled network. Note that given that this thesis work was done in a virtualized 

environment, there were no real optical links and hence, BER measurement where artificially 

generated by a program. During the experiments, these BER notifications were collected 

periodically at a fixed period rate. The periodicity is set by the management station and 

distributed to all nodes, which issue BER notifications every time the period expires. 

1.5.4 Event correlation in MeSON 

Event correlation is an essential part of MeSON. As depicted in figure 4, it is a necessary step 

which output is used by the root cause analysis algorithm. It is comprised of two sub-parts: the 

first sub-part is temporal correlation of events for which the correlation time window is used. 

The second subpart is multi-layer correlation whereby a highly specialized algorithm determines 

in which layer an incident has occurred by consulting the topology and services catalog running 

on the network. This thesis work focuses entirely on the first sub part of event correlation, i.e. 

temporal correlation of events. 
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Both types of correlation do not occur simultaneously. When events arrive from the network, 

they are firstly correlated in time using the correlation time window. Afterwards, these 

temporally-related events are passed to the next block which performs multi-layer correlation. 

The result of this correlation process is a condensed number of events, which is forwarded to 

the root cause analysis that uses it to determine the origin of the fault or incident.
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Chapter 2 

Literature review 

2 Literature review 

In this chapter some concepts that are corner stones to understanding all the rest of the thesis 

investigation are presented. This includes an introduction to event correlation, a review of the 

different kinds of approaches commonly used, and lastly, a review of related work regarding the 

event correlation time window. 

2.1 Event Correlation 

2.1.1 Introduction to event correlation 

Event correlation is a fairly easy concept to grasp but which ramifications can be quite deep and 

challenging. Simply put, event correlation is the ability to co-relate events by reading into event 

information attributes and extracting meaningful information that has added value to network 

operators. Some authors [17] define correlation as the process of finding a set of fault 

hypotheses that explain the set of events received. But since events do not necessarily happen 

as a consequence of a fault, it is preferable to use the definition coined in [2], where it is stated 

that event correlation is the conceptual interpretation of multiple events such that a new 

meaning is assigned to these events. 
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Fundamentally, in communication networks, an event refers to a change of state in the 

system. Events are of great importance since they signify that the network has experienced an 

incident that may require attention. To deal with events, systems either store locally event 

information in an event log, and/or emit this information to a central entity for further handling. 

The latter are called event messages [1], and convey information about the phenomena or 

occurrence that triggered their existence as a consequence of that change of state. Ideally, 

events would have the information mentioned in [6], though this is rarely the case. In [6], the 

authors mention that an ideal alarm would carry the following information about any change of 

state: 

Who: the entity that issued the event and that is reporting or experiencing it. 

What: the condition of what caused the change of state. 

When: describing at what point in time did the event occur. 

Where: a description of where in the network did it happen. 

Why: the nature or cause of the problem. 

It is easy to see why having all this information would make event correlation an easy task.  

In this hypothetical scenario, correlating events would mean to simply notice that alarms with 

the same ‘Why’, ‘Where’ and a close ‘When’ field indicate the same occurrence, and thus should 

be correlated. Unfortunately, the fields ‘Where’ and ‘Why’ are rarely present in networks 

because devices have only limited information about the rest of the system.  

2.1.2 The importance of event correlation 

In regular daily operations of modern communication systems, it is natural for the system to 

undergo a series of changes of state. In fact, it has been proven [18] that communication 

networks have grown in such a way that the medium sized regional operator receives tens of 

thousands of alarm notifications per day as a consequence of various events happening in the 

network. This implies that the network will create an equally overwhelming amount of events to 

describe every incident. Moreover, as a consequence of networked systems connectivity and 

dependency, it is natural for related entities to also experience symptoms related to the 

incident and thus create additional events as a consequence of just one affected entity. This 

explosion of events has to be handled intelligently because it has an immediate impact in 
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network operations. If a sole change of state causes a large amount of events, it is vital to 

extract the real relevant information from the mass of information that is flooding the system in 

order to identify the true nature of the problem. Furthermore, the effect that too much 

information has is the same as no information at all, because it is humanly impossible to analyze 

every single event without a mechanism that provides intelligent automation. The value of 

event correlation thus can be easily seen. 

2.1.3 Relationship to fault identification 

It is difficult to isolate event correlation from fault identification. In fact, literature in the subject 

rarely makes any distinction between the two. Both these processes are inextricably linked 

because of their strong relationship. However, event correlation and fault identification can be 

split in two components that are part of the same process. Consider the following simple 

scenario: a physical fault has occurred in the network (e.g. a cable was disconnected from a 

device). This fault has side effects on other network resources that are dependent on that link, 

like, for example, undergoing connections on upper layers. The upper layer components will 

immediately experience timeouts and delays. This means that all the affected components and 

devices will report a failure. The event correlation process aims at reducing the amount of 

events that the root-cause analysis (fault localization process) uses in order to propose fault 

hypotheses to network operators. In that way, event correlation can be seen as a previous step 

or ‘filtering’ process for the root-cause analysis engine. This is not unlike what is used in MeSON 

explained in chapter 1. 

In spite of the key relevance in the fault identification process, event correlation is not 

confined to the realm of reactive management when used in fault identification. As mentioned 

in [4], event correlation has found an increasingly important role in security management to 

detect different kind of network attacks (e.g., intrusion detection, denial of service). It has also 

been used for proactive performance management to detect problems that could arise in the 

future and trigger actions to prevent these problems from happening. 
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2.1.4 Traditional event correlation operations 

In order to perform event correlation, correlation engines have to be equipped with intelligent 

mechanisms that enable them to extract the most relevant information from raw input. Event 

correlators do this by performing operations on the stream of events. These operations of event 

correlation have been identified in [2] and are the following: 

Suppression: inhibiting a low-priority event in the presence of a higher priority event 

Compression: the reduction of multiple occurrences of an event into a single event 

Temporal relationship: correlate events depending on the order and time 

Filtering: suppress an event if one of its parameters has a certain value 

Generalization: replace an event with an event from its superclass 

Specialization: replace an event with an event of its subclass 

Clustering: employ a complex correlation pattern where pattern components are previously 

defined correlation operations, primary network events, or external tests. 

 

2.2 Properties of event correlation 

Before delving into the event correlation techniques, it is important to understand which 

properties event correlation techniques normally posses. As noted in [3], the inclusion of 

exclusion of a specific set of properties in an approach is totally dependent on the domain for 

which event correlation is being used. 

2.2.1 Learning capacity 

Event correlation forcefully requires that some knowledge is fed to the system in order to 

provide contextualization, representation, and event information for the event correlation 

engine to perform its job. There have been two polarizing approaches to carry out this task: the 

first one is to gather the information manually from experts and operators which feed the 

system with all required variables and information. The second approach is to provide the 

system with some kind of automatic learning capacity that enables it to learn from its managed 

entities. Although the latter has its obvious advantages in dynamic network setups, the former 

is easier to deploy and simpler to understand. It is thus preferable in static and small networks 
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since there is no real need for automatic learning mechanisms. As mentioned in [3], a 

compromise might be to do automatic learning but leave the final decision about what 

information to use, to human operators.  

2.2.2 Centralized vs. distributed correlation 

Given that event correlation deals with events coming from multiple event sources distributed 

along the network, a logical approach is to partition the network into domains that perform 

event correlation on their areas of influence. This way, overhead complexity could be avoided 

thus creating a faster and more scalable system. An example of this is described in [7], where 

the authors realize event correlation in different geographical areas or different departments.  

Unfortunately, distributed event correlators usually exhibit problems not found in 

centralized systems. For example, design difficulties arise when trying to set the boundaries for 

each of the domains. In addition, centralized systems have a more holistic view of the network 

making them more competent to perform accurate event correlation given that events from 

multiple sources report to a single entity. However, centralized systems suffer from 

performance disadvantages when compared to their distributed counterparts. A solution for 

this could be to have smaller domain-level event correlators that provide preliminary “filtering” 

of events so that only relevant events reach the centralized and more powerful event 

correlation system. 

2.2.3 Domain awareness 

When building a technique for event correlation, this can be either built for a specific type of 

domain (e.g. an IP network), or as a general purpose event correlation. The great majority of 

research done in this area agrees that building a truly general purpose domain event correlation 

is infeasible. Some techniques appear to offer general purpose correlation engine but most of 

them have some kind of specific purpose in mind. For example, Yemanja [5] resembles a multi-

purpose correlation engine since the system is based on generalized models that represent 

entities and encapsulate behavior. The authors claim that this makes it more general and easily 

adaptable to different domains. A thorough analysis however, reveals that this modeling was 
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made thinking on server farms and small networks that can be easily modeled and whose 

behavior can be predicted, thus generality is undermined by specific requirements. 

Perhaps a better example of generality can be found in the so-called Phrase-structure 

grammars (PSG) systems such as the one presented in [6]. They provide a large degree of 

generality since the method for event correlation and fault identification is general and their 

techniques do not explicitly mention a domain of application. However, like in [5], 

implementations fail to provide an empirical evaluation of their method. 

2.2.4 Passive vs. active behavior 

In order to carry out event correlation, an event correlator could just passively wait for incoming 

events and perform correlation according to current and past information – this is a completely 

passive behavior that provides suboptimal performance in some cases. On the other hand, 

adding a component of active behavior such as sending probes to monitor path performance [8] 

can provide benefits to the system. Active behavior also enables a certain degree of proactive 

management, since problems can be foreseen before they occur by examining performance 

trends in probe traffic. From this definition, it can be concluded that MeSON uses an active 

behavior approach, since it sends BER notifications regardless of whether there is  a problem in 

the link or not. 

2.2.5 Maintainability 

The purpose of event correlation systems is to ease the task of human operators in identifying 

the events that have value and significance to their work. It is therefore required that event 

correlators be easy to maintain with little human intervention, and that they adapt seamlessly 

to changes. This entails that they should not need a constant input of expert knowledge to 

operate adequately. 

2.2.6 Traceability 

An important property of event correlation engines often ignored in the literature is their ability 

to track records about what chain of events led to the decision of correlating events in a certain 

way. This is extremely important because operators always wish to maintain control of their 

networks no matter how automated the system is. 
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2.2.7 Incomplete knowledge 

Event correlation systems should always assume that the information they are receiving as an 

input to their processes is incomplete and/or inaccurate. Fundamentally, there are three main 

reasons for this [4]: Firstly, there are intrinsic practical limitations in networks that prevents 

event correlators from having a complete picture of reality. In the best case, even correlators 

could only get a snapshot that resembles the real situation. Secondly, provisioning an event 

management system inevitably consumes resources from network entities since the system 

must dedicate capacity and processing time for event handling. This creates a certain network 

overhead that operators keep intentionally low to give priority to user traffic. Lastly, to keep 

processing at acceptable levels, the event correlation system cannot keep up-to-date 

information about each individual element in the network since it would require extraordinary 

amount of memory and processing capabilities. 

2.2.8 Timeliness 

An important property that should be considered by event correlation systems is time. Time 

correlation is a natural way to correlate events because elements that have causal relationship 

to a single fault or situation might experience a change of state within a time period after the 

fault occurred. The challenge of time correlation is in how to calculate a time window that is 

able to capture all symptom events that evidence the fault. Despite this, there are some 

techniques such as the one presented in [9], that make conclusions about the correlation of 

events without including time in the equation. As will be explored in later sections, they use 

topological relationships as the sole variable for event correlation. 

2.3 Event correlation approaches 

The approaches can be classified according to the classification pattern found in [10], where the 

author separates them in those based in Artificial Intelligence (AI) and those based on model 

traversal and fault propagation models. The former resemble AI systems by building logic from a 

set of previously imbedded network knowledge. The other group utilizes constructed models 

that resemble network connectivity and dependencies which are used to correlate events. 
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2.3.1 Rule-based reasoning 

Rule-based reasoning approach to event correlation is the most straightforward way to perform 

event correlation. Rule-based systems work under specific condition-action relations. Each rule 

specifies a condition (e.g. event A occurs ten times within a minute), and an action (e.g. send an 

alert to the network operator). Input events and matching criteria trigger actions which could be 

to notify higher levels or simply to store information for further correlation.  

The disadvantages of this technique are numerous and openly discussed by various 

researchers in the area. The problem fundamentally lies in the effort required to create and 

maintain the rules that govern the system. In the first place, this would ideally require someone 

with expert knowledge that can foresee all problems that could arise in the network to input all 

possible combinations of such scenarios. This entails time-consuming manual system 

preparation and data input. Furthermore, given that rule-based systems are not designed to 

learn from experience, they require maintenance from operators in order to keep the system 

updated which can be tedious. Rule-based systems also perform poorly when confronted with 

new and/or unexpected situations since they cannot correlate events for which they do not 

possess a-priori knowledge.  

In spite of this, some authors have found interesting benefits of using rule-based systems. 

When implementing the general root cause analysis platform [11], the authors found that rule-

based systems are liked by operators since (1) they are easier to configure, (2) they provide 

simple association between the diagnosed root cause and the underlying evidences, and (3) 

they are effective according to the authors’ experience.  

It can be argued that rule-based systems could provide benefits such as the one presented 

above. However, it is unquestionable the fact that most literature and event correlation systems 

try to avoid using this kind of approach because of its lack of scalability.  

2.3.2 Case-based reasoning 

In case-based reasoning the basic idea is to have a case library with past problem and solution 

pairs in order to apply them to new incoming cases. When a new problem arrives, it is checked 

against the case-library in order to try to apply a similar solution to the problem at hand. 
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There are several advantages to be found in this type of systems [3]. Firstly, knowledge from 

past cases is reused in new cases. Secondly, the knowledgebase increases as incoming cases 

come and are solved. Lastly, unlike rule-based systems, these systems can propose solutions for 

previously unknown problems since the system can propose solutions when similar symptom 

events arrive to the event correlation process. 

The approach also has its drawbacks. One is the fact that implementing the system in real-

life scenarios can be quite difficult [12]. Case-based systems also have the evident drawback 

that a case library must be initially built in order for the system to be able to learn and correlate 

events effectively from the start. 

Case-based systems are a powerful approach to event correlation. However, the need to 

build a substantial case library from the very beginning limits its functionality in real setups and 

evolving architectures. 

2.3.3 Model based systems 

In model based systems, the idea is to represent the system its structure and its behavior on a 

model. For each entity (device or conceptual component) a problem behavior is developed [5]. 

This naturally requires a representation of the behavior and the structure of the system. In [5], 

they accomplish this by constructing a set entity definitions that model each device and 

conceptual layer contained in the system. Each of the entities has a set of scenarios that 

embody its problem behavior. In each scenario there are rules that determine the actions to be 

taken from the input a given entity receives from lower-layer entities. These actions usually are 

events that are published to upper layer entities with a greater degree of abstraction. Note that 

in this way, a certain degree of generality is achieved since it is no longer necessary to include 

an additional entity in the model every time a new node is added to the system given that new 

nodes are treated as instances of known entities. In this sense, it is enough to specify a set of 

additional rules in the corresponding entity that represents the new device. 

2.3.4 Dependency graphs 

The dependency graph approach consists of modeling the network under a dependency 

paradigm in which the whole network is modeled as a directed graph. The entities are nodes in 
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the graph while the edges represent the dependency relationship between the entities. In order 

to correlate events, it uses the pre-built dependency graph to find all the node(s) in which 

ideally all of the event sources depend on. Following this logic, it is possible to find the source of 

a given problem since the intersection of dependencies of all affected nodes in the dependency 

graph, suggests the location of the root cause of the problem. 

A more elaborate approach to traditional dependency graphs uses probabilistic relationships 

to model the functional relationships of the entities (in [6], they are called information costs). 

This approach is commonly referred to as Bayesian network event correlation. In a Bayesian 

network, each of the directed edges of the dependency graph is assigned a weight that 

represents the probability that if a node at the tail of the edge fails then the node at the head 

will also fail. The reasoning behind this is that nodes that depend on each other are not 

necessarily affected as a consequence of its peer failing, but are affected with certain 

probability. This can easily be envisioned in redundant networks where redundant resources are 

placed in case the main resource fails. The so-called Phrase structure grammar (PSG) systems 

such as the one presented in [6], extend on the dependency graph definition, since they provide 

representations for structure, faults and alarms. 

Although novel and accurate, the dependency graph approach suffers from inherent 

performance issues. It has been proven [14] [15], that finding the explanation of the root-cause 

of set alarms in a Bayesian network is an NP-complete problem. A normal approach to 

circumvent this issue is using approximation algorithms that are exhaustive, greedy or heuristic. 

In [14], the authors realized that utilizing an intelligent heuristic divide-and-conquer algorithm 

could help localize faults in lesser time with a high degree of accuracy. Another approach is 

described in [16], where the researchers have designed fault signatures that encapsulate 

information not only about topological dependency, but also time dependency. They prove that 

including time in the dependency graph formation provides a greater degree of accuracy while 

reducing the cost of performing correlation, since only time-associated events are correlated. 

Unfortunately, these types of algorithms are heavily dependent on a-priori information to 

model the system and set the probabilities the system uses to perform event correlation 
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correctly. This can place a high burden in the network startup phases, and require a great deal 

of expert knowledge which is not always available. 

Despite its drawbacks, dependency graphs have found widespread usage across networks 

management platforms in multiple networks mainly because of their scalability and adaptability 

to dynamic setups [25].  

2.3.5 Codebook based approaches 

In a codebook approach, event correlation is carried out based on coding techniques. The codes 

are formed by the set of symptom events that are associated with a particular problem. The 

complete set of events that identify a problem is then designated the code of the problem. 

Correlation is therefore the process of decoding the observed symptoms in order to find the 

code that matches the observed symptoms [9]. The codebook is a pre-computed set of codes 

that are optimized to include real relevant information, and suppress redundant or non-

important events. It is a condensed form of the whole codes in the system such that the desired 

noise tolerance is achieved. 

When decoding, incoming event vectors are matched against the codebook vectors to infer 

which problem vector has the most similarity (the closest Hamming distance) to the set of 

observed incoming events. This way, the event correlation problem can be synthesized as the 

process of finding problems whose codes optimally match the set of observed symptoms in the 

incoming event stream [9]. 

Codebook approaches have the advantage of being fast and robust. Since they perform only 

vector distance comparisons, they are orders of magnitude faster that rule-based systems and 

costly dependency graphs model traversal techniques. Noise is also handled elegantly in 

codebook approaches. To exemplify, consider a network where a fault occurs but that at the 

same time reports events on a regular basis which have no connection with faults. Because of 

the fault, multiple events are emitted by affected entities. The incoming events that have no 

real relevance in pinpointing the source of the problem will cause little effect in the decoding 

phase since they are singularities in a wealth of information that points to the same cause 

(code).  
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Codebook approaches are not flawless however.  For one, they do not include time in their 

correlation operations. There is also no event order since all events are assumed to occur at the 

same time. Additionally, as noted in [5], it is difficult to apply correlation between layers 

because relationships usually change between different managed objects which will require 

reconfiguration of the codebook. To overcome these deficiencies, developers add extra 

intelligence into the event correlation mechanism in order to enable the system to dynamically 

adapt to topology and configuration changes [5], and to include the notion of time. Arguably, 

the latter could be achieved by correlating events that belong to a defined time correlation 

window.  

2.3.6 Other approaches 

There are other approaches to event correlation. However, the ones presented above have 

found the most widespread use and therefore are more relevant for the purpose of this study. 

Among the other approaches found in the literature, the following are worth mentioning: 

 Explicit localization: in this approach [3] information about the fault location is explicitly 

associated to each alarm, using a set that contains all possible locations. Since it is 

supposed that all alarms are reliable and that a single fault in the network occurs at a 

given moment in time, then finding the fault is simply a matter of finding the 

intersection of the set of received alarms. This is a rather unrealistic scenario given that 

these conditions seldom happen in real network setups. 

 Correlation by voting: in correlation by voting, each of the elements must express their 

opinion about a specific topic. Sometimes, votes cannot give explicit information about 

the localization of a fault but they can, nevertheless, points toward a direction. The 

opinion that gained the most votes is used as the stronger fault hypothesis. 

 Neural network approaches: the main idea behind neural networks is to emulate the 

function of the brain in a network. Each of the nodes of a neural network is 

characterized as a “neuron” that processes weighted inputs to generate an output. 

Neural networks have the benefits that there is no requirement of expert knowledge to 

train the neural network neither in initial configuration nor during adaptations, and that 
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it is possible to perform automatic learning [19]. For more information about neural 

please refer to [20]. 

2.4 The correlation time window 

The correlation time window is inextricably linked to temporal correlation and is an extremely 

important step in many event correlation approaches. 

The “correlation time window” can be thought of as a window in time where events are 

captured to perform event correlation operations using any given technique or combination of 

techniques. It is therefore vital to capture real relevant events, i.e. the complete set of events 

that have temporal causal relationship with the incident that is sought after. 

Despite its importance, the length of this time window is largely ignored in event correlation 

literature, since authors usually focus their design efforts in improving the fault identification 

process. This is even more evident in various research papers that use the time window for 

event correlation calculations. For example, the network signature model in [16] assumes a time 

window of size w that specifies the maximum delay between observing the first and last events 

of a single fault. The window size has highlighted importance, since it is integral in their 

signature extraction procedure that is later used to correlate events in later stages. However, 

they do not propose a method to calculate the size of the time window.  

Another example can be found in [5], where the authors mention that commercial 

correlation engines have the drawback that fault diagnosis is based on events that occur over a 

fixed time window. They argue that this provides only a subset of functionality that is needed to 

identify the problem, and hinders the different time frames of alternate problem solutions. 

Despite being mentioned, the authors do not address this weakness in their modeled based 

proposal for event correlation.  

A step in the right direction can be found in the Generalized root-cause analysis (G-RCA) 

engine introduced in [11]. The authors approach this weakness by defining an extended time 

window to capture events that should be correlated together, and that might have been left 

outside the event correlation window. With the expanded window they hope to overcome 

inaccuracies in the temporal measurements and protocol-induced delays. 
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2.4.1 Fixed correlation time window 

When performing temporal correlation, a crucial parameter that determines the effectiveness 

of any method is the correlation time window size. This value has vital importance since it 

determines whether the system will perform a proper event correlation given that only the 

events that are included in the window will be considered in the correlation process. 

Traditionally, event correlation time windows have had a fixed length, which does not change in 

time or with changes in network topology. This means that the time offset is an integer multiple 

of the window length. In other words, time windows are of the form ctw = [t, t + w], where t 

specifies the beginning point in time of the time window and t + w specifies the end point in 

time of the window.  

Major drawbacks can be identified in this approach. Firstly, a fixed time window does not 

consider inaccuracies between event timestamps which are commonplace in networks. 

Secondly, there will always be inaccuracies and uncertainties in the timing of the network 

measurements that can vary with time especially in networks that have unsynchronized 

elements. Lastly, propagation delays caused by size, network load and/or topology changes are 

variable, which means that a too short fixed time window could miss important events that 

should be correlated. 

2.4.2 Efforts towards an adaptive correlation time window 

There have been partial solutions to the problem that arises when using a fixed correlation time 

window. Natu and Sethi in [21], present an adaptive fault diagnosis algorithm that utilizes 

temporal correlation in order to infer about fault hypotheses. Their method relies on 

dynamically created dependency models that vary over time to capture the temporal evolution 

of symptom-fault relationships.  To perform event correlation, they utilize an approach that 

weights which temporal dependency model best explain a given set of symptoms.  Choosing 

between one dependency model and another is done by weighting them according to their 

temporal closeness to the arrival of symptoms. In order to keep processing and delays within 

acceptable levels, a time window is used to permit new topology updates to be received (thus 

creating a new dependency model). In this way, the method manages to capture the dynamic 

evolution of dependencies within networks. However, it lacks a clear way to determine the size 
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of the time window that captures temporal behavior. In this respect, the authors suggest 

configuring the time window to be based on the nature of the network, but they barely expand 

on this subject. Arguably, the size of the time window itself could be made adaptive to have 

even more accuracy in the timing that is required to wait for new topology updates from the 

topology discovery agent. 

Another approach is presented in the patent [22], where the author presents a module that 

is in charge of resizing the window as part of the event correlation system. The method 

presented here uses current available event information to predict future situations and adapt 

the size of the window accordingly. Although novel, the solution requires a formidable amount 

of a-priori knowledge to extract the information about causal relationships between events, and 

to adequately represent the different properties of the system. 
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Chapter 3 

Design and Implementation 

3 Design and implementation 

In this chapter, the design and implementation done for the adaptive correlation time window 

is explained. Firstly, the specific concept of how to adapt the correlation time window size is 

presented. After introducing the concept, it is explained how the variables that comprise the 

correlation time window calculation are measured in the MeSON test bed. Lastly, the software 

implementation is briefly explained.  

3.1 The adaptive correlation time window algorithm 

In this section, the algorithm that is responsible for setting the adaptive window is presented. 

Note that the adaptive window algorithm used in this thesis comes from the concept introduced 

in a patent application filed by Ericsson [28]. 

3.1.1 Basic concept 

The basic idea of the adaptive correlation time window algorithm is to continually adapt the 

event correlation window size as a function of the data collection times for each node and the 

execution times in the management station [28]. The window size is continually calculated in 

order to take into account dynamic topological changes in the network. The purpose is to find 

an optimal window size as a function of network state variables. The concept was conceived to 
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be used in a MeSON system, so the architecture and its functionality are closely related to 

MeSON. 

3.1.2 System architecture 

The system architecture is presented on figure 7. It consists of routers connected by physical 

links to each other and a management station, which is connected to the routers [28]. 

Data collection
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Figure 7 System architecture [28] 

As can be seen, the management station has several components each of which has a timing 

station component. Notice that the components found here resemble the ones found in the 

MeSON functional blocks (see figure 4). These components are: 

1. Data collection: The data collection component is responsible for initiating 

measurement in the network in order to know the state of each node. It consists of a 

subcomponent running on the management station and another one running on each 

node. The state of each node is known with the information from notifications coming 

from the network. These are issued periodically by the OAM tools running on each node. 

Notifications are collected by this component and forwarded to the next component in 

the hierarchy, the event classifier. 
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2. Event classifier: Upon receiving events from the data collection component, the event 

classifier creates events from the notifications if the measurement data has exceeded or 

fallen below a specific threshold or if the code message of the defect data matches the 

code specified in the rules for processing events. This information is passed to the event 

correlation component. 

3. Event correlation: After receiving the event stream from the event classifier, the event 

correlation orders events in time. It also correlates events with the chosen event 

correlation technique. When this process is finalized, the output is a reduced number of 

events which are ordered in time, and that belong to one or more network elements. 

Event correlation does temporal correlation of events and multi-layer correlation of 

events as explained in section 1.5.4. 

4. Event dependency graph builder: The event dependency graph builder is used to create 

an event dependency graph: a hierarchical data structure representing events observed 

on different network elements during a specific time interval and dependencies between 

these events. 

5. Timing stations: Timing stations are responsible for measuring the duration in time of 

each component’s process and reporting this information to the correlation window 

time controller. 

6. Correlation time window controller: The correlation window time controller uses the 

information captured by the timing stations and computes the time window size. This 

process occurs iteratively. Note that the figure shows a line that connects the controller 

to the event correlation. This represents a feedback loop that is used to set the size of 

the window dynamically. 

 

Note that the correlation time window controller is the element that sets the size of the window 

from the input of each timing station. Therefore, the whole implementation efforts of the 

project were aimed at developing this controller. 
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3.1.3 Window size calculation 

The collection time (Tcollect) of a node is calculated based on the amount of time it takes to 

collect information from the node, i.e. to receive BER notifications. If Tprop is the one way delay 

between a node and the management station, Tread is the processing time at each node, and 

Tround is the periodicity at which events are emitted by the node, then Tcollect is calculated by 

adding these values [28]. 

(3)  roundreadpropcollect TTTT 
 

 

Considering that different nodes have different collection times, the specification states that 

only the maximum out of all the collection times should be used to calculate the adaptive 

window size. In a network with n nodes, the maximum collection time for collection round k, is 

as follows: 
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In MeSON, event correlation is performed periodically after two rounds of collecting 

measurement data. Therefore the initial time window size, CTW0, is set to three times the 

maximum data collection time period in order to provision for potential delays. Formally, 

(5) 
210

0 MAXMAXMAX collectcollectcollect TTTCTW 
 

 

Thus, the first time interval for correlation is defined as: 

(6) Time_interval0 = [0, CTW0]  

 

In order to calculate the window size of the second correlation round, it is important to include 

the delays which are produced not only when collecting data, but also those delays produced in 

the management station by the event classifier (Tclassify), event correlator (Tcorrelate) and graph 

building time (Tgraph). Note that these values represent execution times. These values are added 

along with the sum of the data collection delay of two consecutive collection rounds. In 

addition, a minimum is used to cope with atypical values in Tclassify, Tcorrelate, and Tgraph. For 

example in collection round 4, the correlation time window size, CTW1, would be: 
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(7)   ),*3(
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Subsequent window sizes of the n-th collection round are calculated by: 

(8)   ),*3(
222222221222 


nnnnMAXnMAXnMAX graphcorrelateclassifycollectcollectcollectn TTTTTTMINCTW

 

 

and their time interval defined as: 

Time_intervaln 
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3.2 Delay measurements 

This subsection is designed to present how each of the variables that comprise correlation time 

window size in formula (8) are obtained in a MeSON test bed. Notice that each of the variables 

represents some kind of delay for either collecting or processing data. This is evident when 

observing delays such as processing times at each individual node, propagation delays, and 

processing times at the management station.   

3.2.1 Tround 

Tround is simply the periodicity at which notifications are issued from MeSON proxy to MeSON 

manager (see section 1.5.3). In MeSON, this is called the push period and is stored on a system 

configuration file in the management station. Therefore, the adaptive correlation time window 

controller simply extracts this information from the configuration file. 

3.2.2 Tread 

The processing time (Tread), is the processing delay consumed at each node. It is measured as the 

time it takes from one notification message to be built until right before it is sent to MeSON 

manager. It is measured in the MeSON proxy of each node in the network, and piggybacked 

with the BER notification which is sent to the MeSON manager. The design choice of 

piggybacking the Tread message in the BER notification was done in order to reduce the extra 

traffic that would be required if sent on a separate message. The MeSON manager, upon 

receiving the notification, extracts the Tread value and feeds it to the adaptive correlation time 
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window controller, which uses it to calculate the correlation window size.  The idea with Tread is 

to capture the load on the node, not in the network.  

3.2.3 Tprop 

Propagation time (Tprop) refers to the delay that occurs between sending a packet from a sender 

node and receiving it at the receiver side. Propagation time is inherently linked to physical 

properties, but is mostly affected by network latency which can be caused by queuing delays 

and/or topology changes. This time is also dependent on lower-layer processing delays. It is the 

time elapsed from the moment the MeSON proxy sends a notification, until the point where the 

MeSON manager receives it. Thus, it measures the time it takes for a message to traverse 

through the network including lower-layer processing delays.  

One possible solution to estimate propagation delay would be to send “ping” messages to 

estimate round-trip time (Trtt) and calculate Tprop = Trtt/2. However, this method introduces 

additional traffic to send each probe packet. Furthermore, this estimation is not accurate in 

best-effort IP networks where path assymetry can occur. Therefore, an alternative method was 

proposed that consisted in using Tread value transported in each notification message to 

estimate the one-way delay. The benefirts of this method are that it does not introduce extra 

traffic, and that it estimates one-way delay instead of round-trip time. This was possible to do in 

the MeSON test bed because it is designed to issue periodic notifications.  

 

Method for Tprop estimation 

Given that it is possible to know in advance how often each node is expected to issue 

notifications back to the MeSON manager (Tround), and given that Tread values are piggybacked in 

notification messages, then, by knowing the instant when the first message (called the BER 

configuration message in MeSON) is sent from MeSON manager to each node, the adaptive 

window controller running in the MeSON manager can infer about the propagation time of each 

notification message. This is accomplished by time-stamping the arrival and departure times of 

certain messages and computing differences that provide an estimate of the propagation time. 

This is done as follows:  



 42 

The MeSON definition states that to activate periodic measurements on the network, the 

MeSON manager should send a BER configuration request to every node. The sending moment 

is time-stamped and stored in a variable called tBERconfig. Upon receiving the message, the 

MeSON proxy sends an activation request to the node controller, which replies with an ACK. 

Shortly thereafter, the node controller sends the first BER notification with sequence number 0 

to the MeSON proxy. Before relaying the message to the MeSON manager, the MeSON proxy 

computes the difference between the arrival of the BER configuration message and the sending 

moment of the first notification message to the management station. This processing time is 

Tread and is stored to be piggybacked not in the same notification message, but in the next one. 

This is because Tread cannot be accurately measured before building the notification message in 

which it will be transported. Upon receiving the first notification, the MeSON manager 

timestamps the arrival time of the first notification message. When the second notification 

message arrives, it contains the first Tread value, and the first propagation time for the first 

notification is computed using formula (9). 

(9) Tprop0 = [t0 – (Tread + tBERconfig)] / 2 

 

Subsequent notifications contain Tread values, which are used to compute new propagation 

delays as follows: 

(10) Tpropi = ti + Tpropi-1 - (ti-1 + Tround + Treadi)  i > 0 

 

The latter can also be expressed as: 

(11) Tpropi = ti + Tprop0 - (t0 + i*Tround +        Treadn)  i > 0 

where ti = arrival time of packet i in the MeSON manager 

 

The following figure illustrates the method. 




i

n 1
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Figure 8 Example of how Tprop is computed 

 

Observe that in figure 8, a MeSON proxy’s timeline is shown to the left, while the MeSON 

manager’s is shown to the right. Although both timelines start from moment “0”, the method 

does not require both stations to be synchronized, because it uses relative times and not 

absolute times. Note how the second BER notification (BER1) contains the first Tread value, 

Tread0), as explained before. Consequently, computing each of the propagation delays for each 

message is delayed by one round, i.e. Tprop1 is computed when upon receiving BER2. 

3.2.4 Tclassify 

As explained before, the event classifier is responsible for creating events from the obtained 

data if the measurement data has exceeded or fallen below a threshold. The event created in 

here not only contains the BER measurement, it also contains a timestamp, and additional 

information used by MeSON. As such the classification delay (Tclassify), is measured in the 

MeSON manager when receiving a packet and performing all these operations. 
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3.2.5 Tcorrelate and Tgraph 

Tcorrelate and Tgraph are used to measure the time to perform the operation of correlating events 

and building a dependency graph respectively. Timestamps are placed at the beginning and at 

the end of both processes to calculate this time. 

3.3 Software implementation 

The software implementation was entirely done as an extension to the MeSON project. It 

consisted of modifying the MeSON source code in order to include functionalities needed to 

enable an adaptive correlation time window. It also included creating additional classes to 

implement new functionalities. For further details including the generated Java classes and 

runtime functionality, refer to appendix A. 
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Chapter 4 

Performance Evaluation 

4 Performance evaluation 

In this chapter the design, execution, and results of the experiments carried out are presented. 

The results are evaluated based on performance comparisons criteria obtained with the 

performance indicators explained in chapter 1. The chapter starts with an explanation about 

how the performance indicators are measured in the experiments. Afterwards, it presents the 

design of the network experiments which include the topology that was used, technical aspects 

of the test bed, and the delay profiles used at each node. Lastly, the results of the tests are 

presented and discussed to answer the research questions of the investigation. 

4.1 Measuring the performance indicators 

In order to test whether events are correctly or incorrectly correlated in time according to the 

definition presented in the previous section, it is vital to know which events belong to what 

moment in time. One approach would be to assume that internal clocks of every node in the 

network are synchronized and based on this, extract information about the true moment of 

origin of an event. However, in packet networks, nodes are not necessarily synchronized since 

they do not rely on synchronized elements. 

The challenge thus, is to know an event’s “true” moment of origin in order to know if it is 

correctly correlated in time with others upon arriving at the management station. A solution to 
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this problem comes from the fact that each node in the MeSON test bed pushes periodic 

performance notifications (BER notifications) at the same rate to the management station (see 

section 1.5). Since the first notification that arrives at the management station from a node 

arrives at approximately the same time as the others from the rest of the nodes, they are 

correlated in time (they represent the state of the network at a specific point in time). Thus, it 

can be concluded that subsequent performance notifications are bound to represent 

subsequent network states. As mentioned before, this is possible given that all nodes emit 

notifications at the same rate (Tround). 

Following this logic, if network conditions remain the same (no topology changes or delays), 

then if the first correlation time window correctly captured and correlated all events, one could 

verify if subsequent correlation rounds do it as well by inspecting the sequence number of the 

events in the same correlation round. For instance, if sequence number 1 (representing state 1 

of the network) was correlated in round 1, then we should expect sequence number 2 to be 

correlated in round 2, since it represents state 2 of the network. On the other hand, if network 

conditions are affected, then data collection times will change and thus, events could fail to be 

correctly correlated in time. This opens an opportunity to compare the number of 

correctly/incorrectly correlated events in a fixed and adaptive window setting. We exploit this in 

the experiments. The experimental procedures should show how variations in collection times 

affect the amount of correctly and incorrectly correlated events when implementing an 

adaptive and a fixed-sized correlation time window. As previously mentioned, the performance 

indicators that will be used are true positives, false positives, and false negatives. To further 

clarify the concept of true positive, false positive, and false negative events and how they are 

calculated based on sequence numbers, consider the following hypothetical scenario: 

 

Nodes A, B and C in figure 9 report periodic BER measurements (notifications) to the 

management station as in MeSON. Consider that the first notification is issued at t0 by all nodes 

at approximately the same time, and that all nodes issue notifications at the same rate. If ti – ti-1 

is equal to period at which notifications are emitted by the nodes, then each square (labeled t0, 
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t1, t2 and t3), is a moment when a new notification was issued from each node. These moments 

thus enclose an evolving network state. Note that  t0 < t1 < t2 <t3. 

 

Figure 9 Network states in scenario 

Now assume that node A experiences a topology change between t1 and t2, and that this 

results in a delay in the path connecting node A to the management station;  also assume that 

at the management station the correlation window size is fixed to a size of CTW. Any 

notification emitted by node A should consequently take longer than usual to arrive to the 

management station. In figure 10, the arrows at the top of the figure represent notifications 

arriving to the management station, which upon entering the management station become 

events. Events (labeled Ex,n where x = origin, and n = sequence number), arrive periodically to 

the management station which timeline is depicted at the top of the figure starting from 0 s. 

Note that given that BER notifications are initialized in every node at around the same time, and 

that the period is uniform, the sequence number represent a measure of temporal correlation, 

i.e. those events with the same sequence number possess temporal correlation. 

By inspecting figure 10, it can be observed that events in this example have a period of three 

seconds. However, because of the assumed topology change, EA,2 and EA,3 arrive with an 

increased delay of two seconds. This causes some events to be classified as false positive and 

false negatives. Note that there are five correlation rounds. 
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Figure 10 Classifying true positives, false positives and false negatives in a fixed window 

In the first correlation round, the three events arrive at the management station contain 

sequence number 0. These events are correctly correlated events and thus, are counted as true 

positives. In the second correlation round, events arrive during the duration of the time window 

as expected – thus, every event is correctly correlated in time, and added to true positives. For 

the third correlation round, event EA,2 experienced a delay in its collection time of two seconds. 

Note that it takes five instead of three seconds to arrive to the management station. Although it 

is delayed, the window size of this round still manages to capture it, and therefore remains 

correctly correlated with the others resulting in all events being true positives. For the fourth 

correlation round, event EA,2 is missing since its data collection time has increased causing it not 

to be captured within the correlation round. This translates into a lesser number of true 

positives and one false negative (missing event). In the fifth round, the missing EA,2 event finally 

arrives. However since it suffered a delay, it is captured in the wrong correlation round. This 

means that it will be considered a false positive event. 

 

In an adaptive window setup, we hypothesize to witness a different situation. See figure 11. 

 



 49 

 

0 21 3 54 6 87

EA,0 EB,0 EC,0 EA,1 EB,1 EC,1 EA,2EB,2 EC,2

9 1110

EB,3 EC,3

12 1413
CTW CTW CTW CTW

EA,3

EC,0

EB,0

EA,0

seqNo = 

expected ?

expected seqNo = 1

Init_seqNo = 0

Correctly clustered 

events

yesno

Empty

Incorrectly clustered 

events

EC,1

EB,1

EA,1

seqNo = 

expected ?

expected seqNo = 2

Correctly clustered 

events

yesno

Empty

Incorrectly clustered 

events

EC,2

EB,2

EA,2

seqNo = 

expected ?

expected seqNo = 3

(1) (2) (3) (4)

no

Incorrectly clustered 

events

EB,4

Correctly clustered 

events

yes

EC,3

EB,3

EA,3

 

Figure 11 Classifying true positives, false positives and false negatives in an adaptive window 

In this scenario, the situation should be similar to the one witnessed in the fixed correlation 

time window for correlation rounds (1), (2), and (3). The change comes in correlation round (4), 

where the correlation time window is expanded to five seconds instead of three seconds as a 

consequence of the data collection delay detected in node A. This gives a chance for EA,3 to 

arrive in the same correlation round as EB,3 and EC,3 (not achieved with a fixed window), which 

contributes to a larger number of true positive events in this round.  

4.2 Description of the experimental environment 

All network experiments were executed on a virtualized test bed. The virtualized environment 

was chosen given that at the moment of the tests, there was no hardware present to perform 

the functions of a typical packet network with optical transport as required by MeSON. 

Therefore, all nodes ran in separate virtual machines with programs that simulated the function 

of the control plane and the node controller as was explained in section 1.4.3.  The test bed 

where experiments were executed is illustrated in figure 12.  
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Figure 12 Test bed illustration 

The MeSON test bed consisted of three managed nodes and a management station  all 

connected by a virtual switch. In the MeSON test bed, nodes A, B, and C in the figure 

periodically report link quality (BER) measurements to the management station. These periodic 

measurements contain BER information of the state of each link in the network.  

Since nodes are at an equal hop distance from the management station, propagation times 

should be similar for each of them. When running the experiments and changing individual 

propagation times (with the purpose of simulating topology changes and queuing delays), one 

can easily predict their new values since there are no nodes in between causing unwanted 

delays. This setup helped to have a more predictable network and thus, a controlled 

experimental setup. Therefore, the topology was chosen in this manner in order to have a 

control over the collection times of each of the nodes in the network. 

4.3 Network scenarios 

Experiments were executed on different network scenarios that contain different network delay 

profiles for each node. As explained in section 1.4.2, the network delay profiles are delay 
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distributions in time that are introduced to the network elements to observe how network 

delay affects the performance of a fixed and an adaptive correlation time window. The idea 

behind this is that by introducing network delays, time-affecting network phenomena such as 

topology changes and queuing delays are replicated. The network profiles are artificial, but the 

experiments are designed to be comprehensive and cover a whole range of scenarios that 

replicate the stochastic nature of delay variation in real networks.  

The mentioned delay profiles were realized using NetEM [29] which provides network 

emulation functionality in Linux environments. It does this by adding a delay to all packets going 

out of the local Ethernet interface according to the configured parameters. To include different 

fixed window sizes, there were three sub-cases for each scenario. In the first sub-case, the fixed 

window was configured with be equal to the period of the notifications (=Tround). In the second 

and third sub-cases, the fixed window was configured to the twice (= 2 X Tround), and four times 

the period of notifications (= 4 X Tround), respectively. These sub-cases where designed to test 

the performance of the fixed-sized correlation time window with different window sizes and 

compare it to the one of the adaptive window. Thus, for each scenario there were three 

different performance comparison experiments. The initial window size of the adaptive window 

(which is necessarily fixed before network conditions are discovered), was set to be the same 

with the size of the fixed window in the sub-case being conducted. 

Although there were 32+ experiments conducted, the purpose of this section is to show only 

the most relevant scenarios executed which were of key value to the study. 

4.3.1 Scenarios without delay variation distribution 

In this set of scenarios the idea is to test the correct functionality of the adaptive correlation 

time window implementation according to the definition presented in chapter 3. Thus, these 

are part of the category 1 experiments (see figure 3). Delay is added using NetEM, but it is 

constant (occasionally with stepwise increments) throughout the experiment, i.e. without delay 

variation. 

A straightforward approach to test the correct functionality of the adaptive window is to 

knowingly adjust the values of each of the variables that comprise the window size, and observe 

how the window size changes. If after changing any variable or set of variables, the window size 
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changes as expressed by the specification, then it can be concluded that the adaptive window 

algorithm implementation works as expected. 

Recall that the adaptive window size mainly depends on four parameters: 1) the periodic 

collection time (Tround) which is the same for all nodes, and represents how often nodes report 

performance measurements, 2) the propagation time (Tprop) which indicates network delay, 3) 

processing delays in nodes (Tread), occurring as a consequence of variable processing times at a 

node, and lastly 4), the processing delays in the management station (Tcorrelate, Tclassify), 

occurring as a consequence of variable processing times in the management station. 

In a real network setup, the processing times (node or management station) is usually 5-10 

orders of magnitude smaller than the rest of the parameters that are used to calculate the 

adaptive window size, and is usually static. This reduces the value obtained by  observing the 

impact processing times has on the adaptive window and thus, is not experimented with. The 

propagation time, on the other hand, is susceptible to network phenomena, making it ideal for 

tests. 

On each of the following scenarios, Tround was set to four seconds, and the total collection 

time was 100 x Tround. Nodes A, B and C are the same are those shown in figure 12. 

 

Scenario 1 

In this scenario, there was no delay added during the duration of the experiment in order to 

observe the performance of both adaptive and fixed window size correlation. Figure 13 shows a 

thumbnail view of the delay profiles used on each node. 
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Figure 13 Thumbnail view of delay profiles used in scenario 1 

Scenario 2 
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The idea behind this scenario was to modify the data collection time by modifying the 

propagation time of only one node (node A) and observe how the data collection time and 

window size are affected. If the adaptive window implementation works as expected, then the 

window size should have the same behavior to the delay in node A. In order to observe this 

difference, it is crucial to add a delay comparable to the window size. Figure 14 presents a 

thumbnail view of the delays used at each node: 
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Figure 14 Thumbnail view of delay profiles used in scenario 2 

In figure 15, one can see in more detail the delay values added to node A in relation to the 

collection round. 
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Figure 15 Delay curve of node A in scenario 2 

In figure 15, it can be seen that a delay of 100 ms was added at collection round 20. On 

collection round 40, this delay was changed to 200 ms, and at collection round 60 it was 

changed to 400 ms. Finally, in collection round 80, the delay was removed. 

Scenario 3 
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The idea behind this scenario was to modify the data collection time by modifying the 

propagation time of all nodes, and have the delay curve follow a normal distribution in time 

with a different starting point for each of the nodes. This scenario was used to explain the 

temporal evolution of the adaptive window size in a visual way. Figure 16 presents a thumbnail 

view of the delays used at each node, while Figure 17, 18, and 19 shows more in detail the  

delay values used in node A, B, and C respectively for each collection round. 
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Figure 16 Thumbnail view of delay profiles used in scenario 3 
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Figure 17 Delay profile of Node A in Scenario 3 
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Figure 18 Delay profile of Node B in Scenario 3 
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Figure 19 Delay profile of Node C in Scenario 3 

 

Scenario 4 

In this final scenario, a linearly increasing delay is introduced. That means that the delay values 

were incrementing during the whole duration of the experiments. This was done in order to 

observe how the adaptive window increments the size of the correlation window and draw 

some conclusions. Figure 20 presents a thumbnail view of the delays used at each node, while 

figure 21 shows in more detail the delay values used in each collection round. 
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Figure 20 Thumbnail view of delay profiles used in scenario 3 
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Figure 21 Delay profile of Nodes A, B, and C in Scenario 4 

4.3.2 Scenarios with delay variation distribution 

In the following scenarios, a delay was added to a node’s network interface typically after 20 

collection rounds. Contrary to the previous scenarios, the delay had delay variation that 

followed either a Normal or a Pareto distribution. These two distributions were used as they 

were the ones available in NetEM and were enough to reach the conclusions of this research.   

The following table summarizes the parameters that were used on each scenario. Note that 

in case of a Normal distribution, parameter 1 represents the mean (µ), and parameter 2 

represents the standard deviation (σ). Similarly, in a Pareto distribution, parameter 1 represents 

the minimum (Xm), and parameter 2 represents the tail index (α). Note also that all values are 

given in milliseconds (ms). 
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Node A Node B Node C

10 Normal 500 500 500 100

11 Pareto 500 500 500 100

12 Normal 2000 2000 2000 100

13 Pareto 2000 2000 2000 100

14 Normal 2000 2000 2000 1000

15 Pareto 2000 2000 2000 1000

16 Normal 2000 1000 500 100

17 Pareto 2000 1000 500 100

18 Normal 100 100 100 10

19 Normal 500 500 500 125

20 Normal 500 500 500 500

21 Normal 500 500 500 1000

22 Normal 2000 2000 2000 125

23 Normal 2000 2000 2000 500

24 Normal 2000 2000 2000 1000

Distribution
Parameter 2 (ms)

(σ, α)

Scenario 

No.

Parameter 1 (ms)

(µ, xm)

 

Table 1 Scenarios with delay variation distribution 

 

In most cases, the values of µ, σ, Xm, and α were chosen to be a divisible integer of Tround 

(recall that all of these scenarios were executed with a Tround of four seconds). Thus, for 

instance, in scenario number 7, the normal distribution had a mean of 2000 ms = 1/2 Tround.  

4.4 Results evaluation 

The purpose of this section is to show the results of the scenarios that were introduced in the 

previous section.  

Before comparing the performance of adaptive and fixed-sized correlation time window, it is 

important to prove that the algorithm implementation follows the specification presented in 

chapter 3. These results should prove the correct functionality of the adaptive correlation time 

window implementation. Thereafter, the performance of both adaptive and fixed correlation 

time window under each scenario is scrutinized. 
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4.4.1 Functionality of the adaptive correlation time window 

One of the variables that capture the behavior of the adaptive correlation time window is the 

maximum data collection time (TcollectMax) as can be verified by observing formula (3) in section 

3.1.3.  

 

Let’s begin by analyzing the results of scenario 2 where a network delay was applied to a single 

node on its local interface (see figure 14). Figure 22 shows the TcollectMax observed at the 

management station and which was calculated by the adaptive window implementation. 
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Figure 22 TcollectMax observed at the management station for scenario 2 

The resemblance between the curves of figures 15 and 22 is evident. Notice that the 

maximum collection time is given in milliseconds (ms), and that it peaks at 4450 ms between 

collection rounds 60 and 80. This value is expected and can be explained by the following. 

Recall that the maximum collection time is derived by adding the propagation time (Tprop), the 

periodic rate (Tround), and the processing time (Tread). As in all other experiments, Tround 

remained at 4000 ms during the whole experiment.  Now, observe that the “base” value of the 

curves is at around 50 ms over the 4000 ms line; this is attributed to the processing time at the 

node, and because of that, Tread = 50 ms. Thus, in the mentioned interval, the 400 ms needed to 
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add up to 4450 ms is Tprop. This is an expected value since during that interval a peak delay of 

400 ms was added in the node’s network interface. This means that the implementation 

correctly computed Tprop, and that the TcollectMax was correctly calculated.  

The window size, expressed by formula (7), also behaves as expected; observe figure 23. 
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Figure 23 Window size observed at the management station in scenario 2 

Notice that in figure 23, the window size is roughly twice the TcollectMax at every point of the 

curve. This is an expected behavior, given that the window size is calculated by adding the 

values of two consecutive maximum collection times plus some extra processing time at the 

management station. Thus, it can be concluded that in this scenario, the window size adapted 

adequately as expressed by the algorithm definition. 

Further evidence of correct calculation of the window size is found by examining the 

temporal evolution of the window size in scenario 3. Observe figure 24. 
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Figure 24 Window size observed at the management station in scenario 3 

Recall that in this scenario, a network latency that followed a normal distribution was added 

to each node with different starting points (see figure 16). According to the definition expressed 

in formula (7), the window size should always take the maximum collection time of all the 

nodes. This is why in figure 24, the curve of the window size has three peaks. Each of these 

peaks symbolizes the maximum collection time observed at each of node. The window size 

never drops below 8400 ms precisely because at around that point the window size changed 

from following the collection time of node A to following the collection time of node B (when 

transitioning from the first to the second peak). 

Therefore, by observing the results of these scenarios, it can be concluded that the adaptive 

window implementation correctly adapts the window size according to the algorithm definition 

and thus, the correct functionality of the adaptive window implementation is proven.  

4.4.2 Performance comparisons 

Having proven the correct functionality of the adaptive window implementation, it is now time 

to compare the performance of the adaptive and fixed correlation time window under each of 

the scenarios. Recall that performance will be compared by experimentally measuring the 

values of the performance indicators. Recall also that each of the following scenarios had a 

Tround of 4s and ran for 100 collection rounds unless otherwise stated. In addition, each of the 
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following had three sub-cases where the fixed window was set to be equal, twice and four times 

Tround. 

 

Scenario 1 

The base scenario to begin with is scenario 1 where no delay was added to any of the nodes. 

The following contains explanation for each of the sub-cases. 

 

Fixed window size = Tround 

Figure 25 shows the number of true positives accumulated at each correlation round for the 

case where fixed window size = Tround. Note that the true positives are in a logarithmic scale. 
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Figure 25 Cumulative true positives in scenario 1; fixed window size = Tround 

There are some important observations worth mentioning about figure 25. First, the curve 

representing true positives for the adaptive window case stops at correlation round 53 while the 

fixed window curve stops at 102. This occurs because the adaptive window changed its window 

size at some point while the fixed window remained the same (=Tround). Therefore, the amount 

of correlation rounds in the adaptive window case is consequently smaller. Second, there is a 

clear separation of both curves at correlation round number 5 (in the figure this is shown with a 

mark after which the adaptive window implementation changed its window size for the first 
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time). This marks the separation of two phases: pre-adaptive and adaptive. In the pre-adaptive 

phase, the adaptive window had not reached two collection rounds, and thus had no data to 

change to an adaptive window. Therefore, it was using a fixed window in the first two collection 

rounds. In the pre-adaptive interval, both curves had same rate of change meaning that true 

positives where exactly the same in each correlation for both. However, after the change to an 

adaptive window occurred, the number of true positives in the adaptive window experienced a 

steeper growth.  This is a result of the window size accommodating to a larger size that enabled 

it to correlate the correctly temporally correlated events. Lastly, as can be seen in the figure, the 

total number of true positives events in the adaptive window case outweighed those seen in the 

fixed window case which means that the adaptive window had a better performance.  

Examine now the curves for cumulative number of false negatives in this sub-case shown in 

figure 26. 
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Figure 26 Cumulative true negatives in scenario 1; fixed window size = Tround 

Recall that false negatives in this context refers to missed events in the correlation round, 

i.e. those events that were suppose to arrive with the other temporally-correlated events of the 

same round, but failed to arrive. As it can be observed in figure 26, in the pre-adaptive phase 

both curves exhibit the same rate of change, but this changes drastically when entering the 

adaptive phase. In the latter, the adaptive window stopped accumulating further false 
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negatives, while the fixed window continued with the same behavior. This translates into better 

performance for the adaptive window.  

It can be concluded that, when the fixed window size is set to Tround, the window size of the 

fixed-sized time window correlation is too small, which caused many events to arrive at the 

wrong correlation round, resulting in false positives and false negatives, and decrementing the 

number of true positives.  The adaptive window, on the other hand, accommodates its window 

size appropriately which causes its better performance. 

 

Fixed window size = 2 X Tround 

An interesting scenario is witnessed when using a fixed window size equal to 2 X Tround. Figure 

27 gives insight into the differences. 
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Figure 27 Cumulative true positives in scenario 1; fixed window size = 2 X Tround 

It can be observed in figure 27 that when the fixed window size is set to 2 X Tround, both 

window size types show approximately the same performance. This can be explained given that 

in this scenario there was no network delay added in the network, and the rest of the variables 

that make up the window size are very small in size compared to Tround. This results in the 

adaptive window size being approximately equal to 2 X Tround which means that the size of the 
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window in the fixed case is roughly the same to the one in the adaptive case.  Therefore, 

although the correlation with an adaptive window shows a slightly better performance in this 

case, there is not sufficient clearance between both curves to reach a conclusion. This 

observation has huge implications and is further explored in the coming sections. 

 

Fixed window size = 4 X Tround 

In this case the fixed window size is set to be equal to four times Tround. Figure 28 shows the plot 

of the curve showing the cumulative true positive events observed per correlation round. 
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Figure 28 Cumulative true positives in scenario 1; fixed window size = 4 X Tround 

As shown in figure 28 the adaptive window showed a better performance than the fixed 

window. It can be seen that the fixed window had a total of 156 true positive events while the 

adaptive window had 291. It is also seen that it took the adaptive window 26 correlation rounds 

to correlate the same amount of events as the adaptive window. This occurs because the fixed 

window size is set to 4 X Tround. 

A larger window has other implications that cannot be observed in the number of true 

positives, but can be explained in the false positives domain. Examine figure 29. 
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Figure 29 Cumulative false positives in scenario 1; fixed window size = 4 X Tround 

This figure shows the amount of cumulative false positives, i.e. events that arrived in the 

same correlation round but that have no temporal correlation with the others. Given that the 

fixed window size was too large, there were various events that arrived with others with which 

they had no time correlation. The adaptive window, on the other hand, changed to a smaller 

window size after correlation round number 2 and avoided this problem. It can be concluded 

that if the window size of fixed-sized time window correlation is 4 X Tround, then an adaptive 

window shows a better performance than the fixed window. 

 

Discussion 

The results just presented show that having a fixed window size equal to Tround or 4 X Tround, 

causes fixed-sized window correlation to underperform compared to an adaptive window 

correlation. This happens because when having a fixed sized window equal to Tround, a large 

number of false negatives are produced given that the window size is too small and fails to 

capture all temporally-correlated events. Conversely, when using a fixed window a size equal to 

4 X Tround, the window size is too large and captures temporally-uncorrelated events causing a 
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large number of false positives. The adaptive window avoids both these issues since it expands 

or contracts the window to the appropriate size. 

To provide conclusive evidence of this, observe how this pattern repeats across multiple 

scenarios. The next analysis shows the results obtained when combining the results of scenarios 

1, 2, and 3. It shows a summary of the results when measuring the performance indicators with 

a fixed window size equal to Tround and four times Tround across multiple scenarios; i.e. these 

values were obtained by averaging the number of true positives, false positives and false 

negatives events in different scenarios.  

The pie charts of figure 30 show the percentage of true positives and false positives events 

observed when using a window size of 4 X Tround. 
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Figure 30 Percentage of true positives and false positives in scenarios 1, 2, and 3; fixed window = 4 X Tround 

The charts clearly show a better performance of the adaptive window given that the number 

of false positives is higher when using a fixed correlation time window.  

Precision and recall  are shown in figure 31. In the figure, it can be seen that precision is 

better for the adaptive case, but recall is not. The fact that recall is so high in fixed-sized window 

correlation is attributed to the fact that since the window size was fairly big, there were no false 

negatives, i.e. no missing events. However, to compare their performance, it is important to 

take into consideration both these values. It can be observed that precision is lower for the 

fixed window which means that although there were no missed events, a very small percentage 

of the captured events actually had temporal correlation with each other.  



 67 

0,51

1,00

0,87

0,93

0,00

0,20

0,40

0,60

0,80

1,00

1,20

Precision Recall

Precision and Recall

Fixed Window

Adaptive Window

 

Figure 31 Recall and precision in scenarios 1, 2, and 3; fixed window = 4 X Tround 

This is an important conclusion showing that the adaptive window exhibits better temporal 

correlation of events if the fixed window size is large. 

It is also important to study also the effects of having a small correlation time window in 

fixed-sized correlation and compare it to the adaptive correlation. The window size in this case 

is equal to Tround, and figure 32 depicts the precision and recall obtained across the same set of 

experiments as the example above. In this case, both recall and precision exhibit higher values 

in the adaptive window case than in the fixed window. Note that recall is more than doubled 

when using a fixed window equal to 4 x Tround than when using a fixed window equal to Tround 

(1.00 and 0.41). This occurs since the fixed window size in the latter is smaller and does not 

capture all relevant events. This causes a large number of false negatives events to accumulate 

which impacts negatively on recall. It is thus clear that a fixed-sized window with a size equal to 

Tround underperforms compared to an adaptive window. 
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Figure 32 Recall and precision in scenarios 1, 2, and 3; fixed window = Tround 

 

Armed with the previous observations, it is possible to conclude that adaptive window 

correlation outperforms fixed-sized time window correlation if the fixed window size is equal to 

Tround or 4 X Tround. 

 

The case of fixed-sized window equal to 2 X Tround 

Having concluded that an adaptive correlation time window outperforms a fixed-sized 

correlation time window when the fixed window size is equal to Tround or 4 X Tround, it is now 

important to observe the behavior that occurs in the middle point: when the fixed window size 

is equal to 2 X Tround. This comparison has important value for the investigation given that if 

there is no added network delay, the adaptive window and fixed window share almost the same 

window size. In this case the adaptive window is close to 2 X Tround since processing times are 

usually negligible compared to this value. The case where no delay was added to the system was 

already presented, but the findings were not conclusive enough to claim that either window 

type was better than the other one. 

Figure 33 shows the results when combining the results of various scenarios. In this case, the 

scenarios that will be used are those where delay variation was added, i.e. the scenarios listed 

on table 1. 
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Figure 33 Left: true positives in different scenarios; Right: ratio of true positives in adaptive and fixed 

The graph to the left of figure 37 shows the number of true positives in each scenario listed. 

Observe that on all scenarios, the fixed window showed a better performance than the adaptive 

window evidenced by a higher number of true positives. To further explore this behavior 

observe the graph to the right of figure 37. It shows the ratio of the number of true positives in 

the adaptive window over true positives in the fixed window. The lower this value, the worst is 

the performance of the adaptive window. Observe that each subsequent scenario shows a 

decreasing performance for the adaptive window. If one inspects table 1, it can be seen that the 

delay was being increased on each scenario. For instance, the delay used in scenario 19 was 

greater than the one used in scenario 18. This indicates that increasing the delay reduces the 

number of true positives in the adaptive window. 

4.4.3 The nature of the problem 

In order to understand why this occurs, we can take a closer look on how events arrive to the 

management station and how the adaptive window captures these events. Since scenario 4 

provides a linear increase of the network delay (see figure 20), it is simple but comprehensive 

enough to understand the problem with the temporal evolution of the adaptive window.  

The following figure is a temporal representation of the arrival time of events from this 

scenario using 11 subsequent collection rounds. The arrival time of events in the timeline are 

marked with a cross (x) with their respective sequence number displayed on top. Each of the 

color represents a different node. The black vertical lines are the boundaries of the correlation 

window and thus enclose a single correlation round. All of the following diagrams were 

prepared using real event timestamps as recorded in the management station. 
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Figure 34 Adaptive window boundaries and event arrival before network delay was added 

Notice that in figure 34 there are six events per correlation round. This means two events 

per node. In this example, everything behaves as expected since the window size is large 

enough to capture two events per node which is the target temporal correlation. All these 

events are thus temporally correlated and classified as true positives. However, as can be 

verified by observing in figure 21, during these collection rounds, there was no delay introduced 

in the network, so this behavior is expected. A more interesting case occurs when delay starts to 

affect events. Recall that in this scenario, network delay was added from collection round 20 

until the end. Examine figure 35. 

 

 

Figure 35 Adaptive window boundaries and event arrival after network delay was added 

It can be observed that after delay is added in collection round 20, the adaptive window 

controller expands the window according to the observed network delay. However, this 

expansion is too large and captures temporally uncorrelated events. Observe that in the last 

correlation round of this example, events with sequence number 30, 31, 32, and 33 are 

captured within a single correlation round. However, these events do not possess the target 

temporal correlation between each other which causes many false positive events. The fixed 

window does not experience the same situation - since its window remains fixed during this 

period, events fail to be captured , which amounts for false negatives. Observe figure 36. 
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Figure 36 Fixed window boundaries and event arrival after network delay was added 

In figure 36, after the network delay was added, events began to arrive more scattered in 

time. The inability of the fixed window to expand its window caused it to miss events which had 

temporal correlation, thus accumulating false negatives. 

 

It is therefore clear that neither the adaptive nor the fixed window captures all temporally 

correlated events in this scenario. Why then, did the adaptive window expand to a window size 

that was too large causing it to capture temporally-uncorrelated events? This can be explained 

by recalling how the adaptive window specification (presented in Chapter 3), is designed to 

resize the window. According to the definition, the window is resized in direct proportion to the 

observed network delay; however, an increase in network delay does not reflect an increase in 

event inter-arrival time and this causes the problem. If there is an increase in network delay, 

then events will just arrive in proportion to the difference in this increase and not to the actual 

network delay. To substantiate this claim the example scenario depicted in figure 37 is aimed at 

explaining this behavior. 
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Figure 37 Relationship between inter-arrival time and network delay 

In the scenario shown in this figure, the start time is 0 s, and events arrive from only one node. 

CTW is the size of the correlation time window, and Tround is the periodicity at which events are 

emitted from the node. In this hypothetical scenario, events E1 and E2 arrive with almost no 
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propagation delay. However, event E2 experiences a propagation delay and thus arrives 2s later 

(the red dotted arrows show this delay). Notice that this delay stays the same in the following 

correlation rounds. The correlation time window controller upon noticing this delay expands its 

window size from 3s to 5s. However, in the last correlation round, it can be seen that the last 

correlation window mistakenly captured two events within the same correlation window. This is 

explained by noticing the temporal evolution of the inter-arrival times. Note that the inter-

arrival time is the same regardless of whether there is a delay in the network. It only changes 

when the first event gets delayed, but returns to the previous value after that. As suggested 

before, in this case, the difference in delay just happened once causing inter-arrival time to 

change just for one occasion. With this observation it can be concluded that it is not 

propagation delay which determines the temporal behavior of events arrival, but rather the 

difference in this propagation delay. In other words, delay variation is the value that should be 

used to determine the size of the adaptive window.  
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Chapter 5 

Conclusions and future work 

5 Conclusions and future work 

5.1 Conclusions 

5.1.1 Event correlation 

This thesis work has not only investigated the performance of an adaptive correlation time 

window, it has also investigated the area of event correlation techniques. From this, it can be 

concluded that applying one or another technique for event correlation in an environment is 

highly dependent on the network where the event correlation engine is going to run – there is 

no single solution that yields the best results in all scenarios. If the network environment is 

static and small with modest growth expectations, then a rule-based correlation engine might 

prove to be enough. On the other hand, if there is a need to provision an event correlation 

system in a large network, then the problem becomes more complex. When implementing an 

event correlation technique, one must be aware of what degree of robustness it provides, how 

much a-priori knowledge is required, how much traceability can be achieved, how much 

maintenance effort is required, and if the technique does not make simplifying assumptions that 

contrast reality. Satisfying all these criteria is a formidable challenge that is not overcome by any 

single event correlation solution. Arguably, a possible approach to leverage this situation could 
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be to provision systems that utilize hybrid approaches that combine the features of different 

event correlation techniques targeted for the specific needs. The purpose will be to build a 

stronger solution that takes advantage of the benefits provided by each of the techniques. 

Regarding temporal correlation, it can be seen that the correlation time window is an 

important aspect of continuous research in the event correlation field. It has been proven that a 

fixed correlation time window provides serious disadvantages to the event correlation process. 

Nevertheless, this issue is seldom addressed in event correlation literature since literature in the 

topic is mostly focused on building ever efficient root-cause analysis engines. The findings 

presented in [21] and [22], provide a possible solution, but their methods suffer from the 

discussed drawbacks. 

Finally, it is interesting to observe the seemingly unbreakable bound between event 

correlation and fault identification processes. These two processes have been merged in most 

literature with authors making little distinction between the two. However, noteworthy is the 

fact that throughout the years, event correlation has become a separate discipline not 

necessarily linked to fault identification. Recent works [4] have demonstrated the value that 

event correlation has as an independent system to provide insights into security and proactive 

performance management. 

5.1.2 Performance of adaptive and fixed correlation time window 

As mentioned in the objectives, the main goal of this thesis project has been to empirically 

demonstrate whether an adaptive window correlation time window exhibits performance 

benefits when compared to a fixed-sized window.  

The tests demonstrate that the adaptive correlation time window can adapt to the new 

conditions, such as longer propagation time intervals occurring in the network. Furthermore, 

the tests show that the adaptive window algorithm properly adapts the window size when these 

conditions are dynamic.  

From this study it can be concluded that in the case where the fixed window is set to be 

equal to Tround (small window size) or 4 X Tround(large window size), the adaptive window 

outperforms the fixed window. Furthermore, since contracting the fixed window size to less 

than Tround or expanding it to greater than 4 X Tround, would only produce a larger number of 
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false negatives and false positives respectively, this observation can be easily extrapolated. Thus 

it can be concluded that if the fixed window size is less than Tround or greater than 4 X Tround, 

then an adaptive window in the event correlation process would clearly show better 

performance than a fixed-sized window.  

The investigation also shows the conditions in which the fixed window outperforms the 

adaptive one. This occurs when the fixed window size is set to two times the periodicity of 

events. This is a critical comparison point given that the fixed window size is set to a value 

comparable to the one that the adaptive window would have if there is almost no delay in the 

network. The results show that the adaptive window is outperformed by the fixed window in 

terms of true positive and false positive events. This occurs since the adaptive window adapts to 

a larger window size when experiencing an increase in propagation delay. As demonstrated, an 

increase in propagation delay does not correlate to an increase in the arrival time of events. It 

can be seen that the origin of the problem is on how the adaptive window calculates the 

window size. It is concluded that rather than focusing on the propagation delay to calculate the 

window size, better results might be obtained by observing the inter-arrival of events since it 

captures the temporal relationships of event arrivals. However, this needs to be investigated in 

future work. 

5.2  Future work 

We propose to continue improving how the adaptive correlation time window size is computed. 

Instead of changing the collection time in direct proportion to the propagation time, we believe 

better results might be obtained by taking into account delay variation. Furthermore, trend 

analysis of the delay variation could be used in order to predict the value it will have in the 

correlation round, and use it to compute the size of the window. By capturing the temporal 

evolution of delay variation, it could be possible to predict the window size that best suits to the 

expected performance. This is not straightforward since typically networks consist of multiple 

nodes with different delay characteristics that affect delay variation. However, a possible 

solution to this problem is to use the maximum of the delay variation values from all of the 

nodes to calculate a new window size. Moreover, since atypical peaks can occur in the inter-

arrival of events, it is necessary to take it into account. Perhaps a possible solution to this issue 
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would be to use a use a weighted average of these inter-arrivals similar to the one used in TCP 

to estimate the round-trip time (RTT). This is called an en exponential weighted moving average 

(EWMA). It is exponential since a given sample decays exponentially fast as the updates 

proceed. With this technique, atypical values are smoothed out as new updates arrive and 

should produce the desired performance.  
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Appendix A  
 
Software implementation details 

Code time-stamping 

Processing times and propagation times are measured by time-stamping the code in the places 

mentioned in the previous section. Two methods are available in Java for this purpose: 

System.nanoTime() and System.currentTimeMillis(). We chose System.nanoTime() for time-

stamping as it provides higher degree of accuracy. In order to calculate the execution time of a 

certain process, a timestamp is placed right before the start of the process called startTime. At 

the end of the process, another timestamp, endTime, is placed. Thus, execution time for that 

process would be:  

executionTime = endTime – startTime 

This method is followed in order to measure processing times, i.e.: Tread, Tcorrelate, Tgraph, and 

Tclassify. 

The “AdaptiveWindow” class in MeSON manager 

The AdaptiveWindow class purpose is to store all information required to calculate the 

correlation window size. It also performs the Tprop calculation and stores this information in the 

respective variable.  
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It includes two nested classes called NodeCollectionTime and CollectionRoundData. As 

suggested by its name, the latter contains all information regarding the collection round. This is 

stored in the from a hash map that contains the hash of the IP addresses of the nodes as key, 

while the values of the map are NodeCollectionTime objects containing values for collection 

time such as Tread, Tprop and Tcollect. This relationship is illustrated in the following figure. 
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Hash maps are used for efficiency. Given that computing the adaptive correlation time 

window occurs periodically and on real-time, it is of paramount importance to decrease the 

time spent processing the adaptive window. With a hash map, it is expected that lookup costs 

decrease thus providing a more efficient search.  

By aggregating several CollectionRoundData instances, the AdaptiveWindow class 

constructs a linked list of “Nodes Hash Maps” representing the data collection variables for 

continuous collection rounds. This is illustrated in the figure. 
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In order to dynamically feed the event correlation process with new correlation window sizes as 

data is being collected, the event correlation class instantiates an AdaptiveWindow object 

which has the same reference to the one that is being continuously fed with information from 

the main Java class of the project: MeSONNotification_ServerSocket. Since event correlation is 

performed as a recurrent task, then by setting the periodicity of that task to match the value of 
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the window size in the AdaptiveWindow object, the event correlation task can be scheduled 

dynamically. The AdaptiveWindow class includes a method called getWindowSize() which 

returns the value of the current window size in the object. This method is called when 

scheduling an event correlation task.  

The “AdaptiveWindowProxy” class in MeSON proxy 

Given that the adaptive window implementation requires information from data collection time 

such as Tread and Tprop, it is necessary to include some code in each of the MeSON proxies. This 

is achieved by a class called AdaptiveWindowProxy located in each MeSON proxy. This class 

stores timestamps of packets and Tread values for each collection round. The latter is 

piggybacked in BER notifications which are handled in the MeSON manager. 

Additional Classes in MeSON manager 

Apart from the AdaptiveWindow class just mentioned, there are several classes that were 

developed within the MeSON project in order to implement all functionalities. These classes 

are: 

 

 EventCorrelation_Adaptive: Class used for running event correlation with an adaptive 

window. The event correlation process is scheduled in a periodic task, which period is 

determined by the method getWindowSize() of an instance of an AdaptiveWindow 

object. 

 EventCorrelation_Fixed: Class used for running event correlation with a fixed window. It 

is an unmodified version of the class used originally in the MeSON project. 

 MeSONNotificationHandler_Reader: Class used when performing replay in order to 

read the events stored in a file, instead of reading them from incoming packets. 

 MeSONNotificationHandler_Writer: Class to handle notifications in a replay session. It 

stores the incoming packets information in a variable which is later saved to a file. 

 ReplaySession: Class for running replay session. It does this by running a “for” loop on 

the list of events retrieved from the dataCollection file. First, it calculates the inter-

arrival of events with a nested class called InterArrivalDelay. Then it starts the “for” loop 
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which calls the MeSONNotificationHandler_Reader class and feeds it with the event 

information. A Thread.sleep() method is used for the duration stored in the 

interArrivalDelay object previously created, in order to simulate the inter-arrival delay of 

events. Upon finishing, it creates three separate files containing the results of the replay 

session.  

 SrcReplayData: Class that stores the values of the original and the replayed data. 

 TemporalCorrelationKPI: Class used to calculate the following KPIs: true positives, false 

positives, false negatives, precision and recall. 

Runtime functionality 

At runtime, the AdaptiveWindow class is fed with information from the management station 

processing times and data collection times. The latter is recalculated whenever a new 

notification arrives. The sequence number in the notification is used to determine the element 

in the linked list which will be modified from the incoming information, while the IP address is 

hashed to determine where in the map the new information is going to be placed. This 

procedure is illustrated in the following figure. 
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To calculate the adaptive window size, several of the collected values are combined as 

expressed in formula (7). The following figure illustrates this process: 
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In addition, given that old values are not needed for new window calculations, they can be 

discarded when already used. The following figure shows an example of this process. 
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This “cleanup” process ensures that the linked list does not grow indefinitely and consume large 

amounts of memory. Note that in the case of replay sessions, this process is circumvented since 

it is of interest to maintain all these information for future analysis. 

 


