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Abstract

We consider an approach to multicriteria radiation therapy optimiza-
tion where the clinical treatment plan is selected from a representation
of the set of Pareto optimal treatment plans in the form of a discrete set
of plans and their combinations. The approximate nature of this repre-
sentation implies that a selected plan in general has an approximation
error with respect to Pareto optimality. To assess and, if necessary, im-
prove the quality of such plans, a technique is suggested that eliminates
the approximation error of a given treatment plan by a projection onto
the Pareto surface. A more elaborate form of projection is also sug-
gested that requires the projected solution to be not only as good as
the input plan in terms of objective function values, but also equally
good or better with respect to the three-dimensional dose distribution.
The versatility of the suggested technique is demonstrated by appli-
cation to planning for step-and-shoot and sliding window delivery of
intensity-modulated radiation therapy, and planning for spot-scanned
delivery of intensity-modulated proton therapy. Our numerical results
show that the proposed projections generally lead to improved sparing
of organs at risk and a higher degree of dose conformity compared to
when projections are not performed.
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1. Introduction

Radiation therapy treatment planning inherently poses tradeoffs regarding ad-
equate tumor coverage versus sparing of healthy structures. A natural model
of the inverse treatment planning problem is, in this aspect, a multicriteria
optimization (MCO) formulation where each anatomical structure is assigned
with one or several objective functions and the overall goal is to find the best
possible tradeoff between these objectives. The solution set to optimization
problems of this form is most commonly defined using the concept of Pareto
optimality. This notion defines an optimal solution as a feasible solution such
that no objective can be improved without impairing at least one of the others,
see, e.g., [27] for a review. The set of solutions that satisfy this criterion is
called the Pareto set. If the optimization problem is convex, then the image
of the Pareto set in the objective function space is a convex surface called the
Pareto surface [33].

Conventional radiation therapy optimization through a minimization of a
weighted sum of objectives can be viewed as sampling points from the Pareto
surface one at the time. A deficiency of this technique is that the weights do
not relate directly to the position of the sampling point, but rather to the slope
of the Pareto surface at this point. Appropriate selection of weights therefore
requires explicit knowledge of the shape of the Pareto surface. Accordingly,
empirical studies show that the weights required to produce consistent dose
distributions vary considerably over patient cases [19]—and vice versa—that
dose distributions vary considerably for different choices of weights [39].

These shortcomings have inspired a number of approaches to treatment
planning that more explicitly recognize radiation therapy treatment planning
as a multicriteria decision problem, see, e.g., [7, 10, 18, 25, 26]. The unifying
theme of the cited techniques is to avoid explicit weight factors and instead
approximate the entire Pareto surface by a discrete set of treatment plans.
The most preferred treatment plan contained in the approximate representa-
tion is subsequently selected by the treatment planner or physician. In this
paper, we consider a specific form of selection where combinations of discrete
treatment plans are navigated in a continuous fashion through real-time inter-
polation over the associated dose distributions, see [29]. Recent comparative
studies with conventional planning show that multicriteria planning of this
form results in a significant reduction in average planning time while simulta-
neously providing treatment plans that physicians in blinded assessments rank
as superior [13, 36].

The benefits of continuous navigation come with the price that interpo-
lation over multiple treatment plans introduces an approximation error with
respect to Pareto optimality. This error implies that a navigated plan can be
suboptimal to a clinically significant amount unless the plan representation is
sufficiently accurate. Algorithms exist that bound the approximation error of
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a navigated solution by enclosing the Pareto surface between inner and outer
polyhedral approximations, see, e.g., [3, 11, 32]. However, such bounds are in
general not tight; neither do they have a direct clinical interpretation. The
number of solutions required to maintain a given error bound is also, in the
worst case, an exponentially increasing function in the number of objectives
because hypervolume grows exponentially with increasing dimension. To some
relief, studies report that the relation between required number of plans and
number of objectives is more benign for radiation therapy problems due to cor-
relation between objectives [8,9], but definite criteria for the required accuracy
of discrete Pareto surface representations are still lacking.

In view of these concerns, we present a technique that eliminates the ap-
proximation error with respect to Pareto optimality of a navigated MCO plan.
Removal of this error source is performed through minimization of a projective
distance between the objective vector of the navigated solution and the Pareto
surface. By the construction of this optimization problem, the projected so-
lution is guaranteed to be a Pareto optimal treatment plan that is as least
as good as the initial navigated plan with respect to all considered planning
objectives. An augmented problem formulation is also considered where con-
straints are imposed on maintained dose distribution quality, thereby ensuring
that initially satisfied clinical goals cannot become violated. It is envisioned
that projections onto the Pareto surface can function not only as a technique
for improving MCO plans, but also as a tool for assessing the approximation
quality of a discrete Pareto surface representation in a way that can be easily
understood by practitioners in a clinical setting. The versatility of the de-
scribed technique is demonstrated through applications to treatment planning
for step-and-shoot intensity-modulated radiation therapy (ss-IMRT), sliding
window intensity-modulated radiation therapy (sw-IMRT), and spot-scanned
intensity-modulated proton therapy (IMPT).

2. Problem formulation and methods proposed

2.1. Multicriteria optimization problem formulation

The master problem for the technique presented in this paper is a multicriteria
radiation therapy optimization problem defined with respect to an arbitrary
delivery technique. This problem is assumed to involve n objective functions
f1, . . . , fn, with n ≥ 2, that are to be minimized over a feasible variable do-
main F and subject to m constraint functions c1, . . . , cm. The constraints are
to be bounded by zero from above. All objective and constraint functions are
assumed to be convex functions of the dose distribution vector d that, in turn,
is assumed to be a linear function of the vector of optimization variables x.
Variable domains that satisfy the linearity requirement include fluence-based
models of photon therapy and actively scanned protons. For a survey of convex
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functions that are suitable for radiation therapy optimization, including non-
convex functions that can be reformulated into convex counterparts, see [33].
In addition, all objective and constraint functions are assumed to be bounded
by zero from below, and the constraint functions and the set F are assumed
to be of a form such that the feasible region is nonempty.

The form of optimization problem that is considered can with the intro-
duced notation be expressed as

minimize
x

[

f1(d(x)) · · · fn(d(x))
]T

subject to cj(d(x)) ≤ 0, j = 1, . . . ,m,
x ∈ F .

(2.1)

Associated with this problem, the notation f is used to denote the vector of ob-
jective functions. A feasible solution x̂ to (2.1) is Pareto optimal to this prob-
lem if there exists no feasible x such that fi(d(x)) ≤ fi(d(x̂)) for i = 1, . . . , n,
with strict inequality for at least on index i. A feasible solution x̂ such that
there exists no feasible x that satisfy fi(d(x)) < fi(d(x̂)) for i = 1, . . . , n is
called weakly Pareto optimal.

The stated assumptions guarantee that all objectives and constraints are
convex functions of the optimization variables because composition with a
linear function preserves convexity. Convexity implies that the image of the
set of Pareto optimal solutions under the objective function mapping forms a
connected surface in the boundary of a convex set [33]. Convexity is also a nec-
essary and sufficient condition for the feasibility of an arbitrary interpolated
solution. It furthermore guarantees that the objective function values of an in-
terpolated solution are bounded from above by the corresponding linear inter-
polation of objective vectors, and bounded from below by the upper envelope
of tangent planes to the Pareto surface. The implications of a convex problem
formulation are illustrated geometrically with respect to a two-dimensional
Pareto curve in Figure 1.

2.2. Proposed projection onto the Pareto surface

The specific problem considered in this paper is that of converting a navigated
approximate solution to (2.1) into a Pareto optimal solution to this problem.
As prerequisites, it is assumed that a discrete set of Pareto optimal solutions
to (2.1) is known, including n solutions that are optimal with respect to min-
imization of each objective individually. The vector of individual objective
function value minimas is called the ideal objective vector and denoted by
z∗. It is further assumed that the most preferred convex combination of the
known discrete solutions has been selected by the treatment planner. This
combination is called the navigated solution and denoted by x̄. Its associated
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Figure 1. Continuous navigation between two Pareto optimal solutions x1
and x2. The shaded area indicates the feasible objective space, the thick solid
line the Pareto curve, and the thin solid line objective vectors that are attain-
able by convex combinations of x1 and x2. The dashed lines indicate lower
bounds on the Pareto curve given by tangent lines at f(x1) and f(x2) (with
normal vectors w1 and w2, respectively), and the upper bound given by con-
vex combinations of these points. The componentwise approximation error of
an interpolated solution and its upper bound given by the maximum compo-
nentwise distance between the upper and lower bounds are both indicated by
thin solid squares.

dose distribution vector and vector of objective function values are denoted by
d̄ and z̄, respectively.

Our general approach to converting a navigated solution into a Pareto
optimal point is to view the components of the navigated objective vector
z̄ as minimum requirements on objective function values, and then seek im-
provements upon these. Extensive literature exists that describes methods
for finding a Pareto optimal solution based on the specification of reference
point in objective space, see, e.g., [23, 28] and references therein. Many of
these methods can be classified as either min-norm methods that minimize
an n-dimensional norm of the difference between the current objective vector
and the reference point, or min-max methods that minimize a corresponding
signed distance function sz̄. The distance function of min-max methods is
required to be strictly increasing and order representing in the sense that

zi < z̃i, i = 1, . . . , n, ⇐⇒ sz̄(z) < sz̄(z̃),

for any pair of n-dimensional vectors z and z̃.
Because the reference point z̄ (i.e., the objective vector of the navigated

solution) in our situation is known to be attainable, the relevant class of meth-
ods is those of the min-max form. For the sake of brevity, we restrict ourselves
to consider minimization of a weighted maximum componentwise distance to
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the ideal point according to

minimize
x

max
i=1,...,n

{

wi(fi(d(x))− z∗i )
}

subject to cj(d(x)) ≤ 0, j = 1, . . . ,m,
x ∈ F ,

(2.2)

with weights chosen according to wi = (z̄i − z∗i − ǫ)−1 for i = 1, . . . , n and ǫ
being is a small positive constant introduced to avoid division by zero. Pro-
jection onto the Pareto surface according to (2.2) and under the specified
choice of weights implies that the maximum relative error to the ideal point is
minimized. Optimization of this form is in the multicriteria decision making
literature known as the satisficing trade-off method, see [31]. Its application
can be geometrically interpreted as a shift of the reference point z̄ along a line
towards the ideal point z∗ until this point intersects with or dominates the
Pareto surface, as illustrated in Figure 2. The chosen projection direction can
be motivated by the general decision theoretic observation that minimization
of the distance to the ideal point is more preferred by human decision makers
than projection away from worst possible objective vector (the nadir point) if
the reference point is attainable [5].

f(x1)

f(x2)z∗

z̄

–Rn

+

ẑ

f1(x)

f 2
(x

)

Figure 2. Projection of a navigated solution onto the Pareto surface. The
navigated objective vector z̄ is shifted along the dashed line towards the ideal
point z∗ until the intersection between the feasible objective space and a neg-
ative orthant cone −IRn

+ that emanates from z̄ is empty. The projected ob-
jective vector is denoted by ẑ.

A formulation of the projection problem according to (2.2) guarantees that
the projected solution x̂ is weakly Pareto optimal to problem (2.1) [27, The-
orem 3.4.2.]. This guarantee can be strengthened to Pareto optimality using
an augmented objective function according to

sz̄(x) = max
i=1,...,n

{

wi(fi(d(x))− z∗i )
}

+ ρ

n
∑

i=1

(fi(d(x))− z∗i ),
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for some small positive scalar ρ. Pareto optimality can alternatively be ensured
by a smooth approximation of the maximum in (2.2), e.g., using a generalized
mean according to

max
i=1,...,n

{wixi} ≈

(

1

||w||1

n
∑

i=1

wix
p
i

)1/p

, (2.3)

for some moderately large positive scalar p. Pareto optimality is also guar-
anteed whenever the optimal solution to (2.2) is unique [27, Corollary 3.4.4.].
A sufficient condition for uniqueness is that the objective function in (2.2) is
strictly convex. A typical situation when strict convexity occurs is when all
components of the dose distribution vector are subject to a positive quadratic
penalty, so that the objective function is strictly convex with respect to dose.
Strict convexity with respect to the dose distribution implies strict convexity
with respect to the vector of optimization variables since the transformation
from fluence to dose can be represented by multiplication with a matrix that
has full column rank and strict convexity is preserved under composition with
an affine function.

2.3. Handling nondifferentiability

The optimization problem formulation according to (2.2) is not suitable for
gradient-based optimization because the maximum in the objective function
is nondifferentiable at the origin, unless approximated by a smooth function.
A continuously differentiable problem can be obtained by substituting a scalar-
valued auxiliary variable λ for this maximum, resulting in a problem of the
form

minimize
x,λ

λ

subject to wi(fi(d(x))− z∗i ) ≤ λ, i = 1, . . . , n,
cj(d(x)) ≤ 0, j = 1, . . . ,m,
x ∈ F .

(2.4)

This formulation has the advantage that an optimal solution to (2.4) provides
geometric information about the Pareto surface in the form of a hyperplane
{z : π̃T z = π̃Tf(x̂)} that supports this set at f(x̂). The components of the
hyperplane normal π̃ are related to the vector of optimal Lagrange multipli-
ers π associated with the first set of constraints in (2.4) as π̃i = −wiπi for
i = 1, . . . , n. A formal proof of this claim is given in Appendix A. This result
establishes a connection between projection onto the Pareto surface and con-
ventional radiation therapy optimization based on minimization of a weighted
sum of objectives because such optimization geometrically corresponds to find-
ing a supporting hyperplane to the Pareto surface. In particular, projection
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onto the Pareto surface is equivalent to weighted sum minimization with ob-
jective weights set equal to the components of the vector π̃, as readily seen
from a reformulation of (2.4) into (A.3).

2.4. Constraints on maintained dose distribution quality

Because objective function values alone cannot capture all aspects of dose
distribution quality, it is possible that a projected solution may not be per-
ceived as better than its associated navigated solution despite the fact that
the projected solution is guaranteed to weakly dominate the navigated one.
To protect against this situation, we suggest an extended formulation of the
projection problem that includes additional constraints on maintained dose
distribution quality.

We will throughout this paper assume that the quality of a three-dimensional
dose distribution is described with sufficient accuracy by its associated dose
volume histogram (DVH). Constraints on maintained dose distribution quality
are therefore posed as a requirement that each DVH curve associated with the
projected plan must lie between the corresponding navigated DVH curve and
a vertical line that intersects with the dose axis at a value d̂ that is equal to
prescription level for target structures and zero for healthy structures. These
constraints ensure that initially satisfied dose-volume requirements cannot be-
come violated during the projection onto the Pareto surface, as illustrated
in Figure 3. It is worth noticing that analogous, but more conservative, re-
quirements with respect to the three-dimensional dose distribution can be
formulated for the situation when dose distribution quality is not sufficiently
well correlated with DVH. A third alternative of intermediate conservativeness
would be to consider aggregates of clustered voxels.

To become amenable for optimization, the outlined DVH requirements are
translated into reference DVH functions that impose a one-sided penalty on the
error between a DVH curve associated with the current dose distribution d and
the dose distribution d̄ of the navigated plan. To formally define min reference
DVH and max reference DVH functions, denote by D(·, d) the function that
takes the dose distribution vector d to a parameterization of the DVH curve
for a specified region of interest (ROI) along the cumulative volume axis. A
min reference DVH function can with this notation be expressed as

g(d) =

∫ 1

0

(

min
{

D(v, d̄), d̂
}

−D(v, d)
)2

+
dv, (2.5)

while a max reference DVH function is given by

g(d) =

∫ 1

0

(

D(v, d)−max
{

D(v, d̄), d̂
})2

+
dv, (2.6)
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Figure 3. Feasible DVH space (shaded areas) for projection onto the Pareto
surface under constraints on maintained DVH. Initial navigated DVH curves
for an organ at risk (OAR) and a planning target volume (PTV) are indicated
by thick solid lines.

where the shorthand (·)+ is used to denote max{·, 0}. Using functions of this
form, the stipulated DVH requirements can be enforced by assigning a max
reference DVH function to each considered ROI, by assigning a min refer-
ence DVH function to each considered target structure, and augmenting prob-
lem (2.2) with nonlinear constraints that require all reference DVH functions
to evaluate to a nonpositive value.

Reference DVH functions have previously been used as objective functions
in automated conversion of tomotherapy plans into ss-IMRT plans under the
trade name SharePlan, and for conversion of fluence-based MCO plans into
deliverable ss-IMRT plans in the RayStation treatment planning system (both
manufactured by RaySearch Laboratories, Stockholm, Sweden). When used as
constraints, functions of this form are associated with the numerical difficulty
that the gradient vanishes as the function value approaches zero. This property
was accounted for by a smooth regularization of the positive part operator
in (2.5) and (2.6), as suggested in [15].

3. Delivery technique-specific implementations

3.1. Step-and-shoot IMRT

Multicriteria treatment planning for ss-IMRT is in this paper performed ac-
cording to the method suggested by Craft et al. [9]. Briefly, a discrete Pareto
surface representation is generated with respect to a fluence map optimization
problem of the form of (2.1) with x being the energy fluence vector and F
the set of nonnegative fluence distributions. Navigation is subsequently per-
formed by convex combinations over the precomputed dose distributions. The
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navigated dose distribution is finally converted into a deliverable treatment
plan through direct machine parameter optimization towards minimizing a
weighted sum of reference DVH functions. An explicit formulation of a corre-
sponding optimization problem for volumetric-modulated arc therapy is given
in [2].

Conversion into deliverable machine settings is associated with the problem
that an optimal fluence profile is typically very jagged and therefore difficult to
decompose into a finite number of statically collimated segments, see, e.g., [6].
To account for this property, a regularizing penalty on the total variation of the
fluence vector is imposed during fluence map optimization, analogously with
our previous report [3]. Denote by B an index set over the beams, by Ψ(b) a
matrix representation of the fluence distribution of beam b, and by IJ (b) an
associated set of index pairs (i, j) over the matrix elements that correspond to
optimization variables. Then, the considered penalty function TV(·) can be
expressed as

TV(ψ) =
∑

b∈B









∑

i:(i,j)∈IJ (b),

(i+1,j)∈IJ (b)

∣

∣

∣
Ψ

(b)
i+1,j −Ψ

(b)
i,j

∣

∣

∣
+

∑

j:(i,j)∈IJ (b),

(i,j+1)∈IJ (b)

∣

∣

∣
Ψ

(b)
i,j+1 −Ψ

(b)
i,j

∣

∣

∣









.

(3.1)
The nondifferentiability of the absolute values in this expression was through-
out handled by a smooth and conservative approximation, as detailed in [3].

Projection onto the Pareto surface is for ss-IMRT performed after con-
version into deliverable machine settings, as it would otherwise result in a
fluence-based solution that is more difficult to reproduce during conversion.
The variables x in (2.2) are consequently the vector of multileaf collimator
(MLC) leaf positions and segment weights, and the feasible variable domain
F the set of machine parameters that complies with the physical limitations
of the linear accelerator and MLC system.

3.2. Sliding window IMRT

Multicriteria treatment planning is well suited for sw-IMRT in the sense that
inverse planning for this delivery technique is typically performed entirely in
the fluence domain and conversion into dynamic multileaf collimator (DMLC)
leaf trajectories performed as an independent post-processing step. Conversion
into DMLC leaf trajectories typically utilizes the fact that continuous trajec-
tories which exactly reproduce a given fluence profile can be derived from a set
of analytical equations if disregarding leaf movement constraints [34], and that
leaf-sequencing algorithms which takes movement constraints into account and
are optimal in terms of monitor unit (MU) efficiency are known [24].

Sliding window delivery is similar to ss-IMRT negatively influenced by
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highly modulated fluence profiles. Jaggedness in the fluence domain here man-
ifests itself in time-consuming treatment delivery, changes to the planned dose
distribution due to conversion into a finite number of control points, and in-
creased leakage radiation. Following [14,37], the objective function of (2.1) was
therefore augmented with a smoothing penalty MU(·) defined as the maximum
integral over positive fluence gradients taken along the leaf sweep direction of
each leaf pairs. This quantity has been shown to be directly proportional to
the total number of MUs required for delivery if assuming unidirectional leaf-
sweeps [35]. A discretized form of the MU penalty can with the same notation
as for (3.1) be expressed as

MU(ψ) =
∑

b∈B

max
i:(i,j)∈IJ (b)

for some j















∑

j:(i,j)∈IJ (b),

(i,j+1)∈IJ (b)

(

Ψ
(b)
i,j+1 −Ψ

(b)
i,j

)

+















.

Nondifferentiability of the maximum and the positive part operator in this
expression was throughout handled by a smooth and conservative approxima-
tion, as detailed in [3]. Projection onto the Pareto surface is for sw-IMRT
performed directly following navigation, i.e., prior to conversion into DMLC
leaf trajectories.

3.3. Spot-scanned IMPT

Actively scanned proton therapy shares the advantages of sw-IMRT that in-
verse planning is entirely performed in the fluence domain. The vector x is for
spot-scanned IMPT the concatenation of vectors of spot weights over all en-
ergy layers and treatment fields while F is the set of nonnegative spot weight.
No active smoothing was introduced during spot weight optimization since an
optimized scan pattern is directly deliverable.

4. Computational study

4.1. Treatment planning system

The outlined approach for projections onto the Pareto surface was imple-
mented in the RayStation treatment planning system version 2.4 (RaySearch
Laboratories, Stockholm, Sweden). We briefly review some aspects of this sys-
tem that are relevant for our purposes. Multicriteria treatment planning uses
an algorithm for approximation of convex Pareto surfaces based on minimiz-
ing the distance between an inner and outer polyhedral approximation of this
set, see [3]. A user interface with a slider control for each objective is used
for Pareto surface navigation, see [12] for a description of a prototype version.
Treatment plan optimization for photon IMRT is performed with respect to a
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dose algorithm based on singular value decompositions of pencil beam kernels,
similar to [4]. An intermediate and a final dose calculation is for ss-IMRT
performed using a collapsed cone algorithm, see, e.g., [1], with the intermedi-
ate accurate dose used as a background dose during subsequent optimization.
Treatment plan optimization for IMPT is performed with respect to a pencil
beam dose algorithm, see [22]. The algorithms used for leaf-sequencing and di-
rect machine parameter optimization for ss-IMRT delivery are detailed in [17].
Leaf sequencing into DMLC control points for sw-IMRT delivery is performed
by exactly reconstructing the optimized fluence profiles, similar to [24], and
subsequently downsampling these trajectories until the upper bound on al-
lowed number of control points is met. All nonlinear programming tasks are
performed using a quasi-Newton sequential quadratic programming method,
similar to [16]. Nondifferentiability of the maximum in (2.2) was handled by
a smooth approximation according to (2.3) with p = 10 because initial ex-
periments revealed that this formulation resulted in a more rapid decrease
in the objective function value than a formulation with an auxiliary variable
according to (2.4).

4.2. Patient cases

Two patient cases are considered:

• A prostate case with a prescribed total dose of 59.2Gy to the prostate
and seminal vesicles, with a simultaneous boost of 74Gy to the prostate.
Considered critical structures are the bladder and rectum.

• A head and neck case with a prescribed total dose of 66Gy to the primary
tumor volume, a prescribed total dose of 60Gy to high risk nodal regions,
and a prescribed total dose of 50Gy to low risk nodal regions. Considered
critical structures are the brainstem, parotid glands, and spinal cord.

Both patient cases were planned for treatment with ss-IMRT, sw-IMRT, as
well as IMPT. Patient geometries were discretized into 3 × 3 × 3mm3 voxels
throughout.

Photon therapy planning was carried out with respect to a Varian 2100
linear accelerator (Varian Medical Systems, Palo Alto, California) equipped
with a 120-leaf interdigitating MLC. A coplanar five-field setup with gantry
angles at 35◦, 100◦, 180◦, 260◦, and 325◦ was used for the prostate case while a
coplanar seven-field setup with gantry angles at 0◦, 50◦, 80◦, 170◦, 195◦, 280◦,
and 315◦ was used for the head and neck case. The number of DMLC control
points was limited to 320 per beam during treatment planning for sw-IMRT
and the total number of segments limited to 10 times the number of beams
during treatment planning for ss-IMRT. Fluence planes were discretized into
5× 5mm2 bixels during optimization.
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Proton therapy planning was performed with respect to a coplanar two-
field setup for both of the clinical cases. The gantry angles were set to 90◦ and
270◦ for the prostate case and to 20◦ and 290◦ for the head and neck case. A
hexagonal scanning patter with a spot grid resolution of 5mm and an energy
layer separation in water of 5mm was used for both cases.

Treatment plan optimization for all considered delivery techniques was per-
formed with respect to least-squares penalties on the deviation in voxel dose
or equivalent uniform dose (EUD) from a scalar valued reference level. A sum-
mary of objectives and constraints per patient case is given in Appendix B. A
precise mathematical definition of the optimization functions that were used
is detailed in [2, Appendix C]. The maximum number of iterations during
optimization was throughout set to 50.

4.3. Treatment plan generation

The presented technique’s ability of improving the dose distribution of a nav-
igated MCO plan was evaluated as follows: First, a discrete Pareto surface
representation was generated for each patient case and delivery technique.
The number of constituent plans in these representations was 2n during pho-
ton therapy planning and (3/2)n during proton therapy planning. A navigated
treatment plan was subsequently generated for each patient case and delivery
technique. Each navigated plan was finally projected onto the Pareto surface,
with or without constraints on maintained DVH. The fluence-based photon
therapy plans were converted into deliverable treatment settings in conjunc-
tion with the projections. Recall from Sections 3.1 and 3.2 that this conversion
is performed prior to projection for ss-IMRT, whereas it is performed after the
projection for sw-IMRT. Deliverable treatment plans were for comparative pur-
poses also generated by a direct conversion of the navigated treatment plan,
i.e., without performing any projection.

4.4. Method of evaluation

The impact of projections onto the Pareto set was evaluated in terms of a
selection of dose-volume statistics. The planned dose to organs at risk (OARs)
was assessed in terms of dose-to-volume levels Vx that give the fractional
volume of an ROI that receives a dose greater than or equal to xGy, volume-
to-dose levels Dx that give the minimum dose such that the associated isodose
volume contains x% of the volume of an ROI, and mean dose levels D̄. The
planned dose to target structures was assessed in terms of a homogeneity index
(HI) [21] according to

HI = (D2 −D98) /D50,
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and a conformity index (CI) [20] according to

CI = VExternal
95% /VPTV,

where V95% is the volume contained within the isodose volume defined at 95%
of the prescription level, and VPTV the total volume of the union of all targets
with prescription level greater than or equal to the prescription level of the
structure to which the index refers.

4.5. Results

The results for projection onto the Pareto surface with respect to the two
considered patient cases and the three considered delivery techniques are sum-
marized by the DVHs in Figure 4 and the dose statistics in Tables 1 and 2.
Results are shown both for projection onto the Pareto surface with respect
to objective function value only, and minimization of the projective distance
under constraints on maintained DVH quality. These two forms of projections
are in the tables named “proj” and “proj+,” respectively, while plans obtained
without performing any projection are called “nav.” Planning target volumes
(PTVs) are designated by their prescription level in subscript.

Table 1. Dose statistics for the prostate case. Values where the projection
resulted in a relative improvement of 5% are indicated in bold.

Plan PTV74 PTV59.2 Bladder Rectum

HI CI HI CI D10 D̄ D10 D̄
[%] [%] [%] [%] [Gy] [Gy] [Gy] [Gy]

ss-IMRT nav 8.2 117.6 27.9 111.1 55.6 26.6 56.1 31.9
proj 8.9 115.7 27.6 107.7 54.6 24.4 54.1 26.4

proj+ 8.4 116.1 27.7 108.1 55.3 25.4 54.4 28.2

sw-IMRT nav 7.9 117.0 27.3 108.7 54.1 24.9 56.2 33.5
proj 9.2 117.0 27.3 109.0 54.7 23.6 54.7 25.5

proj+ 7.8 116.3 27.1 108.0 54.1 24.2 55.7 28.6

IMPT nav 7.5 115.3 26.4 111.6 54.5 13.4 55.3 16.5
proj 8.6 114.1 27.0 103.8 53.7 12.3 55.9 14.8

proj+ 7.7 115.1 26.8 104.8 54.1 13.0 55.2 14.2

The depicted results show that the projection of a navigated MCO plan
onto the underlying Pareto surface generally leads to an improvement in OAR
sparing and dose conformity. The results are highly consistent between differ-
ent delivery techniques and patient cases. Improvements in OAR sparing are
more notable in terms of mean dose levels than for DVH points that are closer
to the maximum dose, as can be exemplified by the D10 levels of the bladder
and rectum for the prostate case in Table 1. Improvements in dose conformity
are also more notable for low-dose targets, in particular for PTV59.2 of the
IMPT plan for the prostate case and for PTV60 and PTV50 of the ss-IMRT



4. Computational study 15

Prostate Head and neck
ss
-I
M
R
T

0 20 40 60 80
0

20

40

60

80

100

Dose [Gy]

V
o
lu

m
e

[%
]

PTV74

PTV59.2

PTV shell

External

Rectum

Bladder

0 20 40 60
0

20

40

60

80

100

Dose [Gy]

V
o
lu

m
e

[%
]

PTV66

PTV60

R Parotid

PTV shell

L Parotid

PTV50

External

sw
-I
M
R
T

0 20 40 60 80
0

20

40

60

80

100

Dose [Gy]

V
o
lu

m
e

[%
]

External

PTV74

PTV59.2

PTV shell

Rectum

Bladder

0 20 40 60
0

20

40

60

80

100

Dose [Gy]

V
o
lu

m
e

[%
]

External
R Parotid

PTV shell

L Parotid

PTV50

PTV60

PTV66

IM
P
T

0 20 40 60 80
0

20

40

60

80

100

Dose [Gy]

V
o
lu

m
e

[%
]

External

Rectum

PTV74

PTV59.2

Bladder

PTV shell

0 20 40 60
0

20

40

60

80

100

Dose [Gy]

V
o
lu

m
e

[%
]

PTV50

PTV60

PTV66

External

R Parotid

PTV shell

L Parotid

Figure 4. DVH results for projections onto Pareto surface. Plans obtained by
a direct projection are indicated by solid lines, plans obtained by a projection
under constraints on maintained DVH quality indicated by dashed lines, and
plans generated without performing any projection indicated by dotted lines.
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Table 2. Dose statistics for the head and neck case. Values where the
projection resulted in a relative improvement of 5% or more are indicated in
bold.

Plan PTV66 PTV60 PTV50 L Parotid R Parotid

HI CI HI CI HI CI V30 D̄ V30 D̄
[%] [%] [%] [%] [%] [%] [%] [Gy] [%] [Gy]

ss-IMRT nav 6.8 132.4 12.0 160.1 18.6 152.7 52.1 34.2 29.1 22.4
proj 6.6 127.4 11.3 147.8 18.8 138.2 49.4 30.7 30.0 21.9
proj+ 6.3 127.2 11.6 151.7 18.5 144.0 51.1 32.2 28.7 21.9

sw-IMRT nav 6.4 124.3 10.4 145.0 19.3 136.5 52.2 35.6 28.6 22.5
proj 6.8 124.1 10.1 141.9 18.8 134.4 46.9 30.1 29.6 21.9
proj+ 6.9 123.5 10.0 141.8 19.1 133.5 47.4 30.3 28.0 21.5

IMPT nav 9.2 132.4 12.7 132.3 16.8 127.8 45.7 26.8 21.3 18.3
proj 8.4 126.8 11.2 127.5 16.9 117.5 38.2 22.5 20.0 15.2

proj+ 8.4 129.9 12.3 128.5 16.8 120.8 44.1 25.6 20.8 17.9

plan and the IMPT plan for the head and neck case. Improvements in target
homogeneity are to the contrary very minor, if at all existent. However, an
exception to this rule is the improvement in homogeneity for PTV66 of the
IMPT plan of the head and neck case.

The treatment plans generated by projection with respect to objective
function values only in rare instances show deterioration in some dose statistics
as compared to the navigated plan. The observed occurrences of this situation
are the decrease in homogeneity for PTV74 of the ss-IMRT plan and sw-IMRT
plan for the prostate case, the increase in D10 for the rectum of the IMPT
plan for the prostate case, and the decrease in homogeneity for PTV66 of the
sw-IMRT plan for the head and neck case. These deteriorations are an effect of
the objective functions used in treatment plan optimization not being perfectly
correlated with the dose statistics used for plan evaluation. This imperfectness
is well counteracted by the addition of constraints on maintained DVH quality,
but at a cost of smaller improvements overall.

In summary, the main effect of a projection onto the Pareto surface is an
improvement in OAR sparing, but at a mild dose increase in the high-dose
region of OARs unless the projection is performed under constraints on main-
tained DVH quality. This observation is further quantified in Table 3 that
summarizes improvements in OAR sparing (two-sided DVH curve difference)
and violations of the navigated DVH (one-sided DVH curve difference) due to
the projections. The results indicate that the projection onto the Pareto sur-
face poses a tradeoff between the degree of plan improvement and the accept-
able violation of the navigated DVH. The average decrease in dose to OARs
and the average violation of the navigated DVH was 3.13Gy and 0.18Gy, re-
spectively. These values should be contrasted to an average dose decrease for
OARs at 1.97Gy and a vanishing small violation of the navigated DVH for
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projection under constraints on maintained DVH quality.

Table 3. Mean two-sided and one-sided differences along the dose axis be-
tween DVH curves of projected treatment plans and corresponding treatment
plans generated without performing any projection.

Patient Prostate Head and neck

Plan Bladder Rectum L Parotid R Parotid

2-sided 1-sided 2-sided 1-sided 2-sided 1-sided 2-sided 1-sided
[Gy] [Gy] [Gy] [Gy] [Gy] [Gy] [Gy] [Gy]

ss-IMRT proj -2.22 0.00 -5.52 0.00 -3.56 0.00 -0.56 0.65
proj+ -1.20 0.00 -3.70 0.00 -2.01 0.00 -0.48 0.00

sw-IMRT proj -1.39 0.07 -8.04 0.00 -5.54 0.00 -0.55 0.45
proj+ -0.78 0.01 -4.93 0.00 -5.32 0.00 -0.95 0.00

IMPT proj -1.03 0.16 -1.75 0.25 -4.26 0.05 -3.13 0.03
proj+ -0.42 0.00 -2.28 0.00 -1.21 0.00 -0.44 0.00

Note: 2-sided =
∫ 1
0 (D(v, d)−D(v, d̄)) dv, 1-sided =

∫ 1
0 (D(v, d)−D(v, d̄))+ dv.

5. Discussion

The main result of the numerical study is that the suggested technique for pro-
jection of a navigated MCO plan onto the Pareto surface is a viable method
for improving OAR sparing and dose conformity. This improvement was
observed consistently over two patient cases and three delivery techniques.
Judging by these results, the suggested projections appear useful regardless
of whether they are applied after conversion into deliverable machine settings
(ss-IMRT), or before such a conversion (sw-IMRT), or directly following nav-
igation (IMPT).

A direct formulation of the projection problem that only takes objective
function values into account was evaluated against a formulation augmented
with constraints on maintained DVH quality. The DVH constraints were found
effective in preventing dose increase to the high-dose region of OARs, but also
had a dampening effect on the magnitude of the overall improvements. These
results indicate that to the extent that it is possible, it is beneficial to use
planning objectives that are highly correlated with the desired clinical outcome
so that unnecessary use of DVH constraints can be avoided. Objectives that
are suitable in this sense include EUD functions with an appropriately selected
seriality parameter. DVH constraints serve an important function for the
situation when it is necessary to maintain the navigated DVH exactly, as is
the case when the navigated plan is very close to violating requirements that
must be met for the approval of the treatment plan.

From a treatment planning perspective, a reasonable approach of utiliz-
ing the suggested projections would be to first ensure that the navigated plan
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shows sufficient target coverage, and then reap the full benefits of IMRT de-
livery also with respect to OAR sparing through a projection onto the Pareto
surface. Such an application shares similarities with recent efforts for improv-
ing OAR sparing in single-objective planning, see [15,30,38]. It should however
be noted that the single objective models considered in the referenced studies
are susceptible to insufficient OAR sparing due to a fundamentally different
reason from that of the MCO model considered in this paper. In single ob-
jective optimization, insufficient OAR sparing is typically an effect of overly
relaxed normal tissue requirements, i.e., high reference dose levels for objective
functions associated with OARs. Multicriteria treatment planning is to the
contrary typically performed with reference dose levels of OARs set to zero
and a possible lack of OAR sparing instead an effect of interpolation error due
to a finite Pareto surface representation.

The finding that navigated MCO plans can be improved upon in terms
of OAR sparing should be put in perspective of that the magnitude of the
improvements can be expected to be highly correlated with the considered
number of objectives and number of plans in the discrete Pareto surface repre-
sentation. The present study only covers a narrow spectrum of values for these
parameters: 8–10 objectives and 12–20 plans in the discrete representations.
The results should therefore not be extrapolated to say that MCO plans are
insufficient in terms of OAR sparing in general. Instead, the suggested method
can be viewed as a stepping stone towards better validation of how plan qual-
ity of MCO plans is affected by the objectives and constraints that are used
during treatment plan optimization, and the number of constituent plans in
the discrete Pareto surface representation. Perhaps, the greatest value of the
suggested technique is for evaluating different optimization problem formula-
tions for MCO planning, e.g., in conjunction with establishment of protocol
optimization problem formulations to be used at a medical institution.

6. Conclusions

A method for the removal of the approximation error with respect to Pareto
optimality of a navigated MCO plan has been presented. This error source is
removed through minimization of a projective distance to the ideal point in
the objective function space. A more elaborate formulation of the projection
problem was also suggested where the dose distribution of the projected solu-
tion is required to be at least as good as that of the initial navigated plan. The
two studied formulations of the projection problem were assessed by applica-
tion to two clinical cases and three delivery techniques. The projection onto
the Pareto surface consistently resulted in improved OAR sparing and dose
conformity at maintained, or slightly improved, target coverage. The main
mechanism for these improvements was a reduction of the low to medium dose
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delivered to healthy structures. We envision that projections onto the Pareto
surface can be used to assess the quality of template optimization problem
formulations to be used for multicriteria treatment planning.

A. Proof regarding optimal Lagrange multipliers

In this appendix, we prove the claim in Section 2.3 that optimal Lagrange
multipliers of problem (2.4) define a supporting hyperplane to the Pareto sur-
face. Denote by (x̂, λ̂) an optimal solution to (2.4) and by π the n-vector of
Lagrange multipliers associated with the first set of constraint of this problem.
Let also π̃ denote multipliers that are normalized according to π̃i = wiπi for
i = 1, . . . , n. Verifying that the hyperplane H = {z : π̃T z = π̃Tf(x̂)} supports
the Pareto surface at f(x̂) amounts to proving the following:

(i) π̃ is not the zero vector,

(ii) f(x̂) is contained in H,

(iii) the intersection between the Pareto surface and the open negative halfs-
pace H< = {z : πT z < πTf(x̂)} is empty.

The result (ii) immediately follows from the definition of H. To prove the
remaining two results, we consider a Lagrangian relaxation of (2.4) according
to

minimize
x,λ

λ+
n
∑

i=1

πi
(

wi(fi(d(x))− z∗i )− λ
)

subject to cj(d(x)) ≤ 0, j = 1, . . . ,m,
x ∈ F .

(A.1)

Because the constraints associated with π satisfy Slater’s constraint qualifica-
tion (strict feasibility), the vector of optimal variables x̂ to (2.2) is an optimal
solution also to problem (A.1). Rearranging the objective function of (A.1)
into

(

1−
n
∑

i=1

πi

)

λ+
n
∑

i=1

πiwi(fi(d(x))− z∗i ), (A.2)

yields that the components of π must sum to unity, or otherwise, (A.1) would
be unbounded from below. The requirement (i) thereby holds. As the first
term in (A.2) equals zero and the constant term

∑n
i=1 π̃iz

∗
i can be dropped,

problem (A.1) can be simplified into a weighted sum problem of the form

minimize
x

n
∑

i=1

π̃ifi(d(x))

subject to cj(d(x)) ≤ 0, j = 1, . . . ,m,
x ∈ F .

(A.3)
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The result (iii) follows from the optimality of x̂ with respect to (A.3) be-
cause the existence of feasible objective vectors in H< would otherwise imply
that (A.3) would have feasible solutions with a strictly better objective value
than at x̂. Finally, it can be noted that the objective weights in (A.3) are
nonnegative because the components of π are associated with inequality con-
straints and thereby nonnegative, and the components of w are positive by
construction.

B. Optimization problem formulations

The optimization problem formulations used during treatment plan optimiza-
tion for the prostate and head and neck case are summarized in Tables 4
and 5, respectively. The reference dose level associated with an objective is
denoted by d̂. This notation is also used for the high-dose level of dose fall-off
functions. The low-dose level of such functions was throughout set to zero.
Slightly more restrictive reference dose levels were used during proton therapy
planning than during photon therapy planning, as indicated by the suffixes
“Pr” and “Ph,” respectively. Mathematical definition of functions in Tables 4
and 5 is provided in [2, Appendix C].

Table 4. Optimization problem formulation for the prostate case.

Objectives Constraints

Structure Function d̂ [Gy] Structure Function d̂Ph [Gy] d̂Pr [Gy]

PTV74 Min dose 74.00 PTV74 Min dose 66.60 68.00
Uniform dose 74.00 Min 95% DVH 71.78 72.52

PTV59.2 Min dose 59.20 Max dose 81.04 79.92
PTV59.2 - PTV74 Uniform dose 59.20 PTV59.2 Min dose 53.28 53.28
Bladder Max EUD a = 2 0.00 Min 95% DVH 56.24 56.24
Rectum Max EUD a = 2 0.00 PTV59.2 - PTV74 Max 5% DVH 66.50 65.71
PTV shell [5, 15]mm Max EUD a = 2 0.00 External Max dose 81.04 79.92
External Dose fall-off 2 cm 74.00
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