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Abstract

A new edge preserving denoising method is used to increase image quality
in cone beam computed tomography. The reconstruction algorithm for cone
beam computed tomography used by Elekta enhances high frequency image
details, e.g. noise, and we propose that denoising is done on the projection
images before reconstruction. The denoising method is shown to have a con-
nection with computational statistics and some mathematical improvements
to the method are considered. Comparisons are made with the state-of-the-
art method on both artificial and physical objects. The results show that the
smoothness of the images is enhanced at the cost of blurring out image de-
tails. Some results show how the setting of the method parameters influence
the trade off between smoothness and blurred image details in the images.





Sammanfattning

En ny kantbevarande brusreduceringsmetod används för att förbättra bild-
kvaliteten för digital volymtomografi med konstråle. Rekonstruktionsalgorit-
men for digital volymtomografi med konstråle som används av Elekta förstär-
ker högfrekventa bilddetaljer, t.ex. brus, och vi föreslår att brusreduceringen
genomförs på projektionsbilderna innan de genomgår rekonstruktion. Den
brusreducerande metoden visas ha kopplingar till datorintensiv statistik och
några matematiska förbättringar av metoden gås igenom. Jämförelser görs
med den bästa metoden på både artificiella och fysiska objekt. Resultaten
visar att mjukheten i bilderna förbättras på bekostnad av utsmetade bild-
detaljer. Vissa resultat visar hur parametersättningen för metoden påverkar
avvägningen mellan mjukhet och utsmetade bilddetaljer i bilderna.
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Chapter 1

Introduction

The Non-local means (NLM) method by Buades et. al. [4] is a relatively
new image denoising method and its application in medical imaging has been
largely unexplored. The NLM has an advantage in that it is focused on being
edge preserving. This thesis will analyze the usage of NLM on the projection
images in Cone Beam Computed Tomography (CBCT). The hypothesis is
that removing noise from the projection images before sending them through
the reconstruction algorithm will produce a less noisy reconstructed volume
while preserving image details. The purpose is to enhance the image quality
in the Leksell Gamma Knife Perfexion.

The work has been performed at Elekta R&D in Stockholm, under the su-
pervision of Markus Eriksson. The academic guidance have been provided
by supervising Prof. Timo Koski, Institution for Mathematics at KTH.

1.1 Problem Statement

The purpose of this thesis is to evaluate the usage of NLM on CBCT pro-
jection images. We determine the statistical validity of the method when
used on Poisson distributed signal dependent noise. We will also investigate
improvements to the method in regards to statistical validity, image quality,
computational complexity and parameter adaptation.

The thesis will have some limitations to keep the problem bounded.

• The work should not produce an exhaustive model of the noise. No
physical explanation of the noise factors is needed, only the quality
and state of the images should be treated.
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• The images depicting the intensity will be regarded as greyscale images
and no work will be on the usage of NLM for color images, videos or
volumes.

• Only methods that are strictly based on NLM will be treated. Methods
in other areas of denoising, such as transform domain or local adaptive
smoothing, are not to be evaluated exhaustively.

• No significant medical knowledge will be used. The focus will be mostly
on quantitative measures but also some subjective analysis of the im-
ages.

• No advanced quality measures used in medical imaging will be used.
These measures are often dependent on the filters being linear.

The methodology of the thesis will follow a basic outline. First is to con-
struct a model for the noise from x-ray radiation that is appropriate to use
in the setting of image denoising. Then we evaluate the statistical validity
for using NLM on this type of noise. After that we can determine which
quality measures to use in the evaluation and comparison of the denoising
implementations and provide some testing images that are representative for
the problem. Evaluation of the result will be made both after the denoising
of the projection images and after usage of the reconstruction algorithm on
the denoised projection images. The NLM method will be evaluated in its
original form as well as in some further investigated adaptations. The result
will be compared with one of the state-of-the-art denoising methods, Block
matching and 3-dimensional filtering by Dabov et. al. [8]. The implementa-
tions will be in Matlab in the case when no code for the algorithms is readily
available.

1.2 Elekta

The research and development department at the Elekta Stockholm office is
mainly focused on the development of the Leksell Gamma Knife Perfexion.
It is a machine used for intracranial non-invasive radio-surgery, most com-
mon is the treatment of metastasis, tumors and vascular disorders. It uses
192 beams of gamma radiation from different directions focused in a small
volume. No single beam is enough to severely damage the tissue but the cu-
mulated radiation at the focus spot is. The dosage profile is quite sharp and
small volumes can be treated while keeping the surrounding tissue essentially
unharmed.
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Keeping the precision in the treatment requires that the head of the pa-
tient is fixated and that the machine has knowledge of where the head is
located. Currently this is done by fixating a frame to the skull of the patient
and taking head scans in either a computed tomography (CT) or a magnetic
resonance imaging (MRI) system. This is feasible for single treatments or
treatment sessions that are weeks apart.

Fractioning the treatment is the standard protocol in radiation oncology. It
is based on the fact that tumors are more sensitive to radiation than normal
tissue. Normal tissue have a better self repairing mechanism and can heal
itself between treatment sessions. The radiation treatment is split in multiple
sessions with some time in between for the normal tissue to recover. This
would require that the invasive frame is kept on the patient for over a week,
or repeatedly re-applied to the head including a new set of medical imaging
each time. This would not be comfortable for the patient and a more flexible
fixation device can help.

In order to make it possible to perform fractionated treatments on the gamma
knife a prototype is being developed at Elekta where a soft mask is used to
fixate the head during the treatment. The mask is easily applied and only
needed when the patient is going through a treatment in the machine. An
image guidance system based on CBCT fixated to the treatment machine
will give the position of the head.

The purpose of this thesis is to evaluate how well image denoising can en-
hance the details of low contrast objects in the scans. The thought is that
enhanced image quality will provide the doctors with more and better infor-
mation. The exact usage of this information is a task for future studies.

1.3 Outline

Chapter 2 will provide some information about the setting of the problem.
First the specific requirements of computed tomography is presented. Then
some basics about the sources and models for noise in image processing. It
is finished by a description of the history and the present situation of image
denoising.

Chapter 3 will introduce the reasoning and description of the NLM method.
The method will be defined for a general continuous model, as well as in
a digital discrete setting. The necessary mathematics and assumptions are
also given. This is followed by a mathematical reasoning about the statistical
validity of the model and some indications of the optimality of the method.
Some extensions and applications in medical imaging is presented.
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Chapter 4 presents the experimental design in the thesis. First the developed
noise model is put forward and the validity of using it for this setting is
shown. Second the data sets used for evaluation is briefly presented. Next
the quality measures used to both quantitatively and subjectively compare
the results are explained. The implementations of the methods to compare
and their algorithms is shown in the last part.

Chapter 5 provides the quantitative results together with some images that
show the subjective differences.

Chapter 6 discusses the results and provides an analysis of possible error
sources.

Chapter 7 summarize and concludes the thesis.
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Chapter 2

Background

The background covers the setting of medical imaging, which is important
to understand the setting of the studies in this thesis. There are special
considerations in medical imaging that is not an issue in other fields of image
processing. Next some of the normal sources of noise in images and how to
mode them mathematically is covered. Further we go through some normal
denoising methods and the thoughts behind them.

2.1 Computational Tomography

The goal is to get an understanding of what the internal structure of an object
looks like. This is very useful in medical applications where this method
of non-invasive examination is helpful for diagnostics. A X-ray projection
image is the shadow of an object radiated with x-rays. The CT take many
X-ray projection images from multiple directions around the object and use
this information to reconstruct a representation of the interior of the object.
More about CT can be read in Kalender [22].

2.1.1 CBCT

CBCT is a medical imaging modality that uses a cone shaped x-ray beam and
a at panel detector to reconstruct the interior of an object. In contrast, an
ordinary medical CT use a single or multiple row detector and a fan shaped
beam. The flat panel detector takes a full projection image of the object,
just like a normal X-ray image. This reduces the need for the machine to
travel multiple laps around the patient as for an ordinary medical CT. For a
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CBCT only a bit more than half a rotation is needed to collect all necessary
information.

CBCT have both upsides and downsides compared to traditional CT. The
main competitive advantage is that it is much more flexible. It is possi-
ble to mount it as an extension on existing treatment machines, set it on a
movable arm inside an operation room or have smaller appliances for dental
healthcare. The usage can be in radiotherapy or for image guidance during
surgery. Another positive aspect compared to traditional CT is the much
lower radiation dose for the patient. The downsides of CBCT is that it is
slower to acquire the data and that it does not have the same resolution
of low contrast objects. It also has a much larger exposure to the scatter-
ing of photons as the large flat bed detector catches photons scattering in
more directions than traditional CT. Another major problem is that there
is information missing for an exact reconstruction of the object.

2.1.2 Reconstruction

The intensity of the projection image is dependent on the attenuation coef-
ficients of the object. Attenuation is a measure of how much of the energy
in a X-ray beam that is stopped by the object. Different materials have dif-
ferent attenuation coefficients and the attenuation is also dependent on the
distance the beam travels through the material. The intensity of the beam
emerging from the object is compared to the intensity that was sent in to the
object. For a simple object of a homogeneous material with the attenuation
coefficient κ and the beam traveling a distance of d through the object, the
attenuation can be calculated by the Beer-Lambert law given as

I = I0e
−κd (2.1)

where I0 is the primary intensity.

The purpose of CT is to reconstruct the distribution of the attenuation
coefficients κ(x, y, z) for the object, given some three dimensional coordinate
system with {x, y, z}. The intensity of beams going through the object is
measured for multiple angles. The process is improved by taking more angles
as more information of the inside is collected that way. This can be seen in
Figure 2.1. The information from each angle is put on top of each other
and this gives an image of what the insides look like. Figure 2.1 and more
information can be found in Dennerlein [10].

Calculating the attenuation coefficient κ from the projection data is an in-
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Figure 2.1: Illustration of the numerical algorithm for reconstruction from
discretized 2D parallell-beam data. Left is the intermediate reconstruction
results obtained by backprojecting only data corresponding to A) the first
projection, B) 5, C) 10 and D) 20 projections with separate projection an-
gles. Right is the final reconstruction of the Shepp Logan phantom at an
appropriate contrast level. Image is from the paper by Dennerlein [10].

verse problem. The information from the projection data is ramp filtered
and then back projected onto a volume to a representation of κ. The most
common direct approach is the filtered back projection (FBP) that use the
Fourier slice theorem.

The Fourier slice theorem states that a projection of a 2D function on a 1D
line is after a 1D Fourier transform equal to a 1D slice taken from the 2D
Fourier transform of the same 2D function. The relationships of the angles
are kept when using the transform. The 2D function is the attenuation
coefficient κ and the 1D projection of it can be given by parallel X-ray beams.
Combining several of these lines from different angles in the Fourier domain
will after an inverse Fourier transform result in the initial 2D function. An
illustration of this principle is given in Figure 2.2. If the parameters are
changed this method can also be used for fan beams and further more for
the cone beam geometry.

Feldkamp, Davis and Kress [15] found an approximation to solve the CBCT
system by extending the 2D FBP for fan beams to 3D. The algorithm does
not produce an exact result. It is very fast and easy to calculate. Some
assumptions that it makes is that we have no scattering, there is no beam
hardening, no noise and the system has a perfect geometry. All these prob-
lems need to be tackled in other parts of the reconstruction. Some negative
sides of the algorithm is that it can produce artifacts and is sensitive to noise
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Figure 2.2: Illustration of the Fourier Slice Theorem. The projection under
angle a in the space domain is after transformation equal to the slice under
angle a in the Fourier domain.

in the projection images.

When the FBP algorithm goes over the Fourier space the high frequency
components are enhanced. This means that this algorithm is sensitive to
high frequency noise which is common in CT. A common solution is to use
apodization and cut off the high frequencies with a low pass filter. This
will remove and blur out image details. The idea of this thesis is to apply
edge preserving denoising of the projection images before they go in to the
reconstruction algorithm. More on reconstruction algorithms can be read in
Kak [21].

2.1.3 Medical imaging considerations

In reality the physics of CT is not as easy as in Equation 2.1. This leads
to other types of image problems called artifacts. Artifacts are details in
the image that are created by the process and does not represent a true
physical object. Other considerations that has to be taken are that we do
not want to blur out details of the image. It is important that small details in
the image remains as sharp as possible. These factors are hard to measure
quantitatively and are usually measured by asking medical professionals.
This thesis is not that extensive in the medical field and will only work with
quantitative measures and some subjective analysis of the images.
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The detector in CT count the amount of photons that hit each pixel. When
the number of photons is small this is best to model with the Poisson dis-
tribution. The Poisson distribution have a variance, i.e. noise level, that is
dependent on the signal strength in each pixel.

All these circumstances creates the settings and the requirements for the
denoising evaluated in this thesis. The smoothness of the resulting images
is not as important as keeping image details and not producing artifacts.

2.2 Noise in image processing

Noise is present in almost all pictures, photographs and images. For most
images that we use the level of the noise is not noticeable and we ignore
it. The noise comes from many different sources and can behave in many
different ways. A camera can have errors in the optics, the chemicals that
produce the image on the film can have certain effects and electronic signals
can get corrupted. There are a couple of main categories for noise that help
us in treating it.

The most common noise is photoelectronic. Digital cameras register discrete
photons when they hit the detector and the photoelectric effect produces
an electronic signal. In low light levels the number of photons hitting the
detector is small and they can be modeled by the Poisson distribution. This
produces a certain signal dependent noise in the images. When the lighting
is better and there are many more photons hitting the detector, the poisson
distribution can be approximated by the normal distribution. In the photo-
electronic category there also is the thermal noise that is dependent on the
electronics. This is an additive noise with a flat power spectrum and it is
not dependent on the signal.

Some noise have a built in structure and is called structured noise. This noise
can be periodic and be seen as waves traveling across the image. This can be
the effect of electronic components interfering with each other. Structured
noise can also be aperiodic and show up in different parts of the image.
Another problem in the digital setting can be the resolution of the image,
where some details are destroyed by the size of the pixels.

CBCT have some special sources of noise, such as irregularities in the de-
tector. It does also have the flat electronic noise but the most significant
disturbance comes from the quantum noise that is dependent on the num-
ber of photons. The sensitivity of each pixel in the flat bed detector is not
exactly the same and it is also dependent on the intensity of the X-ray. This
produces some irregularities that show up on the projection images. There
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are also other physical sources of structured noise, such as different thickness
of the cover or some extra glue on the detector components. This will not be
accounted for in this thesis. Some work, such as normalization of detected
images, has been performed by the author to minimize the impact of these
other noise sources.

Quantum noise is dependent on the signal and can be modeled by the Poisson
distribution. The result is dependent on the signal strength. The X-ray
beams are built of a discrete number of photons that travel towards the
detector. There is no way to make this number constant. There is always a
different number of photons getting stuck in the object. This varying number
of photons that comes through the object can be modeled by a Poisson
distribution [29]. There is for the given time frame an average of how many
photons should hit the specific detector. The event of a photon hitting the
detector occurs at random times, independent of when the previous event
happened. That is the classical setting for using the Poisson distribution.
The variance becomes larger as the initial number of photons is increased,
but the difference in signal grows faster and details become more clear. This
means that the lower the signal strength is the more the resulting images
will be disturbed by quantum noise.

The level of noise in an image is often measured by its signal-to-noise-ratio
(SNR) and using the Poisson model of the quantum noise this can explain the
perceived noise in a X-ray image. The signal strength is increasing linearly
as s. The variance of the signal also increases but as the square root of the
signal

√
s. Then the SNR is s√

s
=
√
s and we can see how the perceived

quality of the image increases with the signal strength. A common rule of
thumb is that for an increase of the signal strength by a factor four, the noise
level is reduced by half.

Images are usually modeled in a mathematical sense to be used in denoising.
Some basic assumptions about the image have to be made but the model
is supposed to be as general as possible. One such thing is the relationship
between pixels, where pixels close to each other most often have a stronger
correlation than pixels farther apart. A useful approach to this is using
Markov random fields, where all pixels are correlated with each other but
since the closest have the strongest influence, they are sufficient to be mod-
eled with. This will not be necessary in this thesis and a more general model
will be used.

Considering a digital image with a certain set of pixels i ∈ I, the noisy image
V over I can be divided into the true image U and the added noise N. The
noise can be dependent on the true image and the relationship between them
is given by the function f(U(i), N(i)). The model is written as
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V (i) = f(U(i), N(i)) ∀i ∈ I

The most common model is theAdditive White Gaussian Noise model (AWGN).
It is a special subset of the general model where the noise is added to the
true image. The noise component is independent of the signal and is given
by the Gaussian distribution with zero mean. This model is easy to work
with and most denoising algorithms are built for this type of noise. The
noise in most photographs and images can usually be approximated to this
model.

Definition 2.1. Additive White Gaussian Noise, or AWGN, is the model
for the noisy image V with the assumption of a noise free image U .

V (i) = U(i) +N(i) ∀i ∈ I

where N ∼ N (0, σ2) for some standard deviation σ.

2.3 Denoising in general

Denoising has a long history in signal processing and the image processing is
a special part of that. Here some general denoising methods are discussed. In
the spatial domain we cover the local averaging, anisotropic filters and total
variation minimization. The transform domain is discussed with Fourier and
wavelet transforms. Some further original methods are discussed and then
the setting for NLM.

Image denoising was long seen as an easy problem but has turned out to
be harder than expected. The human brain is really good at understanding
the signal content of even very noisy images. It can pick out structures in
corrupted images and discard problems such as a white noise. This lead
to the assumption that it was an easy task to remove the noise from the
images but nothing could be further from the truth. It is very challenging
for an algorithm to discern what is image details and what is noise. The
surroundings of a pixel will tell us how to value the information at that
point, but algorithms have a hard time weighting that data. The easiest
procedures look at the local area and makes assumptions from that.

The first algorithms for denoising looked at a neighbourhood of the pixel in
the spatial domain. The local averaging of an image is done by convolving
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the image with a specific kernel, such as the Gaussian bell. For some types
of speckle noise it is more accurate to use the median value of a local patch.
Improvements of this method introduces a threshold for how close the inten-
sity of the compared pixel needs to be with the intensity of the pixel that
is being denoised. The big problem with local averaging is that all of the
image is blurred and edges lose their sharpness.

Anisotropic filters adapts the shape of the convolving kernel with respect to
the structure of the image. Edges are found using the gradient of the image
at each point and the convolving kernel is changed to only smooth along
these edges. This will leave edges intact while still smoothing even areas to
a sufficient degree. There are further variations of this as the curvature of
the image can be calculated in different ways and the kernel used can be
varied.

A last example of a method for the spatial domain looks at the total variation
of the image. The original image is assumed to have a simple geometric
description. A function for calculating the total variation of the image is set
and the method goes on to try to minimize this function value. A boundary
condition specifies that the denoised image can not be too far away from the
noisy image, unless it will lose too much image details. This is a calculation
of the bias variance trade off. The minimization turns the problem into a
Lagrange optimization problem. It is highly nonlinear and almost always
impossible to calculate analytically.

The research on denoising have lately done lots of work in the transform
domain. The idea is that a new representation of the image will have the
signal and noise more separated. Using the Fourier transform will show the
image in a frequency spectrum. The normal approach is to use a low pass
filter convolved with this transformed image. The problem is that removing
the high frequency components will also blur some of the images details.
The transforms used in the later research have mostly been shifted towards
wavelets. Wavelets, in contrast to the Fourier transform, have a windowed
decomposition and can have a better suited distribution of the coefficients
to represent a function. This makes for a better application of soft or hard
thresholding.

The Wiener filter is a classical approach from signal processing and can be
effectively used on image denoising. The filter takes a first estimate of the
true image as a reference to use in the process and can be said to be oracle
based. Using the Wiener filter in a second step, when given the noisy image
and a denoised image from a first step, have shown to produce improved
results.

Learned dictionaries is a statistical approach to categorizing information
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which have also been popular lately. A dictionary is trained with information
similar to the one that is set to be denoised. The dictionary can also be
trained from the noisy image itself. The resulting data can create a basic
representation of the image, and from this information the noise can be
identified. This has produced one of the best denoising methods to date,
K-SVD [14].

The NLM is the first to look at nonlocal patches in the spatial domain. This
was a new take on denoising and has been shown a lot of interest. It performs
as well as the best of the older methods. The NLM have been combined and
extended with nearly every other main method available. The best extension
is BM3D [8], which still six years later is considered to be the state of the
art method. BM3D combines the nonlocal patches with transform domain
filtering and the Wiener filter. This will be discussed more in Chapter 3.3.

The denoising community was in a bit of a stall but about ten years ago it
got new energy and denoising have improved further. The discussion now
is how close the denoising methods can get to the theoretical best solutions.
More can be read in the summary of the field by Lebrun et. al. [26]. They
conclude that aggregation of estimates, iteration of methods and oracle filters
can improve nearly all denoising methods.
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Chapter 3

Non-Local Means

This chapter will show some earlier research done on Non-local means. The
history and reasoning leading up to the introduction of NLM is presented
first.

The aim is to present a mathematical definition of the algorithm, for a the-
oretical continuous setting as well as a discrete implementation for the com-
puterized environment where it is actually used. This mathematical setting
will be used to show the statistical reasoning behind NLM. Some analysis
have been done on a general approach to image denoising. Then the NLM is
shown to be a specific case of this theory. The reasoning is based on Bayesian
statistics and as such it has a connection to computational statistics.

3.1 Description

This description will show how the reasoning from older local denoising be-
came the non-local denoising. The mathematics for a theoretical and then
for a discrete implementation of the NLM is given. The necessary defini-
tions and assumptions are discussed and provided. Some thoughts on the
complexity of the model ends the description.

3.1.1 Local denoising

The denoising of images have mostly worked in a local setting. The adapta-
tions that have been made are for selecting which close pixels to use.

The general denoising algorithms assumes some probabilistic model where
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the image is seen as a true image and an added image containing all of the
noise. The algorithm then tries to separate the smooth true image from
the noisy one. The noise in these models is often seen as components of
high frequency that do not belong in the image. Natural images can contain
fine structures and complicated patterns that have the same high frequency
as noise. Conversely the noise can have low frequency components hard
to find. A model based on the frequency of the image components can
reduce complexity of the problem too much and make it unnecessarily simple.
Instead of using such a constraining model, the data in itself can be used as
it holds all the available information.

The most common denoising methods are local, but the focus on reduction
of noise makes them worse at the preservation of the finer structure. The
methods assumes that each pixel can be explained from the surrounding
pixels and uses that information to alter the image. The most basic is to
replace a pixels value with the average of the closest neighbours. This can
then be extended into looking at a larger neighbourhood but weighting the
closest pixels the most, known as Gaussian smoothing. Mathematically it is
the same as convolving an image with a Gaussian function. Sharp contrast
areas of the image will be blurred and edges will be less distinct due to this
process.

An improvement is to compare and select pixels to use in the denoising.
Only pixels of the same contrast level and depicting the same feature should
influence the denoised value. The neighbourhood filter is generally attributed
to J.S. Lee [27] together with L. Yaroslavsky [37]. The formula can be written

Y NFh,ρv(x) =
1

C(x)

∫
Bρ(x)

v(y)e−
|v(y)−v(x)|2

h2 dy

where x ∈ Ω ⊂ R2 is a position in the image and Bρ(x) ⊆ Ω is a neigh-
bourhood of x with the size ρ. Further v(x) is the grey scale color at x
and Y NFh,ρv(x) is its denoised version, h controls the color similarity and

C(x) =
∫
Bρ(x) e

− |v(y)−v(x)|
2

h2 dy is the normalization factor.

This can also be applied to color images. The image is then most often
represented by three different color values at each point x, one for each of
red, green and blue. The denoising method can be set to act on each of these
image parts seperatly or the metric in the formula can be changed to the L2

distance.
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Figure 3.1: Normal images contain lots of patches that are similar to each
other. The different colored squares shows different groups of patches with
similar content. Image from the Ph.D. thesis by Buades [3].

3.1.2 Non-local denoising

The useful information in the image can be far away from the pixel to be de-
noised. Most images have areas of similar structure and repetitive patterns,
which can be anywhere in the image. In 1999 Alexei Efros and Thomas Le-
ung [13] used self similarities in the image to fill in holes and extend patterns.
Scanning the image for similar patches gives the algorithm information about
which value to use for the pixel in restoration. The spatial distance of the
resembling pixel to the current pixel does not have the same significance
anymore.

Buades et. al. [4] introduced the work on full window areas instead of single
pixels. The NLM algorithm compares the local area with patches all over the
image to find reference values for the denoising. When the neighbourhood
filter compares the reference pixels, the NLM algorithm compares a whole
window around each pixel. This leads to a more accurate mapping between
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similar pixels. Many features in natural images, e.g. straight edges, create
similar patches. Such examples can be seen in Figure 3.1. The algorithm
thus combines and uses earlier notions to create better results.

Let v be the noisy image observation defined on a bounded domain Ω ⊂ R2

and let x ∈ Ω be the position. The NLM algorithm estimates the true value
at x as an average of the values of all y ∈ Ω where the neighbourhood of
x looks like the neighbourhood of y. The comparison is convoluted by the
Gaussian kernel to focus on the closest area, and the weights decay exponen-
tially as the neighbourhoods become less similar. The general formulation is
given as

NLhv(x) =
1

C(x)

∫
Ω
e−

(Ga∗|v(x+.)−u(y+.)|2)(0)
h2 v(y) dy where

C(x) =

∫
Ω
e−

(Ga∗|v(x+.)−u(z+.)|2)(0)
h2 dz

is the normalizing factor and h acts as a filtering parameter. The convolution
is defined as

(
Ga ∗ |v(x+ .)− v(y + .)|2

)
(0) =

∫
R2

Ga(t)|v(x+ t)− v(y + t)|2 dt (3.1)

Ga is a Gaussian kernel with standard deviation a.

3.1.3 Discrete non-local means

An image can be defined on a discrete grid I ⊂ N and the realisation of a
discrete noisy image is v = {v(i)|i ∈ I}. We then need a neighbourhood
system for computing the similarity between image pixels.

Definition 3.1. A neighbourhood system on I is a family N = {Ni}i∈I of
subsets of I such that for all i ∈ I,

(i) i ∈ Ni

(ii) j ∈ Ni ⇒ i ∈ Nj

The subset Ni is called the neighbourhood or the similarity window of i.
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Figure 3.2: NLM compares a small neighbourhood around the pixels to
calculate the weights used for denoising. Image from Buades et. al. [5].

The size and shape of the similarity windows can be different depending on
how we want the algorithm to adapt to the image. Unless otherwise stated
we will use square windows of fixed size for simplicity of the calculations.
The restriction of an image v to a neighbourhood Ni will be denoted by
v(Ni):

v(Ni) =
(
v(j), j ∈ Ni

)
(3.2)

The weights between two pixels i and j will depend on the similarity of
the image neighbourhoods v(Ni) and v(Nj). The more similar they are, the
more weight is given to the connection. See Figure 3.2 for examples of similar
neighbourhoods.

The distance between two neighbourhoods is computed by a Gaussian weighted
Euclidean distance, ||v(Ni)− v(Nj)||22,a. Efros and Leung [13] show that the
L2 norm, || x ||2=

√
x2

1 + x2
2 + . . .+ x2

n, is reliable for comparing image win-
dows with textures. Under the assumption of the additive white Gaussian
noise image model we can show that in expectation the distance in the noisy
image is the same as the distance in the true image plus an added term for
the noise variance.

Remember that V (i) = U(i)+N(i) which using the neighbourhoods and tak-
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ing the realizations results in v(Ni) = u(Ni) +N(Ni). Here the assumption
is that the stochastic term N(Ni) is independently identically distributed
with the standard deviation σ given ∀i ∈ I.

E[||v(Ni)− v(Nj)||22,a] = E[||u(Ni)− u(Nj) +N(Ni)−N(Nj)||22,a]
= ||u(Ni)− u(Nj)||22,a + 2σ2 (3.3)

This shows that, in expectation, the Euclidean distance preserves the dis-
tance between pixels when the image is introduced to noise. That means
that the most similar neighbourhoods to i in v are also the most similar
neighbourhoods to i in u. The discrete version of the NLM algorithm can
now be defined.

Definition 3.2. Discrete NLM with the decay parameter h and Gaussian
parameter a. v(Ni) is the similarity window defined in Equation 3.2.

NLhv(i) =
∑
j∈I

w(i, j)v(j) where

w(i, j) =
1

Z(i)
e−
||v(Ni)−v(Nj)||

2
2,a

h2 and

Z(i) =
∑
j∈I

e−
||v(Ni)−v(Nj)||

2
2,a

h2

∀i, j ∈ I

3.1.4 Complexity

The fundamental action of the algorithm is comparing two pixels. This is
done for the full neighbourhood and given that we use quadratic similarity
windows of fixed size t2, the complexity of this step depend on the size of
the similarity window. Usually we also reduce the area of the image where
we search for similar neighbourhoods to a quadratic search window of size
W 2. This brings the overall complexity of the algorithm to |I|2W 2t2. The
complexity of the algorithm greatly increases with larger images and the
computations can be quite time consuming even on a modern computer.

Using implementations with parallelized code makes it possible to do multiple
of the simple pixel comparisons simultaneously. The comparisons are not
dependent on each other and can be done at the same time. It is also possible
to separate the computations at the level of different similarity windows.
The calculation of weights for one similarity window is not dependent on
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Algorithm 1 Non-local means (NLM) algorithm
Input. Noisy image v, filtering parameter h.
Output. Denoisedimage v̂
Set parameter t× t: dimension of patches.
Set parameter W ×W : dimension of search zone for similar patches.
for each pixel i do
Select a square reference sub-image (or ’Patch’) P around i, of size t× t.
Call P̂ the denoised version of P obtained as a weighted average of the
patches Q in a square neighbourhood of i of size W ×W . The weights
in the average are proportional to

w(P,Q) = e
d2(P,Q)

h2

where d(P,Q) is the Euclidean distance between patches P and Q
end for
Recover a final denoised value of v̂(i) at each pixel i by averaging all values
at i of all denoised patches P̂ containing i.

the calculation of others. There are implementations using the computers
graphics card which can speed up the calculation a thousandfold. This ability
to run many simple computations in parallel makes this algorithm run faster
than many others that theoretically have a lower complexity.

3.2 Statistical consistency

This section will show how a statistical reasoning will provide support for the
NLM. First a mathematical setting is laid forward to work with, followed by
some reasoning from probability theory. The similarities and connections to
NLM is relevant throughout the reasoning. The Bayesian approach is used to
show that the NLM is a special case of a general optimal denoising formula.
This approach also has strong connections to computational statistics with
non-parametric regression methods.

3.2.1 Mathematical image model

It is very hard to model natural images. Texture and details give every image
a large complexity. This makes it nearly impossible to construct a unified
model. The original image u will be modeled as an unknown realization of
a random field U . We will always treat this single image as the true signal.
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The observed image v is also described in random terms. It will be modeled
as a realization of another random field V , dependent on the original random
field U . In discrete terms the relationship holds for each pixel separately.
The general formula is

V (i) = f
(
U(i), N(i)

)
, ∀i ∈ I

where N is a random field the same size as U and V . f is a function for
the relation between the three random fields. I is the discrete grid for the
image.

The Bayesian approach assumes that the statistics of the random fields are
known. That is, u and v are realizations of the two random fields U and V
with a joint propability distribution π. For a single image the field u can be
seen as mathematically known, but can only be seen through the observation
image v. Then the random component is only introduced in N . We assume
here that the image follows the model of AWGN, as mentioned in Chapter
2.2. The formula takes the form

V (i) = u(i) +N(i)

E[N(i)N(j)] = σ2δi,j

where N is defined as white noise, with uncorrelated and constant variance
σ2, and δi,j is the Kronecker delta.

3.2.2 Restoration function

We introduce the restoration function g. It works on a random field V by
trying to remove the effect of N and return the true image U . The quality of
the restoration is modeled as the expected value of the Euclidean distance.
The two compared images, that is the true image U and the restored random
field V , is more similar to each other the smaller the value is. If the images
are exactly the same, the value will be zero.

Definition 3.3. Let U and V be random fields with joint distribution π and
g a restoration function. We define the mean square error (MSE) as

Eπ[|U − g(V )|2]
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It is very hard to find a restoration function g that is optimal for all realiza-
tions of U . The following theorem that A. Buades presents in his PhD-thesis
[3] gives the optimal function for the average over all U . It is optimal in the
sense that the above mean square error is minimized.

Theorem 3.4. Let U and V be random fields with the joint probability dis-
tribution π. Then the function g that minimizes the mean square error is

gi(V ) = E[U(i) | V ]

∀i ∈ I.

The value gi(V ) is a restored intensity in pixel i and using the full information
of the random field V .

Proof. The expectation of the mean square error can be rewritten using
Theorem 2.3 in the book by A. Gut [18].

E[
(
U(i)− gi(V )

)2
] = E[Var[U(i) | V ]] + E[

(
E[U(i) | V ]− gi(V )

)2
]

The first term is non-negative and does not depend on the restoration func-
tion g. The second term can be set to zero if gi(V ) = E[U(i) | V ].

The result is hence that for each pixel i in the image the best estimation of
the true signal u(i) is dependent on the observation of the whole noisy image
v. This formula for the optimal operator is by no means easy to compute
and it is generally nonlinear. Usually the best linear estimate for minimizing
the mean square error is used since it gives a sufficiently close answer and is
much easier to calculate.

The NLM algorithm uses this general idea to look at the surrounding image,
but limits the comparison to a smaller search window around each pixel. This
is done mostly for the purpose of reducing the complexity. The computa-
tional cost of running an implementation where each pixel will be compared
to every other pixel is huge. Kelm et. al. [23] showed that increasing the
patch size over a some threshold will decrease the result instead of improving
it, depending on the level of the noise. The reduction in search window size
will also reduce the influence of patches that are not similar to the one that
is being denoised. The non similar patches can have a negative effect on the
result if there are many of them.
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Using only a local patch instead of the full image does not have to be a
problem, according to the theory of Markov Random Fields. It states that
the intensity value of i does not depend directly on the rest of the image
but on a local neighbourhood. Every pixel is hence linked to every other
via a complex network. It is not necessary to know the full image to use
the results of their intensity. The value of a certain pixel is only directly
influenced by the values of the neighbouring pixels. The random field V is
called a Markov Random Field if the joint probability distribution satisfies

p
(
V (i) | V (Ni))

)
= p
(
V (i) | V (I)

)
(3.4)

for all i ∈ I.

Given the limited information V (Ni) the best estimate of U(i) is given by
the conditional expectation

gi(V ) = E[U(i) | V (Ni)] (3.5)

for all i ∈ I.

This theory explains why the NLM algorithm can look at the closest area
of an image and still get good results. NLM does not demand these specific
mathematical models for the image for it to work. Using the Markov Random
Field theory would put some constraints on the image that is not necessary
for our setting. It will not be assumed that the images for NLM follow the
Markov Random Field theory.

3.2.3 The Bayesian approach

This section shows how using the Bayesian approach the NLM can be shown
to be an approximatively optimal restoration operator. Introducing a loss
function and calculating the optimal estimation will give us some further
formulas. These can using some approximations be shown to end up as the
NLM.

Kervrann et. al. [24] showed that the reasoning behind NLM can be
generalized and shown using Bayesian statistics. The goal will still be as
in the last section to compute an optimal Bayesian estimator. Assume
V (Ni) = f

(
U(Ni), N(Ni)

)
where the noise vector N(Ni) is a random vector

with i.i.d. components, and U(Ni) is a stochastic vector with some unknown
probability distribution. The neighbourhood system is in the most general
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sense as defined earlier. To avoid confusion we will also denote the estimate
of the true image as Û(Ni). We define a loss function for calculating the
loss of information between the true image and the restored noisy image as
L
(
U(Ni), Û(Ni)

)
.

The optimal estimate is obtained by minimizing the expectation of the loss
function

E[L
(
U(Ni), Û(Ni)

)
] =

∑
i∈I

L
(
U(Ni), Û(Ni)

)
p
(
U(Ni) | V (Ni)

)
(3.6)

where the sum is over all possible realizations of Û(Ni). In the setting of
discrete images it is correct to use a sum over the discrete levels of intensity.
It is possible to do the same calculations with integrals over subspaces of the
real numbers.

Assuming again the mean square error as the loss function, we get further
with our expression of the optimal Bayesian estimator.

Ûopt(Ni) = arg min
Û(Ni)

∑
U(Ni)

||U(Ni)− Û(Ni)||2p
(
U(Ni) | V (Ni)

)
=
∑
U(Ni)

U(Ni)p
(
U(Ni) | V (Ni)

)
(3.7)

This is called the conditional mean estimator and using Bayes and marginal-
ization rules it can also be written as

Ûopt(Ni) =
∑
U(Ni)

U(Ni)
p
(
U(Ni), V (Ni)

)
p
(
V (Ni)

)
=

∑
U(Ni) U(Ni)p

(
V (Ni) | U(Ni)

)
p
(
U(Ni)

)∑
U(Ni) p

(
V (Ni) | U(Ni)

)
p
(
U(Ni)

) (3.8)

We do not know these distributions and do not have a large number of ob-
servations (i.e. images). This makes it necessary to estimate the probability
density functions from the one image we have. Using the self-similarity of
the image we find patches that could be seen as observations from the same
patch distribution. They need to be from a semi-local neighbourhood since
remote samples are less likely to be from a similar spatial context.
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Suppose that the probability p
(
U(Ni) | V (Ni)

)
is unknown but that we have

a set
{
U(Ni)1, U(Ni)2, ..., U(Ni)N

}
of N posterior samples. In a computer-

ized setting the values have a discrete representation and the set can contain
every possible outcome of the vector. The most simple assumption now is
to set p

(
U(Ni)

)
to have a uniform distribution, i.e. p

(
U(Ni)

)
= 1

N . Each
realization is just as likely. Thus the following approximations can be made:

1

N

N∑
j=1

U(Ni)jp
(
V (Ni)

)
| U(Ni)j

P→
∑
U(Ni)

U(Ni)p
(
V (Ni) | U(Ni)

)
p
(
U(Ni)

)
1

N

N∑
j=1

p
(
V (Ni) | U(Ni)j

) P→
∑
U(Ni)

p
(
V (Ni) | U(Ni)

)
p
(
U(Ni)

)

This then leads to an estimator of the optimal estimator:

ÛN (Ni) =
1
N

∑N
j=1 U(Ni)jp

(
V (Ni) | U(Ni)j

)
1
N

∑N
j=1 p

(
V (Ni) | U(Ni)j

) (3.9)

We do not have the set
{
U(Ni)1, U(Ni)2, ..., U(Ni)N

}
though, only a spa-

tially varying dictionary D =
{
V (N1), V (N2), ..., V (NN )

}
of noisy versions.

Substituting V for U in the calculations will solve this problem and allow
us to compute an answer. The problem that p

(
V (Ni) | V (Nj)

)
is undefined

if i = j is usually solved in implementation by setting p
(
V (Ni) | V (Ni)

)
=

max
j

p
(
V (Ni) | V (Nj)

)
. The central pixel involved in the computation of its

own average will then get the highest weight. It is also important to limit
the influence of the central pixel to avoid the issue of bias. If the probability
density functions p

(
V (Ni) | V (Nj)

)
are known we get a useful estimation of

the optimal estimator:

ÛN (Ni) ≈
1
N

∑N
j=1 p

(
V (Ni) | V (Nj)

)
V (Nj)

1
N

∑N
j=1 p

(
V (Ni) | V (Nj)

) (3.10)

We know that the noise is Gaussian and we will further assume that the like-
lihood can be factorized as p

(
V (Ni) | V (Nj)

)
=
∏n
k=1 p

(
V (xi,k) | V (xi,k)

)
where xi,k ∈ Ni ∀k ∈ [1, n] and xj,k ∈ Nj ∀k ∈ [1, n] when using the
neighbourhood system. It follows that V (Ni) | V (Nj) has a multivariate
normal distribution with mean V (Nj) and variance σ21n where 1n is the
n-dimensional identity matrix. Thus the formula becomes
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1

C

N∑
j=1

e
−|V (Ni)−V (Nj)|

2

2σ2 V (Nj) (3.11)

C =

N∑
j=1

e
−|V (Ni)−V (Nj)|

2

2σ2

which is a vector version of the normal NLM that was shown earlier.

3.2.4 Computational statistics

The NLM have a strong connection with computational statistics. The set-
ting of the two areas is similar with lots of input data and an unknown true
answer.

The field of nonparametric regression uses an equivalent mathematical model.
It wants to model the value of a response variable given a set of data variables
and some system noise.

Y = m(X) + ε (3.12)

where Y is the response variable, X is a data variable, m(.) is an arbitrary
function and ε is a noise variable that is i.i.d. for all observations and has
mean zero.

m(.) is called the nonparametric regression function and it satisfies m(x) =
E[Y | X = x]. We can also express the conditional expectation as

∫
R
yfY |X(y | x) dy =

∫
R yfX,Y (x, y) dy

fX(x)
(3.13)

where fY |X , fX,Y and fX denote the conditional, joint and marginal densi-
ties. We can now plug in the univariate and bivariate kernel density estimates

f̂X(x) =

∑n
i=1K(x−xih )

nh
(3.14)

f̂X,Y (x, y) =

∑n
i=1K(x−xih )K(y−yih )

nh2
(3.15)
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into the formula above and get the Nadaraya-Watson kernel estimator:

m̂(x) =

∑n
i=1K(x−xih )Yi∑n
i=1K(x−xih )

(3.16)

It is a weighted mean of the response variables. All the available data have
been taken into account for calculating the weights using the kernels. This
estimator has been used extensively in nonparametric regression analysis and
with this connection it might be possible to find further improvements for
the NLM algorithm from this research area. It also shows that the reasoning
from NLM is generally accepted in the statistical regression community and
follows a mathematically sound principle.

Setting the kernel to the Gaussian probability density function will result
in the Buades NLM algorithm. This shows the strong correlation between
computational statistics and image processing.

3.3 Extensions

There have been many papers published with ideas to improve, prove, alter
and in other ways continue the work on NLM. Many ideas have focused
on improving the speed of the method. Others have worked on getting the
parameters right. We will also discuss some usages in the field of CT. An
extension implemented in this article is introduced and the main competitor
is explained briefly.

Since the NLM is computationally intensive there have been a lot of research
in speed improvement. Mahmoudi and Sapiro [28] proposed that some basic
properties of the two patches to be compared are measured and compared
before calculating the L2 norm. These basic properties, such as the average
intensity level, are easier to calculate and if they are not close enough there is
no need to compute the L2 norm. Another way is to use pre-computed values
as shown by Darbon et. al. [9]. They calculate an image of the cumulated
spatial distance at each pixel and combines this data using the fast Fourier
transform during the calculation of the algorithm. This greatly reduces the
complexity but unless a machine has special hardware for calculating the
fast Fourier transform the computation might be slower than the original
method.

The speed improvement used in this thesis is mainly parallelization. The
NLM method in itself is very repetitive and hence easy to parallelize. This
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was shown by Wu et. al. [34] and their implementation using the CUDA
library on a GPU card showed a speed increase of up to a factor 100. The
implementation used in this thesis is done using C++ and run on six cores
in the CPU.

Another area of extensions is the search for proper parameters, and adaptive
alterations based on the image. Dore and Cheriet [11] show a usage of
Mallows Cp-statistics to locally choose the parameter h for NLM. Duval et.
al. [12] uses the Stein’s unbiased risk estimate to evaluate the noise in the
image and tries to adapt the bias-variance trade-off. This complicates the
method further but shows promising results. For both these methods the
computation is slow and the resulting gains are small so no further analysis
was done for this thesis.

Another improvement is to use a kernel with a compact support. This has
been mentioned by many, and also examined by Tian et. al. [32]. The
notion is that details that are unique in an image will have few patches that
are similar. With the Gaussian kernel all other patches are still counted and
by the law of large numbers the intensity in the measured pixel is blurred
out. The idea is to use a kernel with a compact support, that will act as a
threshold of how similar the patches need to be to be counted in the weighted
average. This is especially important in CT where some of the interesting
objects have a low contrast difference to the surroundings.

f(x) =

1
2

(
1− (xλ)2

)2
if 0 < x ≤ λ

0 else
(3.17)

Tian et. al. [32] show that the Turkey bi-weight function in Equation 3.17
is a good kernel to use. The parameter for the algorithm is λ and it controls
where the threshold is, and also the shape of the kernel. Changing the
kernel in an implementation is really easy and the computational cost is
barely altered. This makes the compact support kernel a good improvement
to include in the thesis.

Many improvements combine the NLM with other methods and none have
been as successful as the Block matching 3 dimensional (BM3D). It was de-
veloped by Dabov et. al. [8] and relies heavily on patch grouping, transforms
and the Wiener filter. The combination of many methods and multiple steps
is far from the older convolution of fixed kernels and have multiple parame-
ters to adjust. The flow of of the method is shown in Figure 3.3.

The first step in the algorithm is to use block-matching, similar to first
steps of NLM, and group patches into groups. This step will, depending on
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Figure 3.3: Flowchart of the BM3D algorithm from the paper by Dabov et.
al. [8].

the implementation, have the same complexity as the full NLM algorithm.
These groups take the form of 3D blocks that are put through a transform,
a collaborative filtering and then an inverse transform. The aggregation of
these results create a basic estimate for the second step of the algorithm
where it is used as an oracle for the Wiener filter. These parts can be quite
computationally demanding and the algorithm does take some time to run
for large images. The resulting denoised images are very good and BM3D
has become the state-of-the-art denoising method that all other methods
compare to.

Some improvements have been made specifically for the area of CT. Kelm
et. al. [23] applied NLM to the noisy volume of a CT scan and adapted
the method to look for similar patches in the neighbouring slices as well as
in the current one. A similar approach was done by Xu et. al. ( [36], [35])
where a database of patches with many different features was used to find
similar patches for the denoising.

Work has also been done trying to implement the NLM versions with in-
creased speed in a CT setting. The medical community is already using
CUDA implementations of reconstruction software for CBCT and Jia et.
al. [20] have created an improved reconstruction algorithm with NLM for
temporal four dimensional CBCT.
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Chapter 4

Experimental design

This chapter will explain the setup for the experimental analysis. The noise
model that was developed to be handled by the denoising algorithms will be
presented. We will also present the data sets used, as well as the quality
measures and implementations of the algorithms.

The purpose of this chapter is to give details about the tests and comparisons
conducted in this thesis. We discuss the considerations made when choosing
the different parts of the tests. Results from different tests and data sets
can be important for different aspects of an evaluation. This has to be taken
into consideration when weighting the results against each other.

4.1 Noise model

X-ray imaging is based on attenuation of photons through objects and this
can be modeled using the Poisson distribution. More on the noise sources
can be read in Chapter 2.2. When a X-ray tube radiates photons a discrete
number of them are detected by the detector. The detected number of pho-
tons n at the pixel is mapped to an image intensity. The result also depends
on the detectors sensitivity, given energy levels and more but in a simplified
model it can be seen as a count of a number of discrete photons hitting the
pixel. This is associated with the Poisson distribution ([19], [17],[29]). Let
the raw image graw be seen as linearly dependent on the random number of
photons X:

graw = cgX + c0 (4.1)
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where cg ∈ R+ is a constant for the detector gain factor and c0 ∈ R+ is an
offset. The detector is set to correct for the offset, and the model will use
c0 = 0.

We are now introducing a model that is similar to earlier models in image
analysis as in Chapter 2.2. The observed grey-valued image g will be seen
as a true signal s plus an added noise component that is dependent on the
signal strength.

g = s+ n(s) (4.2)

Given the Poisson distribution we know that the probability of k detected
photons in an exposure time interval ∆t is

Pλ(X = k) =
λk

k!
e−λ (4.3)

with X as the unknown random variable denoting the photon count and
λ denoting the expected value. From the linear raw image model we can
determine that λ = E[X] = s

cg
. Because of the Poisson statistics λ =

E[X] = V ar(X) the quantum noise variance is V ar(X) = s
cg
. Going forward

the statistics for the model are E[g] = s and V ar(g) = cgs.

Using a Gaussian approximation of a Poisson distribution simplifies calcula-
tions and is generally used when the expected value is large. The approxi-
mation error diminishes with increasing λ. Hensel et. al. [19] show that this
can also be used in the setting of quantum limited imaging. Using the statis-
tics about the noise behaviour that we now have we can make a distribution
assumption about the noise term n(s).

n(s) ∼ N (0, cgs) (4.4)
(4.5)

Under this assumption we can use the fact that n(s) is equally distributed
with√scgn1, where n1 ∼ N (0, 1). Now we can rewrite the model in Equation
4.2 as follows:

⇒ g − s =
√
scgn1

⇒ g − s√
s

=
√
cgn1 where (4.6)
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Figure 4.1: Left: the silhouette of a head in a projection image. Middle:
Noisy image minus the true image, the noise level difference can be seen.
Right: Noisy image minus the true image and divided by the square root of
the true image. The noise is almost of a constant variance.

Rearranging some terms and dividing by the square root of the image we
should get an image that is independent of the signal, i.e. white Gaussian
noise. The left hand side in Equation 4.6 is equal to a noisy image that is
independent of the true signal. This can be tested on real data and turns
out to be a realistic assumption. An example is given in Figure 4.1. First
the original object projection image is shown, followed by an image of g − s
and an image of g−s√

s
. For the Middle image, the difference in intensity levels

of the neighbouring pixels is dependent on the signal strength. Where the
signal strength is higher, the error spectrum shows values from white to black
and hence a larger variance in that area. For Figure 4.1 Right the silhouette
of the head is almost not visible and the noise seems to be with the same
variance.

The hint of silhouette that can be seen in Figure 4.1 Right can be explained
if we add a white noise term that is independent of the signal strength to the
model, g = s+n(s)+σnn1. Our rearranging of the model will now introduce
a signal dependent factor for this noise term, g−s√

s
=
√
cgn1+ σn√

s
n1, and that is

shown in the image. This addition to the model could create large problems
going forward, but since the term is small it is discarded from the model.

Making the model in Equation 4.2 fit the AWGN model can be done by using
a Variance Stabilizing Transform (VST) . As was shown earlier in Chapter
2.2 most denoising methods assume an AWGN model such as V = U + N ,
where N is independent of U . This is clearly not the case for the model
in Equation 4.2. The VST is a classical trick that can be shown by Taylor
expansion. The goal is to remove the signal dependence from the variance
of a random variable.
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f(g) = f(s+
√
cgsn1)

≈ f(s) +
√
cgsf

′(s)n1 (4.7)

To reach our goal we must now assume that √cgsf ′(s) = c, with c some
constant number.

⇒ f(s) =

∫ s

0

c
√
cgt

dt

= 2
c
√
cg

√
s (4.8)

If we set c =
√
cg our notation will be simplified.

⇒ f(x) = 2
√
x (4.9)

and V = f(g) = U +N

Different functions for VST have been presented. Raj and Venkateswarlu
[29] discuss the performance of some of the most common when applied to
X-Ray imaging denoising with NLM. The square root transform is by far
the easiest and most widely used. Another common VST is the Anscombe
transform [2] f(x) = 2

√
x+ 3

8 that was shown to give better results for low
λ. In this application the difference is negligible and for simplicity the square
root transform is used.

The effect can be seen in Figure 4.2. The variance becomes approximately
constant for all pixels in the image after the VST is applied. Earlier the
variance was larger for areas where the signal strength was high. A slice of a
single projection image of an object has been plotted with several different
realizations. The spread of the line shows the degree of variance in each
point. It is clearly signal dependent in Figure 4.2 left and the usage of VST
on right has limited the signal dependence.

With this transform the images follow the AWGNmodel and denoising meth-
ods that assume a Gaussian noise can be applied.
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Figure 4.2: The intensity along a slice of a projection image is shown before
and after the VST. The more constant width of different realizations of
intensity at each position shows the effect of the VST.

4.2 Image data sets

The data used in the analysis is explained in this section. The first data set is
a theoretically constructed object common in CT. The other three data sets
are acquired using the Elekta CBCT prototype on three different physical
objects. The settings for the Elekta CBCT prototype and the properties of
these physical objects is given.

The Shepp-Logan (SL) phantom is used as a true theoretically known object.
It is a object that is commonly used in medical imaging and especially when
evaluating reconstruction algorithms of computer tomography. We will be
using a numerically calculated version in three dimensions. It consists of a
large ellipsoid containing several smaller ellipsoids of different density. The
densities inside each ellipsoid is evenly distributed and after reconstruction
the areas should have a homogenous value. This makes them good for finding
artifacts from the denoising algorithms.

Noise is added to the phantom using the noise model in Equation 4.6.The
parameters are taken from real CBCT scans and are set to correspond to the
same intensity levels as the real scans. Some example slices from the volume
can be seen in Figure 4.3. In the noise free volume slice around the tips of
the ellipsoids it is possible to see some artifacts from the reconstruction.

The majority of the study was conducted on real CBCT scans of physical
objects. The data was acquired using the Elekta Image Guidance Prototype.
The three physical objects are all standard medical phantoms available on
the market. There is no true data for these objects and hence no images to
be used as the truth. For the projection images we can take multiple X-ray
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Figure 4.3: Volume slice. Left: True object, Middle: High intensity, Right:
Low intensity. Contrast levels adjusted to show interesting details.

Figure 4.4: Left: Average of multiple High dose projection images. Middle:
Example High dose projection image. Right: Example Low dose projection
image, different angle than for the High dose projection images. Contrast
levels adjusted to show interesting details.

images at the same position and use an average as a comparison image, but
no such method is feasible for the volume.

The variance of the signal is increased with the intensity of the signal, but
the perception of the image is improved as the image becomes clearer with
increased strength. This can be explained using the signal-to-noise ratio
where the signal strength grows faster than the noise strength. This study
will use a low (0.1 mAs) and a high (0.8 mAs) setting for the images. Low
has a larger degree of noise in the image than the high setting. The peak
kilo voltage is kept at 90 kVp.

The CatPhan phantom [31] is created to evaluate CT imaging systems and
contains several systems for such analysis. Inside there are small cylinders of
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different densities that gives different contrast ratios on the scans. There are
also point sources, wires and a set of line pair segments. Figure 4.4 shows
an example of a projection image where some of the objects are visible, and
mostly so at the image showing the average of multiple projection images. A
slice from the reconstructed volume with high setting showing the different
low contrast objects is shown in Figure 4.6.

To approximate reality we use two different phantoms that mimic the re-
sponse of a human head. These have the shape, dimensions and density
similar to human heads. What they lack is a resemblance of the soft tis-
sue structure inside the human skull, such as brain tissue, blood vessels and
tumors.

The first Anatomical Head (AnaHead) [7] is developed for dental imaging.
It has a very detailed and correct modelation of the skull structure, jaw and
teeth. The inside is a completely homogeneous area, except for the bone.
The complexity of the skull can be seen in the projection image in Figure
4.5. An example of a slice from the noisy volume is given in Figure 4.6.

The second head phantom is a multi modality phantom that can also be used
in MRI (MRHead) [6]. The quality of the bone in the skull is not as good
as in AnaHead, but it has some low contrast objects inside. An example of
a projection image is given in Figure 4.5. and a slice of a noisy volume is
shown in Figure 4.6.

4.3 Quality measures

Image quality is very hard to measure in a quantitative way. In general a
digital image is subject to many different types of distortions. It can come
from compression, acquisition, transmission or manipulation. They degrade
the quality of the image in different ways. An added white noise with low
variance does barely anything for the perception to humans, but a slight shift
in some image details can give us large difficulties to perceive the information
in the image. The only “correct” method to measure quality in an image is
to involve the human interpretation. This is a very subjective measure and
not very useful in scientific practice. The field of research into objective
quantitative measures aims to predict such perceived image quality.

There are different amount of information available about an image when the
quality is to be measured. Sometimes there is a good understanding of how
the image distortion happened and that can be used to address the problem.
Most of the time the image in itself is all that is available for the measure.
This is called a no-reference quality assessment. This is a hard problem and
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Figure 4.5: Examples of projection images of the MR Head and the Anatom-
ical head phantoms.

Left: MR Head with skull and some low-contrast objects. Right:
Anatomical Head with detailed skull construction. Both images have the
contrast set to the same level. Some details from the solution holding the

head in place is visible.

Figure 4.6: Top: High dose, Bottom: Low dose. Left: CatPhan, Middle:
AnaHead, Right: MRHead
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the measures are usually hard to compare. In scientific settings it is much
more common to use approaches known as full-reference. This assumes that
a true image without noise exists to be used as a reference to measure the
amount of distortion on an image.

In X-ray imaging it is impossible to get a “true” image but there are ways
to get an approximation. First the radiation dose can be increased and the
image will show greater details, but it is not always possible to increase
the dose to the amount needed to get a “true” image. Our solution using
the CBCT is to turn off the rotation of the imaging equipment and take N
consecutive images of the same cross section. Taking the average picture of
this set will give an image that can be used as a reference. Each picture in
the set can then be seen as different noise realizations of the image model.
The average picture is the mean around which the noise is spread.

Image quality research is mostly about photographs and the images from
medical imaging behaves in a slightly different way. In X-ray images the
interesting details are given as small differences in attenuation, such as a tu-
mor on an internal organ. This shows up as objects in a low contrast setting.
Photographs have most of the contours and details with large differences in
signal strength, i.e. high contrast. The quality measures are hence not very
capable of handling the preservation of low contrast details.

The simplest and most widely used full-reference quality metric is the MSE.
It is computed by averaging the squared difference in intensity in each dis-
tinct pixel. Larger deviations from the reference image are then penalized
more in the metric. As an extension on MSE the quantity peak signal-to-
noise ratio (PSNR) is very popular. The calculation is

MSE(v, v̂) =
1

N

N∑
i=1

|v(i)− v̂(i)|2 (4.10)

PSNR(v, v̂) = 10 log10(
MAX(v)

MSE(v, v̂)
) (4.11)

where v is a noisy image and v̂ is its reference.

Because of the Poisson noise in our images, the normal errors in areas with
a large signal strength gives more weight to the measure than large errors
in areas of a low signal strength. To normalize this situation we will use
VST on the images before evaluating them. Since we are mostly interested
in the low-contrast areas, we will use cropped images for the evaluation of
the quantitative measures. This further removes the influence of areas that
are not of interest in this implementation.
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Figure 4.7: Comparison of ’Boat’ images with different types of distortions,
all with MSE = 210. a) Original image. b) Contrast stretched image, MSSIM
= 0.9168. c) Mean-shifted image, MSSIM = 0.9900. d) JPEG compressed
image, MSSIM = 0.6949. e) Blurred image, MSSIM = 0.7052. f) Salt-pepper
impulsive noise contaminated image, MSSIM = 0.7748. Image from paper
by Wang et. al. [33].

A new philosophy has been presented with the method of structural similarity
(SSIM) based image quality assessment. It was put forward by Wang et. al.
[33]. Other methods tend to focus on estimating the perceived errors. This
philosophy aims to consider perceived changes in structural information. It
is a full reference method that compares a noisy image to a true one. A
motivating example is given in Figure 4.7. The original image is altered in
different ways, but always keep the same MSE. The perceptual quality have
large differences and they are better correlated with the SSIM measure.

The SSIM is calculated using three different measures. First the luminance
of each signal is compared. Second, the contrast in the images is measured.
Third, the structure in the image is estimated using the correlation between
the two images. This is combined to a measure that is defined in the span
[0 − 1], with 1 being a perfect match. We will use the specific form of the
SSIM index proposed by Wang et. al. [33].

Definition 4.1. Structural Similarity Index is calculated from the two image
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patches x and y.

µx =
1

N

N∑
i=1

xi (4.12)

σx =
( 1

1−N

N∑
i=1

(xi − µx)2
)1/2

(4.13)

σxy =
1

1−N

N∑
i=1

(xi − µx)(yi − µy) (4.14)

The calculated values µx, σx and σxy are used in the formula for SSIM.

SSIM(x, y) =
(2µxµy + C1)(2σxy + C2)

(µ2
x + µ2

y + C1)(σ2
x + σ2

y + C2)
(4.15)

where C1 > 0 and C2 > 0. They should be so small that they do not change
the result, but they guard against unstable results of the equation.

Calculating the index is best done on a local area but the mean can be used
for comparison. When calculating the SSIM for every local area of an image
it produces a quality mapping. This makes the index locally adapted in a
better sense than most other measures. When evaluating the result it is
easier to use the mean SSIM (MSSIM) for the mapping. This produces a
number for the full image. That makes it easier to compare different images
with each other in a quantitative way.

A drawback with SSIM is that it is not a perfect fit for medical imaging.
It treats low additive Gaussian noise as a large disturbance but has a large
acceptance for blur in the image. This is negative in medicine where the
images usually have a large spatial variance and where the blurring of details
can be a large problem. More on this can be read in Aja-Fernández et. al
[1]. The SSIM is still a useful complement to the other measures that are
used in this report.

A visual comparison of the resulting images is used for evaluating the quan-
titative measures. The focus is on comparing how details in the images are
treated by the algorithms. This is a very subjective method. Since the im-
ages are expected to have very small differences it is the details that stand
out that are important. Things to look for include artifacts created by the
algorithms, details that are blurred out and visibility of low contrast objects.

How much the image is blurred by the algorithms is measured by the full-
width-half-max (FWHM). It is meant to be used on linear noise reduction
filters that treat all parts of an image equally. Since the denoising is intu-
itively non-linear the measure will not have the same general interpretation.
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For linear filters it measures how much each pixel is blurred out unto its
surroundings. When the denoising is influenced by the difference in con-
trast between two objects, the same blur that happens at that point will not
necessarily happen on other parts of the image.

The FWHM algorithm uses more advanced calculations than the other mea-
sures. It uses a phantom with a small wire inside. One dimensional Gaussian
bells are fitted over the wire. The full width at the half max over the average
of all fitted Gaussian bells is used as the measure. This gives a number that
is easy to understand and to compare between different filters.

Our application is focused on the volume created from the projection images
and it is here where the FWHM is interesting. One of our test objects, the
CatPhan phantom, has four steel wires inserted in the middle. These are
high contrast objects with a small cross section. They can be seen as dots
on a slice of the CatPhan volume in Figure 4.6 . No true volume is available
and the result of the algorithms will be compared against the noisy version.

4.4 Implementations

All computations have been done in MATLAB [30]. The computationally
intensive parts of the implementations have been done in C++ and con-
nected to MATLAB using the mex-interface. The focus has been to use
available code for the different methods evaluated. Many implementations
were deemed too slow for an efficient evaluation and discarded from the anal-
ysis after a brief verification that the preliminary results were not a sufficient
improvement over the NLM. A set of supporting code for standardizing the
measurements have been implemented.

The Gaussian filter was used as a basic reference point. It will be denoted
Gauss in the results. A Gaussian bell curve is convoluted with the image.
This makes everything smoother. It does not take any image details into
consideration and hence the sharp edges will be blurred out. The imple-
mentation is done using a set of filter functions from The Image Processing
Toolbox connected with MATLAB [30].

The implementation of NLM that was chosen uses both C++ and paral-
lelization. It will be denoted NLM in the results. It is available from the
MATLAB File Exchange [25] and is based on Buades first description of the
NLM [4]. It is written to have an efficient use of memory and is designed
to be run on parallel processor cores. The basic parameters from the first
paper have been seen to give good results and are used in all evaluations.
The search window size is 21× 21 and the patch window size is 7× 7. The
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varying parameter is h, which is correlated with the degree of noise in the
image.

Modifying the NLM code gives a good version of the extension where the
kernel is switched. This method will be denoted NLM-K in the results. The
Gaussian kernel from Equation 3.1 will be changed to the Turkey bi-weight
kernel in Equation 3.17. The code can easily be changed from the exponential
kernel to a kernel with compact support. All parameters except h remains
unaffected and the results are still robust.

The authors of BM3D have supplied their own implementation for MATLAB
[16]. No source code is available but it uses mex-files and all possible pa-
rameters are accepted as input. As described earlier, the algorithm is quite
complex and there are many parameters that have an effect on the final re-
sult. The parameter optimized in this thesis is the estimate of the standard
deviation of noise in the image. It is by far the most influential for the result.
All other parameters are kept at default.

The optimization is done using a golden step method over the modified PSNR
value. It assumes that the PSNR is a convex function of the noise estimator
used as input. This assumption has proven to be sufficiently correct for good
starting points and the method is consistent in the results.

Elekta supplied a prototype of their reconstruction algorithm with an inter-
face to MATLAB. It takes the projection images with the respective angles
and produces a volume. No special settings were used here. The sets of
projection images that had been treated with different denoising algorithms
were the only changing input.
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Chapter 5

Results

The quantitative results for the projection images have been measured for
an optimized value of the parameter h. This optimization has been over the
modified PSNR if not otherwise stated. The quality measures have been
taken over a cropped area of the projection images that contain interesting
low contrast objects. The same parameter h that was found for the projection
images was used for the denoising of a complete set of projection images to
be reconstructed in to a volume.

The denoising have been made with the four algorithms presented in Chapter
4.4, and it has also been done with and without VST. The four algorithms
will be denoted Gauss, BM3D, NLM and NLM-K. The two settings will be
labeled the VST and the Direct approach.

Results will be shown both for the low and for the high dose. The best
results in each table will be marked by a bold typeface.

5.1 Theoretical object

The quantitative quality measures for the SL phantom can use the theoretical
projection images as a reference and as such give true results. The modified
PSNR and the MSSIM for the denoised projection images are given in Table
5.1. The BM3D method produces the best quantitative results for both low
and high dose.

A slice of the volume with some image details have been chosen for perform-
ing quantitative quality measures. The measured area have been cropped
to contain most of the inside of the object. The modified PSNR and the
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Low High
Methods mPSNR MSSIM mPSNR MSSIM
Pure noise 30.66 0.1245 37.06 0.3414
Gauss Direct 48.39 0.9332 52.77 0.9709
Gauss VST 48.39 0.9331 52.78 0.9709
NLM Direct 45.69 0.9257 50.06 0.9518
NLM VST 45.61 0.9199 50.01 0.9496
NLM-K Direct 45.70 0.9353 50.08 0.9535
NLM-K VST 45.62 0.9306 50.07 0.951
BM3D Direct 48.94 0.9502 54.06 0.9758
BM3D VST 48.91 0.9493 54.05 0.9755

Table 5.1: Quantitative measures for a projection image of the Shepp Logan
phantom.

Low High
Methods mPSNR MSSIM mPSNR MSSIM
Pure noise 22.98 0.0112 28.77 0.0291
Gauss Direct 36.14 0.1511 37.14 0.2535
Gauss VST 36.22 0.1509 37.21 0.2534
NLM Direct 36.40 0.1239 37.47 0.1671
NLM VST 36.42 0.1224 37.49 0.1670
NLM-K Direct 36.39 0.1331 37.46 0.1700
NLM-K VST 36.45 0.1296 37.50 0.1701
BM3D Direct 36.78 0.1796 37.68 0.2151
BM3D VST 36.78 0.1781 37.69 0.2139

Table 5.2: Quantitative measures for a slice of the reconstructed volume of
the Shepp Logan Phantom
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Figure 5.1: Cropped histogram for a slice of the reconstructed volume, using
the low intensity. Left: Histogram for the noisy volume. Right: Histogram
for a volume denoised by NLM-K.

MSSIM are seen in Table 5.2. The BM3D still produces the best quantita-
tive results. The NLM and the NLM-K are very close to each other and they
both are better than the Gaussian method.

The VST is better than the direct approach for all methods when considering
the modified PSNR. When looking at the MSSIM, direct approach has a
slight advantage but all values are fairly similar to each other.

The histogram in Figure 5.1 shows a histogram for a slice of the noisy volume
and the same slice for a denoised volume. The shape of the histogram for the
denoised image is much sharper and it is clear that the details are separated
from each other.

5.2 Physical objects

The three physical objects are the two head phantoms, AnaHead and MR-
Head, together with the testing phantom CatPhan. The results from quality
measures of denoised projection images of the three objects are given in
Tables 5.3, 5.4 and 5.5.

The BM3D denoising method shows the best results for both the head phan-
toms in table 5.3 and 5.4. The VST approach is better than the direct
approach, except for the Gauss method where the difference is small.

CatPhan is a distinct testing phantom, developed to measure the accuracy
of CT equipment. It contain both high and low contrast objects that can
be viewed in detail for denoising artifacts. The quantitative measures for
a denoised projection image is given in Table 5.5. The CatPhan has some
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Low High
Methods mPSNR MSSIM mPSNR MSSIM
Pure noise 8.87 0.2832 24.57 0.6776
Gauss Direct 18.56 0.8145 29.62 0.8145
Gauss VST 18.52 0.8143 29.61 0.8898
NLM Direct 18.03 0.7887 30.17 0.9047
NLM VST 18.13 0.793 30.22 0.9055
NLM-K Direct 14.24 0.7101 30.02 0.9041
NLM-K VST 18.24 0.8029 30.11 0.9051
BM3D Direct 18.31 0.8094 28.46 0.8705
BM3D VST 19.17 0.8359 30.81 0.92

Table 5.3: Quantitative measures for a projection image of the Anatomical
head phantom.

Low High
Methods mPSNR MSSIM mPSNR MSSIM
Pure noise 18.41 0.1978 26.12 0.5121
Gauss Direct 29.35 0.77 32.92 0.8902
Gauss VST 29.32 0.7698 32.87 0.89
NLM Direct 29.07 0.741 32.99 0.8873
NLM VST 29.13 0.7434 33.01 0.8877
NLM-K Direct 27.62 0.735 28.87 0.8019
NLM-K VST 29.22 0.7536 33.02 0.8903
BM3D Direct 29.92 0.7806 32.67 0.8786
BM3D VST 29.99 0.7824 33.56 0.9039

Table 5.4: Quantitative measures for a projection image of the MR head
phantom.
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testing objects that can be seen on slices of the volume. Two interesting
slices from the CatPhan volume are shown in Figures 5.2, 5.3 and 5.4, to
illustrate the results. The denoising of these images show the noise reduction
and also the blurring effect of the algorithms.

Low High
Methods mPSNR MSSIM mPSNR MSSIM
Pure noise 7.49 0.1734 22.96 0.4156
Gauss Direct 20.71 0.8655 31.90 0.9478
Gauss VST 20.52 0.8655 31.87 0.948
NLM Direct 21.16 0.8856 31.81 0.9413
NLM VST 21.02 0.8853 31.87 0.9421
NLM-K Direct 20.84 0.8846 28.20 0.931
NLM-K VST 21.06 0.8859 32.05 0.9484
BM3D Direct 21.34 0.889 33.17 0.9652
BM3D VST 21.11 0.889 33.29 0.9649

Table 5.5: Quantitative measures for a projection image of the CatPhan
phantom.

The CatPhan results in Table 5.5 show that the BM3D is the best method.
The NLM and NLM-K methods are barely an improvement over the Gauss
method. The comparison of the VST and the direct approach is non-
conclusive.

The results in Figures 5.2, 5.3 and 5.4 show smoother images but also blurred
objects and some artifacts. The line pairs in CatPhan in Figure 5.4 show
the tendencies of the Gauss method to smooth out objects. The BM3D and
the NLM-K can also be seen to smooth out the objects.
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Figure 5.2: Example slice of a reconstructed volume showing low contrast
spheres. The projection images used were taken with a high dose. Top
Left show the original noisy volume. Top Right is denoised by BM3D VST.
Bottom Left is denoised by Gauss VST. Bottom Right is denoised by NLM-
K VST. Some streak artifacts are visible around some of the objects, most
visible in the bottom right image.

50



Figure 5.3: Example slice of a reconstructed volume showing low contrast
spheres. The projection images used were taken with a low dose. Top Left
show the original noisy volume. Top Right is denoised by BM3D VST.
Bottom Left is denoised by Gauss VST. Bottom Right is denoised by NLM-
K VST. The low dose produces more blur in the image compared to the high
dose images.
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Figure 5.4: Example slice of a reconstructed volume showing line pairs. The
projection images used were taken with a low dose. Top Left show the
original noisy volume. Top Right is denoised by BM3D VST. Bottom Left
is denoised by Gauss VST. Bottom Right is denoised by NLM-K VST.
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5.3 Measure of the blur

The FWHM is measuring the blur introduced by the algorithms. It is cal-
culated on the CatPhan phantom. There are four wires measured in each
volume and the result presented in Table 5.6 is the mean of the four values.

Methods FWHM
Pure noise 1.48
Gauss Direct 4.79
Gauss VST 4.79
NLM Direct 3.96
NLM VST 2.59
NLM-K Direct 2.20
NLM-K VST 2.10
BM3D Direct 5.50
BM3D VST 3.13

Table 5.6: FWHM mean values for the high dose CatPhan volume.

In Table 5.6 the NLM-K gives the best results. The VST approach is better
than the direct approach, except for Gauss where they have the same result.

In Figure 5.5 the relationship between h and the mean FWHM for a volume
with high dose and denoised with NLM VST is shown. Figure 5.6 show the
noisy volume, the volume denoised by the parameter found to be optimal
hopt = 0.51 and the value h = 0.275 which is right before the FWHM gets
considerably higher in Figure 5.5.
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Figure 5.5: High dose projection images of the CatPhan denoised by NLM
VST with parameter h. The mean FWHM is measured on the reconstructed
volume.
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Figure 5.6: High dose projection images of the CatPhan denoised and recon-
structed. Top Left, original noisy volume. Top Right, denoised by NLM VST
with h = 0.275. Bottom, denoised by NLM VST with optimal hopt = 0.51
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Chapter 6

Discussion

Our hypothesis was that removing noise from the projection images using
NLM would reduce the noise in the reconstructed volumes. We also assumed
that a special image model was necessary and that the ability of the algorithm
to preserve edges would be important. These statements have been tested
and shown to be true.

The reconstruction algorithm is approximative and some artifacts from it
can be seen when reconstructing the theoretically optimal SL projection
images. Some such artifacts are visible in Figure 4.3 in Chapter 4.2. It
is important to remember that they can not be blamed on the denoising
algorithm. They are usually hidden beneath the noise and could appear when
the noise is removed. The difficulty when judging the subjective quality of a
reconstructed volume is knowing which artifacts are created by the denoising
method and which are created in the reconstruction algorithm.

Our main concern is the image quality in the reconstructed volume but since
that is hard to measure quantitatively we have used the quality measures on
the projection images. The results of the SL projection images were fairly
similar to the results of the SL volume slice. This showed that the assumption
about how better projection images would create better volumes was correct.
The evidence is not conclusive but the fact that all other objects only have
quality measures on the projection images is not a dividing issue.

The image model suggested that a VST would improve the results. The
results shows that the VST approach is better than the direct approach for
almost all cases. The difference between the two methods is small for nearly
every case but the VST tend to be the better choise. The difference is not
as large as anticipated and this could be because of the effect of the bow-tie
filter in the medical imaging system, which spreads the radiation dose more
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evenly over cylindrical objects.

VST is consistently worse for denoising the SL object, although the difference
is still small, when the projection images are measured. This is strange as the
noise on this object was added using the theoretical model. The difference
could be that no bow tie filter was used here. The quality measures on
the reconstructed volume slices show that the VST approach is consistently
better than the direct approach. This result is in line with our assumptions.

The Gauss method did not get effected at all by the VST, as the results
for all objects were nearly identical for the VST approach and the direct
approach. The reason could be that the Gaussian method is a purely linear
filter that does not take image details into consideration. As this is a basic
method for comparison, no further study was done as to the reason of this
anomaly.

The BM3D method showed the best results for the quality measures on the
projection images. It always had the highest numbers and often had a larger
marginal to the second best than the distance between the other methods.
It did although have a tendency to create artifacts and sometimes showed
strange ripple patterns in the reconstructed volumes. As can be seen by the
FWHM measure it performed worse than the NLM methods in regards to
keeping small image details.

The AnaHead and the MRHead are the physical objects that we use that are
most similar to real human heads. The assumption is that these results and
parameters will be similar to each other, and also that these values would be
similar to the results on a real human head. The BM3D VST show the best
results for both heads and both dose levels. The others have small differences
in the measures. The Gauss method is better for the low dose levels but the
NLM and NLM-K methods are better for the high dose levels. This is as
expected as more image details are visible and will have a larger significance
in the high dose tests. The edge preserving methods are better than the
Gauss method when image details are important.

The line pairs in Figure 5.4 is a common way to measure the spatial reso-
lution in image processing and especially in CT. The number of line groups
where the lines are still distinguishable is counted and this is the value to
compare. The number of visible line pairs also depends on the resolution
of the reconstruction and in some sense the direction of the lines in relation
to the scan. These circumstances makes it a very subjective measure. No
data about the visible number of line pairs have been collected in this thesis
but the image show the blurring effect of the different methods. The Gauss
method is clearly the worst at preserving the line pairs details. The NLM-K
seems to be better than the BM3D at keeping the edges sharp but it does
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also seem to create some visible artifacts.

The blurring of small details is measured by the FWHM quality measure.
It works on the CatPhan reconstructed volume but as the FWHM imple-
mentation work well for the high dose volumes, it most often fail to find the
required metal wire for the low dose ones. It is hard to find the imbedded
wires in the high noise of the low dose as can be seen in Figure 5.3.

All of the tested methods have a worse result than the measure on the volume
with pure noise. The VST is better than the direct approach for all methods
here as well, except for the Gauss method where the values are equal. The
NLM here show a better result than the BM3D method, and the NLM-K is
better still.

For the NLM-K method the parameter h has a big significance for the blur
of the image. Figure 5.5 show that the parameter can be increased up to a
certain point before it significantly changes the value of the FWHM measure.
This means that the method can decrease the noise without blurring out the
edges more than what is already done in the reconstruction. This is a great
result.

The FWHM comparison in this thesis suffers from the fact that only four
measure points were used for each value. Better results could have been
acquired if the CatPhan object had been scanned for a larger number of
times and with different angles. Then better statistics of the measure would
have been found. This would have been very time consuming and other parts
of the thesis were prioritized.

Something lacking from the thesis is that no comparison with the already
existing noise reduction method of apodization in the reconstruction was
made. The apodization works in a completely different manner and no mea-
sure except the FWHM were available to compare the results in the volume.
The apodization should complement the usage of projection image denoising
if the parameters are set right but this match has not been made in this
thesis.
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Chapter 7

Conclusion

The results in this thesis show that the NLM denoising method is a good
approach to removing the noise in CBCT scans, while preserving edges. The
BM3D method is better at reducing noise but the NLM has shown greater
results in preserving small details. The proposed extension of NLM where
another kernel function was used showed to improve the results. The usage
of the VST on the projection images before denoising did also improve the
results and was shown to be theoretically better suited to handle the problem.

The problem of setting the correct parameters was not solved as the opti-
mization using quantitative measures from image processing produced re-
sults where the image details were blurred out. The adaptation to using
measures for calculating the blur in reconstructed volumes would give better
parameter settings. The parameters should also be better matched with the
surrounding system.

7.1 Future work

The most important work is to correctly determine the relationship between
image noise, reconstruction settings and denoising parameters. The work was
started in this thesis where the measure FWHM was used. The parameters
should also be set according to other measures used for CBCT imaging.

An interesting extension of the method would be to look for similarity patches
in neighbouring projection image scans. This can be related to the usage of
NLM in video denoising. It should provide better denoising results at the
cost of a more computationally intensive algorithm.
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