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Abstract
To calculate long-range potentials in a molecular dynamics
simulation, a naive approach using direct particle interac-
tions needs a computational work of order O(N2). This
is infeasible for larger simulations. In order to reduce this
complexity and thus allow to increase the size of the sim-
ulation, several algorithms have been proposed in the last
decades. This thesis first gives an overview over these algo-
rithms and examines the advantages and disadvantages of
these methods with respect to high performance comput-
ing, i.e., how well they are suited for a good scalability on
a many-processor system. Two algorithms that seem well
suited for this task, the Multilevel Summation Method and
the Meshed Continuum Method, both of which are based
on a hierarchy of multiple grids, are implemented and op-
timized for a massively parallel environment. The mathe-
matical foundation as well as the implementation steps to
improve the performance and scalability of the algorithms
are explained in detail. Finally the algorithms were tested
with up to 8192 processors at PDC. The results of these
runs are presented together with an explanation of possi-
ble performance bottlenecks and a final comparison of both
algorithms.





Referat
Skalerbar beräkning av potentialer med l̊ang
räckvidd i molekulärdynamiska simulationer

Ett naivt sätt att beräkna potentialer med l̊ang räckvidd i
molekulärdynamiska simulationer vore att använda direkta
partikelinteraktioner som behöver ett beräkningsarbete av
ordo O(N2). Det är inte genömförbart i större simulationer.
Flera algoritmer föreslogs under de förra decennierna för
att reducera komplexitäten och till̊ata större beräkningar. I
rapporten ges en översyn över dessa algoritmer och utredas
för- och nackdelar med hänsyn till högprestandaberäkning-
ar, d.v.s. skalerbarhet p̊a system med flärkärnprocessorer.
Tv̊a algoritmer, den s.k. Multilevel Summation Method och
den s.k. Meshed Continuum Method, tycks passa bra. B̊ade
metoder baseras p̊a en hierarki av flera rutnät. B̊ade kan
implementeras och optimeras för massiv parallella system.
De matematiska fundamenten och implementeringsstegen
för att förbättra algoritmernas prestanda och skalerbar-
het förklaras detaljerat. Algoritmerna testades med upp till
8192 processorer at PDC. Resultaten av dessa tester, för-
klaringar av möjliga orsaker för prestandaproblem samt en
slutlig jämförelse av algoritmerna presenteras.
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Chapter 1

Introduction

Over the last few decades computer simulations of particles have played an increas-
ingly important role in a wide variety of research fields such as physics, chemistry,
biotechnology, medicine or material sciences. Simulation experiments can be used
to replace real experiments at a lower cost or even allow to gain insight in situations
which are not feasible to analyze with conventional experimental methods. Due to
the basic nature of the motion of particles, which follow Newton’s laws of motion,
the mathematical foundation is the same for a lot of application areas, i.e., the same
techniques can be applied to simulations from very small scales to very large scales,
e.g., from a molecular level up to simulations of galaxies.

When using Newton’s equations one still has to choose an appropriate model for
the potential between the particles. From this potential the forces can be calculated,
which in turn determine the movement of the particles. Because of the widespread
application possibilities of particle simulations, a diversity of potential models was
developed, which can be classified into two categories: Short-range potentials and
long-range potentials. Short-range potentials are all those potentials which decay
faster than 1

rd
where r is the distance between two particles and d is the dimension-

ality of the domain. As a consequence of this rapid decay, short-range potentials
can be calculated with the use of a so called cutoff radius, i.e., it is sufficient to only
consider the interaction of particles which are closer than this distance and neglect
others without introducing too big of an error. This does not hold for long-range
interactions. Here all particle interactions have to be taken into account, which
results in a computational complexity of order O(N2) with N being the number
of particles for a naive direct interaction algorithm. Since this is not feasible for
large simulations, new techniques have been developed to improve the computa-
tional complexity of long-range interactions. In this thesis the focus will be on a
molecular dynamics particle simulation, where the modeled long-range potential is
the Coulomb potential, yet the techniques applied here can easily be adopted to
other long-range potentials such as the gravitational model.

Aside from the development in new algorithms to improve the performance of the
potential calculations, computer technology itself made big progress in the last years,

3



CHAPTER 1. INTRODUCTION

the most prominent change probably being the step from singlecore computers to
multicore architectures. This technological improvement forces developers to review
algorithms with respect to how efficiently they can be parallelized, in which case
they have to fulfill two conditions: First of all, only an amount as small as possible
should be inherently serial, and secondly both the frequency as well the size of
interprocess-communication should be kept as low as possible, as it can introduce
a significant overhead. These two conditions become more and more important
as the number of used processors increases, i.e., especially in the context of high
performance computing (HPC) it is important to have scalable algorithms.

Therefore, the goal of this thesis is to analyze current algorithms with respect
to their scalability on large-scale computer systems. Thus chapter 3 will be both
an introduction into different ways of tackling the problem of computing long-range
potentials as well as a comparison of advantages and disadvantages of the different
approaches.

The remainder of this thesis is structured as follows: Chapter 2 will give a short
introduction to molecular dynamics simulation and build the foundation necessary
to understand the work in this thesis, followed by the already mentioned chapter 3,
which gives an overview over current methods to tackle the long-range potentials.
As it turns out, a multilevel approach which makes use of grid hierarchies is one
of the most promising ones and two of its variants will be further analyzed. In
chapter 4 the first of those variants is introduced, the Meshed Continuum Method.
This uses density functions in order to sample the particles onto a grid and calculates
the potential via the multigrid method by solving Poisson’s equation. This method
was implemented and chapter 5 gives an overview how the code was optimized. The
results of this implementation are presented in chapter 6.

The second algorithm to be analyzed is the Multilevel Summation Method. This
method calculates the potential directly on a grid. In order to do this efficiently,
several length scales are used. These length scales are spread over a hierarchy
of grids, where every but the coarsest grid represents a different local part of the
potential. The mathematical foundation for this algorithm is presented in chapter 7,
followed by the implementation details in chapter 8. The results for this algorithm
are then presented in chapter 9.

The thesis closes with a direct comparison of the two algorithms, both with re-
spect to their asymptotic complexity as well as the performance in a model problem
in chapter 10 and a final conclusion is given in chapter 11.
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Chapter 2

A Short Introduction to Molecular
Dynamics

This master thesis deals with how long-range interactions can be handled efficiently
in a molecular dynamics (MD) simulation. But to understand how such a simulation
works and why long-range potentials and short-range potentials have to be handled
differently, it is essential to know the physical foundation on which a MD simulation
is built. This will be explained in this chapter. A more detailed explanation can be
found, e.g., in the work of Griebel et al. [GKZ07].

2.1 Newton’s Second Law and Integration
Almost every motion of a body with mass can be described by Newton’s laws and the
corresponding equations. The exceptions to this rule are extremely small particles,
where quantum physics begins to play a role (even then it is possible to derive
classical mechanics), or particles which move at extremely high velocities, because
then relativistic effects have to be considered.

In every other case, the key equation upon which a MD simulation is built, is
the equation of Newton’s second law together with the differential equations for
velocity and acceleration:

F = ma (2.1)
a = v̇ (2.2)
v = ẋ (2.3)

Here x is the position of the particle, F is the total force acting on it, m is its
(constant) mass, a the particle acceleration and v its velocity, the dot above is
the physical symbol for the time derivative: ȧ := d

dta. From these equations one
can derive a simple list of steps to predict the position of a particle in the future
(assuming its mass is known): If the force acting on the particle is known, the
acceleration is known as well. By integrating the acceleration one can compute the

5



CHAPTER 2. A SHORT INTRODUCTION TO MOLECULAR DYNAMICS

velocity, from which in turn it is possible to calculate the new position, also by
integration.

Numerical integration of course is not an issue, over the years a lot of different
approaches have been invented with different orders of accuracy, with the simplest
and most famous one probably being the explicit Euler scheme. Integrators used for
molecular dynamics, however, have to fulfill two other important conditions: Time-
reversibility and symplecticity. A integrator is time-reversible if the trajectory it
produces after a sign change in the velocity is equal with the trajectory before
the sign change, i.e., the particle would move back in the same way as it moved
forth. A integrator can also be seen as a mapping in phase space. If the measure of a
measurable set of points is equal before and after integration, the integrator is called
symplectic. It therefore satisfies the Liouville theorem [Sch06]. More descriptively
this means that the integrator is energy conserving. In the case of a non-symplectic
integrator such as the Euler scheme the total energy could increase or decrease over
time, violating the energy conservation law and producing unphysical behaviour.

A widely used integrator which fulfills time-reversibility and symplecticity is,
e.g., the Störmer-Verlet algorithm. There are three different variants of this inte-
grator: The original one, the leapfrog scheme and the Velocity-Störmer-Verlet. All
of them are equal in exact arithmetic, but the latter two are more resistant against
rounding errors in numerical computations. The integrator that will be used during
this thesis is the Velocity-Störmer-Verlet. Its update formulas read

x
(n+1)
i = x

(n)
i + δt · v(n)

i + F
(n)
i · δt2

2mi
(2.4)

v
(n+1)
i = v

(n)
i + (F (n)

i + F
(n+1)
i )δt

2mi
. (2.5)

The subscript i refers to the i-th particle and the superscript refers to the
timestep with δt being the length of one simulation time step. More details on
this integration scheme can be found, again, in the book of Griebel [GKZ07].

2.2 Potentials
The question still unanswered is: How can the forces acting on a particle be calcu-
lated? This is by no means a trivial question to answer. In fact, a variety of models
have been proposed in physics and chemistry, depending on which kind of force one
tries to model. Generally, all of those forces are created by some kind of potential
due to the other particles in the domain:

F i = −αi∇Φi (2.6)

Here the subscript i refers to the i-th particle in the simulation domain. αi is a
factor which corresponds to some property of the particles itself. This factor is
often overlooked, but it is essential for this equation to be valid in general. Some
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examples of this factor are αi = qi (particle charge) for the Coulomb potential,
αi = mi (particle mass) for the gravitational potential or αi = 1 for the Lennard-
Jones potential.

The potential Φi is the sum of all pairwise interactions between particle i and ev-
ery other particle in the subdomain (assuming there are N particles in the domain):

Φi =
N∑

j=1,i 6=j
Φi,j . So it all comes down to the pairwise interaction of particles. As

already mentioned, there exists a variety of different pairwise potentials. An ex-
tensive list can be found in [GKZ07]. To illustrate the potentials, two of them are
introduced here: A very famous and widely used potential is the Lennard-Jones
potential

Φi,j(ri,j) = αε

[(
σ

ri,j

)n
−
(
σ

ri,j

)m]
,m < n (2.7)

with α = 1
n−m( nnmm )

1
n−m and ri,j = ||xi−xj ||2. A commonly used parametrization of

this potential uses (m,n) = (6, 12). The remaining parameters ε and σ characterize
the potential: −ε is the minimum of the potential which is located at ri,j = 2 1

mσ.
Another example for a potential, which will be used in the remainder of this

thesis, is the Coulomb potential, which describes the electrostatic potential due to
the particles being charged with qi:

Φi,j(ri,j) = 1
4πε0

qj
ri,j

(2.8)

In this case ε0 is the vacuum permittivity ε0 ≈ 8.854 × 10−12 V s
Am . Both of these

potentials are plotted in fig. 2.1 and 2.2 to illustrate them. The Coulomb potentials
has been scaled by ε0.

Having introduced those two potentials, it is now possible to explain the differ-
ence between long- and short-ranged potentials. Comparing the Coulomb potential
with the (6,12)-Lennard-Jones potential, a very important difference is how fast the
potentials decay with increasing distance between two particles. For the Lennard-
Jones potential, the decay is given by 1

r6 , whereas the Coulomb potential only decays
with a factor of 1

r , i.e., much slower. As a result it is possible to only evaluate the
Lennard-Jones potential of neighboring particles within a certain distance called
the cutoff radius rmax without introducing significant errors. A common choice for
this cutoff radius is rmax = 2.5σ, resulting in the potential

ΦLJ,cut
i,j =

 4ε
[(

σ
ri,j

)12
−
(
σ
ri,j

)6
]
, ri,j ≤ 2.5σ

0, ri,j > 2.5σ
. (2.9)

At the cutoff point it holds that ΦLJ,cut
i,j (rmax) ≈ −0.0016ε, i.e., its value is less

than 2% of the minimum value (considering the absolute values). In order to get
rid of the discontinuity, one often shifts the Lennard-Jones potential by this value.

This cutoff radius has a great effect on the complexity of the potential evalua-
tion: Where in general a pairwise summation of particle interaction for N particles

7
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Figure 2.1. The Lennard-Jones (6, 12)-potential without a cutoff radius.

requires work in the order of O(N2), a cutoff radius allows to use algorithms which
only evaluate the particle interaction within their direct neighborhood, e.g., the
linked-cell algorithm. Thereby the spatial simulation domain is subdivided into
cells with a cell length that is greater than or equal to the cutoff radius. This way,
the calculation of the pairwise interactions does not require a summation over all
particles, but only over particles within the same or in neighboring cells. This tech-
nique reduces the computational complexity to O(N). With the slow decay of 1

r
of the Coulomb potential, such a simplification is not possible. The reason is that
even for a much larger cutoff radius, the errors introduced by not evaluating all
particle interactions are still significant enough to alter the simulation behaviour.
Thus a naive pairwise summation will still need O(N2) work, which is impractical
for large-scale simulations.

In general, such a distinction between short-range potentials, where cutoff tech-
niques can be used, and long-range potentials, where this is not possible, is given
by whether the potential is a rapidly or slowly decaying potential. A potential
f(r) is called a rapidly decaying potential in d > 2 dimensions, if it decays faster
than 1

rd
[Rit12]. For a three dimensional simulation domain, this is the case for the

Lennard-Jones potential, but not the Coulomb potential.
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Figure 2.2. The plot shows the Coulomb potential multiplied by ε0, i.e., the term
1

4πr .

2.3 Poisson’s Equation

The remainder of this thesis will only deal with the Coulomb potential unless noted
otherwise. The introduction of Poisson’s equation in terms of electrostatics given
in this section is based on the lecture notes of Haus and Melcher from MIT [HM13],
where more detailed information can be found. It should be noted, that the Pois-
son equation can also be used to calculate the gravitational potential making the
techniques in this thesis applicable to that potential as well.

According to Gauss’s law the electric field E is related to the charge density ρ
from which it is created by

∇ ·E = ρ

ε0
. (2.10)

Furthermore, the electric field, since it is irrotational, can be expressed by the
gradient of its potential

E = −∇Φ. (2.11)

Inserting those two equations into each other already gives Poisson’s equation for
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the potential:
∇ · ∇Φ = ∆Φ = − ρ

ε0
(2.12)

Since this equation is a linear differential equation, it obeys the law of superposition.
This means that if two or more potentials are created by separate charge densities,
they can be combined into one total potential:

∆Φ = ∆(Φa + Φb) = ∆Φa + ∆Φb = −ρa
ε0
− ρb
ε0

= − ρ
ε0

(2.13)

Since particles in simulations are often viewed as point masses and point charges,
their charge clouds ideally have no spatial expansion, thus the charges are modeled
as Dirac-impulses, weighted with the charge qi of the particle. Consequently, the
complete potential surface of the a domain can be computed by solving the equation

∆Φ(x) = − 1
ε0

N∑
i=1

qiδ(||x− xi||). (2.14)

In general, it is possible to calculate the solution for a partial differential equa-
tion, if the fundamental solution of the equation is known. The solution is then given
as the convolution between the right hand side of the equation and the fundamental
solution. A convolution in three dimensions is defined by

(f ∗ g)(x) =
∫
R3

f(y)g(y − x)dy. (2.15)

One particular fundamental solution is Green’s function. For the case of the three
dimensional Poisson equation, Green’s function is given as

U(x) = 1
4π||x|| . (2.16)

Using this function and convolving it with the right hand side of eq. (2.14) yields
the potential

Φ(x) = − 1
ε0

N∑
i=1

qiδ(||x− xi||) ∗
1

4π||x|| = 1
4πε0

N∑
i=1

qi
||x− xi||

(2.17)

which is exactly the superposition of Coulomb potentials created by single point
charges qi at positions xi.

The difference between the results in eq. 2.17 and eq. 2.8 is that the latter
describes the interaction between two particles, the former is an equation for the
potential surface created by all particles. So the total potential which is acting upon
particle i is given by

Φi = 1
4πε0

N∑
j=1
j 6=i

qj
||xi − xj ||

(2.18)
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Chapter 3

Overview of Methods for Long-range
Potentials

Over the last few decades, a number of different approaches have been proposed on
how to tackle the problem of efficiently computing slowly decaying potentials, i.e.,
long-range potentials. As already mentioned, a potential is called slowly decaying
if it decays slower than with a factor of 1

rd
, where r is the distance between two

interacting particles and d the dimension of the simulation space. It is because of
this slow decay that even particles which are quite well separated still have such
a big influence that omitting this interaction after a certain cutoff radius (as it
is done for short-range potentials) will influence the overall simulation behaviour
noticeably. Since a direct computation of the potential via direct particle-particle
interaction requires a computational effort in the order of O(N2), this approach is
infeasible for simulations with even a medium amount of particles. In this chapter
a short introduction to the different methods that are available in the literature will
be given, followed by a short evaluation which methods seem suitable for the use of
massively parallel computer architectures.

3.1 Ewald-based Methods
Back in 1921, Paul Peter Ewald proposed a method of calculating the electrostatic
energy of ionic crystals [Ewa21]. This method tackles the calculation of the energy
and the corresponding potential of the form 1

r by splitting the term into a short-
range term and a long-range term by using a suitable function f(r) such that 1

r =
f(r)
r + 1−f(r)

r . Here f has to be chosen such that f(r)
r becomes a short-range term

which can be neglected after some cutoff radius rmax without introducing too much
of an error. In the classical Ewald method this function f is the complementary error
function erfc(r) = 2√

π

∫∞
r e−τ

2
dτ . The long-range part of this sum 1−f(r)

r should
be a term which is slowly varying over all r, thus it can be represented efficiently
in the Fourier space or - as it is often termed with respect to the Ewald sum - the
reciprocal space. It is important to note that solving this term in Fourier space
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implicitly restricts this approach to a infinitely periodic domain without making
some adjustments [DH98, CBS12].

3.1.1 Particle-particle particle-mesh Ewald (P3M), Particle Mesh
Ewald (PME) and Smooth Particle Mesh Ewald (SPME)

Basically all currently used algorithms do not solve the Ewald sum directly but use a
regular grid as an intermediate step, thus they are often called lattice Ewald methods.
The reason for this is that with a perfect choice of the cutoff radius, the normal
Ewald summation will only give a speedup to O(N 3

2 ), whereas by introducing a
grid one can make use of the Fast Fourier Transform (FFT) which is able to do the
necessary computations within the order O(N logN) [SD99a].

The three variants of the lattice Ewald methods, which are the most prominent
ones and are the basis for different subvariants, are the Particle-particle particle-
mesh Ewald method (P3M) developed by Hockney and Eastwood [HE81], the Par-
ticle Mesh Ewald (PME) developed by Darden et al. [DYP93] and its variant, the
Smooth Particle Mesh Ewald (SPME) by Essmann et al. [EPB+95]. All of these
variants include the following three steps:

1. Sampling the continuous charges on a regular grid,

2. solving Poisson’s equation by a multiplication with Green’s function in recip-
rocal space and

3. differentiation of the potential in order to get the electric field and the forces.

The methods differ slightly in how these steps are implemented: The P3M
method, the oldest of those three, does not use Gaussian functions as splitting
functions, which is why the authors did originally not make a connection to the
Ewald summation [SD99b]. Furthermore, it adjusts Green’s function in order to
improve the accuracy. This is done by using a least squares approximation for a test
setup with two particles so that Green’s function fits to the continuous charges. The
SPME and PME use Gaussian functions as splitting functions, thus they directly
originate from the Ewald summation. While the PME uses spectral differentiation
and therefore a total of four FFTs per time step is necessary, the SPME uses B-spline
interpolation and differentiation and can therefore reduce the number of FFTs to
two [SD99a].

In [DH98] and [PG95] the P3M, SPME and the PME were thoroughly compared
and it showed that in general the P3M and the PME can achieve the highest order
of accuracy, with P3M generally being the most accurate one. The loss of SPME,
however, was found to be in a range that generally does not matter with respect to
usual simulation setups. Yet it has the big performance advantage of using fewer
FFTs than the other two methods, which makes it favorable with respect to parallel
implementations.
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The lattice Ewald methods are currently the widely used algorithms for molecu-
lar dynamics simulations and can be found in frameworks such as NAMD or GRO-
MACS.

3.1.2 Staggered Mesh Ewald (StME)
The StME method was developed by Cerutti et al. and is a special variant of the
SPME [CDDL09]. It does, however, introduce a special step which the other three
Ewald based methods do not have. The idea is to use a mesh interlacing, i.e., two
different meshes, staggered by a certain distance. On each of these meshes a SPME
calculation of the forces is carried out independently and afterwards both results are
used to interpolate the total particle forces. The advantage of this method is that it
is much more resistant to aliasing errors, i.e., errors that occur due to the position
of the particle with respect to the neighboring grid points, because the spectrum of
a sampled charge density might not achieve certain smoothness conditions. When
using interlaced grids, each of these grids will have to suffer from the same aliasing
effects, but by choosing a certain staggering distance (the simplest one being half a
cell length) one can achieve at least partial cancellation of the aliasing errors.

Analysis of this method showed that it can achieve the same accuracy as SPME
with a much coarser grid and thus fewer computational effort. Furthermore, it has
better parallelization properties, since the two grids are independent of each other
and the only data exchange between grids happens when the forces are calculated.
This means that the global communication for the FFT requires only communication
over half the processes.

3.2 Fast Multipole Method (FMM)
The FMM was first introduced by Greengard and Rokhlin [GR87] and also makes
a distinction between short-range particles, the interactions of which are computed
directly, and well separated particles, i.e., particles beyond a certain distance. Those
particles are then combined into one multipole by means of the multipole expansion.
This way several particles are combined into one charge group acting on distant par-
ticles. To apply this technique efficiently, the FMM divides the simulation domain
into cells and computes the multipole expansion for each of those cells recursively
such that only cells which are well separated, i.e., that are not neighboring, will
have an influence on each other. It is possible to calculate how many terms are
necessary in a multipole expansion to reach a certain accuracy. To further improve
efficiency, this bound is determined before the simulation to be able to truncate the
expansion terms accordingly [SD99a].

Several comparisons of the FMM to other algorithms are already available
in the literature [CBS12]: Pollock and Glosli compared the FMM to the P3M
method [PG95]. They concluded that even though the asymptotic behaviour of
the FMM is superior to the P3M method (O(N) vs. O(N logN)), the P3M method
outperformed the FMM in their test cases and also had the advantage of being a
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much simpler algorithm to implement. Skeel et al. provided a comparison between
the FMM and the multigrid method, which will be explained in the next section.
This comparison showed that the FMM is inferior to the multigrid method, because
the FMM needs an extremely high accuracy to get rid of possible destabilizing ef-
fects due to discontinuities in the energy representation as a function of the particle
position.

3.3 Multiple Grid Methods

The original multigrid (MG) algorithm is an iterative solver for linear systems of
equations. It exploits the smoothing property of other iterative solvers such as the
Gauss-Seidel or Jacobi iteration, i.e., the fact that those solvers have very good
convergence for the higher frequency parts of the error, but suffer from very poor
convergence for lower frequencies. The MG algorithm utilizes multiple grid lev-
els with different spatial resolution. This way, high-frequency components become
lower-frequency components on a coarser level and can thus be solved by solvers
mentioned above. A short introduction of the multigrid solver can be found in
sec. 4.3. By using this so called coarse level correction, the asymptotic complexity
of MG to solve a linear system is O(N), making it an optimal method. Depend-
ing on which differential equation underlies this linear system, this optimality can
sometimes also be achieved for solving the differential equation.

This idea has been either used directly or as a starting point for different tech-
niques of dealing with the long-range potential:

3.3.1 Meshed Continuum Method (MCM)

The MCM as proposed by Bolten in his PhD-thesis [Bol08] builds upon the multigrid
solver for linear systems. The system in this context is the Poisson’s equation
∆Φ = f , the solution of which is the potential surface created by all particles. The
right hand side in this case is created by replacing the point charges of the particles
by charge densities and then sampling these densities onto a grid. To minimize the
error, a near field correction will be applied in which particles closer then a certain
radius once again are handled explicitly, e.g., via the linked-cell algorithm.

3.3.2 Multilevel Summation Method (MSM)

This algorithm presented by Izaguirre et al. [IHM05] also makes a separation of
length scales by a switching function, which results in a short-range and a long-
range contribution to the potential. The long-range contribution is then restricted
to a coarser grid, where it again is separated into a short-range and a long-range
contribution on the coarser grid. This step is applied several times up to a previously
defined coarsest grid level. From there, the potential of the coarsest level is stepwise
corrected by contributions of the finer levels up to the finest grid, which gives the
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final potential surface. This corresponds to smoothing the higher or lower frequency
parts of the error on different levels in the multigrid solver.

This approach showed very good computational properties, such as scalability
and computational time compared to PME and other MG variants, but so far only
for a small number of processors. Unlike the MCM, this method does require global
communication on the coarsest level, where the interaction between all grid points
has to be calculated. But in contrast to the Ewald-based methods, only one global
communication step is necessary.

3.4 Further Approaches

The selection above is far from a complete overview of all approaches for long-
range interactions currently available in the scientific community, yet most of those
unmentioned algorithms are in some way variants of the methods above, that are not
listed because they seem to be clearly inferior to at least one of the methods listed
here. Examples include a distributed PME [TPJ96]: Here one node is dedicated
to computing the reciprocal part of the Ewald sum, while the remaining processors
take care of the short-range interactions of the potential. This method, however,
requires all particles to be known in at least one processor, making it unsuitable
for simulations with even a medium amount of particles due to the large amount of
information that has to be transmitted.

Yet one method deserves further acknowledgement: Fennell and Gezelter [FG06]
proposed a method building on the work by Wolf, Zahn et. al [WKPE99, ZSK02]
which fully disposes of the need to calculate the Ewald summation. Their approach
is a pairwise summation technique within a certain cutoff radius, where they used
a shifted damped Coulomb potential. The reason for this is that the potential shift
ensures charge neutrality within a sphere around the particle, which is necessary
to ensure stability of the potential. Damping this potential guarantees that the
resulting forces and energies are continuous. This trick allowed for results which
are comparable to those obtained by using the SPME method, but the downside of
this approach was that until now it is not yet successfully tested and confirmed as
a general purpose potential solver, but only under certain conditions. It is due to
this fact that this method will not be considered any further here, even though this
approach might produce exciting results as a possible Ewald summation alternative
in the future.

3.5 Evaluation of Methods

After the introduction and short explanations of the methods, they shall now be
evaluated against each other with respect to performance in massively parallel sys-
tems. Short comparisons have already been made in the paragraphs above, so a
good starting point is to comprehend all these points shortly:
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• The Ewald summation based methods (P3M, PME, SPME and StME) all
rely on the FFT to solve the long-range part in reciprocal space, which is the
computational bottleneck of those methods. The FFT has a computational
complexity of O(N logN), which is also the complexity of all mentioned meth-
ods (P3M, PME, SPME and StME). More important with respect to HPC
systems is the communication required for those FFTs, because every time
an all-to-all communication is necessary, which becomes more costly with an
increasing number of nodes.

• The StME method uses two separate grids, thus reducing the number of com-
municating processes during the FFT to only half the number of the total
processes. Yet again, for HPC systems this still can be a major issue and
should likely be avoided.

• All of those methods require not one, but at least two FFTs per time step (or
even four, depending on the method of differentiation for the force calculation).

• FMM has a better asymptotic behaviour than Ewald based methods (O(N)
vs. O(N logN)), yet existing comparisons show that it still performs more
slowly.

• FMM is the most complex of all presented algorithms.

• Using a tree algorithm to divide the domain, FMM does not need global
communication, thus making it more suited for scalability.

• Both MG approaches have optimal asymptotic complexity of O(N).

• The MCM does not require global communication, but only needs to exchange
data with neighboring subdomains.

• The MSM does require global communication, but only once.

• A comparison of them is not available yet.

The conclusion of these arguments is that the multigrid methods will be analyzed
in further detail. The reasons for this decision are that the multigrid method seems
well suited for massive parallelism and it is already an established technique in
solving linear systems of equations due to its optimal complexity. Still, these are
the variants which are not so prominent in the literature, thus a comparison of them
seems desirable to gain further insight how well they are suited for future projects.
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Part II

The Meshed Continuum Method
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Chapter 4

Meshed Continuum Method

The first method that will be analyzed is the so called Meshed Continuum Method
(MCM), proposed by Bolten in his PhD-thesis [Bol08], relying on some previous
work by Sutmann and himself [BS06, SS05]. The main idea of this approach is quite
simple: Instead of modeling the particles by point charges which can be represented
by Dirac-impulses, a charge density is used which smears the charge of the particle
over several grid points. This is used as the right hand side for Poisson’s equation,
which afterwards is solved using a traditional multigrid algorithm.

4.1 Potential Calculation

As already explained in the introduction to molecular dynamics, the potential sur-
face created by all particles is given as the solution of the Poisson equation

∆Φ(x) = − 1
ε0

N∑
i=1

qjδ(||x− xi||). (4.1)

Since one is interested in the force acting on a particle, one needs to calculate the
potential surface created by all particles except for particle i. The potential acting
on particle i is:

∆Φi(x) = − 1
ε0

N∑
j=1
j 6=i

qjδ(||x− xi||). (4.2)

But this formulation does have two problems: First of all, it implies that it is
necessary to solve one Poisson’s equation for every particle and time step, which is
computationally not feasible even for smaller sized problems. Secondly, the Dirac
impulses create a numerically highly problematic right hand side, due to the discon-
tinuities created by every particle. This problem is solved by using particle density
functions.
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4.1.1 Particle Densities

The particle densities are introduced to get rid of the discontinuity of the Dirac
impulse, thus they replace the assumption of dealing with a point charge by smearing
it over a small area. For a function ρg : R3 → R to be called a particle density
function which can be used as a smooth approximation of the Dirac impulse, four
constraints have to be fulfilled:

1. ρg is point symmetric

2.
∫
R3 ρg(x)dx = 1

3. ρg(x) ≥ 0 ∀x ∈ R

4. The function has compact support, i.e., ρg(x) = 0 if ||x|| > rmax

Due to these constraints, the density only depends on the distance to the origin,
not the absolute position. It can thus be expressed by a one-dimensional function
g : R → R, for which holds g(||x||) =: ρg(x), i.e., the subscript of ρ describes from
which function the density is created.

If all these constraints are fulfilled, then the solutions of the Poisson equation
with Dirac impulses as right hand side and with particle densities as right hand side
are equal after the cutoff radius rmax. The proof can be found in [Bol08].

The particle density does not only have to fulfill the four constraints mentioned
above, but it is also important that the potential Φg created by a single density ρg is
known, as this will be used for a near-field correction for particles within the distance
rmax. In this area the solution of Poisson’s equation with Dirac impulses differs from
the equation with densities, thus a correction is necessary to compensate for this
distance and avoid errors. This density-created potential can be calculated via a
convolution with Green’s function. In the case of the three-dimensional Poisson
equation, this convolution reads

Φg(x) =
∫
R3

1
4π

ρg(y)
||x− y||

dy. (4.3)

The density function that was used for the implementation of this method is
the normalized, centered quadratic B-spline as it was proposed by Bolten and Sut-
mann [BS06]. The density function reads

ρB(x) =



−486||x||2 + 162r2
max

32πr5
max

if ||x|| < rmax
3

486||x||2 − 972||x||rmax + 486r2
max

64πr5
max

if rmax
3 ≤ ||x|| ≤ rmax

0 if rmax < ||x||

(4.4)
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and induces the corresponding potential

ΦB(x) =



3(81||x||4 − 90||x||2r2
max + 65r4

max)
320πr5

max
if ||x|| < rmax

3
1

640π||x||r5
max

(
−243||x||5 + 810||x||4rmax

−810||x||3r2
max + 405||x||r4

max − 2r5
max

)
if rmax

3 ≤ ||x|| ≤ rmax

1
4π||x|| if rmax < ||x||

(4.5)
This density function is plotted for two different cutoff radii in fig. 4.1 and the

potentials induced by these functions can be seen in fig. 4.2. This plot also includes
the original Coulomb potential (scaled by ε0) so one can see that indeed the induced
potential goes smoothly into the Coulombic one.
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Figure 4.1. The particle density functions for the cutoff radii rmax of 0.5 and 1.
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Figure 4.2. The potential induced by the density functions with cutoff radii rmax
of 0.5 and 1. Additionally, the Coulomb potential 1

4πr is plotted.

4.1.2 Near-Field Correction
Consider the potential Φg,i acting on particle i, created by all other particles in the
system modeled with the particle density function ρg. Thus Φg,i is the solution of
the Poisson equation

∆Φg,i(x) = − 1
ε0

N∑
j=1
j 6=i

qjρg(||x− xi||). (4.6)

In this case, the influence of particles further away than the cutoff radius rmax
is reflected correctly, because of the superposition principle: One could describe
the Poisson equation above as a sum over N − 1 Poisson equations, where each
equation only describes the interaction with one other particle. As mentioned in
the last section, the solution of such a Poisson equation would give the ’correct’
Coulomb potential for particles separated well enough.

Nevertheless, this means that an error is introduced for particles within a close
range. To remove this error, near-field correction is applied: For particles within
the cutoff radius, the Coulomb potential is computed by direct particle-particle
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interaction with a short-range algorithm such as the linked-cell method. Under the
assumption that all particles are approximately equally distributed over the whole
domain, this is an operation of complexity O(N), thus not increasing the overall
complexity of this method.

The basic idea of the near-field correction is to split the particles into two groups:
Pi,far is the set of particles further away than the cutoff radius from particle i, i.e.,
Pi,far = {j : ||xi − xj || > rmax}. Accordingly, Pi,near = {j : ||xi − xj || ≤ rmax} is
the set of particles within the cutoff radius. Using these two sets of particles, the
total influence on particle i would be given by

∆Φg,i,far(x) = − 1
ε0

∑
j∈Pi,far

qiρg(||x− xi||) (4.7)

Φi,near = 1
4πε0

∑
j∈Pi,near

qj
||xi − xj ||

(4.8)

Φi = Φg,i,far + Φi,near (4.9)

This is theoretically correct and would reproduce the Coulomb potential also
for the far-field particles. But the practical disadvantage of this formulation is
that it involves solving the Poisson equation of the far-field contribution for every
particle, which is computationally infeasible, because it would result in a complexity
ofO(N2) at best, depending on the solver for the differential equation. This problem
can be avoided by including all particles - even particle i - in the Poisson equation
and then removing the influence for near-field particles again. The mathematical
formulation of this approach reads

∆Φ(x) = − 1
ε0

N∑
j=1

qiρg(||x− xi||) (4.10)

Φg(x) =
∫
R3

1
4π

ρg(y)
||x− y||

dy (4.11)

Φi,near = 1
4πε0

∑
j∈Pi,near

qj

(
1

||xi − xj ||
− Φg(xj − xi)

)
− qiΦg(0) (4.12)

Φi = Φ + Φi,near (4.13)

First the global potential surface is calculated, including all particles, modeled via
density functions. In the next step, the near-field term is calculated via direct
summation. For this term the Coulomb potential is evaluated directly, together
with a correction term of the particle interaction. This term corresponds to the
influence of the particle to the global potential surface. Because this contribution
can be directly calculated via Green’s function and the density, it is possible to
get rid of it and replace it with the accurate Coulomb term. Additionally, the
contribution of the particle itself is subtracted. The subtraction of the self-potential
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is not necessary if one is only interested in the forces, as its derivative is zero. It is
necessary, however, to correctly compute the potential energy of the system.

By using this technique, only one Poisson equation has to be solved for the whole
system. Furthermore, the method is exact except for numerical errors introduced in
the solution of the differential equation, i.e., it gives the Coulomb potential without
explicitly evaluating all particle interactions.

4.2 Force Calculation

To perform a molecular dynamics simulation, usually not the potential is of interest,
but the forces. This is because they are necessary to compute the motion of particles
following Newton’s laws. As already mentioned in chapter 2, they are given as the
gradient of the potential. Mathematically, this is a simple operation, it can, however,
be beneficial to analyze the parts of the potential in order to increase accuracy or
efficiency in a numerical computation.

Starting from eq. 4.13, the first part that has to be differentiated is the global
potential surface Φ, and in this case there is no other option than to apply numerical
differentiation. For this work, a fourth order central finite difference scheme was
used. It is important to use a central difference scheme, because the potential will
have an extremum at the exact position of the particle, due to the influence of
the self-potential. By using a central second order scheme, one is taking the same
number of grid points on all sides of the particle into account, so that the influence
of the particle itself, which is symmetric around the particle position, is removed.
Taking a forward or backward scheme would not be able to capture the root of the
gradient on the particle position, thus it could create a force which is dominated by
the decay of the self-potential of the particle, i.e., it would create a force on itself,
which is physically incorrect.

To minimize the error introduced by differentiating potential values on a dis-
crete grid for continuous particle positions, a trilinear interpolation is performed:
For a particle sitting in between its eight neighboring grid points, the finite dif-
ference derivative is calculated for each of these points, and those values are then
interpolated to the particle position.

With the finite difference calculation, the global derivative as well as the self-
potential (which does not exert a force) are covered and the influence of the near-
field correction is left. In this case both the correction potential and the Coulomb
potential are known. Thus it is possible to precompute the gradient of those two po-
tentials analytically and then calculate the resulting force by direct pairwise particle
interaction within the cutoff radius. This is beneficial, because now the interaction
for the nearest neighboring particles is computed correctly. These particles are
in general the ones with the most influence, thus an error is only introduced for
particles which are much less influential.

Putting all those steps together allows to formulate the force calculation as an
algorithm. P denotes the set of all particles, with the near-field part Pi,near =
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{j : ||xi − xj || ≤ rmax} as above. xi denotes the position of particle i, whereas
xli,h l = 1, . . . , 8 denotes the 8 neighboring grid points that surround particle i.

Algorithm 1 Force Calculation
1: for all particles i ∈ P do
2: find eight neighboring grid points xli,h
3: for l = 1, · · · , 8 do
4: calculate finite difference gradient of Φ at xli,h: F l

i = −∇Φ(xli,h)
5: end for
6: interpolate F l

i: F i = trilinearInterpolation8
l=1(F l

i)
7: for all particles j ∈ Pi,near do
8: remove global influence: F i = F i + qj∇Φg(xi − xj)
9: add Coulomb influence: F i = F i − qj∇ 1

4πε0
1

||xi−xj ||
10: end for
11: end for

It is worth noting that the signs do not correspond to remove and add in lines 8
and 9 because the force is given as the negative gradient of the potential. Also, as
already mentioned, it is necessary that the inner loop over the near-field particles
requires an efficient short-range algorithm such as the linked-cell method to avoid
looping over all particles.

4.3 Multigrid Solver
As already mentioned, the Poisson equation is solved using a traditional geometric
multigrid method. This section will give a short introduction to the main ideas of
this solver. A more detailed introduction can be found in the books by Trottenberg
et al. [TOS01] or by Briggs et al. [BHM00].

The multigrid method is a solver for a linear system of equations of the form

Au = f (4.14)

where A ∈ RN×N and u,f ∈ RN . The error of the approximate solution after i
iterations u(i) is given by the error e = u−u(i). This cannot be computed, because
the solution is not known. Instead, the residual can be computed. It is given as

r := f −Au(i) = f +A(e− u) = f +Ae− f = Ae (4.15)

and vanishes if the error is zero. The equation r = Ae is also known as the error
equation. Conventional iterative solvers like the Jacobi iteration or the Gauss-Seidel
iteration have the characteristic that they smooth the high-frequency parts of the
error quite well, whereas the convergence of the low-frequency parts is very poor.
This can be shown by performing a spectral analysis of the error components with
the help of the eigenvectors of the iteration matrix. The smoother used for this
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implementation is the successive over-relaxation. It is given as

u
(new)
i = (1− ω)u(old)

i + ω

aii

fi −∑
j<i

aiju
(new)
j −

∑
j>i

aiju
(old)
j

 (4.16)

with the relaxation parameter ω ∈ (0, 2). The main idea of the multigrid algo-
rithm is the so called coarse grid correction:

1. Calculate an approximation uh of u on the original grid Ωh using a relaxation
method. This smooths the high-frequency parts.

2. Calculate the residual r.

3. Use the residual to relax the error equation Ae = r on a coarser grid Ω2h.
This way the lower-frequency parts are shifted higher and the smoother can
work efficiently again.

4. Correct the original approximation u(i) = uh + e2h.

In order to switch between different grids, an interpolation operator and a re-
striction operator have to be defined. The interpolation

Ih2h : Ω2h → Ωh (4.17)

is used to transfer a vector from a domain with grid spacing 2h into a domain with
a spacing half as large. The restriction operator does the opposite:

R2h
h : Ωh → Ω2h (4.18)

For this implementation, trilinear interpolation and full-weighting restriction
were used. The stencils for these operations are given by

R2h
h = 1

64

1 2 1
2 4 2
1 2 1


︸ ︷︷ ︸

bottom

1
64

2 4 2
4 8 4
2 4 2


︸ ︷︷ ︸

center

1
64

1 2 1
2 4 2
1 2 1


︸ ︷︷ ︸

top

(4.19)

and

Ih2h = 1
8

1 2 1
2 4 2
1 2 1


︸ ︷︷ ︸

bottom

1
8

2 4 2
4 8 4
2 4 2


︸ ︷︷ ︸

center

1
8

1 2 1
2 4 2
1 2 1


︸ ︷︷ ︸

top

. (4.20)

Furthermore, the stencil of the discretized Poisson equation ∆Φ = f using finite
differences is given by

Ah = 1
h2

0 0 0
0 1 0
0 0 0


︸ ︷︷ ︸

bottom

1
h2

0 1 0
1 −6 1
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The coarse grid correction step is applied recursively in order to smooth even
the lowest frequency parts of the error. Putting these parts together gives the
final multigrid algorithm as it is given in alg. 2 and it can be described as follows:
Presmooth the initial guess ν1 times, use the resulting residual to solve the error
equation on a coarser grid ν times. Interpolate the result and use it to correct
the solution before postsmoothing ν2 times. Once the coarsest grid is reached, the
linear system of equations is solved exactly using a conventional iterative or direct
solver. Since the number of unknowns will be quite low at this level, the cost of a
direct solver will be negligible.

Algorithm 2 Multigrid Algorithm
procedure MG(level,Ah,u(i−1),f)

if level = coarsest then
solve coarse grid equation exactly

else
smooth Ahu

(i−1)
h = fh (ν1 times)

compute residual rh = fh −Ahu
(i−1)
h

restrict r2h = R2h
h rh

call MG(level - 1, A2h, v2h = 0,r2h) (ν times)
interpolate vh = Ih2hv2h

correct u
(i)
h = u

(i−1)
h + vh

smooth Ahu
(i)
h = fh (ν2 times)

end if
end procedure

4.4 Complete Algorithm

Having introduced the two important steps of the meshed continuum method and
the multigrid solver, it is now possible to put them all together into one algorithm.
However, two points should be mentioned before the complete algorithm is pre-
sented:

First of all, the generation of the right hand side in the global Poisson equation
∆Φ(x) = − 1

ε0

N∑
j=1

qiρg(||x − xi||) is straightforward on a grid: The values of the

density can directly be evaluated on a grid point and added up for the different
particles. This means that the initialization of the right hand side becomes an O(N)
task, considering that the cutoff radius and thus the area in which grid points are
affected by a particle are much smaller than the total domain.

Secondly, the method how Poisson’s equation is solved is in general arbitrary.
But due to the great performance of the multigrid method, which has a computa-
tional complexity of O(N) per iteration and achieves discretization accuracy within
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O(N log ε) (this can be reduced to O(N) under the right conditions or when using
full multigrid), this solver is the method of choice for the work in this thesis.

After considering those points, the algorithm can now be presented. As afore,
xi represents the position of particle i and xi,h represents the i-th grid point. Ad-
ditionally, G is the set of all grid points.

Algorithm 3 Meshed Continuum Method
1: initialize f(xi,h) = 0 ∀ xi,h ∈ G
2: for all particles i ∈ P do
3: for all points j ∈ G do
4: f(xj,h) = f(xj,h)− qi

ε0
ρg(xi − xj,h)

5: end for
6: end for
7: Solve ∆Φ(xh) = f(xh) via the multigrid method
8: for all particles i ∈ P do
9: find eight neighboring grid points xli,h

10: for l = 1, · · · , 8 do
11: calculate finite difference gradient of Φ at xli,h: F l

i = −∇Φ(xli,h)
12: end for
13: interpolate F l

i: F i = trilinearInterpolation8
l=1(F l

i)
14: for all particles j ∈ Pi,near do
15: remove global influence: F i = F i + qj∇Φg(xi − xj)
16: add Coulomb influence: F i = F i − qj∇ 1

4πε0
1

||xi−xj ||
17: end for
18: end for

Algorithm 3 describes the necessary steps to calculate the forces induced by the
Coulomb potential for a set of particles. The results of this algorithm can then be
used to calculate the motion of the particles as described in section 2. The next
chapter will analyze this algorithm from a computational point of view and discuss
an efficient parallel implementation of this algorithm.
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Chapter 5

Implementation and Optimization of the
Meshed Continuum Method

The last chapter introduced the meshed continuum method and finished with the
final algorithm. This chapter will now focus on the C++-implementation of this
method in a complete molecular dynamics setup, i.e., it will also cover the imple-
mentation of the remaining parts of the simulation such as particle exchange and
integration. First of all, the used boundary conditions will be discussed. The main
part of this chapter consists of a detailed description of both the serial as well as
the parallel part of the program as well as its optimization. The chapter will be
closed with a discussion of methods that seemed promising, but turned out not to
gain any benefits.

5.1 Initial and Boundary Conditions

Before the actual implementation is presented, it is necessary to state some condi-
tions under which the simulations run.

The initial setup of the particles is a simple grid based setup, i.e., all particles
are placed on the grid points of a three-dimensional grid and thus equally spaced.
Note that this grid is not the same as the one on which the Poisson equation
will be solved later on. The velocities of the particles, however, will be initialized
randomly, following some kind of distribution, usually either an equal or a Gaussian
distribution for the velocity components. The work is done in such a way that a
helper tool creates the particle information in a separate file, which can then be fed
into the simulation program.

More interesting than the initial conditions are the boundary conditions. Since
FFT-based methods such as Ewald summation methods require periodic boundary
conditions to handle the reciprocal part of the Ewald sum, these methods are only
suitable for periodic boundaries without major changes. To be able to compare the
molecular dynamics simulation based on the meshed continuum method that was
implemented for this thesis with other approaches, periodic boundary conditions
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where chosen as well. It should be noted that the meshed continuum method
can easily be adapted to other boundary conditions such as open boundaries. In
fact, other boundary conditions are preferable from a computational point of view,
because periodic conditions require an extra computation step in the initialization
of the right hand side. This will be explained later.

The boundary conditions have to be imposed on both the particle movement
as well as the grid and the solution of the differential equation: Periodic boundary
conditions in the particle domain mean that the simulation domain is in principle
infinite, created by repetitions of the domain one is actually simulating. The situa-
tion is shown in fig. 5.1. This has two consequences: First of all, if a particle leaves
the simulation domain in one direction, it (or more precise: its periodic repetition)
will instantly enter the domain from the opposite side. Secondly, not only particles
within the simulation domain will exert forces on each other, but also the periodic
images of the particles.

Figure 5.1. Periodic images of a two-dimensional simulation domain. The sim-
ulation domain is the solid one, the repetitions are depicted transparent. These
repetitions continue in all directions to infinity.

Periodic boundary conditions on the grid are essentially the same kind of bound-
ary conditions as for the particles. But since there are no interactions between grid
points such as forces, it is not necessary to consider infinitely many repetitions of
the simulation domain. Instead, it is enough to keep the first few points next to the
simulation domain. The exact number of rows one needs to have depends on what
kind of calculation is carried out. A fourth order central finite difference calculation
would require two outer points to compute the derivative on every grid point, as the
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5.1. INITIAL AND BOUNDARY CONDITIONS

Figure 5.2. Periodic boundary conditions on a two-dimensional grid. The red square
encircles the working grid, points that are in the same color correspond to each other
due to the periodic boundaries and have the same value. Black grid points can have
arbitrary values.

FD scheme requires the two neighboring points in each direction. Fig. 5.2 shows a
two-dimensional 5× 5 grid, the boundary is shown as a red square. The coloring of
the grid points shows how points are repeated next to the boundary. Mathemati-
cally, periodic boundaries on a grid can be described as follows:
Let uh(i, j, k) be the values on the i-th grid point in x-direction, the j-th point
in y-direction and the k-th point in z-direction. Assume that the grid is of size
N ×N ×N with indices ranging from 0 to N − 1. Then the indices can be taken
modulo N , e.g., uh(N,N,N) = uh(0, 0, 0) or in general:

uh(a, b, c) = uh(amodN, bmodN, cmodN) ∀ a, b, c ∈ Z (5.1)

Periodic boundary conditions do have another important impact on the sim-
ulation, more precisely on Poisson’s equation. In the case of periodic boundary
conditions, the solution Φ of the equation ∆Φ(x) = − 1

ε0

N∑
j=1

qiρg(||x− xi||) is only

unique up to a constant [GKZ07]. This is in general not a problem when one is
interested in the forces, because during the differentiation the constant drops out:
F = −∇Φ = −∇(Φ+C). Furthermore, using Green’s first identity after integrating
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over the simulation domain Ω yields:

− 1
ε0

∫
Ω

N∑
j=1

qiρg(||x− xi||)dx =
∫

Ω
∆Φ(x)dx =

=
∫

Ω
1 ·∆Φ(x) + 0 · ∇Φ(x)dx =

∫
∂Ω

1 · 〈∇Φ(x),n〉dS = 0

The fact that the boundary integral is zero follows directly from the periodic
boundary conditions: Due to the periodicity, the values on opposite boundaries are
equal, but cancel each other when multiplied with the normal n, as it points in
the antipodal direction. Since

∫
R3 ρg(x)dx = 1, this implies that in order for this

equation to have a solution (unique up to constant), the condition

N∑
j=1

qi = 0 (5.2)

has to be fulfilled, i.e., the total charge of the simulation domain has to be neutral.
This can be easily fulfilled in the continuous case. In the discretized case, however,
this becomes a little bit more difficult. Let f(x) := − 1

ε0

N∑
j=1

qiρg(||x − xi||) be the

right hand side of Poisson’s equation, and let fh(i, j, k) be its discretized version at
the grid point (i, j, k). Then the discrete version of the condition 5.2 becomes

Nx−1∑
i=1

Ny−1∑
j=0

Nz−1∑
k=1

fh(i, j, k) = 0. (5.3)

In this equation Nx, Ny and Nz are the number of grid points in each direction. Note
that this condition is not necessarily a constraint on the total charge of the particles,
but only on the sampled part of this charge. These two conditions are therefore not
equal. Even if the total charge of particles is neutral, the discrete condition will in
general not be fulfilled, which will lead to divergence of the multigrid algorithm. So
to be able to find a solution of the equation, a shift is applied to all grid points:

f̃h(i, j, k) = fh(i, j, k)− 1
NxNyNz

Nx−1∑
i=1

Ny−1∑
j=0

Nz−1∑
k=1

fh(i, j, k) (5.4)

The new right hand side f̃h is created by subtracting the mean value of all
former grid points, thus shifting the total sum over all new grid points to zero.
For the calculation of the forces, this again is irrelevant, because the gradient will
erase any constant factor. For any three dimensional linear system, it holds that
f̃ = f + O(h3), where h is the grid spacing, which is assumed to be equal in all
dimensions. Thus the order of the discretization is maintained [TOS01].
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5.2 MD Simulation Algorithm
In the last chapter, algorithm 3 already described the meshed continuum method
in detail. A whole molecular dynamics simulation, however, consists of more parts
than just the force calculation. To be able to understand which parts are explained
later in this section, it is necessary to first introduce the complete algorithmic setup
of the simulation.

Algorithm 4 Meshed Continuum Method - Complete Simulation
1: initialize data structures, set up MPI communicator
2: read in initial particle information
3: while t < tend do
4: exchange particles
5: sample particle charges to grid fh
6: adjust f̃h = fh − 1

NxNyNz

∑
i,j,k

fh

7: solve ∆Φ = f̃
8: calculate forces
9: clear ghost cells

10: calculate particle velocity and position
11: t = t+ dt
12: end while

The steps in lines 5, 7 and 8 are the steps of the meshed continuum method,
that are explained in more detail in alg. 3.

This algorithm already includes two steps that are necessary for the parallel
execution of the simulation: In line 4, particles get exchanged with the neighboring
processes. For this to be possible, every process has to have some ghost cells where
it stores particles that are not within its own subdomain, but in the neighboring
processes’ subdomains. Afterwards, all the particles in these cells have to be deleted
again (line 9). The exact way why these steps are necessary and how the ghost cells
are organized will be explained in the section 5.4, where details on the parallel
implementation will be given.

5.3 Serial Implementation Details
The whole simulation is executed in parallel, with both the particles as well as the
grid being spread over all processors. Nevertheless, communication occurs only on
certain points of one iteration (the particle exchange as well as during the multigrid
algorithm), so that a lot of work is done on each processor independently of the
other processors in a serial fashion. This section will give implementation details of
this sequential part and analyze the possibilities of optimization. If any part of the
algorithm is not mentioned in this part, it was a straightforward implementation
where no further optimization was applied.
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5.3.1 General Remarks

First of all, there are some ideas that had to be considered when writing the code.
All of these points are quite simple to implement and should be known to the reader.
But since they can make a huge difference in runtime when done wrong, they are
explained shortly in this section.

Memory Alignment For the storage of the grid points, a simple one-dimensional
C-style array was chosen, i.e., the three-dimensional array is stored in a linearized
fashion. For this storage it is important to keep in mind which dimension is the
leading dimension. In this case, it is the x-dimension, followed by the y-dimension.
This means that the linearized index of the point (x, y, z) can be calculated via x +
y * strideX + z * strideX * strideY. To minimize the number of cache misses,
the iterations over the grid have to be built in such a way, that the points that are
neighboring along the leading dimension have to be accessed consecutively, as they
lie within the same cache line. In this case, it means that a usual loop looks like
this:

for(int z = 1; z <= pointsZ ; ++z)
2 for(int y = 1; y <= pointsY ; ++y)

for(int x = 1; x <= pointsX ; ++x)

Index Calculation An issue closely related to the linearized storage is the index
calculation. As already mentioned, the linearized index can be calculated via x
+ y * strideX + z * strideX * strideY. If strideX * strideY is precalculated,
then every index calculation still requires two multiplications and two additions.
Comparing this to the computational cost of a smoothing step reveals the enormous
cost of this indexing if the calculation is carried out for every iteration step: The
cost of a smoothing step is 2 multiplications and 7 additions (even though those are
floating point operations, whereas the index calculation needs integer operations).
For every smoothing step, however, 8 points have to be accessed in the grid. This
means that if the index is recomputed for every grid point, 16 additions and 16
multiplications are necessary per smoothing step of one data point. Clearly, this
is extremely expensive, and indeed did the profiling of a very early stage of the
implementation show that most of the runtime was spent in this index calculation.
The solution is quite simple: Since the index between neighboring points along the
leading x-dimension differs only by one, it is possible to drag the index calculation
out of the innermost loop:

for(int z = 1; z <= pointsZ ; ++z) {
2 for(int y = 1; y <= pointsY ; ++y) {

int idx = calcIndex (1, y, z);
4 for(int x = 1; x <= pointsX ; ++x, ++ idx) {

doWork (...);
6 }
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}
8 }

This way, only one extra addition has to be performed after the initial index calcula-
tion. Likewise, the index of neighboring grid points as required for, e.g., smoothing
can be calculated with one more addition such as idx + 1 for the right neighbor in
x-direction or as idx + strideX as the neighbor in y-direction.

5.3.2 Multigrid V-Cycle

The multigrid algorithm is generally defined as an recursive algorithm, based on the
nested iteration. In this definition, the residual r = f−Ax is restricted to a coarser
grid, then on this grid the error equation Ae = r is solved by applying the multigrid
algorithm again. But it is also possible to implement the multigrid algorithm as an
iterative one, especially if one chooses to use the V-cycle, where only one recursive
call to the multigrid algorithm per iteration takes place. This can be advantageous
in order to avoid any overhead that might occur due to the recursion. The code for
such an implementation looks like the following:
// Downward V-cycle

2 for(int level = 0; level < levels_ - 1; ++ level) {
smooth ( preSmoothing , level , data_[level], rhs_[level],

subdomain );
4 calcResidual (level , data_[level], rhs_[level], residual_ [

level], subdomain );
restrict (level , residual_ [level], rhs_[level +1]);

6 fill(level +1, data_[level + 1], 0.0);
}

8
// coarsest level

10 finalSmoother ( levels_ - 1, data_[ levels_ - 1], rhs_[ levels_ -
1], subdomain );

12 // Upward phase
for(int level = levels_ - 1; level > 0; --level) {

14 interpolate (level , data_[level], residual_ [level - 1]);
gridAdd (level - 1, data_[level - 1], residual_ [level - 1]);

16 smooth ( postSmoothing , level - 1, data_[level -1], rhs_[level
-1], subdomain );

}

One should note that in this implementation level == 0 corresponds to the finest
grid, whereas level == levels_ - 1 is the coarsest level.

5.3.3 Smoothing

The smoothing is in general the part of the multigrid algorithm, where most time
is spent. In this implementation, the successive over-relaxation scheme was used.
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The update formula for solving the equation Ax = b is given by

x
(new)
i = (1− ω)x(old)

i + ω

aii

bi −∑
j<i

aijx
(new)
j −

∑
j>i

aijx
(old)
j

 (5.5)

For ω = 1, this is the formula for the Gauss-Seidel scheme. In general, the Gauss-
Seidel scheme is a little bit faster per iteration, as the first term drops and thus
one multiplication and one addition per unknown drop. With a good choice of
ω, however, the successive over-relaxation converges to a desired accuracy in fewer
steps, equalizing the gain of the Gauss-Seidel method. Therefore, successive over-
relaxation was chosen and several relaxation parameters ω were tested. As it turned
out, a value of ω ≈ 1.45 yielded the best results.

The most important performance optimization of the smoother (and therefore
for the complete sequential part), was the vectorization of the smoother using SSE
instructions [Int02]. SSE instructions allow to perform one calculation on several
variables simultaneously, e.g., a 128 bit SSE2 register is able to perform two floating
point instructions with double precision at the same time. Since smoothing means
to perform a specific series of algebraic operations which are the same for every grid
point, it is perfectly suitable for vectorization. The vectorized code to smooth to
neighboring grid points reads as follows:
bufRHS = _mm_loadu_pd (& rhs[idx ]);

2 bufC = _mm_loadu_pd (& grid[idx ]);
bufE = _mm_loadu_pd (& grid[idx - 1]);

4 bufW = _mm_loadu_pd (& grid[idx + 1]);
bufT = _mm_loadu_pd (& grid[idx + strideZ ]);

6 bufD = _mm_loadu_pd (& grid[idx - strideZ ]);
bufN = _mm_loadu_pd (& grid[idx + strideY ]);

8 bufS = _mm_loadu_pd (& grid[idx - strideY ]);

10 bufC = _mm_mul_pd (bufC , bufOm);

12 bufW = _mm_add_pd (bufE , bufW);
bufT = _mm_add_pd (bufT , bufD);

14 bufN = _mm_add_pd (bufN , bufS);
bufRHS = _mm_mul_pd (bufRHS , bufHSQ );

16
bufW = _mm_add_pd (bufW , bufT);

18 bufN = _mm_add_pd (bufN , bufRHS );
bufW = _mm_add_pd (bufW , bufN);

20 bufW = _mm_mul_pd (bufW , buf6);

22 bufC = _mm_add_pd (bufC , bufW);

24 _mm_storeu_pd (& grid[idx], bufC);

First of all, all necessary grid points are loaded into SSE registers. In this case,
the unaligned load functions are used, which do not require the array values to
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be 16-byte aligned. The reason why the unaligned functions are chosen over their
aligned counterparts despite their performance penalty is that there is no general
rule whether a grid point is aligned or not. In fact, due to the often odd strides, this
alignment may change from one row to another. This would mean that frequent
checks of the alignment would be necessary, which in turn would slow down the
performance and additionally would make the code much more complicated. Thus
the unaligned memory access functions were chosen.

After loading the necessary data (always two double values at once are stored
in one register), the summation according to the stencil is done. Here the registers
bufOm and bufHSQ store constants. Finally, the result is written back into the array.

Figure 5.3. Comparison of parallel update of two grid points using red-black coloring
to avoid dependencies (left) and a parallel update of neighboring grid points, such
that the old value is used (right). Gray points are boundary points in the ghost layer.

Still, there is one problem with the way the smoother is vectorized using SSE
instructions: When updating several grid points in parallel using a Gauss-Seidel
method or its variant, the successive over-relaxation, one usually only updates every
second point in parallel. This is called a red-black ordering. The reason for this is
that the calculation of x(new)

(i,j,k) is dependent of the value x
(new)
(i−1,j,k), i.e., there is a data

dependency. This dependency can be expressed by the stencil and it is shown in
fig. 5.3 on the left side: There is no dependency between the red points, thus they
can be updated in parallel. Afterwards the black points can be updated, as there
are no dependencies as well. The right side of the figure shows how the update is
performed using SSE instructions: Two neighboring values are updated in parallel,
despite of the dependency. This means, that x(new)

(i,j,k) is calculated using x(old)
(i−1,j,k)

instead of x(new)
(i−1,j,k). The result is a slower convergence such that more iterations

have to be performed to achieve the desired accuracy.
In the next chapter it will be shown that SSE instructions are able to speed up

the smoothing process in such a great way, that the gain of the SSE instructions
outperforms the loss due to the use of the old values in the smoothing.
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5.3.4 Calculation of the Residual
The calculation of the residual is quite similar to the smoothing, as it is also based
on the stencil. Since the residual is stored in another array, there are no depen-
dencies between the grid points, which means that the main disadvantage of the
vectorization of the smoother does not play a role for the calculation of the residual.
Thus this step was sped up using SSE instructions as well. Merely the problem of
the unaligned loads remained, and again it was chosen to just use unaligned loads
in order to avoid regular alignment checks. The code of the residual is quite similar
to the smoothing process, which is why the residual code is not shown at this point.

5.3.5 Interpolation
Just like for the smoothing, the interpolation traverses every grid point. Unlike the
smoothing, however, the interpolation does not apply the same operations for every
grid point. Instead there is a difference where the current point on the fine grid lies
compared to the underlying coarse grid: It can be at the same position, or it can
lie in between coarse grid points. In the latter case, there are further distinctions
whether the point on the fine grid lies on one of the axes of the coarse grid, i.e., if
it has the same x-, y- or z-coordinate. For two dimensions, these possibilities are
shown in fig. 5.4. For three dimensions, there are 8 possibilities. The straightforward
implementation would be to iterate over the grid and check for every grid point,
where it lies, but this requires an expensive modulo operation for every dimension.
To speed the interpolation up, the iteration now does not cover the whole grid, but
only points that have the same relative position. Only for the x-dimension, the
position is still checked within the loop. The reason for this is the cache usage: If
these loops were split as well, then only every second consecutive element would be
accessed. This means that only half the content of the cache lines would be used,
which in turn would lead to higher cache miss rates and thus more latency to fetch
the required data from the main memory.

5.3.6 Sampling of the Particle Charges
Before the multigrid algorithm is used to solve Poisson’s equation, the particle
charges have to be sampled to the grid. The grid points influenced by a particle are
the ones which are closer than rmax to the particle position. The most important
influence on the runtime of this step is the number of grid points that are traversed
for one particle. Since the cutoff radius creates a sphere around the particle, it is in
general not possible to only traverse points that are influenced without forgetting
some of them. Instead, one has to find a way which minimizes the number of grid
points that have to be checked whether they are inside the cutoff radius, but really
are not. The method used for minimizing the number of grid points is closely related
to the idea of sphere decoding, an algorithm for closest point search in lattices, i.e.,
a problem to minimize the number of grid points one has to check in order to find
the closest grid point to an arbitrary point [HV05]. The idea of this algorithm is
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Figure 5.4. Possibilities of the position for a fine grid point (red circle) compared
to the coarse grid (black squares): Coinciding (top left), on the x-axis (top right), on
the y-axis (bottom left) and in between (bottom right).

to construct a d-dimensional sphere with radius rmax around the particle position.
Then all grid points, that are already further away than rmax in d-dimensions, do
not have to be checked in dimension d + 1 anymore. For three dimensions this is
trivial:

for(int z = goMin [2]; z <= goMax [2]; ++z) {
2 real coordsZ = spacing_ [0] * ( -0.5 + z) + subdomain .

startCoord [2]; // z- coordinate of the grid point
real distZSQ = (it ->pos [2] - coordsZ ) * (it ->pos [2] -

coordsZ ); // squared distance in z- direction
4

if( distZSQ > cutOffSq )
6 continue ; // check first dimension

8 for(int y = goMin [1]; y <= goMax [1]; ++y) {
real coordsY = spacing_ [0] * ( -0.5 + y) + subdomain .

startCoord [1]; // y- coordinate of the grid point
10 real distYSQ = (it ->pos [1] - coordsY ) * (it ->pos [1] -

coordsY );

12 if( distZSQ + distYSQ > cutOffSq )
continue ; // check first and second dimension

14
for(int x = goMin [0]; x <= goMax [0]; ++x) {

16
doSampling (...);

18

39



CHAPTER 5. IMPLEMENTATION AND OPTIMIZATION OF THE MCM

}
20 }

}

In this code, the arrays goMin and goMax create a cube around the particle
with side length rmax. Then the iteration over the grid points in this cube starts.
Whenever a point in z-direction is further away from the particle than rmax, it does
not need to be checked any further. The same holds for the next dimension: If a
grid point is further away than rmax in the y- and z-dimension, then it also does
not need to be checked any further. This minimizes the number of grid points that
have to be visited to sample the particle charges onto the grid.

One can notice that there is no additional check in the inner loop. This is implic-
itly done in the sampling itself and therefore an additional check is not necessary.
Furthermore, the number of points that lie outside the cutoff radius once the inner
loop is reached will be quite small, therefore the additional overhead to check every
point for the distance will actually slow down the sampling.

5.3.7 Force Calculation
Once the multigrid algorithm is finished, the forces acting on the particles can be
calculated by numerical differentiation of the potential surface. For this, a central
finite difference scheme of fourth order is used. It is given by(

∂u

∂x

)
i

= ui−2 − 8ui−1 + 8ui+1 − ui+2
12h +O(h4) (5.6)

In order to interpolate the force from the grid onto the particles, trilinear inter-
polation is used. This means that the derivative of the eight neighboring grid points
of one particle have to be calculated. This once again is a suitable task for SSE vec-
torization, because always two points are consecutive in memory. This means, that
the points necessary to calculate the derivative are consecutive in memory as well.
Thus it is possible to calculate the eight derivates in only four vector calculation
steps. The implementation of the differentiation in x-direction looks as follows:
left2 = _mm_loadu_pd (& val [ -2]);

2 left1 = _mm_loadu_pd (& val [ -1]);
right1 = _mm_loadu_pd (& val [1]);

4 right2 = _mm_loadu_pd (& val [2]);

6 left1 = _mm_mul_pd (left1 , eight); // eight is a SSE vector
that simply stores the value 8.0

right1 = _mm_mul_pd (right1 , eight);
8

left1 = _mm_sub_pd (left2 , left1);
10 right1 = _mm_sub_pd (right1 , right2 );

12 left1 = _mm_add_pd (left1 , right1 );
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14 left1 = _mm_mul_pd (left1 , denominator ); // denominator stores
the denominator 12.0 * h * h

16 _mm_storeu_pd (ret , left1);

This code should be quite self-explanatory: First the data points are loaded,
then the arithmetic steps from eq. 5.6 are performed, where the constant values 8
and 12h2 were stored in vectors previously. Finally the value is written back.

5.4 Parallel Implementation Details
After introducing the parts of the algorithm, that can be executed in a serial fashion
between communication steps, this section will now deal with the different ways of
communication in the algorithm. The parallelization was done with MPI. The used
MPI implementation for all runs is Cray’s MPICH2 version 5.5.1.

5.4.1 Adjusting the Right Hand Side
As already explained in sec. 5.1, the sum over all elements of the right hand side of a
discretized Poisson equation with periodic boundary conditions has to be zero for the
equation to have a solution. This is in general not the case, even if the total charge
of the particles sums up to zero (which would mean that the continuous version of
this condition is fulfilled). Instead, a correction has to be applied. This correction
is given by eq. 5.4. In order to be able to calculate the sum over all elements, first
every processor has to sum up its own elements, then a global reduction operation
has to be done. The necessary operation in this case is MPI_Allreduce which is able
to sum up the elements given to the function by each processor.

Even if every processor only has to send one floating point value and thus the fast
MPI eager protocol can be used, it is still a global communication where synchro-
nization between all processes is necessary. Unfortunately, this cannot be optimized
away as it is necessary for the solvability of Poisson’s equation. In the next chapter
the influence of this global reduction will be discussed.

5.4.2 Communication Pattern
When exchanging data, no matter if it concerns particles that left the subdomain
of a processor or grid points in the ghost layer, generally data from all 27 neighbors
is needed. This is quite a high number of regularly occurring communications
and thus it would be expensive. It is, however, possible to reduce the number
of communication partners to six by not only exchanging data from within the
subdomain owned by each processor, but also previously received data in the ghost
area [GKZ07, TOS01]. The idea is depicted for a two-dimensional domain in fig. 5.5:
First the data from the own subdomain is exchanged in the first direction. This data
is stored in the ghost layer of the receiving process. In the second step not only the
information stored in the own subdomain, but also the data previously received in
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the ghost layer is exchanged in the second direction. This way, information between
diagonal neighbors gets exchanged indirectly over a third process.

Figure 5.5. Communication pattern in two dimensions to avoid communication
with diagonal neighbors: In the first step only inner grid points are exchanged in the
first dimension (grey area). In the second step the points from the own subdomain as
well as the previously received points in the ghost layer are exchanged (green area) in
the second dimension. This can easily be extended to three dimensions. In this case,
the third communication step involves the own data as well as ghost data again.

5.4.3 Exchanging Grid Points

The big difference between the exchange of particles and grid points is the position
of them residing in memory: Because particles are stored in a linked list in order
to use the linked-cell algorithm, their position in memory cannot be determined in
advance and there is no general relationship between neighboring particles. The
opposite is the case for grid points: They have a regular structure and neighboring
grid points in x-direction are residing in two adjacent memory cells. If the address
of one grid point is known, it is possible to calculate the address for every other
point. Because of this knowledge, three different ways of exchanging grid points
were tested:

1. Copying grid points into buffers manually: The grid points that have to be
sent are copied into a dedicated buffer from where they can be given to the
MPI function as a continuous array.
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2. Copying via memcpy: Points are copied into a dedicated buffer as well, but this
time using the standard library function memcpy in order to have an optimized
copy operation.

3. Using specialized MPI datatypes: Even though the points that have to be
sent or received are not necessarily continuous in memory, they do have a
regular structure with a constant distance between points. This allows to
create individual MPI datatypes in order to avoid a manual copy operation.

One might think that the MPI datatype based implementation performs best,
but often MPI implementations do not optimize their derived datatypes [GLS].
Thus it seems reasonable to test the speed of the three variants in the actual envi-
ronment where the final program is run.

Number of processes 8 64 512 4096
Manual copy 3979s 4879s 5804s 7340s
memcpy 4018s 4897s 6348s 7298s
MPI datatype 2857s 4280s 5551s 7101s

Table 5.1. Accumulated time for 100000 grid exchanges for grid sizes between 33

and 2553. No further optimizations were used.

To find out which of these methods performs best, a test program was written
that uses the same grid and exchange structure as in the multigrid algorithm. Data
was then exchanged 100000 times and the required time was measured. The results
can be found in table 5.1. As one can see, the derived MPI datatype outperforms
the other two methods in all testcases. Therefore this method is the method of
choice for the communication of grid points.

5.4.4 Merging Grid Points on the Coarsest Levels

When using a multigrid algorithm in a parallel environment, there will be a point in
the V-cycle where a further coarsening is not possible on each subgrid because there
are not enough points left (only one or two per dimension). At this point several
options are possible: One could stop the V-cycle, apply some final smoothing steps
and then start the upward phase. This is often called a U-cycle, because the coarsest
possible level, where only one or two grid points exist in each dimension on the total
grid, is not reached. In order to extend the coarsest possible level and to improve the
accuracy of the solution for the coarsest level, this implementation uses a so called
merged successive over-relaxation. In this method eight neighboring subgrids are
aggregated to one processor, which then performs some additional multigrid steps
on this enlarged subgrid while the other seven processors remain idle. This has
two advantages: First of all, the ratio between communication and computation,
which is usually very communication-heavy on coarse levels, gets shifted a little
bit more towards computation. The effect of this advantage is, however, negligible
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as the time spent on these coarse levels is often several magnitudes smaller than
on the dominating fine levels. The second advantage is more important: Due to
the additional levels, the convergence of the overall algorithm is improved. This
means that fewer iterations are necessary in order to achieve a certain residual.
Especially for larger grids, e.g., when a lot of processors are used, this can speed up
the computation significantly.

The disadvantages of this method are that the majority of processors remains
idle and that additional communication is necessary in order to collect the subgrids
on one processor and then to distribute them again once the work is finished. As
already mentioned, due to the comparatively short time spent on these coarser
levels, this idle time is very small in comparison to the overall running time.

5.4.5 Communication Modes
MPI offers a variety of send and receive operations, often it is not obvious which
modes are most suitable for a certain application. In order to maximize the perfor-
mance of the communication, different combinations of blocking and non-blocking
functions were tested.

Number of processes 8 64 512 4096
Irecv/Ssend 2882s 4281s 5863s 7053s
Irecv/Send 2879s 4243s 5865s 6987s
Sendrecv 2828s 4225s 5580s 6817s

Table 5.2. Accumulated time for 100000 grid exchanges for grid sizes between 33

and 2553. No further optimizations were used.

The results of the testruns can be found in table 5.2. It turned out that in
general the non-blocking receive functions outperformed the blocking receives, as
this is common MPI programming technique to speed up communication [FB10].
Therefore only the results with non-blocking receive operations are shown. It can be
seen that the MPI_Sendrecv operation performs slightly better than the implemen-
tations with separate functions used for sending and receiving. Thus this operation
will be used for the implementation.

5.4.6 Ghost Layer Enhancement
For the smoothing step, the ghost layers have to be exchanged after every smoothing
iteration, since they change their values within this iteration as well. The idea of the
ghost layer enhancement is to use not only one layer of ghost points, but multiple.
This is the same idea as for cache blocking: One is willing to accept redundant
computations in order to avoid cache misses - or communication steps in this case.

How this technique is applied to the smoothing part of the multigrid algorithm is
shown in fig. 5.6: The number of points in the ghost area is increased. But instead
of iterating only over points within the own subgrid, the first smoothing sweep
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Figure 5.6. Subgrid with ghost layer enhancement. The inner grid cells are black,
the outer ghost cells grey. The cyan square shows the area for the first smoothing
iteration, the blue square the area for the second iteration and the red square the
area for the third iteration (which is equal to the original subgrid).

goes over the maximal area, which is the inner grid plus the ghost layer minus the
outermost layer. Since the area in the cyan square is now updated, there is no data
exchange necessary in order to perform the next smoothing iteration. This time
the area decreases again - only over points within the green square an iteration
takes place. Since these points are updated now, the final iteration step over the
inner subgrid may take place next. This way, there is only one communication step
necessary to perform three smoothing steps.

This technique contrasts two disadvantages with one advantage: The advantage
is that the number of communication steps is reduced. The first disadvantage is
that the amount of data to be communicated grows linearly with the number of
additional ghost layers as well as the number of points that are smoothed. Assume
one has a square inner grid with n points per dimension, i.e., n3 in total, and the
number of ghost layers is l (l = 1 would correspond to the normal case without
ghost layer enhancement). Then in one complete communication step, the number
of data points to send or receive is Nmsg(n, l) = 2 ·

(
nl + (n+ 2l)l + (n+ 2l)2l

)
=

2 ·
(
4l3 + n2l + 4nl2 + 2l2 + 2nl

)
. The percentage of how much additional data has

to be exchanged is given as ν(n, l) = Nmsg(n,l)
l·Nmsg(n,1) − 1. Table 5.3 shows this term

evaluated for reasonable values for the grid as well as for the ghost layer. One can
see that the additional overhead grows linearly with the size of the ghost layer and
that it becomes less significant with increasing grid size. Since the main advantage
of this technique is that the number of communication steps is decreased, one can
assume that the optimal range for this algorithm lies somewhere in the medium
sized grids: The reason for this is that for smaller grids the startup latency of a
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communication dominates the communication time. This time is reduced using grid
layer enhancement. So it is necessary to find a setup, where the reduced latency is
bigger than the additional time spent on smoothing as well as for the transmission
of the data.

l \n 7 15 31 63 127
2 43.3 % 23.1 % 12.0 % 6.1 % 3.1%
3 94.9 % 48.6 % 24.6 % 12.4 % 6.2 %
4 154.6 % 76.6 % 38.0 % 18.8 % 9.4 %

Table 5.3. Growth of message size when using grid layer enhancement.

The second disadvantage of this method is, just as with SSE instructions in
the smoother, a slight impairment of the convergence. To illustrate this problem,
assume two one-dimensional subgrids with ghost layer enhancement. Then the left
ghost layer points of the right process get smoothed first. The same points in the
domain of the left process, however, get smoothed last, i.e., they already contain
the information brought to them from the already smoothed first points.

Whether the one advantage can make up for these two disadvantages will be
shown in the next chapter.

5.4.7 Grid Order

With the use of the communication pattern explained above, one process in general
has to exchange data only with its direct neighbors in every direction. An exception
are the boundary processes: Because of the periodic boundary conditions, a larger
communication path is necessary. This is illustrated in fig. 5.7.

Figure 5.7. Communication paths for a 3×3 grid with periodic boundary conditions.
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MPI uses per default the so-called SMP placement. This algorithm places the
processes consecutively on one node until it is full, and then continues in this fashion
until all nodes are filled. If one has for example two nodes with four processors each,
then node one would be filled with the processes 0, 1, 2 and 3, whereas the processes
4, 5, 6 and 7 would be placed on the second node. In the current implementation, the
process IDs are given in exactly the way the grid is indexed: The leading dimension
is the x-dimension, thus neighboring processes in x-dimension have neighboring MPI
ranks. This means that it is likely that the neighboring processes in y- or z-direction
will not be placed on the same node. The problem becomes increasingly more severe
as the number of total processes grows: The more processors are used, the longer
the average communication path. A long communication path directly corresponds
to a longer delay time for the message exchange, as the data has to be moved over
the nodes that lie in-between.

In order to optimize the grid order in such a way that the communication paths
are minimized, the implementation was profiled using Cray’s profiler CrayPat. It
turned out that it is possible to use a custom grid where the direct neighbors are
kept together in either the same or neighboring nodes. Unfortunately, it was not
possible to built a grid in such a way, that the communication path between the
boundary cells are taken into account as well. Nevertheless, the use of a custom
grid order turned out to be the most important parallel optimization, improving
the runtime for up to 20% for larger number of processes.

5.5 Unsuccessful Optimization Techniques
During the implementation phase, some other optimization techniques were tried
out. Unfortunately, they turned out to be not successful, which is why they are not
part of the final implementation. This section is going to give a quick overview of
these methods.

5.5.1 Overlapping Communication and Computation

It is - to a certain degree - possible to overlap communication and computation.
This is, however, highly dependent on the available MPI implementation. If it is
supported by the implementation, an overlap can be achieved by the following code
construct [FB10]:
MPI_Irecv (...);

2 doSomeWork (); // this function must NOT use the data that is
received in the Irecv function

MPI_Send (...); // if something has to be sent
4 MPI_Waitall (...);

The most important point of this approach is to prepost the non-blocking receive
before the send operation. Due to the use of a non-blocking receive operation, this
code will not stop at this point, but continue even though the receive might not me
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finished. This means that in the meantime some other computations are possible.
It is important, that these computations do not rely on the data that is supposed
to be received by the MPI_Irecv call, as there is no guarantee that this data is
really present at that point. Only after the call of MPI_Wait this guarantee is given,
because at this point the code will halt until the receive operation is completed.

Algorithm 5 Overlapped Communication and Computation - Smoothing
1: prepost all receives
2: send points in x-dimension
3: smooth interior grid points
4: wait for receive in x-dimension
5: send points in y-dimension
6: smooth outermost points in x-dimension
7: wait for receive in y-dimension
8: send points in z-dimension
9: smooth outermost points in y-dimension

10: wait for receive in z-dimension
11: smooth remaining points

Following this idea, the smoother was split into different steps as depicted in
alg. 5. Note that in this algorithm the interior points in step 3 do not correspond
to the interior points from the subgrid, but to the points in the subgrid except the
outer layer. In other words: These are the points whose update is not dependent
from the data in the ghost layer.

Again, the different smoothing parts of this algorithm were vectorized using SSE
instructions, except for step 6 in algorithm 5: These points are not continuous in
memory, thus a vectorization is not possible. This shows up one problem of the
overlapping method: Depending on which part of the inner subgrid is smoothed,
the cache hit rate might drop down compared to a regular iteration scheme. The
overlapped communication method was tested for various grid sizes between 313 and
1273 on up to 512 processors. It turned out that the run time with this approach was
slower in every testcase, and in most cases not even close to the original runtime:
For larger grids, even a doubling in runtime was achieved. Therefore, this approach
will not be followed any further.

5.5.2 MPI Environment Optimization

For the Lindgren cluster at PDC, where the implementation for this project has
been tested, there exists a number of ways how the user can tweak the MPI en-
vironment [BBRS12]. This means that by setting different environment variables,
various options of the MPI setup can be changed just like the rank placement
strategy explained in section 5.4.7. These options include the number of buffers
used on each process, or at which different sizes MPI will change the transmission
protocol (a low latency, low bandwidth protocol is used for small messages where
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the latency dominates and vice versa for big messages). In the scope of this op-
timization, the following parameters were tested: MPICH_GNI_MAX_VSHORT_MSG_SIZE,
MPICH_GNI_MAX_EAGER_MSG_SIZE, MPICH_GNI_NDREG_MAXSIZE, MPICH_GNI_RDMA_THRESHOLD
and MPICH_GNI_NUM_BUFS.

In order to find optimal parameters only one was deviated from the standard
value and run on different amounts of processors. The resulting runtime increased
severely most of the time, whereas a performance gain was not reported in any run
for any parameter. It is therefore likely that the standard parameters seem to be
the optimal choice for this project, and therefore - except for the grid ordering -
there will not be any changes to the MPI environment when explaining the resulting
runs.
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Chapter 6

Results for the Meshed Continuum
Method

The last two chapters gave an introduction to the Meshed Continuum Method and
showed how it was implemented during the work of this project. This chapter will
now present the results that the implementation brought. First, a short analysis of
the error with respect to the cutoff radius and the grid spacing is given, then the
performance in a massively parallel environment will be examined.

6.1 Error Analysis

Even the fastest and best optimized simulation method would be useless if the
errors produced by it were too big to simulate a real world scenario correctly. This
is why the first part of the results is dedicated to a short error analysis of the MCM
with respect to the forces. Since this project uses periodic boundary conditions and
therefore an exact calculation of the force would in general require infinitely many
particle interactions, the following setup was chosen: Two particles are positioned
in the simulation box in such a way that the forces between these two particles
and the particles in the periodic repetitions of the simulation domain exactly cancel
each other. Therefore, the two particles should not move over time, if the force
calculation is correct (given they have no initial velocities). In order to take effects
into account that might occur due to the relative position of the particles to the
grid, they were moved slightly and each time the resulting force was calculated.
After 20 steps, the mean force was calculated. In each of these steps, the Poisson
equation was solved with a very high precision, i.e., the residual had to be smaller
than 1 · 10−12.

The results of this analysis can be found in table 6.1. First of all, one can
see the expected behaviour: The error decreases with increasing cutoff radius and
increasing grid size. There is a huge error when the cutoff radius is chosen too
small. This is because in this case the charge of the particles will not be smeared in
a symmetric and balanced way across the grid. In fact, if the grid spacing on the
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n \rmax 0.05 0.1 0.2 0.4 0.8 1.6
15 3.04 1.977 0.064 0.030 6.47e-4 3.345e-5
31 6.71 0.3710 0.107 0.0026 7.35e-5 3.71e-6
63 1.688 0.4213 0.010 3.23e-4 8.76e-6 4.4626e-7
127 1.6486 0.0399 0.0013 3.75e-5 1.02e-6 5.52e-8

Table 6.1. Mean value of the absolute error ||F MCM − F exact||, with F exact = 0. A
simulation domain of size 2× 2× 2 was used and a grid of size n3.

finest level is too big, it might happen that a particle would not be interpolated to
the grid at all, because it is too far away from every grid point. Apart from these
errors, the convergence of the forces is of order O(h), i.e., linear convergence, where
h is the spacing on the finest level.

The table also shows a linear convergence with respect to the cutoff radius
O(rmax) for a fixed grid size. Both of these parameters can have great effects not
only on the accuracy, but also on the performance of the method: Whereas the
grid spacing (and thus the total number of grid points) determines the runtime
of the multigrid solver and the sampling, the cutoff radius defines not only how
many grid points one particle influences, but also how many direct particle-particle
interactions have to be calculated.

6.2 Performance Analysis

Now the performance of the method will be analyzed. First, the influence of SSE
instructions and grid layer enhancement on the convergence and speed of the multi-
grid solver will be examined, afterwards the scaling behaviour of the algorithm for
both weak and strong scaling will be discussed.

6.2.1 Use of SSE Instructions

The first question to be answered was asked in sec. 5.3.3: Will the use of SSE
instructions speed up the time to solve Poisson’s equation, or will the loss in con-
vergence be more than the gain in speed when smoothing the data? To answer this
question, different grid sizes were taken and solved until a final residual of 1 · 10−9

was reached. The timing plots can be seen in fig. 6.1.
As one can see, the SSE instructions clearly outperform the normal implemen-

tation. A deeper analysis of the runtimes of the different parts of the algorithm
shows that the smoothing time is on average slightly less than half as long as in the
original runtime, which corresponds perfectly to the fact that one SSE instruction
performs an operation on two data values.

To answer the question about the effects on the convergence speed, a closer look
at the residuals produced by the different variants in each step was taken. The
expectation that the residual of the unoptimized method was smaller in every step
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Figure 6.1. Time to solve Poisson’s equation on one processor with or without SSE
instructions to reach a fixed accuracy of ||r|| ≤ 10−9.

was confirmed, yet in every single test run the number of iterations to reach the
specified target accuracy never increased more than by one single iteration when
using SSE instructions. For the test runs in this project, the residual of the SSE
optimized multigrid method was roughly twice as high when reaching the desired
accuracy.

Fig. 6.1 only shows the results for a single-processor environment. The same
behaviour can be seen in a multi-processor environment as well, with the smoothing
times being accelerated by the same factor as in the single-core case. Since the
smoothing time will in general be less dominant for increasing number of processors
due to the increasing communication time, the difference between the variants will
decrease.

6.2.2 Use of Grid Layer Enhancement

Unlike SSE instructions, the use of grid layer enhancement has to be applied much
more subtle and careful. The reason for this is that the negative influence on the
speed of convergence is a lot more severe. All results show the same behaviour: The
number of iterations is increased in a more dramatic way than for SSE instructions,
where at most one additional iteration was necessary. In this case, the number
of iterations sometimes increased by more than 10%. The exact numbers can be
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found in table 6.2. Nevertheless, even for an increased number of iterations, the
total communication time was reduced, no matter how many additional iterations
had to be performed. This means that the additional runtime is purely additional
computational multigrid work (mainly smoothing).

n \# procs 8 64 512
15 +2.9 % / +7 it +6.9 % / +7 it +5.6 % / +12 it
31 +5 % / +6 it -16.2 % / +6 it -24.0 % / +8 it
63 +15.8% / +10 it +4.0 % / +16 it -17.2 % / +5 it
127 +5.5 % / + 6 it + 9.8 % / +15 it -12.9 % / +5 it

Table 6.2. Change in total runtime and iterations when using grid layer enhance-
ment. n is the size of one dimension per subgrid. For the test runs grid layer en-
hancement was only applied to the finest grid.

The results show that while grid layer enhancement may be a poor choice for a
smaller number of processors, it can be a good optimization for a larger number of
processors. This has mainly two reasons: First of all, the more processors are used,
the larger the total time spent on communication. This means that if this time
can be reduced by a certain percentage, the impact on the total runtime will be
bigger. Secondly, the total grid size increases with the number of processors in this
setup. Because there are more iterations necessary for larger grids, the additional
iterations make up a lesser percentage than for smaller grids.

All the results above were calculated when only the finest grid used grid layer
enhancement. This has two reasons which are equally important: The runtime on
the finest grid dominates the overall runtime of the multigrid method. Thus an
improvement in the communication time on the coarser grids would not have as
much of an impact on the total runtime. The second reason is that the convergence
speed is reduced even more when grid layer enhancement is applied to one of the
coarser levels. This is because the convergence speed of the multigrid method is
also dependent on the quality of the solution of the linear system on the coarser
levels. The worse this solution is, the worse will be the total convergence.

6.2.3 Parallel Performance
The actual goal of this analysis is to examine the performance of the MCM in a
massively parallel environment. This environment was the Lindgren cluster at PDC
Center for High Performance Computing. This machine is a Cray XE6 system with
two AMD Opteron Magny-Cours 12-core processors per node. Each core has a
clock rate of 2.1 GHz and each node has 32GB memory. The interconnect between
processors is done via Cray’s Gemini technology.

Before advancing to the results, a quick note on the terminology is necessary:
Each AMD Opteron Magny-Cours is a processor with 12 cores. Since each core
has its own dedicated L1 and L2 cache and thus is a CPU on its own, and since
one MPI process is executed per core, the terms process and processor will be used
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interchangeably in this thesis, i.e., the term processor refers to a core rather than
physical processor. This equal treatment is not valid in general, but because for
the analysis only the number of processes is of importance, it is reasonable to use
it. Nevertheless, the reader should be aware of the difference between process,
processor and core in general (particularly when using multi-core processors), espe-
cially because the available literature and publications seem to be sloppy with this
distinction.

The setup used for this performance benchmarks was as follows: A certain num-
ber of particles was equally distributed. The simulations were run using different
numbers of processors or grid sizes. In order to keep the results comparable, the
cutoff radius was always the same, independent of the number of processors. All
simulations for the benchmark had a runtime of 100 time steps. A cutoff radius of
rmax = 0.25 was used for all simulations, the size of cells for the linked-cell algo-
rithm was kept minimal, i.e., the cell length is equal to the cutoff radius. For 512
processors or more, grid level enhancement was used. The times used for compari-
son are the mean values for one time step. In order to eliminate any effects on the
convergence speed of the multigrid method due to slightly different grid sizes caused
by the parallelization method, a fixed number of multigrid iterations was used for
each timestep. This is also advantageous from an optimization point of view: Us-
ing as many iterations as necessary to reach a certain residual norm would cause
a communication overhead, as any calculation of this norm would require a global
reduction operation. The second reason that supports this approach is given by
the movement of the particles: With particles not moving too much between time
steps (this means that either the time step has to be small enough or the average
velocity), the right hand side from several time steps can be quite similar. If one
uses the results from the former iteration as a starting guess, a certain accuracy
can be reached much faster than with an initial guess of, e.g., u = 0. This idea is
somehow similar to the idea of full multigrid, where one iteratively uses the solution
from a coarser level as an initial guess.

Weak Scaling

First, a closer look is taken at the weak scaling performance. Here the workload on
each processor is kept constant while the number of processors is increased, which
leads to a larger total problem size. For this analysis, each processor had 1000 initial
particles and the grid size per subgrid was varied. The weak scaling performance
was then compared for each of these sizes. In order to compare different numbers
of processors, the weak scaling efficiency is defined as

E(N) = T (1)
T (N) (6.1)

with T (i) being the runtime for i processors. This formula is equivalent to the
formula for the strong scaling speedup. But since in the case of weak scaling the
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amount of work per processor stays constant, a weak scaling speedup would not
make much sense.
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Figure 6.2. Runtimes per time step over the size of the subgrid of each processor
with 1000 particles per processor. The number of grid points shown in the legend
of this and later plots corresponds to the number of grid points per dimension and
subgrid.

Fig. 6.2 shows the total runtimes for different grid sizes. The overall tendency
is that the runtime increases with the number of processors. This increase becomes
smaller with increasing grid size. This makes sense as with increasing grid size the
ratio between computation and communication of the multigrid solver leans more
towards computation, favoring scaling efficiency. The actual efficiency is plotted
in fig. 6.3. This plot shows two behaviours that are to be discussed: First of
all, the large performance gap between the smallest and the second smallest grid
size. In order to analyze this, a look is taken at the runtimes of the multigrid
algorithm. As one can see in fig. 6.4 and fig. 6.5, this part of the MCM dominates
the overall runtime. The runtimes of the solver directly show that the difference
in efficiency is only due to the grid communication. Whereas for a grid of 153 the
communication time makes up for roughly 77% of the total multigrid time (on 8
processes), this fraction drops to approx. 53% when increasing the grid size to
313. Since the remaining parts of the algorithm are sequential and do not require
parallel interaction, they all scale well as expected. It is purely the communication
overhead that is responsible for this drop in efficiency. These numbers also underline
how costly the exchange of grid points is in relation to the total runtime and how
important it is that this part is implemented as efficiently as possible.
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Figure 6.3. Weak scaling efficiency with 1000 particles per processor.

The very same argumentation applies when discussing the differences between
other grid sizes: Every time when increasing the grid size, the ratio spent on com-
munication gets less, thus improving the efficiency of the code.

There is, however, another effect that influences the efficiency negatively, which
cannot be seen directly from the plot. This reason does not affect the communi-
cation, but the computation: For the smallest two grid sizes, 153 and 313 the loss
in efficiency can be explained solely by the communication overhead. As already
explained, the overhead decreases for increasing grid sizes. For a grid size of 653,
the communication time on 8 processes is only 33% of the total time spent in the
multigrid solver. Assuming an almost perfect efficiency of around 1 for the com-
putational parts and an extremely poor one of around 0 for the communication,
the overall efficiency would be around 66%. Yet the efficiency of the multigrid
solver alone lies around 50%. How can this difference be explained? The reason
lies probably in the cache architecture of the Lindgren cluster: 12 nodes and thus
12 processes share the L3 cache of 12 MB. Assuming three grids per process with
size 313, double precision and 12 processes, then the grids would need memory of
roughly 8.6 MB in total. This does still fit in the cache. Just as expected, the
computational parts for the two smallest grid sizes in the test runs scale close to
perfect. When using the bigger grid sizes, however, the efficiency drops even for
these parts. The reason is that for a 633 grid, the total memory for 12 processes is
already 72 MB, far above the capacity of the L3 cache. This is the reason why the
grid size 313 shows a better efficiency for eight processes than the larger grids (for
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Figure 6.4. Comparison of the runtimes of the different elements of the MCM. The
size of each subgrid is 153 points. 1000 particles are used on each processor

eight processes the communication costs are not yet dominant because all processes
reside on one 12-core processor). As a conclusion one can say that it is beneficial to
choose the grid sizes not too big. Then the only negative influence on the scalability
will be the communication.

The second characteristic of the efficiency plot is the further drop for small grid
sizes for more than 1000 processors, whereas the two biggest grid sizes seem to
have an approx. constant efficiency. The reason can be seen in fig. 6.4: For these
process amounts, the time spent on the multigrid solver does not change much
anymore, but two other parts that influence the parallel efficiency have a steep rise
in runtime: The adjustment of the right hand side and the particle communication.
The first one requires global communication, therefore the time increases with an
increasing number of processors. Since this step involves two iterations over the
subgrid and the communication, the efficiency for this part alone is better with
larger grid sizes, because then the iteration over the grids takes up more of the total
time. Yet this behaviour is as expected. The particle exchange, however, might be
unexpected: Since the particle exchange uses the same communication pattern as
the grid exchange, one would anticipate that if one part has a steeply increasing

58



6.2. PERFORMANCE ANALYSIS

10
0

10
1

10
2

10
3

10
4

10
−5

10
−4

10
−3

10
−2

10
−1

10
0

10
1

Number of processors

T
im

e
 p

e
r 

ti
m

e
 s

te
p

(s
)

 

 

RHS−Adjust.

Particle Ex.

Force

Integration

Multigrid

Sampling

Figure 6.5. Comparison of the runtimes of the different elements of the MCM. Each
subgrid has 633 points. 1000 particles are used on each processor.

runtime, so does the other. But this is not the case here, the multigrid algorithm
does not show such a steep rise. The reason for this is that unlike the grid exchange,
the amount of data to be transferred is not equal on all processors in the particle
exchange. The communication pattern requires an implicit synchronization between
processes in a local area (because every process sends data that it just received in
order to avoid communication with all 27 neighbors). With increasing number of
processors, this synchronization becomes more expensive, finally leading to the rise
in runtime.

Finally, both fig. 6.4 and fig. 6.5 show that the efficiency of the sequential parts
of the algorithm, i.e., force calculation, integration and sampling, is very good. This
is just as one would expect, as these parts do not require any communication, but
only operate on the particles and grid points already available to each process.

Strong Scaling

Having completed the discussion of the results for weak scaling, this section will
deal with the results from the test runs for strong scaling. In this case, the total
amount of work, i.e., the number of particles and the total grid size, is fixed and
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the number of processors is varied. For the test runs, 4096000 particles were used
and the total grid size for one processor was 5113. The two interesting measures in
this case are the strong scaling speedup

S(N) = T (1)
T (N) (6.2)

and the strong scaling efficiency

E(N) = S(N)
N

. (6.3)
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Figure 6.6. Strong scaling runtimes (left) and speedup (right) for an initial subgrid
of 5113 and 4096000 particles.

The total runtime as well as the speedup for the test case are plotted in fig. 6.6.
The more meaningful plot, however, is the efficiency plot in fig. 6.7. Here one
can observe two important characteristics: The big drop in efficiency between one
and eight processes (this drop is larger than for the case of weak scaling) and the
final drop in efficiency for 8192 processes. There are two reasons for the first drop:
First of all, there is no communication of particles or grid points necessary on one
processor, but a mere copy operation. Due to the grid sizes, one might expect that
these costs are very small compared to the computational amount of work of the
multigrid solver. This is only partially true: Due to the large grid sizes, the amount
of data that has to be exchanged is very big as well and time spent on the grid
communication is in the same order of magnitude as the smoothing. However, the
computational amount is also not scaling well. This can again be explained by the
shared L3 cache on one processor as already mentioned in the section about weak
scaling: In this case, however, the data does not fit into the cache even when only
one process is used. Nevertheless, the cache hit ratio is higher, because the cache
available is larger if only one process is used which does not have to share it. But
this effect only happens once in the beginning. For 4096 processors, the cache is big
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Figure 6.7. Strong scaling efficiency for an initial subgrid of 5113 and 4096000
particles.

enough to fit all grids. This is the reason why a small increase in efficiency can be
seen here.

The second characteristic is the final drop in efficiency for 8192 processors. This
drop can be explained as follows: In this area, the computational work scales really
nicely. But the communication scaling is extremely poor. The average communi-
cation time for both particle as well as grid exchange are higher than they are for
4192 processors, even though the message size is smaller. When taking a look at
the minimum and maximum communication times, one can see that the minimum
time is roughly constant. This can be explained by the message size: At this stage,
the messages are so small that the startup latency dominates the transmission time.
The maximum communication time, however, increases from 4096 to 8192 proces-
sors by a factor of more than 2. Of course, this has an influence on the mean time
which leads to the bad scaling. A high maximum time can be caused by two rea-
sons: Either imbalance of the message size or synchronization overhead. The first
reason can only occur to the particle communication and indeed this happened in
the test runs. This suggests that the initial particle velocity distribution lead to
a slight unequal distribution over time. The second reason cannot be avoided for
the communication pattern used. By exchanging just received data from the grid
points, the next communication step can only be started when the first one is fin-
ished. This leads to an implicit synchronization over processes within a certain area
as already mentioned for the particle exchange in the weak scaling discussion. This
effect is much less important for the grid exchange, as the message sizes between
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Figure 6.8. Comparison of the runtime of the different elements of the MCM.

processes are equal, but it is still a factor that influences the communication time.
This factor is getting more important the more processes are used.

The very same reasons can be used to explain the good scaling behaviour be-
tween 8 and 512 processes. As with the other numbers of processes, the sequential
parts as well as the computational parts of the multigrid solver scale well. This
means that for this case it is the communication parts that make the difference be-
tween good and bad scaling. For these processor numbers, the grid exchange scales
extremely well, too.

A final surprising outcome is the good scalability of the sequential parts as one
can see in fig. 6.9: Unlike in the weak scaling case, the efficiency is better than one
and keeps increasing with the number of processors. A possible explanation for this
is, once again, caching. Force calculation and integration follow directly after each
other. If the cache is large enough, the particle data loaded for the force calculation
might still reside in the cache when the integration takes place. This is of course
only possible, if the number of grid points and particles is low enough. The good
performance of the force calculation in turn can be explained as follows: If there
are not much more grid points than particles per subdomain, than one grid point
might be needed for the calculation of several numerical differentiations. This can
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Figure 6.9. Comparison of the strong scaling efficiency of the different elements of
the MCM.

also benefit from caching effects, if the cache is large enough.
Thus one can draw a similar conclusion as for the weak scaling: The inherent se-

quential parts like force calculation and integration work extremely well. The most
influential factor that caused the efficiency to drop is the exchange of grid points.
Therefore it is this part that further work should try to optimize, as even slight
improvements can be expected to improve the results greatly. The fact that these
parts do scale well at some parts, however, suggests that not only the implemen-
tation is the limiting part, but the grid order. The grid order for the current test
runs was constructed following the CrayPat suggestion. It might therefore be pos-
sible to further increase the performance by finding the best possible grid structure
manually.
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Part III

The Multilevel Summation Method
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Chapter 7

Multilevel Summation Method

The second method to be analyzed is based on the work of Izaguirre et al. [IHM05]
and is called the Multilevel Summation Method (MSM). First of all, the mathe-
matical foundation of this method will be given in this chapter. This method is
not evaluating Poisson’s equation, but calculates the potential directly. In order to
reduce the computational complexity, this is not done between particles, but on a
hierarchy of grids.

7.1 Splitting the Potential into Different Length Scales

The starting point for the mathematical derivation of this method is once again the
Coulomb potential as given in eq. 2.8. To simplify the expressions in the derivation,
the focus is only put on the so-called kernel 1

r . The main idea of the method is to
split this kernel into two areas just as it is done with the Ewald sum: A local part
which becomes zero after a certain cutoff radius and a smooth, long-range part:

1
r

= 1
r
− g(0)

smooth(r)︸ ︷︷ ︸
g

(0)
local

+g(0)
smooth(r) (7.1)

For g(0)
local(r) holds that g(0)

local(r) = 0 ∀r > rmax, i.e., this term can be efficiently
calculated with direct interactions within a small area. Unlike in the Ewald sum, the
smooth part is now not calculated as it is, but this splitting is applied recursively,
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where the cutoff radius for each local part doubles in each step:

1
r

= 1
r
− g(0)

smooth(r)︸ ︷︷ ︸
g

(0)
local

+g(0)
smooth(r)

= g
(0)
local(r) + g

(0)
smooth(r)− g(1)

smooth(r)︸ ︷︷ ︸
g

(1)
local

+g(1)
smooth(r)

= g
(0)
local(r) + g

(1)
local(r) + g

(1)
smooth(r)− g(2)

smooth(r)︸ ︷︷ ︸
g

(2)
local

+g(2)
smooth(r) (7.2)

For the local parts hold g(1)
local(r) = 0 ∀r > 2rmax, g(2)

local(r) = 0 ∀r > 4rmax and
in general g(i)

local(r) = 0 ∀r > 2irmax. The functions g(i)
smooth have to be chosen such

that g(i)
local has local support. Furthermore g(i)

local has to be a continuous function
that goes to zero smoothly. Which functions are used will be explained in the next
section.

Due to the recursive splitting, the final cutoff radius has been increased quite
vastly, which means that a direct summation is now not feasible anymore. This is
the point where multiple grid levels come into play, as a coarser grid will - if the
operations are interpolated to a grid and not computed directly over the particles -
greatly reduce the number of interactions within a certain area.

7.2 Smoothing and Softening Functions
The smoothing functions of this algorithm are defined as

g
(i)
smooth(r) =

{
gsi(r), r ≤ si
1
r , r > si

∀i ≥ 0 (7.3)

with the softening function gsi and the softening distance si = 2irmax. This guaran-
tees that the difference g(i)

smooth − g
(i+1)
smooth will always be zero for r > si+1. The soft-

ening function gsi is a polynomial that fulfills the condition gsi(si) = 1
si
. This way

the smoothing function will be continuous at the cutoff distance. With the known
smoothing function, it is now also possible to calculate the local parts, which are
given in general as g(i)

local = g
(i−1)
smooth − g

(i)
smooth. By defining g(−1)

smooth = 1
r , it is possible

to cover all splitting steps by using only one definition. The local part is then given
by

g
(i)
local =

{
gsi−1(r)− gsi(r), r ≤ si
0, r > si

(7.4)

It is obvious that both the local as well as the smooth part only rely on the
softening function, thus this function is what really parametrizes the potential sep-
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aration. For this function, the same polynomial as in [IHM05] was used, namely

gsi(r) = 1
si

(
15
8 −

5
4

(
r

si

)2
+ 3

8

(
r

si

)4
)

(7.5)

The function is plotted for different values of si in fig. 7.1. This plot also includes
the original kernel 1

r for comparison. Fig. 7.2 shows how the local parts look like,
that where created from these smoothing functions following eq. 7.4. One can see
the initial cutoff radius of s0 = 0.5 and how it gets doubled in every step to s1 = 1
and s2 = 2. It is important to mention that these local parts are only zero after their
cutoff radius, independent of any previous local parts, i.e., the complete potential
is not made up out of slices of local parts in such a way that every local part has
support between its and the previous cutoff radius.
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Figure 7.1. The smoothing functions for the cutoff radii si of 0.5, 1 and 2 and the
original kernel 1

r
. As softening function the function from eq. 7.5 is used.

7.3 Potential on the Grid
The basic idea of the MSM is to use the different local parts with their increasing
cutoff radii on different grid levels to avoid summing over all particles and keep
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Figure 7.2. The local parts g(i)
local functions for an initial cutoff radius of s0 = 0.5.

the computational complexity within reasonable bounds. In order to do this, the
interaction between particles is transferred to interaction between grid points. Let
N be the number of particles with charge qi and position xi, 1 ≤ i ≤ N and let qh,k
be the charge value of the grid point k with spacing h and let this grid point lie at
position qh,k. Then the charges on the grid are

qh,k =
N∑
i=1

qi ϕ(xi − qh,k). (7.6)

ϕ in this equation represents any function that can be used to smear the particle
charge over the grid. This means that the Coulomb potential on a single gridpoint
can be calculated via

Φh,k = 1
4πε0

∑
m

m 6=k

qh,m
1

||qh,k − qh,m||
. (7.7)

Instead of summing over particles, the summation now takes places over grid points.
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7.4 Using Multiple Grids - Final Algorithm

For an efficient calculation of the potential, the number of grid points over which
one has to sum up has to be kept small. This is the step where the idea of multigrid
(combining several grids of different spacing) and the idea of splitting the potential
into different local terms come together: Assume there is a grid hierarchy of L grids,
where level 1 is the finest grid and level L corresponds to the coarsest grid. Level 0
would be the particle level. This means that the kernel 1

r is made up of L− 1 local
terms on the grids, one local term on the particle level and one smooth term on the
coarsest grid. The last term is the only term that does not have a cutoff radius,
i.e., for this term a summation over all grid points has to take place. Because with
a doubling of the cutoff radius, the number of grid points per dimension is reduced
by going to a coarser grid, the complexity on each grid is approx. equal (except for
the coarsest grid).

It is now possible to put all the steps into one algorithm, which is given as alg. 6.

Algorithm 6 Multilevel Summation Method
1: restrict charge values to the finest grid level 1
2: for l = 1; l < L; + + l do
3: restrict charge grid from level l to l + 1
4: end for
5: calculate smooth part g(L)

smooth on coarsest grid
6: for l = L; l ≥ 1;−− l do
7: interpolate potential grid form level l to l − 1
8: add local part g(l−1)

local
9: end for

10: calculate forces from grid via numerical differentiation
11: do correction according to g(0)

local

As one can see from this algorithm, there are two separate grid hierarchies
used: One for the charges, and one for the potential. For the charge grids, there is
no additional calculation necessary except for the restriction phase. In this phase
(which corresponds to the downward phase of a V-cycle in a regular multigrid
scheme) the charges of the particles are first restricted to the finest grid and from
there to all coarser grids. The second step is the calculation step on the coarsest
level of g(L)

smooth. Since there is no cutoff radius for this term, this calculation is of
order O(N2

L) with NL being the total grid points on the coarsest level: For every
grid point the interaction with every other grid point has to be calculated. After
this step, the upward phase begins. In this phase, the different local influences are
computed and added to the results from previous steps which have been interpolated
to the finer grids.
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7.5 Calculation of the Local Part on the Particles
The final step in algorithm 6 is a correction on the particles, i.e., the influence of the
term g

(0)
local. The reason why this term is not calculated on the grid as well, but done

directly on a particle level can be seen in fig. 7.2: The shorter the range of the local
part becomes, the steeper it gets. This is due to the influence of 1

r on g(0)
local. Because

of the steepness of this curve (as well as its derivative), only short deviations in the
real distance between particles might have big influence on the resulting forces. In
order to eliminate this source of error, the influence of g(0)

local is not computed on the
grid like the other local parts, but as a direct particle-particle interaction. This is
very similar to the near-field correction in the Meshed Continuum Method.
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Implementation and Optimization of the
Multilevel Summation Method

Just like for the Meshed Continuum Method, this chapter will give a short overview
of the implementation of the Multilevel Summation Method. Therefore, parts that
apply to both algorithms are not mentioned in this chapter again. Details can
instead be found in chapter 5.

8.1 Initial and Boundary Conditions
The same conditions for the MSM were used as for the MCM: Periodic boundary
conditions to simulate an in principle infinitely large simulation domain and an
equally spaced distribution of particles as initial conditions.

There is, however, a fundamental difference in the implementation of the peri-
odic boundary conditions (this is, in fact, not only the case for periodic boundary
conditions, but for the subgrid boundaries in general): In the MCM algorithm it
was sufficient to have one layer of ghost points around the subgrid, because the de-
pendencies for the multigrid algorithm are limited to the neighboring points. This
is not the case for the MSM algorithm. Here any grid point depends on all grid
points within the smoothing distance of this level. Thus the width of the ghost
layer on level l is defined by n(ghost)

l = b sihl c with hl being the spacing on this level
and si the softening distance for the local part.

8.2 Parallel Implementation Details
Since both of the methods described in this thesis are based on grids with ghost
layers, the exchange of these points is completely equal. All the measurements
and optimizations for the communication of the MCM (except for the grid layer
enhancement) hold for the MSM as well. One big difference is how the MSM
handles the smooth part of the summation. In this part, no cutoff radius is applied.
This means that on the coarsest level, every grid point interacts with every other
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one. In order to compute this, it is necessary for all processors to have the complete
grid in their own memory. This is the potential bottleneck for the scalability of this
method: Every processor has to send its own subgrid to all other processors and
receive all of their subgrids.

In order to do both the exchange as well as the calculation of the smooth part as
efficient as possible, all data necessary for the communication as well as computation
is computed once at the startup of the simulation. This includes data like the offset
of the own subgrid in the total grid, the distances to every other subgrid as well as all
the offsets into the array where the total grid will be stored after the communication.

In the communication phase itself, the subgrid of each processor is then copied
into this big array for the total grid in the right position. In this array, the data is
not stored in the previous memory layout with the x-dimension being the leading
dimension, but rather in data junks for the subgrids. Each junk does then have this
usual memory layout for the grid points. This way the data to be exchanged and
received is continuous in memory. The communication itself makes use of the MPI
function MPI_Alltoallv. This allows for a global exchange of all grids within one
function call, thus no further synchronization is necessary. After the calculation of
the smooth part is done, the received data can simply be discarded, as no more
global data exchange is necessary for this time step.

8.3 Serial Implementation Details

Unlike the multigrid algorithm, this algorithm has only one time-consuming com-
putational step on the grid. This is because restriction and interpolation are in
general a lot faster than the calculation of the interactions between grid points.
Thus the focus for optimization should lie on this calculation of the local parts and
the final smooth part of the potential. Nevertheless, there are some other minor
details which might be important, and they will be described in this section.

8.3.1 Restriction and Interpolation

This section covers both the interpolation and restriction between different grids
and between particles and the finest grid. For the grid transfer operations, two
different methods are implemented. The first one is the full-weighting restriction
and its counterpart, the trilinear interpolation. These operations are used for the
multigrid solver in the MCM as well. Its stencils are given in eq. 4.20 and 4.19.
In order to have a higher order interpolation and restriction method, a tricubic
interpolation was implemented as well. The stencil for this operation is given by

I = 1
16[−1 0 9 16 9 0 − 1]. (8.1)

When trilinear interpolation is used, the according restriction operator is once
again defined by the transpose of this stencil with a coefficient of 1

32 . The three-
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dimensional stencil for both interpolation methods can be calculated by using the
tensor product of three stencils, i.e., I(3D) = I

⊗
I
⊗
I.

In order to interpolate between the grid and the particles, a cubic Hermite
interpolation was implemented. If the point to interpolate lies directly in between
grid points or on one grid point, the resulting interpolation coefficients are the same
as the ones of the trilinear interpolation between grids. During the work on this
project, trilinear interpolation and the particle density function sampling of the
MCM have been tried out in order to sample the particle charges onto the grid.
It turned out that both variants showed poor results with respect to the resulting
forces, especially the use of a density function. The reason for the bad result of this
function was that with a charge smeared over too many grid points, the particle
will influence its own potential, because a nonzero gradient over the grid points is
created. This result is highly unphysical and leads to wrong forces.

The very same two options exist in order to calculate the resulting force acting on
the particles: The first one is a finite difference derivation of fourth order. The values
of the eight neighboring grid points are then interpolated using linear interpolation
onto the particle position. The second option is the Hermite interpolation. Here
the differentiation is not done using finite differences, but implicitly in the Hermite
interpolation by differentiating the formula for the interpolation coefficients.

8.3.2 Calculating the Potential
Aside from the interpolation and restriction, there is only one part remaining in the
algorithm: The calculation of the different local and smooth parts of the potential.
Therefore, it is critical for the performance between the communication steps, that
they are optimized as much as possible. This optimization consists of two steps.

Firstly, both the smooth as well as the local parts rely on the softening function
gsi(r) = 1

si

(
15
8 −

5
4

(
r
si

)2
+ 3

8

(
r
si

)4
)
. If one uses a coarsening ratio of 1 : 2, i.e., the

coarser grid has a spacing twice as big and thus also the softening distance doubles
in every step, then the following relationship holds:

gsi(2r) = 1
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)

= 1
2gsi(r) (8.2)

Because the grid positions are fixed and do not change over time, the distances
between them are fixed as well. It is therefore not only possible to precompute
the softening function for all possible constellations on each grid itself (since it is
enough to calculate the ones within the softening distance, the amount of memory
necessary to store these values is much less than to store the grid), but it is sufficient
to calculate the softening function for the finest grid only. The influence on any
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of the coarser grids can then be calculated by scaling the result with 1
2l with l

being the current level (assuming l = 0 corresponds to the coarsest one). In this
implementation two arrays of precomputed values were used. The first one stores
the values for the local part, thus the different values of g(i)

local = gs0−gs1 , the second
one stores the factors for the smooth part, thus holding the values of g(i)

smooth = gsi .
The second optimization idea is to keep the number of visited points that lie

outside the cutoff radius as low as possible. This is only necessary for the local part,
as the smooth part does not have a cutoff radius and therefore an iteration over all
grid points is unavoidable. The implementation of this is exactly the same as for the
sampling of the particles in the MCM method: Whether a point is within or outside
of the cutoff radius is not checked for each point individually, but dimensionwise:
If the distance only in the z-direction or the y- and z-direction already exceeds the
cutoff radius, it is not necessary to check for the points in the remaining dimensions.
An example of this approach can be seen in sec. 5.3.6
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Chapter 9

Results for the Multilevel Summation
Method

After the Multilevel Summation Method has been introduced and the details of
the implementation have been given, the results of this method will now be pre-
sented. Before any details about the error or the performance of this method can
be explained, a subtle but important detail in order to achieve correct results is
elucidated.

9.1 Adjusting the Restriction or Interpolation
The first implementation of this method produced forces that were usually far away
from the exact forces, making this approach unusable. The only cases in which the
calculated forces had an acceptable error were the ones, where the particles were
very close to each other. This was not surprising, because for particles closer than
the cutoff radius, the values calculated on the particle level (which corresponds to
the near-field correction) are the dominant terms in the forces.

In order to analyze where this error comes from, the following setup was used:
Two particles where placed inside the simulation domain, no periodic boundaries
were used to avoid forces due to the particles in the periodic repetitions. Instead of
calculating the complete resulting force, only one partial force, which was produced
by a specific local part or the smooth part, was computed and compared to the
exact solution.

The results of these test runs can be found in table 9.1. It is obvious that the
forces calculated by the MSM are not even close to the real force, deviating by
more than a magnitude. However, analyzing the resulting forces a little bit further
brought up a very interesting result: The forces from the MSM and the exact forces
always had a relationship of the form

||F MSM|| ≈ 8l · ||F exact||. (9.1)

In this equation, the value l is the level on which the potential corresponding to the
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Part ||F MSM,linear|| ||F MSM,cubic|| ||F exact||
g

(1)
local 2.11 · 10−4 2.11 · 10−4 0
g

(2)
local 5.664 · 10−3 5.300 · 10−3 0.0424
g

(3)
local 4.895 · 10−4 4.916 · 10−4 0.0315
g

(3)
smooth 1.114 · 10−5 1.432 · 10−5 5.714 · 10−3

Table 9.1. Resulting forces of the different parts using either linear or cubic inter-
polation and restriction. For this example, a grid of size 633 with 4 levels was used.
Particles had a distance of 1 and the cutoff radius was 0.4.

resulting force was evaluated. This observation was used to improve the restriction
methods: All restriction coefficients were multiplied with the factor 8. Since the
potential is proportional to the charges, the potentials will be multiplied by this
factor as well. An analysis of the resulting errors with this adjustment will be given
in the next section.

It is important to note that with the new choice of the restriction operation, the
relationship Ah = Ih2hR

2h
h Ah, i.e., the grid has the same values after restricting and

interpolating back, does not hold anymore.

9.2 Accuracy
With the adjustment of the restriction it is now possible to analyze the error of
this method. Unlike the Meshed Continuum Method, the Multilevel Summation
Method directly introduces an error when dealing with periodic boundary condi-
tions: Whereas the periodicity of the domain in the MCM was fulfilled implicitly
with the periodic boundary conditions in Poisson’s equation, this task must be ful-
filled manually in the MSM. This means that the boundary subdomains have to
have periodic images of the corresponding parts and calculate the interactions with
these parts as well. This will always be a finite interaction summation, thus an
additional error is introduced. This error is dependent on how large the extension
of the domain is. Increasing this area means increasing the computational work.
Furthermore, if one wishes to increase this area over a certain extend, this could
lead to a load imbalance for the boundary processes.

In order to not introduce errors by these periodic boundary conditions, but to
calculate the error between two interacting particles, a slightly different test case
was used for this accuracy measurement than for the MCM. Here two particles
were put into a simulation domain with vacuum boundary conditions. The forces
were then calculated with a fixed distance between particles over several different
positions and the relative error shown in the tables is the mean relative error over
the different positions.

Three different test cases were used: The first one uses cubic interpolation and
restriction and the forces were calculated using cubic Hermite interpolation. The
results for this setup can be found in table 9.2. The second one uses cubic inter-
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n \rmax 0.1 0.2 0.4
16 > 1 >1 0.134
32 > 1 0.214 0.044
64 0.583 0.019 0.002
128 0.076 0.003 4.1 · 10−4

n \rmax 0.1 0.2 0.4
16 > 1 > 1 0.181
32 > 1 0.204 0.041
64 0.615 0.071 0.012
128 0.312 0.069 9.7 · 10−4

Table 9.2. Mean value of the relative error ||F MSM−F exact||
F exact

. A simulation domain of
size 2× 2× 2 was used and a grid of size n3. For the left table two levels were used
and three for the right one. Cubic interpolation and the corresponding restriction
were used in both cases as well as a cubic Hermite interpolation for the forces.

n \rmax 0.1 0.2 0.4
16 0.820 0.327 0.129
32 0.464 0.109 0.042
64 0.004 0.003 0.001
128 0.001 2.6 · 10−4 2.3 · 10−4

n \rmax 0.1 0.2 0.4
16 0.731 0.278 0.157
32 0.487 0.149 0.025
64 0.168 0.058 0.011
128 0.247 0.110 2.3 · 10−4

Table 9.3. Mean value of the relative error ||F MSM−F exact||
F exact

. A simulation domain of
size 2× 2× 2 was used and a grid of size n3. For the left table two levels were used
and three for the right one. Cubic interpolation and the corresponding restriction
were used in both cases. This time the forces were calculated using finite differences
and interpolated using trilinear interpolation.

n \rmax 0.1 0.2 0.4
16 > 1 0.322 0.074
32 0.696 0.044 0.011
64 0.108 0.008 0.003
128 0.013 0.001 7.2 · 10−4

n \rmax 0.1 0.2 0.4
16 0.773 0.499 0.054
32 0.822 0.163 0.026
64 0.399 0.024 0.004
128 0.213 0.012 8.7 · 10−4

Table 9.4. Mean value of the relative error ||F MSM−F exact||
F exact

. A simulation domain of
size 2× 2× 2 was used and a grid of size n3. For the left table two levels were used
and three for the right one. Trilinear interpolation and the corresponding restriction
were used in both cases. Forces were calculated using finite differences and trilinear
interpolation.

polation and restriction as well, but this time the forces were calculated using a
fourth order finite difference scheme on the grid and then interpolated onto the
particle positions using trilinear interpolation. The results are shown in table 9.3.
The last table, table 9.4, shows the results for the runs where linear interpolation
and restriction were used. For the forces finite differences were used again.

For all three implementations the resulting errors are depicted over various cutoff
radii as well as grid spacings. The following conclusions can be drawn from these
results: Enlarging the cutoff radius can greatly improve the results. This is no
surprise, as this means that smaller errors due to restriction and interpolation are
introduced within a larger area. Furthermore, this increases the number of particles
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for which a direct interaction is calculated. The price to pay for this accuracy is
that the computational work is dependent of third order from the cutoff radius.
Thus one is interested in keeping this radius rather low.

Secondly, the measurements suggest that the error is of order O(h) for a fixed
cutoff radius and two levels, unlike it was mentioned in the publication of Izaguirre
et al. [IHM05]. An even more important point is that the number of levels has
an influence on the error: The coarser the final grid is, the larger the area which
influences one grid point. This is essentially the same behaviour as if fewer grid
points were chosen. The influence of the number of levels in this scenario, however,
cannot be explained by the coarser grid alone, because the number of levels and the
cutoff radius are closely intertwined in this test case: The particles in the setup had
a distance of 0.5. Thus a cutoff radius of rmax = 0.4 means that the influence on the
coarsest level is getting smaller. The error shows linear convergence with respect
to the spacing independent of the number of levels (even though the convergence is
slower for three levels). If the cutoff radius is chosen to be smaller, i.e., rmax = 0.2
or rmax = 0.1, then the particle interaction is calculated on the coarsest level alone
for the latter, or on the second and third level for the former case. The result is
that if three levels and rmax = 0.1 or rmax = 0.2 were used, the error does not show
good convergence properties at all.

The resulting conclusion is that when using this method, the user has to make
some compromises in choosing the right parameters for the simulation: Since the
computational work relies on the number of grid points within the cutoff radius,
the computational work is cubic in both the cutoff radius as well as the spacing
(assuming equal spacing in all dimensions). Unfortunately, the parallel efficiency
will be greatly influenced by the number of particles on the coarsest level, since
these points have to be exchanged. But too few points on this level (which can
either be caused by a coarse spacing or a lot of levels) will severely influence the
overall error.

As for the choice of which interpolation method should be used, the following
conclusions can be drawn: Comparing the results between table 9.2 and 9.3 suggests
that there is no need to use the Hermite interpolation for the forces, as the finite
difference variant performed better in almost all test cases. This means that the
order of the differentiation has more influence than the one of the interpolation.
When comparing the cubic and the linear interpolation between the grids, one can
see that the influence of the higher order is very small. Surprisingly, when three
grids are used, i.e., the influence of the interpolation seems to be larger, the linear
variant shows better results in some cases, especially for the medium cutoff radius
of rmax = 0.2. In the case of two levels, the results are as one would expect: The
cubic interpolation produces smaller errors, but once again the difference is so small
that it does not have influence on the order of convergence. Both cases show linear
convergence. This is again a different results than it was reported in the publication
by Izaguirre et al. [IHM05], where the order of the interpolation had an influence
on the order of convergence.

An additional quality criterion for the interpolation methods is the runtime. As
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expected, the linear variant outperformed the cubic variant: The interpolation is
roughly 40% faster and the restriction is ≈ 60% faster. It is important to note
that the runtime of the interpolation and restriction is only a fraction of the total
runtime, thus a change of the variant will virtually not affect the total runtime of
the simulation.

9.3 Performance Analysis
Just like for the Meshed Continuum Method, the performance of the Multilevel
Summation Method in a parallel environment will now be evaluated. The basic
setup is the same as for the MCM, again 100 time steps were used. Since the
initialization for the global grid reduction for the smooth part takes place only once
in the beginning, the time was measured and - in order to have a fair comparison
with the other parts of the algorithm - divided by the number of timesteps to analyze
how this part scales with the number of processors as well. It should be noted that
with increasing simulation runtime, the fraction of time for this part will go to zero.

The test runs for the weak scaling used a cutoff radius of rmax = 0.25 and 1000
particles per processor. For the strong scaling test runs a larger cutoff radius of
rmax = 1 was used in order to analyze the dependency between performance and
cutoff radius. A detailed summary about the influence of the cutoff radius can be
found in sec. 10.3. The MSM will be analyzed the same way as the MCM: First the
weak scaling is tested, the next section will then deal with the strong scaling.

9.3.1 Adjusted Weak Scaling
The weak scaling test runs used 1000 particles per processor, and each subgrid had
the size 83, 163 or 243. Due to the poor performance with many processors, which
will be discussed later, the weak scaling test runs used only up to 2048 processors.

There is one big difference in the measures used. Weak scaling describes the
performance of the implementation, when the work on each processor is kept con-
stant. The work per processor for the MSM does not only depend on the grid size
and particles per processor, but on the number of processors used. The reason is
that the total grid is decomposed into the subgrids on each processors of a fixed
size (for weak scaling). If the number of processors is increased, the total grid size
will grow as well. Since the work to calculate the smooth part is dependent on the
size of the total grid, it also grows. In order to adjust for this, the time for the
calculation of the smooth part (not the communication) is divided by the number
of processors. This is why this section is titled adjusted weak scaling. All other
measures are as usual.

Fig. 9.1 shows the overall runtime for the different grid sizes. Whereas the opti-
mum case would show a constant runtime over an increasing number of processors,
the runtimes for the MCM rise steadily, which leads to poor parallel efficiencies
as plotted in fig. 9.2. To find the reasons for this poor performance, figures 9.3
and 9.4 are helpful: These plots show how the runtime of the different parts of

81



CHAPTER 9. RESULTS FOR THE MULTILEVEL SUMMATION METHOD

10
0

10
1

10
2

10
3

10
4

10
−3

10
−2

10
−1

10
0

10
1

10
2

Number of processors

T
im

e
 p

e
r 

ti
m

e
 s

te
p

(s
)

 

 

8

16

24

Figure 9.1. Runtimes per time step over the number of processors with 1000 particles
per processor. The numbers given in the legend are the number of grid points per
dimension and subgrid.

the algorithm behaves over the number of processors used. Independent of the
size of each subgrid, both plots show essentially the same characteristics: While
the parts without communication, i.e., force calculation, integration and sampling,
show a roughly constant runtime and thus a very good efficiency, the runtime for
the particle exchange and the multigrid method to calculate the potential increases
monotonously. Since the fraction of the runtime of these two parts compared to the
overall runtime is quite high, so is the effect on the efficiency.

The rise in runtime for the multigrid potential calculation can be explained by
the rising communication costs when computing the smooth part of the potential,
because this needs a global reduction operation. This reduction is not only over a
single value as the adjustment of the right hand side for the MCM, but complete
grids have to be communicated globally. Thus unlike in the case of the normal grid
exchange, which shows to become slower for higher numbers of processors because
of synchronization issues, this exchange is getting slower because the amount of
data to be exchanged is getting bigger. The cost of this operation is examined in
more detail in the section about strong scaling.

The weak scaling tests revealed another unexpected peculiarity: When com-
paring figures 9.3 and 9.4 one can see that the particle exchange is getting much
slower for an increasing number of processors when a bigger subgrid is used. This
is surprising, because the particle exchange is independent of the grid size and the
force calculation or integration (both independent of the grid size) do not show such
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Figure 9.2. Weak scaling efficiency with 1000 particles per processor.

an effect. When moving from an 83 subgrid to a 243 subgrid, the time spent on
the particle exchanges goes up by three magnitudes on 2048 processes. A further
analysis of this phenomenon displayed that in the case of a 243 subgrid on 2048
processes, the time spent on the particle exchange varied extremely on the different
processors: The fastest ones spent approx. the same time as in the case of a 83 grid,
whereas others showed a slow down of the afore mentioned three magnitudes. Since
this result is more severe with increasing grid size, a load imbalance of the particles
could be ruled out (a load imbalance would furthermore affect the integration and
force calculation as well).

In order to find the problem, an additional MPI_Barrier was positioned before
the force calculation and indeed it turned out that the time was not spent in the
force calculation, but in the barrier. The timings using this barrier are shown in
table 9.5. One can clearly see that between 64 and 512 a big jump in the time
for synchronization occurs. This jump can also be seen in fig. 9.4. By using the
barrier one can furthermore find out that this imbalance occurs after the potential
calculation. It is therefore likely that the global reduction operation is not equally
fast on all processors. In some areas of the domain it may be faster, because the
average communication path to all other processes is shorter. This consideration is
backed up by the fact that the grid communication shows a similar behaviour as the
particle communication, i.e., the ghost layer exchange during the upward phase of
the potential calculation also suffers from synchronization issues. However, this does
not explain why the synchronization problems occur twice: One would expect that
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Figure 9.3. Comparison of the runtimes of the different elements of the MCM. The
size of each subgrid is 83 points. 1000 particles are used on each processor

after the grid communication and an implicit synchronization during this part all
processes are dead level again and thus the particle exchange should not suffer. To
understand this phenomenon, one has to keep in mind that both exchange methods
never use an explicit synchronization, but it is forced by waiting for the neighboring
processes which means that processes are only synchronized locally. This means
that even though a communication took place, the global asynchrony does not
necessarily have to vanish.

A final test run to analyze this problem showed that a barrier placed directly
behind the global communication does indeed solve the problem in such a way, that
both particle and grid exchanges do not suffer from this inequality anymore. This
explicit synchronization, however, did not show any difference in runtime, it was a
mere tool to find the problematic part of the algorithm.

As a conclusion of the weak scaling analysis, there is one important result one
has to keep in mind for the MSM: The method is not well suited if one wishes to use
thousands of processors due to synchronization issues of the global communication.
Furthermore, the method is more advantageous if the setup is chosen such that the
number of grid points on the coarsest level is as low as possible in order to keep the
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Figure 9.4. Comparison of the runtimes of the different elements of the MCM. Each
subgrid has 243 points. 1000 particles are used on each processor.

grid size # procs 1 8 64 512 1024 2048

83 exchange 1.7 · 10−2 4.2 · 10−2 6.0 · 10−2 5.7 · 10−2 1.1 · 10−1 1.3 · 10−1

barrier 0 1.1 · 10−3 5.8 · 10−3 1.7 · 10−2 2.2 · 10−1 4.7 · 10−1

163 exchange 1.7 · 10−2 4.5 · 10−2 7.1 · 10−2 5.6 · 10−2 1.1 · 10−1 1.4 · 10−1

barrier 0 1.3 · 10−3 8.2 · 10−3 6.0 18 47.6

243 exchange 1.8 · 10−2 5.5 · 10−2 7.5 · 10−2 5.7 · 10−2 1.2 · 10−1 1.8 · 10−1

barrier 0 3.8 · 10−3 2.5 · 10−2 48 1.53 · 102 4.8 · 102

Table 9.5. Time spent for the particle exchange and time spent for synchronization.
The "exchange" in the case of one processor is a copy operation of the particles.

communication size small.

9.3.2 Strong Scaling
For the strong scaling test, a total grid of 963 grid points was used, the cutoff radius
was set to rmax = 1 and 4096000 particles were distributed equally over the simula-
tion domain. The resulting runtimes and the speedup for this test case can be seen
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Figure 9.5. Strong scaling runtimes (left) and speedup (right) for an initial subgrid
of 963 and 4096000 particles.
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Figure 9.6. Strong scaling efficiency for an initial subgrid of 963 and 4096000
particles.

in fig. 9.5. A more meaningful insight into the scalability of the algorithm, however,
give the plots in fig. 9.6, 9.7 and 9.8. The first one is the total efficiency plotted
over the number of processors. In this case one can see that the scalability drops
continuously with an increasingly steeper slope for a higher number of processors.
One might notice that the overall efficiency is better than for the MCM at this
point. This is only partially true. Fig. 9.7 shows that the amount of time spent on
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Figure 9.7. Comparison of the runtime of the different elements of the MSM.

the force calculation is much higher than this is the case for the MCM (and also
for the MSM test runs on weak scaling). Since the force calculation is a part of the
algorithm that scales very well, it also improves the overall efficiency. The reason
why more time is spent on the force calculation for this algorithm is that a larger
cutoff radius was used, which results in more direct particle-particle interactions
that have to be evaluated. For a better comparison of the two algorithms see the
next chapter.

In order to understand the scaling behaviour of this algorithm, fig. 9.8 is the
most significant plot. The curve of the integration efficiency is very similar to the
one for the MCM, but as already mentioned there, this can be explained by caching
arguments. The force calculation, however, seems not to benefit from the smaller
particle numbers per process and the following caching effects, but it drops for more
than 1000 processors. To be able to explain this, further research is necessary. The
initialization and particle communication phase both show very poor scaling, which
is not surprising as these parts are almost purely communication based. Thus the
interesting parts to analyze are the sampling and the potential calculation.

The decline of the sampling efficiency can be explained as follows: To interpolate
the charges correctly onto the grid, each process must not only consider the particles
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Figure 9.8. Comparison of the efficiency of the different elements of the MSM.

within its own subdomain, but also the ones in its ghost layer, because these particles
might be close enough that the interpolation has an influence on some grid points in
the own subgrid. For this reason each process has one layer of ghost cells arounds
its own subdomain. With an increasing number of processors, the subdomain of
each process shrinks, but the number of ghost cells keeps constant. This shifts
the ratio between own particles and ghost particles more towards ghost particles.
Thus with an increasing number of processors, more redundant calculations have
to be carried out in relation to the total number of calculations. This affects the
scalability. In the case of weak scaling, a decline in the efficiency of the sampling
cannot be seen. The reason for this is that for weak scaling the mentioned ratio
between own particles and ghost particles keeps constant, thus that the number of
processors does not have an influence on the sampling behaviour. This effect could
not be seen in the MCM, because the cutoff radius was smaller and because the
work for each particle is larger. Thus the influence of ghost particles is not as severe.
Again, for a direct comparison see the next chapter.

The second important point is the behaviour of the calculation of the potential.
This part is called multigrid once again. It shows increasingly poor performance
with an increasing number of processors, the runtime even grows in the step from
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Part \# procs 1 8 64 512
g

(1)
local 235s (1) 29.1s (1.01) 3.64s (1.01) 0.455s (1.01)
g

(1)
smooth 3832s (1) 1063s (0.45) 141.7s (0.42) 16.6s (0.45)
Comm. 0.044s (1) 0.13s (0.04) 0.712s (9.7 · 10−4) 2.76s (3.1 · 10−5)

Part \# procs 1024 2048 4096
g

(1)
local 0.228s (1.01) 0.114s (1.01) 0.057s (1.01)
g

(1)
smooth 7.23s (0.52) 3.52s (0.53) 1.61s (0.58)
Comm. 3.96s (1.1 · 10−5) 6.02s (3.6 · 10−6) 14.1s (7.6 · 10−7)
Table 9.6. Total runtimes over all time steps for different parts of the multigrid
potential calculation. The parallel efficiency is given in parentheses.

2048 to 4096 processors. For a deeper insight, table 9.6 shows the runtimes and the
efficiencies for the three significant parts of the algorithm. The two computational
parts displayed very nice parallel properties: Whereas the local part shows perfect
scalability, the global part only shows a drop from one to eight processors. This
is once again due to the L3 cache layout of the Lindgren cluster. In the case of
one single process the L3 cache can be used by this process alone, but it has to be
shared by eight or twelve cores in the case of parallel execution. This leads to more
main memory accesses. The local part does not suffer from this problem, because
the grid sizes are small enough that even the grids of twelve processes fit in the L3
cache.

The main problem which causes the poor overall efficiency is the global grid
exchange once again. While the communication overhead is relatively moderate for
small processor numbers, it quickly increases and for 2048 processors or more it
is the dominant factor. This explains why the total runtime increases from 2048
to 4096 processors. These numbers furthermore suggest that while the algorithm
might be a good choice for a medium number of processors (up to 1000), it is not
suitable for a parallel HPC environment with thousands of processors.

It is important to mention, however, that the main problem of the weak scaling,
the synchronization issue after the global communication, is much less prominent
in the strong scaling case. The difference between the fastest and slowest execution
time of the grid and particle exchange (where those issues are meaningful) is only
a factor 10, compared to a factor of 1000 for the weak scaling. The reason is that
with an increasing number of processors the total message size on the coarsest grid
level does not increase as it does in the case of weak scaling. This means that the
only growing part of the communication cost is the start-up latency and therefore
the influence of this global communication is much less severe.

The conclusion one can draw for the MSM is as follows: The method does not
seem suitable for large numbers of processors, i.e., significantly more than 1000. It
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does, however, show some good properties when used with a moderate number of
processors. If one decides to use this method, it is important to try to keep the
number of points on the coarsest grid as small as possible, because this will positively
influence the scalability. It can also be a good idea to choose a cutoff radius as small
as possible to reach a desired accuracy, because this value will determine the work for
the local parts. A low computational amount might negatively effect the scalability,
but in terms of total runtime a cutoff radius set too high can severely affect the
performance.
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Chapter 10

Comparison of both Methods

This thesis gave a detailed introduction into the theoretical as well as the practi-
cal foundations for the Meshed Continuum Method and the Multilevel Summation
Method and each of these methods was analyzed on its own. But apart from the
scalability of the code, the actual runtime to solve a given problem is in general the
measurement one is most interested in. Thus this chapter will now compare the two
methods directly.

10.1 Theoretical Complexity Estimation

Before the actual practical test case results are shown, both algorithms are compared
theoretically first. This comparison can be split in two sections: In the beginning
a short look is taken at the parts that are the same in both algorithms, then the
different parts are examined.

For the remainder of this chapter the following notation is used: N describes
the number of particles, P the number of processors, nl the number of grid points
on level l = 0, . . . , L − 1, n = n0 the number of grid points on the finest level, V
the total volume of the simulation domain. Let furthermore the complete domain
as well as every subdomain be cubic. Then the length of the domain is l = 3√V and
the length of each subdomain is lp = l

3√
P
. The spacing on the finest level is given

as h = l
3√n .

10.1.1 Complexity of Identical Parts

The parts that are identical in both algorithms are the exchange of particles, the
integration and the force calculation (the last one is not completely similar, but it
only varies in the formulas used for the near-field correction, thus the complexity is
the same).
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Force Calculation

To calculate the forces, a numerical differentiation has to be calculated for each par-
ticle, which is of order O(N). Afterwards a near-field correction is applied, where
direct particle-particle interactions are calculated between particles whose distance
is less then the cutoff radius rmax. The amount of particles in this area is propor-
tional to r3

max
V . This leads to an overall complexity of O(N + N2 · r

3
max
V ) = O(N) if

the cutoff radius is sufficiently small compared to the simulation domain (otherwise
both algorithms degenerate into a direct particle-particle interaction calculation).
The work per processor is then O(N/P ).

Integration

For the integration the Störmer-Verlet algorithm was used. The integration operates
directly on the particles and there are no additional interactions between particles.
Thus the complexity is solely defined by the number of particles, i.e., integration is
of order O(N). Again, the work per processor is O(N/P ).

Particle Communication

In each time step, the ghost layer of each subdomain is filled with the particles from
the neighboring processes. Assuming equally distributed particles, the work for
the exchange is proportional to the volume of the subdomain which is exchanged.
The volume of each subdomain is l3p = V

P and the volume of each subdomain plus
the ghost layer is given as (lp + 2 · rmax)3. Thus the area for the exchange is of
order O(r3

max + r2
maxlp + rmaxl

2
p). The cutoff radius can never be greater than the

subdomain length (otherwise communication with more than just the neighboring
processes would be required). This leaves two possibilities: If rmax � lp, then the
exchange is of order O(l2p) = O

(
(N/P )

2
3
)
. If the cutoff radius is in the same range

as the subdomain length, i.e., one subdomain corresponds to one cell, then the
complexity is of order O(l3p) = O(N/P ). This result underlines that a short cutoff
radius not only keeps the computational amount small, but has also good influence
on the communication overhead.

10.1.2 Complexity of Different Parts

The part that differs is the calculation of the potential. Both potential calcula-
tions will now be analyzed with respect to their computational and communication
complexity.

Meshed Continuum Method

The first part of the MCM is the sampling. Each particle has influence on all grid
points within the cutoff radius. The number of grid points around one particle is
proportional to ( rmax

h )3 = ( rmax
l )3n. Assuming the cutoff radius is much shorter
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than the domain length, this term goes to zero. This leads to a computational
complexity of O(N) in total or O(N/P ) per processor.

The second part is the multigrid solver. It is known that the work per multigrid
iteration is of order O(n), see, e.g., [TOS01]. As already explained, it can be advan-
tageous to use a fixed number of iterations due to the slowly varying nature of the
right hand side. In this case, the complexity stays constant. With the parallelization
techniques used, this reduces to a complexity of O(n/P ) per processor.

The final part is the exchange of grids. In the standard exchange method, one
point ghost layers are used, which leads to a total amount of ghost layer points per
processor in the order of 3

√
nl/P

2. This means that the number of grid points to
be exchanged on each level is also of order (nlP ) 2

3 per communication. The number
of communications is approximately given by the number of multigrid iterations
times the number of smoothing steps. Assuming both of them are constant, the
grid communication complexity is of order O

(
(nl/P )

2
3
)
per level. The use of grid

layer enhancement does not change the asymptotic complexity. It just reduces the
number of communication steps by a fixed factor, decreasing the overall latency for
the establishment of a connection.

Multilevel Summation Method

The first part here is the sampling as well. Using a cubic Hermite interpolation,
every particle is sampled to a fixed number of grid points. This leads to a compu-
tational complexity of O(N) in total or O(N/P ) per processor again.

The second part is the calculation of the local parts. Since the cutoff radius
increases with each level, one needs to consider the work on all grids. Assuming the
general coarsening ratio of 1 : 2, then each grid point has interaction with approx.(

2l+1rmax
2lh

)3
= 8( rmax

h )3 grid points, i.e., the work is independent of the level. This
gives a complexity of O(n( rmax

h )3/P ) for the local parts on each processor.
The smooth part requires interaction with every other grid point on the coarsest

level. In three dimensions, the coarsest grid has nL−1 = 1
8L−1n points. The asymp-

totic complexity is then O(n2) or O(n2/P ) per processor, but one should keep in
mind that for a larger number of levels the coefficient quickly goes to zero.

The last part of the MSM is the communication. This is split into the neighbor-
ing communication and the global communication. The neighboring communication
is equal to the one in the MSM. The number of ghost layer points, however, is not
one, but

(
2l+1rmax

2lh

)
= 2( rmax

h ). Thus the exchange is of order O( rmax
h (nl/P )

2
3 ). The

global communication requires every processor to receive the whole grid and send
its own subgrid of the coarsest level. This operation is of order O(nL−1) = O(n)
independent of the number of processors.
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Summary

To summarize the considerations above, the total computational and communication
complexity of both algorithms can now be estimated. It is assumed that the cutoff
radius is much shorter than the length of one subdomain. Then the work for the
MCM per processor (including the similar parts) is given by

Wcomp,MCM = O((N + n)/P ) (10.1)

and the communication cost is

Wcomm,MCM = O((N/P )
2
3 +

L−1∑
l=0

(nl/P )
2
3 ) = O((N

2
3 + n

2
3 )/P

2
3 ). (10.2)

On the other hand, the computational work for the MSM per processor is

Wcomp,MSM = O((N + n2
L−1 + n(rmax

h
)3)/P ) L small= O((N + n2)/P ) (10.3)

together with the communication cost

Wcomm,MSM = O((N/P )
2
3 +nL−1+

L−1∑
l=0

rmax
h

(nl/P )
2
3 ) L small= O((N/P )

2
3 +n) (10.4)

This means that from an asymptotic point of view, the MCM is superior to
the MSM, both with respect to the work necessary for computation as well as for
communication.

10.2 Practical Comparison
In this section, both methods are directly compared for a model problem. In order to
use a comparable setup, the accuracy was determined first. In a simulation domain
of size 10× 10× 10 two particles were placed with distance 2 and the relative error
of the methods in the forces was calculated. The parameters were chosen such
that a relative error of ≈ 1% was produced. For the MCM, this was achieved by
using a cutoff radius of rmax = 0.5 and 1273 grid points in the grid. To have a fair
comparison, the cutoff radius for the MSM was set to rmax = 0.5 as well and the
number of necessary points was sought. It turned out that a grid size of 563 was
necessary when two grid levels were used.

Originally, a second setup of the MSM was tested: This included a cutoff radius
of rmax = 1 and a grid of 483. Despite the smaller grid, the higher cutoff radius
increased the time spent on the local correction to such a high amount that this
choice of parameters was not competitive by far. It will therefore not be included
in the analysis. This underlines the importance of a small cutoff radius.

The two setups were tested in a strong scaling environment with 106 particles
equally distributed over the domain.
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Figure 10.1. Runtime comparison between Meshed Continuum Method and Multi-
level Summation Method.

Fig. 10.1 shows the runtimes of both methods over a range of processes up
to 2048. As one can see, the MSM shows a faster runtime in all test runs. The
difference between both methods is equal between 1 and 64 processes and then
starts to reduce. In the beginning, the MSM only needs approx. 37% of the MCM
runtime. When 2048 processes are used, it needs ≈ 87% of the MCM runtime,
which means that it is still faster, but with considerably less difference.

In order to gain more insight into the difference and find out where it comes
from, figures 10.2 and 10.3 show the behaviour of the important parts of the algo-
rithms, i.e., those in which they differ. It is noteworthy that the synchronization
problems that slowed down the particle exchange when examining the weak scaling
performance of the MSM are not of concern for this setup, because the exchange
times of the grid are not big enough. The difference between the parts integration,
force calculation and particle exchange are negligible. Instead, fig. 10.2 shows the
potential calculation of both methods (the adjustment of the right hand side is in-
cluded in the part "MCM multigrid"). In this plot one can see that the part which
really makes the difference is the sampling: Whereas the MCM smears the charge
of every particle over 64 grid points, the MSM uses a much larger area: With a
cutoff radius of rmax = 0.5 and a grid spacing of 10

128 , the cube around a particle
with side length 2rmax includes already 1728 grid points. This means there is a
factor of 27 for the number of grid points alone. The difference for the actual po-
tential calculation is much smaller and it supports the results that were gained from
the individual analysis: With an increasing number of processes, the performance
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Figure 10.2. Comparison of the runtimes of the potential calculations of both
methods (called Multigrid) and the sampling of particles.

of the MSM becomes worse and worse. Once again, the runtime of the potential
calculation increases from 512 processes onwards, because the cost for the global
communication takes up too much time.

This is underlined by the efficiency graph in fig. 10.3: When only considering
the efficiency of the potential calculation, the MSM shows far worse performance
than the MCM. The sequential parts are able to compensate for this a little bit and
increase the scalability of the total algorithm up to such a way, that the difference
becomes only really evident if 512 or more processes are used.

The fact that the sampling causes much of the runtime difference implies another
important aspect: When talking about the importance of a short cutoff radius, this
is not only concerning the runtime of the local correction in the MSM or near-field
correction of the force calculation. It has also an extremely important influence on
the sampling for the MCM, because the number of grid points that are affected by
each particle is dependent on the cutoff radius.

Another peculiar characteristic of the plot is the deep drop of the efficiency
for the MCM followed by a short rise. This can be explained as follows: First of
all, due to the smaller grid sizes per processor, grid layer enhancement was not
used in this case, unlike in the MCM strong scaling test runs. This means that
the communication scales worse than it did in those test runs. Secondly, the use
of merged successive over-relaxation on the coarsest grid is only used with 512
processes or more. This does introduce an additional communication overhead in
order to reduce the number of iterations. As the grid sizes are smaller, this overhead
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Figure 10.3. Parallel efficiency of both methods. Additionally only the efficiency of
the different parts is plotted (including adjustment of the right hand side, multigrid
solver and sampling for the MCM and the potential calculation and the sampling for
the MSM).

has more influence on the total performance. Thirdly, and this also explains why the
total performance of the MSM drops as well, the time spent for particle exchange
increases for both methods from 64 to 512 particles. Because this happens to both
methods and force calculation and integration show a higher divergence between
minimum and maximum time for 512 processors as well, it is very likely that this
effect is caused by a simply particle load imbalance.

Concludingly, one can say that the MSM does seem like a well suited method for
calculating long-range potentials as long as only a moderate number of processors
is used. In these areas the method can even outperform the MCM, even though
the latter is superior with respect to the asymptotic complexity. But as soon as the
number of processors reaches a certain threshold (around 1000), the performance
can drop rapidly and it is even possible that the runtime increases if more processors
are added. In these areas the MCM is a better choice. Furthermore, due to the
large influence of the sampling, the MCM becomes better the fewer particles are
used per processor.

10.3 Influence of the Cutoff Radius
In the last section and in the individual results of the algorithms, the importance of
the cutoff radius was always underlined. Even the theoretical complexity estimation
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was dependent of this value at some points. Therefore, this section will give a short
conclusion where exactly the cutoff radius plays which role and how the performance
changes when the cutoff radius is altered.

First of all, not only the runtime but also the accuracy is influenced by the cutoff
radius. For the MCM the change in accuracy is twofold: The force of all particles
within the cutoff radius is calculated exactly. This means that increasing rmax will
also increase the number of particles for which the direct interaction is used. But
raising rmax has another positive effect: Following the results in sec. 6.1, a positive
influence can be seen for particles which are further apart than rmax as well. The
results in this section suggested a linear convergence of the forces with respect to
the cutoff radius.

The change in accuracy for the MSM is also twofold, but for different reasons:
Even though the near-field correction of this algorithm does not calculate the forces
between particles inside rmax exactly (because there is still influence from the other
local or global parts), it does compute a dominant part of them directly on the
particles. This certainly has a higher accuracy than calculating them on the grid,
followed by an interpolation. The same argumentation holds for the local parts:
Raising rmax will increase the dominance of the finer levels. Because they have a
smaller spacing and smaller errors due to interpolation or restriction are introduced,
the overall accuracy becomes better. The tables in sec. 9.2 give a better overview
how large the influence really is.

rmax 0.25 0.5 1 2
force 1.9 · 10−3 8.5 · 10−3 6.2 · 10−2 7.9 · 10−1

sampling 9.5 · 10−1 7.0 55 430
Table 10.1. Runtimes per iteration of the force calculation and the sampling in the
MCM. The test run used a 2× 2× 2 domain and a grid of size 1273.

rmax 0.25 0.5 1 2
force 1.7 · 10−3 5.9 · 10−3 4.7 · 10−2 7.1 · 10−1

local 8.6 · 10−3 4.5 · 10−2 3.2 · 10−1 2.5
Table 10.2. Runtimes per iteration of the force calculation and the calculation of
the local part in the MSM. The test run used a 2 × 2 × 2 domain and a grid of size
163.

The second important factor is the runtime: The force calculation of both meth-
ods, the sampling of the MCM and the calculation of the local part all rely on the
cutoff radius. Because the work of all of these parts is determined by the number
of points or particles within a sphere with radius rmax, it is proportional to r3

max.
Thus one would expect that doubling rmax would increase the time spent on these
parts by a factor of 8. Tables 10.1 and 10.2 show the results from different test runs:
The expectations are roughly confirmed. The force calculation and the sampling are
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also dependent on the distribution of particles, thus these two parts show a higher
deviation from the expected value.

The exact runtime of these parts of course depends on the total number of
particles and the grid spacing as well. Thus this chapter gave only a rough estimate
and summary what one can expect when choosing the cutoff radius rmax.
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Chapter 11

Conclusion and Future Work

This thesis covered the question how well certain algorithms for the calculation of
long-range potentials are suited for a massively parallel environment. To lay a solid
fundament, a short introduction to molecular dynamics was given. After that, in
order to answer the original question, an overview over the currently known and
available algorithms for this task was given. This overview was already focused on
the question of the scalability of these algorithms and tried to weigh the different
advantages and disadvantages that might influence the parallel performance of these
algorithms. As a result, a decision was made against the widely used Ewald-based
methods such as P3M or PME, as they require several global communications in
order to calculate the fast Fourier transform. Instead two algorithms that are based
on a multiple grid hierarchy were chosen, namely the Multilevel Summation Method
and the Meshed Continuum Method.

First the Meshed Continuum Method (MCM) was explained in detail. This
method makes use of the computational optimality of the multigrid method and uses
it to solve Poisson’s equation. From this solution the forces acting on the particles
can be calculated via differentiation. In order to sample the charges to the grid to
provide the right hand side of Poisson’s equation, particle density functions were
used. These functions are symmetric densities with local support which guarantee
that the potential surface outside the cutoff radius is equal to the theoretical one,
where the right hand side of Poisson’s equation consists of Dirac impulses. In order
to correct the resulting forces within the radius of the densities, near-field correction
is applied by calculating direct particle-particle interactions within a short range.

After the mathematical foundation was given, the optimization steps that were
applied to increase the performance were presented. Some of the performance ideas
traded convergence speed of the multigrid method for calculation time, namely SSE
instructions to speed up the smoothing part of the multigrid solver and grid layer
enhancement, which showed to decrease the communication times in the multigrid
method.

The scalability tests for this method showed that especially for large subgrids
per processor the method showed good results. The performance, however, becomes
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increasingly poor if the grid size per processor is getting too small, because the
communication costs then take up too much time compared with the computation
cost. Additionally, the effects of the cache architecture of the Lindgren cluster were
taken into account. It showed that after a certain grid size the shared L3 cache
causes a slow down in the computational parts, because the data of 12 processes,
which share one L3 cache, is too big to fit into the cache.

The second method to be explained was the Multilevel Summation Method
(MSM). This method calculates the potential directly on the grid by grid point
interactions. In order to reduce the complexity of this method, several grid levels
were introduced. By using smaller cutoff radii on finer grids and calculating the
longer-range parts on coarser grids, the need to calculate the interaction between
all grid points on the finest grid was avoided. This method was implemented and
optimized as well. Several ideas from the first method were used for this implemen-
tation as well, yet it is not necessary to avoid a global grid collection operation on
the coarsest grid.

Afterwards, this method was tested as well. Unlike the Meshed Continuum
Method, this algorithm does not prefer large subgrids per process, because it in-
volves a global grid collection on the coarsest level. If these grids are too large, the
majority of the time is spent on this global communication operation. Furthermore,
it introduces an asynchrony of the processes which leads to a slow down of further
communication operations unless a global synchronization is applied. This leads to
the result that this method is not suited for massively parallel environments with
thousands of processors, because in this case the communication overhead causes a
poor scalability, even though the method seems fit for simulations with up to 1000
processes.

Finally a comparison of both methods was given. It showed that the asymptotic
complexity of the MCM for both communication as well as computation is better
than that for the MSM. To underline the theoretical results, a comparison of an ex-
ample simulation was given after that. It turned out that the MSM provided better
runtime results, especially for a small computing environment. But as expected, the
performance of the MSM decreased faster with an increasing number of processors.
This suggests that the MSM is the better choice for a low to moderate number of
processors, whereas the MCM becomes better the larger the simulation gets.

This thesis provided an extensive look onto the performance details of each
method, especially with respect to their bottlenecks. As the main negative influence
on the parallel efficiency and the runtime, the following factors were figured out:

• The global communication of the MSM, especially the resulting asynchrony,

• the exchange of grid points,

• the poor L3 cache efficiency when using large grids pro process.

Possible future work on this project should therefore include the further opti-
mization of these bottlenecks. This could include new grid placement strategies
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that take the global communication into account (not only the nearest neighbor ex-
change), ideas to improve the convergence of methods like grid layer enhancement
and an analysis of how different smoothers in the multigrid solver are influenced
from such techniques.
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