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Sammanfattning 
Denna avhandling fokuserar på att utreda och skapa en applikation för 

filtrering av användargenererat innehåll. Metoden gick ut på att 

undersöka hur svordomar samt rasistiska uttryck används och 

manipuleras för att undgå filtrerings processer i liknande system. Fokus 

gick även ut på att studera olika algoritmer för att få denna process att 

vara snabb och effektiv, dvs kunna bearbeta så många namn på kortast 

möjliga tid. Detta beror på att kunden i detta sammanhang får in 

miljontals nya uppladdningar varje dag, som måste filtreras innan 

använding. 

Resultatet visar att applikationen upptäcker svordomar i olika former. 

Data från kundens databas användes också för test syfte, och resultatet 

visade att applikationen även fungerar i praktiken. Prestanda testet 

visar att applikationen har en snabb exekveringstid. Detta kunde vi se 

genom att estimera den till en linjär funktion med hänsyn till tid och 

antal namn som matats in. 

Slutsatsen blev att filtret fungerar och upptäcker svordomar som inte 

upptäckts tidigare i kundens databas. För att stärka besluten i processen 

kan man i framtida uppdateringar införa tredje parts tjänster, eller ett 

web interface där man manuelt kan styra beslut. 

Exekverings tiden är bra och visar att 10 miljoner namn kan bearbetas 

på cirka 6 timmar. I framtiden kan man parallellisera förfrågningarna till 

databasen så att flera namn kan bearbetas samtidigt. 

Nyckelord: Java, REST, Jersey, Filter, linear funktion, MongoDB, Ma-

ven, String matching, algorithm, B-Tree, Hashmap, Aho-Corasick. 
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Abstract 
This thesis focuses on investigating and creating an application for 

filtering user-generated content. The method was to examine how 

profanity and racist expressions are used and manipulated to evade 

filtering processes in similar systems. Focus also went on to study 

different algorithms to get this process to be quick and efficient, i.e., to 

process as many names in the shortest amount of time possible. This is 

because the client needs to filter millions of new uploads every day. 

The result shows that the application detects profanity and manipulated 

profanity. Data from the customer’s database was also used for testing 

purposes, and the result showed that the application also works in 

practice. The performance test shows that the application has a fast 

execution time. We could see this by approximating it to a linear func-

tion with respect to time and the number of names entered. 

The conclusion was that the filter works and discovers profanity not 

detected earlier. Future updates to strengthen the decision process could 

be to introduce a third-party service, or a web interface where you can 

manually control decisions. 

Execution time is good and shows that 10 million names can be pro-

cessed in about 6 hours. In the future, one can parallelize queries to the 

database so that multiple names can be processed simultaneously. 

Keywords:  Java, REST, Jersey, filter, linear function, MongoDB, Maven, 

String matching, algorithm, B-Tree, Hashmap, Aho-Corasick. 
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Acronyms 
Abbreviations and acronyms 

API Application Programming Interface is a protocol intended 

to be used as an interface by software components to 

communicate with each other.  

BSON Binary JavaScript Object Notation is a data format used 

mainly as data storage in MongoDB. 

HTTP Hypertext Transfer Protocol is a language that a browser 

speaks with a web server. 

IDE Integrated development environment is a software program 

that is designed to help programmers and developers 

build software. 

JAR Java Archive is an archive file format typically used to 

aggregate Java class files. 

Maven Is a building tool for Java applications. 

MongoDB Is an open source document-oriented database system. 

REST Representational State Transfer is a style of software 

architecture for distributed systems. 

SDK Software Development Kit has the tools for building Java 

applications. 

XML Extensible Markup Language is a meta-language that 

allows users to define their own customized markup 

languages. 

 

  

 

http://en.wikipedia.org/wiki/Interface_(computing)
http://en.wikipedia.org/wiki/Software_component
http://www.boutell.com/newfaq/definitions/protocol.html
http://en.wikipedia.org/wiki/Archive_file_format
http://en.wikipedia.org/wiki/Java_class_file
http://en.wikipedia.org/wiki/Document-oriented_database
http://en.wikipedia.org/wiki/Software_architecture
http://en.wikipedia.org/wiki/Software_architecture
http://en.wikipedia.org/wiki/Distributed_computing
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1 Introduction  
This chapter gives a general explanation of the goals of the project as 

well as why there is a need to implement this service to Truecallers 

infrastructure.  

1.1 Background 

Truecaller is a global number search service used all over the world and 

expanding at a fast rate. Truecaller constantly receives millions of 

numbers per day coming from its users. This user-generated content is 

very valuable as a source of data for worldwide number lookups. The 

problem here is that the contact book info is uploaded to Truecaller 

servers as it is in the users phones, and this brings the risk of populating 

invalid data. People usually write only partial names or funny and even 

insulting nicknames for people in their contact books. Since a phone is 

largely a personal device, this doesn’t possess a risk for them. But for 

Truecaller it is essential to provide up-to-date, true and most 

importantly clean results to its users. So all the uploaded names must be 

verified and only the clean names should be used as valid data. 

1.2 Ethical aspects  

The ethical issue Truecaller has is, how important is it to provide true 

information about their user’s phone numbers? Apparently it’s 

extremely important. Their users don’t want to feel insulted or 

misinformed by having phone numbers displaying false information. 

The ethical values that are important for Truecaller are trust, respect and 

honesty. Those three aspects are what make their software reliable and 

useful. The company is dependent on these aspects to continue their 

growth. My goal is to help Truecaller continuing making their users 

happy and their service more appealing by filtering out inappropriate 

data. 

1.3 Overall Objectives  

The overall aim of this project is to create a filter for detection of profani-

ty. The problem Truecaller has today is that their filter mechanism is not 

able to detect all types of bad words. Truecaller filters their data with 

the help of a third-party service with a request and response type of 

scenario. The problem is that it won’t detect bad words that are not clear 

to the service, like for example, “StupidMichael”. Their third-party 
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service only recognizes “plain” bad words, like “stupid”. It is very 

important that I create a filter that can detect those types of bad words 

without errors.  

When the filter mechanism is fully working, the application will be 

implemented into Truecallers infrastructure so that Truecaller services 

can consume the solution without direct language and library depend-

ency. 

1.4 Analyzing the Problem 

Before I can design a feasible solution I need to understand the problem. 

The problem in this case is: 

  What are bad words in this context, how are people manipulating 

bad words and most important, to not get detected by filters?  

  I was free to choose whichever algorithm/method that suits the 

problem, as long as it performed reasonable. What reasonable 

means in this context is very hard to define independent of the 

data size and load characteristics of the service, which was why 

the solution was tested iteratively.  

    How can I create the ideal profanity filter for the company? 

Before I can start with the coding I should understand these above 

points.  

1.5 Boundaries 

Because of the time frame of this project, some limitations has to be 

made. First and foremost, a human administration system interface for 

manually blacklisting and/or whitelisting names will not be incorpo-

rated, but should be a future feature for the company. Secondly, I will 

unfortunately not have the time to implement a third-party service look-

up to my solution for better results. However, implementing it should 

be relatively easy for the company when it’s desired. I thought of this 

when designing my solution so it would not be a problem for future 

features. 

1.6 Concrete and verifiable objectives 

These are the goals and the fundamentals of this project. 
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   Literature study on the building tools as well as finding the right 

algorithms to the problem. 

  Create an application that will act as a filter to clean names from 

Truecallers database.  It should be designed so that it fits with the 

company’s infrastructure and it should make sense for them.  

  It should follow the requirement’s specification and the function-

ality that the company desires. It should detect bad words that 

their current filter can’t detect. It needs to be smart.  A detailed 

specification can be found in chapter 4. 

  The solution should also be exposed to a Representation State 

Transfer (REST) Application Programming Interface (API) so that 

other Truecaller services easily can consume the service without 

direct language dependency.   

  It should be possible to add items manually to the collections 

(which consists of blacklists and a whitelist). 

  Testing and improving the solution data quality, performance 

and bugs is a very important part that has to be done iteratively. 

  Finish the thesis report. 

1.7 Report Overview 

Chapter 2: This chapter will focus on the building tools for my applica-

tion, different algorithms for string matching, and information about 

false positives.  

Chapter 3: This chapter focuses on the methods I used when I carried 

through the project. The approach I took is explained and how it was 

planned. It continues with an analysis of the algorithms and ends with 

test methods. 

Chapter 4: This chapter goes through the design and functionality of the 

application.  It ends with showcasing the web service. 

Chapter 5: This is where the test result is presented. 

Chapter 6: This chapter discusses the results as well as future improve-

ments. A method evaluation is also presented here. 
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1.8 Author's contribution 

Everything in this project has been done by Arvin Moradi. If problems 

occurred during the project, they were solved by either doing a search 

on Google or by asking staff working at Truecaller. My adviser and 

director Umut Alp gave me directions and support when it was needed. 
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2 Theory  
In this chapter I will give an explanation on tools I used and why I 

choose those tools to build my application. The chapter ends with 

describing a problem that is common for filters.  

2.1 Java 

Java is a very popular object-oriented high-level programming language 

and is platform independent. On compile time the source code is 

converted to a byte code which the Java Virtual Machine (JVM) executes. 

[1] 

Since Java was released in 1995, it has matured a lot and it’s stable, 

which is one of the reasons it’s a good programming language to 

choose. The Java standard library is huge and on top of that, there are 

many more third-party libraries to use when creating an application, 

which makes it easy to find the desired tools. Truecaller’s software stack 

largely consists of Java technologies and the proposed solution should 

be conformant with this strategy. 

2.2 Maven 

Maven is a tool I used for project management as well as dependency 

management. Maven makes it easier to setup a project and it gives a 

good structure on all the folders. When creating a Maven project, you 

get an Extensible Markup Language (xml) file called pom.xlm where you 

can add dependencies relatively easy. A dependency is basically a Java 

library or a plug-in. When you define the dependencies needed in your 

project, Maven will dynamically download the Java Archive (jar) files 

from the remote repository into your local project. [2] 
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2.3 Data management 

Archiving data is important because it lets you retrieve and use data for 

future references. Data is stored in databases and there are different 

database management systems to choose from. The database software of 

use in my project is MongoDB instead of the very popular MySQL. 

MongoDB stores data as Binary JavaScript Object Notation (BSON) 

document instead of tables and columns like in MySQL, which gives an 

advantage in flexibility and scalability, for easier management when 

data grows. MongoDB drops a lot of overhead because it’s a non-

relational database with lists of data instead of tables with relations. 

Performance is very important when doing millions of searches per day 

for Truecaller. [3] [4] 

2.4 RESTful Web Services 

When I’m satisfied with the solution I will need to code a REST over a 

HTTP wrapper around the service so it can be deployed in the compa-

ny’s infrastructure. A REST architecture style is a client/server style 

architecture where clients and servers exchange representations of 

resources which are identified and accessed by using Uniform Resource 

Identifiers (URI) on the web browser. Resources can be accessed by 

various operations which in my case will consist of the GET operation. It 

will be used to retrieve the current state of a resource in some form of 

representation, from the server. The resource can be returned and 

shown in various presentations, such as Hypertext Markup Language 

(HTML), Extensible Markup Language (XML), plain text, JavaScript Object 

Notation (JSON) and so on. [5] 

2.5 String match algorithms 

The application will process names through different phases. The 

second phase is where the string matching will occur. By comparing a 

name with a blacklist and whitelist, helps to distinguish if a name is an 

appropriate name or profane. Therefore, I took my time to study differ-

ent algorithms to determine which to be the best for fast string searches. 
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2.5.1 Hashmap 

The first candidate I considered was hashmap because of its 

performance. I will give a very simple explanation about how hashmap 

works. The hashmap data structure is used when you want to map key-

value pairs. It stores items based on a key that you use to retrieve the 

value. When a key-value is stored in the hashmap, it calculates the hash 

code of the key to store the key-value at the bucket with the identifier 

number that matches the hash code. For example, if a hash code for a 

specific key is 101, then that key-value pair is stored in bucket 101. What 

makes hashmap fast is the way it retrieves a value. The hash code of the 

key maps to the right bucket and then it finds the value by using the 

equal method to find the right key by comparing the keys. [6] 

2.5.2 B-Tree 

B-Tree is a tree data structure that is optimized for databases, file-

systems and other systems that read and writes large blocks of data. I’m 

using mongoDB in this project and it uses the B-tree algorithm to store 

data [7], which keeps data sorted and allows for fast searches when you 

got a lot of data to search from. [8] 

I will not describe how a B-tree data structure functions. Instead I will 

discuss its performance. The picture below demonstrates data in form of 

various digits, which also could had been different strings. 

 

Figure 1: B-Tree data structure (Source [9]) 

The reason B-tree is the best solution for databases is because it’s a very 

wide data structure. Even though a database has millions of entries, the 

height of the structure is often not more than ten levels, compared to 

normal tries (Digital trees). When data is inserted or removed from a 

node, the number of child nodes changes [10]. Fewer nodes make it 

faster for searching in the database because it doesn’t need to go 

through a lot of nodes, which translates to fewer head seeks, which are 

the reason hard-drives are slower. The upper nodes are likely going to 
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be cached by the operating system (OS), leaving leaves (nodes that do not 

have children) to be accessed when needed. “From a practical point of 

view, B-trees, therefore, guarantee an access time of less than 10 ms even for 

extremely large datasets”. Dr. Rudolf Bayer, inventor of the B-tree  [11]  

One advantage of choosing this algorithm is that I do not have to design 

and implement it in Java. MongoDB takes care of designing its tree with 

this data structure when data is stored in the database. 

2.5.3 Aho-Corasick 

There are dozens of string searching algorithms to choose from and the 

reason I looked at the Aho-Corasick algorithm is because it uses a finite 

set of patterns instead of a single pattern. You choose which keywords 

you want to search for in a string of any length. The picture below 

showcases how the tree typically looks.  

 

 

Figure 2: Aho-Corasick tree structure (Source [12] ) 

The tree in the picture above is built with the keywords “his’’, “hers”, 

“she” and “he” to build a dictionary of words. Each node has a prefix 

for every string in the dictionary. Suppose we input the string “shis”. It 

will look to find the first prefix in the word and move to that child node 

which is in the “she” branch. It will then continue to the next node 

which is the ‘h’ node. The fail function will then be called because the 

next node won’t match with the string. It will then look to find it’s suffix 

child of all the dictionary entries, which is the ‘h’ in the “his” branch and 

continue down to the ‘I’ node and continue to the ‘s’ node to find a 

match in the dictionary, which is the “his” sub-string in our input string 

“shis”. [13] [14] 
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2.6 False Positives 

My pre-study on string match algorithms revealed some interesting 

problems when constructing a filter application, called false positives. A 

false positive is when a name gets a match in the blacklist when it isn’t 

actually a bad word. An example is the name ‘Shi Tang’, which 

shouldn’t be considered a bad word, but could be persuaded as a bad 

word depending how you design the application. It could be 

misunderstood as “ShiTang” (Bolded so it is easier to see). This error 

can occur on different occasions because of the diversity of names all 

over the world. [15] 

Profanity can also be found in-between a name. My solution will not 

detect the profanity in the name “ArAssvin” and that’s because of the 

clbuttic mistake. The clbuttic mistake is an error that is made by poor 

programming to detect swearwords. It is commonly used as a 

spellchecker on articles and is used to replace obscenity with a more 

acceptable word. However, the problem with the algorithm is when a 

banned word is matched in a name or word that isn’t profane. The 

clbuttic term comes from having replaced the word “classic” to 

“clbuttic” even though “classic” isn’t a bad word. If I would have 

implemented this algorithm in my design, then the name “Hasse” 

would return clean as “Hbutte” or “He” depending how I would define 

the algorithm [16].  

The false positive rate will be lower if I choose to ignore the problems I 

described here. 

 

The opposite of false positive is false negative which in my case means 

that a bad word is viewed as a proper name, and that is what a filter is 

devoted to, to detect profanity. 
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3 Method 
This chapter goes through some of the methods I used when carrying 

through the project.  

3.1 Requirements gathering 

The requirements were developed by having meetings with my director. 

The meeting took place before the pre-study, where we came up with 

the functionality of the application as well as non- functional deeds. 

There were also a meeting after the pre-study where we discussed 

filtering more in-depth, what algorithm we should use and if there are 

functions we should add/discard. 

 

The material was gathered from Internet websites and articles. The most 

important thing to determine was how to create a smart filter. Filters can 

come in different shapes and forms depending on the purpose of your 

application, so I needed to get a good understanding from a broad 

perspective. And then find out what I should add and what I should be 

aware of. Finding the most appropriate algorithm took a lot of reading 

and studying before I could make my decision. 

3.2 Approach 

After doing various analyzes of what should be included in the project, 

results where the following: 

1.   Study the problem and to come up with a solution. 

2.   Learn and design a MongoDB (Humongous Database). 

3.   Learn how Maven works and use it to structure my Java applica-

tion. 

4.   Design a solution for the problem as well as implementing it to   

Java code. 

5.   Code a Representational State Transfer (REST) over a Hypertext 

Transfer Protocol (HTTP) based wrapper around the service ready 

to be deployed in the company’s infrastructure. 

6.   Function to add items manually to the database. 
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7.   Testing and improving the solution for data quality, performance 

and bugs. 

8.    Completion of all documentation. 

3.3 Planning 

A more detailed schema (Appendix A) was also made to easier define 

milestones. 

3.4 Development 

Implementation of the project will be done iteratively. The picture below 

demonstrates the work methodology for each subtask, which is called 

the waterfall model. Iterations will go through this process to help make 

the progress easier to manage. This cycle will be repeated for each new 

functionality until the project is finalized and ready to be delivered to 

the costumer.  

  

Figure 3: Waterfall model ( [17]) 

Analysis is basically the requirements specification for a specific part of 

the system. A clear and good understanding of the task is important, 

which is why communication between the customer and the project 

team were critical. 
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Design is about how to design a solution for your problem and how to 

plan that solution process. Where will the code be placed? Where in the 

architectural view will it make sense? 

Implementation is executing the design plan and to start code.  

Testing is one of the most important things to do. It is a way to detect 

bugs and other defects, as well as performance issues in my case. 

3.5 Technical Approach 

The application will be written in the Java programming language with 

Eclipse as an Integrated development environment (IDE) and the software 

development kit version 7 (SDK 7). 

Jersey is the Java framework of choice to expose RESTful web services 

due to its simplicity and performance. Grizzly framework will be used 

as the server because of its scalability capabilities and robustness. 

MongoDB will be my choice for data management because of its flexibil-

ity and scalability. The mongo java driver and jongo framework are 

required to communicate with the database in an easy and simple 

format. These frameworks can easily be consumed due to Mavens 

description file where you can define the dependencies you require. 

3.5.1 A three part algorithm 

The business logic of the application will be divided into three parts, all 

containing different algorithms. These three parts together creates the 

filter mechanism. Every name that is being processed will advance 

through these three parts of the application. The three parts are named 

the following: 

 Clean-up 

 String match 

 Finalize (Includes an improved clean-up) 

To get a clearer view of this model, see “Appendix B: Execution cycle”. 
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String match algorithm 

The second part of the cleaning process is the string matching, where 

names will be compared to a whitelist / blacklist. This process helps to 

recognize if a name should be approved as valid or not.  

In the previous chapter I discussed different data structures for string 

matching. All the algorithms I studied are fast when it comes to compar-

ing strings to others strings. So I had to look for other advantages and 

disadvantages. Below is a short explanation for my choice of algorithm. 

The algorithm I’m going to use for string matching will be the B-tree 

data structure. The reason is that the algorithm is already implemented 

in MongoDB which it uses to query in the database. This means that I 

will save a lot of time by not having to implementing it by myself in 

Java.  

The second advantage is that it is very easy to add new words to any 

database collection without rebuilding the tree again. Both HashTable 

and the Aho-Corasick algorithms must be implemented in java, which 

does not only take time to build, but it also needs to be up-to-date with 

the latest words added to the updated database, which creates unneces-

sary overhead.  

Aho-Corasick is very good if you want to have a large amount of 

keywords, but one of its disadvantages is that it can easily contribute to 

false positives. For example, like I showed in previously chapter, the 

name “Hasse” would give a profanity match because of the letters “ass” 

in the name. To solve this, I would have to create a support method to 

check if the profane word really is profane.  

Based on these facts I chose to use the B-tree data structure as my 

algorithm for string matching. 
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3.6 Testing 

3.6.1 Data processing testing 

I need to be sure that the application actually functions as a filter. I need 

to send in chunk of data with both names and bad words to see if the 

filter application actually can distinguish names from bad words / 

manipulated bad words. The data I’m going to use is both selected data 

and data from Truecallers database. This will be done iteratively 

through the projects course.  

 

3.6.2 Performance testing 

According to the analysis, the application needs to have a reasonable 

performance. The algorithms I take advantage of must be limited to how 

much resources it can use, by not doing extremely large, memory 

consumption. The service will be consumed every day in the Truecaller 

infrastructure and it will need to be able to handle millions of name 

look-ups each day. The testing will be made by sending thousands of 

names to the service in order to find out the time it takes to process 

them. 
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4 Construction  
In this chapter I will present the chosen solutions and how the finished 

product worked out.  

4.1 Architecture 

Below is a schema made early on the project to illustrate different parts 

of the program. 

 

Figure 4: Architecture schema 

The architecture consists of three layers, the client layer, java application 

layer and the model layer. The client layer (: web service) is where the 

Uniform Resource Locator (URL) request is sent by the consumer for 

processing. The request has two attachments, the name and the lan-

guage or country.   

The Java application layer has two important roles. The first role is to 

handle and process the URL request, which is done by the logic coded in 

the application. The business logic is basically where all the magic is 

done and most of the filtering.  

The second role of the java application layer is to do a query to the 

database, which brings us to the model layer. It is here where the lists of 

names and bad words will be stored. The application will basically ask 

the database if the name is actually a name or a bad word. When the 

name is processed, cleaned and finalized, a URL respond will be sent 

back to the client as a JSON document. 
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4.2 Design 

The main goal is to create a filter and I will demonstrate the 

functionality that was implemented. The solution will be showcased in 

smaller problems  

 
Figure 5: Class diagram  

The above class diagram is showcasing the business logic of the 

application and not the configuration classes or the RESTful web 

services. The Cleaner class in the diagram is what I will mainly focus on 

and some discussion about the IconReplace class as well as the 

ASCIUtils class.   
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4.2.1 Functionality 

This sub-chapter involves different types of profanity that needs to be 

handled by the application. Truecaller was very clear with what func-

tionalities they required for their application. The functionality of the 

filter will be explained together with some examples/code-

snippets/diagrams to demonstrate them.  

The functionality will be marked as either “Clean-up”, “String match” 

or “Improved clean-up” to make it easier to recognize when and where 

it is implemented and used in the execution-cycle model (Appendix B).                                           

 “Clean-up” algorithms are used in the first part of processing a 

name. 

 The “String match” algorithm is called after the name has been 

split into tokens (which it does in the clean-up methods) and are 

then sent as queries to the database to check for a match in the 

whitelist or blacklist. 

 The “Improved clean-up” algorithms are only called under spe-

cific conditions. The first condition is: The token should not get a 

match in the whitelist or blacklist. If the first condition is true, 

then it shall check if the name is uploaded from an English speak-

ing country. The reason I chose this strategy can be found under 

the explanation of those functions. 

 

1. Detect plain profanity (String match): The first type of profanity 

that I will talk about which is the easiest to detect is plain profani-

ty. When I refer to plain profanity I mean a bad word that isn’t in 

any form manipulated. That means that if somebody types in the 

word “stupid” as their name, it can easily be detected by just 

compare the name with a list of bad words to find a match (if the 

bad word is stored in the database). The most common way to 

handle a match is by doing a string replacement. That can mean 

two things. The first thing is to just delete the bad word (or: to-

ken) with an empty string. For example if somebody has stored 

the name “Stupid Arvin” as a contact in Truecallers database, 

then the clean result will be just “Arvin”. The second method of 

doing this, which internet message boards often use is to replace 
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the bad word with something kinder. The word “ass” can be 

shown as “butt” or it can even be censored too “a**”. Because of 

Truecallers business model of showing valid data when doing a 

number search, the application will replace all bad words with an 

empty string. 

 

Pseudo code 1: I can without difficulty communicate with the mongo database in 

java thanks to the mongo-java driver  

If you look at the first line in the pseudo code above, you can see that it 

checks if the name is uploaded from an English speaking country or not. 

The reason I’m doing this is because non-English names will be checked 

in both the English blacklist and the blacklist for that particular country. 

English bad words are often universally used in most countries, which 

is why it was logical to do a check-up with English bad words in all 

scenarios. 

 

2. Icons replace method (Clean-up): Manipulation of words is a 

common thing on message boards, and in this case also applies to 

Truecaller. For instance, instead of using the name “Arvin ass”, 

you can change the name to “Arvin @$$”. In this instance there 

needs to be a mechanism to convert the icons to the correct al-

phabetic-letter. In my solution I use a function that acts as a trans-

lator of icons before I am comparing the name to the blacklist. 

The problem with a situation like this is that there are so many 

ways to write a letter with a non-alphabetic letters and it can take 

a lot of time to accomplish a smart enough function, and at the 

same time people come up with many different variations of 

writing bad words. For example, another way to write the word 

“ass” could be to write each letter with many icons, like for ex-
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ample “‘/-\ss” and it can be a bit tricky to come up with all the 

different combinations as well as time consuming. 

 

Pseudo code 2: Replace non-alphabetic letters method 

To summaries the above pseudo code, the first if statement checks if 

there are non-alphabetic letters in the name. It exits the method if there 

aren’t, but if it is, then it will continue to seek for non-alphabetic letter/s 

and replace that character/s with the appropriate one. 

 

3. Dots and hyphens (Clean-up): Another situation is when a word 

is written with dots (.) or hyphens (-) in-between letters. I will 

demonstrate it with the same example as before. The word “ass” 

in this context could be demonstrated as “a.s.s” to elude a match 

in the blacklist. What I did was to remove all dots and hyphens 

before doing a look-up in the blacklist, because not all these situa-

tions would necessary contribute to a bad word. It could be 

somebody’s initials and if that’s the case then it’s a critical point 

to add them again to the name. 

The below diagram shows the function calls for detecting non-

alphabetic letters as well as the dots and hyphens detection method. 
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Sequence Diagram 1: Method calls for finding non-alphabetic letters 

 

4. Bad prefix/suffix (Improved clean-up): A common way to ma-

nipulate bad words is to bind more than one word together. In-

stead of naming somebody “Stupid Arvin” you could write “Stu-

pidArvin”, “ArvinStupid” or even “StupidArvinStupid”, to by-

pass the filter. I had two methods for this problem. The first is 

called “deleteBadPrefix” and the second is called ”deleteBadSuf-

fix”. 
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Sequence Diagram 2: For detecting higher manipulations 

These methods belong to the “Improved clean-up” family and those 

algorithms are only called on specific conditions, as previously clarified. 

The reason they are exclusive to English speaking countries is because of 

the fear of obtaining false positives. Even English names are at risk of 

being mistaken as a false positive, which is why all names that are 

consuming these methods will be flagged for future examination. 

 

5. Foreign Letters (Clean-up): The problem with most foreign let-

ters (minus Arabic and other Asian countries) is diacritics. One 

way to solve this is to store two instances of every name and 

word in the database, one with diacritics, if they occur, and the 

second instance without diacritics, replaced with a regular letters.  
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And secondly, the application could send two queries. One query 

with the original token and the second query with the token 

stripped from all its existing diacritics.  

One or both of these methods can be used to solve this problem.  

 

Sequence Diagram 3: strip diacritics method is only called for non-English speaking 

countries. 

 

6. Profanity with spaces (Improved clean-up): The last type of pro-

fanity is profanity separated by spaces. In this context the word 

“ass” can be written as “a s s”, “as s” or “a ss”. The method I used 

to solve this was to save all the different combinations of words 

in an array as well as their index. If somebody named one of their 

contacts “Douche bag Peter”, then the application would save the 

following combinations:  

Douchebag Peter Douche 

bagPeter 

Douche 

bag Peter 

DouchebagPeter 
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Table 1: This function is only called if no matches are found in the database 

The combinations are stored in a java ArrayList object and are compared 

to the names and bad words in the database. The above example would 

easily be detected and erased from the name, and return the clean name 

Peter. 

This functionality also belongs to the “Improved clean up” family and is 

only called under conditions previously explained. 

4.2.2 Non-functional requirements 

There are some non-functional requirements beside a working applica-

tion. For the application to be productive, it needs to be fast. Fast in this 

context means that it should be able to process millions of unprocessed 

and unfiltered names from Truecallers database every day. 

The code should be well documented and easy to understand for 

employees who want to maintain and continue develop the system. 

 

4.2.3 Execution-cycle 

The execution-cycle of the application is demonstrated with an activity 

diagram (Appendix B). This diagram will hopefully give you a better 

understanding on how the application processes names. 

 

4.3 RESTful web service 

The web service implementation consists of four classes. Three of the 

classes are for configuring and starting the web server. The fourth class, 

which I will discuss, is for setting up the services itself.  
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Code 1: The source code for the web service 

CleaningService class (code 1) consists of several annotations. The @GET 

and @POST annotations are for different types of requests in the 

browser for the sake of flexibility. The @QueryParam and @FormParam 

annotations are references which will be assigned to the String objects: 

word and language. These objects are then sent with the cleanData 

method which in turn is encapsulated within the clean method, which is 

where the filtering is done. Lastly, the @Produces annotation above the 

class name is saying that the result shall be returned as a JSON 

document. 
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Figure 6: Using the service through the browser 

Observing the address bar (Figure 6), we can see the name “Arvin 

asshole” (%20 is the Unicode for space) and the language “en” being 

sent as arguments to the program for cleaning. The result is the JSON 

document being shown in the browser in Figure 6. Copy the text and 

paste it in the website http://jsonviewer.stack.hu/ to make it readable. 

The readable version will look like this: 

 

http://jsonviewer.stack.hu/
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Figure 7: The JSON code shown in a structured manner 

The structure gives an easy to understand view of the document, where 

you can see at the top, the original name and the language. The 

separation of the name to tokens is the first thing that is done, in the 

“Clean-up” algorithm. Under the tokens structure you can see that the 

token “Arvin” has the “isOk”   variable set to true, whereas the 

“asshole” token has its set to false. The last variable “cleaned: Arvin” is 

the final result, without the profanity.  
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5 Results 
5.1 Data processing test results 

In the beginning of the project the testing was performed with selected 

data because the purpose was just to test if the different components in 

the application worked.  

Warning, the following content contains profane words! 

Ass, Çocky shit, stupid, dumb, @$$, 5h17, i.d.i.o.t, a-s-s, StupidArvin, Arv-

inStupid, dickArvindick, A S S, Je r k, I d i o t, fuckArvinfuck f.u c.k Hasse 

@$$, H.a.s.s.e @$$ cock MoradiAsS a.s-s A.M arvinshit fuckArvinfuck Fu cK, 

fu ck Hasse  cock, A.M sh itarvin cock, "Sven-Erik Anderson, fu ck Hasse, 

@@@ a.s-s A.M, A.Moradi @ss Ha$$e cock, a.s-s A.M shitarvin, ¬ךױ. 

Clean data 

Arvin, Arvin, Arvin, Arvin, Hasse, H.a.s.s.e Moradi A.M arvin Arvin, Hasse , 

A.M sh itarvin, "Sven-Erik Anderson, Hasse, @@@ A.M, A.Moradi Ha$$e, 

A.M arvin, ¬ךױ. 

The above data (names & bad words) is some of the sample data I used to 

see if the application could filter out the bad words and just keep the 

clean data. The result is evident.  

How does it fare with the real world? 

The next step was to do a test with real data gathered from Truecallers 

database. The test was done by letting the application processing 5000 

random names from a list of millions. This was done 138 times to see 

how many bad words would get detected, if any. Note that the applica-

tion was drawing with replacement, meaning that the same name can be 

drawn multiple times. 

http://en.wikipedia.org/wiki/%C3%87
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Chart 1: X-axis shows the number of expletives that were found and the y-axis 

shows how many times that amount of expletives were found 

The result in the chart shows how profanity is distributed. The purpose 

of this test was not to calculate the probability of finding x amount of 

bad words from 5000 names. The questions I wanted answers for were:  

1. Does the filter work?  

2. Can the application find profanity that Truecaller’s services ha-

ven’t found yet? 

The answers were positive and the result is indicating that the applica-

tion works as desired. 

5.2 Performance test result 

The performance test is the time it takes to process a finite set of name 

entries as well as the execution time.  I will try to get the most realistic 

result by using data from Truecallers database. As the diagram below 

demonstrates, the tests were done by measuring the time it would take 

to process 5000 to 50 000 names with a 5000 name increase interval.   
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Graph 1: The result for the performance test 

The result above is a linear curve where the number of names is a 

function of time. This is a pretty accurate estimation and the result 

should be similar on most modern computers. 

Truecaller will probably process millions of new contacts every day, so 

we can make an estimation of how long it would take to process 10 

million names with our given data.  

The linear function        is one way of estimate the time (y) it 

would take to process 10 million names (x). The second method is 

extrapolation, which is an estimation of measured values outside the 

measuring range. Extrapolation works in this case since we are pretty 

sure the curve will continue in a linear pattern. The reason is the algo-

rithm can only handle one name at a time, which essentially means that 

all names will take about as long to process.  

Both methods give us an estimation of about 6 hours to process 10 

million names. (Appendix C: Mathematical calculations) 
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6 Discussion 
6.1 Did the application meet the expectations? 

Yes… 

The result (: data processing test) indicates that the functionality works 

properly and that there aren’t any known bugs. The application had no 

problem detecting bad words in any kind of form, and only returned 

clean data.  

The application also found profanity when testing was done with data 

from Truecallers database, which gives the application an added value. I 

filled my whitelist with 3000 human names and the blacklist with 400 

bad words, so these results are relative to my equipment. The result 

could potentially have a different outcome if I had access to Truecallers 

whitelist and blacklists which are most definitely a lot bigger and 

greater than mine. I want to point out again, that the purpose of this test 

was to see if the filter mechanism works and if it could find profanity 

that hadn’t yet been detected by Truecaller services. The result is 

obviously showing that it did and that the application actually works 

well in practice.  

The performance was good relatively to the amount of data it could 

process in x amount of time. We estimated a 6 hour execution time for 

processing 10 million names. This is a good result and should be rea-

sonable for the company at the present day. 

Some of the functionality probably isn’t ready for production stage yet 

because of unreliable decisions. Some functions are exposed to potential 

false positives. An example is the bad prefix and suffix methods. The 

problem is that there is such a wide variety of names all over the world. 

Many of these names could have prefixes or suffixes that would give a 

match in the blacklist without actually being profane. These methods 

are only enabled in special situations, and names that are processed 

through these methods will be flagged for future examinations. There 

are a couple of ways to handle flagged data. The next sub-chapter (6.2) 

goes through functionality that weren’t implemented because of time 

restraints, but would help make the application stronger in its decision 

process. 



Smart clustering system for filtering and 

cleaning user generated content - Creating a 

profanity filter for Truecaller 

Arvin Moradi   

Discussion 

2013-04-23 

 

Based on the Mid Sweden University template for technical reports, written by Magnus Eriksson, Kenneth Berg and Mårten Sjöström. 

28 

6.2 What improvements can be made on reliability? 

6.2.1 Third party services 

Truecaller works in partnership with a third party service that does 

word verification. Names are sent as queries and a true or false message 

are returned as a result to describe if the name is approved or not. The 

service can find profanity, racial slurs and more in most languages and 

this service would help to support the decision process if it was imple-

mented in the application. It had a medium priority and was unfortu-

nately left out because of time constraints. It should definitely be added 

because it gives an extra credibility to the application. And it would also 

help to populate the whitelist and blacklist with data. The code is 

structured in a way that makes it easy to incorporate the service and 

should be done relatively fast by the next person continuing on my 

work.  

6.2.2 Points system 

It can be hard for the application to distinguish names and expletives 

when there isn’t a match in the database. The application could call 

some extra methods, like for example, the delete bad prefix or suffix 

methods for an extra look-up. This would still not make it totally trust 

worthy. One thing that would be smart could be to implement a point 

system to the application. 

 A match in the whitelist gives 50 points. 

 A match in the blacklist gives -50 points. 

 No match gives something in-between and flags it. 

Maybe there are ways to make some of the methods even more effective. 

Every name that hasn’t gotten a match in the database could maybe go 

through a loop where it is dissecting the contact into smaller fragments 

and each one of these fragments are then checked with the database. The 

fragments should get plus points if it’s a match in the whitelist, minus 

points if it’s in the blacklist and zero points if the fragment is unrecog-

nized. The higher the points are, the more thrust worthy the contact 

name is.  
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It is possible to use or modify some of the methods I’ve created to 

dissect a contact name, or you can do it by trying all different combina-

tions of the name, or maybe something totally else. 

6.2.3 Human administrative interface 

Me and my supervisor Umut Alp talked about creating a human admin-

istrative interface for an employee or a hired worker to examine once 

every month or so. The administration interface would work as a web 

interface where all the flagged or suspicious names would be listed for a 

human to analyze. A human will in most cases always be more accurate 

than a filter in cases like these.  Because of time constraints, the adminis-

trative interface had a low priority and was marked as a future feature 

in the project definition document. 

6.3 What improvements can be made on performance? 

Truecaller is growing at a fast rate and they are gaining more numbers 

each day. The execution time is currently good, but may not be in the 

future when the rate of uploaded numbers is growing. So I made a list 

of different ways to increase the performance of the application. 

1) You can parallelize the queries so they start at the same time and 

don’t wait to start before another finishes. This way you can have better 

scalability if you have higher loads. 

2) Another idea can be trying to make an exact-word search and do it 

using hashes. You can try exact-search first and then partial searches. 

This method needs statistical measurements to see if it improves. For 

example, if you have high hit-rates with exact-match searches then this 

will improve. For misses, it will generate a second query which will 

slow it down. Overall it is likely to improve since most names for 

example can be found in exact-match database. 

3) RESTful JSON over HTTP was chosen because it is easy to setup and 

administer, but you can use all sorts of lighter weight protocols both on 

the higher level and lower level. Instead of RESTful JSON over HTTP, 

you can use for example Thrift as transmission protocol over regular 

TCP. Overhead is much less in this second scenario, but you need 

custom protocol implementation for the clients of your service. In the 

REST case you only need the protocol definition and you are fine even 

with a browser which can fire GET/POST requests. I didn't optimize 
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solely for performance, but for ease of use and clarity at this stage. 

Truecaller could do it the other way before production since it’s going to 

be an internal service. 

6.4 Method evaluation  

I feel like my technical approach of splitting the algorithm into three 

different parts has been the right thing to do. It is much easier to under-

stand the logic when studying the code and do further developing. An 

immense algorithm would have been difficult to maintain and further 

develop upon. 

The waterfall model has worked great during this course. The project 

was done iteratively where new functionality was chosen and processed 

through the waterfall procedure. This was a very helpful principal and 

made it very smooth to implement new functionality. 

The hardest part of this project was to design the application. The reason 

was that a lot of the frameworks were new to me which I had no previ-

ous experience with at all. The pre-study period felt short to learn all the 

frameworks, study different algorithms, and studying profanity charac-

teristics. This meant that the design process was a little longer than 

expected. I had to look back and read manuals and study some frame-

works that were a little trickier to understand. Had I known about this 

before the project, maybe I would have increased the pre-study period, 

with a few extra days? Fortunately it went well in the end and I man-

aged to successfully create what I wanted. 

I enjoyed the freedom I was given by the Truecaller staff and the fre-

quent meetings I had with them were always instructive. They always 

listened to my ideas. I think that the meetings gave both sides a better 

understanding of how the application should be designed. 
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Appendix C: Mathematical 
calculations 
 

Estimating the time to process 10 million names with a linear function: 

       

  

   
      
     

  
            

          
 
    

     
          

                                   

                                                      

 

 

Estimating the time to process 10 million names with extrapolation: 

I assume that it takes 58 seconds to process 25 000 names (According to 

my test results).  
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