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Abstract
Performance  has  always  been  a  major  concern  among  computers  and 
microprocessors. So have the qualities of the applications that are executed by 
these  processors.  When  the  multicore  evolution  began,  programmers  faced  a 
shift  in programming paradigms required to utilize the full  potential  of  these 
processors.  Now  that  the  same  evolution  has  reached  the  market  of  mobile 
devices,  the  developers  focusing  on  mobile  platforms  are  facing  the  same 
challenge.
This thesis focuses on assessing some of the possible application quality gains 
that can be achieved by adopting parallel  programming techniques for mobile 
platforms. In particular, throughput performance, low-latency performance and 
power consumption.
A Proof of Concept application was developed to measure these specific qualities 
using  a  streamed  data  parallel  approach.  By  adopting  proper  parallel 
programming techniques to utilize the multicore processor architecture, it was 
possible  to  achieve  90% better  throughput  performance  or  the  same  latency 
quality  with 60% lower  CPU frequency.  Unfortunately,  the power  consumption 
could not be accurately measured using the available hardware.



  Table of contents

Table of contents
► Abstract........................................................................................... iv
► Table of contents.............................................................................v
►1 Introduction.....................................................................................1
►1.1 Multicore Processors..........................................................................1
►1.2 Mobile platforms...............................................................................2
►2 Purpose............................................................................................3
►3 Project Method.................................................................................5
►3.1 Research............................................................................................5
►3.2 Implementation and Benchmarking....................................................5
►3.2.1 Throughput......................................................................................5
►3.2.2 Latency............................................................................................6
►3.3 Analysis and Evaluation.....................................................................6
►3.3.1 Throughput......................................................................................6
►3.3.2 Latency............................................................................................6
►3.4 Project Limitations.............................................................................7
►4 Technical Background......................................................................9
►4.1 Execution Patterns.............................................................................9
►4.1.1 Concurrent Execution.........................................................................9
►4.1.2 Parallel Execution............................................................................10
►4.1.3 Non-determinism............................................................................10
►4.1.4 Synchronization...............................................................................11
►4.1.5 Speedup.........................................................................................11
►4.2 Parallel Programming Paradigms.....................................................11
►4.2.1 Iterative Parallelism..........................................................................12
►4.2.2 Producers and consumers paradigm...................................................12
►4.3 Blocking vs. Non-blocking Operations.............................................13
►4.4 Android...........................................................................................13
►4.4.1 System Architecture.........................................................................13
►4.4.2 Application Fundamentals.................................................................15
►4.4.3 Application Components...................................................................15
►4.4.4 Android Threading Model..................................................................16
►4.4.5 Component Lifecycles.......................................................................16
►4.5 Tegra 250........................................................................................17
►5 Synthetic Benchmark.....................................................................19
►5.1 Workload.........................................................................................20
►5.1.1 Advanced Audio Coding....................................................................20
►5.1.2 MP4...............................................................................................20
►5.1.3 JAAD..............................................................................................20
►5.2 Synthetic benchmark architecture....................................................21
►5.3 OrderedBlockingQueue....................................................................22
►5.3.1 Ordering.........................................................................................22
►5.3.2 Remove operation............................................................................23
►5.4 End of Stream..................................................................................24
►5.5 Statistics..........................................................................................24
►6 Using the Harmony Development Board.......................................27
►6.1 Android Debugging Bridge..............................................................27
►6.2 Frequency Scaling............................................................................27

v



  Table of contents
►6.2.1 Tegra2 DVFS facts............................................................................28
►6.2.2 Manual Frequency Scaling.................................................................28

►7 Benchmark Results........................................................................31
►7.1 Workload.........................................................................................31
►7.2 Throughput.....................................................................................31
►7.3 Latency............................................................................................32
►8 Discussion......................................................................................35
►9 Conclusion.....................................................................................37
►10 Future Work...................................................................................39
►11 References.....................................................................................41
►12 Acknowledgments.........................................................................43

Figure Index
Figure 1: Android system architecture [8]..........................................................14
Figure 2: Tegra2 overview [2]............................................................................18
Figure 3: ARM Coretex A9 MPcore Implementation [3].......................................18
Figure 4: Logical flow structure of the PoCA......................................................19
Figure 5: Example structure of a min-heap........................................................23
Figure 6: Throughput performance results.........................................................32
Figure 7: Latency performance results...............................................................32

vi



 1   Introduction

1 Introduction
Performance  have  always  been  a  major  concern  about  computers  and 
microprocessors.  Traditionally,  the  processor  vendors  have  strived  to  achieve 
better performance by designing processors with higher internal clock frequency. 
By increasing the clock frequency of the processors higher throughput and lower 
latencies were naturally achieved without any required design efforts from the 
programmer.
However, processor vendors got to a point where raising the clock frequencies 
was no longer feasible due to electrical and thermal restrictions. In order to meet 
the  ever  growing  demand  of  computational  performance,  processor  vendors 
resolved to couple several  processors into the same chip, so called  multicore 
processors.

1.1 Multicore Processors
The multicore processors consists of several computational units (cores) that can 
execute in parallel. As a contradiction to traditional multiprocessor architectures, 
where  several  singlecore  processors  are  connected  on  the  same logic  board, 
multicore processors can have shared caches and more efficient interconnects. 
This usually results in higher performance and lower power consumptions.
However, this major change in processor architecture also brings change to the 
way applications are executed (in order to fully utilize the potential performance 
these processors provide). Applications are no longer as easy to port from one 
processor  to  another  (without  sacrificing  the  performance  gain),  as  with  the 
traditional  singlecore  processors.  This  architectural  change  demands  more 
complex application design by the programmer.
In order  to utilize  the full  potential  of  multicore processors,  the programmer 
needs  to  adopt  her  programming  techniques  and  application  design  bearing 
parallel execution in mind. As parallel execution is more complex than traditional 
serial execution, this transition of programming paradigms and techniques may 
be a huge step for many programmers.
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1.2 Mobile platforms
In a society where mobile computing is becoming increasingly popular and well 
integrated  with  our  daily  lives,  so  does  the  demand  of  function  and 
computational performance increase within these mobile devices.
The last decade we've seen a rapid development of features and functionality of 
cellular communication devices. Many such features include:

• Multiple communication transceivers,  often multi-band, supporting data 
rates up to several Mb/s, increasingly based on the Internet Protocol (IP).

• Connectivity functionality such as BlueTooth, WLAN and GPS.
• Email and web browsing.
• Digital music playback and photography.
• Downloading of applications, such as games. [1]

In order for mobile device manufacturers to meet this ever-growing demand of 
performance,  manufacturers  are  increasingly  equipping  their  products  with 
multicore processors [2].

2



 2   Purpose

2 Purpose
The  goal  of  this  thesis  is  evaluate  the  benefits  of  adapting  programming 
techniques to utilize multicore processors for mobile devices in order to enhance 
qualities of mobile applications. In particular, qualities in terms of:

• Throughput performance.
The total time to complete a set of tasks.

• Latency performance.
To  achieve  a  level  of  low-latency  quality  where  tasks  are  required  to 
complete within time constraints.

• Power consumption.
The effective chip power usage required to perform a set of tasks.

By these evaluations we hope to accelerate and aid mobile software developers in 
the evolutionary transition to parallel programming techniques in order to further 
improve technology and application quality.
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3 Project Method
This project was administered in a subset of phases. The foremost phase is to 
collect  the necessary  research in order  to understand  existing studies on the 
topic as well as the technology regarding the project. The second phase was to 
develop  a  Proof  of  Concept  implementation  and  benchmarking application 
utilizing parallel execution. The proceeding third phase is analysis and evaluation 
of the implementation qualities.
Due to resource and time constraints, there will be some  project limitations in 
order to fit the time frame of this thesis.

3.1 Research
Much research has been made in the topic of multicore processors and parallel 
execution.  To make sense of this project, the study of relevant existing studies 
and technology is necessary. This essentially involves studies of academic and 
scientific research that makes the fundamental intelligence regarding the project 
purpose.
In addition to scientific  research,  the study of existing technologies  is  key to 
understanding and inspiring on how to implement these concepts for a selected 
platform.  Such  technologies  include  parallel  programming  techniques, 
Application Programming Interfaces (API), frameworks, programming languages 
and execution environments relevant to the platform.

3.2 Implementation and Benchmarking
In  order  to  implement  the  collected  research  a  Proof  of  Concept  Application 
(PoCA) will be developed. This PoCA will be designed so that it can be tuned to 
collect  statistics  with  different  key  aspect  relevant  to  different  application 
qualities, namely throughput and latency.

3.2.1 Throughput
To measure the throughput of the PoCA it will be ran with

• on one core only, and
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• fully parallelized on two cores.

3.2.2 Latency
To measure latency of the PoCA it will  be designed in a way that it will  allow 
statistical data to be collected within selected crucial operations.
To simulate a situation where the result of each task have a defined digestion 
time (as when presenting the results to a User Interface), a waiting operation will 
be introduced in the final consumer thread. Failure to keep this final consumer 
thread busy will be considered a failure to meet latency requirements of a real-
time system (equivalently by missing a deadline).
The PoCA will be run at different CPU frequencies to establish the average latency 
values  with  respect  to  the  CPU  frequency.  These  tests  will  be  independently 
performed using one and two worker threads respectively. More details regarding 
the parallel execution (leveraging cores and worker threads) will be described in 
chapter 6.

3.3 Analysis and Evaluation
When  the  series  of  benchmarking  runs  have  been  made  the  data  will  be 
statistically  analyzed  appropriately  in  order  to  evaluate  the  key  application 
qualities, such as throughput and latency.

3.3.1 Throughput
Throughput will be measured by calculating the speedup achieved by executing 
the PoCA using one and two cores respectively.
Note that no digestion time is used when benchmarking throughput (more about 
digestion time in chapter 5).

3.3.2 Latency
Data will be collected to calculate the average latency times of the PoCA. This 
value will be compared to the digestion time (and possibly some extra term of 
acceptance) to see if deadlines are met or not.
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The latency results from both execution modes will be plotted with respect to 
CPU frequency.

3.4 Project Limitations
The project will be limited to:

• Hardware:
nVIDIA Tegra 250 “Harmony” development board.

• Mobile platform:
Android v2.2 “Froyo”.

Due to restricted possibilities within the available hardware, power consumption 
can not be accurately measured. Thereby aspects of power consumption cannot 
be properly assessed through implementation.
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4 Technical Background
In order to digest the rest of this document, some technical background may be 
applicable.  A reader who feels confident about the presented theory in any of 
these sections may skip them.
First,  a  few very  brief  differences of  program execution will  be introduced in 
section  4.1.  Second,  a  brief  overview of  the Android  mobile  platform will  be 
presented. Finally, a few words on the Tegra 250 processor.

4.1 Execution Patterns
Traditionally, in a single core CPU, execution of an application happens from top 
to bottom. Many branches of  execution paths may occur  but instructions are 
always performed in the same order as the programmer wrote them.
However, in a modern operating system that uses execution time sharing, several 
applications can run concurrently or, on multicore processors, also in parallel.

4.1.1 Concurrent Execution
Concurrent execution means that several subsets of program code (threads) can 
share execution time of the same processor in a way that the threads seems to 
be running simultaneously to the user.
Many operating systems uses a time slicing mechanism to interrupt execution 
and  to  perform  a  context  switch between  the  threads.  This  way,  several 
applications can be run concurrently by the same processor. [5]
The operating system component that handle threads and context switching is 
called the scheduler.
There are two types of threads:  Lightweight threads (often called just  threads) 
and  heavyweight  threads (also  called  processes)  [3].  In  a  UNIX  system,  each 
application runs as a process that can spawn other threads. [4]
Utilizing  concurrent  execution,  performance  can  be  increased  when  the 
application relies on heavy IO-operations. A thread blocked in an IO-operation 
can be switched by the scheduler in favor for other threads to execute while the 
IO-operation is processed by the IO-device. This requires that the IO-device is 
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DMA-capable  (Direct  Memory  Access)  such  as  storage  controllers,  Network 
Interface Cards (NIC) and certain multimedia controllers. [5]

4.1.2 Parallel Execution
Some computers may have several processors on the same logic board (with an 
external  interconnection)  while  some  processors  have  several  cores  (with  an 
integrated interconnection within the processor).
In  computer  systems  where  several  CPUs  or  CPU  cores  are  available,  the 
operating  system  and  scheduler  can  be  designed  to  distribute  execution  of 
threads  over  several  CPUs/cores.  This  allows  threads  to  be  executed  in  true 
parallel,  as in contradiction to concurrent execution where execution is sliced 
over time.
Note that threads can still  be run concurrently (in parallel)  on each core in a 
multicore system. It is up to to scheduler to decide what threads are run on what 
core.

4.1.3 Non-determinism
Due to the complexity of concurrent and parallel execution, the order of which 
threads are executed tend to be non-deterministic depending on environmental 
circumstances such as hardware,  scheduler  policy  and external  system events 
(user  interaction,  network  usage,  etc).  This  makes  co-operation  (accessing 
shared  resources)  between  the  threads  complicated.  Imagine  the  following 
situation:

1. Thread A is performing a heavy computation of some sort that involves 
reading shared memory location (variable) X.

2. The time-slice for Thread A ends, so the scheduler  performs a context 
switch to Thread B. Note that Thread A have no logical awareness of this 
happening.

3. Thread B is now running and updates the shared memory location X to 
another  value  in  order  to  perform  some  kind  of  co-
operation/communication with Thread A.

4. The scheduler performs a context switch back to Thread A.
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5. Thread A continues  its  computations  totally  unaware  of  that  a  context 

switching had been performed meanwhile and equally unaware of the fact 
that X has been modified by Thread B. The computation relying on the 
shared variable  X  breaks  due to logical  errors.  Or  in  other  words:  The 
safety property does not hold.

4.1.4 Synchronization
Communication  between  threads  are  often  achieved  by  shared  variables.  To 
accurately  share  resources  and  variables  between  threads,  synchronization 
mechanisms need to be deployed. [3]
One way to achieve synchronization between threads is by using some  mutual  
exclusion mechanism. A mutual exclusion (sometimes called mutex) ensures that 
only one thread is allowed to access a shared resource at a time. Because of this 
requirement,  there  may  be  a  slight  performance  overhead  due  to 
synchronization.

4.1.5 Speedup
Speedup is measurement of performance increase of executing an algorithm in 
parallel that can be measured by:

SpeedupN=
T N
T 1

Where  T N  is the time of execution on N processors and  T 1  is the sequential 
execution time.
The theoretically maximum speedup a parallelized algorithm can achieve is:
Speedupmax<N

Where N is the number of processors. [3]

4.2 Parallel Programming Paradigms
As a programmer, there are many ways in which parallelism can be achieved. 
However,  there  are  some  scientifically  defined  parallel  programming  models. 
Some include:
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• Iterative  parallelism  (sometimes  called  loop  parallelism or  data 

parallelism).
• Recursive parallelism.
• Producers and consumers paradigm.
• Interacting peers.
• Servers and clients paradigm.

The  PoCA  resembles  a  kind  of   iterative  parallelism (using  a  Bag  of  Tasks, 
explained in 4.2.1) in combination with the producers and consumers paradigm 
and thereby these paradigms will be explained in more detail.

4.2.1 Iterative Parallelism
The main characteristics of iterative parallelism are that homogenous threads co-
operate to solve the same problem. Iterative parallelism are usually parallelized 
loops where loop iterations are distributed across several threads.
In situations where the loop iterations are initially  unknown or when dynamic 
load balancing is desired between the threads, a “bag of tasks” can be used [3]. 
Threads then fetches tasks or data sets from a shared pool (the “bag”) as needed 
(and as available).
Iterative parallelism is sometimes called loop parallelism or data parallelism.

4.2.2 Producers and consumers paradigm
The producers and consumers paradigm is a communication paradigm involving 
two or more threads, of which some have a role of producing data and others of 
consuming data.
Producer threads usually performs some computation and output the results a 
shared buffer. The consumers usually read the results from the shared buffer and 
possibly  performs  additional  computations  or  analysis  depending  on  these 
results.
The shared buffer in between the producers and consumers becomes a type of 
synchronization  in  this  case  and  should  incorporate  some  kind  of  mutex 
mechanism.
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4.3 Blocking vs. Non-blocking Operations
When a thread attempts to acquire access to a resource that may (or may not) be 
instantly available due to mutex restrictions, the thread may have to wait for the 
resource to become available. This is called blocking.
A benefit of blocking operations is that a calling thread may effectively wait for 
the resource to become available with less effort required by the programmer. 
The downside, however, is that the thread will  be unable to proceed until  the 
resource is available (unless special interruption mechanisms are at hand).
As  an  opposite  to  blocking  operations,  non-blocking  operations  return 
immediately  regardless  of  whether  the  resource  was  available  or  not.  This  is 
beneficial when the programmer wishes to have a more customized control of 
how to handle a situation where the resource is unavailable,  to the price of a 
possibly more complex program code.

4.4 Android
Android is a software stack for mobile devices that includes an operating system, 
middleware and key applications. [8]
This section will  briefly  explain how Android works with respect  to some key 
features relevant to the project.
The paragraphs in this section (4.4.1 to 4.4.5) all refer  the Android developers 
guide [8].

4.4.1 System Architecture
Figure 1 shows the major components of the Android operating system, some of 
them are explained in more detail.

13
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4.4.1.1 Android Runtime  
Android includes a set of core libraries that provides most of the functionality 
available in the core libraries of the Java programming language.
Every Android application runs in its own process, with its own instance of the 
Dalvik  Virtual  Machine.  The  Dalvik  VM  is  register-based,  and  runs  classes 
compiled by a Java language compiler that have been transformed into a special 
format (.dex).
The Dalvik  VM relies  on the Linux kernel  for  underlying functionality  such as 
threading and low-level memory management.

4.4.1.2 Linux Kernel  
Android relies on Linux version 2.6 for core system services such as security, 
memory management, process management,  network stack, and driver model. 
The kernel also acts as an abstraction layer between the hardware and the rest of 
the software stack.

14
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4.4.2 Application Fundamentals
Android applications are written in the Java programming language. Upon build 
of an Android application, the compiled classes are bundled with any additional 
resource files (such as graphics, static multimedia content and metadata) into an 
Android Package (APK-file). This file is considered to be one application and is 
used for installation in an Android platform.
The  Android  package  also  includes  metadata  about  what  permissions  the 
application requires. These permissions (such as accessing storage, GPS location, 
Internet  connectivity,  hardware  controls,  etc)  are  accepted by the user  during 
installation of the application.  Once installed,  each application lives within its 
own security sandbox. In this way, the Android system implements the principle 
of least privilege. That is, each application, by default, has access only to the 
components that it requires to do its work and no more.

4.4.3 Application Components
As opposed to traditional application execution where the system launches an 
initial application entry point (such as a main-function), Android applications are 
structured as a set of components. These components can be launched by the 
system independently of each other, depending on the application design. 
There are  four  different  types  of  application components.  Each type serves  a 
distinct purpose and has a distinct lifecycle that defines how the component is 
created and destroyed.
The application components types are:

• Activities.
• Services.
• Content providers.
• Broadcast receivers.

Each implemented component should have a specific task or purpose. Because 
different  applications  can  invoke  each  others  components.   This  way,  a  well 
designed application can allow other applications to re-use its functionality to 
collaborate  in  a  modular  way.  Each component  runs  within  its  corresponding 
application process.
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4.4.4 Android Threading Model
Each application runs as its own process and all components are run within the 
main-thread of this same process. This includes the User Interface (UI). As there 
is  no  separate  threading  of  the  individual  components,  it  is  up  to  the 
programmer  to  explicitly  design  the  application  components  to  use  threads 
where applicable.
Input to application components are handled by a message queue mechanism 
integrated within the components. Events are dispatched by the Android system 
to an application component and finally handled by an event handler written by 
the application programmer. Failure to handle such an event within 5 seconds 
will  result  in  the  Android  system  to  consider  the  application  to  not  being 
responding.  If  this  happens,  a  message  will  be  displayed  to  the  user.  This 
message is called an ANR (Application Not Responding) and is considered to be 
an erroneous  state of  the application.  The user  may choose  to force  kill  the 
application.
Since the UI is run in the main-thread along with everything else, it is particularly 
important to perform computationally heavy tasks within separate threads than 
the main-thread. Otherwise, the UI may fail to be responsive to the user and in 
wort  case  cause  an  ANR  state  of  the  application.  Low  UI  responsiveness  is 
considered to be a bad user experience and is a common reason for a user to 
uninstall an application.
An important detail  is also that the Android UI API is  not thread-safe. To aid 
manipulation of the UI from separate threads, some classes exist that operates 
by posting events  back  to  the activity  component  event  queue.  These  events 
closely resembles the paradigm of an executable  task being performed by the 
main-thread. However, any threading/synchronization technique available in the 
Java specification can be used.

4.4.5 Component Lifecycles
As  mentioned  earlier  in  this  chapter,  an  application  may  have  several 
components that the Android system may use as different entry points into an 
application. These components also have a set of lifecycle methods incorporated 
depending  on  the  component  type.  The  lifecycle  methods  are  used  by  the 
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Android system to control  the behavior  of  a component.  Such behavior  could 
include creation, pausing, resuming and termination.
Using the lifecycle methods, an application developer can design what actions to 
take depending on what the Android system demands of it. The same concepts of 
ANR applies to the lifecycle methods as well.

4.5 Tegra 250
The Tegra 250 (Tegra2) SoC is a heterogeneous multicore processor optimized 
for high-performance mobile devices. It features:

• a ARM Cortex A9 dual-core processor.
• An ULV (Ultra Low Voltage) OpenGL ES 2.0 compatible GPU.
• Specialized co-processors for image and multimedia processing.

An overview  of  the  logical  components  of  within  the  Tegra2  is  displayed  by 
Figure 2 and an overview of the dual-core ARM Cortex A9 CPU is displayed by 
Figure 3.
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Figure 3: ARM Coretex A9 MPcore Implementation [3]

Figure 2: Tegra2 overview [2]
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5 Synthetic Benchmark
To assess the specific application performance qualities presented in chapter 2 
and 3, a synthetic benchmark – or Proof of Concept Application (hereby named 
PoCA) - was designed and implemented. This chapter is dedicated to the PoCA.
Figure 4 displays the logical structure of the PoCA.
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5.1 Workload
As a twist to make the implementation more interesting, the application workload 
resembles a real-use case scenario of streaming media content. Note that the 
purpose of this  project  is  not about  streaming media  nor  parallelizing media 
processing in particular, but to evaluate possible performance gains specific to 
mobile computing. However, streaming media is an excellent example workload 
for the purpose of this project as the nature of streaming media may introduce a 
better understanding of the application to both academics and industrial readers 
alike.
This section briefly describes some of the multimedia formats used. The audio 
encoding scheme used is AAC, the multimedia container format used is MP4 and 
the demultiplexer/decoder used is JAAD.

5.1.1 Advanced Audio Coding
Advanced  Audio  Coding  (AAC)  is  a  standardized,  lossy  compression  and 
encoding scheme for digital audio. AAC has been standardized by ISO and IEC, as 
part of the MPEG-2 and MPEG-4 specifications.

5.1.2 MP4
MP4 is a multimedia container format commonly used to encapsulate AAC bit-
streams, possibly with additional media streams such as video and video sub-
titles. MP4 has been standardized by the ISO and IEC.
Encapsulating AAC data using a container such as MP4 enhances playback and 
streaming capabilities by dividing an AAC bit-stream into subset chunks of data 
called frames. Each frame contains some headers and some encoded audio data. 
The size of a frame can vary but usually represents about 23ms of audio.

5.1.3 JAAD
JAAD  is  a  cross-platform  and  portable  AAC  decoder  and  MP4  demultiplexer 
library entirely written in Java. JAAD is open-source and released under the GPLv3 
license. The version of JAAD used in this application is 0.8.1.
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Some difficulties were encountered while porting JAAD to the Android SDK, some 
of them were managed through workarounds and some other were irrelevant to 
this project.

5.2 Synthetic benchmark architecture
The PoCA is  composed  by  a  set  of  components.  Some of  these  components 
execute  in  a  separate  thread  and  some  components  are  simply  shared  data 
structures. See Figure 4.
The  first  componenet,  called  the  Fetcher,  simply  reads  input  data  from  an 
arbitrary source, partitions this data into suitable chunks and then outputs these 
chunks into a shared buffer. More specifically, the Fetcher in PoCA:

• Reads from the SD-card (Secure Digital) storage device,
• interprets an MP4 formatted stream,
• demultiplexes the MP4 stream extracting AAC encoded frames, and
• outputs the frames into a FIFO (First In First Out) queue buffer.

The FIFO queue is synchronized by mutual exclusion and have an add-operation 
(used by the Fetcher) that blocks when a predefined size limit is reached.
The  Worker is  the  component  (thread)  that  constitutes  the  load  of  the 
benchmark. This component simply

• pulls AAC encoded frames from the FIFO buffer,
• decodes it (computationally heavy operation), and
• inserts the result (raw audio samples) into a special shared data structure 

called  the  OrderedBlockingQueue.  This  special  data  structure  addresses 
some important side-effects of parallel computations, more about this in 
chapter 5.3.

The last component is the Composer. This component pulls chunks of raw audio 
samples  from  the  OrderedBlockingQueue  and  collects  statistics  of  these 
operations.
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5.3 OrderedBlockingQueue
The OrderedBlockingQueue is a data structure specially crafted to address the 
specific needs of ordering the result data in the same order as the encoded data 
was read.  This  ordering problem (and solution)  is  explained in detail  in sub-
section  5.5.1  and the  blocking  remove operation  is  explained in  sub-section 
5.5.2.

5.3.1 Ordering
When several Worker thread instances are employed, data chunks are processed 
concurrently  or  in  parallel.  Due  to  the  non-deterministic  behavior  of 
concurrent/parallel execution, the workers may complete their computations in 
random order. If a worker would just add its computed results into a standard 
FIFO queue, the order of the results could hence become random as well. In order 
to address this behavior, a more sophisticated data structure must be used.
The  OrderedBlockingQueue  is  structured  as  a  min-heap  data  structure 
(sometimes referred to as a PriorityQueue). A min-heap is structured as a binary 
search  tree  where  the  top  (head)  node  always  have  the  key  value  with  least 
natural ordering, or more formally:

If B is a child node of A, then key(A) ≤ key(B)

The insert (add) operations have a time complexity of O(logN )  and the remove 
(get) operation have a time complexity of O(1) . [7]
Figure 5 shows an example of a min-heap.
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5.3.2 Remove operation
The min-heap structure of the OrderedBlockingQueue have the property that the 
head element always is the element with least natural  ordering. However, one 
problem still resides. In applications where elements must follow a strict order, 
the min-heap structure needs an additional mechanism.
Strict ordering is defined as:

Each  element  removed  is  the  successor  element  of  the 

previously removed element by exactly 1.

Consider the following example:
These elements exists in the min-heap structure:

E = { 1 , 2 , 4 }

This means that the workers have completed data chunk number 1, 2 and 4. Note 
that chunk 3 is not yet available due to the fact that a worker is still processing it.
If  the Composer  (explained in  section 5.6)  would remove (get)  all  these data 
chunks, it will receive it in the above order, which do not follow strict ordering 
(frame 3 would be excluded).
To solve this glitch (due to the non-deterministic behavior of concurrent/parallel  
execution), a special condition is introduced.
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In the case where the next element (min-heap head node) is not the successor 
element  of  the  previous  element,  the remove  operation  blocks until  the  true 
successor element is available.
The OrderedBlockingQueue uses  a  special  interface  Ordered that  extends  the 
Comparable interface.  The  Ordered  interface  adds  methods  to  tag  the 
implementation with a fixed ordering number to allow absolute ordering of its 
instances  (as  in  contradiction  to  relative  ordering using  only  the Comparable 
interface).

5.4 End of Stream
When implementing the producers and consumers communication paradigm, the 
way  the  threads  synchronize  is  by  the  shared  variable(s)/buffer(s).  Unless 
additional synchronization och communication mechanisms are introduced, this 
is the only way the threads can communicate without disrupting correctness of 
the application.
In the PoCA, a special data chunk - the poison pill - are used to signal from a 
producer to a consumer that the end of the stream has been reached. To make 
sure all parallel instances of a thread (the workers) receives the poison pill, it is 
handled by each shared buffer in a way that it always persists once reached.

5.5 Statistics
The PoCA is specially designed to collect statistics about some crucial operations. 
Many  design  choices  in  the  actual  code  of  the  application  reflects  this.  The 
statistics of interest to this project measures throughput and latency.
To measure throughput performance, all that is needed is the start and end time 
of the entire process. A time stamp is noted just before all threads are started 
and another when the poison pill is consumed by the Composer.
To measure latency, however,  is quite more complicated. In order to measure 
latency, there have to be an understanding of what is meant by latency.
This PoCA is designed to deliver a continuous flow of information in restraint 
timing intervals, such as multimedia playback. It is considered to be a failure in 
the case when this  continuous flow breaks due to a  miss  in  timing.  In other 
words: When there is a glitch (a lag) in playback.
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Latency is hence measured by the amount of time the Composer thread have to 
wait for a successor data chunk to be available.
The Composer uses a customized sleep mechanism that also polls the shared 
buffer  (OrderedBlockingQueue)  for  the  successor  data  chunk  while  waiting. 
Statistics  are  collected  accordingly  and  compared  to  the  digestion  time 
constraints.  Independently  of  the  results,  this  sleep  mechanism  will  stall  the 
calling thread (the Composer, in this case) for at least as long as the requested 
sleep time.
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6 Using the Harmony Development Board
The Harmony development board (featuring the Tegra2 SoC) was used to run the 
PoCA and thus the benchmarks are based on those runs. When measuring the 
application qualities, some methods of controlling the hardware were used. This 
chapter  describes  some essential  details  on  how the development  board  was 
used.

6.1 Android Debugging Bridge
The Android Debugging Bridge (ADB) is a tool that provides low-level access to 
the Android system. Using the ADB, a developer can

• view the Android system log,
• install/uninstall applications,
• set up port forwarding,
• copying files to/from the device,
• issue shell commands,
• start an interactive shell on the device, and
• dump various debug information about the device and the device state.

When controlling the Tegra2 CPU clock frequency, a shell was launched on the 
device. More about this in chapter 6.2.
When extracting valuable performance and statistical data, the PoCA transmitted 
these trough the ADB using the Android system log. The statistical  data were 
collected by the PoCA and the analysis of these data where performed by the host 
system.

6.2 Frequency Scaling
The  Tegra2  features  Dynamic  Voltage  and  Frequency  Scaling  (DVFS)  to 
automatically increase or decrease CPU frequency on-demand. However, manual 
frequency scaling was (partially) used during the benchmark runs. This chapter 
will explain how the CPU frequency was controlled and describe some difficulties 
with the frequency scaling.
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6.2.1 Tegra2 DVFS facts
By default the Tegra2 automatically scales the CPU frequency depending on the 
system load. How exactly this is achieved is unknown to the author since very 
little technical information about this exists publicly. What is known and what can 
be monitored is that

• the CPU frequency varies, and
• the second core shuts down during low load.

6.2.2 Manual Frequency Scaling
Due to the technical unclarities regarding the automatic DVFS, the CPU frequency 
was set manually when measuring performances.
Setting the CPU frequency manually was achieved by running a remote shell on 
the  device  using  the  ADB  and  by  modifying  parameters  used  by  the  scaling 
mechanism.  These  parameters  was  found  under  the  /sys  kernel  interface, 
namely:
/sys/devices/system/cpu/cpu<#>/cpufreq

where <#> is the core number (0 or 1).
Note that the parameters controls the CPU frequency scaling, not necessarily the 
CPU frequency directly. When manipulating the CPU frequency scaling manually, 
some notable behavior was observed:

• When the second core was inactive, the above interface did not exist for 
that core.

• Setting frequency of one core also set the frequency of the other.
• When manually setting the frequency scaling from automatic to 300MHz 

fixed, the second core would not wake up.
• When stepping from 300MHz to 400MHz, the second core would still not 

wake up. However, when stepping to 500MHz, the second core wakes up.
• When stepping from a high frequency down to 400MHz, the second core 

would  still  be  awake.  However,  when  stepping  down  to  300MHz,  the 
second core shuts down.

• It was not possible to manually shut down one core at any frequency.
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• A lower frequency than approximately 300MHz was not possible to set.

Due to these circumstances,
• throughput  performance  (speedup)  was  measured  with  CPU  clock 

frequency set to 400MHz (due to the glitch where the second core would 
be activated or not), and

• latency performance was measured by increasing the amount of worker 
threads (not the amount of active cores).
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7 Benchmark Results
This chapter  accounts  for  the acquired results  by the benchmark runs of  the 
PoCA. Calculations have been made according to the method defined in chapter 
4.

7.1 Workload
As mentioned in chapter 6, some difficulties were experienced while attempting 
to effectively control  the CPU operation. In particular,  the CPU cores were not 
independently  controllable  and  lower  clock  frequency  than  300MHz  was  not 
possible to set.
In chapter 5, the PoCA is described and the workload is introduced (AAC and 
JAAD). Once again, note that the choice of workload is irrelevant to the purpose 
of this project (as described in chapter 2).
Due to these facts,  some modifications were done to the PoCA's workload. In 
order  to accurately  measure the relevant  performances,  the decoding of  each 
AAC frame were  performed  five  times by  a  worker  thread.  This  is  somewhat 
equivalent to simulating a heavier workload (such as multichannel audio, in this 
case). More about this in chapter 8 (Discussion).

7.2 Throughput
The PoCA was run with

1. one Worker thread on one core, and
2. two Worker threads on two cores

to measure the speedup gained by parallel execution. The CPU clock frequency 
was 400MHz (see chapter 6) and no digestion time was used (see section 5.6). 
The results are displayed by Figure 6.
The speedup becomes

S=1359925
1271875

=1.89681...≈1.90
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7.3 Latency
To measure the latency performance of the PoCA,

• the digestion time was enabled (as described in section 5.6),
• CPU clock frequency was set according to section 6.2.2 and independent 

runs  were  performed  with  frequencies  1000MHz,  900MHz,  800MHz, 
700MHz, 600MHz, 500MHz and 400MHz.

Figure 7 displays the mean latency values with respect to frequency.
The deadlines for each frame in all of the runs was 23ms (as proposed by the 
decoder).
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Figure 6: Throughput performance results
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Figure 7: Latency performance results
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8 Discussion
This chapter will discuss the results obtained in the previous chapter (7 Results).
The speedup achieved was 1.90 (over two cores). This is a very good speedup 
which  makes  sense  due  to  the  nature  of  the  PoCA  (data  computationally 
intensive). Thus, utilizing the multicore architecture resulted in slightly less than 
twice the throughput performance.
As Figure 7 show, the same level of latency is met by the both runs (non-parallel 
and parallel respectively) but when run at different CPU clock frequencies. The 
parallel  run  of  the  PoCA  achieved  about  the  same  latencies  but  with  lower 
frequency.  To  meet  the  deadline  at  23ms,  the  non-parallel  run  required  a 
frequency of 1000MHz while the parallel run required only 600MHz.
The total power consumption required to perform the work is not measured in 
this  project.  However,  similar  studies  exists  where  lower  power  consumption 
have been measured when utilizing parallelism due to the fact  that the same 
workload could be completed over several  CPU's/cores with lower voltage and 
clock frequency [3, 9]. Though not measured or proved in this project, the same 
positive effect on power consumption could apply in this case as well.

35



 9   Conclusion

9 Conclusion
As seen in the results in chapter 7 and discussed in chapter 8, performance gain 
can be achieved by designing an application to utilize the multicore architecture 
on which it is executed.
When an application is required to complete a set of computationally intensive 
work with high throughput, a performance increase of 90% can be achieved by 
adopting parallel programming techniques for a dual-core mobile CPU.
When  an  application  is  required  to  compute  intensive  work  within  time-
constraints (as in real-time or under deadlines), this can be achieved with the 
same quality of latency performance but with a 60% lower CPU clock frequency.
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10 Future Work
To  further  investigate  the  purpose  of  this  project,  I  hereby  propose  some 
potential aspects that may be interesting:

• Measurement and analysis of power consumption.
• Figuring out  (reverse  engineer  or  by exclusive  documentation)  the CPU 

clock  frequency  scaling  and/or  scheduler  for  possibly  more 
accurate/elaborate results.

• Performing the same (or similar) evaluation on other chips/processors.
• Performing the same (or similar) evaluation using a different application 

approach (parallel programming paradigms/technologies/techniques).
If  anyone would  want to actually  make a  usable  implementation  of  the PoCA 
proposed in this project, there are much that can be improved and optimized for  
a real-use scenario, such as:

• Generally optimizing the code. In particular:
◦ Reducing dynamic memory allocations (if possible).
◦ Some minor Java related optimizations that may aid JIT compilation.

• Using a stable and efficient multimedia decoder. Either by using
◦ a better software codec, or
◦ by utilizing the specialized co-processors for  processing multimedia 

that  the  Tegra2  houses.  These  co-processors  are  naturally  more 
efficient for their specific tasks.

• Set appropriate threading priorities, possibly in real-time if necessary.
• Introduce  an  initial  buffer  time  in  the  Consumer  thread  (to  allow  the 

process to “warm up” properly before attempting playback).
• Make it actually play the audio (hint: using a hardware buffer in the sound 

controller).
The scientific field of multicore computing and the industrial business of mobile 
computing are great. Much science is yet to be done and many technologies are 
yet to be invented.
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