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Abstract

In this bachelor’s thesis, we try to classify and identify written human
languages by studying the ordering of letters in text. Automatic
language identification is of interest in areas such as text indexing,
machine translation and natural language parsing.

Eleven written languages which use the Latin alphabet are con-
sidered and modelled with a Markov chain on the letter level. Texts
from the New Testament and Wikipedia are used as training data.
The distances between the languages are then measured by using a
matrix-based metric on the transition matrices, and visualized in a
dendrogram. A probability-based distance measure is also used.

The matrix-based metric is then applied to language identifica-
tion by creating a transition matrix for the text whose language is to
be identified, and comparing the distances from this matrix to those
of the known languages; the shortest distance indicates the language
of the text. This is compared with maximum-likelihood classification.

We compare metrics based on different matrix norms, and also
study how the order of the Markov chains and the size of the train-
ing data and sample texts for language identification influence the
results.

The results indicate that the choice of matrix norm is important
and that the Frobenius norm and the 1-norm are the best norms
for language classification and language identification. Using these,
it is possible to generate satisfactory dendrograms, and accurately
identify the language of reasonably large texts. On the other hand,
the∞-norm cannot be recommended in this context; an explanation
is given for its bad performance.

Some languages are easier to classify correctly than others; the
Scandinavian languages are easy to group together, as are Span-
ish, Portuguese and Italian. However, English, French, German and
Finnish are harder to classify correctly.

Keywords: Written human languages, Language classification, Lan-
guage identification, Markov chain model, Matrix norms, Statistical
analysis of text.
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Sammanfattning

I detta kandidatexamensarbete försöker vi klassificera och identifiera
skrivna mänskliga språk genom att studera hur bokstäver ordnas i
texter. Automatisk språkidentifiering är av intresse inom områden
som textindexering, maskinöversättning och tolkning av språk.

Elva skrivna språk som använder det latinska alfabetet betrak-
tas och modelleras med en Markovkedja på bokstavsnivå. Texter från
Nya Testamentet och Wikipedia används som träningsdata. Avstån-
den mellan språken mäts sedan med en matrisbaserad metrik på
övergångsmatriserna, och visualiseras i ett dendrogram. Ett sanno-
likhetsbaserat avståndsmått används också.

Den matrisbaserade metriken används därefter till språkidentifi-
ering genom att en övergångsmatris skapas för texten vars språk ska
identifieras, varpå avstånden från denna matris till de kända språkens
matriser jämförs; det kortaste avståndet bestämmer textens språk.
Detta jämförs med maximum-likelihood-klassificering.

Vi jämför metriker baserade på olika matrisnormer, och studerar
dessutom hur Markovkedjornas ordning samt storleken på tränings-
datan och provtexterna för språkidentifiering påverkar resultaten.

Resultaten tyder på att valet av matrisnorm är viktigt och att
Frobeniusnormen och 1-normen är bäst för språkklassificering och
språkidentifiering. Med hjälp av dessa är det möjligt att skapa till-
fredsställande dendrogram och att med god noggrannhet identifiera
språket hos någorlunda stora texter. Däremot kan∞-normen inte re-
kommenderas i sammanhanget; en förklaring ges till dess bristfälliga
funktion.

Vissa språk är lättare att klassificera rätt än andra; de skandi-
naviska språken är lätta att gruppera tillsammans, liksom spanska,
portugisiska och italienska. Engelska, franska, tyska och finska är
dock svårare att klassificera.
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Preface

This text is a Bachelor of Science thesis within the Degree Programme
in Engineering Physics at the Royal Institute of Technology, Stockholm.
The degree project was carried out in the spring semester of 2013 at the
Division of Mathematical Statistics.

The thesis is about the statistical analysis of written human languages,
more specifically language classification and identification. The word gra-
photactic is constructed from the Ancient Greek γράφω (graphō, ‘write’)
and τάξις (taxis, ‘arrangement’, ‘ordering’), referring in this case to the
ordering of letters. A metric is a mathematical formalization of a distance.
Hence, the title of the thesis refers to a measure of language distance based
on the ordering of letters.

Prerequisites

The reader is assumed to be familiar with elementary linear algebra and
probability theory at the university level, such as covered for example by
[1, 2]. However, the main points in the thesis should be understandable
also to readers who are not.
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1 Introduction

There are many reasons to study language – for example, to be able to
speak with people one would otherwise have a hard time understanding,
or to reflect on how language mirrors culture and society, and how it has
been used and evolved through the centuries. Linguistics, which is the sci-
entific study of human languages, study how languages are structured and
used, and how they interplay with society. It also studies similarities and
differences between languages, for example to establish historical relations.
The scientific discipline of linguistics can be traced back to the Sanskrit
grammarian Pān. ini, who lived in the 6th century bce. [3]

Language can also be studied by the use of mathematics and statis-
tics. This is done for example in the field of computational linguistics,
which originated in the 1950s. The problem of automatically translating
text from one language to another has been studied within computational
linguistics since the beginning. [4, 5]

In this thesis, a statistical approach is used to study language. More
precisely, it is investigated if a simple statistical model of written language
is enough to give a meaningful classification of languages and to identify
the language of a given text.

1.1 Aims and purpose

The central question in the thesis is the following:

Can written human languages be classified and identified based
on the ordering of letters?

The question is twofold: Firstly, is it possible to classify languages by
studying the ordering of letters in texts – that is, can one construct a
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meaningful grouping of languages from information about how often dif-
ferent letters appear next to each other? Secondly, is it possible to identify
languages based on this information – that is, if we are given a text which
we don’t know the language of, can we then determine the language by
statistical means?

The above questions are interesting in their own right from a theoretical
and linguistic perspective, but there are also real-world applications. For
example, being able to automatically identify the language of a text is
useful in fields such as text indexing (as performed for example by a web
search engine or a library), machine translation, and natural language
parsing. Automatic spell checking and word completion in word processors
and the like also depend on that the language of the text is known.

1.2 Models and methods

In this thesis, we consider languages which use some variant of the Latin
alphabet, and we model written language with a Markov chain on the
letter level. A Markov chain is a statistical model of a process which
has no memory of the past – this means that knowledge of the present
is enough to predict the future of the process. Applied to language, this
would mean that if we know what the 100th letter in a text is, we can
give some probabilistic statement of what the next letter will be, without
knowing anything about the first 99 letters. The validity of this model is
discussed further in chapter 4.

A Markov chain needs training data in order to determine the proba-
bility of one letter following another in a certain language. Therefore, in
connection with the project, a text corpus of texts from eleven European
languages was compiled. The texts were taken from the New Testament
and from the free online encyclopedia Wikipedia. These sources were cho-
sen since they are accessible online and available in many languages. The
New Testament is more similar to traditional text corpora (single-language,
high-quality text), while Wikipedia is thought to be more typical of pages
that may be found on the internet.

The investigation then proceeds as follows: First, the collected text
corpus is analyzed statistically and Markov chains are built for the eleven
languages. Then, a way is needed to measure the distance between these
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Markov chains in order to classify the languages. To do this, we con-
sider metrics based on matrix norms as well as a probabilistic measure of
distance. Finally, we apply this model to language identification by mea-
suring the distance between the given text and the Markov models of the
eleven languages. The methodology is discussed further in chapter 5.

The languages that were used are Danish, English, Finnish, French,
German, Italian, Norwegian (Bokmål and Nynorsk), Portuguese, Spanish
and Swedish.

1.3 Outline of the report
In chapter 2, the linguistic background and necessary mathematical the-
ory are presented. This includes conventional language classification and
different ways to identify the language of a text. We also give a summary
of the theory of Markov chains, as well as a review of matrix norms and
metrics.

In chapter 3, we formulate in greater detail the questions that we try to
answer in this thesis. In chapter 4, the Markov model of written language
is formulated and discussed. In chapter 5, the experimental methodology
is described.

The results are presented in chapter 6, and then discussed in chapter 7.
Finally, conclusions are drawn in chapter 8.
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2 Background

This chapter discusses how languages are conventionally classified in lin-
guistics, and how language identification can be done. It also contains
a summary of the basic theory of Markov chains and a review of matrix
norms and metrics.

2.1 Language classification

In linguistics, there are different ways to classify languages. In genetic
classification, one tries to find historical relationships between languages
and construct a tree based on these. By studying early written remains
from several related languages, it may be possible to reconstruct a par-
ent language to those languages. One of the earliest examples of genetic
classification is the observation that all the Romance languages are de-
scended from Vulgar Latin. Genetic classification is very hard when there
are no written remains, as is the case for many indigenous languages. [6,
pp. 302–305]

In typological classification, languages are classified based on their
features, rather than on real or assumed historical relationships. Lan-
guages may be classified for example based on phonology (what kind of
sounds are used in the language), morphology (how the language builds
grammatical constructs, for example with word endings, separate words
or using word order) or vocabulary (what words are present in the lan-
guage and their etymology). [6, pp. 302–305] A web site which lists many
typological features of the world’s languages is [7].

Language classification is often a complicated matter; for example,
English is a Germanic language according to the genetic classification, but
it has been heavily influenced by Romance languages (for example, there
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are many French loanwords). Furthermore, morphologically, English is
more similar to Chinese than to Latin (despite being more closely related
to the latter), in that many grammatical constructs use separate words
instead of word endings. [6, pp. 302–305]

Below and in Figure 2.1.1 is a standard genetic classification of the
eleven languages considered in this thesis, based on [8, p. 259] and [9].

Indo-European
Germanic

North Germanic
East Scandinavian

Danish
Norwegian Bokmål
Swedish

West Scandinavian
Norwegian Nynorsk

West Germanic
English
German

Italic
Romance

Gallo-Romance
French

Ibero-Romance
Spanish
Portuguese

Italo-Romance
Italian

Uralic
Finno-Ugric

Finnic
Finnish

Note that Norwegian Bokmål is classified as an East Scandinavian lan-
guage while Nynorsk, the spoken language of a majority of the population
in Norway, is a West Scandinavian language [10]. Finnish is an Uralic
language, while the other languages are Indo-European.
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Danish

Swedish
Norwegian Bokm̊al

Norwegian Nynorsk
English
German
French

Italian
Portuguese
Spanish

Finnish

Figure 2.1.1: Genetic
classification of the eleven

languages that are
considered in this thesis.

fr

espt it

de
en

svno

fi

da

Figure 2.1.2:
Geographical
distribution of the
languages in Europe.
da = Danish
de = German
en = English
es = Spanish
fi = Finnish
fr = French
it = Italian
no = Norwegian
pt = Portuguese
sv = Swedish
Data from [8].
This image is based
on [11] and is
therefore licensed
under the cc-by-sa
2.5 license1.

1http://creativecommons.org/licenses/by-sa/2.5/deed.en

http://creativecommons.org/licenses/by-sa/2.5/deed.en
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The geographical distribution of the languages is shown in Figure 2.1.2.

2.2 Language identification

Language identification concerns the following problem: How can one tell
what language a given text is written in? As was mentioned in section 1.1,
there are many practical reasons to study language identification.

One of the simplest ways to identify the language of a text is to search
for words or letter combinations that are known to be particular to some
language. For example, if the words ‘of’, ‘and’ and ‘the’ occur often in a
text, one might guess that the text is written in English. This method is
easy to implement, both with and without a computer, but a drawback is
that in order to choose the ‘signal words’ for a language, one needs to be
familiar with that language. [12, pp. 22–23] [13]

By treating language identification as a special case of text categoriza-
tion, methods from that field can be used, such as character frequency
analysis, support vector machines and kernel methods. [14] A common
approach in statistical language identification methods is to analyze the
text as a stream of character n-grams and compare the frequencies of n-
grams in the text with frequencies in known languages; one way to do this
is using a Markov chain model. [14, 15] More about n-grams and their
connection to Markov chains are found in section 2.3.5.

A common way to test how well a language identification method works
is to apply the method to a number of texts with known language and count
the number of correct identifications. For example, Lins and Gonçalves
used a method that considered the occurrence of common functional words
such as articles, prepositions and pronouns from different languages in the
text, and achieved more than 80 % correct identifications for html pages
and over 90 % for pure text [13]. Baldwin and Lui tested many different
methods and achieved an accuracy around 85 % for Wikipedia and around
98 % for more traditional text corpora [14].

2.3 Theory of Markov chains

In this section, the required pieces of the theory of Markov chains are
presented. We start with an intuitive description of what a Markov chain
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is, and then go on to the mathematical definition. The interested reader
will find a more complete exposition in for example [16–21] in English, or
[22] in Swedish; this section is largely based on these sources.

2.3.1 Introduction

Informally, a Markov chain is a process in time with a special property:
at every point in time, the state of the process one step ahead depends
only on where the process is right now – earlier points in time do not
influence the next state. This kind of memorylessness is called the Markov
property, and is often stated as follows: given the present, the future can
be predicted regardless of the past.

An example of a Markov chain is a game in which a die is rolled every
turn. If the die shows an even number, the player earns a coin, while if it
shows an odd number, the player loses a coin. The total number of coins
earned by the player at the nth turn is then a Markov chain. The states
in this case are integers.

Markov chains can also be used to approximate processes with more
complicated properties – for example, the weather at a certain place at
any day could be modelled with a Markov chain. Applications to human
language were considered already by the Russian mathematician Andrey
Markov, whom Markov chains are named after – in 1913, he analyzed
the letter transitions in the Russian novel Eugene Onegin by Alexander
Pushkin. [22, p. 12] [23]

2.3.2 Basic definitions and results

Firstly, it will be useful to recall the definition of conditional probability,
which plays a big part in the theory of Markov chains. The conditional
probability for A given B is defined as

P(A | B) = P(A ∩B)
P(B) . (2.1)

This can be seen as a scaling of the probability space, where we only
include the parts where B is certain.

We first define the general concept of a stochastic process, and then
continue with Markov chains, which are a special kind of stochastic process.
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Definition 2.3.1. A stochastic process or random process is a set
of stochastic variables {X(t) : t ∈ T}. The set T will be called the time
set, although it does not have to represent time. If T is an interval on
the real number line, the stochastic process is said to be in continuous
time. On the other hand, if T is the set of natural numbers, the stochastic
process is said to be in discrete time; the process is then often written
{Xn : n = 0, 1, 2, . . .}.

The set of values that the stochastic variables X(t) can take is denoted
by S and is called the state space of the process; the elements in S are
called states. •

Definition 2.3.2. A stochastic process {Xn : n = 0, 1, 2, . . .} in discrete
time is called a Markov chain if

P
(
Xn+1 = an+1

∣∣∣∣ n⋂
j=0

(Xj = aj)
)

= P(Xn+1 = an+1 | Xn = an) (2.2)

for all n ∈ T and all a0, a1, . . . , an, an+1 ∈ S. •

This definition means that only the last known state has any influence
on what the next state will be. Popularly put, a Markov chain has no
memory; given the present, the future can be predicted regardless of the
past.

While there is no requirement that the state space S be finite, we will
assume this to be the case in the rest of the text, as it is sufficient for us.

If the probabilities P(Xn+1 = b | Xn = a) for a, b ∈ S does not depend
on the value of n, the Markov chain is called time-homogeneous. This
means that the actual point in time does not matter; only the states influ-
ence the probabilities. We will only consider time-homogeneous Markov
chains.

Definition 2.3.3. A square matrix P = (pij)i,j∈{1,2,...,k} ∈ Rk×k is called
a stochastic matrix if all its elements are non-negative and every row
sums to one, i.e.

pij ≥ 0, for all i, j = 1, 2, . . . , k (2.3)

and
k∑

j=1
pij = 1, for all i = 1, 2, . . . , k. (2.4)
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Similarly, a row vector p = (pj)j∈{1,2,...,k} ∈ Rk is called a stochastic
vector if its elements are non-negative and sum to one,

pj ≥ 0, for all j = 1, 2, . . . , k (2.5)

and
k∑

j=1
pj = 1. (2.6)

•

This means that every row in a stochastic matrix is a stochastic vector.
We will now connect the concept of stochastic matrices to Markov chains.

Definition 2.3.4. The transition probabilities of a time-homogeneous
Markov chain are defined by

pab = P(Xn+1 = b | Xn = a), a, b ∈ S. (2.7)

They are gathered in the transition matrix defined by

P = (pab)a,b∈S =



ps1s1 ps1s2 ps1s3 · · · ps1sk

ps2s1 ps2s2 ps2s3 · · · ps2sk

ps3s1 ps3s2 ps3s3 · · · ps3sk

...
...

... . . . ...
psks1 psks2 psks3 · · · psksk


, (2.8)

where S = {s1, s2, s3, . . . , sk}. •

The above definition says that pab is the probability to go from state a
to state b in one time step. Since the Markov chain must always continue
to a new state, the probability to go from state a to any state is 1, i.e.

k∑
j=1

pasj = 1, for all a ∈ S. (2.9)

Therefore, the transition matrix is a stochastic matrix, since the transition
probabilities are non-negative numbers (as they are probabilities, they are
in the range [0, 1]). Any stochastic matrix can be interpreted as a transition
matrix of a Markov chain.
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The transition probabilities and the transition matrix defined in Defi-
nition 2.3.4 apply to single time steps only. For the probability to go from
state a to state b in m time steps, we now introduce some new notation.

Definition 2.3.5. Them-step transition probabilities of a time-homo-
geneous Markov chain are defined by

p
(m)
ab = P(Xn+m = b | Xn = a), a, b ∈ S (2.10)

and are gathered in the m-step transition matrix

P (m) = (p(m)
ab )a,b∈S =



p
(m)
s1s1 p

(m)
s1s2 p

(m)
s1s3 · · · p

(m)
s1sk

p
(m)
s2s1 p

(m)
s2s2 p

(m)
s2s3 · · · p

(m)
s2sk

p
(m)
s3s1 p

(m)
s3s2 p

(m)
s3s3 · · · p

(m)
s3sk

...
...

... . . . ...
p

(m)
sks1 p

(m)
sks2 p

(m)
sks3 · · · p

(m)
sksk


. (2.11)

We note that P (1) = P . We also set p(0)
ab = δab where δij is the Kronecker

delta, i.e. δij = 1 if i = j and 0 otherwise. Hence, P (0) = I, the identity
matrix. •

Finally, we introduce the distribution vector.

Definition 2.3.6. Let

p(n)
a = P(Xn = a), a ∈ S (2.12)

be the probability that the Markov chain is in state a at time n. The row
vector that contains these probabilities is called the distribution vector
at time n and written

p(n) = (p(n)
a )a∈S =

(
p(n)

s1 , p
(n)
s2 , p

(n)
s3 , . . . , p

(n)
sk

)
. (2.13)

The distribution at n = 0 is called the initial distribution. •

The initial distribution is normally assumed to be given. We shall now
present the Chapman-Kolmogorov equations, which provide a means to
step forward from the initial distribution.
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Theorem 2.3.7 (Chapman-Kolmogorov). Let {Xn : n = 0, 1, 2, . . .} be
a time-homogeneous Markov chain with state space S = {s1, s2, . . . , sk},
m-step transition matrix P (m), and m-step transition probabilities p(m)

ab ,
where a, b ∈ S. Then, the following four relations hold:

(CK1) p
(m+n)
ab =

k∑
j=1

p
(m)
asj

p
(n)
sjb,

(CK2) P (m+n) = P (m)P (n),

(CK3) P (n) = Pn,

(CK4) p(m+n) = p(m)P (n) = p(m)Pn,

where p(m) is the distribution vector at time m.

Proof. This proof is based on Enger and Grandell [22, pp. 13–14] and
Haigh [16, pp. 156–157].

(CK1): We wish to find the probability to go from state a to state b
in m+ n time steps. This can be done by first going from state a to state
sj in m steps, and then from sj to b in n steps, for every sj ∈ S. To get
the total probability, we sum the probabilities of these possibilities, since
they are mutually exclusive. This yields

p
(m+n)
ab = P(Xm+n = b | X0 = a) =

k∑
j=1
P(Xm = sj ∩Xm+n = b | X0 = a)

= bBy definition of conditional probabilitye

=
k∑

j=1
P(Xm = sj | X0 = a)P(Xm+n = b | X0 = a ∩Xm = sj)

= bBy the Markov propertye

=
k∑

j=1
P(Xm = sj | X0 = a)P(Xm+n = b | Xm = sj)

=
k∑

j=1
p

(m)
asj

p
(n)
sjb. (2.14)

(CK2): This follows directly from (CK1); the left-hand side of (CK1)
is an element in the matrix P (m+n), while the right-hand side is the cor-
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responding element in the matrix product of P (m) and P (n), namely the
scalar product of the row corresponding to a in P (m) and the column
corresponding to b in P (n).

(CK3): We use induction on n. The equation is true for n = 1 since
P (1) = P = P 1. Now assume that the equation is true for n up to n = j,
i.e. P (j) = P j . Then by (CK2) we have P (j+1) = P (j)P (1) = P jP = P j+1,
so it is true also for n = j + 1. By induction, it is true for all n ≥ 1.

(CK4): We are seeking the distribution at time m+ n in terms of the
distribution at time m. For the Markov chain to be in state b at time
m+n, it must first have been in some state sj at time m, and then moved
from sj to b in n steps. As in the proof of (CK1), we can sum over all
possible sj to get the total probability:

p
(m+n)
b = P(Xm+n = b) =

k∑
j=1
P(Xm = sj ∩Xm+n = b)

=
k∑

j=1
P(Xm = sj)P(Xm+n = b | Xm = sj)

=
k∑

j=1
p

(m)
sj

p
(n)
sjb. (2.15)

The last expression is the scalar product of the vector p(m) and the column
corresponding to b in P (n). Since this is true for all states b, we get
p(m+n) = p(m)P (n), which by (CK3) equals p(m)Pn.

By putting m = 0 in (CK4), we get p(n) = p(0)Pn, which is a useful
and equivalent formulation.

The transition graph. The transition matrix P of a Markov chain can
be visualized by a directed graph called the transition graph, the edges
of which may be weighted with the corresponding transition probabilities.
Many properties of Markov chains, such as absorption, periodicity and
ergodicity, can be explained in terms of graph theory. For Markov chains
with a moderately small state space, the transition graph is also useful for
getting a feel of the Markov chain at hand. An example transition graph
is shown in Figure 2.3.1.
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a

b
c

0.1

0.6
0.3

0.9

0.1
0.2

0.8
Figure 2.3.1: An example
transition graph. In this example,
the state space is S = {a,b, c}. We
can see that if the process is in
state ‘c’, it will move to ‘a’ with
probability 0.8 and stay in ‘c’ with
probability 0.2.

Realizations. A sequence of states that have been generated by a Markov
chain is called a realization of that Markov chain. A realization is created
by starting with an initial distribution p(0) and then randomly choosing
one of the states according to the distribution. The chosen state a0 then
constitutes a new distribution a(0), which has the value one for a0 and
zero for the other states. This new distribution is then used to generate
the distribution at the next step,

p(1) = a(0)P, (2.16)

where P is the transition matrix of the Markov chain. The new distribution
p(1) is in turn used to randomly generate a new state a1, which gives the
distribution a(1), which is then multiplied by P to give p(2). The procedure
continues in the same way, and in every step a state is chosen based on
the distribution in that state and used to generate the next distribution,

p(n+1) = a(n)P, n = 0, 1, 2, . . . (2.17)

In this way, an arbitrarily long realization (a0, a1, a2, . . .) can be generated.
As an example, a Markov chain with three states s1, s2 and s3 may

have the initial distribution p(0) = (0.2, 0.3, 0.5). Perhaps the first state
is chosen to be s2, i.e. a0 = s2 (there is a 30 percent chance for this to
happen). Then a(0) = (0, 1, 0), and this is multiplied with P to give the
next distribution p(1), which will be the second row in P .

2.3.3 Maximum-likelihood estimation of Markov chains

Suppose we have a realization of a Markov chain with known state space
but unknown transition matrix and want to estimate the transition proba-
bilities pab. This can be done with maximum-likelihood estimation, which
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gives estimated probabilities p∗ab such that the likelihood of the realization
being generated by the estimated Markov chain is maximized.

It can be shown (see [24]) that the maximum-likelihood estimation of
pab is

p∗ab = nab∑k
j=1 nasj

, (2.18)

where nab is the number of times that state a was followed by state b in the
realization. This is intuitive: the probability to go from a to b is estimated
by the the number of transitions from a to b divided by the total number
of transitions from a.

2.3.4 Maximum-likelihood classification

Maximum-likelihood classification provides a way to tell which of a num-
ber of different Markov chains is the most likely to have generated a given
realization. It is similar to maximum-likelihood estimation in that a real-
ization a = (a0, a1, a2, . . . , an) is given, but differs in that also a number
of transition matrices Pi, i = 1, . . . , N are given. One then considers the
likelihood function

L(a;Pi) = P
( n⋂

j=0
(Xj = aj);Pi

)
=

= bBy conditional probability and the Markov propertye =

= P(X0 = a0;Pi)
n∏

j=1
P(Xj = aj | Xj−1 = aj−1;Pi) =

= p(0)
a0 (Pi)

n∏
j=1

paj−1aj (Pi), (2.19)

which represents the probability that the transition matrix Pi has gener-
ated the realization a. The most likely Markov chain to have generated a
is then the Markov chain whose transition matrix maximizes the likelihood
function:

P̂ = arg max
Pi

L(a;Pi). (2.20)

So if one would like to classify a realization a as belonging to one of a
number of given Markov chains, equation (2.20) gives a way to determine
the best Markov chain to choose.
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2.3.5 Higher-order Markov chains

So far we have always assumed that the Markov property holds and that
knowledge of the past contributes nothing to our knowledge of the future.
However, this is not strictly necessary. If we instead assume that the m
previous states (including the present state) may influence the future, we
can create an m-tuple (an−m+1, . . . , an−1, an) of these states and consider
thism-tuple a state in a new Markov chain. The Markov property will then
hold, and we can use the theory as before. We say that the new Markov
chain is a Markov chain of order m, or simply an m-order Markov chain.

Mathematically, the new state space is given by S′ = Sm. The new
transition matrix will be a km×km matrix instead of a k×k matrix. An im-
portant thing to note is that many transitions in the new state space will be
impossible. For example, if m = 3 and S′ = N3, the transition (1, 1, 1)→
(2, 1, 3) is impossible, since logic requires that (1, 1, 1) → (1, 1, ∗). Hence,
the matrix of a higher-order Markov chain will be relatively sparse.

Connection between n-grams and Markov chains

A character n-gram is a sequence of n characters from a text. For any
text, one can generate a sequence of n-grams by taking all n-grams in the
order they appear in the text, including overlaps. For example, the phrase
“Jinx of the Sphinx” generates the following list of 3-grams:

Jin, inx,nx␣, x␣o, ␣of, of␣, f␣t, ␣th,
the,he␣, e␣S, ␣Sp,Sph,phi,hin, inx,

where ␣ is used for space.
When applying Markov chains to text with letters as states, there is an

obvious connection between the n-grams of the text and the states of an
m-order Markov chain; in fact, the transition probabilities of the m-order
Markov chain can be estimated by counting the (m+ 1)-grams of the text
and then normalizing the rows of the m-order transition matrix.
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2.4 Review of matrix norms and metrics

2.4.1 Matrix norms

The reader might recall that a matrix norm is a sort of measure of the
‘length’ of a matrix, analogous to the vector norm of vectors. In this
section, we will consider a few common matrix norms. We start with a
definition, which is due to [25].

Definition 2.4.1. Given a square matrix A, a matrix norm ‖A‖ is a
real number satisfying

(MN1) ‖A‖ > 0 when A 6= O, and ‖A‖ = 0 if and only if A = O,

(MN2) ‖kA‖ = |k| ‖A‖ for all k ∈ R,

(MN3) ‖A+B‖ ≤ ‖A‖+ ‖B‖ for all square matrices A and B,
(MN4) ‖AB‖ ≤ ‖A‖ ‖B‖ for all square matrices A and B,

where O is the zero matrix, with all elements equal to zero. •

There are many different matrix norms that satisfy (MN1–4). We will
now present some of the most widely used.

The Frobenius norm. The Frobenius norm is perhaps one of the sim-
plest matrix norms. It is a straightforward generalization of the familiar
Euclidean vector norm, and is defined for an n× n matrix A = (aij) as

‖A‖F =

√√√√ n∑
i=1

n∑
j=1
|aij |2, (2.21)

i.e. it is simply the square root of the sum of the squared elements of A.
This is equivalent to treating the matrix as an n2-vector and using the
Euclidean vector norm. (See [26].)

The p-norm. The p-norm is the natural norm induced by the Lp-norm
of a vector space. In other words, if |x|p is the Lp-norm, the p-norm of an
n× n matrix A is given by

‖A‖p = max
|x|p=1

|Ax|p , (2.22)
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where the maximum is taken over all x ∈ Rn with |x|p = 1. p is a real
number in the interval [1,∞]. (See [25, 27].)

In general, the p-norm is difficult to compute, but for the three special
cases below, it is fairly simple.

The 1-norm. The 1-norm is the p-norm with p = 1. It turns out that in
this case, the norm is given by the maximum absolute column sum,

‖A‖1 = max
j

n∑
i=1
|aij | . (2.23)

In other words, the norm can be computed by first taking the absolute
value of all elements in the matrix, then summing all column separately,
and then finding the largest sum, which is the value of the norm. The
1-norm is also called the ‘maximum absolute column sum norm’. (See
[25].)

The 2-norm. The 2-norm is the p-norm with p = 2. In this case, the
norm is the square root of the maximum eigenvalue of A†A, where A† is
the conjugate transpose (for real matrices equal to the transpose):

‖A‖2 =
√
maximum eigenvalue of A†A. (2.24)

The 2-norm is also called the ‘spectral norm’. (See [25].)

The ∞-norm. The ∞-norm is the p-norm with p = ∞. This norm is
given by the maximum absolute row sum,

‖A‖∞ = max
i

n∑
j=1
|aij | . (2.25)

It is similar to the 1-norm, but rows are summed instead of columns. The
∞-norm is also called the ‘maximum absolute row sum norm’. (See [25].)

Computational complexity. The computational complexity for the dif-
ferent matrix norms is given in Table 2.4.1. This is a theoretical estimate
of how the computation time grows with the number of rows in the square
matrix. We can see that the 2-norm has a greater complexity than the
other matrix norms, which means that we expect the 2-norm to be slower
than the other norms.
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Table 2.4.1: Computational complexity for the matrix
norms. The complexity is given for n×n matrices. Data
for the three p-norms based on [28, p. 11]; data for the
Frobenius norm based on [29, p. 3661].

Matrix norm Computational complexity

Frobenius norm O(n2)
1-norm O(n2)
2-norm O(n3)
∞-norm O(n2)

2.4.2 Metrics

A metric is a mathematical formalization of some sort of ‘distance’ between
two objects. The definition is given below, based on [30].

Definition 2.4.2. A metric on a set M is a real-valued function d(x, y),
where x, y ∈M , satisfying

(1) d(x, y) ≥ 0 for all x, y ∈M,

(2) d(x, y) = 0 if and only if x = y,

(3) d(x, y) = d(y, x) for all x, y ∈M,

(4) d(x, y) + d(y, z) ≥ d(x, z) for all x, y, z ∈M. •

Property (1) says that the distance between two objects should never
be negative. Property (2) says that the distance from an object to itself
is always zero, but it can never be zero between two different objects.
Property (3) says that the distance is symmetric, which means that the
distance does not depend on which of the two objects is the starting point
and which is the ending point. Property (4) is called the triangle inequality
and states that when going from x to z via y, the total distance can never
be smaller than when going directly from x to z.

We will now see that a matrix norm always induces a corresponding
metric on the set of n× n matrices.
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Proposition 2.4.3. Let ‖·‖ be a matrix norm. The function

d(A,B) = ‖A−B‖ , A,B ∈ Rn×n (2.26)

is then a metric on the set of n× n matrices.

Proof. We must verify that d(A,B) satisfies the metric properties (1–4).
Property (1) and property (2) are both true by the matrix norm property
(MN1).

Property (3) is true since B − A = (−1) · (A − B), and by (MN2),
‖B −A‖ = ‖(−1) · (A−B)‖ = |−1| ‖A−B‖ = ‖A−B‖.

Property (4) follows from (MN3), since

d(A,B) + d(B,C) = ‖A−B‖+ ‖B − C‖ ≥
≥ ‖(A−B) + (B − C)‖ = ‖A− C‖ = d(A,C) (2.27)

for square matrices A, B and C.
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3 Problem formulation

In this thesis, we model written languages with a Markov chain model
(section 2.3). A transition matrix is created for each of the eleven consid-
ered languages, with states being letters and punctuation. The distance
between these transition matrices is then measured both by using metrics
based on matrix norms (section 2.4) and by using a likelihood-based mea-
sure of the distance (the ‘likelihood method’). The important questions
are then as follows:

• Can a Markov chain model be used to classify written languages?
Does the classification agree with conventional linguistic classifica-
tions, in particular the genetic classification (section 2.1)?

• Can the same Markov chain model be used to identify the language
of a given text, by comparing the distances between the sample text
and known languages? How accurate is this method?

3.1 Parameters
The following parameters could influence the results and are examined:

Distance measure. In section 2.4, four relevant matrix norms are pre-
sented: the Frobenius norm, the 1-norm, the 2-norm and the ∞-norm.
These can all be used to create a metric to measure the distance between
the transition matrices. These matrix-based metrics are compared.

Another possibility is to use the likelihood that a given Markov chain
has generated the complete training text of another language as a measure
of language distance (equation (2.19)). Since this likelihood may be very
small, we use a large-deviations approximation, which we will call the
‘likelihood method’.
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Text source. The sources used for training texts and language identifica-
tion sample texts will probably influence the results. To study this effect,
texts from both the New Testament and Wikipedia are used.

Text size. The size of the training material could influence the results,
as could the length of the language identification sample texts. To study
this effect, samples of different sizes are taken from Wikipedia as training
data.

Order of the Markov chains. It is studied how the order of the Markov
chains (section 2.3.5) influence the results. Markov chains up to order four
are compared.
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4 Mathematical model

The basic model is described in section 4.1 below. Language classification
and identification can then be done in two ways: with the matrix-based
metric (section 4.2) or with probabilistic methods such as the likelihood
method and maximum-likelihood classification (section 4.3).

4.1 The Markov model of written language

Wemake the assumption that written languages which use the Latin alpha-
bet possess the Markov property on the letter level, i.e. that the probability
that one letter is immediately followed by another is independent of the
earlier letters in the text. We also assume that the letter transition prob-
abilities for a certain language are constant, so that the Markov chain is
time-homogeneous. Of course, this requires the text to be monolinguistic,
i.e. written in a single language.

It is then possible to create a transition matrix for a language by
counting all letter transitions in a text written in that language (see sec-
tion 2.3.3). The transition matrix for a language A is denoted by PA. It
is assumed that if a sufficiently large input text is used, the transition
matrix PA will converge to some ideal transition matrix for the language
in question.

In order to be able to compare Markov chains for different languages,
they must have the same state space. Therefore, the states of the Markov
chains are chosen to be the letters in the basic Latin alphabet, plus a word
separator:

S = {a, b, c, d, e, f, g, h, i, j, k, l, m, n,
o, p, q, r, s, t, u, v, w, x, y, z, ␣}. (4.1)
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This means that some preprocessing is necessary to make sure these are
the only characters that appear in input texts. This is discussed further
in chapter 5.

Higher-order Markov chains can be used as described in section 2.3.5
by using ordered tuples of letters in (4.1) as states.

4.2 The matrix-based metric

One way to measure the distance between the studied languages is by using
a metric (see section 2.4) on the transition matrices. The distance between
the written languages A and B is then defined as

d(A,B) = ‖PA − PB‖ , (4.2)

where PA and PB are transition matrices and ‖·‖ is a matrix norm; in this
case one of the Frobenius norm, 1-norm, 2-norm and ∞-norm.

Language classification is then done by creating a transition matrix for
each language, calculating the distances between all languages using (4.2),
and then creating a dendrogram based on these distances.

To identify the language of a text using the matrix-based metric, one
creates a transition matrix Ptext for the text and computes the distances
from this matrix to those of the known languages. The shortest distance
then indicates the language of the text:

Language of text = arg min
`
‖Ptext − P`‖ , (4.3)

where ` is in the set of known languages.

4.3 Likelihood-based methods

4.3.1 The likelihood method

A possible way to measure the distance between two languages would
be to consider the likelihood that the complete training text of one of the
languages (A) was generated by the transition matrix of the other language
(B). This likelihood is given by equation (2.19), which in this case can be
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written as

L(aA;PB) = p(0)
a0 (PB)

n∏
j=1

paj−1aj (PB). (4.4)

However, since the training text is typically large, the likelihood will be
too small to be represented numerically on a typical computer system.
Instead, we consider the negative log-likelihood divided by the length n of
the realization, here denoted by ψ(aA;PB):

ψ(aA;PB) = − 1
n

logL(aA;PB) =

= − 1
n

log p(0)
a0 (PB) +

n∑
j=1

log paj−1aj (PB)

 . (4.5)

If we assume that the initial state is given (so that its probability is one),
we arrive at

ψ(aA;PB) =
n∑

j=1

(
− 1
n

)
log paj−1aj (PB). (4.6)

This quantity is always non-negative, and it is larger when it is more
unlikely that the transition matrix of B generated the training text of A,
or in other words when the two languages are more distant.

Unlike the matrix norm in (4.2), the function in (4.6) is not a metric,
and it will typically not be symmetric. Since we want something that
satisfies at least (1–3) of Definition 2.4.2 we define the distance of the
likelihood method as

δ(A,B) =


0, if A = B

ψ(aA;PB) + ψ(aB;PA)
2 , otherwise.

(4.7)

4.3.2 Likelihood-based language identification

In principle, maximum-likelihood classification (section 2.3.4) is used for
likelihood-based language identification, and the likelihood that the lan-
guage transition matrices have generated the sample text is maximized.
However, since the sample texts may be large, the negative log-likelihood
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divided by the length n of the sample text is used here as well. In other
words,

Language of text = arg min
`
ψ(text;P`), (4.8)

where ` is the set of known languages.

4.4 Smoothing of the transition matrices
Since the likelihood-based methods involve taking the negative logarithm
of the transition probabilities, a transition probability equal to zero would
be fatal, as it would cause the function ψ(a;P ) to diverge as soon as the
realization a contains a transition not found in the training text. This is
clearly not acceptable, since a single spelling error or exotic word would
destroy the whole method. A way to handle this is to smooth the transition
matrix P .

There are different ways to smooth the transition matrix (another way
is described in [15, p. 544]), but here we do it by modifying equation (2.18)
to become

p∗ab = nab + αab∑k
j=1(nasj + αasj )

, (4.9)

where αab are chosen such that

αab =
{

0.1, if nab = 0
0, otherwise. (4.10)

In other words, each transition that was not found in the training text is
treated as if there were in fact 0.1 instances of this transition in the text.

For higher-order Markov chains, smoothing is applied only to the possi-
ble transitions, since they are the only ones that can appear in realizations
(see section 2.3.5). That is, there will still be zero probability to go from
‘aba’ to ‘cab’.

4.5 Validity of the model
The first-order Markov chain model, with one letter per state, is not a very
accurate description of most written human languages. For instance, in
English, there is a certain chance that the letter ‘r’ is followed by another



4.5 Validity of the model 27

‘r’. But it is not true that this probability is unaffected by earlier letters
– for example, if the preceding letter is known to be ‘t’, the probability to
find two ‘r’s in a row is much lower than if the preceding letter were ‘a’
– while ‘carrot’ is a valid English word, the same is not true of ‘catrrot’.
Even though the individual 2-grams in ‘catrrot’ are valid, the 3-gram ‘trr’
never appears in English.

A second-order model will fix the above particular problem, but there
may still be features which cannot be captured – in some languages such
as Finnish and Turkish, there are long-distance phenomena such as vowel
harmony, where the first vowel in a word can influence all the other vowels
in the word. To accommodate this, the order of the model would have to
be at least as long as the word length, which is of course variable.

In general, one would expect that the model becomes more accurate
as the order m of the Markov chain increases, up to some value when the
Markov property actually starts to hold and only the m previous letters
have some influence on the current letter – at that point, increasing the
order makes no difference. The problem with Markov chains of high order
is that they require very large sets of training data in order to register all
possible transitions.
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5 Experimental methodology

This chapter describes how the experiments were performed, from collect-
ing the text sources and creating the transition matrices to classifying the
languages and testing language identification.

5.1 Text sources

Two books of the New Testament were downloaded in each of the examined
languages: the Gospel of Matthew and the Gospel of John (henceforth
called simply Matthew and John, respectively). All texts were in html
format initially, so the plaintext had to be extracted.

Database dumps of all the articles in the main namespace of the dif-
ferent language versions of Wikipedia were downloaded. These texts were
in the MediaWiki format. The body text of the articles was extracted (i.e.
tables, boxes, image texts and the like were removed).

The texts from the New Testament are guaranteed to be in a single
language (except for names for places and people), and should be of high
quality, with few spelling errors. On the other hand, the language in the
Bible may not reflect everyday language, and the difference could be signif-
icant for some of the languages. The texts from Wikipedia are thought to
better represent typical web pages, but there could be significant contami-
nation of other languages, and potentially errors in spelling and grammar.
On the whole, the New Testament is closer to a conventional text corpus,
while Wikipedia is closer to an actual non-professionally-written text.

The size of the text of Matthew ranged from 110 kilobytes to 140 kilo-
bytes per language, and John ranged from 75 kB to 110 kB per language.
For Wikipedia, a random selection of articles was made, and gradually
extended from about 100 kilobytes to about 100 megabytes per language.
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The steps were 100 kB, 1 MB, 10 MB and 100 MB.
Links to the text sources are found in Appendix A.

5.2 Creating the language transition matrices

The first step once the text sources had been downloaded was to create
transition matrices for each language. This was done separately for the
texts from the New Testament and from Wikipedia. For the New Testa-
ment, only Matthew was used. For Wikipedia, matrices were created for
each of the four size steps.

The texts were preprocessed to make sure that only the letters in the
state space (4.1) appeared. First of all, all uppercase letters were converted
to lowercase. Then, the character mapping in Table 5.2.1 was applied.
Characters neither in the table nor in the state space were mapped to
the word separator ␣. A word separator was also placed at the beginning
and at the end of the text. After the mapping had taken place, multiple
adjacent ␣ were collapsed to a single word separator.

The motivation for this kind of preprocessing is that we remove un-
necessary distractions from the texts; by converting all punctuation char-
acters and other non-letter characters to spaces, we focus on the linguistic
content, and not on how the language happens to use its punctuation. By
removing diacritics and converting special letters to letters in the basic
Latin alphabet, superficial differences between languages are eliminated.

Table 5.2.1: The character mapping used on all texts. All characters neither in
the table nor in the state space were mapped to the word separator (␣).

á → a é → e í → i ó → o ú → u ý → y
à → a è → e ì → i ò → o ù → u ỳ → y
â → a ê → e î → i ô → o û → u ŷ → y
ä → ae ë → e ï → i ö → oe ü → ue ÿ → y
ã → a ẽ → e ı̃ → i õ → o ũ → u ỹ → y
æ → ae œ → oe
å → aa ø → oe

ç → c ñ → nn ß → ss š → sh ž → zh
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For example, the letter ‘ö’ in Swedish and German is used in the same
way as ‘ø’ in Danish and Norwegian, so it makes sense to treat them as
the same letter. The conversion to ‘oe’ was chosen since this is a standard
representation of ‘ö’ in German and may actually appear in texts as an
alternative.

Once preprocessing was done, the transition matrices were created ac-
cording to the maximum-likelihood estimation (section 2.3.3), i.e. the ele-
ments in the matrices were set to

pab = Number of times the letter a was followed by b
Number of times the letter a appeared (5.1)

for each language. When smoothing is used, the method described in
section 4.4 applies.

This was repeated for Markov chains of order one, two, three and four.
The size of the first-order transition matrix was 27 × 27, and for higher
orders 27m × 27m, where m is the order of the Markov chain. In total,
each language got 20 transition matrices: four from Matthew and 4·4 = 16
from Wikipedia.

5.3 Language classification
Language classification was performed both with the four matrix-based
metrics from section 4.2 and with the likelihood method described in sec-
tion 4.3.1. The first step in both cases was to calculate the pairwise dis-
tance between all languages. For the matrix-based metrics, this was done
using (4.2), while for the likelihood method it was done using (4.7).

Once the distances between all languages were known, dendrograms
were constructed to illustrate how the languages are classified by the dif-
ferent methods. The dendrograms were constructed from the distance data
according to the following algorithm:

1. To begin with, one branch is drawn for each language.

2. A threshold parameter δ starts at zero and is then incremented.

3. For each value of δ, branches of languages at distance δ from each
other are connected. Connected branches merge into a single branch,
and will remain together for all higher values of δ.
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4. Merged branches are treated as a single unit, and the distance to
other branches will be the minimum distance from each of the merged
branches to the other branch.

5. The threshold δ is incremented until all branches have merged.

This was repeated for all 20 transition matrices. Table 5.3.1 shows all
parameters that can be varied, indicating a total of 200 different combina-
tions.

Table 5.3.1: Summary of the parameters that can be varied for language clas-
sification.

Text source New Testament, Wikipedia

Text size (New Testament): only one size (about 100 kB)
(Wikipedia): 100 kB, 1 MB, 10 MB, 100 MB

Markov chain order 1, 2, 3, 4

Smoothing yes, no

Distance measure Frobenius norm, 1-norm, 2-norm, ∞-norm
Likelihood method

5.4 Language identification

Language identification was performed both with the matrix-based metrics
and with the maximum-likelihood variant from section 4.3.2. Several sets
of sample texts of known language were used. Each text was classified by
the methods as being written in one of the eleven known languages. The
number of successful classifications was then noted.

For the matrix based metrics, a new transition matrix was created for
the sample text, and the distances between this matrix and the known
matrices from section 5.2 were calculated. The minimum distance was
used to determine the language of the text, according to (4.3).

For the maximum-likelihood method, the negative log-likelihood func-
tion ψ(text, P`) was minimized according to (4.8), which corresponds to



32 5 Experimental methodology

choosing the language transition matrix that is most likely to have gener-
ated the sample text by random.

The set of sample texts was composed as follows (the number of texts
indicated is per language):

• Chapter-sized texts (99)

– Chapters from Matthew (28)
– Chapters from John (21)
– Randomly chosen articles from Wikipedia (50)

• Sentences (300)

– Randomly chosen from Matthew (100)
– Randomly chosen from John (100)
– Randomly chosen from Wikipedia (100)

• Words (1500)

– Randomly chosen from Matthew (500)
– Randomly chosen from John (500)
– Randomly chosen from Wikipedia (500)
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6 Results

A sample transition matrix for Spanish, created as indicated in section 5.2,
with Matthew used as training data, is visualized in Figure 6.0.1. Patterns
similar to the one in this matrix are found for the other languages as well.

6.1 Language classification

Language classification with Matthew as training data was done for the
four matrix-based metrics and the likelihood method. With Wikipedia as
training data, the matrix-based metrics were used, but not the likelihood
method. In all cases, Markov chains from order 1 to order 4 were examined.

Dendrograms for two of the best setups are given below: the 1-norm
applied to Markov chains of order 1 with Wikipedia (100 megabytes per
language) as training data (Figure 6.1.1), and the likelihood method ap-
plied to Markov chains of order 3 with Matthew as training data (Fig-
ure 6.1.2). These are both acceptable, and they manage to group all
Romance language together, and most or all of the Germanic languages.

Below, the results are analyzed with respect to the different parame-
ters. It is hard to give a quantitative measure of the quality of the different
methods, so the discussion will focus on whether the produced dendro-
grams are roughly in agreement with expected results. It turns out that
the dependence on the parameters is quite complex.

Distance measure. In general, the Frobenius norm and the 1-norm pro-
duced the best dendrograms of the four matrix-based metrics, in the sense
that they agreed most with the genetic classification in Figure 2.1.1. The
2-norm produced acceptable results in some cases, but were often a bit
behind the Frobenius norm and the 1-norm. The ∞-norm was generally
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a b c d e f g h i j k l m n o p q r s t u v w x y z ␣
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Figure 6.0.1: Transition matrix for Spanish, with Markov chain order 1 and
Matthew used as training data. The area of each disk indicates the probability
that the letter displayed to the left and right is followed by the letter displayed
above and below.
There are several interesting patterns: Firstly, the rows and columns corre-

sponding to the vowels are generally well-filled, indicating that they mix well
with many letters (but they are most often next to a consonant). Secondly, many
diagonal elements are zero since Spanish lacks double consonants except for ‘cc’,
‘ll’ and ‘rr’ (the ‘nn’ transition comes from the word ‘Hosanna’). It can also be
seen that ‘q’ is always followed by ‘u’, consistent with Spanish orthography.
The most important contributor to the ‘y␣’ transition is the word ‘y’, meaning

‘and’. The ‘ki’ transition comes from one single instance of the word ‘kilómetro’
– normally, neither ‘k’ nor ‘w’ occur in native Spanish words.
Note that the matrix can only be used to see how often a letter is followed by

another letter, not how often it is preceded by another letter (the rows but not
the columns sum to one).
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Figure 6.1.1: Language classification using the 1-norm. This classification was
done with Wikipedia (100 megabytes) as training data and first-order Markov
chains, without smoothing. The distance values are the ones given by equation
(4.2) when the 1-norm is used.

rather useless and produced dendrograms of markedly lower quality than
the other matrix-based metrics.

The likelihood method was only used for Matthew, and produced very
good results in this case – slightly better than the best matrix-based meth-
ods.

Text source. Of course, the quality of the dendrograms depends to a
certain extent on what training data is used. To estimate this effect,
we compared results from Matthew with results from Wikipedia for a
corresponding text size (about 100 kilobytes per language).

Both the Frobenius norm and the 1-norm achieved better results with
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Figure 6.1.2: Language classification using the likelihood method (described
in section 4.3). This classification was done with Matthew as training data and
third-order Markov chains, with smoothing. The distance values are given by
equation (4.7).

Matthew than with Wikipedia. The 2-norm, on the other hand, only
managed to produce an acceptable dendrogram with second-order Markov
chains applied to Wikipedia for training texts of this size. The ∞-norm
produced no acceptable dendrograms at all for this text size.

In all cases, the change of text source was enough to make signifi-
cant changes to the language tree (i.e. some languages actually switched
branches).

Text size. Better results would be expected when the training data is
larger. A large amount of training data should also lessen the variations
associated with changing text sources. To examine the influence of text
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size, training data of different sizes from Wikipedia was compared.
All matrix-based methods tended to stabilize when the text size was

gradually increased. In most cases, the methods produced better results
with large size than with small size.

Order of the Markov chains. The results of most methods changed in
some way when the order of the Markov chains was increased. This effect
also depends on the text size, since higher-order Markov chains require
more training data to see all transitions. Even the text source has some
influence here.

The Frobenius norm did not change much when the Markov chain
order was increased for Matthew, but for Wikipedia (100 kilobytes) results
improved greatly from order 1 to order 2, only to become worse when the
order was increased further. When 100 megabytes was used for Wikipedia,
this strong dependence disappeared and results did not change much with
the Markov chain order.

The 1-norm on the other hand always achieved its best results for first-
order Markov chains, and then got increasingly worse when the order was
increased, no matter the text source or the size of the training data.

The 2-norm got a bit better when the order was increased from 1 to 2,
but then turned bad when the order was increased further, no matter the
text size.

The∞-norm showed an interesting phenomenon: when the order of the
Markov chains was 2 or larger, the distance between all languages became
exactly 2 for text sizes less than 100 megabytes (for 100 megabytes, some of
the languages managed to get smaller distances for order 2). The reason for
this is that language distances in general were observed to increase when
the order of the Markov chains increases, but the ∞-norm never gives
distances above 2 (which the other norms do). Hence, language distances
are clipped to this maximum value.

The reason for the increase in language distances when the Markov
chain order is increased could be that there is not enough data for the
higher-order Markov chains to converge (so different languages get different
coverage), or that differences between languages that were previously not
visible suddenly becomes important.
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Smoothing. Smoothing (described in section 4.4) is necessary for the
likelihood method to work at all, since the probability for a Markov chain
to have generated a text will otherwise most likely be zero for large sample
texts, unless an enormous amount of training data was used. For the
matrix-based metrics, smoothing is not necessary, but most of the norms
benefited from smoothing (with the exception of the 1-norm where it did
not help much and actually made things worse in one case). However,
when a large text size was used (100 megabytes per language), smoothing
made no difference at all in most cases.

Hard and easy languages. Most methods that were usable at all man-
aged to group Spanish and Portuguese together, and often group Ital-
ian with them. They also managed to group Norwegian (Bokmål and
Nynorsk), Danish and Swedish together, and separate this group from the
first. These seven languages were thus rather easy to classify correctly.

English, French, German and Finnish were harder to classify. Finnish
should be on a branch of its own, separate from all other languages, but
was often grouped either together with the Scandinavian languages or with
the Romance languages. German should be closer to the Scandinavian
languages than to the Romance languages, but was often separated from
all the other languages. English was also often separated from the other
languages (as in Figure 6.1.1), or placed together with the Romance lan-
guages, while it should be placed among the Germanic languages. French
was often classified correctly, but was sometimes grouped with the Scan-
dinavian languages or placed separately from the other languages.

6.2 Language identification

Language identification tests were made both with Matthew and Wikipe-
dia as training data (only 100 kB and 100 MB were used for Wikipedia).
The sample texts were the same in both cases (see section 5.4). Only
Markov chains of order 1 and 2 were used.

A summary of the results is shown in Figure 6.2.1 and Figure 6.2.2,
which show how accuracy varies with the length of the sample texts and
with the training data respectively.

The results are analyzed based on the different parameters below. As
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Figure 6.2.1: Language identification results for Matthew as training data. The
length of the sample texts is indicated on the x-axis, while the number of correctly
identified samples is shown on the y-axis. The solid lines are for Markov chains
of first order, while the dashed lines are for the second order.

for language classification, the dependence on the parameters is compli-
cated.

Identification method. The maximum-likelihood method was the best
in all cases, achieving higher accuracy than all matrix norms. The Frobe-
nius norm placed second in most setups, but not for small sample texts,
and not always for second-order Markov chains. The relative success of
the other norms depends heavily on the other parameters, but for large
sample texts and first-order Markov chains, the third place goes to the
1-norm, which is followed by the 2-norm. The ∞-norm was the worst in
this setup (Figure 6.2.2).

Text source. Figure 6.2.2 indicates that the results have a weak de-
pendence on the training data used for first-order Markov chains. For
second-order Markov chains, the dependence is stronger – especially for
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Figure 6.2.2: Language identification results for different sets of training data.
Only chapter-length texts are included. The x-axis shows the different sets of
training data, and the y-axis shows the number of correctly identified samples.
Dashed lines indicate second-order Markov chains.

the 1-norm, 2-norm and ∞-norm.
Figures 6.2.1 and 6.2.2 do not show the source of the sample text

separately (they merge results from Matthew, John and Wikipedia, see the
list on page 32). However, it was noted that no matter the training data,
the texts from Matthew and John were a bit easier to identify correctly
than the Wikipedia texts. The difference was largest when Matthew was
used as training data. Especially the long sample texts from Matthew
and John were very easy to identify, and both the maximum-likelihood
method and the Frobenius norm achieved nearly 100 % accuracy on these
texts (both for Matthew and 100 MB Wikipedia as training data).

Text size. As can be seen in Figure 6.2.1, the accuracy was very depen-
dent on the length of the sample texts; while many methods achieved a
rather good accuracy for chapters, most methods were quite bad at identi-
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fying single words. This in itself is not surprising, but an interesting thing
to note is that while the ∞-norm was worse than all other matrix norms
at identifying chapters, it was the best matrix norm at identifying single
words.

Order of the Markov chains. The different methods responded very
differently to a change in the order of the Markov chains. The maximum-
likelihood method received a slight improvement from second-order Markov
chains over first-order chains, but the 1-norm instead got worse when the
order was increased. The Frobenius norm and the 2-norm got worse in
most cases, but not always, and the∞-norm seemed to get better in some
cases and worse in other. Only the maximum-likelihood method benefited
from second-order Markov chains in all setups.

Strangely enough, the results with second-order Markov chains for the
1-norm and 2-norm were much worse for Wikipedia as training data than
for Matthew, as can be seen in Figure 6.2.2. This seems to be the case
regardless of which sample texts were used.

Hard and easy languages. Figure 6.2.3 shows how the Frobenius norm
classified the chapter-length texts when Wikipedia (100 MB) was used
as training data. While it was quite successful, it was possible to see
that some languages were easier than others to identify. For instance,
English, Finnish and Swedish seems to have been easy to recognize, while
Norwegian Nynorsk was sometimes mistaken for Bokmål, and vice versa.

In general, there was a tendency among the matrix norms to more
often confuse languages that are close according to the norm in question,
which is what one would expect. However, some methods had a favorite
language in certain cases – for example, the 2-norm misidentified many
texts as being written in Swedish.

The last column of Figure 6.2.2 is given Table 6.2.1. The best of these
methods are well on par with the results in section 2.2.
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Figure 6.2.3: An example of language identification results per language. This
figure shows how the Frobenius norm classified chapter-length texts from both
the New Testament and Wikipedia. Wikipedia (100 MB) was used as training
data, and first-order Markov chains were used.

Table 6.2.1: Language identification results for chapter-length texts, with
Wikipedia (100 MB) as training data. The number of correctly identified texts is
shown as a percentage.

Method Markov chain order 1 Markov chain order 2

Frobenius norm 94 % 86 %
1-norm 83 % 9 %
2-norm 72 % 9 %
∞-norm 45 % 69 %
Likelihood method 98 % 99 %
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7 Discussion

7.1 Interpretation of the results
The matrix norms. As was seen, the different matrix norms give very
different results and are by no means equivalent. This is perhaps not so
strange, since they are calculated in different ways and capture different
aspects of the matrices. For example, the Frobenius norm takes all matrix
elements into account, while the 1-norm only uses a single column. The
Frobenius norms seems to be the most stable of the norms, and this is
likely because it uses the whole matrix.

The ∞-norm (or maximum absolute row sum norm) was especially
suspect in that it gave bad results in general and stopped working when
the order of the Markov chains was increased. The cause for this seemed
to be that the ∞-norm could never give a distance larger than 2 between
two matrices in the experiments. In fact, one can show that this is a
consequence of the normalization used on the transition matrices. Since
all rows have a row sum equal to one (and non-negative elements), for two
rows α and β we have that

α = (α1, α2, . . . , αk),
∑

αi = 1 and

β = (β1, β2, . . . , βk),
∑

βi = 1

=⇒ ‖α− β‖∞ = ‖(α1 − β1, α2 − β2, . . . , αk − βk)‖∞

=
∑
|αi − βi| ≤

∑
(|αi|+ |βi|) =

∑
αi +

∑
βi = 2,

so that the ∞-norm cannot give a value larger than 2. This constraint
limits the usefulness of the ∞-norm in this context.

The likelihood-based methods were better that the matrix norms in
almost every case (however, they were not always faster – see section 7.2).
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The likelihood-based methods take better into account the structure of
the data, such as the normalization, and perhaps this contributes to their
success.

The order of the Markov chains. Normally, one would expect that
results would improve if the order of the Markov chains was increased
(within reasonable bounds). This was also the case for the likelihood-
based methods, but some of the matrix norms got worse with increased
order. One could perhaps try to blame this on that there was too little data
for higher-order Markov chains, but 100 megabytes is quite a lot of data.
Perhaps the matrix-norm idea simply does not play well with higher-order
transition matrices because their structure is more complex. It should be
noted that the Frobenius norm did handle the higher order better than
the other matrix norms.

However, it is also possible that the higher-order Markov chains do
not provide much more information for language classification or language
identification than first-order Markov chains. The likelihood-based meth-
ods seem to point in this direction.

7.2 Computation speed
The running of the methods was not systematically timed, but a qualitative
estimation of the speed of the methods could nonetheless be of interest. Of
the matrix norms, the 1-norm and ∞-norm were the quickest, followed by
the Frobenius norm. The 2-norm was slower, and as noted in Table 2.4.1,
it scales badly when the Markov chain order (and thus matrix size) is
increased.

The time required for creating the transition matrices should have a
linear dependence on the text size, but also a constant time for normalizing
the rows in the matrix. Computing the log-likelihood was probably faster
for short texts, but slower for long texts – the matrix norms may well be
faster than the likelihood-based methods for long texts. In this case, the
Frobenius norm is perhaps the best choice if speed is important.
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7.3 Possible error sources
The following potential sources of errors have been identified:

• Garbage in the source texts. The texts were cleaned to re-
move meaningless content such as wiki markup, but especially for
Wikipedia, there is a possibility that some garbage content may have
slipped through. However, this is likely not a significant amount of
the source texts.

• Language contamination. A slightly bigger problem is the occur-
rence of foreign-language names in the source texts – for example,
many biblical names in the New Testament are of Hebrew or Greek
origin (however, they are often spelled according to the rules of the
main language of the text). The problem is even more apparent in
Wikipedia, where there may be lists of French villages or of English
songs in the middle of a Norwegian text – the assumption that the
texts are monolinguistic is not really valid here. However, nothing
was done to filter out these kind of things.

• Spelling errors. Spelling errors or words with exotic spelling may
be present primarily in the Wikipedia articles. In the worst case,
such irregularities could ruin the whole distance metric if the matrix
norm is sensitive to single matrix elements flipping from zero to one
(the Frobenius norm is not, but the 1-norm and ∞-norm could be).

• Spelling does not reflect pronunciation. While languages such
as Spanish, Finnish and Italian have a quite regular spelling, other
languages such as English and French have very irregular spelling,
which does not always reflect how the words are pronounced. This is
not necessarily a problem, but if we really want to compare spoken
languages, studying the written languages may not be enough. This
is elaborated on in section 7.4.
A related problem is that different languages typically do not use the
same spelling for the same sound – for example, the sound that is
spelled ‘ñ’ in Spanish is in Portuguese spelled ‘nh’ and in Italian ‘gn’.
Preferably, we would want these spellings to map to the same thing.
This was partly fixed by the character mapping in Table 5.2.1, but
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mainly for vowels – the letter combinations just mentioned was not
fixed.

• Normalization. The normalization associated with Markov tran-
sition matrices is perhaps not ideal for language classification and
identification. This is elaborated on in section 7.4.

7.4 Future topics
From graphemes to phonemes. As was mentioned in section 7.3, the
spelling of languages does not always reflect pronunciation. Sometimes,
irregular spellings might even hide valuable linguistic information (on the
other hand, sometimes they contain interesting historic information). Fur-
thermore, the same sound is often spelled differently in different languages.

One way to deal with this problem on a fundamental level is to use
a phonetic transcription that serializes the actual sounds in a universal
way, instead of ordinary written texts. The level of detail in the phonetic
transcription could be chosen reasonably to allow for both similarities and
differences between languages to show.

A big problem is that it is much harder to find text sources for phonetic
transcriptions than for ordinary texts. It is possible that one could extract
phonetic transcriptions either from written text or from spoken language,
but that is well beyond the scope of this text.

Normalization. In this investigation, the rows of the transition matrices
were normalized so that the row sums were equal to one. This is natural
when working with Markov chains, but it is not necessary for the matrix
norms. In fact, it is a bit disturbing that the relative frequency of the
letters does not really count – a transition from a very rare letter counts
as much as a transition from a very common one.

Perhaps normalizing the columns instead of the rows, or normalizing
the matrix as a whole (i.e. dividing the matrix by the sum of all its ele-
ments) could give better results. It would probably lessen the influence
from spelling errors and single words with strange spelling.
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8 Conclusion

With the matrix-based methods described in this text, it is possible both to
perform language classification and create satisfactory dendrograms, and
to perform successful language identification of reasonably large texts. It
seems that the Frobenius norm is the best matrix norm for these purposes,
although methods based on probability are even better.

Results are highly dependent on the matrix norm used. In general, the
Frobenius norm was the best matrix norm, followed by the 1-norm and the
2-norm. The ∞-norm is not usable on transition matrices in most cases.
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A Text sources

A.1 The New Testament

Danish Authorized translation of the Danish Bible Society from 1992.
http://www.bibelselskabet.dk/BrugBibelen/BibelenOnline

English The New English Translation (NET Bible) from 2005.
https://net.bible.org/

Finnish Authorized translation of the Evangelical Lutheran Church of
Finland from 1992.
http://www.evl.fi/raamattu/1992/

French La Bible en français courant (BFC) from 1997.
http://lire.la-bible.net/

German Die Gute Nachricht Bibel from 2000.
http://www.die-bibel.de/online-bibeln/

Italian Authorized translation of the Italian Episcopal Conference from
2008 (Bibbia CEI 2008).
http://www.bibbiaedu.it/

Norwegian Authorized translation of the Norwegian Bible Society from
2011 (both Bokmål and Nynorsk).
http://www.bibel.no/Nettbibelen

Portuguese Nova Versão Internacional from 2000.
http://www.biblegateway.com/versions/
?action=getVersionInfo&vid=NVI-PT

http://www.bibelselskabet.dk/BrugBibelen/BibelenOnline
https://net.bible.org/
http://www.evl.fi/raamattu/1992/
http://lire.la-bible.net/
http://www.die-bibel.de/online-bibeln/
http://www.bibbiaedu.it/
http://www.bibel.no/Nettbibelen
http://www.biblegateway.com/versions/?action=getVersionInfo&vid=NVI-PT
http://www.biblegateway.com/versions/?action=getVersionInfo&vid=NVI-PT
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Spanish Nueva Versión Internacional (Castilian) from 2005.
http://www.biblegateway.com/versions/
Nueva-Version-Internacional-Castilian-Biblia-CST/

Swedish Authorized translation of the Swedish Bible Society from 2000.
http://www.bibeln.se

A.2 Wikipedia
Database dumps for all Wikipedia versions were downloaded via the page
at http://dumps.wikimedia.org/backup-index.html. The file that was
downloaded is called XXwiki-YYYYMMDD-pages-articles.xml.bz2, where
XX is the language code in question, and YYYYMMDD is the date of the dump.
For example, the English database dump was retrieved from
http://dumps.wikimedia.org/enwiki/20130304/
enwiki-20130304-pages-articles.xml.bz2
(note that this file is 9.1 gigabytes large).

http://www.biblegateway.com/versions/Nueva-Version-Internacional-Castilian-Biblia-CST/
http://www.biblegateway.com/versions/Nueva-Version-Internacional-Castilian-Biblia-CST/
http://www.bibeln.se
http://dumps.wikimedia.org/backup-index.html
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B Text generation demo

When a transition matrix has been generated from a text, it can be used
to generate new texts (see page 14, Realizations). By increasing the or-
der of the Markov chain, one can see how the generated text becomes
more and more similar to the original text. Here, we illustrate this with
the poem Dagen svalnar. . . (1916) by the Swedish-speaking Finnish poet
Edith Södergran. Note that unlike the method described in chapter 5, no
preprocessing of the text is done here, so all characters are preserved.

Original text

Dagen svalnar mot kvällen...
Drick värmen ur min hand,
min hand har samma blod som våren.
Tag min hand, tag min vita arm,
tag mina smala axlars längtan...
Det vore underligt att känna,
en enda natt, en natt som denna,
ditt tunga huvud mot mitt bröst.

Du kastade din kärleks röda ros
i mitt vita sköte —
jag håller fast i mina heta händer
din kärleks röda ros som vissnar snart...
O du härskare med kalla ögon,
jag tar emot den krona du räcker mig,
som böjer ned mitt huvud mot mitt hjärta...

Jag såg min herre för första gången i dag,
darrande kände jag genast igen honom.
Nu känner jag ren hans tunga hand på min lätta arm...
Var är mitt klingande jungfruskratt,
min kvinnofrihet med högburet huvud?
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Nu känner jag ren hans fasta grepp om min skälvande kropp,
nu hör jag verklighetens hårda klang
mot mina sköra sköra drömmar.

Du sökte en blomma
och fann en frukt.
Du sökte en källa
och fann ett hav.
Du sökte en kvinna
och fann en själ —
du är besviken.

Markov chain order 1

Du blis kru man henda
itanda
Drtennn kärannn älet ermotag hån h skt lächan ng känomiga far m kt..
otaxlorächa erorockänn minen e ja dud vå min.
edag,
jen bören väragt,
skendenu r vite inn stengt hånar kän mich tan...
Duvammm..
Nu än mag, svennaren ka,
De kle mom.

Dana e skälvu m härt han frm hag somennd sonduvän vans
mm m ju börster mockendin ud,
Dastarr migår in kvin hälälagade der migaling, ha s he hu m hoded hå

jatetana
Nurin ötalaskökäle ksotttte kttu ananarsvig va fan sörarende mmi mon

kärrsvin,
ockerde födikllälot rerunsklnadetanot.
te rälet e ha sklinga fr n skänna dinskrm.
järösmala lindu s t fa
det nna frminnsva skvonerögend meng,
omosökömin en blersögomitag ena hens m krmin hja m hånnnasvat ete m

köja m.

Markov chain order 2

Dag gånga känna röda axlare en huvud?
Nu räcker skör mot kast het mitta kastanner jag sjärmen na
och fanden.
Du repp,
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jag hans het skör jag tungt het mot mitt i min blod kvär brömmalnars
hållerklarm,

du kännerre klin hända ögbur mot i min klig,
nu ros
i min handa hjärta arre en känd min besvissna,
mot hav.

Markov chain order 3

Dagen hande källa
och fann en blomma
och fann ett kvinna,
din honom.
Nu kände kropp,
nu hände kropp,
nu hör fann en natt kälvande kände krona huvud mitt huvud mot med hör

första grepp om vissnar snart...
O du räcker min hand på min kvälla
och fann en i mig,
darrand har snar är min hand på mina hetens hållen.
Tag ren.
Tag min hav.
Drick värmen herre unde jag min hand på mina smala arm...
O du räcker jag mitt kvällen.

Markov chain order 4

Dagen i dag,
darrande jag håller fasta grepp om min vita arm,
tag mina heta händer
din kvinna
och fann en natt som våren.
Tag min skälvande jungfruskratt,
min hans tunga hans fasta gången svalnar samma blomma
och fann ett huvud mot kvällen...

Jag såg mina smala axlars längtan...
Det vore under
din kvinnofrihet med kalla ögon,
jag håller fastade din kärleks röda ros som våren.

Markov chain order 5

Dagen svalnar mot kvällen...
Drick värmen ur min skälvande jag verklighetens hårda klang
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mot mitt hjärta...

Jag såg min vita sköra drömmar.

Du kastade din kärleks röda ros
i mitt klingande kropp,
nu hör jag ren hans fast i mina smala axlars längtan...
Det vore underligt att känna,
ditt tunga hand på min lätta arm...
Var är mitt hjärta...

Jag såg mina sköra drömmar.

Du kastade din kärleks röda ros som våren.
Tag min hand på min hans tunga hand,
min kvinna
och fann ett hav.
Du sökte en källa
och fann ett hav.
Du sökte en källa
och fann en själ —
du är besviken.

Markov chain order 6

Dagen svalnar mot kvällen...
Det vore underligt att känna,
en enda natt, en natt som denna,
ditt tunga hand har samma blod som vissnar snart...
O du härskare med kalla ögon,
jag tar emot den krona du räcker mig,
som böjer ned mitt vita sköte —
jag håller fast i mina heta händer
din kärleks röda ros
i mitt klingande jungfruskratt,
min kvinna
och fann ett hav.
Du sökte en blomma
och fann en själ —
du är besviken.

Markov chain order 7

Dagen svalnar mot kvällen...
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Drick värmen ur min hand,
min hand har samma blod som våren.
Tag min vita arm,
tag min vita arm,
tag mina sköra drömmar.

Du sökte en källa
och fann en själ —
du är besviken.

Markov chain order 8

Dagen svalnar mot kvällen...
Drick värmen ur min hand har samma blod som våren.
Tag min hand har samma blod som våren.
Tag min hand har samma blod som våren.
Tag min hand, tag min vita arm,
tag mina smala axlars längtan...
Det vore underligt att känna,
en enda natt, en natt som denna,
ditt tunga hand på min lätta arm...
Var är mitt klingande jungfruskratt,
min kvinnofrihet med högburet huvud?
Nu känner jag ren hans fasta grepp om min skälvande kropp,
nu hör jag verklighetens hårda klang
mot mina sköra drömmar.

Du sökte en blomma
och fann ett hav.
Du sökte en kvinna
och fann en själ —
du är besviken.
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