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Abstract

Over the last decade, Internet-based services, such as electronic-mail, music-on-demand,
and social-network services, have changed the ways we communicate and access information.
Usually, the key functionality of such a service is in backend components, which are located
in a data center, a facility for hosting computing systems and related equipment. This
thesis focuses on two fundamental problems related to the management, dimensioning, and
provisioning of such backend components.

The first problem centers around resource allocation for a large-scale cloud environment.
Data centers have become very large; they often contain hundreds of thousands of machines
and applications. In such a data center, resource allocation cannot be efficiently achieved
through a traditional management system that is centralized in nature. Therefore, a more
scalable solution is needed. To address this problem, we have developed and evaluated a
scalable and generic protocol for resource allocation. The protocol is generic in the sense
that it can be instantiated for different management objectives through objective functions.
The protocol jointly allocates CPU, memory, and network resources to applications that are
hosted by the cloud. We prove that the protocol converges to a solution, if an objective
function satisfies a certain property. We perform a simulation study of the protocol for real-
istic scenarios. Simulation results suggest that the quality of the allocation is independent
of the system size, up to 100,000 machines and applications, for the management objectives
considered.

The second problem is related to performance modeling of a distributed key-value store.
The specific distributed key-value store we focus on in this thesis is the Spotify storage sys-
tem. Understanding the performance of the Spotify storage system is essential for achieving
a key quality of service objective, namely that the playback latency of a song is sufficiently
low. To address this problem, we have developed and evaluated models for predicting the
performance of a distributed key-value store for a lightly loaded system. First, we developed
a model that allows us to predict the response time distribution of requests. Second, we
modeled the capacity of the distributed key-value store for two different object allocation
policies. We evaluate the models by comparing model predictions with measurements from
two different environments: our lab testbed and a Spotify operational environment. We
found that the models are accurate in the sense that the prediction error, i.e., the difference
between the model predictions and the measurements from the real systems, is at most 11%.
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Chapter 1

Introduction

1.1 Background and Motivation

Networked services, e.g., electronic-mail, social-network, and music-on-demand services are well
integrated into the fabric of our daily life. These services connect people around the world,
enable convenient accesses to information, and are vital to innovation in various industries and
societies [1].

A network service typically consists of frontend components, for instance, an electronic-mail
client in a mobile phone, and backend components, for example, a storage machine for electronic
mails. A backend component normally runs on one or several machines located in a data center,
which is a facility for hosting computing systems and related equipment.

A data center normally contains a large number of machines connected via a network. The
machines are mounted on racks. Racks are organized into clusters. Data centers vary in size;
a data center occupies a single room, one floor of a building, or an entire building. Figure 1.1
illustrates a view from inside a data center.

This thesis focuses on two fundamental problems related to the management of data centers
and backend components. They center around (1) resource allocation for a large-scale cloud
environment and (2) performance modeling for a distributed key-value store.

The first problem is a fundamental problem in cloud computing. Cloud computing can be
understood as the “use of computing resources (hardware and software) that are delivered as a
service over a network (typically the Internet)” [3]. With the term cloud environment we mean
the physical infrastructure that supports cloud computing.

A cloud environment normally involves three stakeholders. The first stakeholder is the cloud
service provider, who owns and administrates a data center infrastructure. Examples of such
providers include the business divisions that run Amazon Web Services [4], the Google Cloud
Platform [5], and Windows Azure [6].

The second stakeholder is the cloud client, who owns and operates a networked service by
leasing a part of the virtualized infrastructure from the cloud provider. Examples of such cloud
clients are companies like Dropbox [7], Netflix [8], and Flipboard [9]. The cloud client provides
a networked service over the Internet to the third stakeholder, which we call the end user. An
end user accesses the networked service through frontend components mentioned earlier.

Each backend component is often composed of multiple applications. For example, a web
backend component, such as LAMP (Linux, Apache, MySQL and PHP), is composed of web and
database applications. An application is executed on a single machine and requires resources,
such as CPU, memory, and storage.

A cloud service provider performs resource management in a data center according to a
management objective. Examples of such objectives are the balanced load objective, which states
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Figure 1.1: A view from inside a data center [2].

that machines should experience the same load, and the energy efficiency objective, which states
that the power consumption of all machines should be minimized.

Therefore, a key problem for the cloud service provider is how to select the machine for
executing an application, such that the placement satisfies, at the same time, the management
objective of the provider and the resource demands of all applications in the cloud. This problem
is also referred to as the application placement problem. Figure 1.2 illustrates the problem in
a data center environment, with two sample objectives for the case of the CPU resources. On
the left side, applications, which are represented by boxes a1, a2, ..., aA are placed on machines,
which are shown as bins S1, S2, ..., SN ; the height of an application box represents the CPU
demand of the application, while the height of a machine bin represents the CPU capacity of
the machine. On the right side, for the balanced load objective, applications are placed in
such a way that the bins are filled to the same height, while for the energy efficiency objective,
applications are placed in such a way that the minimum number of bins is used.

Monitoring of states of applications and machines is required in order to compute the place-
ment decisions. Traditionally, the solution to the application placement problem has been com-
puted in a centralized fashion, i.e., on a single machine. This is technically feasible for small
data centers where the number of applications and physical machines is below ten thousand.

Some recently built data centers, however, are very large [10–12]; with over 300,000 square
feet in size, they often contain hundreds of thousands of machines and applications. In such a
data center, the number of states to be monitored and the number of placement decisions to be
computed are very large, and the application placement problem cannot be solved in a timely
fashion through a centralized computation. Therefore, a more scalable solution is needed.

Note that we address the application placement problem in such a way that our solution
does not only apply to interactive services, but also to batch services, e.g., data analytics. Batch
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Figure 1.2: Application placement in a data center environment.

services generally have different requirements than interactive services, for example, in that the
batch services prioritize high service throughput rather than low request latency.

The second problem we address in this thesis is a key problem in performance management
of storage systems. Such systems store persistent data for networked services. An important
type of storage systems is the distributed key-value store. A distributed key-value store runs on
a number of storage machines and has two key operations, namely get and put operations. The
get operation reads a value from the store by specifying a key, while the put operation writes a
specified value to the store for a given key. In this work, we use the term object for a value kept
in the store. Examples of a distributed key-value store, which are used in production systems
today, are Cassandra [13], Dynamo [14], and Riak [15].

The distributed key-value store we focus on in our work is a system built by Spotify. Spotify
offers an on-demand music streaming service[16], which currently has 24 million users and six
million subscribers [17]. The core functionality of the backend component of this music service
is provided by the Spotify storage system. Its architecture is captured in Figure 1.3. Spotify
has several backend sites, which follow the layout in the figure.

The Spotify storage system is two-tiered. When a Spotify user invokes the service, the
Spotify client sends a request for an object—a part of a song—to an Access Point (AP), which
routes the request a Production Storage server. (In this thesis, we use the term server and
machine interchangeably.) If the requested object is stored in the Production Storage server, a
response is returned immediately. Otherwise, the request is forwarded over the Internet to the
Master Storage system (which is based upon a third-party storage service), and the retrieved
object is subsequently cached in a Production Storage server.

For most storage systems, it is impractical to replicate all objects across storage machines.
Therefore, each object is stored on, or allocated to, a subset of machines. We refer to a strategy
that allocates a set of objects to a set of machines as an object allocation policy.
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Figure 1.3: The Spotify storage architecture.

A quality of service objective indicates a performance goal of a service that is linked to the
user experience. Examples of such an objective for a storage system are an upper bound on
latency and a lower bound on throughput.

A quality of service objective is important for real-time services, such as on-demand music
streaming services and interactive games. For instance, achieving low latency is key to the
Spotify service; the response time of pressing the play button on the Spotify client interface
should feel immediate to the Spotify user. (In this thesis, we use the term latency and response
time interchangeably.)

Performance modeling includes the development of an analytical framework or tool to estab-
lish a relationship between (1) a performance metric of a system and (2) the external load and
system parameters, such as machine characteristics and configurations. Given such a model, we
can predict performance metrics, given the external load and the system parameters.

Performance modeling of a distributed key-value store is essential for achieving the quality
of service objective for networked services. Applying a reasonably accurate model, a planner of
a distributed key-value store, e.g., the Spotify storage system, can properly provision resources,
such as machines and network equipment, such that service requests comply with the quality
of service objective, e.g., the playback latency is sufficiently low in case of the Spotify storage
system.
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1.2 Problem and Approach

Resource allocation for a large-scale cloud environment

Problem

We restrict our discussion to a single data center that contains the cloud infrastructure. We
model the data center as a system with a set of applications A and a set of machines N . As
stated in Section 1.1, an application is part of a backend component and runs on a single
machine.

We use θa to represent the generic resource required by application a ∈ A. We write ωa for
the CPU demand of application a and γa for the memory demand of application a. We represent
the generic capacity of machine n by Θn. We write Ωn for the CPU capacity of machine n and
Γn for the memory capacity of machine n.

We use Pn to represent the set of applications placed on machine n. An application a ∈ A
on machine n is allocated the generic resource θ̂a,n. Specifically, it is allocated CPU resources
ω̂a,n and memory resources γ̂a,n. The allocation follows a local resource allocation policy. An
example of such an allocation policy is one that allocates CPU resources according to application
demands, i.e., ω̂a,n = ωa.

We consider a dynamic setting, whereby (1) the demand of an application a changes over
time, i.e., θa = θa(t), (2) applications are dynamically added to and removed from the cloud
environment, and (3) machines are dynamically added to and removed from the cloud environ-
ment.

We consider two constraints for application placement. First, the capacity constraint states
that the aggregate of the allocated resources on machine n cannot exceed the capacity of machine
n, i.e.,

∑
a∈Pn θ̂a,n ≤ Θn. Second, the demand constraint states that the resources allocated to

application a must be equal or larger than the application demand, i.e., θ̂a,n ≥ θa (assuming
application a is placed on machine n). Additional constraints, such as colocation or anti-
colocation constraints, can be considered using our approach, although we have not done so in
this work.

In this thesis, we study the application placement problem, i.e., the problem of placing a
set of applications A onto a set of machines N that execute those applications. A feasible
solution is an allocation that satisfies (1) the capacity constraints for the resource allocation on
all machines and (2) the resource demand constraints of all applications.

We formulate the application placement problem as an optimization problem. Among the
feasible solutions, an optimal solution maximizes or minimizes an objective function, which
measures the quality of the solution according to the management objective. An objective
function is computed from local state variables of all machines in the cloud. A sample objective
function for a balanced load objective is the variance of the CPU utilization across all machines
in the cloud. (The CPU utilization of machine n is

∑
a∈Pn ω̂a,n/Ωn.) Minimizing this objective

function is akin to balancing the load across machines. Finding an optimal solution for the
placement problem is equivalent to solving a variant of the multiple knapsack problem and
therefore NP-hard [18].

In a data center, a resource allocation system (1) monitors the states of applications and
machines, (2) continuously computes the optimal solution to the application placement problem,
and (3) executes the placement decisions on the cloud infrastructure. We identify design goals
of a system that effectively and efficiently performs resource allocation in large-scale cloud
environment through a set of properties as follows:

Efficient: The resource allocation system consumes a small amount of cloud resources.
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Scalable: The system must be scalable both in the number of machines and the number
of applications; in other words, the required resources for running the system increase
sublinearly both with the number of machines and with the number of applications.

Adaptable: The system dynamically computes a new solution to the placement problem in
response to a change in demand, application churn, or a change in system configuration.

Generic: The system can compute the solution to the application placement problem for a
class of management objectives, not just for a single objective.

Feasible: It is possible to build a system prototype with today technology.

This thesis addresses the problem of engineering a resource allocation system that satisfies the
design goals above. The problem is hard, since the above stated goals must be simultaneously
addressed.

Approach

The core of our solution to achieve the above goals is a distributed and adaptive algorithm in
form of a gossip protocol. (In this thesis, we use the term algorithm and protocol interchange-
ably.) A gossip protocol is a round-based protocol that relies on pairwise interactions between
nodes to accomplish a global objective, whereby each node executes the same code and the size
of the exchanged message is limited [19].

The choice of the gossip protocol is motivated by the simple interaction pattern of a gossip
protocol and its inherent scalability, which stems from the fact that each node has a limited
view of the system. This property allows the protocol to scale, in our case, to at least 100,000
machines and applications.

(a) An arrow represents a communication initiated
from a source to a destination node.

(b) Gossip interaction between two nodes for the balanced
load objective.

Figure 1.4: A sample execution of a round of a gossip protocol.

The gossip protocol forms a key part of our distributed middleware that runs on all machines
of the cloud. The protocol uses a peer sampling service, which provides for each node a set of
peers for gossip interactions. Figure 1.4 illustrates a sample execution of a round of the gossip
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protocol for the balanced load objective. The protocol is executed as a sequence of rounds and
terminates when the balanced load objective is achieved to a sufficient degree.

Our evaluation of the protocol includes two complementary parts. The first part is a theo-
retical analysis of key properties of the protocol, including convergence, which shows that the
key metrics of the protocol converge, and correctness, which demonstrates that the converged
metrics solve the application placement problem. Second, we perform a simulation study of
the protocol for realistic scenarios. This work includes implementing and customizing simula-
tors that reproduce key functionalities of the system, for example, resource consumption and
gossip interactions. Such a study is important, since it allows us to evaluate the behavior and
performance of the protocol for a large-scale system.

Performance modeling for a distributed key-value store

Problem

A distributed key-value store is a storage system that is based on a cluster of interconnected
storage machines, which we also refer to as a storage cluster. The system stores a set of objects,
each of which has a key and a value. An object is accessed through a get request with its key
as an input parameter, and the system retrieves the value for the key.

A key metric of a distributed key-value store is the response time of a get request, which is
the time interval, measured from the time when a request arrives at the storage cluster to the
time when the request leaves the cluster.

We consider two object allocation policies in this thesis. The first policy, which we call
the random policy, allocates objects uniformly at random to machines in the storage cluster.
The second policy, which we call the popularity-aware policy, allocates an object to a machine
depending on how frequently the object is requested, i.e., its request rate. The allocation is
performed with the objective that each machine experiences the same aggregate request rate.

The capacity of a machine is the maximum request rate that it can process without violating
a given quality of service objective; we refer to the capacity of a storage cluster as the maximum
request rate to the cluster, such that each machine serves a rate below its capacity.

A performance model of a system can be developed for different system levels, for example,
for the device level, the operating system level, or the application level. Generally, an accurate
model for a higher level of the system is more complex than a model for a lower level, because
it must account for the interactions among components in the lower levels. For example, an
application-level model must take into account the performance characteristics, functionalities,
and configurations of the devices in the system and their operating systems.

This thesis addresses the problem of developing and evaluating application-level performance
models for a distributed key-value store. We work with application-level models, since they
express the overall performance characteristics of a system as seen by the users of the system.
We first develop a model for predicting the response time distribution of a distributed key-value
store for a lightly loaded system. Second, we model the capacity of a storage cluster for different
object allocation policies.

We identify desirable properties of a performance model for a distributed key-value store as
follows:

Accurate: The model should be sufficiently accurate to predict a target metric with an
acceptable error for operational loads.

Obtainable: It should be easy to obtain the model parameters from a real system.

Simple: The model should be simple enough to be analyzed.
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Efficient: The model equations should have low complexity, so that they are solvable in
real-time.

The main difficulty of developing a performance model for a distributed key-value store is the
complexity of the system, which makes it hard to identify a simple model that is sufficiently
accurate.

Approach

For modeling the performance of the Spotify storage system (which is a distributed key-value
store), we apply basic probabilistic and stochastic modeling techniques; we use Poisson pro-
cesses, queuing models, and balls-and-bins models.

We use Poisson processes to model the arrival times of get requests for the distributed key-
value store. A queuing model is employed to model the response time of a get request for
the storage system, and a balls-and-bins model is applied to model the capacity of the storage
system.

We evaluate the models by comparing model predictions with measurements from two dif-
ferent environments. The first environment is our lab testbed, over which we have full control.
This allows us to experiment with a full range of model parameters and refine the model if
needed. For example, we can perform tests to find the range of possible loads for which the
model is sufficiently accurate. After we have confidence in the developed model, we perform the
evaluation in the second environment, which is a Spotify operational environment, which gives
us only very limited control.

1.3 The Contribution of this Thesis

We believe our thesis makes significant contributions towards engineering solutions for resource
allocation in a large-scale cloud environment and performance modeling for a distributed key-
value store.

A generic protocol for resource allocation in a large-scale cloud environment

We developed two iterations of a scalable and generic protocol for resource allocation. The first
version, which we call the Generic Resource Management Protocol (GRMP), is generic in the
sense that it can be instantiated for different management objectives. We exemplified its usage
by providing an instantiation of GRMP for an energy efficiency objective (see Chapter 6). We
instantiated the protocol by providing the concrete implementations for the protocol’s abstract
methods.

For the second version, we extended GRMP to support instantiation through objective
functions. This means that switching between management objectives is achieved by simply
changing the objective function. An objective function is specific to a management objective and
is computed from local state variables. We provided protocol instantiations for four management
objectives, namely, balanced load, energy efficiency, fairness, and service differentiation (see
Chapter 7).

The resource allocation system, the key component of which is GRMP, achieved the design
goals stated above. First, the system is efficient, because the protocol executes with small
overheads, both in computation and communication overhead. Also, the protocol tries to limit
the cost of reconfiguration, for example, by attempting to minimize the number of applications
that need to be restarted when implementing the new placement.
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Second, the protocol is scalable, since (1) the computational resources available for running
the protocol grow linearly with the system size (since all machines execute the protocol), and
(2) the resources consumed by each machine are independent of the system size.

Third, the protocol is adaptive, because it is executed periodically or in response to an
event, such as the arrival of an application, the termination of an application, or the change of
application demand. The protocol takes as input the current placement and produces a new
placement according to the management objective.

Fourth, the protocol is a generic solution to the application placement problem, since it can
be instantiated for different management objectives. Finally, the protocol has been implemented
on an Openstack cloud management testbed, and the performance measurements on this testbed
demonstrate the effectiveness of GRMP [20].

Performance models for predicting response time and capacity of a
distributed key-value store

We have developed and evaluated models for predicting the performance of a distributed key-
value store. First, we developed a model that allows us to predict the response time distribution
of get requests. The model takes as input the external load, the system size, and model param-
eters obtained from the physical servers through measurements.

Second, we modeled the capacity of a distributed key-value store for two different ob-
ject allocation policies. The model takes as input the object allocation policy (a random or
popularity-aware policy), the system size, the number of objects, and the parameters of the
object popularity distribution.

The models satisfy the design goals stated above, because they are accurate in the sense that
the prediction error, i.e., the difference between the model predictions and the measurements
from the real systems, is at most 11%; they are obtainable, because the model parameters can
be estimated quickly by running a monitoring tool on the storage machines; they are simple in
the sense that the model equations are in closed forms and can be easily analyzed; finally, the
models can be evaluated quickly and with low overhead on a computer and are thus applicable
to an online system. (The models can be computed within a second on a laptop computer.)

1.4 Publications

The results of this research have been documented in four papers. Two of them have been
published in peer-reviewed conferences of the network management research community (IEEE
CNSM). One of them won the Best Paper award at the conference. One of them has been
accepted for publication in Journal of Network and Systems Management (JNSM). One of
them has been submitted to the journal and is currently under review. All papers are listed in
Chapter 5.
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Chapter 2

Related Research

The work presented in this thesis focuses on two research areas: resource allocation for cloud
environments and performance modeling for a distributed key-value store.

2.1 Resource Allocation for Cloud Environments

In this section, we relate our work to recent and current research in the field of resource allocation
for cloud environments. We specifically focus on the application placement problem. We refer
to a scheduler as a set of machines that compute the solution to the application placement
problem. The scheduler is a key part of a resource allocation system.

Centralized vs. distributed scheduler

Existing works employ either a centralized or a distributed scheduler. A centralized scheduler
uses a single machine for computing the solution to the application placement problem; most
existing works employ this scheduler, for example, [21–24], [25–29], and [30–37]. The main ad-
vantage of this scheduler is its simplicity, because the scheduler is aware of all resources and
applications in the system. The major disadvantage for this scheduler is its limited scalability,
since the scheduler has to monitor states of all applications and machines to compute the place-
ment solutions. As a result, experiences in data centers show that this scheduler is technically
feasible for clusters up to some ten thousand machines.

A distributed scheduler uses a set of machines to jointly compute the solution to the appli-
cation placement problem. Works that employ the scheduler include [20, 38–42]. Our thesis is in
this category. The main advantage of this scheduler is its scalability, because several machines
work together to compute the solution to the application placement problem, and the resources
required for computation on each machine are limited. However, the major disadvantage of the
scheduler is that states of the computation are distributed across machines, which makes this
scheduler difficult to design, analyze, implement, and debug.

Initial vs. dynamic placement

Related works can be categorized based on whether they solve an initial or dynamic placement
problem. The initial placement problem is a version of the application placement problem,
which assumes that no applications have been placed yet. Existing works that solve the initial
placement problem include [22, 31, 33, 37, 43].

The dynamic placement problem is a version of the application placement problem, which
assumes that some applications have already been placed. Thus, a solution to this problem
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generally also minimizes the cost of reconfiguration from the existing placement, e.g., the number
of applications required to be started. Works that solve the dynamic placement problem include
[20, 21, 40, 42, 44–46]. This thesis is in this category.

Solutions to the initial and dynamic placement problem complement each other. The solu-
tion to the initial placement problem is important for initializing a resource allocation system,
i.e., when the system is started and no applications are placed. The solution to the dynamic
placement problem is crucial to handling application churn, a change in application demand,
and a change in system resources. In practice, both solutions are required to implement a
functional resource allocation system.

Network-aware resource allocation

Related research can be classified based on whether the work considers network resources in
addressing the application placement problem; we refer to such a work as a network-aware
resource allocation. The allocation is crucial for some applications that have interconnected
and communicating modules, i.e., components of the application. Examples of such applications
include MapReduce [47], Dryad [48], or LAMP (Linux, Apache, MySQL and PHP).

A general approach to network-aware resource allocation is, first, to represent an application
as a connected graph, whereby a vertex represents a module, and an edge connecting modules
represents the networking demand between the modules. Second, the infrastructure is also
represented by a connected graph, whereby a vertex represents a machine, and an edge represents
a networking link connecting the machines. The application placement problem is then stated
as a graph embedding problem [49], where each application graph is to be embedded onto the
infrastructure graph. Works that are network-aware resource allocations include [29, 30, 33].

Although we do not represent a data center by a connected graph, our thesis work offers a
network-aware resource allocation. Assuming a full bisection bandwidth network—an emerging
networking technology for a single data center—, we solve the problem of placing applications
that have interconnected and communicating modules (see Chapter 7).

Energy-aware resource allocation

Related research can be classified based on whether the work adopts a technique to minimize
the power consumption of machines within a data center, while satisfying the demands of
the applications. We refer to such a work as energy-aware resource allocation. Examples of
techniques are server consolidation and adjusting the power consumption of CPUs on a machine.

Server consolidation means packing all applications onto a small number of machines, such
that the aggregate power consumption is minimized. Works that employ server consolidation
include [21–27, 38]. The work presented in this thesis includes a protocol that uses this technique.

When a machine is lightly loaded, techniques for adjusting the power consumption of CPUs
on a machine, such as a Dynamic voltage scaling (DVS) or a Dynamic frequency scaling (DFS),
can reduce energy consumption on the machine. Hence, a resource allocation system can esti-
mate the aggregate demand of applications placed on a machine and tune the power consumption
of CPUs according to the demand. Works that employ such a technique include [50–53].

2.2 Performance Modeling of a Distributed Key-value Store

In this section, we relate our work to the recent and current research with similar objectives in
the fields of performance modeling of a distributed key-value store.
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A distributed key-value store

An important type of storage systems is the distributed key-value store. A distributed key-value
store runs on a number of storage machines and has two key operations, namely, get and put
operations. The get operation reads a value from the store by specifying a key, while the put
operation writes a specified value to the store for a given key. In this work, we use the term
object for a value kept in the store, and the distributed key-value store we focus on is the Spotify
storage system.

The development and evaluation of distributed key-value stores is an active research area.
While these systems generally provide more functionality than the Spotify storage system does,
to our knowledge, no performance model has been developed for any of them.

In contrast to Spotify’s storage system design, which is hierarchical, many advanced key-
value storage systems in operation today are based on a peer-to-peer architecture. Among them
are Amazon Dynamo [54], Cassandra [13], Riak [55], HyperDex [56], and Scalaris [57]. Most of
these stores use some form of consistent hashing to allocate objects to machines. The differences
in the designs of the systems are motivated by their respective operational requirements, and
they relate to the number of objects to be hosted, the size of the objects, the rate of update,
the number of clients, and the expected scaling of the load.

Performance modeling of a storage device

A distributed key-value store includes several storage machines, and a storage machine consists
of one or more storage devices that store persistent data. Hence, the performance of the
store depends on the performance of a storage machine, which subsequently depends on the
performance of storage devices on the machine.

Performance modeling of a storage device is a technique that expresses a relationship between
a performance metric of interest, an external load, and system parameters of a storage device.
The related research explores performance models for major storage devices including magnetic
and solid state drives.

A magnetic drive or a “spinning disk” is a traditional form of a storage device that has
rotating discs with magnetic heads. The major advantage of this device is its storage capacity
and endurance. Examples of works that develop performance models for such a drive are [58–
60].

A solid state drive(SSD) or a “flash memory” is an important type of a storage device
that has no moving component. The major advantage of this device is its low access latency;
however, this device has a disadvantage in that it has low endurance, i.e., it has a limited
number of writes before the device is unusable. Examples of works that develop performance
models for such a drive are [61–63].

The model presented in this thesis is not for an individual device, but rather for the dis-
tributed key-value store. The model captures the performance aspects of an entire system,
which consists of multiple storage machines, each of which includes multiple storage devices.

A white-box and black-box performance model for a storage system

A performance model for a storage system can be classified according to whether it assumes
internal knowledge of the storage system; this classification is generally referred to as whether
the model is white-box or black-box.

A white-box model assumes internal knowledge of the storage system. For example, a
storage system can be represented by a queuing system. Such a model has major advantages
in that it (1) provides general insights into how the system works, and (2) does not require
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training data from the real system. Nonetheless, the model has a major disadvantage in that its
applicability is limited to a system when assumptions of the models hold. The related research
that applies a white-box model for a storage system includes [59–62, 64–66]. The performance
models presented in this thesis are in this category.

On the other hand, a black-box model, which generally is based on a regression or a machine
learning technique, does not assume any knowledge or internal-working principle of the storage
system. Hence, such a model has a major advantage in that it is applicable to a wider range
of systems than a white-box model; nonetheless, the model has a major disadvantage in that
it requires training data from the real system, which might be costly to obtain. The related
research that applies a black-box model includes [58, 63, 67].

Performance control of a distributed key-value store

An operator of a distributed key-value store typically has a performance goal, which states that
a performance metric of interest must be in a desired range. For example, an average response
time of a request must be below a certain threshold. Performance control of a storage system
employs a control system to ensure that such a goal is achieved.

Such a control system is often modeled as a feedback controller, which adjusts a control
signal based on how the system reacts to an external load. Examples of such control signals
include a signal to increase the number of storage machines, when the average response time
is higher than a threshold, and a signal to decrease the number of storage machines, when the
average response time is lower than another threshold.

Works that employ a performance control system for a distributed key-value store include
SCADS[69], ElastMan [70], and Yak [71]. The models presented in this thesis do not control
the performance of a distributed key-value store; however, the models complement those works.
For instance, based on our analytical model, an initial operating point can be chosen, which
can be subsequently adapted using a performance control system.

Object placement policy for a distributed key-value store

We refer to a storage cluster as a cluster of storage machines in the distributed key-value
store and an object allocation policy as the allocation of a set of objects to a storage cluster.
The object allocation policy can be classified according to whether it applies a random or a
popularity-aware policy.

A random policy allocates an object uniformly at random to a storage machine in the cluster.
Such a policy has a major advantage in that it is easy to implement, because it can be realized
with functions that approximate random assignment, e.g., hash functions, and the allocation
does not need to be adapted over time. Nonetheless, the policy has a disadvantage in that
storage machines experience different request rates. Related research that applies a random
policy includes [54, 64].

A popularity-aware policy allocates an object to a storage machine depending on how fre-
quently the object is requested, i.e., the request rate for this object. The allocation is performed
in such a way that each server experiences the same (or almost the same) aggregate request rate,
which is a major advantage of this policy. However, this policy has a major disadvantage in that
it is complex to implement, since it requires a (large) routing table, which must be maintained,
and the object allocation needs to be adapted over time, as the popularity of objects changes.
Related research that applies a popularity-aware policy includes [72–75].

This thesis investigates the system dimensioning and configuration parameters, for which
either a popularity-aware or a random policy provides better performance. We show that the
key parameters are the number of objects and the number of servers in the system.
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Chapter 3

Summary of Original Work

The results of this research are documented in four papers, out of which two have been published
in conferences, one has been published in a journal, and one has been submitted for journal
publication. The complete list is presented in Chapter 5. Three papers are included in the text
of this thesis.

Paper A: Gossip-based Resource Allocation for Green Computing in Large
Clouds

We address the problem of resource allocation in a large-scale cloud environment, which we
formalize as that of dynamically optimizing a cloud configuration for green computing objec-
tives under CPU and memory constraints. We propose a generic gossip protocol for resource
allocation, which can be instantiated for specific objectives. We develop an instantiation of this
generic protocol which aims at minimizing power consumption through server consolidation,
while satisfying a changing load pattern. This protocol, called GRMP-Q, provides an efficient
heuristic solution that performs well in most cases—in special cases it is optimal. Under over-
load, the protocol gives a fair allocation of CPU resources to clients. Simulation results suggest
that key performance metrics do not change with increasing system size, making the resource
allocation process scalable to well above 100,000 servers. Generally, the effectiveness of the
protocol in achieving its objective increases with increasing memory capacity in the servers.

This paper has been published in Proceedings of the 7th International Conference on Network
and Service Management (CNSM 2011), 24-28 Oct 2011, Paris, France. It appears in this thesis
as Chapter 6. My contribution to the work has been the protocol design, implementation, and
evaluation. In addition to fruitful discussions on all aspects of this work, Rolf Stadler from KTH
and Fetahi Wuhib from Ericsson Research helped with formalizing and improving the protocol.

Paper B: Allocating Compute and Network Resources under Management
Objectives in Large-Scale Clouds

We consider the problem of jointly allocating compute and network resources in a large Infrastructure-
as-a-Service (IaaS) cloud. We formulate the problem of optimally allocating resources to virtual
data centers (VDCs) for four well-known management objectives: balanced load, energy effi-
ciency, fair allocation, and service differentiation. Then, we outline an architecture for resource
allocation, which centers around a set of cooperating controllers, each solving a problem re-
lated to the chosen management objective. We illustrate how a global management objective
is mapped onto objectives that govern the execution of these controllers. For a key controller,
the Dynamic Placement Controller, we give a detailed distributed design, which is based on
a gossip protocol that can switch between management objectives. The design is applicable
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to a broad class of management objectives, which we characterize through a property of the
objective function. We evaluate, through simulation, the dynamic placement of VDCs for a
large cloud under changing load and VDC churn. Simulation results show that this controller
is effective and highly scalable, up to 100’000 nodes, for the management objectives considered.

This paper has been submitted for a journal publication in Journal of Network and Systems
Management(JNSM). It appears in this thesis as Chapter 7. My contribution to the work has
been the implementation and evaluation of the protocol. In addition to fruitful discussions on all
aspects of this work, Rolf Stadler from KTH and Fetahi Wuhib from Ericsson Research helped
with formalizing and designing the protocol.

Paper C: On the performance of the Spotify backend

We model and evaluate the performance of a distributed key-value storage system that is part
of the Spotify backend. Spotify is an on-demand music streaming service, offering low-latency
access to a library of over 20 million tracks and serving over 20 million users currently. We
first present a simplified model of the Spotify storage architecture, in order to make its analysis
feasible. We then introduce an analytical model for the distribution of the response time, a
key metric in the Spotify service. We parameterize and validate the model using measurements
from two different testbed configurations and from the operational Spotify infrastructure. We
find that the model is accurate—measurements are within 11% of predictions—within the range
of normal load patterns. In addition, we model the capacity of the Spotify storage system under
different object allocation policies and find that measurements on our testbed are within 9%
of the model predictions. The model helps us justify the object allocation policy adopted for
Spotify storage system.

This paper has been submitted for a journal publication in Journal of Network and Systems
Management(JNSM). It appears in this thesis as Chapter 8. My contribution to the work has
been the model design, implementation and evaluation. In addition to fruitful discussions on
all aspects of this work, Gunnar and Mikael from Spotify helped with describing Spotify backend
architecture, Rolf Stadler and Viktoria from KTH helped with developing and verifying analytical
models.
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Chapter 4

Open Problems for Future Research

Based on the work presented in this thesis, we have identified open research questions in resource
allocation for a cloud environment and performance modeling of a distributed key-value store
that require further investigation.

Resource allocation for a cloud environment

• Centralized vs. decentralized resource allocation: A fundamental investigation is needed
about centralized vs. distributed resource allocation schemes, with respect to system size,
management objectives, service-level objectives, resource efficiency, management over-
head, and robustness. This work includes formal modeling, as well as measurements from
real systems, which are used to parameterize the models.

• Solving the resource allocation problem in a distributed fashion using a gossip protocol: A
thorough investigation is needed regarding how the choice of the management objective
(i.e., the objective function) and how specific load patterns affect the effectiveness and the
convergence speed of the gossip protocol presented in this thesis. An aspect of this work
will be investigating to which extent the effectiveness of the protocol can be improved in
the case of high load and overload. Second, the work in this thesis relies on a specific
network model whose application is feasible only for a single data center. An important
question is how to extend our work to cover an alternative network model that is suitable
for resource management across data centers and for telecom clouds.

Performance modeling of a distributed key-value store

• Black-box models for performance predictions: In this thesis, we adopt probabilistic and
stochastic models for performance modeling of a distributed key-value store. An alter-
native approach is to apply regression or machine learning techniques. Such techniques
enable performance predictions for a wider range of systems, because they do not assume
knowledge of internal-working principles. Furthermore, a comparative study of advan-
tages and disadvantages between the models developed from the two different approaches
should be made.

• Online performance management using analytical models: In this thesis, we apply our
models to an offline application, e.g., when comparing between past performance mea-
surements and model predictions. An interesting future direction is to apply our models
to online management, e.g., by developing a subsystem that continuously estimates model
parameters at runtime, taking into account that the resources of the storage servers may
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be used by other processes, for instance, for maintenance or system reconfiguration. An-
other example is supporting a feedback controller that ensures that a performance goal of
a distributed key-value store is achieved under changing load. Based on such a capability,
we envision an online performance management system for a distributed key-value store
like the Spotify storage system.
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Chapter 5

List of Publications in the Context
of this Thesis

1. R. Yanggratoke, F. Wuhib and R. Stadler, “Gossip-based resource allocation for green
computing in large clouds,” In Proc. 7th International Conference on Network and Service
Management (CNSM), Paris, France, October 24-28, 2011.

2. F. Wuhib, R. Yanggratoke, and R. Stadler, “Allocating Compute and Network Resources
under Management Objectives in Large-Scale Clouds,” Journal of Network and Systems
Management (JNSM), pages 126, 2013.

3. R. Yanggratoke, G. Kreitz, M. Goldmann and R. Stadler, “Predicting response times for
the Spotify backend,” In Proc. 8th international conference on Network and service man-
agement (CNSM), Las Vegas, NV, USA, October 22-26, 2012. This publication receives
the Best Paper award from the conference.

4. R. Yanggratoke, G. Kreitz, M. Goldmann, R. Stadler and V. Fodor, “On the performance
of the Spotify backend,” submitted to Journal of Network and Systems Management
(JNSM).
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[57] Thorsten Schütt, Florian Schintke, and Alexander Reinefeld. “Scalaris: reliable trans-
actional p2p key/value store”. In: Proceedings of the 7th ACM SIGPLAN workshop on
ERLANG. ERLANG ’08. Victoria, BC, Canada: ACM, 2008, pp. 41–48. isbn: 978-1-
60558-065-4.

[58] J.D. Garcia et al. “Using Black-Box Modeling Techniques for Modern Disk Drives Ser-
vice Time Simulation”. In: Simulation Symposium, 2008. ANSS 2008. 41st Annual. 2008,
pp. 139 –145.

[59] A.S. Lebrecht, N.J. Dingle, and W.J. Knottenbelt. “A Performance Model of Zoned Disk
Drives with I/O Request Reordering”. In: Quantitative Evaluation of Systems, 2009.
QEST ’09. Sixth International Conference on the. 2009, pp. 97 –106. doi: 10.1109/

QEST.2009.31.

[60] Field Cady, Yi Zhuang, and Mor Harchol-Balter. “A Stochastic Analysis of Hard Disk
Drives”. In: International Journal of Stochastic Analysis 2011 (2011), pp. 1–21. issn:
2090-3332. doi: 10.1155/2011/390548.

[61] Simona Boboila and Peter Desnoyers. “Performance models of flash-based solid-state
drives for real workloads”. In: Proceedings of the 2011 IEEE 27th Symposium on Mass
Storage Systems and Technologies. MSST ’11. Washington, DC, USA: IEEE Computer
Society, 2011, pp. 1–6. isbn: 978-1-4577-0427-7. doi: 10.1109/MSST.2011.5937227. url:
http://dx.doi.org/10.1109/MSST.2011.5937227.

[62] Peter Desnoyers. “Analytic modeling of SSD write performance”. In: Proceedings of the
5th Annual International Systems and Storage Conference. SYSTOR ’12. Haifa, Israel:
ACM, 2012, 12:1–12:10. isbn: 978-1-4503-1448-0. doi: 10.1145/2367589.2367603. url:
http://doi.acm.org/10.1145/2367589.2367603.

[63] Shan Li and H.H. Huang. “Black-Box Performance Modeling for Solid-State Drives”.
In: Modeling, Analysis Simulation of Computer and Telecommunication Systems (MAS-
COTS), 2010 IEEE International Symposium on. 2010, pp. 391–393. doi: 10.1109/

MASCOTS.2010.48.

[64] E. Thereska et al. “Informed data distribution selection in a self-predicting storage sys-
tem”. In: Autonomic Computing, 2006. ICAC ’06. IEEE International Conference on.
2006, pp. 187 –198. doi: 10.1109/ICAC.2006.1662398.

[65] Kaiqi Xiong and H. Perros. “Service Performance and Analysis in Cloud Computing”. In:
IEEE Congress on Services. 2009, pp. 693 –700.

[66] H. Khazaei, J. Misic, and V.B. Misic. “Performance Analysis of Cloud Computing Cen-
ters Using M/G/m/m+r Queuing Systems”. In: IEEE Transactions on Parallel and Dis-
tributed Systems 23.5 (2012), pp. 936 –943.

[67] Ajay Gulati et al. “Pesto: online storage performance management in virtualized data-
centers”. In: Proceedings of the 2nd ACM Symposium on Cloud Computing. SOCC ’11.
Cascais, Portugal: ACM, 2011, 19:1–19:14. isbn: 978-1-4503-0976-9.

[68] Stephan Kraft et al. “IO performance prediction in consolidated virtualized environ-
ments”. In: SIGSOFT Softw. Eng. Notes 36.5 (Sept. 2011), pp. 295–306. issn: 0163-5948.

33

http://dx.doi.org/10.1145/2342356.2342360
http://dx.doi.org/10.1145/2342356.2342360
http://doi.acm.org/10.1145/2342356.2342360
http://dx.doi.org/10.1109/QEST.2009.31
http://dx.doi.org/10.1109/QEST.2009.31
http://dx.doi.org/10.1155/2011/390548
http://dx.doi.org/10.1109/MSST.2011.5937227
http://dx.doi.org/10.1109/MSST.2011.5937227
http://dx.doi.org/10.1145/2367589.2367603
http://doi.acm.org/10.1145/2367589.2367603
http://dx.doi.org/10.1109/MASCOTS.2010.48
http://dx.doi.org/10.1109/MASCOTS.2010.48
http://dx.doi.org/10.1109/ICAC.2006.1662398


[69] Beth Trushkowsky et al. “The SCADS director: scaling a distributed storage system under
stringent performance requirements”. In: Proceedings of the 9th USENIX conference on
File and stroage technologies. FAST’11. San Jose, California: USENIX Association, 2011,
pp. 12–12. isbn: 978-1-931971-82-9. url: http://dl.acm.org/citation.cfm?id=

1960475.1960487.

[70] Ahmad Al-Shishtawy and Vladimir Vlassov. ElastMan : Autonomic Elasticity Manager
for Cloud-Based Key-Value Stores. Tech. rep. 12:01. QC 20120831. KTH, Software and
Computer Systems, SCS, 2012, p. 14.

[71] Markus Klems et al. “The Yahoo!: cloud datastore load balancer”. In: Proceedings of the
fourth international workshop on Cloud data management. CloudDB ’12. Maui, Hawaii,
USA: ACM, 2012, pp. 33–40. isbn: 978-1-4503-1708-5. doi: 10.1145/2390021.2390028.
url: http://doi.acm.org/10.1145/2390021.2390028.

[72] Vieira Dario, Melo Cesar, and Ghamri-Doudane Yacine. “Performance Evaluation of an
Object Management Policy Approach for P2P Networks”. In: International Journal of
Digital Multimedia Broadcasting 2012 (2012). doi: 10.1155/2012/189325. url: http:
//www.hindawi.com/journals/ijdmb/2012/189325/cta/.

[73] T. Fujimoto et al. “Video-Popularity-Based Caching Scheme for P2P Video-on-Demand
Streaming”. In: Advanced Information Networking and Applications (AINA), 2011 IEEE
International Conference on. 2011, pp. 748 –755. doi: 10.1109/AINA.2011.103.

[74] S.A. Chellouche et al. “Home-Box-assisted content delivery network for Internet Video-on-
Demand services”. In: Computers and Communications (ISCC), 2012 IEEE Symposium
on. 2012, pp. 000544 –000550. doi: 10.1109/ISCC.2012.6249353.

[75] Yipeng Zhou, T.Z.J. Fu, and Dah Ming Chiu. “Division-of-labor between server and P2P
for streaming VoD”. In: Quality of Service (IWQoS), 2012 IEEE 20th International Work-
shop on. 2012, pp. 1 –9. doi: 10.1109/IWQoS.2012.6245979.

34

http://dl.acm.org/citation.cfm?id=1960475.1960487
http://dl.acm.org/citation.cfm?id=1960475.1960487
http://dx.doi.org/10.1145/2390021.2390028
http://doi.acm.org/10.1145/2390021.2390028
http://dx.doi.org/10.1155/2012/189325
http://www.hindawi.com/journals/ijdmb/2012/189325/cta/
http://www.hindawi.com/journals/ijdmb/2012/189325/cta/
http://dx.doi.org/10.1109/AINA.2011.103
http://dx.doi.org/10.1109/ISCC.2012.6249353
http://dx.doi.org/10.1109/IWQoS.2012.6245979


Chapter 6

Gossip-based Resource Allocation
for Green Computing in Large
Clouds

Rerngvit Yanggratoke, Fetahi Wuhib, and Rolf Stadler
ACCESS Linnaeus Center

KTH, Royal Institute of Technology
{rerngvit,fetahi,stadler}@kth.se

IN PROC. 7TH INTERNATIONAL CONFERENCE ON NETWORK AND SERVICE
MANAGEMENT, PARIS, FRANCE, OCTOBER 24-28, 2011.

Abstract

We address the problem of resource allocation in a large-scale cloud environment, which
we formalize as that of dynamically optimizing a cloud configuration for green computing
objectives under CPU and memory constraints. We propose a generic gossip protocol for
resource allocation, which can be instantiated for specific objectives. We develop an instan-
tiation of this generic protocol which aims at minimizing power consumption through server
consolidation, while satisfying a changing load pattern. This protocol, called GRMP-Q,
provides an efficient heuristic solution that performs well in most cases—in special cases
it is optimal. Under overload, the protocol gives a fair allocation of CPU resources to
clients. Simulation results suggest that key performance metrics do not change with in-
creasing system size, making the resource allocation process scalable to well above 100,000
servers. Generally, the effectiveness of the protocol in achieving its objective increases with
increasing memory capacity in the servers.

6.1 Introduction

Power consumption in datacenters is significant; it has been growing rapidly in recent years,
and this growth is expected to continue, as several studies show [1–3]. An effective approach
to reducing the power consumption of datacenters is server consolidation [4, 5], which aims at
concentrating the workload onto a minimal number of servers. It is effective, because utilization
levels in datacenters today are often low, around 15% [6]. As a running server consumes upwards
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(a) (b)

Figure 6.1: (a) Deployment scenario with the stakeholders of the cloud environment considered
in this work. (b) Overall architecture of the cloud environment; this work focuses on resource
management performed by the middleware layer[7].

of 60% of its maximum power consumption, even if it does not carry load (cf. [4]), switching
servers that are (temporarily) not needed to a mode that requires minimal or zero power can
significantly reduce power consumption.

All key enabling technologies required for server consolidation are available today. Vir-
tualization and live migration technologies support dynamic consolidation of workload under
changing demand. Having various levels of standby modes (characterized by different levels of
power consumption and wakeup time) that modern equipment offers allows to adapt datacenter
resources to changing needs.

In this work, we address the problem of resource management for a large-scale cloud envi-
ronment (ranging to above 100,000 servers) with the objective of serving a dynamic workload
with minimal power consumption. While our contribution is relevant in a more general context,
we conduct the discussion from the perspective of the Platform-as-a-Service (PaaS) concept,
with the specific use case of a cloud service provider which hosts sites in a cloud environment.
The stakeholders in this use case are depicted in figure 6.1a. The cloud service provider owns
and administers the physical infrastructure, on which cloud services are provided. It offers
hosting services to site owners through a middleware that executes on its infrastructure (see
figure 6.1b). Site owners provide services to their respective users via sites that are hosted by
the cloud service provider.

The results from this work contribute to engineering a middleware layer that performs
resource allocation in a cloud environment, with the following design goals.

1. Performance objective: (a) When the system is in underload, the objective is to minimize
power consumption through server consolidation while satisfying the demand of hosted
sites; (b) When the system is in overload, the objective is to allocate the available resources
fairly across hosted sites.

2. Adaptability: The resource allocation process must dynamically and efficiently adapt to
changes in the demand.

3. Scalability: The resource allocation process must be scalable both in the number of servers
in the cloud and the number of sites the cloud hosts. Specifically, the resources consumed
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per server in order to achieve a given performance objective must increase sublinearly
with both the number of servers and the number of sites.

Our approach centers around a decentralized design whereby the components of the middle-
ware layer run on every server of the cloud environment. (We refer to a server of the cloud as a
machine in the remainder of this paper.) To achieve scalability, we envision that all key tasks
of the middleware layer, including estimating global states, placing site modules and computing
policies for request forwarding are based on distributed algorithms. Unlike existing manage-
ment software for private clouds, such as OpenNebula [8], OpenStack [9], AppScale [10] and
Cloud Foundry [11], our proposed solution provides, in a combined and integrated form, (a)
dynamic adaptation of existing resource allocation in response to a change, (b) dynamic scaling
of resources for an application beyond a single physical machine and (c) scalability beyond some
100,000 servers.

This paper is based on our prior work on scalable resource management for cloud envi-
ronments [7]. It uses the middleware architecture from that work, adapts the formalization of
the resource allocation problem and reuses the concept of computing resource allocation poli-
cies through gossip protocols. The key contributions of this paper are as follows. First, we
present a generic gossip protocol for resource management in cloud environments which can be
instantiated for specific objectives. Second, we formalize the problem of minimizing power con-
sumption through server consolidation and provide a heuristic solution in form of an instance
of the generic protocol. Finally, we demonstrate through simulations the effectiveness of the
protocol compared to an ideal system, and we show that the protocol scales well to a very large
cloud.

The paper is structured as follows. Section 8.2 outlines the architecture of a middleware
layer that performs resource management for a large-scale cloud environment. Section 6.3
presents our model for resource management in cloud environments and our generic solution
to the problem of resource management. Section 6.4 presents the specific problem studied in
this paper and our proposed solution. The solution is evaluated through simulations in Section
8.3.3. Section 7.6 reviews related work, and Section 6.7 contains the conclusion of this research
and outlines of future work.

6.2 System Architecture

Figure 7.3 (left) shows the architecture of the cloud middleware. The components of the middle-
ware layer run on all machines. The resources of the cloud are primarily consumed by module
instances whereby the functionality of a site is made up of one or more modules. In the middle-
ware, a module either contains part of the service logic of a site (denoted by mi in figure 7.3)
or a site manager (denoted by SMi).

Each machine runs a machine manager component that computes the resource allocation
policy, which includes deciding the module instances to run. The resource allocation policy is
computed by a protocol (later in the paper called GRMP) that runs in the resource manager
component. This component takes as input the projected demand for each module that the
machine runs. The computed allocation policy is sent to the module scheduler for implementa-
tion/execution, as well as the site managers for making decisions on request forwarding. The
overlay manager implements a distributed algorithm that maintains an overlay graph of the
machines in the cloud and provides each resource manager with a list of machines to interact
with.

Our architecture associates a site manager with each site. Each site manager handles user
requests to a particular site. It has two important components: a demand profiler and request
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Figure 6.2: The architecture for the cloud middleware (left) and components for request handling
and resource allocation (right)[7].

Figure 6.3: Machine Pool Service

forwarder. The demand profiler estimates the resource demand of each module of the site
based on the request statistics, QoS targets, etc. (Examples of such a profiler can be found
in [12, 13].) The estimate is forwarded to all machine managers that run instances of modules
belonging to the site. Similarly, the request forwarder sends user requests for processing to
instances of modules belonging to the site. Request forwarding decisions take into account the
resource allocation policy and constraints such as session affinity. Figure 7.3 (right) shows the
components of a site manager and how they relate to machine managers.

From the point of view of power consumption, we consider a machine as having two states,
active and standby. An active machine runs all software layers and components shown in figure
7.3 and, therefore, consumes a high level of power, while a standby machine does not execute
any of the components in figure 7.3 and its power consumption is thus small or negligible. In
this work we restrict ourselves to one standby state, for the reasons given in [14], knowing that
the industry standard ACPI defines several levels of standby[15]. The standby state in our work
can be realized as the ACPI G2 state in the ACPI specification. This is because the state
allows an activation of a machine remotely through a wake-on-LAN packet. Each machine in
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the cloud is registered with the machine pool service shown in figure 6.3, which keeps track of
the machine’s power state, i.e., active or standby.

The resource manager component determines whether a machine can be put to standby or
an additional machine needs to be activated. In the former case, it sends a Switch-to-standby
message to the machine pool service, which subsequently switches the machine to the standby
state. In the latter case, it sends an Activate-a-machine message to the service, which returns
the identifier of an activated machine, if one is available.

The remainder of this paper focuses on the functionality of the resource manager component.
For other components of our architecture, such as overlay manager and demand profiler, we rely
on known solutions. A scalable design for the machine pool service is part of our future work.

6.3 Modeling Resource Allocation and our Generic Solution

For this work, we consider a cloud as having computational resources (i.e., CPU) and memory
resources, which are available on the machines of the cloud infrastructure. We assume the
machines in the cloud to be homogenous in the sense that their CPU and memory capacities as
well as their power consumption properties are identical.

We restrict the discussion to the case where all machines belong to a single cluster, and
cooperate as peers in the task of resource allocation. The specific problem we address is that
of placing modules (more precisely: identical instances of modules) on machines and allocating
cloud resources to these modules, such that the objectives of the cloud are achieved.

We model the problem of resource management as that of an optimization problem whose
solution is a configuration matrix that controls the module scheduler and request forwarder
components. At discrete points in time, events occur, such as load changes, addition and
removal of site or machines, etc. In response to such an event, the optimization problem is
solved again, in order to keep the configuration optimal. We introduce our model for resource
allocation in Section 6.3.1 and present the generic algorithm for resource management in Section
6.3.2

6.3.1 The Model

We model the cloud as a system with a set of sites S and a set of machines N that run the sites.
Each site s ∈ S is composed of a set of modules denoted by Ms, and the set of all modules in
the cloud is M =

⋃
s∈SMs.

We model the CPU demand as the vector ω(t) = [ω1(t), ω2(t), . . . , ω|M |(t)]
T and the memory

demand as the vector γ = [γ1, γ2, . . . , γ|M |]
T , assuming that CPU demand is time dependent

while memory demand is not[16].

We consider a system that may run more than one instance of a module m, each on a
different machine, in which case its CPU demand is divided among its instances. The de-
mand ωn,m(t) of an instance of m running on machine n is given by ωn,m(t) = αn,m(t)ωm(t)
where

∑
n∈N αn,m(t) = 1 and αn,m(t) ≥ 0. We call the matrix A with elements αn,m(t) the

configuration (matrix) of the system. A is a non-negative matrix with 1TA = 1T .

A machine n ∈ N in the cloud has a CPU capacity Ω and memory capacity Γ. We use
Ω and Γ to denote the vectors of CPU and memory capacities of all the machines in the
system. An instance of module m running on machine n demands ωn,m(t) CPU resource and
γm memory resource from n. Machine n allocates to module m the CPU capacity ω̂n,m(t) (which
may be different from ωn,m(t)) and the memory capacity γm. The value for ω̂n,m(t) depends
on the allocation policy Ω̂(t) in the cloud. The specific policy we use in this work allocates

ω̂n,m(t) =
ωn,m(t)∑
i ωn,i

Ω.
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6.3.2 GRMP: The Generic Resource Management Protocol

According to the above model, the configuration matrix A determines how cloud resources are
allocated to sites. We advocate the use of a gossip protocol to efficiently compute this matrix
for a large-scale cloud. Gossip protocols are round-based protocols where, in each round, a node
selects a subset of other nodes to interact with. Node selection is often probabilistic and as
nodes execute more rounds, their states converge to a desired state. Gossip protocols have been
proposed for a number of management tasks including disseminating information in a robust
way, computing aggregates, as well as creating and maintaining overlays.

In this subsection, we introduce a generic gossip protocol for resource allocation, which
can be instantiated for various management objectives. We call this protocol GRMP (Generic
Resource Management Protocol). GRMP runs in the Resource Manager component of all
machines in the cloud (See Figure 7.3). The set of candidate machines to interact with is
maintained by the Overlay Manager component of the Machine Manager.

GRMP is invoked at discrete points in time. Depending on the specific deployment, the
invocation may be periodic, in response an event (such as a significant load change or addition
of new machines), or a combination of both. During each invocation of GRMP, each machine
executes rmax rounds and outputs the configuration matrix A. The value for rmax depends
on the specific instantiation of GRMP. The matrix A is distributed across the machines of the
system and controls the start and stop of module instances and determines the control policies
for module schedulers and request forwarders. The resource manager component determines
whether the computed configuration matrix is implemented or not. We assume that the time
it takes for GRMP to compute a new configuration, A, is small compared to the time between
events that trigger consecutive runs of the protocols. At the time of initialization, GRMP reads
as input a feasible configuration of the system, which can be computed using, e.g., [7, 17]. At
later invocations, the protocol reads as input the configuration matrix produced during the
previous run.

The pseudocode of GRMP is given in Algorithm 1. The protocol follows the so-called push-
pull gossip interaction pattern, which we implement with an active and a passive thread on
each machine. To keep the presentation simple, we omit thread synchronization primitives
which prevent concurrent update of the local state by the active and passive threads.

GRMP is a generic protocol in the sense that three abstract methods must be implemented
in order to compute a configuration matrix for a specific resource management objective.

1. initInstance() is the initialization method for the specific gossip protocol.

2. choosePeer() is the method for selecting a peer for gossip interaction.

3. updateP lacement() is the method for recomputing the local state during a gossip inter-
action.

In subsection 6.4.2, we present an instantiation of GRMP, called GRMP-Q, which performs
resource allocation for the objective of reducing power consumption. A gossip protocol that
we developed in our earlier work can also be interpreted as an instantiation of GRMP[7]. That
protocol implements the objective of fair allocation of CPU resources to sites. While the methods
initInstance() and choosePeer() are implemented in a similar way as those for GRMP-Q, the
semantics of updateP lacement() is different. It updates the local states of interacting machines

in such a way that their relative CPU demands, computed as
∑
m ωn,m

Ω for machine n, are
equalized. This protocol is optimal under certain conditions, which means that the sequence of
configurations the protocol generates when executing rounds converges exponentially fast to an
optimal one[7].
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Algorithm 1 Protocol GRMP computes a configuration matrix A. Code for machine n

initialization

1: read ω, γ,Ω,Γ, rown(A);
2: initInstance();
3: start passive and active threads;

active thread

1: for r = 1 to rmax do

2: n′ = choosePeer();
3: send(n′, rown(A)); rown′(A) = receive(n′);
4: updateP lacement(n′, rown′(A));
5: sleep until end of round;

6: write rown(A);

passive thread

1: while true do

2: rown′(A) = receive(n′); send(n′, rown(A));
3: updateP lacement(n′, rown′(A));

6.4 The Problem and our Solution

6.4.1 Resource Management as an Optimization Problem

The first objective is to satisfy the user demand if this is possible with the available cluster
resources (i.e., underload) and to fairly allocate resource if it is not (i.e., overload). We formalize
this using the concept of utility. We define the utility generated by an instance of module m
on machine n as the ratio of the allocated CPU capacity to the demand of the instance on that

particular machine, namely, un,m(t) =
ω̂n,m(t)
ωn,m(t) . (An instance with ωn,m = 0 generates a utility

of ∞.) The utility generated by a site is defined as u(s, t) = minn,m∈Ms un,m(t). The cloud
utility U c(t) is then defined as U c(t) = mins|u(s,t)≤1 u(s, t) = minn,m|un,m≤1 un,m(t). The first
objective can then be expressed as maximizing U c(t), which ensures that all site demands are
satisfied in case of underload. In case of overload, maximizing U c(t) ensures max-min fairness
regarding CPU resource allocation to sites.

The second objective is to minimize the power consumption of the cloud. We model the
power consumption of a machine n with the function

Pn(t) =

{
0 if rown(A)(t)1 = 0

1 otherwise

Pn(t) = 0 means that the machine can be switched to standby state, and Pn(t) = 1 means
that the machine must remain active. We express the power consumption of the cloud by
P c(t) =

∑
n Pn(t). The second objective is therefore to minimize P c(t).

The problem of resource allocation is that of adapting a configuration A(t) to a new config-
uration A(t+ 1), such that the objectives of the resource management system are achieved for
the new demand ω(t + 1). The third objective is to identify a configuration that minimizes a
given cost function c∗(A(t), A(t+ 1)). This cost function captures the penalty associated with
changing the configuration A(t) to A(t+1). Such a penalty may reflect, for example, a high level
of network bandwidth consumption or a long service interruption time during reconfiguration.
(The cost function we consider in this work counts the number of module instances that are
started to reconfigure the system from the current to the new configuration.)

We now formalize the optimization problem using the three objectives discussed above.
Consider a cloud with CPU capacity Ω and memory capacity Γ. Then, given a configuration
A(t), CPU demand vector ω(t + 1) and memory demand vector γ, the problem is to find a
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configuration A(t+ 1) that solves the following optimization problem.

maximize U c(t+ 1)

minimize P c(t+ 1)

minimize c∗(A(t), A(t+ 1))

subject to A(t+ 1) ≥ 0, 1TA(t+ 1) = 1T

Ω̂(A(t+ 1),ω(t+ 1))1 � Ω

sign(A(t+ 1))γ � Γ.

(OP)

This optimization problem has prioritized objectives. This means that, among all configu-
rations A that maximize the cloud utility U c, we select those configurations that minimize the
power consumption P c. Out of these configurations, we choose one that minimizes the cost
function c∗. The constraints of (OP) relate to (1) splitting up the CPU demand of each module
into the demand of the module instances, and (2) ensuring that the allocated CPU and memory
resources on each machine can not be larger than its available capacity.

Let us briefly comment on the hardness of (OP). Memory demand for a module is not
divisible, which means that the memory demand of a module can not be split among its instances
that run on different machines. This makes (OP) NP-hard. However, in many practical cases
where the combined memory demand is significantly smaller than the memory capacity of the
cloud, a solution to (OP) can easily be found.

6.4.2 Our Solution GRMP-Q: A Heuristic Solution to (OP)

As an instance of GRMP, GRMP-Q implements the three abstract methods of GRMP as shown
in algorithm 2. In the initInstance method, the machine n initializes Nn, the set of machines
that run common modules with n. A machine n prefers to run the gossip step with an other
machine j ∈ Nn. The reason is that load can be moved between the two machines without
requiring additional memory and at no cost of reconfiguration. However, always selecting j
from Nn may result in the cloud being partitioned into disjoint sets of interacting machines. To
avoid this situation, n is occasionally paired with a machine outside of the set Nn. The neigh-
bor selection function choosePeer() implements this as follows: it returns a machine selected
uniformly at random from the set Nn with some (configurable) probability p and from the set
N −Nn with probability 1− p.

The core of the protocol is implemented in the updateP lacement function that moves module
instances from one machine to another. The objective of the movement is determined by
the relative CPU demand of the participating machines, which is defined for machine n as
vn =

∑
m ωn,m/Ω. Specifically, for machines n and j, if vn + vj ≥ 2, the protocol estimates that

the cloud is in overload and calls a function that aims to achieve fairness for CPU resources.
This function (that is outlined in [7]) moves modules from the machine with higher relative
demand to the machine with lower relative demand, with the goal of equalizing vn and vj .

If vn + vj < 2, the protocol estimates that the cloud is in underload and calls functions
that aim to reduce the power consumption of the cloud, while ensuring demands of sites are
satisfied. These functions are packNonShared, which is always called, and packShared which
is called only if the two machines share modules. The functions are based on the following two
concepts.

The first concept, which is implemented by the function pickSrcDest, ensures that the
protocol primarily moves modules from an overloaded machine to the underloaded one, aiming
to satisfy the demand of the module instances on the overloaded machine. On the other hand,
if both machines are underloaded, the protocol moves modules from the machine with lower
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Algorithm 2 Protocol GRMP-Q, an instance of GRMP for solving (OP). Code for machine n

initInstance()

1: read Nn;

choosePeer()

1: if rand(0..1) < p then

2: return unifrand(Nn);
3: else

4: return unifrand(N −Nn);

updatePlacement(j, rowj(A))
1: if (vn + vj ≥ 2) then

2: equalize(j, rowj(A));
3: else

4: if j ∈ Nn then

5: packShared(j);
6: packNonShared(j);

packShared(j)
1: (s, d) = pickSrcDest(j); ∆ωd = Ω−

∑
m ωd,m;

2: if vs > 1 then ∆ωs =
∑
m ωs,m − Ω; else ∆ωs =

∑
m ωs,m;

3: Let mod be the list of modules shared by s and d, sorted by decreasing γs,m/ωs,m;
4: while mod 6= ∅ ∧ ∆ωs > 0 ∧ ∆ωd > 0 do

5: m = remove first element from mod;
6: δω = min(∆ωd,∆ωs, ωs,m); ∆ωd-=δω;
7: ∆ωs-=δω; δα=αs,m

δω
ωs,m

; αd,m+=δα; αs,m-=δα;

packNonShared(j)
1: (s, d) = pickSrcDest(j);
2: ∆γd = Γ−

∑
m γd,m; ∆ωd = Ω−

∑
m ωd,m;

3: if vs > 1 then ∆ωs =
∑
m ωs,m − Ω; else ∆ωs =

∑
m ωs,m;

4: if vd ≥ gd then sortCri = γs,m/ωs,m; else sortCri = ωs,m/γs,m;
5: Let mod be the list of modules on s not shared with d, sorted by decreasing sortCri;
6: while mod 6= ∅ ∧∆γd > 0 ∧∆ωd > 0 ∧∆ωs > 0 do

7: m = remove first element from mod;
8: δω = min(∆ωs,∆ωd, ωs,m); δγ = γs,m;
9: if ∆γd ≥ δγ then

10: δα = αs,m
δω
ωs,m

; αd,m+=δα; αs,m-=δα;

11: ∆γd -= δγ; ∆ωd -= δω; ∆ωs -= δω;

pickSrcDest(j)
1: dest=arg max(vn, vj); src=arg min(vn, vj);
2: if vdest > 1 then swap dest and src;
3: return (src, dest);

load to the machine with higher load, in an attempt to fully pack one machine or freeing up
another.

The second concept relates to the packing efficiency of the protocol. Specifically, it attempts
to avoid situations where a single type of resource (i.e., only CPU or memory) of a machine is
utilized while the other is not. Such a situation reduces the packing efficiency of the protocol
and hence the reduction in power consumption. Therefore, during an interaction, the protocol
identifies the dominant resource at the destination (i.e., the resource type that has the larger
relative demand), and chooses modules at the source machine such that they have less of
the dominant resource. (In the pseudocode, the relative memory demand is defined as gn =∑

m γm/Γ.) The full description of the functions is available at [18].
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6.4.3 Properties of GRMP-Q

Since GRMP-Q is a heuristic solution, the configuration it produces is generally not optimal in
the sense of (OP). To understand the properties of the protocol, we introduce useful notions:

CPU load factor CLF = ωT 1
|N |Ω and memory load factor MLF = γT 1

|N |Γ . The cloud is in overload
whenever CLF > 1, which means that the total demand for CPU resources exceeds the available
capacity in the cloud. (This paper does not consider the case MLF > 1 because an initial
placement for such a load in the cloud is not possible and memory demands are assumed to be
constant.)

Cloud in overload (CLF > 1,MLF < 1) The protocol is designed in a way that all machines
in the cloud eventually become overloaded. Once this is the case, the protocol executes in the
same way as the fairness protocol described in [7], which means that it attempts to allocate
CPU resource across sites using a max-min fairness policy.

Memory demand much smaller than capacity (MLF � 1) After each gossip interac-
tion, the interacting machines are in one of the following states: (1) both machines have equal
load. (2) one machine carries maximum CPU load. (3) one machine carries no load. Under
these conditions, the configuration computed by the protocol converges to an optimal solution
of (OP) —if we neglect the cost of reconfiguration. If CLF < 1, an optimal solution implies
that b|N |CLF c machines carry maximum load, |N | − d|N |CLF e carry no load, while all site
demands are satisfied.

General case (CLF < 1,MLF < 1) By design, the protocol gives preference to moving load
away from an overloaded machine over transferring load for the purpose of reducing power
consumption. As a consequence, we can state that, if the new configuration the protocol
produces includes machines that do not carry load, the machines with load fully satisfy the
demand.

6.5 Evaluation through Simulation

We have evaluated GRMP-Q through extensive simulations using a discrete event simulator
that we developed in-house. We simulate a distributed system that runs the machine manager
components of all machines in the cloud. Specifically, these machine managers execute the
protocol GRMP-Q, which computes the allocation matrix A, and also the CYCLON protocol,
which provides for GRMP-Q the function of selecting a random neighbor. The simulator also
implements the algorithm outlined in [7] to compute an initial feasible configuration of the
cloud. The external events for this simulation are the changes in the demand vector ω.

Evaluation metrics We measure reduction of power consumption as |N |−P
c

|N | , the fraction
of machines in the cloud that are freed by the protocol. Second, we measure the fairness of
resource allocation through the coefficient of variation of site utilities, computed as the ratio of
the standard deviation to the average of the utilities. Third, we measure the satisfied demand
as the fraction of sites that generate utilities of larger or equal to 1. Finally, we measure the
cost of reconfiguration as the ratio of module instances started to module instances running,
per machine.
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Generating the demand vectors ω and γ The number of modules of a site is chosen
from a discrete Poisson distribution with mean 1, incremented by 1. The memory demand of a
module is chosen uniformly at random from the set cγ ·{128MB, 256MB, 512MB, 1GB, 2GB}.
For a site s, at each change in demand, the demand profiler generates CPU demands chosen
from an exponential distribution with mean ω(s). We choose the distribution for ω(s) among
all sites to be Zipf distributed with α = 0.7, following evidence in [19]. The maximum value for
the distribution is cω·500G CPU units and the population size used is 20,000. For a module
m of site s, we choose a demand factor βm with

∑
m∈Ms

βm = 1, chosen uniformly at random,
which describes the share of module m in the demand of the site s. cγ and cω are scaling factors
(see below).

Scenario parameters We evaluate the performance of our resource allocation protocol GRMP-
Q under varying intensities of CPU and memory load, which we vary by changing cγ and cω. All
machines in the cloud have the same CPU capacity 34.513G CPU units and memory capacity
36.409 GB. These values give MLF = CLF = 0.5 for cγ = cω = 5. We use the following
parameters unless stated otherwise:

• |N |=10,000, |S|=24,000, rmax = 30, p = |Nn|
1+|Nn|

• maximum number of instances/module: 100, number of load changes during a run: 100

6.5.1 Performance of GRMP-Q under Varying CLF and MLF

In this scenario, we evaluate the performance of GRMP-Q for CLF={0.1,0.4,0.7,1.0,1.3} and
MLF={0.1,0.3,0.5,0.7,0.9}, by measuring the metrics listed above. We compare our results
with that of an ideal system that has the aggregate CPU and memory capacity of the cloud
and that consumes power according to the function PClb = dmin(1,max(CLF,MLF ))e. (PClb is
a lower bound to PC which is a good approximation of the optimal value for PC , for low values
of MLF .) In this paper, we report on the results relating to power reduction and satisfied
demand. The complete evaluation of the protocol is available in [18].

6.5.1.1 Reduction of Power Consumption

Figure 6.4a presents the reduction in power consumption achieved by GRMP-Q for the various
values of CLF and MLF . As expected, this quantity decreases for increasing CLF and MLF .
For instance, the reduction in power consumption decreases from 85% for CLF = MLF = 0.1
to 0 for CLF ≥ 1 and MLF ≥ 0.9. This is expected since the number of machines needed to
run and satisfy the demands of all sites increases with both CLF and MLF . This reduction
also reduces to 0 for CLF ≥ 1.

6.5.1.2 Satisfied demand

Figure 6.4b suggests that satisfied demand depends on both CLF and MLF . For the ideal
system, the satisfied demand depends only on CLF . Specifically, the demand of all sites is
satisfied when CLF is less than 1 and not satisfied otherwise. Our protocol satisfies more than
99% of site demands in underload scenarios, except for the case of (CLF,MLF ) = (0.7, 0.7) and
(CLF,MLF ) = (0.7, 0.9). As can be seen, for CLF values larger than 1, our protocol achieves
a larger satisfied demand than the ideal system, at the expense of an unfair CPU allocation.
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(a) Fraction of machines that can be put to standby (b) Fraction of sites with satisfied demand.

Figure 6.4: The performance of the resource allocation protocol GRMP-Q in function of the
CPU load factor (CLF ) and the memory load factor (MLF ) of the cloud (10,000 machines,
24,000 sites).

Figure 6.5: Scalability with respect to the number of machines and sites.

6.5.2 Scalability

In this scenario, we measure the dependence of our evaluation metrics on the size of the cloud. To
achieve this, we run simulations for a cloud with (2,500, 5,000, 10,000, 20,000, 40,000, 160,000)
machines and (6,000, 12,000, 24,000, 48,000, 96,000, 384,000) sites respectively (keeping the
ratio of sites to machines at 2.4). In the setting, we evaluate two different sets of CLF and
MLF which are {(0.5, 0.5), (0.25, 0.25)}. Figure 6.5 shows the result obtained, which indicates
that all metrics considered are independent of the system size. In other words, if the number
of machines grows at the same rate as the number of sites, (while the CPU and memory
capacities of a machine, as well as all parameters characterizing a site, such as demand, number
of modules, etc., stay the same), we expect all considered metrics to remain constant. Note that
our conclusion is related exclusively to the scalability of the protocol GRMP-Q. The complete
resource management system includes many more functions that have not been evaluated here,
for instance, the scalability of effectively choosing a random peer.

6.6 Related work

The problem of reducing power consumption of a datacenter under performance constraints
has been extensively studied [5, 20–27] and there are also product solutions that incorporate
a solution to such a problem [4]. The key differentiating factor of our work, compared to all
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the others, is the use of a decentralized algorithm to compute resource allocation policies in the
cloud. This, in sharp contrast to the solutions in the literature, allows our resource management
system to scale to 100,000 machines, and dynamically adapt to changes in demand of running
sites. The full presentation of related work is available in [18].

6.7 Discussion and conclusion

We make three contributions with this paper. First, we introduce and formalize the problem of
minimizing power consumption through server consolidation when the system is in underload
and fair resource allocation in case of overload. Second, we present GRMP, a generic gossip
protocol for resource management that can be instantiated for different objectives. (A protocol
for fair resource allocation from our earlier work is in fact an instantiation of this protocol.)
Finally, we present an instance of GRMP that provides a heuristic solution to the problem of
minimizing power consumption, which we show to be effective and scalable.

The simulation studies of GRMP-Q indicate that the protocol performs in accordance with
its design goals stated in section 6.1, for the parameter ranges investigated. For instance, in an
underload scenario with CLF = MLF = 0.1, the protocol computed a configuration where less
than 20% of the machines carry load, while still satisfying user demand. In overload scenarios,
the protocol allocates resources fairly to sites, as long as sufficient memory is available [18].
Furthermore, the results demonstrate that the protocol is scalable in the sense that its key
performance metrics do not change with increasing system size.

With respect to future work, we plan to (1) determine the convergence rate of GRMP-Q and
its dependence on CPU and memory demands; (2) develop a version of the protocol for a het-
erogeneous cloud environment in which CPU and memory capacities vary across machines; (3)
develop a distributed mechanism that efficiently places new sites; (4) make the protocol robust
to machine failures; (5) develop versions of GRMP that support further objectives (e.g., ser-
vice differentiation) and constraints (e.g., colocation and anti-colocation); (6) develop a scalable
implementation of the machine pool service that considers power consumed for cooling.
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Abstract

We consider the problem of jointly allocating compute and network resources in a large
Infrastructure-as-a-Service (IaaS) cloud. We formulate the problem of optimally allocating
resources to virtual data centers (VDCs) for four well-known management objectives: bal-
anced load, energy efficiency, fair allocation, and service differentiation. Then, we outline an
architecture for resource allocation, which centers around a set of cooperating controllers,
each solving a problem related to the chosen management objective. We illustrate how a
global management objective is mapped onto objectives that govern the execution of these
controllers. For a key controller, the Dynamic Placement Controller, we give a detailed dis-
tributed design, which is based on a gossip protocol that can switch between management
objectives. The design is applicable to a broad class of management objectives, which we
characterize through a property of the objective function. The property ensures the appli-
cability of an iterative descent method that the gossip protocol implements. We evaluate,
through simulation, the dynamic placement of VDCs for a large cloud under changing load
and VDC churn. Simulation results show that this controller is effective and highly scalable,
up to 100’000 nodes, for the management objectives considered.

7.1 Introduction

We consider the problem of jointly allocating compute (i.e., processor and memory) resources
and network resources in a large-scale cloud environment. We focus the discussion on an
Infrastructure-as-a-Service (IaaS) cloud, a popular service concept that is offered by many
public cloud providers, including Amazon and RackSpace, and is supported by public-domain
solutions, such as OpenStack, OpenNebula, and Eucalyptus. An IaaS cloud makes ICT (Infor-
mation and Communication Technology) infrastructure available to customers in a virtualized
way, including computation in form of virtual machines (VMs), storage in form of, e.g., virtual
disks, and networking in form of, e.g., virtual links between VMs. IaaS clouds have proved suit-
able for running interactive applications, such as websites and social networks, media streaming
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services, such as audio or video on-demand services, as well as analytics and data mining ap-
plications.

The IaaS service model has two principal stakeholders: the IaaS provider who owns and
operates the cloud infrastructure and a set of customers who run applications on the cloud.
(An IaaS customer can, in turn, serve end users when running a web site for instance. This
customer-user relationship however is not relevant to this paper and not discussed further.) A
customer typically has a service-level agreement (SLA) with the provider, which specifies how
its application is executed and which cloud resources are made available.

We call the service abstraction, provisioned by the provider and offered to a customer to run
its applications, the virtual data center (VDC). A customer specifies the resource requirement of
a VDC in terms of the number and capacity of VMs, as well as the communication requirements
among VMs and between VMs and the (public) Internet. The provider chooses a management
objective according to which the physical resources of the cloud infrastructure are allocated to
VDCs. A management objective typically includes (a) requirements related to the infrastructure
use, such as balancing the load across machines or consolidating the load onto a minimal set
of machines, (b) requirements regarding SLAs, such as supporting different classes of service
or ensuring that the (changing) demand of a VDC is periodically evaluated and satisfied, and
(c) requirements reflecting business goals of the provider, e.g., maximizing revenue, or using a
maximum amount of green energy.

In this paper, we formulate the problem of optimally allocating compute and networking
resources to VDCs for four well-known management objectives: balanced load, energy efficiency,
fair allocation, and service differentiation. We outline an architecture for resource allocation
under management objectives, which centers around a set of cooperating controllers, each solving
a problem related to the chosen management objective. We illustrate how a global management
objective is mapped onto objectives that govern the execution of these controllers. For a key
controller, the Dynamic Placement Controller, we give a detailed distributed design. It is
based on a gossip protocol that computes a heuristic solution to a placement problem that
is NP-hard for most management objectives. The protocol is instantiated with the objective
function associated with the chosen management objective. We evaluate, through simulation,
the dynamic placement of VDCs for a large cloud under changing load and VDC churn. We
show through simulation that this controller is effective and highly scalable for the management
objectives considered.

Note that, while we provide a scalable solution for dynamic placement regarding compute
and networking resources, we do not explicitly consider storage resources, which applications
need as well. Coming up with a scalable solution for (shared) storage is a research issue in itself
[7].

We make the following contributions with this work. First, our design considers a large
class of management objectives, as exemplified by the four chosen objectives for this paper.
The class consists of management objectives that are characterized through objective functions
that have a specific property P. (This property ensures the applicability of an iterative descent
method that the gossip protocol implements.) In fact, virtually all objective functions related
to VM placement we found in the literature satisfy this property. Our approach differs from
most reported results on resource allocation (more specifically: application or VM placement) in
clouds, where the allocation problem is studied only for a single objective. From a technological
viewpoint, we believe it is significant to develop generic solutions that cover a range of man-
agement objectives, which gives choices to providers. Second, we present the gossip protocol
for computing VM placement that supports all management objectives in the considered class.
To switch between management objectives, the protocol simply switches between the objective
functions f associated with those objectives. We show that the protocol converges as long as
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the objective function f has the property P. The protocol implements a distributed heuristic to
compute a placement and is highly scalable in the sense that, for the same protocol overhead,
its effectiveness does not noticeably worsen when the system size increases from 800 to 100,000
machines, as simulation results show. Third, our work considers joint allocation of compute
and network resources, which we believe is essential for ensuring predictable performance of
large cloud-based applications. We assume that the network interconnecting the machines has
full-bisection bandwidth (see below), which allows for an elegant distributed solution to the
placement problem, but limits our approach to a single data center, where full bisection band-
width technology is feasible and preferred. Fourth, while the core contribution of this work is
on application placement, we show how our solution seamlessly fits into a complete resource
management architecture.

In our prior work, we have developed a gossip protocol for adaptive placement that achieves
min-max fairness [32, 34], as well as a version of the protocol that achieves energy efficiency
[35]. This paper is a significant extension and generalization of that work in that the same
protocol—not different versions of the protocol—computes placements for a class of management
objectives, including the two mentioned above. In addition, the solution presented here covers
compute and networking resources, not only compute resources. The architecture outlined in
this paper has been introduced in [33], where we focused on an OpenStack implementation for
cloud resource management.

The paper is organized as follows. Section 7.2 introduces our model for resource allocation
under management objectives. Section 8.2 presents our architecture for resource management.
Section 7.4 presents our solution for dynamic VDC placement under management objectives,
while we present the results of its evaluation in Section 8.3.3. Section 7.6 surveys related
research, and Section 7.7 concludes this paper.

7.2 Modeling Resource Allocation under Management
Objectives

7.2.1 Examples of virtual data centers (VDCs)

The service abstraction considered in this work, i.e., the virtual data center (VDC), is suitable
for running a wide range of applications. We give two examples that are common use cases
for IaaS cloud services. The first type of application is an interactive, multi-tiered website.
Amazon, for example, hosts more than 9 million websites in its cloud computing facility [20].
Figure 7.1a shows two example architectures for websites hosted on an IaaS cloud. On the left
is a small self-contained website based on a LAMP (Linux, Apache, MySQL and PHP) VM; on
the right is a larger website that includes a load balancer (e.g., a nginx reverse proxy), a set
of web servers (e.g., Apache servers), a database cluster (e.g., MySQL cluster) and a set of in-
memory cache servers (e.g., Memcached servers)—whereby all of these components run in VMs.
Requests to a website arrive at the load balancer, which forwards them to web servers. A web
server serves a request for information in the following order: (1) from the local logic/cache/disk
(2), from an in-memory cache server, and (3) from the database cluster.

The second type of application is written using a programming framework for process-
ing large data sets, such as MapReduce[14] or Dryad[6]. (Dryad generalizes the more popular
MapReduce framework.) Consider a Dryad application shown in Figure 7.1b. The application
is modeled as a directed acyclic graph, whereby links represent the dataflow of the application,
while vertices define the operations that are to be performed on the data. Each such operation
runs in a VM.
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(a) Examples of website setups (b) A Dryad job

Figure 7.1: Customer applications deployed on VDCs

7.2.2 Modeling the VDC abstraction and the Cloud Infrastructure

We model a VDC, i.e., the service abstraction visible to the customer, as a graph whose nodes
represent virtual machines (VMs) running the customer application and whose edges represent
bi-directional links through which the VMs communicate. A VDC is specified by giving, for
each VM, a CPU demand limit ωlm and a memory demand limit γlm. (For instance, a ‘Large’
Amazon EC2 [2] instance m has a ωlm of four Compute units and a γlm of 7.5GB.) A link
between two VMs i and j is specified by giving the link bandwidth demand limit λli,j . During

the operation of a VDC, we denote the CPU demand of VM m at time t by ωdm(t) ≤ ωlm and
the memory demand by γdm(t) ≤ γlm. In addition, we denote the bandwidth demand of the link
between VMs i and j by λdi,j(t) ≤ λli,j . The set of all VMs is represented by M(t) and the set
of all links by L(t) ⊆M(t)×M(t).

We model the physical infrastructure as a set of machines N that are interconnected by
the data center network and connected to the public Internet as shown in Figure 7.2a. We
assume that the data center network has full bisection bandwidth, which implies that, for each
network interface on a machine, the aggregate outgoing bandwidth and the aggregate incoming
bandwidth is limited only by the interface capacity. We justify this assumption by the emerging
consensus about future data center network architectures (cf. [21]) as well as a measurement
study involving the Amazon EC2 cloud [22]. In our model, each machine n ∈ N has an associated
CPU capacity ωcn, a memory capacity γcn, a network interface capacity λcn and a maximum power
consumption pmaxn .

A VDC is deployed on the cloud infrastructure as follows. Each VM m is placed on a machine
n, which reserves CPU capacity ωrm(t0) and memory capacity γrm(t0). (The reservation follows
the initial demand of the VM at deployment time t0 and is continuously updated as the demand
changes.) We denote the set of VMs placed on machine n by An(t). The resource allocation
for links between communicating VMs is more complex to model, since a communication task
requires CPU and memory. For a link between VM i ∈ An(t) and VM j /∈ An(t), interface
bandwidth λri,j must be allocated on machine n. In case i and j are placed on the same machine,
no interface bandwidth must be reserved. (See Figure 7.2b.) In addition to bandwidth resources,
the communication between VMs i and j requires CPU and memory capacity. We denote the
communication cost for machine n as ωnetn (t) for CPU and γnetn (t) for memory, and we model
these variables as increasing proportional to the aggregate bandwidth consumed by inter-VM
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(a) The data center network (b) Interconnecting VMs

Figure 7.2: A simple model of the cloud infrastructure and deployment of VDCs

N,M(t),B(t),G(t) the set of machines, VMs, VMs with best-effort service, and VMs with guar-
anteed service

θdm, θ
l
m, θ

r
m, θ

v
m demand, demand limit, reservation and relative reservation for VM m and

resource type θ ∈ {ω, γ, λ}
λdi,j , λ

l
i,j , λ

r
i,j , λ

v
i,j network bandwidth demand, demand limit, reservation and relative reserva-

tion for a link between VMs i and j

θcn, θ
u
n, p

max
n , An(t) capacity and utilization of resource θ ∈ {ω, γ, λ}, maximum power consump-

tion, and set of VMs of machine n

θnetn (t) communication cost of resource θ ∈ {ω, γ, λ} on machine n; we define
λnetn (t) = 0 for notational simplicity

Table 7.1: Summary of notations

communication. (ωnetn (t) and γnetn (t) are incurred by both inter-machine as well as intra-machine
communication of VMs). For formal reasons we set λnetn (t) = 0.

To simplify notation, we use for a VM m in machine n, its network bandwidth demand
and its network bandwidth reservation respectively as λdm(t) =

∑
i/∈An(t) λ

d
m,i(t) and λrm(t) =∑

i/∈An(t) λ
r
m,i(t).

7.2.3 Optimizing Resource Allocation for Various Management Objectives

Taking into account the objectives of the cloud provider, who owns the infrastructure, and
the objectives of the customer, who has resource demands on the VDC, we model resource
allocation as an optimization problem with a real-valued objective function f and a set of
constraints. We associate a management objective with an instance of such an optimization
problem and give four specific examples of management objectives in this section, which refer to
balanced load, energy efficiency, fair resource allocation, and service differentiation. Variations
of these objectives, as well as additional objectives, for instance, revenue maximization, can be
expressed using our framework.

The input variables to such an optimization problem include the set of VMs M(t) with their
associated resource demands (CPU, memory and network) and the set of machines N with their
associated capacities. The solution of the optimization problem includes, for each machine n,
the set An(t) of VMs placed on that machine, and the resource reservations for each of these
VMs. Note that for the modeling of the allocation problem, the VDCs are not visible, since
resource demands and reservations are expressed in terms of VMs.

The objective function of an optimization problem corresponds to a specific management
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Aggregate resource reservation is less than ca-
pacity

θnetn (t)+
∑

m∈An(t)

θrm(t) ≤ θcn for θ ∈ {ω, γ, λ}, n ∈ N

(7.1)

Each VM is placed on exactly one machine⋃
n∈N

An(t) = M(t) and Ai(t) ∩Aj(t) = ∅ ∀i 6= j

(7.2)

Reserved resources are at least equal to demand

θrm(t) ≥ θdm(t) for θ ∈ {ω, γ, λ} (7.3)

Reserved network resources are at least equal to
demand

λrm(t) ≥ λdm(t) (7.4)

(7.3) holds specifically for guaranteed service
VMs

θrm(t) ≥ θdm(t) for θ ∈ {ω, γ, λ} and m ∈ G(t)
(7.5)

Table 7.2: Constraints of the optimization problems for resource allocation

objective. Table 7.2 lists the constraints for the management objectives discussed in this paper.
In this table, (7.1) states that the aggregate resource reservation on a machine must be smaller
than its capacity; (7.2) requires that each VM is placed on exactly one machine; (7.3) requires
that the resources reserved (CPU, memory, network) for a VM be at least its demand; (7.4)
requires that specifically network resources reserved be at least its demand; (7.5) requires that
(7.3) holds specifically for VMs belonging to a guaranteed service class G.

Balanced Load

We define the management objective of balanced load as that of balancing the utilization of
resources across all machines for the provider, while reserving resources sufficient to the demand
of the customers’ VMs.

We define the utilization of resource θ ∈ {ω, γ, λ} on machine n at time t as the sum of the
reserved resources for all VMs on machine n, including the resources needed for communication,

normalized by the machine capacity: θun(t) =
θnetn (t)+

∑
m∈An(t) θ

r
m(t)

θcn
. Note that λnetn (t) = 0 for

formal reasons of notational simplicity. The optimization problem for the management objective
is:

minimize:

f =
∑

θ∈{ω,γ,λ}

kθ
∑
n∈N

θcnθ
u
n(t)2 (7.6)

subject to: (7.1), (7.2), (7.3)

The objective function is minimized when the utilization θun is identical on all machines n
and for all resource types θ. The parameters kθ ≥ 0, θ ∈ {ω, γ, λ} are weights that indicate
the relative importance as to whether the utilization of a specific resource is balanced or not.
Setting kθ = 0 means that utilization of resource θ does not need to be balanced. The constraints
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(7.1,7.2,7.3) relate to capacity limit, placement of VMs and resource demands of VMs. (See
Table 7.2.)

Energy Efficiency

We define the management objective of energy efficiency as that of minimizing the power con-
sumption of the machines in the cloud, while reserving resources sufficient to the demand of the
customers’ VMs. Following the recent literature (e.g., [27]), we model the power consumption
pn of machine n as a linear function of its CPU utilization ωun, the relative power consumption
when idle In, and the maximum power consumption of the machine pmaxn :

pn(t) =

{
pmaxn (In + (1− In)ωun(t)) if ωun(t) > 0

0 otherwise

(7.7)

The optimization problem for the management objective is:

minimize:
f =

∑
n∈N

pn(t) (7.8)

subject to: (7.1), (7.2), (7.3)

The objective function is minimized when the aggregate power consumed by the non-idle
machines is minimal. For a homogeneous system, this is the case when the demand of the VMs
is consolidated on a minimal set of machines. The constraints are identical to the management
objective of balanced load.

Fair Resource Allocation

We define the management objective of fair resource allocation as that of maximizing the ag-
gregate reservation of CPU and memory resources of the machines, while sharing the resources
fairly among the customers’ VMs. We say that VMs share resources fairly, if for each VM m
the resource reservation θrm(t) divided by the demand for the resource θdm(t) is equalized. Let

θvm(t) = θrm(t)
θdm(t)

. Then, the optimization problem for the management objective becomes:

minimize:

f = −

 ∑
θ∈{ω,γ}

kθ
∑

m∈M(t)

θdm(t)
√
θvm(t)

 (7.9)

subject to: (7.1), (7.2), (7.4)

The objective function is minimized when the relative resource reservation θvm(t) is identical
for all VMs m and resources θ ∈ {ω, γ}. The parameters kθ ≥ 0, θ ∈ {ω, γ} are weights that
indicate the relative importance of allocating a specific resource fairly. Setting kθ = 0 means
that resource θ does not need to be allocated fairly. The constraints (7.1,7.2,7.4) relate to
capacity limit, placement of VMs and network resource demands of VMs.

Service Differentiation

We define the management objective of service differentiation as that of maximizing the aggre-
gate reservation of CPU and memory resources of the machines, while supporting two service
classes for the customers’ VMs. The first class of service is a guaranteed service class G whereby
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each VM receives the resources it demands or more. The second class is a best-effort service
class B whereby the unreserved CPU and memory resources of the machines are fairly shared by
the VMs in this class. (The notion of fairness is the same as above). The optimization problem
for the management objective is:

minimize:

f = −

 ∑
θ∈{ω,γ}

kθ
∑

m of B(t)

θdm(t)
√
θvm(t)


(7.10)

subject to: (7.1),(7.2),(7.4),(7.5)

The objective function is similar to (7.9) and is minimized when the relative resource reser-
vation θvm(t) is identical for all VMs m of service class B and resources θ ∈ {ω, γ}. The
parameters kθ ≥ 0, θ ∈ {ω, γ} are weights that indicate the relative importance of allocating a
specific resource fairly. The constraints (7.1,7.2,7.4,7.5) relate to capacity limit, placement of
VMs, network resource demands of all VMs and the resource demands of VMs in service class
G.

7.3 An Architecture for Resource Allocation and Management

Figure 7.3 shows an architecture for resource allocation in an IaaS cloud, which we have adapted
from [33]. The management station provides an interface for the cloud manager, which displays
key management metrics and allows to set and adjust management objectives at run-time.
The Resource Allocation System is designed around a set of cooperating controllers and state
estimator components. When a customer sends a request for new VDC to the customer-provider
interface, the request first passes through the Request Flow Profiler, which gathers statistics.
The Admission Controller then decides whether to accept or reject the VDC request. If accepted,
the request is passed on to the Placement Scheduler, which places the VMs of the VDC onto
machines of the cloud. Then, the Local Scheduler allocates physical resources to each VM.
Finally, the Power Manager puts on standby unused machines and reactivates them as needed.

This work focuses on the design and evaluation of the Placement Scheduler and the Local
Scheduler. The functionality of the other components is outlined.

Figure 7.3: Architecture for resource allocation in an IaaS cloud
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7.3.1 State Estimators

The lightly colored components in the architecture perform state estimation and prediction.
The Request Flow Profiler collects request statistics, which are used by the admission controller
to decide whether to accept or reject a VDC request. The Utilization Estimator monitors the
resource utilization of the machines and the VMs. The Demand Profiler processes current and
historical utilization estimates, in order to produces demand forecasts for the running VMs.
These forecasts are then used by all controllers to make resource allocation decisions.

7.3.2 Admission Controller

The Admission Controller accepts a VDC request if it can find a feasible solution to the problem
of placing the VMs of the VDC onto the machines under the currently active management
objective.

7.3.3 Local Scheduler

The Local Scheduler runs on each machine. Following the management objective of the cloud,
it solves the optimization problem for the set An(t) of VMs running on the local machine n. It
takes as input the resource demands θdm(t) of the VMs in An(t) and the capacity of the machine
n and computes the resource reservations θrm(t) for the local VMs m. For example, for the
management objective of balanced load, the local scheduler solves the following. (Recall that

θun(t) =
θnetn (t)+

∑
m∈An(t) θ

r
m(t)

θcn
)

minimize:

f =
∑

θ∈{ω,γ,λ}

kθθcnθ
u
n(t)2 (7.11)

subject to: (7.1),(7.2),(7.3)

The constraints (7.1),(7.2),(7.3) express local constraints. For the other management objec-
tives discussed in Section 7.2, the local optimization problems can be obtained in a similar way
from the global optimization problem expressed in (7.8), (7.9) and (7.10). In contrast to the
global optimization problems, the local problems are not hard to solve.

7.3.4 Placement Scheduler

Following our approach in [33], we split the functionality of the Placement Scheduler in Figure
7.3 into two components: an Initial Placement Controller, which performs placement for new
VDC requests, and a Dynamic Placement Controller, which dynamically adapts an existing
placement in response to change in VDC demand, cloud configuration, etc.

The Initial Placement Controller takes a VDC request and places the associated VMs on the
machines of the cloud, following the active management objective. To compute the allocation, it
solves the optimization problem associated with the management objective, with the additional
constraint that the VM placed prior to this VDC request are not moved.

The Dynamic Placement Controller dynamically adapts the VM placement, such that the
management objective is achieved at all times. Changing an existing placement can be realized
through live-migration, which is resource-intensive [28]. Specifically, moving a VM from one
machine to another machine, without interrupting its execution, consumes a significant amount
of network bandwidth along the communication path between the two machines. Also, to a
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lesser extent, CPU resources on the source machine and memory resources on the destination
machine are required for live-migration.

In this work, we take the approach that a small fraction kLMθ of machine resources is always
available for live-migration, even under machine overload, since this allows the system to move
to a better state, i.e., to achieve the management objective. If kLMθ = 0, then the Dynamic
Placement Controller will be unable to improve the state of overloaded machines.

We view the system as evolving at discrete points in time t = 0, 1, . . . whereby a change
occurs at each time t, e.g., a change in demand captured by θd(t). In response to such a
change, the Dynamic Placement Controller computes a new placement {An(t)}n∈N that min-
imizes the objective function f for the currently active management objective. In addition to
the constraints for the optimization problem discussed in Section 7.2, the new placement must
be reachable within a given time period from the previous placement {An(t− 1)}n∈N with the
resources available for live-migration, which are for machine n

max(kLMθ θcn, θ
c
n(1− θun(t− 1))), θ ∈ {ω, γ, λ}. (7.12)

In the following, we refer to this additional constraint as the constraint for live migration.

7.4 Placement under Management Objectives

In this section, we describe the design and functionality of the Placement Scheduler in our
architecture (see Figure 7.3), whose task is to continuously solve an optimization problem that
is associated with a specific management objective (see Section 8.2).

We provide a generic solution that is applicable to a large class of management objectives,
including those specified in Section 7.2. This class contains the objectives whose associated
objective functions f satisfy the following property:

f is a function on the state space of n machines, i.e., f = fn : Sn → R.
For any i < j ∈ {1, . . . , n} and any si, sj , ti, tj ∈ S, the following implication holds
f2(si, sj) > f2(ti, tj)→ fn(s1, . . . , si, . . . , sj , . . . , sn) ≥ fn(s1, . . . , ti, . . . , tj , . . . , sn)

(P)

If f satisfies P for the protocol that underlies the Dynamic Placement Controller, then the
protocol converges (see below). The protocol implements an iterative descent method, and P
ensures that an iteration can be performed using two machines only for the descent method to
work on the state space of n machines.

It is straightforward to verify that, for positive state values, some commutative and associa-
tive functions including sum, product, max, and min satisfy P. Also, if both f and g satisfy P,
so do f + g, f ∗ g, α ∗ f with α > 0, and sum(h(s1), . . . , h(sn)) with h : S → R. Furthermore,
statistical functions, such as average and variance, as well as the objective functions of the
management objectives discussed in Section 7.2 have this property. (−1)n ∗ sum(s1, . . . , sn) is
an example of a function that does not satisfy P for n = 3, 5, 7, ...

7.4.1 Algorithm for Initial Placement Controller

A search-based solution for the problem of placing a VDC onto a set of N machines can be
shown to have complexity that is polynomial with the number of machines and exponential with
the size of the VDC. Such a solution may be usable in situations where the size of the VDCs
and |N | are small and where the placement of VDCs does not occur very often. However, the
solution becomes unfeasible when the size of the cloud and that of the VDCs grows to sizes
corresponding to today’s and future cloud environments. We propose the following simple and
scalable algorithm instead.
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The algorithm is inspired by the so-called ‘power of two random choices’ [16]. In this algo-
rithm, placement of a VDC is done one VM at a time. (VMs with colocation constraints are
merged into one bigger VM with the aggregate resource demands of those VMs). For each VM
that is to be placed, the controller selects d random machines, and out of these machines, places
the VM on the machine that minimizes the value of the objective function as computed over the
d machines. If no feasible placement is found, the algorithm tries further d random machines
a preconfigured number of times, before rejecting the VDC. The Initial Placement Controller
can run on all machines of the cloud for reasons of scalability.

7.4.2 Algorithm for Dynamic Placement Controller

We propose the use of GRMP[35], a generic and scalable gossip protocol that we developed
in earlier work in order to implement the functionality of the Dynamic Placement Controller.
GRMP is an asynchronous protocol that executes continuously, improving the allocation of
cloud resources according to specified management objectives, while adapting the state of the
cloud, e.g., the set M(t) or the demand of VMs.

The pseudocode of GRMP is listed in Algorithm 3. The protocol follows the push-pull inter-
action pattern, where a machine pushes its state to another machine and pulls that machine’s
state, which we implement with an active and a passive thread on each machine. During an
interaction between two machines, they exchange their states (including, e.g., the set of VMs
placed), and each machine computes a new state and realizes the new state (step 4-6 in the
active thread, step 3-5 in the passive thread) through live-migration and updating the resources
allocated to the VMs it runs.

Algorithm 3 Protocol GRMP runs on each machine i

initialization

1: initInstance()

2: start passive and active

threads;

passive thread

1: while true do

2: read current state si
3: sj =receive(j); send(j, si)
4: updateState(si, sj)
5: realize si through

live-migration and updating

resources reserved to VMs

active thread

1: while true do

2: read current state si
3: j =choosePeer()
4: send(j, si); sj =receive(j)
5: updateState(si, sj)
6: realize si through live-migration

and updating resources reserved to

VMs

7: sleep until end of round

GRMP is generic in the sense that its three abstract methods, namely initInstance(),
choosePeer() and updateState() must be instantiated in order to implement the Dynamic
Placement Controller functionality for a specific management objective. The generic functions
are instantiated as follows.

7.4.2.1 initInstance()

This method initializes the local state si of the protocol on node i ∈ N . The local state
includes the resource demands θdm(t) of VMs m ∈ Ai(t)) and the resource capacities θci of the
machine. Other objective-specific states such as the service classes or colocation/anti-colocation
constraints for those VMs may also be included.
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7.4.2.2 choosePeer()

This method returns an identifier of a machine, which the current node executes a gossip round.
For all our management objectives, this function returns a machine selected uniformly at random
from the set of all machines. Such a function can be implemented in a distributed manner by
protocols such as [1, 29].

7.4.2.3 updateState(si, sj)

This method is specific to the management objective in the sense that it depends on the objective
function f and the constraints of the optimization problem. In addition, the resources available
for live-migration (7.12) are taken into account. Algorithm 4 lists the pseudocode.

Given the state (si, sj) of the two machines i and j, the algorithm attempts to find a new
state (ti, tj) that better fits the management objective. (Whether (ti, tj) is a better state depends
on (si, sj) and the optimization problem.) The algorithm considers two situations. The first
situation is one where both si and sj are feasible states with respect to the local optimization
problem. In this situation, (ti, tj) is a better state if f(ti, tj) < f(si, sj). The second situation is
one where either one or both machines are in an infeasible state due to overload (i.e., in violation
of either constraint (7.3) or (7.4)). We measure the overload on a machine i as θδi = (ωδi , γ

δ
i , λ

δ
i ),

which is the additional capacity needed to satisfy the aggregate demand on that machine, and
we define the overload on (si, sj) as O(si, sj) = max(‖θδi ‖2, ‖θδj‖2). In this situation, (ti, tj) is
a better state if O(ti, tj) < O(si, sj). In both situations, the algorithm attempts to compute
the best state that is reachable under the constraint for live-migration. As can be seen from
Algorithm 4, the algorithm contains two consecutive loops. The first loop (line 2-5) is executed
if there is overload (line 1), and the algorithm attempts to minimize the overload under the
constraint of live-migration. The second loop (line 8-11) is executed if there is no overload,
and the algorithm attempts to minimize the objective function f under the constraint of live-
migration. (The term ‘attempts’ refers to the fact that the problem is often NP-hard, and the
complexity of its state space grows exponentially with the number of VMs.)

We now give a detailed description of the algorithm. In line 1, the algorithm determines
whether the machines are in overload. The loop (lines 2-5) implements a greedy heuristic that
attempts to minimize O(si, sj). In this loop, for each VM m on machines i and j, we compute,
for the case that m is migrated from the current machine, say i, to the other machine, say j,
the difference in the available capacity on the destination machine , θ∆

j (m) respectively, as well

as the difference of the overload metric, ∆O(m) = O(si, sj)−O(s−mi , s+m
j ). In step 3, we select

a VM m∗ out of all VMs m that maximizes ∆O(m)

|θ∆
j (m)|2

, under the constraints that (1) ∆O(m) > 0

holds and (2) the state is reachable with resources available for live-migration (θLMi , θLMj ). If
such a VM is found, the resources available for live-migration are reduced accordingly, and the
process is repeated in the new state (s−m

∗

i , s+m∗

j ) (step 4). Otherwise, the loop terminates (step
5). (This loop eventually terminates since ∆O(m∗) > 0, and the set of possible placements is
finite.)

The second loop is executed only if there is no overload on both machines (step 7). The
loop (lines 8-11) implements a greedy heuristic, similar to the one above, that attempts to
minimize f2(si, sj). When a VM m on machine i is migrated to machine j, we denote the
difference in objective function with ∆f(m) = f2(si, sj) − f2(s−mi , s+m

j ). In line 9, a VM m∗

that maximizes ∆f(m)

|θ∆
j (m)|2

is selected, under the constraints that (1) ∆f(m) > 0 holds, (2) the

migration leads to a feasible state (s−mi , s+m
j ), and (3) the state is reachable with resource

available for live-migration. If such a VM is found, the resources available for live-migration
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are updated accordingly, and the process is repeated in the new state (step 10). Otherwise, the
loop terminates (step 11).

Algorithm 4 updateState()

1: if O(si, sj) > 0 then

2: repeat

3: find a VM m from Ai ∪ Aj that maximizes x = ∆O(m)

|θ∆
j (m)|2

under the condition that

x > 0 and min(min(θLMi (m)),min(θLMj (m))) > 0

4: move m and set (θLMi , θLMj ) = (θLMi (m), θLMj (m))
5: until no such m is found

6: if O(si, sj) = 0 then

7: repeat

8: find a VM m from Ai ∪ Aj that maximizes x = ∆f(m)

|θ∆
j (m)|2

under the condition that

x > 0, min(min(θLMi (m)),min(θLMj (m))) > 0 and the resulting state is feasible

9: move m and set (θLMi , θLMj ) = (θLMi (m), θLMj (m))
10: until no such m is found

7.4.3 Convergence of the protocol

It is not difficult to see that the protocol converges under reasonable assumptions to a local
optimum. Using a distributed heuristic, the protocol implements, through a sequence of gossip
interactions, a greedy approach to optimization.

We assume that the system starts in a feasible state, that the resource demand does not
change, and that no VDC churn occurs. During execution, the protocol performs a sequence
of gossip interactions between pairs of machines, chosen uniformly at random, at discrete times
t = 1, 2, · · · . The method updateState() defines the semantics of such an interaction. When
machines i and j interact at time t, either the state of the machines changes, in which case
f2(si(t), sj(t)) < f2(si(t− 1), sj(t− 1)), or it remains the same, in which case f2(si(t), sj(t)) =
f2(si(t− 1), sj(t− 1)).

As f has property P, we conclude

fn (s1(t− 1), ..., si(t− 1), ..., sj(t− 1), ...) ≥ fn (s1(t), ..., si(t), ..., sj(t), ...) (7.13)

whereby sk(t) = sk(t− 1), ∀k 6= i, j. Therefore, the sequence {fn(t)}t t = 1, 2, · · · is monotoni-
cally decreasing, and it converges as it is lower bounded.

Under stronger (and often less realistic) assumptions, one can prove exponential convergence
of the protocol, as we have done in [32], considering CPU resources only and assuming that the
demand for a software module can be split among machines running the same module.

7.5 Evaluation through Simulation

We evaluate, through simulation, the dynamic placement of VDCs for large clouds under chang-
ing load and VDC churn. The simulation environment is based on PeerSim[17], a simulator for
large P2P systems. For this evaluation, we extended PeerSim, to support IaaS cloud compo-
nents including physical machines, virtual machines, virtual machine links, VDCs, as well as
components of our architecture (Figure 7.3). We generate the load for the simulation, as well
as, the machine capacities of the cloud infrastructure, based on an analysis and statistics from
an extensive data set from a Google data center [25]. This data set includes figures about jobs
(which consists of a number of tasks), the task execution times, the estimated maximum CPU
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and memory demand of the tasks, as well as the CPU and memory capacities of the cluster
machines. For the purpose of our simulation, we associate the jobs of the Google study with
applications on a cloud and the tasks of the study with VMs of the VDCs that run these
applications.

7.5.1 Simulation setup

7.5.1.1 Architectural components

For the simulation studies, the components of our architecture work as follows. The function
of the Request Flow Profiler does not influence the simulation. The Utilization Estimator
is perfect in the sense that it produces the correct resource utilization of the machines and
VMs at all times. The Demand Profiler simply returns the current demand of the VDCs as the
forecasted demand. The Admission Controller accepts all requests. (As a consequence, the IaaS
infrastruture can become overloaded during experiments.) The Power Manager puts on standby
those machines that do not run VMs; it reactivates standby machines when a VM is placed on
it. The Local Scheduler (Section 7.3.3), the Initial Placement Controller (Section 7.4.1) and
the Dynamic Placement Controller (Section 7.4.2) are implemented as described above. For the
Initial Placement Controller, we choose d = 2 and always accept a better allocation for a VM.
During a gossip round of the dynamic placement controller, a machine select another machine
uniformly at random from the set of all machines. Such a function can be implemented on top
of gossip-based overlays like [1, 29].

7.5.1.2 Applications

We assume that two types of applications are run on the VDCs (see Section 7.2.1). First,
we consider interactive applications, whereby the CPU and network demand changes overtime,
while the memory demand remains constant. The set of interactive applications does not
change during a simulation run. Second, we consider compute-intensive applications, whereby
the demand for CPU, memory, and network bandwidth does not change. The lifetime of such an
application follows a truncated power-law distribution with exponent 2 (cf. [25]), incremented
by 10 minutes (to account for the time of copying the VM image as well as booting up and
powering down a VM), and truncated to 24 hours (the length of a simulation run). The requests
for these applications arrive following a Poisson process, whereby the rate is computed, using
Little’s formula, in such a way that the expected number of VDCs on the cloud has a desired
value. The type of application that is requested, i.e., interactive or compute-intensive, is chosen
with equal probability.

7.5.1.3 VDC Types

For the purpose of this evaluation, we assume that the above applications are run on multi-
tiered VDCs, which consist of several layers of identical VMs, whereby each VM is connected
to the VMs in adjacent layers. In the course of a simulation run, VDCs are randomly created
as follows. The number of VMs in a VDC follows a truncated power-law distribution with
exponent 2, minimum 1, and maximum 30 (choice of exponent follows recommendation in [25]).
The number of tiers is 1, 2, or 3, with equal probability, and the number of VMs in each tier is
the total number of VMs divided by the number of tiers, rounded down to an integer.
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7.5.1.4 Resource Demand

We express the resource demand of applications in terms of the CPU and memory demand of
the VMs that run these applications, as well as the network demand of the links connecting the
VMs. To each VM m, we assign an expected maximum CPU and memory demand, ωm and γm,
following the distribution of task demands in [25]. (We scale the relative demand with 32-core
CPU and 64GB memory.) While we assume that the demand of a VM that runs a compute-
intensive application equals the maximum expected demand and does not change over time, the
CPU demand of a VM associated with an interactive application changes periodically according
to ωm(t) = ωm

2 (1 + um sin( 2πt
86400 − 2πsm)), whereby um, sm ∈ [0, 1] is selected uniformly at

random; the memory demand remains constant and equals to the expected maximum demand.

For both types of applications, we assume that the maximum network demand of a link
depends on the maximum CPU and memory demands of the connected VMs as follows. If
ωm ≤ 0.5core and γm ≤ 0.5GB, then the expected maximum network demand λl for all links l
connected to VM m is chosen as 1 Mb/sec. Otherwise, λl = 10Mb/sec with probability 0.9 and
100Mb/sec with probability 0.1. Then, the actual network demand is assumed to be equal to
the maximum relative CPU demand of the two VMs connected by the link, multiplied with λl.

7.5.1.5 Capacities of cloud machines

In our simulation, we consider four types of physical machines. The relative capacities of these
machine, together with the probability according to which they are chosen for a configuration,
are given in Table 7.3.

Type CPU RAM Network Probability

Type 1 0.5 0.25 1 31%
Type 2 0.5 0.5 1 55%
Type 3 0.5 0.75 1 8%
Type 4 1 1 1 6%

Table 7.3: Relative capacities of cloud machines

The distribution of the machine capacities, except network capacities, follows the statistics
from [25]. We assume that the maximum power consumption of a machine is proportional to its
CPU capacity. We also assume that the CPU communication cost of machine n, ωnetn (t), is pro-
portional to the network utilization λun and at most one core, while the memory communication
cost γnetn (t) is 0.

7.5.1.6 Load on the cloud infrastructure

For the simulation study, the concept of the aggregate load on the cloud infrastructure is useful.
We define the CPU load factor (CLF) of the cloud as the ratio of the total CPU demand of
the VMs to the total CPU capacity of the machines in the cloud. We define the memory load
factor (MLF) and network load factor(NLF) in an analogous fashion.

7.5.1.7 Resource consumption during live-migration

Our simulation captures the resource consumption of VM migration. We assume that migrating
a VM requires (1) CPU resources at the sender machine, namely ωm/8, (2) memory resources
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at the receiver machine, namely γm, and (3) network resources on both machines, namely twice
the memory size of the VM, divided by the transfer time (which we assume to be 1 minute).

We assume that up to 10% of the resource capacities of a machine are available for live-
migration (see Section 7.3.4 and (7.12)), and that live-migration of a VM can be executed within
a protocol round. If the resources are not available, a VM is not migrated.

7.5.1.8 Evaluation metrics

During each simulation run, we measure the following two metrics. The first metric is effective-
ness, which captures how well the management objective is achieved by the resource allocation
system. For the objective of balanced load, the effectiveness is measured as the mean of three
components, namely the coefficient of variation of CPU, memory, and network utilization of
the physical machines. (The coefficient of variation of a set of values is the standard deviation
divided by the mean.) We call this metric also unbalance metric. For the energy efficiency
objective, the effectiveness is measured as the aggregate power consumed by all active machines
(i.e. the machines that are not on standby), divided by the maximum power consumption of
all machines. We call this metric also relative power consumption metric. For the objective of
fair resource allocation, the effectiveness metric is measured as the mean of two components,
namely the coefficient of variation of relative CPU and memory reservations of the virtual ma-
chines. We call this metric also unfairness metric. For the objective of service differentiation,
the effectiveness metric is measured as the unfairness metric applied to the best-effort VMs.
We call this metric also best-effort unfairness metric.

The second metric is the constraint violation metric, which is defined as the fraction of
machines that violate the constraint (7.1) in Table 7.2, i.e., the fraction of machines that allocate
resources beyond their capacities.

7.5.1.9 Simulation execution

We simulate the evaluation of the resource allocation system over time. The simulation processes
a sequence of events, which are of three types: (1) a machine executes a round of the gossip
protocol, (2) a new application (i.e., a new VDC) is placed onto the cloud or an application
terminates, (3) the load of an (interactive) application changes. Before the simulation starts, we
compute an initial placement of a set of applications (i.e., their respective VDCs). The gossip
protocol is executed in an asynchronous fashion, which means that the start of a round is not
synchronized among machines.

After the start of a simulation run, the system evolves over a warmup period of 30 rounds
(of 30 seconds each), after which the evaluation metrics are sampled at the end of each round.
A simulation run extends over 24 hours, i.e., 2880 rounds. As measurement result, we report
the average of the evaluation metrics over one run. For most of the scenarios, the number of
machines is 10,000, which is also the number of initially placed VDCs.

We evaluate the system in five scenarios. In four of them, we evaluate the effectiveness and
quality of resource allocation under various load factors, for a specific management objective
and system size. In the last scenario, we evaluate the resource allocation system for different
system sizes, while keeping the load constant.

7.5.2 Simulation results

7.5.2.1 Performance under Balanced-Load Objective

We evaluate the system under the objective of balanced load for kθ = 1, θ ∈ {ω, γ, λ} (see
(7.6)). We execute 50 runs, for CLF values of {0.15, 0.35, 0.55, 0.75, 0.95}, NLF values of {0.3,
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0.6, 0.9, 1.2, 1.5} and MLF values of {0.25, 0.5}.
Figure 7.4a shows the measurements of the unbalance metric, for MLF=0.5. A value of 0

means that the system has been perfectly balanced throughout the run, and that all allocations
produced by the protocol minimize (7.6). The figure also includes the metric for an ideal system,
which can be imagined as one where resource demands can be arbitrary split across machines.
The ideal system gives a lower bound to optimal metric (we cannot compute the optimal metric
due to the combinatorial nature of the optimization problem).

The figure suggests that the unbalance metric does not significantly change with change
in CLF values. This is the result of our design, which reserves resources on each machine for
VM migration, enabling live-migration even under high loads. The figure also shows that the
unbalance is low when the network is underloaded (NLF ≤ 0.9), and the unbalance increases
when the network is overloaded (NLF ≥ 1.2). This is expected, since balancing the load is
generally more difficult, when the network is overloaded. Finally, Figure 7.5a shows that, when
the network is overloaded, constraint violation approaches 1.

The results for MLF=0.25 (not shown here) are qualitatively similar to MLF=0.5 discussed
above, with unbalance and constraint violation metric values generally smaller. The 95% con-
fidence intervals are within 0.01% for all results stated above.

We draw the conclusion that our resource allocation system performs well under the objective
of balanced load for all CLF values investigated and NLF ≤ 0.9.

7.5.2.2 Performance under Energy Efficiency Objective

We evaluate the system under the objective of energy efficiency for the same set of parameters
as in Section 7.5.2.1. Figure 7.4b shows the measurements of the relative power consumption
metric, for MLF=0.5. A value of 1 means that the system consumes the maximum power
possible. The figure also includes the metric for an ideal system, considering only CPU and
memory demand. (We do not have a reasonable method for including network demand.)

The figure shows that for NLF=0.3, the power consumed by the system is close to that of
the ideal system. However, the distance between the power consumption of the ideal system
and that of our system increases with increasing NLF since the ideal system does not take
into account network demand. Figure 7.5b shows that the constraint violation metric has
a qualitatively similar behavior to that of the balanced-load objective. The 95% confidence
intervals are within 0.01% for all results stated above.

The results for MLF=0.25 (not shown here) are qualitatively similar to MLF=0.5 discussed
above, with relative power consumption and constraint violation metric values generally smaller.

We draw the conclusion that our system performs well under the objective of energy efficiency
when NLF ≤ 0.9.

7.5.2.3 Performance under Fairness Objective

We evaluate the system under the objective of fair resource allocation for kθ = 1, θ ∈ {ω, γ, λ}
(see (7.9)). We execute 50 runs, for CLF values of {0.55, 0.75, 0.95, 1.15, 1.35}, NLF values of
{0.3, 0.6, 0.9, 1.2, 1.5} and MLF values of {0.25, 0.5}.

Figure 7.4c shows the measurements of the unfairness metric, for MLF=0.5. A value of
0 means that the resource allocation is perfectly fair. The figure also includes the unfairness
metric for the ideal system. The figure suggests that the unfairness metric does not significantly
change with change in CLF. This is the result of our design, which reserves resources on each
machine for VM migration, allowing to achieve fairness even under overload conditions. The
figure also shows that the unfairness metric increases with NLF beyond NLF=0.9. Figure 7.5c
shows that the constraint violation metric does not increase with increasing CLF as it does
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with NLF. This is due to the fact that CPU overload does not result in constraint violation but
network overload does (see the constraints of (7.9)).

The results for MLF=0.25 (not shown here) are qualitatively similar to MLF=0.5 discussed
above , with unfairness and constraint violation metric values generally smaller. The 95%
confidence intervals are within 0.01% for all results stated above.

We draw the conclusion that our resource allocation system performs well under the objective
of fair resource allocation when the network is not overloaded, i.e., NLF ≤ 0.9.

7.5.2.4 Performance under Service Differentiation Objective

We evaluate the system under the objective of service differentiation for kθ = 1, θ ∈ {ω, γ, λ}
(see (7.10)). Interactive applications are given guaranteed service while compute intensive
applications are given best-effort service. We execute 50 runs, for CLF values of {0.55, 0.75,
0.95, 1.15, 1.35}, NLF values of {0.3, 0.6, 0.9, 1.2, 1.5} and MLF values of {0.25, 0.5}.

Figure 7.4d shows the measurements of the unfairness metric for best-effort VMs, for
MLF=0.5. The figure also includes the unfairness metric for the ideal system. Qualitatively, the
figure is similar to that for the fairness objective, with the unfairness metric generally smaller
and the curves smoother for the fairness objective. We explain this by the fact that the re-
sources that are shared fairly among best-effort VMs are those that are unused by guaranteed
service VMs, which are in generally more uneven and hence difficult to share fairly compared
to the case where entire machines are shared. Figure 7.5d shows the property of constraint
violation is also qualitatively similar to that of fairness objective. The results for MLF=0.25
(not shown here) are qualitatively similar to MLF=0.5 discussed above, with unfairness and
constraint violation metric values generally smaller. The 95% confidence intervals are within
0.01% for all results stated above.

We draw the conclusion that when NLF ≤ 0.9, our protocol performs well: guaranteed
service VMs have their demands satisfied (i.e., no constraint violation) while remaining resources
are shared fairly among best effort VMs (i.e., low unfairness metric).

7.5.2.5 Scalability of the Resource Allocation System

We evaluate the scalability property of the resource allocation system under the various ob-
jectives by measuring the corresponding performance metrics for CLF=NLF=MLF=0.5, while
varying the number of VDCs (and machines) to 800, 2000, 4,000, 20,000, and 100,000.

Figure 7.6 shows the results, which indicates that all metrics considered for all objectives
do not change significantly with increasing system size. This is a property of GRMP-based
protocols, which we observe in [34, 35] and prove in [32] for specific management objectives. We
draw the conclusion that the resource allocation system is scalable to at least 100,000 machines
and VDCs, under the four management objectives considered in this work.

7.6 Related Work

The work on resource allocation to VDCs presented in this paper is unique and novel in the sense
that it combines the following properties. The solution supports a broad range of management
objectives with a single algorithm that performs adaptive placement. The solution is fully
decentralized and highly scalable, to at least 100,000 machines. Finally, the placement algorithm
jointly allocates both compute and networking resources.

Most works in the literature, for instance [3–5, 8, 10, 12, 15, 26, 30], address only a single
management objective. The result in [9] supports multiple management objectives, but each

68



0.3
0.6

0.9
1.2

1.5

0.15

0.35

0.55

0.75

0.95

0

0.2

0.4

0.6

0.8

1

 

Network Load FactorCPU Load Factor

 

U
n

b
a

la
n

c
e

Protocol

Ideal

(a) Balanced load objective

0.3
0.6

0.9
1.2

1.5

0.15
0.35

0.55
0.75

0.95

0

0.2

0.4

0.6

0.8

1

 

Network Load FactorCPU Load Factor
 

R
e
la

ti
v
e
 p

o
w

e
r 

c
o
n
s
u
m

p
ti
o
n

Protocol
Ideal

(b) Energy efficiency objective

0.3
0.6

0.9
1.2

1.5

0.55
0.75

0.95
1.15

1.35

0

0.2

0.4

0.6

0.8

1

 

Network Load FactorCPU Load Factor

 

U
n
fa

ir
n
e
s
s

Protocol

Ideal

(c) Fairness objective

0.3
0.6

0.9
1.2

1.5

0.55

0.75

0.95

1.15

1.35

0

0.2

0.4

0.6

0.8

1

 

Network Load FactorCPU Load Factor

 

B
e
s
t−

e
ff
o
rt

 u
n
fa

ir
n
e
s
s

Protocol

Ideal

(d) Service differentiation objective

Figure 7.4: Effectiveness of the protocols for different management objectives

objective with a different algorithm. In contrast, the work in this paper covers multiple ob-
jectives with a single algorithm, and switching between management objectives is achieved by
switching the objective functions f in the algorithm.

All works discussed above rely on a centralized scheduler for placement, which becomes a
bottleneck and prevents the solutions to scale to large systems. [36] proposes a decentralized
scheduler but requires an oracle that has knowledge of available resources for all machines in
the data center. In contrast, our solution includes a decentralized scheduler based on a gossip
protocol, which scales up to 100,000 machines, as our simulation results demonstrate.

The problem of allocating compute resources, i.e., placing VMs, in a cloud has been ex-
tensively studied over the last years (e.g., [13, 24, 31, 37]). The same is true for networking
resources in the cloud environment (e.g., [18, 19, 23]). More recently, attention has focused on
joint allocation of compute and network resources. In these works, one can find two different
approaches to abstract the network for the purpose of resource allocation. Some works consider
the link bandwidth between the physical machines as the resource [3, 8, 15], while others model
the network access capacity of a machine [5, 30]. In this work, we follow the latter approach,
however, while those works base on a hierarchical network, which is a conventional network
configuration, we adopt the full bisection bandwidth network, which is an emerging data center
technology, because it enables a distributed computation for resource allocation.

As mentioned in Section 7.1, the solution presented in this paper is limited to a single
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Figure 7.6: Scalability of the protocols for two key metrics
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data center, because we assume a full bisection bandwidth network. As a consequence, our
solution is not directly applicable to resource allocation across data centers at different locations,
in contrast to [11], which represents resources distributed globally as a graph, and performs
resource allocation based on a heuristic solution to the graph-embedding problem.

Most results to date focus on offline (or static) placement of VDCs or VMs [9, 11, 15,
30]. More recently, more attention has been devoted to the problem of online (or adaptive)
placement, whereby a sequence of VDC or VM requests is processed in an iterative fashion [4,
10]. Our work falls into the second category.

7.7 Conclusion and Future Work

We believe that this paper contains significant contributions towards engineering a resource
management system for large-scale IaaS environments. First, unlike other results in the liter-
ature, the resource allocation system outlined here can support a broad class of management
objectives, exemplified by the four chosen objectives for this paper. Second, we present an
improved version of GRMP, a generic, highly-scalable gossip protocol, which dynamically com-
pute VM placements, and which is instantiated with the objective function of the optimization
problem. Simulation results shows that the protocol is very effective, except for high load,
and that it scales with a high level of effectiveness up to 100,000 server machines. Third, our
work considers joint allocation of compute and network resources (for a full bisection bandwidth
network), which we believe is essential for ensuring predictable performance of cloud-based ap-
plications. Finally, we show how our protocol for dynamic adaptation seamlessly fits into a
complete resource management architecture.

The framework presented in this work is extensible in several directions. First, the resource
allocation system can support further management objectives than discussed, such as revenue
maximization, with additional constraints regarding, e.g., colocation/anti-colocation of VDCs
or license restrictions. Second, the framework can be extended to include additional resources
types, such as storage or GPU resources, or it can be adapted to alternative resources models.
Further, the architecture allows alternative algorithms to be used to implement the functions
of specific controllers.

With respect to future work, we plan to study thoroughly (including analytically) how the
choice of the management objective (i.e., the objective function) and how specific load patterns
affect the effectiveness and the convergence speed of the protocol. An aspect of this work will
be investigating to which extent the effectiveness of the protocol can be improved in the case of
high load and overload. Second, we plan to extend our work to an alternative network model
that is suitable for resource management across data centers and for telecom clouds. (The
full bisection bandwidth model is applicable primarily within data centers.) Third, we plan to
implement and evaluate our framework on an OpenStack-based cloud management platform
and continue the work described in [33].
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Abstract

We model and evaluate the performance of a distributed key-value storage system that
is part of the Spotify backend. Spotify is an on-demand music streaming service, offering
low-latency access to a library of over 20 million tracks and serving over 20 million users
currently. We first present a simplified model of the Spotify storage architecture, in order
to make its analysis feasible. We then introduce an analytical model for the distribution of
the response time, a key metric in the Spotify service. We parameterize and validate the
model using measurements from two different testbed configurations and from the opera-
tional Spotify infrastructure. We find that the model is accurate—measurements are within
11% of predictions—within the range of normal load patterns. In addition, we model the
capacity of the Spotify storage system under different object allocation policies and find
that measurements on our testbed are within 9% of the model predictions. The model helps
us justify the object allocation policy adopted for Spotify storage system.

8.1 Introduction

Spotify is an on-demand music streaming service (www.spotify.com), offering low-latency access
to a library of over 20 million tracks and serving over 20 million users currently [1]. The core
function of the Spotify service is audio streaming, which is provided by the Spotify storage
system, with backend servers located at three sites (Stockholm, Sweden, London, UK, and
Ashburn, VA). The Spotify backend servers run even a number of related services, such as
music search, playlist management, and social functions. The Spotify service is a peer-assisted
system, meaning it has a peer-to-peer component to offload backend servers. When a client
plays a music track, its data is obtained from a combination of three sources: the client local
cache (if the same track has been played recently), other Spotify clients through peer-to-peer
technology, or the Spotify storage system in a backend site [1].

Low latency is key to the Spotify service. When a user presses “play”, the selected track
should start “instantly.” To achieve this, the client generally fetches the first part of a track
from the backend and starts playing as soon as it has sufficient data so that buffer underrun
(“stutter”) will be unlikely to occur. Therefore, the main metric of the Spotify storage system
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is the fraction of requests that can be served with latency at most t for some small value of t,
typically around 50 ms. (We sometime use the term response time instead of latency in this
paper.) The Spotify storage system has the functionality of a (distributed) key-value store.
It serves a stream of requests from clients, whereby a request provides a key and the system
returns an object (e.g., a part of an audio track).

In this paper, we present an analytical model of the Spotify storage architecture. The
model allows us to estimate the distribution of the response time of the storage system as a
function of the load, the storage system configuration, and model parameters that we measure
on storage servers. The model centers around a simple queuing system that captures the
critical system resource (i.e., the bottleneck), namely, access to the server’s memory cache and
disk where the objects are stored. We validate the model (1) for two different storage system
configurations on our laboratory testbed, which we load using anonymized Spotify traces, and
(2) for the operational Spotify storage system, whereby we utilize load and latency metrics from
storage servers of the Stockholm site. We find that the model predictions are within 11% of the
measurements, for all system configurations and load patterns within the confidence range of
the model. As a consequence, we can predict how the response time distribution would change
in the Stockholm site, if the number of available servers would change, or how the site in a
different configuration would handle a given load. Overall, we find that a surprisingly simple
model can capture the performance of a system of some complexity. We explain this result
with two facts: (1) the storage systems we model are dimensioned with the goal that access to
memory/storage is the only potential bottleneck, while CPUs and the network are lightly loaded;
(2) we restrict the applicability of the model to systems with small queues —they contain at
most one element on average. In other words, our model is accurate for a lightly loaded system.
The model captures well the normal operating range of the Spotify storage system, which has
strict response time requirements. In addition, the system is dimensioned to absorb sudden
load surges, which can be caused by, e.g., one of the Spotify backend sites failing, or the service
being launched in the new region.

Further, we model a capacity of a storage cluster under two different object allocation
policies, the popularity-aware policy, where objects are allocated to servers according to their
popularity, with the aim of load balancing, and the random policy, where objects are allocated
uniformly at random across servers. We validate the model on our laboratory testbed and
find that the model predictions are within 9% of the measurements, for the parameter range
investigated. The model suggests that the capacity of the Spotify storage system under both
policies will be (approximately) the same. This justifies the Spotify design, which adopts the
random policy, which is easier to implement in the key-value storage system than the popularity-
aware policy.

This work is a significant extension of a conference publication presented at CNSM 2012 [2].
It includes now an analytical model for estimating the capacity of a storage cluster for different
object allocation policies, together with its validation on our testbed. In addition, the related
work section is extended, and numerous small improvements have been made and clarifications
have been added to the text in [2].

The paper is organized as follows. Section 8.2 describes the Spotify storage system. Section
8.3 contains the analytical model for predicting distribution of response time and its validation,
both on the lab testbed and on the Spotify operational system. Section 8.4 describes the
model for estimating the capacity of a storage cluster under two different allocation policies and
contains the validation results. Section 8.5 discusses related work and Section 8.6 contains our
conclusions and future work.
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Figure 8.1: Spotify Storage Architecture

8.2 The Spotify backend storage architecture

We give a (simplified) overview of the part of the Spotify backend responsible for music delivery
to the clients. Its architecture is captured in Fig. 8.1. Each Spotify backend site has the same
layout of storage servers, but the number of servers varies. The master storage component is
shared between the sites. When a user logs in, the client connects to an Access Point (AP) using
a proprietary protocol. Through the AP, the client can access the backend services including
storage. The client maintains a long-lived TCP connection to the AP, and requests to backend
services are multiplexed over this connection.

Spotify’s storage is two-tiered. A client request for an object goes to Production Storage, a
collection of servers that can serve most requests. The protocol between the AP and Production
Storage is HTTP, and in fact, the Production Storage servers run software based on the caching
Nginx HTTP proxy [3]. The objects are distributed over the production service machines using
consistent hashing of their respective keys [4]. Each object is replicated on three different servers,
one of which is identified as the primary server for the object. APs route a request for an object
to its primary server. If the primary server fails or does not store the requested object, the server
will request it from one of the replicas. If they do not store it, the request will be forwarded
over the Internet to Master Storage (which is based upon a third-party storage service) and the
retrieved object will subsequently be cached in Production Storage.

A key performance metric for Spotify is playback latency, and the system design is intended
to provide low latency for the vast majority of requests coming from a large, and growing, user
base. By using a proprietary protocol with long-lived connections, the latency overhead of a
connection establishment (DNS, TCP handshake, TCP windows) is avoided. The design with a
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Figure 8.2: Simplified architecture as a basis for the performance model

two-tiered storage arises from the engineering problem of providing low-latency access for most
requests to a growing catalogue of music, with a popularity distribution close to Pareto. The
Production Storage tier gives low-latency access to almost all requests, using high performance
servers, while the Master Storage tier provides a large storage capacity for all information at a
higher latency.

While the presentation here centers on music delivery, we remark that the storage system
delivers additional data to Spotify clients, in particular images (e.g., cover art for albums) and
advertisements. We also point out that the number of requests that a client makes to the
backend storage for each track played varies significantly, due to local caching and peer-to-peer
functionality. As a consequence, the request rates presented in this paper do not correspond to
the actual number of tracks played in the Spotify system.

8.3 Predicting response time

In order to make a performance analysis tractable, we develop a simplified model of the Spotify
storage architecture (Fig. 8.1) for a single Spotify backend site, the result of which is shown
in Fig. 8.2. First, we omit Master Storage in the simplified model and thus assume that all
objects are stored in Production Storage servers, since more than 99% of the requests to the
Spotify storage system are served from the Production Storage servers. Second, we model the
functionality of all APs of a site as a single component. We assume that the AP selects a storage
server uniformly at random to forward an incoming request, which approximates the statistical
behavior of the system under the Spotify object allocation and routing policies. Further, we
neglect network delays between the AP and storage servers and the queuing delays at the AP,
because they are small compared to the response times at the storage servers. In the following,
we analyze the performance of the model in Fig. 8.2 under steady-state conditions, Poisson
arrivals of requests, and exponentially distributed service times.
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8.3.1 Modeling a single storage server

In the context of a storage system, the critical resources of a storage server are memory and
disk access, which is captured in Fig. 8.3. When a request arrives at a server, it is served from
memory with probability q and from one of the disks with probability 1− q. Assuming that the
server has nd identical disks, the request is served from a specific disk with probability 1/nd.
We further assume that requests arrive at the server following a Poisson process with rate λ.
(All rates in this paper are measured in requests/sec.) We model access to memory or a disk
as an M/M/1 queue. We denote the service rate of the memory by µm and that of the disk by
µd, whereby µm � µd holds.

Figure 8.3: Queuing model of critical resources on a server

Based on Fig. 8.3, we compute the latency T for a request on a server, which we also refer
to as response time. (In queuing systems, the term sojourn time is generally used for T .) The
probability that a request is served below a specific time t is given by Pr(T ≤ t) = qPr(Tm ≤
t) + (1 − q)Pr(Td ≤ t), whereby Tm and Td are random variables representing the latency of
the request being served from memory or a disk, respectively. For an M/M/1 queue in steady
state with arrival rate λ, service rate µ, and latency T , the formula Pr(T ≤ t) = 1−e−µ(1−λ/µ)t

holds [5]. Therefore, we can write

Pr(T ≤ t) = q(1− e−µm(1−λm/µm)t) + (1− q)(1− e−µd(1−λd/µd)t),

whereby λm is the arrival rate to the memory queue and λd to a disk queue. Typical values
in our experiments are t ≥ 10−3 sec, λm ≤ 103 requests/sec, and µm ≥ 105 requests/sec. We
therefore approximate e−µm(1−λm/µm)t with 0. Further, since λm = qλ and λd = (1 − q)λ/nd
hold, the probability that a request is served under a particular latency t is given by

Pr(T ≤ t) = q + (1− q)(1− e−µd(1−(1−q)λ/µdnd)t). (8.1)

8.3.2 Modeling a storage cluster

We model a storage cluster as an AP and a set S of storage servers, as shown in Fig. 8.2.
The load to the cluster is modeled as a Poisson process with rate λc. When a request arrives
at the cluster, it is forwarded uniformly at random to one of the storage servers. Let Tc be a
random variable representing the latency of a request for the cluster. We get that Pr(Tc ≤ t) =
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∑
s∈S

1
|S|Pr(Ts ≤ t), whereby Ts is a random variable representing the latency of a request for

a storage server s ∈ S.

For a particular server s ∈ S, let µd,s be the service rate of a disk, nd,s the number of identical
disks, and qs the probability that the request is served from memory. Let f(t, nd, µd, λ, q) :=
Pr(T ≤ t) defined in Equation 8.1. Then, the probability that a request to the cluster is served
under a particular latency t is given by

Pr(Tc ≤ t) =
1

|S|
∑
s∈S

f(t, nd,s, µd,s,
λc
|S|

, qs). (8.2)

The above model does not explicitly account for the replications of objects. As explained
in Section 8.2, the Spotify storage system replicates each object three times. The AP routes a
request to the primary server of the object. A different server is only contacted, if the primary
server either fails or does not store the object. Since both probabilities are small, we consider
in our model only the primary server for an object.

8.3.3 Evaluation on the lab testbed

The evaluation is performed on our KTH lab testbed, which comprises some 60 rack-based
servers interconnected by Ethernet switches. We use two types of servers, which we also refer
to as small servers and large servers (Table 8.1).

8.3.3.1 Single storage server

In this series of experiments, we measure the response times of a single server having a single
disk as a function of the request rate, and we estimate the model parameters. This allows us to
validate our analytical model of a single server, as expressed in Equation 8.1. The requests are
generated using a Spotify request trace, and they follow a Poisson arrival process. A request
retrieves an object, which has an average size of about 80 KB.

The setup consists of two physical servers, a load injector and a storage server, as shown in
Fig. 8.4 (top). Both servers have identical hardware; they are either small or large servers. All
servers run Ubuntu 10.04 LTS. The load injector has installed a customized version of HTTPerf
[6]. It takes as input the Spotify trace, generates a stream of HTTP requests, and measures the
response times. The storage server runs Nginx [3], an open-source HTTP server.

Before conducting an experiment, we populate the disk of the storage server with objects.
A small server is populated with about 280K objects (using 22GB), a large one with about
4,000K objects (using 350GB). Each run of an experiment includes a warm-up phase, followed
by a measurement phase. During warm up, the memory is populated with the objective to
achieve the same cache hit ratio as the server would achieve in steady state, i.e., after a long
period of operation. The memory of the small server holds some 12K objects, the memory of
the large server some 750K objects. We use a Spotify request trace for the warmup, with 30K
requests for the small server and 1,000K requests for the large server. The measurement runs
are performed with a different part of the Spotify trace than the warmup runs. A measurement
run includes 30K requests for the small server and 100K requests for the large server.

We perform a series of runs. The runs start at a request rate of 10 and end at 70, with
increments of 5, for the small server; they start at a rate of 60 and end at 140, with increments
of 20, for the large server. The response time for a request is measured as indicated in Fig. 8.4
(bottom). Fig. a and Fig. a show the measurement results for three selected latencies for the
small and large server, respectively. The vertical axis gives the fraction of requests that have
been served within a particular latency. The horizontal axis gives the rate of the request arrival
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Figure 8.4: Setup and measurement of request latency for a single server.

process. All measurement points in a figure that correspond to the same request rate result
from a single run of an experiment.

The figures further include the model predictions in the form of solid lines. These predictions
come from the evaluation of Equation 8.1 and an estimation of the model parameters/confidence
limits, which will be discussed in Section 8.3.5.

We make three observations regarding the measurement results. First, the fraction of re-
quests that can be served below a given time decreases as the load increases. For small delays,
the relationship is almost linear. Second, the model predictions agree well with the measure-
ments below the confidence limit. In fact, measurements and models diverge at most 11%.
A third observation can not be made from the figures but from the measurement data. As
expected, the variance of the response times is small for low request rates and becomes larger
with increasing rate. For instance, for the small server, we did not measure any response times
above 200 msec under a rate of 30; however, at the rate of 70, we measured several response
times above 1 sec.

8.3.3.2 A cluster of storage servers

In this series of experiments, we measure the response times of a cluster of storage servers as a
function of the request rate, and we estimate the model parameters. This allows us to validate
our analytical model of a cluster as expressed in Equation 8.2. Similar to the single-server
experiments, the requests are generated using a Spotify request trace, and they follow a Poisson
arrival process.

We perform experiments for two clusters: one cluster with small servers (one load injector,
one AP, and five storage servers) and one with large servers (one load injector, one AP, and
three storage servers). The testbed setup can be seen in Fig. 8.5 (top). The software setup
of the load injector and storage servers have been discussed above. The AP runs a customized
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Small server Specification

Model Dell Power edge 750 1U server

RAM 1GB

CPU Intel(R) Pentium(R) 4 CPU 2.80GHz

Harddisk Single disk 40GB

Network Controller Intel 82547GI Gigabit Ethernet Controller

Large server Specification

Model Dell PowerEdge R715 2U Rack Server

RAM 64GB

CPU two 12-core AMD Opteron(tm) processors

Harddisk Single disk - 500GB

Network Controller Broadcom 5709C Gigabit NICs

Table 8.1: Servers on the KTH testbed

version of HAProxy [7] that forwards a request to a storage server and returns the response to
the load injector.

Before conducting an experiment, we populate the disks of the storage servers with objects:
we allocate each object uniformly at random to one of the servers. We then create an allocation
table for request routing that is placed in the AP. This setup leads to a system whose statistical
behavior closely approximates that of the Spotify storage system. During the warmup phase
for each run, we populate the memory of all storage servers in the same way as discussed above
for a single server. After the warmup phase, the measurement run is performed. Driven by
a Spotify trace, the load injector sends a request stream to the AP. Receiving a request from
the load injector, the AP forwards it to a storage server according to the allocation table. The
storage server processes the request and sends a response to the AP, which forwards it to the
load injector. The response time of each request is measured as shown in Fig. 8.5 (bottom).
Regarding dimensioning, the number of allocated objects per server is similar to the one in the
experiments discussed above involving single servers. The same is true regarding the number
of objects cached in memory, the number of requests for a warmup run, and the number of
requests for a measurement run.

For each experimental run, a request stream is generated at a certain rate, and, for each
request, the response time is measured. The runs start at a request rate of 50 and end at 300,
with increments of 50, for the cluster of small servers; they start at a rate of 180 and end at 360,
with increments of 60, for the cluster of large servers. Fig. b and Fig. b show the measurement
results for three selected latencies for the cluster of small and large servers, respectively. The
figures further include the model predictions in the form of solid lines. The predictions are
obtained from Equation 8.2 and model parameters, discussed in Section 8.3.5. Our conclusions
from the experiments on the two clusters are similar to those on the single servers: the fraction of
requests that can be served under a given time decreases as the load increases. The relationship
is almost linear; the slopes of the curves decrease slightly with increasing request rate. Further,
the measurements and models diverge at most 9.3% below the confidence limit.

8.3.4 Evaluation on the Spotify operational environment

For this evaluation, we had access to hardware and direct, anonymized measurements from the
Spotify operational environment. The single server evaluation has been performed on a Spotify
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Figure 8.5: Setup and measurement of request latency for clusters.

storage server, and the cluster evaluation has been performed with measurement data from the
Stockholm backend site.

8.3.4.1 Single storage server

We benchmark an operational Spotify server with the same method as discussed in Section
8.3.3.1. Such a server stores about 7.5M objects (using 600GB), and a cache after the warm-up
phase contains about 375K objects (using 30GB). (The actual capacity of the Spotify server
is significantly larger. We only populate 600GB of space, since the traces for our experiment
contains requests for objects with a total size of 600GB.) The server has six identical disks and
objects are uniformly at random allocated to disks. For a run of the experiment, 1000K requests
are processed during the warm-up phase, and 300K requests during the measurement phase.
The runs start at a request rate of 100 and end at 1,100, with increments of 100. Fig. a shows
the measurement results for three selected latencies for the Spotify operational server.

The qualitative observations we made for the two servers on the KTH testbed (Section
8.3.3.1) hold also for the measurements from the Spotify server. Specifically, the measurements
and model predictions diverge at most 8.45%, for request rates lower than the model confidence
limit.
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(a) Single small server

(b) Cluster of small servers

Figure 8.6: Lab testbed measurements and model predictions for small servers.

8.3.4.2 Spotify storage system

For the evaluation, we use 24 hours of anonymized monitoring data from the Stockholm site.
This site has 31 operational storage servers. The monitoring data includes, for each storage
server, measurements of the arrival rate and response time distribution for the requests that
have been sent by the APs. The measurement values are five-minute averages. The data includes
also measurements from requests that have been forwarded to the Master Storage, but as stated
in Section 8.3, such requests are rare, below 1% of all requests sent to the storage servers.

Some of the servers at the Stockholm site have a slightly different configuration from the
one discussed above. These differences have been taken in account for the estimation of model
parameters. Fig. b presents the measurement results in the same form as those we obtained
from the KTH testbed. It allows us to compare the performance of the storage system with
predictions from the analytical model. Specifically, it shows measurement results and model
predictions for three selected latencies, starting at a request rate of 1,000 and ending at 12,000,
with increments of 1,000. The confidence limit is outside the measurement interval, which means
that we have confidence that our analytical model is applicable within the complete range of
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(a) Single large server

(b) Cluster of large servers

Figure 8.7: Lab testbed measurements and model predictions for large servers.

available measurements.

We make two observations, considering Fig. b. First, similar to the evaluations we performed
on the KTH testbed, the measurements and the model predictions diverge at most 9.61%. This
is somewhat surprising, since this operational environment is much more complex and less
controllable for us than the lab testbed. For instance, for our testbed measurements, (1) we
generate requests with Poisson arrival characteristics, which only approximates arrivals in the
operational system; (2) on the testbed we use identical servers, while the production system
has some variations in the server configuration; (3) the testbed configurations do not consider
Master Storage, etc.

Furthermore, the measurements suggested that the fraction of requests under a specific la-
tency stays almost constant within the range of request rates measured. In fact, our model
predicts that, the fraction of requests served within 50 msec stays almost constant until the
confidence limit, at about 22,000 requests/sec. Therefore, we expect that this site can handle
a much higher load than observed during our measurement period, without experiencing a sig-
nificant decrease in performance when considering the 50 msec response-time limit. A response
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(a) Single Spotify Storage server

(b) Cluster of Spotify Storage servers

Figure 8.8: Spotify operational environment measurements and model predictions

time of up to 50 msec provides the user experience that a selected track starts “instantly”.

8.3.5 Estimating model parameters / confidence limit

We determine the model parameters for the single server, given in Equation 8.1, namely, the
service rate of a disk µd, the number of identical disks nd, and the probability that a request is
served from memory q. While nd can be read out from the system configuration, the other two
parameters are obtained through benchmarking. We first estimate the average service time Ts of
the single disk through running iostat [8] while the server is in operation (i.e. after the warm-up
phase), and we obtain µd = 1/Ts. We estimate parameter q as a fraction of requests that have
a latency below 1 msec while the server is in operation. Fig. 8.9 shows the measured values for
q for different server types and request rates. We observe a significant difference in parameter
q between the testbed servers (small and large server) and a Spotify operational server. We
believe that this difference is due to the fact that software and hardware of the Spotify server is
highly optimized for Spotify load, while the testbed servers are general-purpose machines and
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Parameter Small server Large server Spotify server

µd 93 120 150

nd 1 1 6

γ 0.0137 0.00580 0.000501

q0 0.946 1.15 0.815

Table 8.2: Model parameters for a single storage server

configured with default options.

We observe in Fig. 8.9 that, for all three server types, the value of q decreases linearly with
increasing request rate. This behavior can be explained by the server software, which includes
Nginx on a Linux distribution. Nginx employs an event-driven model for handling concurrent
requests that are sent to a configurable number of processes k. Such a process, accessing disk
I/O in the installed version of Linux, may be blocked and put into an uninteruptible-sleep
state [9]. (There exists an asynchronous implementation of Linux disk I/O [10], which, however,
does not support disk caching in memory and, therefore, is not applicable to our case.) As a
result, when all processes are blocked, a newly arrived request that can be served from memory
must wait for a process to become unblocked. As the probability that all processes are blocked
at the same time increases (roughly) linearly with the request rate, the probability that a
newly arrived request can be served from memory without waiting decreases similarly. We
approximate, through least-square regression, q with the linear function q = −γλ+ q0, whereby
λ is the request rate. All model parameters of a single storage server are summarized in Table
8.2.

Fig. 8.9 leads us to a modified interpretation of the parameter q in the model described in
Section 8.3.1: q is the probability that an arriving request (a) can be served from memory and
(b) there are at most k − 1 disk requests currently executing.

Figure 8.9: Estimating the parameter q

The model for a cluster, given by Equation 8.2, contains the model parameters of each
server in the cluster. Therefore, to estimate the parameters of the cluster, the parameters of
each individual server need to be obtained.

We now compute the model confidence limit for a single server, i.e., the maximum request
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rate up to which we feel confident that our model (i.e., Equation 8.1) applies. Through extensive
testing, we found that our model predictions are close to the measurements from the real system,
as long as the average length of any disk queue is at most one. Note that, for a queue length of at
most one, the estimation errors considering the mean service time (which refers to the inverse of
the service rate of a disk µd), and the actual service time distribution (which our model assumes
to be exponential) do not have significant effects on observed system performance. To increase
the confidence limit, both µd and the service time distribution should be estimated with higher
precision. We attempted to estimate the service time distribution with higher accuracy and
failed after many tries.

From the behavior of an M/M/1 queue we know that the average queue length for each
disk is Ld = λd

µd−λd . Applying the linear approximation for q and setting Ld = 1, simple
manipulations give the model confidence limit λL for a single server as the positive root of
γλ2

L+ (1− q0)λL− 1
2µdnd = 0. The confidence limits in Fig. a, Fig. a, and Fig. a are computed

using this method. As can be observed from the figures, increasing request rates beyond the
confidence limits coincides with a growing gap between model predictions and measurements,
specifically for the latency of 50 msec, which is an important value for the Spotify storage
system.

We now discuss the model confidence limit for the cluster, i.e., the maximum request rate
up to which each individual server is loaded within its specific confidence limit.

The allocation of objects to primary servers in the Spotify storage system can be approxi-
mated by a process whereby each object is placed on a server uniformly at random, weighted
by the storage capacity of the server. (In Section 8.4, we refer to this allocation policy as the
random policy.) Therefore, the number of objects allocated to a server can vary, even for ho-
mogeneous servers. To compute the confidence limit for the cluster, we must know the load of
the highest loaded server, since the load of each server must be below its confidence limit.

If the server contains a large number of objects, as in our system, the expected load on
the server is (approximately) proportional to the number of objects. The distribution of the
number of objects across servers, and, therefore, the distribution of the load, can be modeled
using the balls-and-bins model [11]. We interpret balls as objects or requests and bins as servers.
A result from the analysis of the balls-and-bins model states that, when m balls are thrown
independently and uniformly at random into n bins and m � n · (log n) can be assumed,

then, with high probability, there is no bin that receives more than M = m
n +

√
2m logn

n balls

[12]. Applying this result to our case, we can state that there is no server with load above M ,
with high probability. (The balls-and-bins model applies in our case, because (a) objects are
allocated according to the random policy and (b) request rates are more than 4000 requests/sec
on average on a Spotify backend site, while the number of servers is at most 50, as described in
Section 8.3.4.)

Using the above result, we derive the confidence limit λL,c of the cluster c as the smaller

root of 1
|S|2λ

2
L,c + (−2λL

|S| −
2 log |S|
|S| )λL,c + λ2

L = 0, where λL is the minimum of the confidence

limits of all the servers. The confidence limits in Fig. b, Fig. b, and Fig. b are computed using
this method. As for the single server, the model predictions for the cluster diverge significantly
from the measurements for rates beyond the confidence limits.

8.3.6 Applications of the model

We apply the analytical model to predict, for the Spotify storage system at the Stockholm site,
the fraction of requests served under given latencies for a load of 12,000 requests/sec, which
is the peak load from the dataset we used. While our evaluation has involved 31 servers, we
use the model to estimate response time for configurations from 12 to 52 storage servers. The
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(a) Varying the number of servers in the storage system for a load of 12,000 requests/sec

(b) Varying the load in the storage system for 25 storage servers

Figure 8.10: Applications of the model to system dimensioning

result is shown in Fig. 8.10a. The confidence limit is 17 servers. Above this number, we have
confidence that the model applies. We observe that for each latency curve in the figure the
slope decreases with increasing number of servers. This means that adding additional servers
to the storage system of, say, 20 servers result in a much larger reduction of response time
than adding servers to the storage system of, say, 50 servers. Further, we can see that the
quality-of-service requirement has a significant effect on the required number of servers, and
substantial investment would be needed to increase the service quality. For example, if the
quality-of-service requirement changes from serving 80% of the requests within 5 msec to either
(1) serving 80% of the requests within 1 msec, or (2) serving 90% of the requests within 5 msec,
the number of required servers must increase from less than 24 to ca. 52.

Second, we predict the fraction of requests served under specific response times for a storage
system with 25 servers. We consider a scenario where the load varies from 1,000 to 20,000
requests/sec. The result is shown in Fig. 8.10b. The confidence limit is 18,000 below which
our model applies. We observe that the slope of all curves in the figure is almost zero between
1,000 to 3,000 requests/sec, beyond which it starts decreasing. We can predict that increasing
the load on the storage system from 1,000 to 3,000 requests/sec does not have any measurable
impact on performance, while we expect that an increase from 1,000 to 15,000 requests/sec
clearly will. Our model also predicts that, for a response time limit of 50 msec, the fraction
of requests served within the response time limit remains almost unchanged for rates between
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1,000 and 18,000 requests/sec.

8.4 Estimating the capacity of a storage cluster for different
object allocation policies

A Spotify backend site (see Fig. 8.2) stores more than 60 million objects, which makes complete
replication of objects across servers impractical. Therefore, each object is stored on, or allocated
to, a subset of servers. In the Spotify storage system, each object is allocated to three servers.
For the discussion in this section, we can assume that each object is allocated to a single server
only, because the two other replicas are only accessed in rare cases, including failure of the
primary server or cache miss.

In this section, we develop and validate a model for the capacity of a storage cluster using
two different allocation policies. An object allocation policy defines the allocation of a set of
objects to a set of servers.

The first policy, which we call the random policy, allocates an object uniformly at random
to a server in the cluster. The second policy, which we call the popularity-aware policy, allocates
an object to a server depending on how frequently the object is requested, i.e. the request rate
for this object. The allocation is performed in such a way that each server experiences the same
(or almost the same) aggregate request rate.

We call the aggregate request rate to a server also the load on the server, and, similarly, we
call the aggregate request rate to a cluster the load on the cluster. We denote the maximum
request rate that a server can process without violating a local service objective the capacity
of the server. (In this work, we consider an objective that the 95th percentile of the response
time to a request is below 50 msec.) Similarly, by the capacity of the cluster, we understand
the maximum request rate to a cluster, such that each server serves a rate below its capacity.

Assuming the request rate for each object is known, the popularity-aware policy is optimal
(for a cluster of homogeneous servers) in the sense that it results in the largest possible capacity
of the cluster, since all servers carry the same load. In contrast, under the random policy, servers
experience different request rates, and, therefore, the cluster capacity is lower than under the
popularity-aware policy. The model we develop in this section will quantify the difference in
capacity between the two policies. While the popularity-aware policy is generally superior in
performance, the random policy is less complex to implement. The popularity-aware policy
requires a (large) routing table, which must be maintained, and the object allocation needs to
be adapted as the popularity of objects changes. On the other hand, routing under the random
policy can be realized with functions that approximate random assignment, e.g. hash functions,
and the allocation does not need to be adapted when the popularity of objects changes. The
Spotify backend control system uses a random allocation policy for reasons that will become
clear in this section.

8.4.1 The load for a server under the random policy

Let Li be a random variable representing the request rate seen by a specific object i on a
given server. Assuming that objects 1..n are allocated to this server, the load on the server
is L =

∑n
i=1 Li. Fig. 8.11 shows the distribution of the object request rate for a Spotify

backend site, computed from a one-day trace. The figure also shows a Pareto distribution
(scale parameter xmin = 0.33, shape parameter α = 1.55), obtained through a maximum-
likelihood estimator, which approximates this data. (We evaluated the goodness-of-fit of the
Pareto distribution through a Kolmogorov-Smirnov(KS) test [13], which measures the distance
between the empirical distribution and the Pareto distribution. Using 1000 samples, we obtained

90



a distance 0.0116, which is a good fit according to [14].) In the following, we use the Pareto
distribution for Li.

From [15], Equation 28, we find that the (1-q)-quantile of the sum of n i.i.d. Pareto random
variables with shape parameter α, for large n, can be written as

z1−q(n) ≈ n1/α(1− q)−1/α +
nα

α− 1
for 1 < α < 2.

If we let q go to 0, we obtain an approximation of the 1-quantile z1(n). Since we can interpret
z1(n) as the load L on a server with n objects, we get

L ≈ n1/α +
nα

α− 1
for 1 < α < 2. (8.3)

8.4.2 The capacity of a cluster under random and popularity-aware policies

Assume the cluster contains a set S of homogeneous storage servers (see Fig. 8.2). Each server
has the capacity of Ω requests/sec, that is, the maximum request rate for which the service
objectives are not violated. We define Ωc, the capacity of the cluster under arbitrary allocation
policy as the maximum request rate for which the service objectives are not violated at any of
the servers. We assume that the access point forwards a request independently to a server s
with probability ps. Then, the capacity of the cluster is determined by pm = maxs∈S{ps} as
follows

Ωc =
Ω

pm
. (8.4)

As mentioned before, under the popularity-aware policy, all servers experience the same (or
almost the same) load. As a result, ps = 1

|S| ∀s ∈ S, and the capacity of the cluster under the

popularity-aware policy, denoted by Ωc(popularity), becomes

Ωc(popularity) = Ω · |S| . (8.5)

In order to compute the capacity of the cluster under the random policy, we estimate the
maximum number of objects on any server of the cluster. The estimate is obtained from an
analysis of the balls-and-bins model, which has been discussed in Section 8.3.5. Following this
analysis and assuming O is the set of all objects and Om the set of objects allocated to server
m, i.e., the server with the highest load, we can write

|Om| ≈
|O|
|S|

+

√
2|O| log |S|
|S|

(8.6)

if |O| � |S|(log |S|).
Using Equation 8.3, we get for the maximum load of any server in the cluster

Lm = z1(|Om|) ≈ |Om|1/α +
|Om|α
α− 1

. (8.7)

And for pm,

pm ≈
z1(|Om|)
z1(|O|)

=
|Om|1/α + |Om|α

α−1

|O|1/α + |O|α
α−1

. (8.8)
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Applying Equation 8.4, the cluster capacity for the random policy, denoted by Ωc(random),
becomes

Ωc(random) ≈ Ω ·
|O|1/α + |O|α

α−1

|Om|1/α + |Om|α
α−1

(8.9)

assuming |O| � |S|(log |S|). Recall that Equation 8.7, 8.8, and 8.9 assume that 1 < α < 2.
Note that, while the condition |O| � |S|(log |S|) holds for a Spotify backend site, the

discussion in this section applies generally to information systems whose object popularity
follows a Pareto distribution and where the above condition is true.

We now compare the performance of the popularity-aware policy with that of the random
policy, by computing the relative cluster capacity, namely Ωc(random)

Ωc(popularity) , in function of the number

of objects |O| in the system and the number of servers |S| in the cluster. Fig. a provides this
comparison, based on which we make three observations.

First, for a fixed number of objects, the relative capacity decreases (sublinearly) with the
number of servers. For example, for 60,000 objects, the relative capacity is about 0.80 for 200
servers, while the relative capacity decreases to about 0.63 for some 1,000 servers. This is
expected, because an increase in the number of servers results in a higher variation of number
of objects allocated to a server, and, therefore, an increasing difference in capacity between the
two policies. Second, for a fixed number of servers, the relative capacity increases with the
number of objects.

Third, and most importantly, the random policy results in a cluster capacity that approaches
that of the popularity-aware policy, if |O|/|S| log(|S|) is large. In other words, for a system with
a large value of |O|/|S| log(|S|), adopting either policy does not make a significant difference.
This is exactly the case for the Spotify storage system, as can be seen from Fig. a, and, therefore,
the additional complexity of implementing the popularity-aware policy in the Spotify backend
control system is not needed.

8.4.3 Evaluation of the model on the lab testbed

In this series of experiments, we measure the cluster capacity for different number of objects
under random and popularity-aware policies. This allows us to validate our analytical model of
a cluster, as expressed in Equations 8.5 and 8.9.

For experimentation, we use the cluster of five small servers described in Section 8.3.3.2.
From the measurement results presented in Section 8.3.3.1 and Fig. a, we infer that the capacity
of a single server in this cluster Ω is 40 requests/sec, which corresponds to the maximum rate
at which the server serves 95% of requests within 50 msec.

Each experimental run is performed for a specific number of objects, which are 1250, 1750,
2500, 5000, and 10000. For each number of objects, we evaluate the system for the random and
for the popularity-aware policy. Also, for each number of objects k, we create a request trace
from the Spotify trace, by selecting k objects uniformly at random and sampling from the load
distribution for objects (Fig. 8.11) to obtain a request trace of 100,000 requests.

For each experimental run, a request stream is generated at a certain rate as described in
Section 8.3.3.2. During a run, we periodically measure the number of object requests forwarded
to each server using Zabbix agents, which allows us to estimate the request rate to each server.
We adjust the request rate to the cluster such that the maximum request rate for all storage
servers is within 1% from Ω = 40 requests/sec, and report this rate as the cluster capacity.

Tables 8.3 and 8.4 contain the results of the measurements. For system configurations with
certain number of objects and both allocation policies, Table 8.3 shows the measured cluster
capacities, the model predictions, and the prediction errors. Table 8.4 shows the relative cluster
capacities obtained from measurements, the model predictions, and the prediction errors.
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Number of Random policy Popularity-aware policy
objects Measurement Model Error(%) Measurement Model Error(%)

1250 166.50 176.21 5.83 190.10 200 5.21

1750 180.30 180.92 0.35 191.00 200 4.71

2500 189.70 182.30 3.90 190.80 200 4.82

5000 188.40 186.92 0.78 191.00 200 4.71

10000 188.60 190.39 0.95 192.40 200 3.95

Table 8.3: Lab testbed measurements and model predictions of model for estimating a cluster
capacity. (All capacities are in requests/sec.)

Number of Relative cluster capacity
objects Measurement Model Error(%)

1250 0.88 0.88 0

1750 0.94 0.90 4.17

2500 0.99 0.91 8.32

5000 0.99 0.93 5.25

10000 0.98 0.95 2.89

Table 8.4: Lab testbed measurements and model predictions of model for estimating a relative
cluster capacity.

We make two observations from the measurement results. First, within the parameter range
of the measurements, the capacity of the cluster under the popularity-aware policy does not
depend on the number of objects. On the other hand, the capacity of the cluster under the
random policy increases with the number of objects, as expected from our model. Second,
the model predictions are close to the measurements, with the error of at most 8.32%. We can
conclude that the testbed cluster performs according to the model predictions, which contributes
to the validation of the model.

8.5 Related work

Extensive research has been undertaken in modeling the performance of storage devices [16–
21]. The authors in [16] present a performance model for Ursa Minor[22], a robust distributed
storage system. The model allows them to predict the average latency of a request, as well
as the capacity of the system. Measurement-based performance models of storage systems are
presented in [17, 18]. In [17], expected latency and throughput metrics are predicted for different
allocation schemes of virtual disks to physical storage devices. The authors of [18] predict the
average response time of I/O requests when multiple virtual machines are consolidated on a
single server, while in [21] architectures for clustered video servers are proposed.

The development and evaluation of distributed key-value stores is an active research area.
In contrast to Spotify’s storage system design, which is hierarchical, many advanced key-value
storage systems in operation today are based on a peer-to-peer architecture. Among them are
Amazon Dynamo [23], Cassandra [24], and Scalaris [25]. Facebook’s Haystack storage system
follows a different design, which is closer to Spotify’s. Most of these systems use some form of
consistent hashing to allocate objects to servers. The differences in their designs are motivated
by their respective operational requirements, and they relate to the number of objects to be
hosted, the size of the objects, the rate of update, the number of clients, and the expected
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scaling of the load. While these systems generally provide more functionality than the Spotify
storage system does, to our knowledge, no performance model has been developed for any of
them.

Hierarchical caching systems share similarities with our architecture, and many works have
studied and modeled the performance of such systems [26–32]. Most of these works model the
‘cache hit ratio’, or the fraction of requests that can be served from caches, for different caching
levels and replacement algorithms, e.g., Least Recently Used (LRU) or Least Frequently Used
(LFU). A few also model the distribution of response times [26, 30], but (1) the models are in
complex forms, for which approximations are provided, and (2) the models are evaluated using
simulation only. In contrast, our work focuses on modeling the distribution of response times in
closed form, and our models are evaluated both on a testbed and in an operational environment.

The modeling of the distribution of response times is addressed in [19] for a single storage
server and is based on a two-stage queuing network. In [20], a queuing model is developed
to model response times of a cluster of servers, considering general service times. The model
gives the response time in a transformed form, or by its moments, and further approximations
would be needed to derive its distribution. In [21] the service time distribution in clustered video
servers is evaluated, approximating non-dominant delay components with constant values. Note
that the models in [19] and [20] are evaluated on a simulator only, and the works do not include
testbed experiments.

Compared to the above results, this paper considers a complete distributed system system.
It predicts the distribution of the response times through a simplified system model, and justifies
the system model thorough experimental evaluation.

Automated control frameworks for dynamically adjusting the number of storage servers in
a stateful storage system (where a specific request can be served from only a subset of servers)
recently gained popularity. Some frameworks, e.g., SCADS[33] and ElastMan [34], are designed
to achieve a target response time expressed in quantiles, while others, e.g., Yak [35], target an
average response time. While our paper does not address the dynamic configuration of a storage
system, it complements previous works by proposing an initial operating point, which can be
subsequently adapted using a control framework.

Object placement for networked multimedia storage system is a well-studied area. Most
works deal with video distribution systems. Many of them evaluate the benefits of a popularity-
aware allocation policy over other policies, for instance, [36–39]. These works all find that a
popularity-aware allocation policy provides higher throughput than other policies. Our work
is complementary to the previous efforts, as it investigates the system dimensioning and con-
figuration parameters, for which either a popularity-aware or a random policy provides better
performance. In our context, we show that the key parameters are the number of objects and
the number of servers in the system.

8.6 Conclusion

We make the following contributions with this paper. First, we introduce an architectural model
of a distributed key-value store that simplifies the architecture and functionality of the Spotify
storage system. Second, we present a queuing model that allows us to compute the response
time distribution of the storage system. Then, we perform an extensive evaluation of the model,
first on our testbed and later on the Spotify operational infrastructure. This evaluation shows
that the model predictions are accurate, with an error of at most 11%. Third, we present
an analytical model for estimating the capacity of a storage cluster under the random and
popularity-aware object allocation policies. Measurements on our testbed are within 9% of the
model predictions. For the case of a Spotify backend site, the model suggests that both policies
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result in (approximately) the same performance. This justifies the Spotify design, which adopts
the random policy (which is easier to implement than the popularity-aware policy).

The reported errors result from the fact that we use a simple model to describe, on an
abstract level, the behavior of a complex distributed system. This simplicity is a virtue insofar
as it provides better insight and can be computed in real time. The downside, in the case of
the model for response time distribution, is that the applicability of the model is restricted
to a lightly loaded system; however, this corresponds to the operational range of the Spotify
storage system (see further discussion below). To increase the accuracy of the model, or to
extend the range of load patterns for which it can make predictions, one needs to refine the
system model. Such refinements can include, modeling the specific software process structure
in a server, the OS scheduling policies, heterogeneous hardware, the detailed request routing
policy in the cluster, as well as the real arrival process and service discipline of the queuing
model. The difficulty will be to identify refinements that significantly increase the accuracy of
the model while keeping it simple and tractable.

As we have shown, the confidence range of our model covers the entire operational range
of the load to the Spotify storage system. As we have validated through experimentation, the
performance of the system deteriorates when the load significantly surpass the model-predicted
confidence limit. Lastly, applying our model, we predict for a specific Spotify backend site
that the system could handle the peak load observed during a specific day with fewer servers,
or, alternatively, that the system with 25 servers could handle a significantly higher load than
observed, without noticable performance degradation (for important response time limit, which
is 50 msec).

This work is important to Spotify, since latency is the key performance metric of its stor-
age system. The main reason for this is that estimating latency distributions and capacity is
essential to guarantee the quality of the overall service. Thus, while the system we evaluated is
overprovisioned, our models allow for predictions and capacity planning to accommodate user
growth and site failures. This growth in Spotify is at times very bursty, e.g., when the service is
launched in new countries. Note though that the results in this paper extend beyond Spotify’s
technology. In fact, our approach can be applied to similar types of distributed key-value stores
and other services that rely on them, such as video streaming, as long as the assumptions in
Section 8.3 hold. For instance, depending on the size of the system and the object space, our
model can suggest the suitable object allocation policy, either the popularity-aware (if the ratio
of the number of objects and the number of servers is small) or the random policy (if the ratio
is large, see Equation 8.9).

As for future work, we plan to develop a subsystem that continuously estimates the model
parameters at runtime, taking into account that the resources of the storage servers may be
used by other processes than object retrieval, for instance, for maintainence or system recon-
figuration. Based on such a capability, we envision an online performance management system
for a distributed key-value store like the Spotify storage system.
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(a)

(b)

Figure 8.11: Approximating the load distribution using a Pareto distribution with shape pa-
rameter α = 1.55 and scale parameter xmin = 0.33.
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(a)

(b)

Figure 8.12: Relative cluster capacity of the random allocation policy versus the popularity-
aware policy in function of (a) the number of servers and (b) the number of objects.
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