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Stockholm, Sweden



Abstract

Series data, sequences of measured values, are ubiquitous. Whenever observations are
made along a path in space or time, a data sequence results. To comprehend nature and
shape it to our will, or to make informed decisions based on what we know, we need methods
to make sense of such data. Of particular interest are probabilistic descriptions, which enable
us to represent uncertainty and random variation inherent to the world around us.

This thesis presents and expands upon some tools for creating probabilistic models of
sequences, with an eye towards applications involving speech and language. Modelling speech
and language is not only of use for creating listening, reading, talking, and writing machines—
for instance allowing human-friendly interfaces to future computational intelligences and
smart devices of today—but probabilistic models may also ultimately tell us something about
ourselves and the world we occupy.

The central theme of the thesis is the creation of new or improved models more appropri-
ate for our intended applications, by weakening limiting and questionable assumptions made
by standard modelling techniques. One contribution of this thesis examines causal-state
splitting reconstruction (CSSR), an algorithm for learning discrete-valued sequence models
whose states are minimal sufficient statistics for prediction. Unlike many traditional tech-
niques, CSSR does not require the number of process states to be specified a priori, but builds
a pattern vocabulary from data alone, making it applicable for language acquisition and the
identification of stochastic grammars. A paper in the thesis shows that CSSR handles noise
and errors expected in natural data poorly, but that the learner can be extended in a simple
manner to yield more robust and stable results also in the presence of corruptions.

Even when the complexities of language are put aside, challenges remain. The seemingly
simple task of accurately describing human speech signals, so that natural synthetic speech
can be generated, has proved difficult, as humans are highly attuned to what speech should
sound like. Two papers in the thesis therefore study nonparametric techniques suitable for
improved acoustic modelling of speech for synthesis applications. Each of the two papers
targets a known-incorrect assumption of established methods, based on the hypothesis that
nonparametric techniques can better represent and recreate essential characteristics of natural
speech.

In the first paper of the pair, Gaussian process dynamical models (GPDMs), nonlin-
ear, continuous state-space dynamical models based on Gaussian processes, are shown to
better replicate voiced speech, without traditional dynamical features or assumptions that
cepstral parameters follow linear autoregressive processes. Additional dimensions of the
state-space are able to represent other salient signal aspects such as prosodic variation. The
second paper, meanwhile, introduces KDE-HMMs, asymptotically-consistent Markov models
for continuous-valued data based on kernel density estimation, that additionally have been
extended with a fixed-cardinality discrete hidden state. This construction is shown to provide
improved probabilistic descriptions of nonlinear time series, compared to reference models
from different paradigms. The hidden state can be used to control process output, making
KDE-HMMs compelling as a probabilistic alternative to hybrid speech-synthesis approaches.

A final paper of the thesis discusses how models can be improved even when one is
restricted to a fundamentally imperfect model class. Minimum entropy rate simplification
(MERS), an information-theoretic scheme for postprocessing models for generative applica-
tions involving both speech and text, is introduced. MERS reduces the entropy rate of a
model while remaining as close as possible to the starting model. This is shown to produce
simplified models that concentrate on the most common and characteristic behaviours, and
provides a continuum of simplifications between the original model and zero-entropy, com-
pletely predictable output. As the tails of fitted distributions may be inflated by noise or
empirical variability that a model has failed to capture, MERS’s ability to concentrate on
high-probability output is also demonstrated to be useful for denoising models trained on
disturbed data.


