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Abstract 
 

As demands on real time 3D graphics increase we need new ways of 
improving rendering speeds. Significant speed gains can be achieved if we can 
remove polygons without affecting the visual fidelity of the image by 
removing the ones that will not be visible to the user anyhow. Level of detail 
(LOD) is one such method, where each 3D model is represented at several 
different detail levels, each containing a different number of polygons, so that 
the rendering engine can select the most appropriate one for the current view 
of the object. 
 
Traditionally the criterion used to decide what detail level should be used for 
the object has been the distance to the object from the viewpoint. The 
reasoning is that the further away the object is, the smaller it is likely to 
appear, and minor details are unlikely to be visible, and we can leave the 
details out without it being noticed.  
 
In this thesis we explore the use of other criteria for selecting detail level. We 
will discuss less common criteria that have been use in earlier works and how 
those criteria can be anchored in modern cognitive sciences. 
 
The result of the thesis is a LOD map, indicating what objects in a 3D scene 
should be represented at what detail level. The LOD map consists of two 
major parts; the acuity map, and the saliency map. The acuity map is 
calculated taking into considerations the shortcomings of the human visual 
system, while the saliency map is calculated using theories from the field of 
visual attention. 
 
When our demo application was tested, the results show that an average 
rendering speedup of 83% might be possible to gain with only moderate loss 
of visual fidelity. 
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Sammanfattning 
 
Med tiden har kraven på tredimensionell realtidsgrafik höjts och vi måste 
ständigt hitta nya sätt att öka prestandan för att hänga med. Ett vanligt sätt att 
minska renderingstiderna markant är att undvika att rendera polygoner som 
inte är synliga för användaren och som därför kan tas bort utan att 
bildkvaliteten påverkas. Level of detail (LOD) är en sådan metod, där man 
låter en 3D-modell representeras i flera olika detaljnivåer, var med olika antal 
polygoner, och låter renderingsmotorn välja en passande detaljnivå beroende 
den vy som just för tillfället ska renderas. 
 
Traditionellt har man använt avståndet mellan kameran och ett objekt som 
kriterium för att avgöra vilken detaljnivå som väljs. Idén är att ju längre bort 
objektet förefaller att vara desto mindre skärmyta tar det upp och desto mindre 
detaljer kommer vara synliga för åskådaren. Med det i åtanke kan vi utelämna 
polygoner som inte bidrar till bildkvalitén och på så sätt öka prestandan på vår 
renderingsmotor. 
 
I denna uppsats utforskar vi andra kriterier än avstånd för att välja detaljnivå. 
Vi diskuterar mindre vanliga kriterier som har använts i tidigare arbeten och 
förankrar dessa i modern kognitionsvetenskap. 
 
Resultatet är en LOD-karta som indikerar vilka objekt i en 3D-scen som 
förtjänar att renderas i högre detaljnivå och vilka som kan renderas i lägre. 
LOD-kartan består av två huvudsakliga delar; hur detaljrikt vi kan uppfatta ett 
objekt (acuity) och hur framträdande det är (saliency).  Vår acuity map 
beräknas genom att ta begränsningarna i den mänskliga synen i beaktande, 
medan vår saliency map beräknas med hjälp av teorier om vilka visuella 
egenskaper som drar till sig vår uppmärksamhet (visual attention). 
 
Resultaten visar att det med dessa tekniker är möjligt att uppnå en 
genomsnittlig hastighetsökning av renderingen med 83% till en kostnad av 
endast måttlig minskning i bildkvalitet.  
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Preface 
 
The intended audiences for this thesis are students and researchers that are 
somewhat knowledgeable within the area of real time 3D graphics rendering 
and the basic methods used within this field. No previous knowledge of the 
fields of Level of detail algorithms or cognitive sciences is assumed, and the 
basics within these fields will be presented in the thesis. 
 
The project was researched at Shibaura Institute of Technology (SIT) in 
Tokyo, Japan, under the supervision of Mr. Yoshimitsu Aoki, and initially 
presented at the conference Virtual Systems and Multimedia (VSMM) in 
Gent, Belgium in 2005. It was written as a final master’s thesis for the CSC 
institution of the Royal Institute of Technology (KTH) in Stockholm, 
Sweden. 
 
The author would like to thank both his supervisors, the aforementioned Mr. 
Aoki as well as docent Lars Kjelldahl of the Royal Institute of Technology in 
Stockholm, Sweden. 
 
Further thanks go to KTH, SIT and the Sweden-Japan Foundation for 
providing much-needed scholarships to pay for travel costs and housing in 
Japan during the researching of this project.  
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1. Introduction 
 
The demands on three-dimensional real time computer graphics are steadily 
getting higher in all related fields, for example immersive simulations and 
high tech computer games. Unfortunately, hardware can only render a limited 
number of polygons per second, and we have to obey these boundaries. A 
common way of gaining rendering speed is to avoid drawing invisible 
polygons, which allows us to use all power on drawing the visible ones, a 
method usually referred to as culling. Another common method is to use level 
of detail (LOD) techniques, introduced in 1976 by James Clark (1976), 
methods that basically are about drawing 3D objects that are more important 
to the visual quality of the image with more polygons than the less important 
objects, to concentrate the computational power where it will do most good. 
Spatial fidelity is traded for temporal fidelity, preferably in a way that makes 
it unnoticeable by the end user. This project seeks to use recent findings 
regarding human perception, specifically visual attention, combined with the 
traditional LOD techniques to achieve this goal, minimizing the visual 
artifacts while reducing polygons and maximizing speedup. We also want the 
new LOD technique to work on an ordinary desktop computer, without extra 
equipment such as eye tracking devices. 
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2. Previous research 
This section is divided into three parts. First the field of level of detail 
algorithms is described, and then the, for us, relevant parts of cognitive 
sciences are described. The third section will discuss the combination of these 
two, which is the realm of this project. 

 

2.1 LOD 
In 1976 James Clark published what would come to be groundbreaking 
research in his paper titled “Hierarchical Geometric Models for Visible 
Surface Algorithms” (1976). Among the multitude of ideas in Clark’s paper, 
that still, up to this date, are hot research areas (Cohen et al, 2003), we find the 
idea of storing three dimensional objects in several representations to avoid 
drawing an object with more detail than can be seen. As Clark himself put it, 
“It makes no sense to use 500 polygons in describing an object if it covers 
only 20 raster units of the display”. 
 
What Clark introduced was a hierarchical data structure where you would 
have more detailed descriptions of an object the deeper down the tree you go. 
If an object’s description is insufficient because it covers a large area of the 
image, you simply see if the next level of detail would suffice. 
 
 

 
As mentioned Clark’s data structure would be seminal since it gave several 
benefits over other existing algorithms, such as easy culling, and introduced 
what in this thesis is referred to as Level of Detail, or LOD. Not only did Clark 
introduce the general concept, but also advanced topics in the area, such as 
perceptual selection criteria. What Clark suggested was that since our 
attention is often focused on the center of the scene we could introduce a 
center weighting of detail. Likewise we could use the eyes lack of resolution 

 T 

T 

Fig. 1 Clark’s idea was a hierarchy that structured the 
whole 3D environment, where the arcs in the graph can 
represent either a transformation (T), or a refinement of a 
node, which here is what is referred to as an “object”.  The 
terminal nodes represent our polygon, or groups of 
polygons 
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in moving objects to introduce a velocity weighting of detail in an object. 
These criteria have not caught popularity in the same way as the size-criterion, 
but will, as we shall see, later be incorporated in this project. 
 

2.1.1 What do we mean by detail? 
One question that should arise fairly quickly when talking about LOD is: what 
exactly do we mean by detail? In Clark’s case, detail level means number of 
polygons representing an object, what from now on will be referred to as 
geometric LOD.  This is, however, far from the only possible measure of 
detail in a three dimensional object, and in this section a few alternatives will 
be presented. The rest of the thesis will focus mainly around geometry, but 
many of the algorithms could likely also be applied to other types of LOD. 
 
This is, of course, in no way a complete list of possible types of LOD, but 
almost all research done in this area concentrates around the geometrical type, 
and so will we, wherefore the other types should be seen merely as examples 
to illustrate the fact that more research could, and should, be made on non-
geometrical LOD. 
 
Geometry 
As stated, Clark measured detail in the number of polygons that makes up an 
object. The more polygons, the higher level of detail, since the three-
dimensional shape will be more well-defined and finer details will appear. 
 
If nothing else is stated, all types of LOD mentioned in this thesis will be of 
the geometrical type, even though many of the algorithms probably can be 
used in non-geometric LOD as well. 
 
Animation 
Several projects have used different levels of animation algorithms for 
different objects, in order to speed up their program. Much like Clark used 
simpler geometry for less important objects, we can use less advanced 
calculations for the movements of less important objects. 
 
For example Carlson and Hodgins (1997) used three levels of detail in 
animation of one-legged creatures, the simplest being point-mass simulation 
and the most advanced rigid-body dynamics. Another example is Giang et al’s 
(2000) ALOHA system that combined the use of animation LOD with 
geometric LOD, to create a scalable system for human body animation. 
 
Lighting 
Lighting calculations are among the heavier calculations that need to be done 
in realistic real-time graphics, so naturally we would like to eliminate 
unnecessary, time consuming, processing, which could be done by 
incorporating the idea of LOD into our lighting model. 
 
For example complex light types, such as spotlights, can be exchanged for 
approximations at a distance. Directional, or even ambient, light can be used 
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to simulate the spotlight, without being noticed, as long as the object is small 
enough (Cohen et al 2002).  
 
Shader  
Effects such as bump mapping, environment mapping and other multi-
texturing methods, could be approximated much like lighting, by less 
computationally expensive versions. A distant bump mapped object can for 
example be rendered without the bump map and just a single texture without 
any visible differences. 

 

2.1.2 How do we select which level of detail is appropriate? 
Clark suggested that the distance between the camera and the object should 
decide how much detail an object needs to be drawn with. The distance from 
the camera was what in this thesis will be named the selection criterion. Clark 
did however also suggest other criteria, such as the velocity of the object 
across the screen. In this section some LOD selection criteria will briefly be 
explained. 
 
Distance 
As stated above, distance LOD mean that an object’s level of detail is 
modulated based on its distance from the camera. 
 
Today, the use of distance LOD is commonplace in real-time graphics, due to 
the fact that we can get great speedups using simple calculations. To decide 
LOD we need only calculate the 3D Euclidean distance between two points, 
for which there exist several approximations. 
 
A problem when using distance LOD is selecting from what point of the 
object we should do the distance calculation, since there could be a large 
distance between the nearest point, the center point and the furthest point of a 
large object. 
 
Size 
Clark’s thought behind the distance criterion was that objects further from the 
camera appear smaller than closer objects, and since they occupy less screen 
space they can be given less detail because very small details won’t be visible 
anyhow. However, a large object far from the camera could still occupy more 
space than a small object close to the camera. This leads us to a refinement of 
the distance criterion, namely size LOD. 
 
Size LOD bases the selection of detail level on the space an object actually 
occupies on the screen, or an approximation of it. Distance LOD could 
therefore be seen as a special case of size LOD, since it actually uses distance 
from the camera as an approximation of size. 
 
Funkhouser and Séquin (1993) developed a system where the detail level was 
selected by weighing a cost heuristic against a benefit heuristic, and the 
benefit depends mainly on the size criterion. 
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Eccentricity 
Funkhouser and Séquin’s (1993) benefit heuristic also depended on several 
other factors, one of them being focus. The focus criterion, here referred to as 
eccentricity, was based on the fact that an object in the center of view 
contributes more to the image than an object in the periphery (Funkhouser and 
Séquin never explain why in their article, but later on research regarding this 
will be discussed). 
 
 
 

 
Since the user’s eye position wasn’t tracked Funkhouser and Séquin simply 
assumed that the user was looking at the center of the screen, and let the LOD 
be dependent of the distance from the middle of the screen. 
 
More sophisticated eccentricity LOD systems include Ohshima et al (1996) 
and Reddy (1997), where head or eye tracking devices are used to more 
accurately decide an object’s eccentricity. 
 
Velocity 
As already mentioned Clark (1976) suggested that an object’s velocity could 
be used as a LOD selection criterion, because of the fact that objects moving 
across the field of vision will be less resolved (again, research regarding this 
will later be discussed). Funkhouser and Séquin (1993) also used this 
criterion, but once again were forced to use a coarse approximation since no 
eye tracking was available, and since the eye’s ability to see detail is 
dependent of the objects movement across the retina, which cannot 
necessarily be determined from the object’s movement across the screen 
because the user for example might track the object with his eyes. Ohshima et 

a 

Fig. 2 An object’s eccentricity is its 
viewing angle from the center of view. 
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al (1996) and Reddy (1997) refined the method by using head and eye 
tracking. 
 
Semantics 
Funkhouser and Séquin (1993) stated that some objects in a 3D environment 
have a higher semantic value, greater meaning, than others, and introduced a 
semantic criterion in their system. As they put it: “[…] walls might be more 
important than pencils to the user of a building walkthrough; and enemy 
robots might be most important to the user of a video game”. 
 
The semantic value of an object depends on the context, as the quote 
illustrates, and therefore an objects value will vary depending on, not only 
what kind of application it is a part of, but also what scene it is in. Because of 
this it can be very hard to create a general algorithm to weigh different 
objects’ importance levels against each other in any context, and use this to 
determine an objects LOD. 
 
Fixed frame rate 
Fixed frame rate LOD is a bit different from the other criteria described here. 
Instead of letting the quality of the image dictate the detail level, computation 
speed is the decisive factor. The detail level of the whole scene is set so that a 
constant frame rate, and a smooth image, can be maintained. There is two 
major approaches to this, the predictive, and the reactive scheduler. 
 
A predictive scheduler tries to predict the complexity of the frame that is 
about to be drawn, and adjust the LOD of the scene to meet a certain frame 
rate. A reactive scheduler, on the other hand, decides whether it should raise 
or lower the LOD based on the time it took to render the previous frame. If 
last frame exceeded the allowed time, the LOD is lowered, and if it finished 
ahead of time the LOD is raised. 
 
The problem with predictive LOD schemes is of course that it can be hard to 
accurately foresee how long it will take to render the frame, while the problem 
with the reactive scheduler is that it will not actually give a constant frame 
rate, which was our criterion, since it will react to a drop in frame rate after it 
has already happened. 
 
Examples of predictive systems include Funkhouser and Séquin (1993) and 
Wloka (1993), and of a reactive system Airey (1990) and Hitchner and 
McGreevy (1993). 
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2.1.3 How can we switch between different levels of detail? 
Clark’s (1976) proposed system used a discrete set of 3D models, representing 
the same object but with a varying number of polygons. Which model was 
used to drawn the object depended on what LOD was assigned. This has since 
become the most common method, but due to transition problems, and other 
disadvantages, new continuous solutions have surfaced. 
 
Discrete LOD 
Clark’s method is what will be referred to as discrete LOD. Because of its 
simple approach, where the system at runtime simply has to choose model 
from a list, and its generally very large impact on rendering speed, it has 
become hugely popular in today’s real time graphics. 
 
The creation of the various 3D models representing the different detail levels 
can be done in several ways, but is always done offline, and can therefore use 
any algorithm, no matter how time consuming it might be.  However, due to 
the fact that simplification of 3D models is such a vast area of research, and 
really not important here because we mainly will focus on selection criteria, it 
will not be covered in this thesis. Some issues regarding edge collapsing will 
be covered in the section 3.4.2, continuous LOD though, and it is worth noting 
that the same methods also can be applied in the generation of discrete LOD 
model as well. 
 
Discrete LOD introduce visual popping problems in the transition between 
different detail levels, since details might seem to just pop out of nowhere 
when an object suddenly changes from a lower to a higher polygon count. 
 
Continuous LOD 
One way of avoiding popping effects is using a continuous LOD (CLOD), 
where one lets the LOD scheduler select the number of polygons needed to 
draw the object during run time. Instead of using several discrete 3D meshes 
to represent the object continuous methods use a data structure which allows 
for the extraction of a very precise detail level at any time, and thus gives the 
opportunity to change detail level in an continuous manner, avoiding large 
changes in short periods of time. 
 
Cohen et al (2003) divide continuous LOD methods into two subgroups, 
traditional continuous and view-dependent. In the following sections these 
two types of algorithms will be discussed. 
 
Traditional Continuous LOD  
As mentioned, traditional CLOD enables the LOD scheduler to extract a 
model at any detail level at any point in time by storing the model in a certain 
kind of data structure. Several such data structures have been developed, and 
all share common traits. Hugues Hoppe’s progressive mesh structure (Hoppe 
1996) will be discussed and used in this thesis.  
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View-dependent LOD 
Traditional CLOD gives us a very detailed control over the detail level of the 
entire object, however in certain cases we might want some parts of the model 
to have a higher LOD than others. One example of a typical situation where 
this problem will commonly arise is when rendering terrains. Often the terrain 
is stored as one large mesh, but when doing for example a fly-over we would 
like to do some sort of distance based LOD so to lessen the number of 
polygons needed to be drawn. Since traditional LOD and CLOD would lower 
the detail level of the entire terrain these methods would not suffice, so we 
need to introduce a data structure, reminiscent of a progressive mesh which 
allows us to draw parts of the model close to the camera with high detail and 
parts further from the camera with low detail. For example Luebke and 
Erikson (1997) have created such a data structure, called a view-dependent 
algorithm. 
 
View-dependent LOD also gives new, interesting, opportunities for selection 
criteria. Luebke and Erikson’s system, for instance, appoints parts that are on 
the objects silhouette higher detail levels, thus lessening the common problem 
of angular edges in polygon graphics. 
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2.2 The human visual system 
To understand how we can use the shortcomings of the human visual system 
to reduce our image complexity in a matter that will stay unnoticed, we must 
first understand how the visual system works. For the purpose of this thesis 
we will split the subject into two distinct perspectives, the anatomical one and 
the attentional one. We will later see how concepts from both these views can 
be combined into a single map of what areas of our computer-generated image 
are in need of more detail than others. 

 

2.2.1 Physiology 
Human visual perception begins when light hits the eye, the lens system 
providing our brain with an image of the outside world. The image projected 
on the retina in the eye is transported via the optic pathway to the visual 
cortex at the back of the brain, where information can be processed and the 
image starts to get interpreted. In this section a brief explanation of the 
physiology of human vision will be given.  
 
Note that only the parts of the visual physiology relevant to the methods later 
used in this thesis will be accounted for. This section does not present a 
complete view of our current understanding of the visual system but should be 
read as a brief background helping the reader to better understand visual 
attention and acuity. 
 

The	  eye	  and	  the	  optic	  pathway	  
 

 
 

Fig 3. The human eye 

 
Light enters the eye through the cornea (a), a transparent, protective surface 
covering the interiors of the eye. The cornea is the first surface to refract light, 
and is thus a part of the optical lens system, affecting our vision. The light 
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passes through the anterior chamber (b), the lens (c) and the vitreous body 
(d), further refracting the light to a focal point at the back of the eye. The lens 
is the dynamic part, which can have its shape changed with muscle changes 
allowing for the adjustment of focal length of the lens system. This allows us 
to focus on objects at different distances. 
 
Due to optical properties of the refracting parts of the eye, there are physical 
limitations to the acuity of the image being projected; setting a limit to the 
resolution with which we can observe the world. However, these limitations 
are negligible in relation to the fast falloff of receptor density at the periphery 
of vision, so for the project presented in this thesis we will not take these 
limitations into account. 
 
The optics of the eye projects an upside-down image on the retina (e) where 
the light sensitive photoreceptor cells are located. The retina contains two 
types of photoreceptor cells, rods and cones, which will be discussed further 
in the section on color vision. The retina is connected to the brain through the 
optic nerve (g), starting at the optic disc (f). Because there are no 
photoreceptors at the entrance of the optic nerve, the area of the visual field 
falling on the optic disc is also known as the blind spot. Normally the blind 
spot is not noticeable because the visual fields from both eyes overlap, leaving 
no blind spot. The focal point of the optic system falls on the fovea (h), the 
central most point of our focused field of vision and the area of the retina with 
the highest density of photoreceptors. (Encyclopadiae Brittanica 2012) 
 
 

 
 

Fig 4. The human visual pathway 
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At the optic chiasm a partial crossing of the nerves from the left and the right 
eye occur. The right part of the visual field (both from the right and the left 
eye) is connected to the left side of the brain, and vice versa. The visual 
signals are channeled through the Thalamus to the primary visual cortex 
placed at the very back of the brain. Furthermore, in the visual cortex the brain 
cells processing different parts of the image have a spatial configuration 
which roughly corresponds to the placement of different parts of the visual 
field. (Encyclopadiae Brittanica 2012) 
 

Color	  Vision	  
There are two different types of photoreceptor cells in the retina, cones and 
rods. The rod cells are not sensitive to color or fine detail, but instead perceive 
shapes and brightness while the cone cells are sensitive to color and finer 
detail. In most parts of the retina the cone cells are sparser, with the exception 
of the fovea where all photoreceptor cells exclusively are of the cone type. 
(Encyclopadiae Brittanica 2012) 
 
The theory that color hues are discerned in the eye through three different 
kinds of cone cells, known as the Young-Helmholtz (Helmholtz 1867) was put 
forth in its first form already 1802 (Young 1802). Young describes how the 
three types of cones react preferentially to three different parts of the light 
spectrum, the red, green and blue parts respectively and the sensation of color 
would be determined by the weighted average of these stimuli. Thus the color 
yellow would stimulate the red and green sensitive cones, but not so much the 
blue ones, and give us the sense that we are seeing yellow. This model can be 
recognized in the area of computer graphics from the RGB model used to 
create colors in computer monitors. 
 

Acuity	  
Acuity, or sharpness, is better at the center of vision (the fovea) than at the 
periphery for two reasons: 
 
Firstly the photoreceptors in the retina are sparser the further from the fovea 
you come, meaning that the resolution of the visuals is lower in the periphery 
in the same way that an image is less accurate if you snap a picture on coarse 
grained film or using a digital camera with a lower megapixel resolution. 
 
Secondly, the amount of processing power allocated in the visual cortex is far 
greater for the foveal area, a phenomenon known as the cortical magnification 
factor (CMF). (Daniel & Witteridge 1961). The further from the fovea an 
object falls the fewer neurons will be involved in the interpretation of the 
image. 
 
On the whole about 25% of the primary visual cortex is devoted to processing 
the data from the central 2.5o angle of view. (De Valois & De Valois 1988) 
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Fig 5. Approximation of the effect of CMF. If focusing 
on the two people crossing the street the whole image 
should seem to be equally sharp in all parts. The blurring 
effect appears invisible due to the lack of detail in the 
peripheral field of vision. (The image was produced using 
the blurring settings described by Anstis (1998). 
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2.2.2 Visual Attention 
The amount of information that reaches our senses is tremendous, and even 
though the human mind is the most complex information processor we know 
of, it simply cannot handle all the information the outside world gives it at 
once. To cope with this our senses have physical limitations, such as us being 
able to see only a certain subset of wavelengths of light and only being 
sensitive to fine visual details in the fovea of our eyes.  On top of this the 
human brain also facilitates attention, the ability to attend certain features of 
the input from the outside world while (partially) ignoring others. For 
example, while sitting on the subway one might very well listen in on a 
conversation despite all the noise and ignore other conversations that would 
distract one from understanding the first one. 
 
The visual system, receiving a vast amount of information, also applies 
attention, and the methods by which it does so are known as visual attention.  

	  

Two	  models	  of	  visual	  attention	  
In 1980 Treisman and Gelade put forward a theory of visual attention, which 
has since been dominant within the field of cognitive science to describe 
visual attention. Treisman and Gelade’s feature integration theory has not yet 
been abandoned (Koch & Ullman 1985), but for the purposes of this thesis we 
will stick to Wolfe and Horowitz’ theory. Which model we choose to use does 
not affect our end results, since we will only be interested in what criteria are 
used by the attentive mechanisms to select what parts of the visual fields get 
more attention and which get less.   
 
When using the feature integration theory, one looks at the process of giving 
certain parts of the visual field attention as a filtering process. Data enters the 
pre-attentive filtering module, and based on a number of criteria (which will 
be presented later) certain data gets further processing, such as recognition, in 
later stages of attentive vision. 
 
 

 
Fig 6. Treisman and Gelade’s model of visual attention, 
the feature integration theory 
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Wolfe and Horowitz (2004) point out that many features seem to be available 
both in the early, pre-attentive, vision and in the attentive vision but do not 
seem to guide visual attention while other features which are filtering 
attributes are not available in the later, attentive, vision. As Wolfe states, this 
suggests that visual attention is not a straightforward linear process, in which 
we should view the pre-attentive module as a filter, passing through some 
information and excluding other. Furthermore the guiding module in Wolfe’s 
model does not have access to all the information in the visual pathway. 

	  

 
Fig 7. Wolfe and Horowitz’s model of visual attention, 
the guided search paradigm 

 
Wolfe describes the guiding module as something set aside from the visual 
pathway and being just that, a guiding module, not being used to throw away 
information but instead to suggest what information to give more processing 
time to. The guiding module does not affect the perception in later vision, 
even though attention itself does. 
 

Guidance	  attributes	  
As mentioned, certain attributes of objects tend to attract attention, helping us 
to limit the amount of information by suggesting what objects seem to be 
more important to our current task. To find out which attributes guide the 
deployment of visual attention, and which ones do not, Wolfe and Horowitz 
(2004) apply visual search tasks to measure reaction time as a function of the 
number of distracting elements. 
 
The deployment of attention in visual search tasks and the knowledge of how 
test participants perform on them can be used to gain understanding of how 
visual attention works. A search task is basically a visual field of randomly 
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distributed objects in which a test person is asked to find a certain object (see 
fig 8 for an example of such a task).  By studying how long it takes to find a 
target among an amount of distractors, and how this is affected by the number 
of distractors, one can draw conclusions regarding whether the target has 
drawn the attention of the test person or not (described further in figure 9).   
 
 
 
 
  

Number of distractors 

RT 

Fig 9a. Rection time (RT) on the vertical axis and the 
number of distractors on the horizontal. When no 
attribute  is present to guide our attention when 
performing a search task, a relationship similar to this 
one would be expected, where  RT linearly goes up 
with the number of distractors. 

RT 

Number of distractors 

Fig 9b. When being able to use a guidance attribute in 
a search task we should instead get a relationship 
similar to this one, where RT is not significantly 
changed when the number of distractors go up. 

Fig 8. A visual search task. During an experiment the test 
person would be asked to find the circular object among 
the square ones, and reaction time would be measured. 
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In Wolfe and Horovitz’s (2004) article “What attributes guide the deployment 
of visual attention and how do they do it?” the attributes that cognitive 
scientists today think might guide attention are listed. Part of that list is 
presented in table 1.  
 
  Table 1 

Undoubted attributes Probable attributes Possible attributes 
Color 
Motion 
Orientation 
Size  

Flicker 
Shape 
Line termination 
Closure 
Curvature 
… 

Lighting direction 
Glossiness 
Expansion 
Aspect ratio 
Number 
 

 

 
 

 
Fig 10. Examples of three of the undoubted guidance 
attributes.  

Top left shows the size attribute, top right the orientation. 
The two bottom pictures demonstrate how the time to 
search out the differing does not become longer when 
more elements are added. 
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Fig 11. Example of the difficulties of searching out a 
different object when it does not differ from the others 
sufficiently. In this case the orange object does differ in 
one of the undoubted attributes, color, but not sufficiently 
in hue (orange contains both yellow and red, thus 
allowing the object to be confused with the red and 
yellow objects).  Note that according to the Young-
Helmholtz explanation of color vision, yellow stimulates 
both the cones that are sensitive to green and those that 
are sensitive to red. 

 

Bottom-‐up	  vs.	  Top-‐down	  
The models described above, looking at pre-attentive filtering/guidance, are 
referred to as bottom-up views of attention, since pure physical stimuli directs 
the attention.  
 
However studies show that a top-down control of attention also exists, where 
prior knowledge and context can direct attention. For example it is faster to 
locate an object that is consistent with the scene context, than one that is not. 
(Oliva et. Al 2003) In other words the meaning of an object, its semantic value 
should also be considered, when talking about attention.  
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2.3 Previous research in perceptually modulated LOD 
Most projects using perceptual aspects to modulate detail levels of 3D models 
do not work in real time, and therefore have unlimited time for processing. 
For example Yee et al (2001) create an error tolerance map to use in global 
illumination calculations. Since our goal is a real time system, and we 
therefore need very fast approximations when creating our maps, the 
algorithms created for these projects cannot be directly applied for our 
purposes. 
 
Other projects do work in real time, but use head- or eye tracking devices, 
which enables them to do more accurate calculations than is possible with 
only a simple desktop computer. Again, this project deals with desktop 
systems, and the application should preferably not require additional 
equipment, which mean we can only adopt a part of the ideas from this kind of 
projects. Examples are Reddy (1997) and Ohshima et al (1996). 
 
Horvitz and Lengyel (1997) work in the realm of this project, but use a 
predictive fixed frame LOD system, and two-dimensional sprites instead of 
3D polygonal models. 
 
Brown et al (2003) try to create a system that will improve the subjective 
image quality noticeably by using visual attention-based LOD. The system is 
of the discrete, predictive fixed frame rate type and uses the 4 criteria: size, 
position, motion and luminance. The result of the project is that users do not 
notice any degradation of image quality, but not really improvements either. 
 
Beeharee et al (2003) use both the bottom-up and a top-down model of visual 
attention to reduce the amount of data that needs to be transferred over the 
network in a distributed virtual environment. 
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3. Application 
After reviewing previous research we are ready to assemble our own 
algorithms for creating a LOD map in real-time, based on the perceptual 
criteria we have found reasonable. This section will outline the process of 
creating a coherent model for doing this, as well as the actual algorithms and 
approximations that were implemented in the final demo product that was 
used to test whether a perceptual model of LOD is feasible for real time 
graphics or not. In the next section we will discuss the findings and possible 
future tweaks to this implementation model that might give better results. 

 

3.1 Our model for a perceptually modulated LOD map 
We have previously looked at two perspectives on what limits the human 
ability to see detail in an image, the physical and the attentional aspects. The 
idea of this project is to combine what we know about how these both areas 
limit our abilities to notice details (or the lack thereof) to create a coherent 
LOD map, and assign levels of details to 3D objects on screen in a way that 
minimizes the complexity of the models without noticeable image quality 
deterioration.  
 
We have also briefly noted that semantics does play into attracting attention. 
For example one would most probably focus on attacking enemies and not the 
surrounding scenery when playing an action game. This thesis will however 
take a general approach to creating a LOD map for any unknown 3D scene, 
meaning that we will not have access to the semantic meaning of objects 
within the scene. Therefore the semantic aspects will be left out for the rest of 
this section, and from the implementation of our software.  
 
 

 
Fig 12. Our model for creating an LOD map, with the 
semantic map left out 

 
 

 

LOD	  
Map	  

Physical	  
Limitations	  

Attentional	  
Limitations	  

Semantics	  
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In future developments a semantic map, based on the top-down view of 
attention, could also be added. The semantic map needs to be customly 
designed, not only depending on what type of application it is in, but also 
what scene. There is however good reason to believe that adding a semantic 
map can further improve our LOD model. Cater et al (2003) has done research 
regarding inattentional blindness, showing that objects not related to the 
user’s task could be rendered in lower quality without it being noticed.  
 

 
Fig 13. Example of an LOD map. Each circle, 
representing an object in view, has been assigned a detail 
level. The result we are looking for in this thesis is an 
LOD map which helps us pick a specific level of detail 
for each and every object in any random 3D scene. 

 
 
In accordance with earlier research we shall refer to the map based on our 
attentional limitations as the saliency map (Koch & Ullman 1985; Yee & 
Greenberg 2001), and we will refer to the one based on physical limitations as 
the acuity map,  
 
When we create the saliency map, based on visual attention, the three most 
commonly accepted attributes will be used: size, color and motion.  The LOD 
values given to 3D objects within our scene are always relative to the other 
objects currently in view, and should an object happen to stand out in any of 
these attributes it will gain a higher detail level. 
 
The acuity map works much like earlier LOD systems, and is based on the 
limitations of the visual system; the fact that we see less detail in moving 
objects (velocity LOD), and that we see less detail in the periphery 
(eccentricity LOD). Objects with a high velocity or eccentricity will lose 
detail. Again these values are relative to all the objects in view. Unlike the 
saliency criteria, objects that stand out in any of the acuity aspects will be 
rendered with a lower detail level.  
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Fig 14. A more detailed view of the acuity and saliency 
maps, what criteria are involved in creating each, and 
how they will contribute to our overall LOD map. 

 
 
To make it feasible to use such a complex LOD management system in a real 
time application we will need fast approximations for all parts of our maps. It 
is of great importance that the time it takes to create the LOD map is 
insignificant for the effects of using LOD to be beneficial.  
 
The following sections will discuss how we went about when implementing 
each criteria and how that criteria ultimately was used to contribute to a final 
LOD value to be assigned to every object in a real time 3D scene. 
 
 
  

LOD	  
Map	  

Acuity	  Map	  
• Velocity	  
• Eccentricity	  

Saliency	  Map	  
• Size	  
• Motion	  
• Color	  

Semantics	  
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3.2 Implementing the Saliency Map 
As mentioned, the saliency map will help us attribute a value to each object in 
the scene according to how salient, how noticeable, it is. To do this we will 
select a few of the attributes that guide visual attention, and use those 
attributes to approximate how likely it is that a user of the application will 
direct his attention to that particular objects. Objects gaining a low saliency 
value will be rendered with a low level of detail, reasoning that the chances of 
the user focusing on those objects is low and therefore we can save rendering 
power by applying less effort to those areas of the image. 
 

 

 
Fig 15. Example of salient objects in a 3D scene – the 
main character and an enemy in a video game. 

 

3.2.1 Selecting attentive guidance attributes 
For our saliency map we want to use the guidance attributes mentioned in the 
section about visual attention. 
 
If we review the list Wolfe (2004) gives us we have our potential candidates 
for LOD criteria. 
 
  Table 2 

Undoubted attributes Probable attributes Possible attributes 
Color 
Motion 
Orientation 
Size  

Flicker 
Shape 
Line termination 
Closure 
Curvature 
… 

Lighting direction 
Glossiness 
Expansion 
Aspect ratio 
Number 
 

 
We notice that there are many to choose from, and not all of them certain at 
that so for practical reasons we will choose a relevant subset. The first 
column, the undoubted features, will be used for the saliency map.  
 
Furthermore, we will disregard the Orientation attribute due to the fact that it 
is not clear how to define a specific orientation for a whole 3D-shape (which 
might or might not be connected to the local coordinate system of the object in 
question) 
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Fig 16. To use the orientation guidance attribute, we 
would have to determine the shapes of all objects in our 
3D scene, and whether that particular shape would appear 
as differently oriented than other objects in the scene. For 
this thesis we will not pursue this particular guidance 
attribute for our saliency map. 

 

3.2.2 Size  
The methods of calculating size vary between LOD implementations, but 
most common methods include the use of bounding volumes. A bounding 
volume is a 3D volume enclosing the object to approximate its size and 
boundaries (worth noting is that the polygon representation is just this, a 
bounding volume approximating the actual volume of the object). Besides 
being used for size approximation bounding volumes are often used when 
detecting collisions between objects in 3D space. 
 
To get a good approximation we want as tightly fitting bounding volume as 
possible, but a more complicated bounding volume also means more advanced 
calculations. Most commonly simpler bounding volumes, such as bounding 
spheres or boxes, are used due to the simple calculations.  
 
To get a size approximation the bounding volume is projected from 3D space 
into screen space, where we get a two-dimensional bounding area, which then 
is used to select LOD (see fig. 17). 
 
For our implementation we will use a spherical bounding volume. The two 
main reasons for using a sphere instead of some other bounding volume for 
our purposes is that very few and easy calculations need to be done, giving us 
an efficient algorithm. Mor importantly, to quickly change size 
approximations, and therefore quickly change LOD would cause unnecessary 
popping effects, a problem we will get around by using spheres since a sphere 
is symmetric in all directions and therefore will not result in different size 
approximations every time an object rotates. See figure 18 for more 
information regarding the specific calculations. 
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To approximate an object’s size on screen, its bounding sphere is projected 
into 2D, and the radius of the projected circle is used as a measure of the size. 
The bounding sphere is the smallest possible sphere that totally encloses the 
3D object, a common method for approximating irregular volumes.  
 
 

Fig. 17a. The bounding box gives a closer fit to the 
3D object, and therefore a better approximation of 
size. To get the projected screen size of a 3D sphere 
only the center point and radius need to be 
projected to screen coordinates. In the case of a box 
we need to project all eight corners. Usually the 
size is then approximated by a bounding rectangle, 
enclosing the projected box. 

 

Fig. 17b. A potential problem in using bounding 
boxes to approximate size is the large variations in 
projected 2D area depending on viewing angle for 
long and thin objects. This problem is avoided 
when using bounding spheres, due to their 
symmetry in all directions. 

Screen 
space 

3D Space 



30 

 
 

3.2.3 Motion 
When an object is moving relative to the other objects in the scene we will 
assign it a higher detail level based on the fact that it will attract attention and 
is more likely to be focused on by the user. There is however a physical aspect 
to this criterion, since at a certain speed our eyes will no longer be able to 
track the moving object and we will suddenly start seeing less detail (and the 
object should therefore be rendered with a lower LOD) 
 
Kelly (1979) presents the following function for determining the maximum 
speed across the visual field that the eye can track a moving object: 
 

G(a, v) = kva2exp(-2a/amax)   (equation 2) 

 
k = 6.1 + 7.3 |log  (v/3)|3 
a  = 45.9/(v+2) 
v = velocity 
a = spatial frequency (detail we are able to see) 
   

 
Daly helps us by calculating the maximum tracking speed across our viewing 
field to 80 degrees/second (Daly 1998). 
 
In this section it is also worth noting that when transitioning from one LOD to 
another, we create motion by changing the model, and thus attracting visual 
attention to the object. This does disturb image quality and is an unwanted 
side effect. See the last section of this chapter for a detailed description on 
how this problem was solved in the final software implementation. 

Fig 18. The bounding sphere is represented by the center point of 
the object, and the radius of the sphere.  By first transforming the 
center point into camera coordinates (1) we can get a point on the 
sphere’s contour line by adding the radius (2), which can then be 
projected into 2D space (3). The radius of the bounding circle 
equals the distance from this point and the projected center point 
of the object (4). 

(1)  P =  Pcenter . WorldMatrix . CamMatrix 
 

(2)  p.x = P.x + radius 
 

(3)  p = p . ProjMatrix 
 

(4) Size = p.x – projectedP.x 
 
(equation 1) 
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3.2.4 Color 
D’Zmura (1991) shows that an object automatically attracts attention if it 
stands out in one or more of the basic colors, red, green, blue and yellow (as 
in Ewald Hering’s four color opponent theory).  
 
In our application each object is, by hand, assigned a representative color, 
which then is converted into the HSV color model, and separated into the four 
basic color components.  
 
If less than a certain amount (20% in the test application, more on that later) 
of the objects in the scene have the same color components as the object, it is 
regarded as attention attracting. Which color represented each type of object 
was estimated by eye when the textures were created since time did not allow 
for programming a good enough automatic color assignment. 
 
 

 
 

Fig 19. The HSV color model 
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3.3 Implementing the Acuity Map 

3.3.1 Velocity  
The projection of the bounding sphere explained in the previous section 
automatically means that we get the center point of the object in 2D screen 
space, and therefore easily can calculate the speed it has across the screen by 
comparing its position from one frame to the next. The velocity is used both in 
the motion and in the velocity part of our system. Research tells us that 
moving objects will attract attention, and therefore should get higher detail in 
our system, but only up to a certain point when they’re moving to fast and 
should start loosing detail again. Reddy (1997) uses equation 3 to describe the 
decline of detail sensitivity in moving objects. 
 

G(a,v) = [250,1 + 299,3 |log10(v/3)|3]va210-5,5a(v+2)/45,9  (equation 3) 

 

V is the velocity of the object, measured in degrees of visual angle/second and 
a is the spatial frequency (a measure of detail, using bars of white and black), 
measured in cycles/degree of visual angle. Also worth noting is that the 
velocity here is relative to the retina. 
 
This is unnecessarily complex for our, more approximate, method, so a linear 
function is chosen instead to calculate our acuity and velocity maps. We will 
let the detail level linearly increase while the speed goes up, up to the limit of 
20 degrees/second (an arbitrary limit of 1/4th of the highest possible velocity 
the eye can track which we’ve selected as an experimental starting point) 
where the detail level starts going down again.  
 

3.3.2 Eccentricity 
The ability to see detail in the periphery is described by the cortical 
magnification factor, introduced by Daniel and Whitteridge (1961). 
Unfortunately the sensitivity to detail is not symmetrical, so the equation 
describing it varies in different regions of the visual field. Here we will 
instead use the same simplification as for example Reddy (1997), which is 
more than accurate enough for us. 
 
 
  M = M0/(1 + 0,29E)   (equation 4) 
 
M is the magnification factor, M0 is the magnification for the most central 
point of the retina and E the eccentricity in degrees of visual angle. M0 can be 
instantiated as 1, and we can use M as the degradation of acuity. The detail 
level should be lowered accordingly. 
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Fig 20. If we can determine the point on the screen where 
the user is currently focusing on we can calculate the 
eccentricity (E), the distance marked by a dashed line, 
and use Reddy’s approximation of the cortical 
magnification factor to get a value for the degradation of 
acuity at that distance from the foveal center. 

 
 
Since no eye-tracking device is used, we cannot be sure where the user is 
looking, so a field of probable focal points should be estimated. The 
eccentricity of an object is calculated as the distance from the bounding 
rectangle covering all objects that have been assigned a detail level of 80% or 
higher thus far (see fig 20). The detail level is then adjusted up or down 
depending on the position of the object.  
 
Eighty percent is of course a random number, so this value is left dynamically 
adjustable. 
 
 
 

 

 
 

 

 

 

 

 

 

 

 

 

 

Fig 21. After assigning detail levels based on the 
other criteria to all objects, we can create a region (the 
dashed rectangle) that contains all probable focal 
points of the user. Eccentricity for the objects outside 
of this region will be the visual angle from the edge of 
the region. 
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3.4 Transitioning between levels of detail without attracting 
attention 
As mentioned in the section regarding our motion criteria, one major issue 
facing us when calculating the LOD map is the fact that when transitioning 
from one discrete LOD model to the next we will create motion, and thus 
attracting attention to the object which would severely harm image quality. In 
this section we will look at possible methods for mitigating this problem. 
 

3.4.1 Discrete LOD techniques to lessen flicker 
Hysteresis 
To avoid flickering, which can occur when an object lies on or near the 
threshold distance (since this phenomenon is most common in distance based 
LOD) between two levels of detail, and continually changes detail level, 
hysteresis can be introduced in the system. Instead of switching LOD at the 
exact threshold one simply adds a buffer. The detail level is lowered at a 
slightly further distance, and is raised at a slightly closer distance, which 
effectively reduces these kinds of flickering effects. (Astheimer & Pöche 
1994) 
 
Alpha blending 
To lessen the visual effect of popping alpha blending between two detail 
levels can be done. Instead of abruptly switching models a cross fade is done 
between the two. The current LOD gets more and more transparent while the 
new one gets more and more opaque, so no sudden changes in detail will be 
visible. This means that during the transition period the object needs to be 
drawn twice, once for each model, which can be somewhat counterproductive 
since the goal when using LOD techniques is to avoid drawing as many 
polygons as possible and thereby get a speedup. To avoid this the transition 
period should be as short as it can be without cutting into the pop-reducing 
effect. 
 
Geomorphing 
Instead of blending between detail levels in image space, as the alpha 
blending method does (Turk 1992), achieved smooth transitions by morphing 
the models in 3D space. Vertices in one LOD model gradually move into the 
positions of the vertices of the other model. Just as alpha blending this 
transition method introduces more calculations during the transition period 
than drawing either of the two models would, therefore the transition should 
be kept as short as possible. 
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3.4.2 Continuous LOD techniques  
A progressive mesh structure is a tree structure containing a series of edge 
collapses/vertex splits representing the model at different levels of detail (see 
figure 22). The edge collapses explains how an edge on the 3D mesh is 
collapsed into a vertex, thus simplifying the mesh, and its inverse the vertex 
split explains how this vertex is split into two vertices and turned back into the 
original edge.  
 

 
 

edge collapse 
 
 
 
 

 
vertex split 

Fig 22b. The edge A collapses into a single vertex, therefore 
simplifying the 3D mesh. The collapse can always be 
undone by the corresponding vertex split,where the vertex is 
once again split up into an edge. 

EC 

EC 

EC 

EC 

EC EC 

Fig 22a. The progressive mesh data structure contains a 
certain set of edge collapses  (EC) and their inverses, 
vertex splits, representing a three dimensional object. The 
root node contains an object representation in the lowest 
possible detail level. While going deeper down the tree 
vertices are split into edges, thus giving us a more and 
more refined model. During runtime the LOD scheduler 
only traverses the tree as deep as is deemed necessary. 

Lowest 
possible LOD 
 
 
 
 
 
 
 
Highest 
possible LOD 
 

A 
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3.4.3 Transitioning in our demo application 
For our demo application we will use a continuous mesh. Doing so will give 
us the freedom to have an arbitrarily fine grained LOD map, making it easier 
to experiment with different threshold levels on top of the fact that it also 
gives a very smooth transition between LOD levels, and therefore not 
attracting attention. Furthermore we will use Microsoft’s Direct X graphics 
programming API for the implementation, which will provide us with a 
progressive mesh structure out of the box, saving us the time to implement a 
complex data structure and making it easier to focus on implementing the 
LOD scheme. 
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4 Study and results  
 

4.1 Demo Application 
For our user test a demo application was created using the algorithms 
described in section 3. The application was developed in C++ using Microsoft 
Visual Studio, and 3D rendering through the use of Direct X. 
 
As mentioned earlier Hoppe’s (1996) progressive mesh was used for all the 
models in the scene to give us continuous LOD levels.  
 
To make sure all the LOD criteria we want to study come into play, the scene 
chosen for our study is a fairly simple one. We randomly place 200 models, 
each consisting of a maximum of 600 polygons, representing a tiger, 
throughout empty space. Each model has a fairly simple texture map, with few 
colors, making it possible for us to choose a representative hue to each model. 
We also place a few models out with a radically different color enabling the 
color criterion to affect LOD levels. 
 
The scene rotates, to create motion and give our objects a certain velocity. 
Due to the placement of the camera, slightly above the scene we get a clear 
overview of the models in the scene, while still having a large difference in 
rendered size for close and far objects. This makes sure that the size criterion 
is used. 
 
The rotation also makes sure that we get large differences in velocities for the 
objects moving across screen space, since close objects will move radically 
faster than far objects. This enables our program to find objects that will 
trigger visual attention due to motion as well as objects that the user cannot 
track because they move faster than the threshold set forth for the visual 
acuity map. 
 

 
Fig 23. A screenshot from the demo application 
developed for this thesis 
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4.1.1 Criteria Weighting 
For further tweaking the relative weighting of criteria and their individual 
contribution was left configurable in the demo app.  
 
Each criteria, Velocity, Eccentricity, Size, Motion and Color could be 
switched on or off as input for the LOD map. Furthermore a weighting value 
could be set for each criterion, stating how it would contribute to the total 
LOD value for a single object in the world. 
 
A first attempt of weightings was used for the study. The weightings were 
chosen so that the author of this paper could see the least image artefacts. A 
number of combinations were tested until the final set was decided upon. In 
section 4.4 there will be a discussion on how these weightings should be 
selected in a more structured and consequent way. 
 
The final weighting values used during the study were 

• Size 30% 
• Color 30% 
• Eccentricity 14% 
• Velocity/Motion 26% 

 
The velocity/motion category is special in the sense that all motion 
contributed to a higher LOD value up until the velocity limit of 20 degrees of 
visual field per second and after that the LOD value deteriorates with speed 
(see section 3.2.3 for further detail). 
 
 

 
Fig 24. Allowing one criteria to have too large impact on 
the LOD value for an object might lead to very heavy 
degradation and visual artefacts, such as the collapse of 
the model shown in the figure. 
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4.2 Study 
To test both possible speed gains and the image degradation that our LOD 
map would cause, the animation described in section 4.1 was shown two times 
to a total of 15 test subjects, once with and once without our LOD map 
applied.   
 
The users were all students at KTH and had moderate to high computer skills. 
All stated that they had at least average corrected vision.  
 
After watching both animations, in a random order without knowledge of 
which animation used LOD, the test subjects got to answer whether they saw a 
difference in image quality between the two animations, and if so how large 
the difference was.  
 
The scale available to the test subjects for rating image quality difference was 
 
None Small Moderate Large Very Large 

 
 
    

To be able to calculate average image quality differences the scale was 
translated into numbers according to table 3. 
 

Table 3 

Option Score 
None 0 
Small 1 
Moderate 2 
Large 3 
Very Large 4 
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4.3 Results  
The animations were shown in a random order and all subjects but one agreed 
that there was at least a small deterioration in image quality when using LOD. 
No one claimed to have seen a very large deterioration. 
 
Out of the users a total of 10 (or 66%) reported seeing none to moderate visual 
disruptions while 5 (33%) saw large degradation when using LOD.  
 
The average image deterioration comes out to a score of 1.93, or slightly 
below moderate. 
 
 

 
Fig 25. The replies given by test subjects.  The average 
score was 1.93 on a scale from 0 to 4. 

 

 
There might be a difference depending on which animation is shown first. 
Users who first saw the animation where the LOD map was applied tended to 
set the score for image degradation a bit higher, but there is not enough data to 
say whether this was the case.  
 
During 5 of the demo runs, the rendering speed was tracked to measure the 
possible speed gains when using the LOD map.  The results show us that a 
quite large speed-up would be possible without sacrificing visual fidelity too 
much.  
 
Fig 26 shows the average rendering speeds for both animations when run on a 
1GHz single-core Dell desktop computer without 3D acceleration hardware. 
The speed gain varied between 65% and 114% with an average of 83% faster 
rendering than when using no LOD. 
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Fig 26. The average image frame speed when running the 
demo application twice in a random order, 5 times. 
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4.4 Recommendations and further research 
 
As mentioned in section 4.1.1 the weightings of the different parts of the LOD 
map were selected as a first attempt to try our new method out. Because of the 
relatively complex mix of criteria involved in calculating the detail level it is 
unclear which criteria are most effective and which ones that contribute less to 
our goal to speed rendering times up without sacrificing image quality. 
 
A systematic testing of each criterion by itself would be needed to know what 
effect they individually have on both rendering speed up and loss of image 
quality.  
 
Perhaps most importantly one should assess how effective the LOD method 
described in this thesis is compared to traditional distance based LOD, as used 
commonly throughout the industry today.  
 
A quick and simple speed test was conducted in connection with this thesis. 
The same demo application as described in 4.1 was run with the size criterion 
only, and the speed up was about 20% less than during our study. Considering 
all other criteria were disabled, which means less visual artefacts, it is 
reasonable to assume that image quality was the same or better than during 
our study. This might be an indication that a single criterion, size or another, 
might itself be responsible for the largest part of the speed gains when using 
LOD. 
 
Worth noting regarding our results is that the model used in the test program 
consists of few polygons, and that the speedup is expected to be higher when 
using high polygon count models, due to the fact that the LOD calculations 
are done once per model and we want to decimate as many polygons as 
possible per calculation. Therefore a more realistic and complex 3D scene 
should be used for further studies. 
 
There is also room for exploring less approximate methods (such as equation 
1 and 2), to see if we would get less visually impairing artefacts by using a 
more fine-grained model. This is not very likely to help very much though, 
since our method does not use eye-tracking, and therefore the motion, velocity 
and eccentricity values are coarse estimations to begin with. 
 
Finally there would of course be room for testing other attention guiding 
attributes to see if we can discover ones that are very effective for achieving 
our goal. 
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