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Abstract
We are interested in the problem of human 3D pose estimation from image
data. This is a mostly solved problem if the subject is in a studio environment and wears tight-fitting clothes. We explore how the problem can be
solved in less constrained outdoor environments, e.g. to estimate the pose of
footballers from a broadcasted game. We are not interested in imposing a
strong prior when estimating the pose, i.e. just considering a limited set of
poses, e.g. walking or running poses. We consider all possible human poses.
The only constraints we impose are those of the human skeleton. We consider
two different approaches to this problem: geometrical models and pictorial
structures. This thesis is divided into two parts: one for each of these approaches. The pictorial structures part is considered to be of higher scientific
importance than the geometrical models part.
The geometrical models for pose estimation assume that 2D measurements
of the body parts are given, in at least one camera view. The 3D pose is then
estimated from these 2D measurements. We first explore how the accuracy of
the 3D estimation depends on the number of cameras used. We conclude that
existing single view geometrical methods are not accurate enough. We then
present a model for dynamic orthographic cameras. We show how this model
leads to an improved 3D pose estimation, using multiple moving cameras
viewing a moving but distant target. By using these geometrical models
and manually measuring the 2D positions of the body parts we are able to
create a dataset of images and their corresponding ground truth poses and
camera calibration. The dataset is recorded at a professional football game
and is more challenging than previous datasets. We hope that this dataset
will stimulate more research of human 3D pose estimation in realistic outdoor
environments.
The second part of the thesis explores pictorial structures, which are also
known as part-based models. These are the current state-of-the-art for fully
automatic image-based human 2D pose estimation. However, they have previously not been used for 3D pose estimation. We show how pictorial structures
can be generalized to 3D and discuss and solve some of the problems that occur in 3D.
Pictorial structures typically rely on a discretization of the search space.
We demonstrate how to discretize this space of 3D poses. By having a discrete
search space pictorial structures infer the most likely pose by finding the global
solution to a discrete optimization problem. However, this solution is plagued
by the so called double-counting problem, which occurs both in 2D and 3D
due to the symmetric appearance of left and right body parts. As a result the
corresponding left and right body parts are often estimated to be at the same
position. We present two different solutions to the double-counting problem
in 3D.
We test the resulting 3D pictorial structures on our challenging new multiview football dataset. We conclude that pictorial structures are a promising
and unifying frame-work that can be used for both object detection and human pose estimation in both 2D and 3D.
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Sammanfattning
Vi är intresserade av att automatiskt beräkna en människas pose i 3D
utifrån bilddata. Med pose menar vi människans kroppsställning, dvs. alla
kroppsdelarnas position i 3D. Det finns redan lösningar för att göra detta i
studiomiljöer. Vi undersöker därför hur man kan hantera utomhusmiljöer. Vi
är särskilt intresserade av att beräkna fotbollsspelares poser, utifrån bilddata
från tv-sportsändningar. När vi beräknar posen vill vi inte begränsa de möjliga
poserna, t.ex. genom att bara hantera poser som förekommer i vanlig gång. Vi
vill istället kunna hantera alla fysiskt möjliga poser. I den här avhandlingen
undersöker vi två olika grupper av algoritmer för att lösa problemet. Den
första gruppen brukar benämnas geometriska modeller för pose-beräkningar.
Den första delen av avhandlingen är tillägnad dessa. Den andra gruppen av
algoritmer kallas för pictorial structures och tas upp i den andra delen av
avhandlingen. Denna del bedöms vara mer intressant än den första, ur ett
vetenskapligt perspektiv.
De geometriska modellerna för pose-beräkning antar att kroppsdelarnas
projicerade 2D-positioner är givna i minst en bild. Kroppsdelarnas positioner
i 3D beräknas sedan från deras positioner i 2D. Vi undersöker först hur noggrannheten hos dessa modeller beror på hur många kameror man använder.
Vår slutsats är att existerande modeller inte ger tillräcklig noggrannhet i fall
att bara en kamera används. Vi presenterar sedan en modell för dynamiska
ortografiska kameror. Vi visar att modellen leder till nogrannare 3D-pose då
flera rörliga kameror används för att filma en människa på stort avstånd. Vi
använder denna modell för att skapa ett nytt dataset med bilder och motsvarande 3D-poser från en professionell fotbollsmatch. Det nya datasetet innehåller bilder som är svårare att analysera än bilder från typiska dataset som
är inspelade inomhus i studiomiljöer. Vi hoppas att vårt nya dataset kommer
att leda till mer forskning inriktat mot robust 3D-pose-beräkning i realistiska
utomhusmiljöer.
Den andra delen av avhandlingen undersöker pictorial structures. Detta
är den mest framgångsrika modellen för att beräkna människors pose i 2D.
Pictorial structures har dock inte använts i 3D. Vi generaliserar modellen till
3D och diskuterar och löser några av de problem som då uppstår.
Pictorial structures kräver vanligtvis att man diskretiserar sökmängden.
Vi visar hur man kan diskretisera mängden av alla poser i 3D. Den optimala
posen beräknas som den globala lösningen till ett diskret optimeringsproblem.
Det symmetriska utseendet för vänster och höger kroppsdelar leder dock till
det s.k. dubbelräkningsproblemet för pictorial structures. Det förekommer
både i 2D och 3D och resulterar i att motsvarande vänster och höger kroppsdel
hamnar på samma plats i den beräknade posen. Vi föreslår två olika lösningar
på dubbelräkningsproblemet.
Vi testar våra 3D pictorial structures på vårt nya svåra fotbolls-dataset.
Vår slutsats är att pictorial structures är ett intressant och generellt ramverk,
som kan användas för att beräkna föremåls position och människors pose i
både 2D och 3D, utifrån bilddata från en eller flera kameror.
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Chapter 1

Introduction to
Human 3D Pose Estimation
1.1

The Big Picture

The inner-workings of the human brain is perhaps the biggest mystery of the universe. Computer science emerged out of a wish to automate and also understand
the problem solving capacity of humans. The goal was to build machines / computers which could process information and solve problems as well as humans. Halfway into the last century a core machinery had been invented and implemented
in computers which could in principle compute anything that could be computed.
Scientists of that time were very optimistic and thought that we would soon have
computers and robots which would outsmart most humans.
However, in the later half of the last century it was realized that the task was
much more difficult than initially anticipated. The big problem was not to build the
computers but to invent or discover the algorithms, that would control the actual
information processing.
Various sub-fields emerged to study this problem like: artificial intelligence and
machine learning, or the more application driven: robotics, computer vision and
speech recognition. The latter two focus on algorithms where the input just corresponds to one of the five human senses: sight or hearing. In the field of robotics,
on the other hand, many different kinds of sensors are studied and used, and touch
plays a key-role in addition to sight.
This thesis is in computer vision, which studies algorithms for reasoning about
and making sense out of images. A general goal is to understand how to write algorithms which, given an image or video sequence, would in some sense understand
its content, similar to the way we humans can. The algorithms should understand
the structure of the depicted scene and the objects it contains.
This thesis focuses on perhaps the most important kind of object which occurs in
images: humans. Human pose estimation is the problem of estimating the position
1
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of humans in images, or more specifically, the position of the individual body parts.
We want to estimate the 3D position of these. Overviews of this problem can be
found in [44, 45, 58, 46].
We start this chapter by motivating why it is an interesting problem and what a
solution can be used for. In section 1.2 several applications are discussed. In section
1.3 we discuss different factors which decide the difficulty of the problem. We give
examples of when the problem is challenging and when it can be considered already
solved. Then we move on to a discussion of the actual models and methods used
to estimate human 3D poses. We view the estimation problem from a probabilistic
point of view. The problem is defined formally in section 1.4 and different models
and methods used to solve it are described on a higher level in section 1.5. Finally,
in section 1.6, we give an outline of this thesis and its contributions.

1.2. APPLICATIONS

1.2

3

Applications

Human pose estimation is a problem related to the fields of computer science,
artificial intelligence, machine learning, robotics and computer vision. The general
application of these fields is to build machines which can understand the world and
solve problems for us. Since humans are common in the world it is useful to have
machines which can reason about what humans do. Pose gives information about
the action and intent of a human. More specifically, human pose estimation has
applications within these areas:
• Controlling avatars.
• Biomechanical analysis.
• Broadcast sports analysis.
• Security & Surveillance.
• Sign language recognition.
• Robotics.
Controlling Avatars Human pose estimation can allow humans to control a
computer in general. It can e.g. be used in virtual reality environments and games
to control the avatar of the person. Commercial systems for games includes Sony’s
EyeToy which was released for PlayStation 2 in 2003 and Microsoft’s Kinect which
was released for XBox 360 in 2010.
Human pose estimation is also used to record human motions for use in computer
animated movie sequences, which most Hollywood movies contain. The 3D motions
of an actor are recorded in a studio and then transferred to a virtual model in a
virtual environment, which is then rendered in the computer. In this way it is
possible to synthesize video sequences of humans in environments which might be
impossible to film directly.
Biomechanical Analysis Human pose estimation can also be used in biomechanical analysis, for health care, rehabilitation and optimizing the performance of
athletes.
Broadcast Sports Analysis The research of this particular thesis is motivated
by another application in the sports entertainment industry. We want to estimate
the 3D pose and motion of athletes in broadcasted sport events like football or
the Olympic games. Such events are very popular and allowing the viewers to
watch the spectacular performances reconstructed in 3D would further improve
the viewing experience. If the 3D pose and motion of a footballer scoring a goal
could be estimated, it could be rendered in a virtual environment, where the viewer

4
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can freely change viewing angles. We are mainly interested in estimating the 3D
pose for interesting sequences which can then be replayed in 3D. The focus is thus
on estimating 3D poses of spectacular and unique actions, rather than everyday
actions.
Security & Surveillance A traditional approach to surveillance is to have personnel in a control room, monitoring the recordings from many cameras. The
cameras could be placed in e.g. airports, subways, stores and warehouses. We want
to quickly detect suspicious activities or accidents when they happen. This could
be terrorist attacks, burglary, shop-lifting, or people falling down escalators or on
to railway tracks. It is a tiresome task for a human to actively monitor several
screens. It is easy to get bored and lose attention and thereby risk missing the few
incidents that might happen. It would be useful to have a computer which could
do this automatically and report directly when something unusual happens.
In surveillance applications the process of automatic human pose estimation is
typically just the first layer. It can be used as input to the final task which is
often action recognition. Sometimes, one is just interested in detecting persons,
e.g. in restricted areas, or counting the number of persons. Then the actual pose
might not be needed. In this thesis we focus on pose estimation rather then action
recognition or just detection.
Sign Language Recognition Human pose estimation can be used as a component in a system for sign language or gesture recognition. It can be used to aid
communications between humans or a human and a computer/robot.
Robotics All the applications and systems discussed so far are passive in the
sense that they analyze the real world but do not produce any actions in it. Robots
are machines that not only sense the world but also act in it. If a robot acts in an
environment containing humans it often needs to understand where the humans are
and what they are doing. Human pose estimation is thus important. Examples on
such robotic applications which are researched include autonomous cars, e.g. the
Google driverless car, or robots for elder care.

1.3. DEFINING FACTORS
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Figure 1.1: Marker-based human pose estimation, in an indoor studio environment,
with static cameras and background.

1.3

Defining Factors

In this section we will discuss some of the factors which define the problem of human
3D pose estimation and its difficulty:
1. The required accuracy of the estimation. (facial expressions, hand gestures,
center of mass.)
2. The type of cameras/sensors used for measurements.
3. The number of cameras/sensors used.
4. Do we have measurements from a single time frame or a sequence of frames?
5. The appearance of the subject and the background.
6. The variation in pose and motion of the subject.
Human pose estimation is mostly a solved problem in constrained situations
[46, 30]. By constrained we mean that the subject wears tight-fitting clothes and
is in a static studio environment, filmed by many (> 10) calibrated cameras. In
this thesis we investigate how pose estimation can be performed in less constrained
situations. We are specifically interested in estimating the pose of footballers in
professional broadcasted matches.

6
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Required Accuracy
The difficulty of human pose estimation depends on the desired level of detail of
the estimation. The most coarse level of estimation corresponds to just estimating
a single position of the person, corresponding to the center of mass, and some
bounding volume in 3D or a bounding area in the images. This coarse level of
detail is used in the problem of pedestrian detection.
Many pose estimation tasks require a much finer level of detail though. The
finest level of human pose estimation would be to estimate the position and orientation of all bones of the skeleton. This is not yet possible. Most pose estimation
tasks assume a simplified skeleton model, with much fewer bones. Estimating hand
poses or facial expressions are examples of problems which require a fine level of
detail.
In this thesis we focus on estimating the pose of the major bones/limbs. We
assume most of the time a skeleton model having a single bone for each of the large
body parts: lower legs, upper legs, hip, torso, upper arms, lower arms. We thus
ignore the sub-pose of the feet, hands and head.
In some pose estimation applications the final task is to recognize poses or
actions, e.g. recognizing hand gestures or sign language. Then estimating the continuous positions of the bones is not the final goal but rather the discrete semantic
class that the pose or action corresponds to. We do not consider this problem in
this thesis. We are just interested in the pose, not its semantic meaning.

Standard Cameras
Our goal is to estimate the pose, from some image-based measurements. In this
thesis, just as in most of computer vision, we just consider ordinary images from
cameras which capture the visible spectrum of light. The image in a camera shows a
2D projection of the 3D pose. It thus only shows the 2D positions of the body parts
but not their depth. From a geometrical point of view the depth of a body part can
be computed if we have at least two cameras. 3D pose estimation from using just
a single camera is significantly more difficult than if at least two cameras are used.
We will briefly discuss the single camera case in the thesis, but the focus is on using
at least two cameras. The more cameras we use the more accurate estimation of
the pose can be expected, since each camera can capture the person from a new
angle, thereby providing more information. If pose estimation is performed in a
studio environment many cameras can be used, typically more than ten.
It is however a bit inconvenient to handle and calibrate many cameras. The
cameras need to be re-calibrated every time they move. It is therefore most common
to have static cameras, if possible, which it typically is in a studio environment. In
this thesis we focus on outdoor environments and moving cameras. We will mostly
use three cameras as shown in figure 1.2 and 1.3.
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Camera 2

Camera 1

Camera 3

Figure 1.2: We are interested in 3D pose estimation of footballers. We typically
consider images from three cameras which move to follow a player.

Other Cameras and Sensors
There are also many other type of cameras/sensors which can be used for pose
estimation. We will just mention them briefly in this subsection, but ignore them
for the rest of the thesis.
Depth cameras have become increasingly popular since the release of Microsoft’s
Kinect sensor in 2010. This was the fist depth camera which directly targeted the
ordinary consumer. It is a structured-light sensor. Such a sensor consists of a
camera and a lamp. The lamp illuminates the scene with a structured pattern.
The distorted pattern observed by the camera depends on the 3D geometry of the
scene, which can thereby be reconstructed. Kinect works well for small indoor
environments [67], but not for larger distances or outdoor environments.
Another kind of sensor which can be used for measuring depth images is the
time-of-flight camera. This is used in the updated version of Microsoft’s Kinect
sensor which was released in the end of 2013. A time-of-flight camera also illuminates the scene, similar to a structured-light-camera. However, it reconstructs the
depth by measuring the time it takes for the emitted light to leave the lamp, get
reflected by the scene and travel back to the camera.
Thermographic cameras, which capture the infrared light instead of the visible
light, can also be used for pose estimation.
So far we have discussed different kind of cameras which give an image, with

8
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Figure 1.3: We are interested in 3D pose estimation of footballers. We typically
consider images from three cameras which move to follow a player.

color/frequency information and possible also depth. Accelerometers are another
type of sensor which can be used for pose estimation [56, 57]. An accelerometer is
a small device which measures its own acceleration. By integrating twice we can
compute the velocity and position. The pose of a person can thus be estimated
by putting accelerometers on the person. A disadvantage of this approach is that
accelerometers often have high measurement noise. Another disadvantage is that
the person has to wear the actual sensor. This is not always possible and, even if
it is, it can limit the motion of the person.

Temporal Aspects
Whether we have measurements from a sequence of time frames or from just a
single independent frame has a big impact on the problem of pose estimation. The
motion of humans are continuous over time. The poses at nearby time frames are
therefore dependent. If the measurements form a sequence there is therefore more
information to take into account when estimating the pose of each frame. This can
be used to reduce the effect of measurement noise. The estimated pose over time
can be forced to be more or less continuous.
Tracking is the problem of estimating the position of an object over time, given
the start position. This has been a major research area for human pose estimation.
However, in this thesis we do not consider tracking. We do not assume that the
pose is given at an initial time frame. We want to estimate the pose in all time
frames.
Even though we only work with sequential video data, we will not always take
the temporal aspect into account. For the first half of the thesis, whose focus
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is on geometrical models, we will impose temporal constraints. However, in the
second half of this thesis, focusing on probabilistic part-based models, we will not
impose temporal constraints. We will then treat each time frame independently.
The methods developed there can thus be used for pose estimation at independent
time frames. However, one could add a temporal layer on top to further improve
the estimations.

Appearance of Subject and Background
Marker-based approaches are perhaps the most common traditional approach for
pose estimation. In such approaches visual markers are attached to the person, as
seen in figure 1.1. The point of having these markers is that they should be easy
to automatically detect in the image. To that end, the person is often wearing
a tight fitting black suit with bright shiny markers, which reflects infra-red light.
This approach allows accurate pose estimation. However, it is not always possible
or desirable to attach these kind of markers to the subject of interest. In this
thesis we consider marker-less pose estimation. We are interesting in non-obtrusive
methods which do not require any particular clothing of the person.
The appearance of the environment is also important. It is easier to estimate
the pose of a person in a controlled studio environment than in an uncontrolled
outdoor scene. In a studio it is possible to have a background which is uniformly
colored, or at least static, which makes it easy to detect the person in the image. In
this thesis we explore how 3D pose estimation can be performed in less controlled
outdoor environments.
We are specifically interested in estimating the 3D pose of footballers during
broadcasted professional games. We would like to handle images depicting fastpaced action, taken by cameras that might move, resulting in motion-blur of the
persons and the background, as seen in figure 1.3. The background might also be
cluttered and more challenging than an indoor studio environment.

Variation in Pose and Motion
The variation in the expected pose and motion of the subject determines how difficult it is to estimate the pose. The typical machine learning or statistical approach
to solving a problem is to first gather training data. In our case a statistical model
over the likely poses can then be computed from the training data. This model
describes a probability distribution over all possible poses. It represents our prior
knowledge of what poses we expect to see. We call it the pose prior distribution.
The entropy of the prior distribution gives a measure of the uncertainty it describes. The more uncertain we are the more difficult will it be to estimate the
pose. Thus, if we just expect to see a limited class of poses, e.g. those representing
walking motion, the pose estimation will be relatively easy. However, if we expect
to see all kinds of strange poses the estimation will be more difficult. In this thesis
we are interested in the latter case. We want a very liberal pose prior. It should
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not constrain the poses that we can reconstruct. We want to be able to reconstruct
all possible human poses. Thus, the only constraints we want to enforce are those
due to the human skeleton.
We can also have a prior distribution for the motion, expressing what motion of
the body parts we expect to see. The simplest motion priors say that continuous
and smooth motions are more likely. The motion prior can also be used to favor
certain actions. From training data of walking motions we can learn a prior favoring
such motions. In this thesis we mostly do not consider priors for human motion.

1.4. PROBABILISTIC ESTIMATION
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Probabilistic Estimation

We want to estimate the pose of a person from some measurements, typically images. We will now formulate the general estimation problem in a probabilistic
setting. This is a common approach in the field of human pose estimation. Most
models and methods fit into this formalism.
Model Let X be a random variable describing what we want to estimate, i.e.
the pose of a person. For 3D human pose estimation X typically represents a
contionuous variable which has more than 20 dimensions. Let I be a random
variable representing something we can measure directly, typically one or many
images. To be able to solve this problem we assume some model. This model
describes the joint distribution of the random variables:
λ
PX,I
(x, i)

(1.1)

where λ denote some model parameters. We will often omit to explicitly write out
the dependence on the model parameters λ, when they are assumed to be known
constants.
Training The model parameters λ can be hand-tuned or learned from trainingdata. We will discuss this training problem more in detail later on.
Inference Given the probabilistic model (1.1) and a measurement i we want to
estimate a pose x, or many likely poses. We are then interested in the following
probability distribution:
PI|X (i | x)PX (x)
PX,I (x, i)
=
PX|I (x | i) = P
P
(x,
i)
PI (i)
x X,I

(1.2)

This is the probability of a pose hypothesis x given a fixed image measurement i.
We can formulate the pose estimation problem it two slightly different ways. If we
are interested in finding many likely poses we can formulate pose estimation as the
problem of computing samples from the distribution (1.2). Alternatively, we can
formulate it as the problem of finding the single most likely pose:
x∗ = arg max PX|I (x | i)

(1.3)

x

For most models (1.1) this results in a challenging high-dimensional and non-linear
optimization problem. In this thesis we are more interested in finding the single
most likely pose (1.3), rather then many samples from the distribution (1.2). We
will investigate different models and different optimization approaches for finding
the corresponding most likely pose.
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1.5

Models

This section gives a high-level overview of the models that are commonly used
for human pose estimation. The models are discussed from the perspective of the
probabilistic problem formulation of section 1.4. Most models and methods for
human pose estimation fit into this formalism, at least on a higher level. For more
details we refer to the surveys [44, 45, 58, 46].

Geometric Models
Geometric models assume that the projected positions of the joints are known, in
one or many camera views. Let the camera transformation be described by:
Tc : R3 → R2

(1.4)

Let xn represent the 3D position of joint n and let its position in the image of
camera c be:
xn,c = Tc (xn )

(1.5)

The geometric models assumes that measurements of xn,c are given. The measurement noise is typically assumed to be normal distributed and isotropic. The camera
projection Tc might be known or unknown. We refer to this as having a calibrated
or uncalibrated camera. The 3D joint positions xn are then estimated from the
2D measurements xn,c . The first part of this thesis will focus on such geometric
models.
The first group of geometric models that we are interested in reconstructs the
pose in 3D from measurements from a single image [41, 75, 21, 51, 80]. These methods model the human skeleton as a kinematic chain (tree) with known link/limb
lengths. The known limb lengths are used to resolve the depth ambiguity. By
comparing the length of a limb in the 2D image to its known length in 3D we get
information on the angle of the limb relative the image plane. However, it is unclear
if this group of models are accurate enough, even with manually measured image
joint positions. This will be explored in this thesis.
The second group of geometrical models that we are interested in uses measurements from multiple cameras. Affine matrix factorization is used to simultaneously
calibrate the cameras and reconstruct the points in 3D [77, 33, 59, 42, 79, 50, 49, 78,
81, 82]. This assumes the scaled orthographic camera model. This is a good model
of most cameras if they view a distant object. It is typically valid for footage from
outdoor sports like: track and field, football and downhill skiing. In this thesis we
will explore how to accurately model and calibrate moving orthographic cameras.
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Automatic Image-based Pose Estimation
Unlike the geometric models, these models do not assume known 2D joint positions.
The measurements just corresponds to the pure image data. These models can
be further characterized by how they model the different factors of the central
probability distribution:
PI|X (i | x)PX (x)
PX,I (x, i)
PX|I (x | i) = P
=
P
(x,
i)
PI (i)
x X,I

(1.6)

Fully Generative Bayesian Models
A fully generative model explicitly models the distribution PX,I (x, i). It can thus
generate all possible pairs of poses and images. These models are typically decomposed such that they first generate a pose from the distribution PX (x) and then an
image from PI|X (i | x).
Fully generative models have been used for a long time. In 1983 Hogg presented
the first generative model for human 2D pose estimation [37]. Generative models are
commonly used and work well in indoor studio environments [38, 73, 20, 30]. Then
the background is static which makes it easy to segment the image into foreground
and background, where the foreground corresponds to the silhouette of the person.
A generative model can generate silhouettes by using a computer graphics model
and render a person to an image. Most of the times only the silhouette is rendered,
i.e. a binary image without any color information. However, some generative
models also model the color of the clothes and thus render color images.
Fully generative models work very well in studio environments, but outdoor
environments are more challenging. Then the background is often cluttered, nonstatic and the cameras might be moving, as discussed in section 1.3. This makes it
difficult to segment the image into the person and the background, which is used as
input to most generative models. There are generative models which can deal with
outdoor environments to some extent [36, 34]. Nevertheless, the kind of football
footage that we are interested in, as discussed in 1.2 & 1.3, is still challenging.
Although, generative models are the most common approach to human 3D pose
estimation, it is not the focus of this thesis. We are interested in another line
of research which is less well explored and show great potential to work well in
challenging outdoor environments.
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Fully Discriminative Bayesian Models
Fully discriminative models just model the distribution PX|I (x | i) directly [65,
62, 1, 72, 8, 9]. They cannot generate images, but given an image i they can
generate poses x that are likely to explain the image. Fully discriminative models
rely completely on machine learning to learn this distribution. They thus need
much more training data and cannot easily generalize beyond the training data.
These models are not considered in this thesis, since we do not want to rely on
a strong pose prior, as discussed in section 1.3. We would like to to reconstruct
unusual and potentially unseen 3D poses.

Part-based Models
Part-based models can be both generative and discriminate. They always assume a
generative model for the pose PX (x), but the model for the measurements I can be
either generative or discriminative. The pose is described by the position of all N
parts X = (X1 , . . . , XN ). Part based models assume that we have some quantity
which can be measured corresponding to each part I = (I1 , . . . , IN ). These are
assumed to just depend on the position of the corresponding part:
Y
(1.7)
PI|X (i | x) =
PIn |Xn (in | xn )
N

Thus, each part has its own measurement/appearance model. This is the key
assumption of a part-based model. It makes the inference of the most likely pose
easier. The optimization problem (equation 1.3) can then be decomposed into
smaller problems for each part. The measurement model can generally be written:
PIn |Xn (in | xn ) =

PXn |In (xn | in )PIn (in )
PXn (xn )

(1.8)

Part-based models that are generative for the measurements have an explicit model
for this whole distribution:
PIn |Xn (in | xn )

(1.9)

Part-based models that are discriminative for the measurements just model a part
of this distribution, i.e:
PXn |In (xn | in )

(1.10)

but not PIn (in ). Such part-based models are thus a compromise between a fully
generative model and a fully discriminative model. This factorization of the problem
utilizes that it is easier to generate poses than to generate images.
Part-based model are promising since they might provide a general frame-work
for both detection and pose estimation in both 2D and 3D (table 1.1). Partbased models have been very successful for 2D human pose estimation. In 1973
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Detection of Objects

Pose Estimation of Humans

2D

[26, 22]

[23, 24, 25, 83, 3, 18]

3D

[53, 52]

[6, 71]

Table 1.1: Examples of previous work on part-based models. Part-based models can
be used for both detection and pose estimation in both 2D and 3D. However, the
3D case has not been explored as well as the 2D case. In this thesis we investigate
human 3D pose estimation using discrete part-based models.

the pictorial structures model was introduced by Firschein and Fischler [28]. They
show how the part-based assumption of equation 1.7 makes it easier to find the most
likely pose, i.e. solve the optimization problem of equation 1.3. They discretize
the search space and use dynamic programming [27] to find the globally optimal
solution. Since the introduction of pictorial structures it is often used as a synonym
for part-based models.
Pictorial structures became really popular when Felzenszwalb and Huttenlocher
realized how to make the inference even more efficient [23, 24, 25], using the general
distance transform. Currently pictorial structures represent the state-of-the-art
for 2D human pose estimation [83, 3, 18]. They are very good at dealing with
complicated backgrounds. Pictorial structures also work well for general object
detection in 2D. An example of this is the deformable part model [26, 22].
However, pictorial structures have not been used as much for 3D pose estimation of humans, or articulated objects in general. Bergtholdt et al. [6] do multiple
view 3D pose estimation, by first inferring the 2D pose in each view. They couple
the inference over the different views by enforcing soft epipolar constraints. In this
way 3D information is taken into account although the search is done in 2D. A disadvantage with this approach is that the coupling of views cannot be implemented
in a tree graph. By using a general graph the inference of a global optimum is not
tractable.
Sigal et al. [71] on the other hand perform the search in 3D. They argue that
while efficient 2D pose estimation relies on a discretization, this is not practical in
3D. Therefore they use a stochastic algorithm to perform inference over a continuous
space. This has two disadvantages compared to the discretized pictorial structures,
commonly used in 2D. The stochastic algorithm is more complicated and it cannot give the same guarantee of global optimality as dynamic programming over a
discrete space.
In the second part of this thesis we investigate how discrete pictorial structures,
with a discriminative appearance/measurement model, can be used for human 3D
pose estimation. We thus focus on the lower right corner of table 1.1.
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Temporal Models
So far we have considered pose estimation at a single independent time frame. Pose
estimation can also be performed jointly for a sequence of time frames [37, 68, 63, 5,
54, 60]. Consider T time frames. Let the poses of all frames be X1:T = (Xt , . . . , XT )
and the image measurements of all frames I1:T = (It , . . . , IT ). Most temporal
models assume the following factorization of the joint probability distribution:
PX1:T ,I1:T (X1:T , I1:T ) =

T
Y

PIt |Xt (it | xt )PXt |Xt−1 (xt | xt−1 )

(1.11)

t=1

where the start position is usually assumed to be uniformly distributed:
PX1 |X0 (x1 | x0 ) ∝ 1

(1.12)

The motion model is described by PXt |Xt−1 (xt | xt−1 ). It typically constrains the
motion to be more or less continuous.
Factorizing the joint distribution in this way allows efficient inference of the most
likely states using algorithms like: Kalman filter, particle filter, hidden Markov
Models and Markov chain Monte-Carlo methods [76]. We will see later that partbased models achieve efficient inference by using a similar factorization over parts
instead of over time frames.
Any model that can be used for pose estimation at a single time frame can in
principle also be used for pose estimation of a sequence. The single time frame
model is then used to model PIt |Xt (it | xt ). A motion model is then added on top
to connect the measurements over time.
In the first part of this thesis we consider temporal models. In the second part
we do not. However, the single frame models of the second part could be used as a
component in a multi-frame approach.

1.6. STRUCTURE OF THESIS

1.6

17

Structure of Thesis

The content of this thesis is based on the following published articles:
1. Human 3D Motion Computation from a varying Number of Cameras.
Burenius, Sullivan, Carlsson, Halvorsen.
17th Scandinavian Conference on Image Analysis.
Ystad, Sweden, 2011.
2. Motion Capture from Dynamic Orthographic Cameras.
Burenius, Sullivan, Carlsson.
4DMOD - 1st IEEE Workshop on Dynamic Shape Capture and Analysis.
Barcelona, Spain. 2011.
3. 3D Pictorial Structures for Multiple View Articulated Pose Estimation.
Burenius, Sullivan, Carlsson.
Conference on Computer Vision and Pattern Recognition.
Portland, US, 2013.
4. Multi-view Body Part Recognition with Random Forests.
Kazemi, Burenius, Azizpour, Sullivan.
IEEE British Machine Vision Conference.
Bristol, England, 2013.
Vahid Kazemi and Magnus Burenius contributed equally to the fourth article.
Vahid Kazemi focused on the 2D aspects of the problem while Magnus Burenius
focused on the 3D aspects. Table 1.2 summarizes the content of these articles.
They naturally fall into two parts and therefore the thesis is structured into two
parts. Each part starts with chapters that review the theoretical background and
ends with chapters that specifically discuss the work carried out in this project.
The second part is considered to be of higher scientific importance than the first
part.

Part I
The first part discusses geometric models for 3D pose estimation and camera calibration. This part assumes that the 2D image position of the body parts are known,
i.e. either measured manually or computed automatically by some separate system.
We use this kind of method to manually reconstruct accurate 3D poses which can
be used as a ground truth in the evaluation of the automatic methods which are
discussed in the second part. The first part consists of the following chapters:
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Article:

1

2

3

4

Single (focus)

Multiple

Multiple (focus)

Multiple

Continuous

Continuous

Discrete

Discrete

Local

Global

Global

Global

Temporal constraints:

Yes

Yes

No

No

Machine learning:

No

No

Yes

Yes

Personal ranking:

4

3

1,2

1,2

Discussed in chapter:

5

6

9

10

Cameras:
Space:
Solution:

Table 1.2: The content of the published articles that this thesis is based on.

• The first three chapters summarizes the relevant background theory. This
material can be found in reference books like [33, 47, 29].
Chapter 2 discusses similarity transformations in 3D, i.e. scaling translation
and rotation. This is important for human pose estimation since each body
part translates and rotates in 3D. It is also important for describing camera
models.
Chapter 3 discusses geometrical models for humans. It explains the skeleton
model that we use to represent the pose of a person. It also explains the
volumetric model that we use to check for intersection between body parts
and to find out what areas of an image that are covered by the different body
parts.
Chapter 4 discusses geometrical camera models. These are used to model the
relation between the 3D world and 2D images.
• Chapter 5 discusses the work of article 1. We verify the accuracy achieved by
single camera geometrical methods like [41, 75, 21, 51, 80] to see if they can
be used in practice.
• Chapter 6 discusses the work of article 2. It discusses camera calibration and
3D reconstruction using multiple dynamic cameras. We present a model for
a dynamic orthographic camera. It handles the important special case when
both the camera and the object it views moves around, but in two separate
volumes that are far apart.
We show that if this assumption is valid the model leads to improvements for
the affine factorization algorithm [77, 33, 59, 42, 79]. It increases the accuracy
and simplifies the estimation of the 3D translation of the object’s center of
mass.
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We will later use this method to construct a unique dataset with multiple view
images and ground truth poses and camera calibration, from a professional
football game.

Part II
The second part discusses part-based models for 3D pose estimation. This part
relies on machine learning methods to automatically detect the position of the
body parts. It consists of the following chapters:
• The first two chapters reviews the relevant background theory. Chapter 7
discusses discrete Bayesian networks [7, 39, 43]. This is the probabilistic
framework that we will use to formulate our models. This chapter also discusses some algorithms that can be used to perform inference in such models. Chapter 8 discusses 2D human pose estimation using pictorial structures
[23, 24, 25, 83, 3, 18].
• Chapter 9 discusses the work of article 3. We generalize the pictorial structures frame-work from 2D to 3D. We explore and resolve some of the challenges that occur in 3D. Pictorial structures generally have a problem with
double-counting. We show how to reduce this problem by preventing parts
from intersecting each other in 3D.
• Chapter 10 discusses the work of article 4. It focuses on the appearance
/ measurement component of pictorial structures / part-based models. We
highlight the problem caused by mirror symmetric body parts for multi-view
pose estimation. This is another side of the general double-counting problem
that just occurs in multi-view situations. We present a simple and surprisingly
accurate solution based on a latent variable formulation.
• Chapter 11 is a discussion of the advantages and disadvantages of using jointbased or limb-based pictorial structures.
We end with the usual discussion of overall conclusions and future work in
chapter 12.
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Chapter 2

Similarity Transformations in 3D
Consider an object in 3D. We are interested in scaling, translating and rotating
the object. These transformations, which do not change the shape of the object,
are called similarity transformations. This chapter consists of two sections about
such transformations. Most of this material is pretty standard and can be found in
reference books like [33, 47, 29]. In this chapter we summarize the parts relevant
for this thesis.
Section 2.1 briefly discusses composition of similarity transformations. It turns
out that if we compose two similarity transformations the result will also be a similarity transformation. We will later use composition of transformations in chapter
3, where we discuss a geometrical model of the human skeleton. We will also use
this in chapter 4, where we discuss camera models.
Section 2.2 just focuses on 3D rotations, which is the most complicated class
of similarity transformations. Different ways to represent rotations, and their advantages and disadvantages are discussed. Dealing with 3D rotations is one of the
fundamental difficulties of 3D pose estimation. It is much more of a challenge in
3D than in 2D.
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CHAPTER 2. SIMILARITY TRANSFORMATIONS IN 3D

Composition and Inversion

We want to transform points in 3D by scaling, translation and rotation. This set of
transformations are usually called similarity transformations. Such transformations
do not change the shape of the points. We usually represent a single point by the
column vector r = (x, y, z)T . Consider a set of such points: {r1 , . . . , rN }, which
could e.g. represent surface points of an object. A scaling of the points by a factor
s can be represented by the scalar multiplication:
r0 = sr

(2.1)

r = s−1 r0

(2.2)

and the inverse transformation:

A translation of the points can be represented by vector addition:
r0 = r + t

(2.3)

r = r0 − t

(2.4)

and the inverse transformation:

A rotation of the points can be represented by matrix-vector multiplication:
r0 = Rr

(2.5)

where R is a 3 × 3 rotation matrix. The inverse transformation is then:
r = R−1 r0

(2.6)

Note that we have used different mathematical operations for each transformation.
Assume we want to compose several transformations, e.g. first rotate the points,
then translate them, then scale them and then rotate them again. We might then
want to represent this as a single transformation represented by a single mathematical object. We might also want to apply its inverse. We cannot do this easily
with our current formalism.
A more convenient formalism is to instead represent a 3D point by the vector
r = (x, y, z, 1)T . A transformation is then represented as multiplication by a 4 × 4
matrix A:
r0 = Ar
Scaling by a factor s is then given by the matrix:


s 0 0 0
0 s 0 0

As = 
0 0 s 0
0 0 0 1

(2.7)

(2.8)

2.1. COMPOSITION AND INVERSION
Translation by (tx , ty , tz ) is given by the

1
0

At = 
0
0
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matrix:

0 0 tx
1 0 ty 

0 1 tz 
0 0 1

(2.9)

Rotation represented by the 3 × 3 rotation matrix R is given by 4 × 4 matrix:


R 0
AR =
(2.10)
0 1
Composition of transformations is then easily achieved by multiplication of the
matrices. If a transformation is represented by the matrix A then the inverse
transformation is also given by the matrix inverse A−1 .
In section 3.1 we will use this formalism to describe the transformations of body
parts. We will also use this to describe the transformation of orthographic cameras
in section 4.1. In section 4.2 we will extend this formalism slightly to also deal with
the transformations of perspective cameras, using homogeneous coordinates.
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2.2

Rotations

How to handle rotations in 3D is one of the main difficulties when doing human
pose estimation in 3D. It is thus natural to start this thesis with a section about the
space of 3D rotations, which is usually denoted SO(3). This space is tricky since
it is not Euclidean and it does not have any definitive standard representation,
which always suits our needs. In this section we will discuss five different ways to
represent 3D rotations:
• Rotation matrix
• Rotation axis & angle
• Rotation vector
• Unit Quaternion
• Twist-Swing
The different representations have different advantages regarding:
• Number of parameters
• Usage in numerical optimization problems
• Interpolation
• Uniform sampling
• Representing human joint constraints
These representations are discussed in standard reference books like: [33, 47, 29, 46].
A more detailed discussion specific to 3D rotations can also be found in the papers:
[17, 32].
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Rotation Matrix
The by far most common representation of a 3D rotation is as a 3 × 3 orthonormal
matrix. Let r ∈ R3 be a column vector describing a point. Let R be a 3 × 3 matrix
describing a 3D rotation by the matrix-vector-multiplication:
r0 = Rr

(2.11)

We define a rotation to be a transformation that does not change the Euclidean
distance between two transformed points:
ka0 − b0 k = kRa − Rbk = (Ra − Rb)T (Ra − Rb) = (a − b)T RT R(a − b)

(2.12)

This leads to the requirement:
RT R = I

(2.13)

The inverse of a rotation matrix is thus its transpose. This gives 6 equations for
the 9 elements of R. A 3D rotation thus has 3 degrees of freedom. Equation 2.13
also leads to:
det(R)2 = det(R) det(R) = det(RT R) = det(I) = 1

(2.14)

det(R) = ±1

(2.15)

and

We add a final constraint to the definition of a rotation matrix:
det(R) = +1

(2.16)

We do this so that a rotation R does not change the handiness of three column
vectors, r1 , r2 , r3 ∈ R3 , which is given by the sign of the determinant:



det R r1 r2 r3 = det(R) det r1 r2 r3 = det r1 r2 r3
(2.17)
We will soon discuss how to measure distances between rotations in a meaningful
way. This is one of the things which is more easily explained in another representation. For now we will just say that the natural/geodesic distance between two
rotation matrices is:


trace(R2T R1 ) − 1
(2.18)
d(R1 , R2 ) = arccos
2
The advantage of using the rotation matrix representation is that a similar
matrix-framework can be used to represent many different transformations. In
section 2.1 we discussed how to handle both scalings, translations and rotations.
Later on in chapter 4 we will also discuss how to handle camera projections in the
same matrix-framework.
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Rotation Axis & Angle
A 3D rotation can also be represented by a unit vector n̂ in 3D defining a direction of
an axis and a scalar θ ∈ [0, π] defining the angle of a rotation around this axis. The
advantages of this representation is that it is very easy to interpret geometrically.
A rotation of a vector r can then be calculated using Rodrigues’ rotation formula:
r0 = r cos θ + (n̂ × r) sin θ + n̂(n̂ · r)(1 − cos θ) =


cos θ

= r n̂ × r n̂(n̂ · r)  sin θ 
1 − cos θ

(2.19)
(2.20)

where we assume column vectors. Given an angle θ and an axis n̂ we can compute
the corresponding rotation matrix:
R = I + [n̂]× sin(θ) + [n̂]2× (1 − cos θ)
where [a]× denotes the skew symmetric matrix:


0
−a3 a2
0
−a1 
[a]× =  a3
−a2 a1
0

(2.21)

(2.22)

which can be used to represent a cross product as a matrix-vector multiplication:
a × b = [a]× b

(2.23)

Given a rotation matrix R we can compute the corresponding axis n̂ and angle θ:


trace(R) − 1
(2.24)
θ = arccos
2


R3,2 − R2,3
1
R1,3 − R3,1 
n̂ =
(2.25)
2 sin(θ)
R2,1 − R1,2
Consider two rotations, R1 and R2 , represented by rotation matrices. Let R3 be
the rotation that rotates R2 to R1 :
R1 = R2 R3

⇐⇒

R3 = R2T R1

(2.26)

The natural/geodesic distance between R1 and R2 corresponds to the rotation angle
of R3 . By using (2.24) on R3 we get (2.18). The axis-angle representation thus
provides a clear geometrical interpretation of the geodesic distance between two
rotations. This representation is also closely related to quaternions which we will
discuss soon.
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Rotation Vector
The rotation vector, or Euler vector, is a compact representation of rotation that
requires only 3 parameters. It is very similar to the axis-angle representation but
uses only a single vector n ∈ R3 in 3D. We can convert from the axis-angle representation by:
n = θn̂

(2.27)

Thus, instead of having an explicit parameter for the angle we let it correspond to
the length of the vector, which is not of unit length any longer. We can convert a
rotation vector to the angle-axis representation by:
θ = knk
n
n̂ =
knk

(2.28)
(2.29)

The rotation vector representation is very compact in the sense that it only uses
three parameters. This is the theoretical minimum, since a 3D rotation has three
degrees of freedom. This can be an advantage when considering an optimization
problems where we are solving for an unknown rotation:
min f (n)

n∈R3

(2.30)

where f : R3 → R is a usually complicated function such that the optimization can
only be solved iteratively. If we would use another parametrization with more than
3 parameters we would either have to:
• Constrain the parameters such that they really describe a rotation.
• Manually normalize the parameters to the closest rotation.
In section 4.3 we will discuss how this kind of optimization problem can used to
perform 3D reconstruction.
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Quaternions
The Irish mathematician William Rowan Hamilton invented quaternions in 1843.
A quaternion q can be seen as a vector in R4 :
q = (a, b, c, d) = aea + beb + cec + ded

(2.31)

where a, b, c, d ∈ R are the components and the basis is: ea , eb , ec , ed . Multiplication
of quaternions is defined to be associative:
q1 (q2 q3 ) = (q1 q2 )q3

(2.32)

q1 (q2 + q3 ) = q1 q2 + q1 q3

(2.33)

and distributive:

and the basis is defined such that ea is the neutral element:
ea q = q

(2.34)

e2b = e2c = e2d = eb ec ed = −ea

(2.35)

and:

This basis can e.g. be represented by the 4 × 4 matrices:



0
1
1
0
0
0

 −1 0
 0
1
0
0

eb = 
ea = 
 0
 0
0
0
1
0 
0
0
0
0
0
1



0
0
0
0
1
0
 0
 0
0
0
1 
0



ec = 
ed = 
0
1
−1 0
0
0 
−1 0
0 −1 0
0


0
0
0
0 

0 −1 
1
0

0
1
−1 0 

0
0 
0
0

(2.36)

This is not the most standard way of representing quaternions. One usually does
not care about having a concrete basis. The advantage of doing this is that then
addition, multiplication and inversion of quaternions correspond to the same operators for matrices. It is thus a convenient and conceptually clear way of extending
those operations to quaternions, if they have already been defined for matrices. A
disadvantage is that the computations will not be as fast as in an implementation
just optimized for quaternions. Note that quaternion multiplication is generally
not commutative.
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q1
-q2

q2
Figure 2.1: In the quaternion representation a rotation corresponds to two points
on the 3D hypersphere S3 embedded in R4 . q2 and −q2 represent the same rotation.
If we consider quaternions on the same half-sphere the shortest distance between
them is proportional to the geodesic distance of rotations.

We will now use quaternions to represent geometrical quantities. A 3D point
(x, y, z) is represented by the quaternion:
r = (0, x, y, z)

(2.37)

We represent a rotation by a unit quaternion q = (a, b, c, d) fulfilling:
a2 + b2 + c2 + d2 = 1

(2.38)

We can then rotate a point r by q by the quaternion multiplication:
r0 = qrq −1

(2.39)

which corresponds to matrix multiplication using our concrete basis. The inverse of
a unit quaternion corresponds to the transpose, when using the matrix basis. We
can also compose rotations by multiplying them. Note that the product in (2.39)
is invariant to the sign of q. Therefore q and −q correspond to the same rotation.
The quaternion representation for rotations are closely related to the axis-angle
representation. Given the rotation axis n̂ = (n̂x , n̂y , n̂z ) and rotation angle θ the
corresponding quaternion is given by:
 
 
θ
θ
q = cos
ea + sin
(n̂x eb + n̂y ec + n̂z ed )
(2.40)
2
2
We can convert from the unit quaternion representation q = (a, b, c, d) to the axisangle representation by:
θ̃ = 2 arccos a
(
ñ =

(0, 0, 0)
(b,c,d)
√
b2 +c2 +d2

if b = c = d = 0
otherwise

(2.41)
(2.42)
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However, note that θ̃ ∈ [0, 2π]. We get the corresponding rotation vector by:
n = θ̃ñ

(2.43)

which we can normalize to get an angle-axis representation:
θ = knk
n
n̂ =
knk

(2.44)
(2.45)

where θ ∈ [0, π]. Using the quaternion representation the geodesic distance between
two rotations is:
d(q1 , q2 ) = {let q̃ = q2T q1 } = 2 arccos |q̃a |

(2.46)

where q̃a is the first component of the quaternion q̃, representing the composition.
This can also be written:
d(q1 , q2 ) = 2 arccos |q1 · q2 |

(2.47)

where q1 · q2 is the ordinary scalar product between vectors in R4 , and not the
quaternion product. Since q2 and −q2 represents the same rotation we can consider
the quaternion that lies on the half-sphere centered at q1 . Then |q1 · q2 | is positive
and the geodesic distance is proportional to the shortest distance between the two
quaternions on the same half-sphere. The proportionality constant is 2.
To summarize: the space of 3D rotations can be seen as a hypersphere in 4D,
where points at opposite ends of a line through the center of the sphere represents the same rotation (see fig. 2.1). When considering unit quaternions on the
same half-sphere the shortest distance between them is proportional to the geodesic
distance of rotations. This is the image that I personally prefer when mentally visualizing the space of 3D rotations.
The quaternion representation is useful for uniform sampling of rotations. This
is due to the geodesic distance of rotations being proportional to the distance between points on the unit quaternion hypersphere. As a result we can sample a 3D
rotation uniformly by sampling a point on the hypersphere S3 uniformly. A convenient way to do this is to sample a vector in R4 from an isotropic and zero mean
normal distribution and normalize this vector to have unit length, as illustrated in
figure 2.2. Let a, b, c, d ∈ R be samples from a normal distribution with zero mean
and a variance of 1. The unit quaternion:
q=

a2

(a, b, c, d)
+ b2 + c2 + d2

(2.48)

is then a uniform sample of a 3D rotation. This is illustrated in figure 2.2. Another
advantage of the quaternions is that they easily allow linear interpolation of rotations [17]. Composition of rotations and rotations of points can also be computed
very quickly using quaternion multiplication.
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Figure 2.2: In the top figure we have samples from an isotropic normal distribution
in Rn . In the bottom figure these samples have been normalized to lie on the sphere
Sn−1 . The samples are uniformly distributed on the surface of the sphere.
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y

z
x

RIGHT

LEFT

Figure 2.3: The coordinate system used to describe positions and rotations of joints.

Twist-Swing Rotation
The twist-swing parametrization [4, 31] is suitable for specifying hard constraints
on human joints. It uses three parameters: (a, b, c). It decomposes a rotation
into a twist component a which is applied first and then a swing component (b, c).
To visualize such a rotation it is instructive to consider a human limb in a neutral
orientation, like a relaxed arm just hanging down (see figure 2.3). We then consider
a twist-swing rotation of the shoulder joint. The twist rotation is a rotation around
the axis (y) of the limb (see the left of figure 2.4). For the human shoulder and hip
joints the twist a is typically within ±π/2.
The swing component is a rotation around an axis that is perpendicular to the
limb axis (see the right of figure 2.4). We can parametrize this swing rotation
√ by a
rotation vector (b, 0, c) describing the rotation axis and rotation angle φ = b2 + c2 .
For the human shoulder and hip joints the swing angle is typically smaller than π.
We will now describe how to compute the rotation matrix R that a twist-swing
rotation (a, b, c) corresponds to. Let Rx (α), Ry (α), Rz (α) denote rotations with an
angle of α around their respective axis. We represent these as matrices that are
applied to column vectors by left hand side multiplication. The rotations can then
be written as:
Rtwist
Rswing
R

= Ry (a)

(2.49)

= R(b,0,c) (φ)

(2.50)

= Rswing Rtwist

(2.51)
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y=y'

y
y'
φ

z

a
z'=(p,0,q)

x'

z

x

θ
(b,0,c)

x

Figure 2.4: The effect of the twist rotation can be seen to the left. The effect of
the swing rotation can be seen to the right.

The swing rotation can be further decomposed and described by the two angels θ
and φ, as seen the right of figure 2.4:
p
φ =
b2 + c2
(2.52)
θ

=

atan2(b, c)

(2.53)

Rswing

=

Ry (θ)Rz (φ)Ry (−θ)

(2.54)

where atan2 is the four quadrant inverse tangent. We define atan2(0, 0) = 0.
The total twist-swing rotation is then given by the matrix:
R = Ry (θ)Rz (φ)Ry (−θ)Ry (a)

(2.55)

We will now describe how to go from a rotation matrix R to the corresponding
twist-swing parametrization (a, b, c). We start by looking at the middle column of
R:


. yx0 .
(2.56)
R =  . yy0 . 
. yz0 .
One of the swing angles is then given by:
φ = arccos(yy0 )
The rotation vector (b, 0, c) representing the
to both the y and y 0 axis:
 
   0 
yx
b
0
0
0 = λy × y 0 = λ × yy0  =  0
c
0
−λ
yz0

(2.57)

swing rotation should be orthogonal
 0 
 0 
yx
0 λ
yz
0 0  yy0  = λ  0 
0 0
−yx0
yz0

0≤λ
(2.58)
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By using this equation and the definition of φ we get:
q
p
2
2
φ = b + c = λ yz0 2 + yx0 2

(2.59)

If φ = 0 we get that also b = 0 and c = 0. If φ 6= 0 we first solve for λ and then get
the swing parameters b and c:
λ= q

φ
yz0 2 + yx0 2

b= q

φyz0
yz0 2 + yx0 2

c= q

−φyx0

(2.60)

yz0 2 + yx0 2

To compute the twist parameter a we first compute the remaining swing angle θ:
θ = atan2(b, c)
Using equation 2.55 we then solve for the rotation matrix
twist:

.
Ry (a) = Ry (θ)Rz (−φ)Ry (−θ)R =  .
.

(2.61)
Ry (a) representing the
.
.
.


p
0 
q

(2.62)

where we have used that Ry (α)−1 = Ry (−α) and similarly for a rotation around
the z-axis. Finally the twist parameter is given by:
a = atan2(p, q)

(2.63)

Chapter 3

Geometrical Models of Humans
In this chapter we discuss how we model humans geometrically. It consists of two
sections. In the first section we discuss how to model the human skeleton, i.e. the
bones describing the length of the body parts and the joints describing the possible
relative rotations. The second section describes how we model the volume of a
human, i.e. the flesh surrounding the skeleton. This volumetric model can be used
to detect intersection between body parts and to model the area in an image that
the projection of a human occupies.

3.1

Skeleton Model

We model the 3D pose of a person by modeling the configuration of the skeleton.
Let N be the number of bones/parts of the skeleton. We will typically assume
a simplified model where the parts correspond to: lower legs, upper legs, pelvis,
torso, upper arms, lower arms. We assume that the parts are connected and that
these connections can be described by a tree graph, as seen in figure 3.1. The
connections are referred to as joints and are represented by the edges of this graph.
Figure 3.2 shows both the parts and the joints. This figure also shows end joints
corresponding to the ankles and wrists, which you can ignore for the time being.
The state Xn of part n is described by its global translation Tn ∈ R3 and rotation
Rn ∈ SO(3). The translation of a part is the position of the joint connecting it
to its parent. Let ∆Tn ∈ R3 describe the local translation of part n relative to its
parent. If we consider an individual these are assumed to be constant over time,
and given by the dimensions of the skeleton. Let ∆Rn ∈ SO(3) describe the local
rotation of part n relative to its parent. The global rotation and translation of a
part are then given recursively as:
Rn = Rpa(n) ∆Rn

(3.1)

Tn = Tpa(n) + Rpa(n) ∆Tn

(3.2)
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XLUA

XT

XRUA

XLLA

XP

XRLA

XLUL

XRUL

XLLL

XRLL

1

Figure 3.1: A tree graph representing the hierarchical transformations of the body
parts: Pelvis, Torso, Left Upper Leg, Right Upper Leg, Left Upper Arm, Right
Upper Arm, Left Lower Leg, Right Lower Leg, Left Lower Arm, Right Lower Arm.

where pa(n) is the parent of n. For the root node, usually the pelvis, the global
and local transformations are the same:
Rroot = ∆Rroot

(3.3)

Troot = ∆Troot

(3.4)

Using matrices the state of a part Xn given its local transformation ∆Xn and the
state of its parent Xpa(n) can then be written:



 
Rn Tn
Rpa(n) Tpa(n)
∆Rn ∆Tn
=
(3.5)
0
1
0
1
0
1
{z
} |
{z
}|
{z
}
|
Xn

Xpa(n)

∆Xn

A vector rn ∈ R3 in the local coordinate system of part n is then transformed to
the global coordinate system as:
r = Xn rn

(3.6)
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Figure 3.2: Body parts and joints in 3D (red) and 2D (blue). Each part is visualized
as a capsule. In 2D it is possible to compute the rotation of all parts from the
translation of all joints. This is not the case in 3D.

Let the translation of all parts be denoted T = (T1 , . . . , TN ) and similarly for
the the rotation of all parts R = (R1 , . . . , RN ). Let X = (T, R) be the state of
all parts. This is what we typically refer to as the pose of the person. It thus
incorporates both the translation and rotation of all parts.
Sometimes we are only interested in the translation of all parts T , but not the
rotation R. In that case we refer to the pose as just T . If we know the translation
of all parts T , including the end joints, we cannot in general infer all rotations R,
since many different values of R can result in the same T . This is a fundamental
difference between 2D and 3D (figure 3.2). In 2D the translation of all parts uniquely
determine their rotations. Thus in 2D the pose typically just refers to T . In this
thesis we will discuss how to estimate both T and R for the 3D case. It is often
more difficult to also estimate R, since we then have a larger state space.
If we consider the same person it is reasonable to assume that the local translations ∆Tn are constant over time, since they describe the skeleton dimensions.
In this case we might refer to the pose of the person as (T1 , ∆R1 , ∆R2 . . . ∆RN ),
i.e. the translation of a single root part and the local rotation of all parts. This
uniquely determines the full pose together with the constant and assumed known
∆Tn .
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Figure 3.3: A capsule is a line segment swept by a sphere, or a cylinder with halfspheres at the ends. Capsules can be used to efficiently model the volumes of body
parts.

3.2

Volumetric Model

Sometimes we also need a volumetric model of the person, in addition to the skeleton. This is useful for reasoning about:
• The intersection of parts.
• The image area a part covers.
Traditionally, cylinders or ellipsoids are used to represent the volume of each body
part. However, we argue that capsules [47] are more suitable for this task (see
figure figure 3.3 and 3.2), since they lead to simpler computations. A capsule is
the volume you get if a line segment is swept by a sphere. It can be described by
the start and end point of the line segment and the radius of the sphere. A capsule
can also be seen as a cylinder having half-spheres at the ends. Capsules are easy to
project from 3D to 2D, just project the cylinder and the spheres at the end points.
Capsules also allow simple and fast intersection tests.

Capsule Intersection
Consider two capsules described by two line segments with start points s1 ∈ R3
and s2 ∈ R3 and end points e1 ∈ R3 and e2 ∈ R3 . Let r1 and r2 be the radii of the
capsules. The capsules intersect if the shortest distance between the line segments
is smaller than r1 + r2 . We can use algorithm 1 to check this. The solution to
the sub-problems of this algorithm, i.e. computing the shortest distance between
points and lines, are discussed in appendix A.

Approximate Capsule Intersection
Capsules also allow an even simpler approximate intersection test. Since a capsule
is a line segment swept by a sphere it can be approximated by a finite number

3.2. VOLUMETRIC MODEL
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Algorithm 1 Compute exact capsule intersection.
1. Compute the shortest distance between the two infinite lines. If this is greater
than r1 + r2 there is no intersection.
2. If this is less than r1 + r2 and if the points that are closest to each other both
lie within the line segments, then there is an intersection.
3. Consider the set of point pairs: {(s1 , s2 ), (s1 , e2 ), (s2 , e1 ), (e1 , e2 )}. If the
distance between the two points in any of these elements is less than r1 + r2 ,
then there is an intersection.
4. Consider the shortest distance from one of the end points of a line segment
to the other line segment. If this is less then r1 + r2 and if the closest point
lie within the line segment, then there is an intersection.

of spheres, spread out along the line segment. We can then check the intersection between two capsules by checking for intersection between the spheres that
approximate each of them.
Assume we want to approximate each capsule by S + 1 spheres. Let r1 and r2
be the radii of the capsules. Let the line segments of each capsule have start point
s1 ∈ R3 and s2 ∈ R3 and end points e1 ∈ R3 and e2 ∈ R3 . Let the directions of the
line segments be described by d1 and d2 :
e1 − s1
S
e2 − s2
d2 =
S
d1 =

(3.7)
(3.8)

Let the two infinite lines going through these line segments be parametrized as:
p1 (t1 ) = s1 + d1 t1

(3.9)

p2 (t2 ) = s2 + d2 t2

(3.10)

The point pn (tn ) is on the line segment if tn ∈ [0, S]. We can then check for
approximate intersection between the two capsules using algorithm 2. This simple
algorithm for approximate capsule intersection has a time complexity of O(S 2 ).
Depending on how many spheres we use to approximate the capsules, this may or
may not be faster than the exact intersection test, which corresponds to S → ∞.
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Algorithm 2 Compute approximate capsule intersection.
for t1 := 0 to S
for t2 := 0 to S
p1 = s1 + t1 d1
p2 = s2 + t2 d2
if kp1 − p2 k < r1 + r2
Report intersection
end
end
end

Chapter 4

Geometrical Models of Cameras
This chapter describes the mathematics used to model cameras. This material can
be found in reference books like [33]. Here we summarize the material relevant for
this thesis. We consider a camera to be something which projects a point in 3D to
a 2D point in the image plane. We thus model the camera by a function. We will
consider a setup where we have many cameras and points related by the equations:
pc,n = fc (Pn )

(4.1)

where camera c is described by the function fc : R3 → R2 and the 3D coordinates
of point n by Pn ∈ R3 and its projection by camera c by pc,n ∈ R2 . Given some of
these quantities we want to find the rest by solving this system of equations. We
consider four different problems:
• Given a known camera f and 3D point P find its projection p.
• Given known 3D points Pn and corresponding projections pn find an unknown
camera f .
• Given known cameras fc and 2D points pc find the corresponding 3D point
P.
• Given known 2D points pc,n find both the cameras fc and 3D points Pn .
To be able to solve these systems of equations we need to somehow limit the form
of the function describing the camera projection. The two most popular ways of
doing this are the scaled orthographic camera model (section 4.1) and the perspective camera model (section 4.2). The chapter ends with a short discussion of
general parameter estimation using bundle-adjustment (section 4.3). This is an
iterative optimization procedure which given an initial estimation converges to a
local optimum.
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Scaled Orthographic Camera Model

In this section we will discuss the scaled orthographic camera model. We will first
discuss how such a camera projects points from 3D to 2D. This projection is conveniently described by a 2 × 4-matrix. If we know this matrix then everything about
the camera is known. We will then discuss how to reconstruct the 3D coordinates
of several points, from image measurements of those points in several known cameras. We will finally discuss how to reconstruct both unknown camera matrices and
the 3D coordinates of several points, from image measurements of those points in
several unknown cameras. This reconstruciton is performed in to steps. The first
step is called affine reconstruction and the second step is called self-calibration.

Orthographic Projection
A camera depicts the 3D world as a 2D image. A point in 3D is projected to a
point in 2D. Let (X, Y, Z) be a point in 3D and (x, y) the corresponding projected
point in 2D. There are many different ways to model the projection of cameras.
The simplest model is:
X=x

(4.2)

Y =y

(4.3)

which describes a camera looking along the z-axis. The points viewed by the camera
are assumed to be very far away, and as a result the rays reaching the camera can
be modeled as parallel. This camera model is thus called parallel projection and
its projection can be represented by the matrix vector multiplication:

  
x
1
=
y
0
|

0
1

0
0
{z
K

 
X

0 
Y 
0 Z 
} 1


(4.4)

Consider a parallel projecting camera that can translate and rotate in 3D. We also
assume that the camera can zoom and thus change the scale of the projection. Let
the scaling, translation and rotation be represented by the 4 × 4 matrices S, T, R:



s 0 0 0
0 s 0 0

S=
0 0 s 0
0 0 0 1


1 0 0
0 1 0
T =
0 0 1
0 0 0


tx
ty 

tz 
1



R=

0

r1T
r2T
r3T
0

0


0
0

0
1

(4.5)
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The composed camera transformation can then be represented by the 2 × 4 matrix:
M = KST R =

(4.6)

1 0 0
 s 0 0 0
 0 1 0
0 
0
s
0
0


0 0 0 s 0 0 0 1
0 0 0 1
0 0 0



=

1
0


=s

0
1
r1T
r2T

0
0
tx
ty



tx

ty 


tz 
1
0

r1T
r2T
r3T
0


0
0
=
0
0 1

(4.7)


(4.8)

This is called the scaled orthographic camera model. A 3D point represented by
P = (X, Y, Z, 1)T is thus projected to p = (x, y)T by the linear transformation
represented by the 2 × 4 matrix M :
p = MP

(4.9)

Note that the translation of the orthographic camera only has two degrees of freedom. The translation along the viewing axis does not matter. Both the translation
and the scaling can thus be modeled in the 2D image plane instead of in 3D.

Centered Coordinate System
The projection of the scaled orthographic camera can be written as:
 
 
 
X
 
 T X
 T
 
 X




tx
r1  
r1 tx  Y 
x
Y
Y
+
s
=
s
=
s
=M
Z 
ty
y
r2T
r2T ty  Z 
Z
1
1

(4.10)

This projection gets simpler if we introduce a new coordinate system centered at
the camera position. In this new coordinate system the camera will not have any
translation. The projection is then just described by a 2 × 3 matrix:
 
 
 T X
x
r1  
Y
=s T
(4.11)
y
r2
Z
If we let P = (X, Y, Z)T its projection p = (x, y)T is thus given by:
p = MP
where M is now a 2 × 3 matrix, with orthogonal rows of the same norm:
 T
r
M = s 1T
r2

(4.12)

(4.13)

This matrix thus only describes the scaling, rotation and projection of the camera,
but not the translation.

46

CHAPTER 4. GEOMETRICAL MODELS OF CAMERAS

Many Points and Cameras
If we have many points Pn ∈ R3 and/or cameras Mc ∈ R2×3 we can describe all
projections of the points pc,n ∈ R2 in a compact way by using the following three
big matrices:




p1,1 . . . p1,N
M1

..  M =  ..  P = (P . . . P )
..
p =  ...
(4.14)
 . 
1
N
.
. 
| {z }
pC,1 . . . pC,N
MC
3×N
|
{z
}
| {z }
2C×N

2C×3

where N is the number of points and C is the number of cameras. Then the
projection of all points can be written compactly as the big matrix product:
p = MP

(4.15)

3D Reconstruction of Points or Cameras
We first consider the problem of reconstructing the 3D coordinates of a single point
given known projections of it in C cameras. Equation 4.15 then describes a linear
system of 2C equations for the single unknown 3D point P . If we have at least two
cameras this system will be overdetermined. We can then find the least squares
solution:
P = (M T M )−1 M T p

(4.16)

The same least squares approach can also be used to reconstruct a single camera
matrix M from N pairs of corresponding points in 3D and 2D:
M = pP T (P P T )−1

(4.17)

We get one equation for each of the two rows of M for each point correspondence.
We thus need at least N = 3 corresponding points to have a solution for M .
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Affine 3D Reconstruction of Points and Cameras
We now consider the problem of reconstructing both the cameras and the 3D points
at the same time, from 2D points. The affine factorization algorithm [77, 33] partly
solves this problem, given N ≥ 3 points and C ≥ 2 cameras. Consider equation
4.15, which involves three big matrices. If all the projections of the points stored
in the big matrix p are exact, then it should have at most rank 3:
rank(p) = rank(M P ) ≤ min(rank(M ), rank(P )) ≤ min(3, 3) = 3

(4.18)

If we have measurements of these projected points, with some measurement noise,
the rank will generally be higher. A first step towards reconstructing all points
P and cameras M is then to find a p which is as close as possible to the noisy
measurements p̃, while having the right rank.
min kp̃ − pk2F
p

s.t. rank(p) ≤ 3

(4.19)

The solution is found using the singular value decomposition of p̃ as described in
section B.2:


s1 0 . . .
0
0 ... 0  

..
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..  v1T
..
..


.
.
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.
.
0
. 

p̃ = U SV T = u1 . . . u2C 
 ..  (4.20)
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.. ..
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0
vN
2C×2C
0 . . . 0 s2C 0 . . . 0 | {z }
|
{z
} N ×N
2C×N

The closest matrix having rank 3 is thus constructed from the 3 first singular values
and vectors:
 T

v1
 s1 0 0
p = u1 u2 u3  0 s2 0  v2T 
(4.21)
{z
} 0 0 s
|
T
v
3
3
2C×3
|
{z
} | {z }
3×3

The factorization of p into a cameras M and points

s1

M = u1 u2 u3
and P =  0
0

3×N

P can then be chosen as:
 T
v1
0 0
s2 0  v2T 
(4.22)
0 s3
v3T

However, although the solution for p is unique, the factorization of p into 3D points
P and cameras M is not unique. It is just an affine reconstruction. We will deal
with this in the next section.
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Self-Calibration
The solution given by affine factorization is only unique up to an arbitrary affine
transformation described by the matrix A ∈ R3×3 . This is because the cameras M
and points P project to the same image points as M 0 = M A and P 0 = P −1 X:
M 0 P 0 = M AA−1 P = M P

(4.23)

The affine reconstruction (P , M ) may be upgraded to a metric reconstruction (P 0 ,
M 0 ) by using metric information of the scene and cameras. This process is called
self-calibration [59, 42, 79]. Then the affine transformation A that rectifies the
reconstruction is found. An affine transformation A consists of many different factors. To see this we can first apply QR-decomposition A = QR, which decomposes
A into a special orthogonal matrix Q ∈ SO(3) and an upper triangular matrix R,
as discussed in section B. The orthogonal matrix Q handles the rotation and the
upper triangular matrix R handles the skew, scale and reflection part of the transformation. We can factor out the scale s ∈ (0, ∞), the reflection r ∈ {−1, 1} and
the skew B from R as well:


b1 b2 b3
(4.24)
A = QR = Qsr  0 b4 b5 
0 0 1
{z
}
|
B

General affine self-calibration requires computation of all these components.

De-skewing an Affine Reconstruction
In this section we will discuss how to self-calibrate cameras, assuming the scaled
orthographic camera model. We will only self-calibrate the skew factor B, which is
the most important factor. The resulting reconstruction will still be ambiguous up
to a rotation Q, scaling s and reflection r. Consider a single scaled orthographic
camera described by the 2 × 3 projection matrix:
 T
 T
m1
r1
M=
=
s
(4.25)
mT2
r2T
Note that the rows of the matrix are orthogonal and have the same norm, leading
to the equation:
 T
 2


S
0
T
2 r1
r1 r2 =
MM = s
(4.26)
0 S2
r2T
We will utilize this equation to self-calibrate an affine camera, since we want our
final reconstructed camera matrix to fulfill this. We are looking for an upper triangular 3 × 3 matrix K, which will de-skew the reconstruction:
M0 = MB

and X 0 = B −1 X

(4.27)
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We want the de-skewed camera to fulfill equation 4.26:
 T
 T

m1
m1 BB T m1
0
0T
T
MM =
BB m1 m2 =
T
m2
mT2 BB T m1
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mT1 BB T m2
mT2 BB T m2


(4.28)

By combining 4.26 and 4.28 we get the constraints:
mT1 BB T m1 − mT2 BB T m2 = 0
mT1 BB T m2

(4.29)

=0

(4.30)

These constraints are quadratic in B, but linear in the symmetric matrix Ω = BB T :
mT1 Ωm1 − mT2 Ωm2 = 0

(4.31)

mT1 Ωm2 = 0

(4.32)

Ω has six elements since it is a symmetric 3 × 3 matrix, but we do not care about
the scaling, i.e. the lower right corner is set to 1, leaving us with 5 unknowns.
We have two linear homogeneous equations per camera and if we have at least 3
cameras we can solve for the unknown Ω. When we have computed Ω we can also
compute K by Cholesky decomposition:
Ω = BB T

(4.33)

if the computed Ω is positive-definite, as discussed in section B. However, due to
measurement noise this might not be the case. We then propose to compute B by
solving the following non-linear least squares problem iteratively:
min
B

C
X

(mT1,c BB T m1,c − mT2,c BB T m2,c )2 + (mT1,c BB T m2,c )2



(4.34)

c=1

The starting point can be set to correspond to the identity matrix. Non-linear least
squares problems like this can be solved in MATLAB using the function lsqnonlin.
This kind of iterative optimization for parameter estimation is discussed more in
section 4.3.
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(X,Y,Z)
(x,y,f)
ez

(0,0,0)
(-x,-y,-f)
Figure 4.1: The pinhole camera model.

4.2

Perspective Camera Model

Orthographic projection assumes that the points viewed by the camera are far away,
such that the rays reaching the camera are almost parallel. This is not always
true. The pinhole/perspective camera model deals with this situation. Consider a
pinhole camera at the origin looking along the z-axis, as seen in figure 4.1. A ray
from the 3D point (X, Y, Z) goes through the pinhole of the camera at (0, 0, 0) and
is projected to the film at the back of the camera at (−x, −y, −f ), where f is the
focal length of the camera.
The image projected to the film of the camera will be upside down and mirrored.
Instead of looking at the real image plane at the back of the camera we can look at
a virtual image plane in front of the camera. In the virtual image plane the image
will not be upside down or mirrored. By looking at similar triangles we get the
equations describing the projection of the camera:
fX
(4.35)
Z
fY
y=
(4.36)
Z
This projection assumes that the origin of the image coordinate system is at the
center of the image plane. If we allow an arbitrary origin (x0 , y0 ) of the image we
get the transformation:
x=

fX
− x0
(4.37)
Z
fY
y=
− y0
(4.38)
Z
Note, that unlike parallel projection this transformation is not linear in the Cartesian coordinates of the 3D point. We can thus not use a matrix to describe perspective projection in the same way as we did for parallel projection. However, we
can do something similar by using homogeneous coordinates instead of Cartesian
coordinates.
x=
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Homogeneous Coordinates
Consider two points a, b ∈ Rn+1 \ {0} and the equivalence relation:
a = λb

(4.39)

We call this binary relation ∼ and if it is true for some λ ∈ R we say that:
a∼b

(4.40)

is true. We say that a is equal to b according to the equivalence relation ∼, which
represents equivalence up to an arbitrary scale. We call the resulting space with
this equivalence relation for Pn , the real projective n-space. Instead of representing
a 3D point as a vector (X, Y, Z) ∈ R3 using Cartesian coordinates, we represent
the same 3D point as a vector with four coordinates:
(p1 , p2 , p3 , p4 ) = λ(X, Y, Z, 1) ∈ P3

(4.41)

where the scaling factor λ can be chosen arbitrarily, as long as it is not set to zero.
We convert back from homogeneous coordinates to Cartesian coordinates as:
(X, Y, Z) =

1
(p1 , p2 , p3 , p4 )
p4

(4.42)

Similarly, we represent the 2D point (x, y) ∈ R2 as λ(x, y, 1) ∈ P2 . The point of
doing this is that the projection of the perspective camera can be seen as a linear
transformation from P3 to P2 , whereas it is a non-linear transformation from R3
to R2 . Using homogeneous coordinates it is therefore possible to write perspective
projection as a matrix vector multiplication:
 
   fX

 fX
 
 
 X
−
x
−
x
x
f
X
−
x
Z
f
0
−x
0
0
0
0
0
Z
Z
 
y  ∼  f Y − y0  ∼ Z  f Y − y0  ∼  f Y − y0 Z  ∼  0 f −y0 0  Y 
Z 
Z
Z
1
Z
0 0
1
0
1
1
{z
} 1
|
K

(4.43)
Consider a perspective projecting camera that can translate and rotate in 3D. Let
the rotation and translation be represented by the 4 × 4 matrices R, T :




0
r1T
1 0 0 tx
 r2T


0
 T =  0 1 0 ty 
R=
(4.44)
 0 0 1 tz 
 r3T
0
0 0 0 1
0 0 0 1
The composed camera transformation can then be represented by the 3 × 4 matrix:
 T
m1
M = mT2  = P RT
(4.45)
mT3
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The projection from a 3D point P ∈ P3 to an image point p ∈ P2 can then be
written compactly as the linear transformation:
p ∼ MP

(4.46)

If we have a known camera matrix M and a known 3D point P we can compute its
projection p by calculating this matrix-vector multiplication. We can convert the
result from homogeneous coordinates to Cartesian coordinates by normalizing the
last coordinate to one.
Although it is not necessary, we can also use homogeneous coordinates to describe the projection of a scaled orthographic camera. Its 2 × 4 camera matrix M 0
is then converted to a 3 × 4 camera matrix M by appending a row, r = (0, 0, 0, 1),
at the bottom:
 
 
 0 X
x
 
y  ∼ M  Y 
(4.47)
r Z 
1
| {z } 1
M

Using homogenous coordinates we can thus handle both orthographic and perspective projections, in addition to the similarity transformations discussed in section
2.1.
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Reconstruction of Points or Cameras
Consider a camera M ∈ R3×4 , a 3D point P = (X, Y, Z, 1)T and its projection
p = (x, y, 1)T . These are related by:
p ∼ MP

(4.48)

 
 
X
x
Y 

λ y  = M 
Z 
1
1

(4.49)

or more explicitly:

The left and right hand side of 4.48 are thus equivalent up to a scale factor λ, i.e.
they are parallel vectors. Their cross product is thus the zero vector. This can be
utilized to get rid of the unknown scale factor λ in the inhomogeneous system of
equations (4.49) and convert it to a homogeneous system of equations:
  
 
 
X
0
x
  Y 
y  × M   = 0
(4.50)
  Z 
0
1
1
If we write the cross product as a matrix multiplication (eq. 2.23) we get:
 
 


X
0
0 −1 y
Y 
 = 0
 1
0 −x M 
Z 
0
−y x
0
1

(4.51)

If we know two of the three matrices in this product, we get a homogeneous system
of linear equations for the unknown matrix. By solving the corresponding system
we can reconstruct either a 3D point or a camera. The details are provided in
appendix C.
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Bundle Adjustment

Assume that we would like to estimate P parameters x = (x1 , . . . , xP ), from M
measurements y = (y1 , . . . , yM ), where each ym ∈ Rn . As an example the parameters could be C camera matrices and N 3D points and the measurements could
be the projection of the points in the different views. We have a model saying that
ideally:
fm (x) = ym

(4.52)

In our example this model would project the points from 3D to 2D. Due to measurement noise, we might not be able to find x which fulfills this exactly. We
assume that the measurement noise is independent but distributed according to
the same normal distribution, for each measurement. It can then be shown that
the maximum likelihood solution is given by:
min
x

M
X

kfm (x) − ym k2

(4.53)

m=1

In our example this corresponds to the re-projection error. In general this nonlinear least squares problem might be very difficult, depending on the functions
fm . There might not be an analytic solution. However, if we have an initial
guess for the parameters x we can compute a local minimum by iterative numerical
minimization.
This procedure is called bundle-adjustment. It is a very useful standard approach for estimating parameters. The biggest disadvantage is that it generally
only finds a locally optimal solution, and that another method might be needed to
get a good initial guess for the parameters. The iterative optimization might also
be very slow if we want to estimate lots of parameters.

Chapter 5

Human 3D Motion Computation
from a varying Number of Cameras
This chapter explores how the accuracy of marker-less human motion capture is affected by the number of camera views used. Specifically, we compare the 3D reconstructions calculated from single and multiple cameras, using geomterical methods.
We perform our experiments on data consisting of video from multiple cameras synchronized with ground truth 3D motion, obtained from a motion capture session
with a professional footballer. The error is compared for the 3D reconstructions, of
diverse motions, estimated using the manually located image joint positions from
one, two or three cameras. We also present a new bundle adjustment procedure
using regression splines to impose weak prior assumptions about human motion,
temporal smoothness and joint angle constraints, on the 3D reconstruction. The
results show that even under close to ideal circumstances the monocular 3D reconstructions contain visual artifacts not present in the multiple view case. This
indicates that accurate and efficient marker-less human motion capture requires
multiple cameras, at least if only a weak pose prior is used.

5.1

Introduction

This chapter addresses the challenging computer vision problem of precise markerless human motion capture from video sequences. It focuses on measuring its feasibility and achievable accuracy with respect to the number of cameras used. This
is of interest to anyone who wants to acquire the accurate 3D motion of people
performing interesting actions from real video footage. These questions have been
partially explored for the standard actions of walking and jogging using the HumanEva dataset [69]. It, however, has primarily been used to compare the accuracy
of reconstruction algorithms as opposed to investigating if and when computer vision can be used for accurate human motion capture.
Our motivation is that we want to reconstruct, in real time, the 3D motion of a
55
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football player during a real game to augment the video broadcast and enhance the
viewer’s experience. Presently, the most effective and reliable way to achieve this
would be to map image measurements to 3D motions [8], using a fully discriminative model. However, learning such mappings, as they are poor at extrapolation,
requires a large amount of relevant training data and unfortunately large databases
of football motion capture data are not available. And perhaps, even more pertinently, the complete repertoire of football actions cannot be replicated in a motion
capture studio. Thus we need to create training data from footage of players in
real games.
In the absence of significant training data, there are two distinct approaches
taken. One is based on tracking: given the 3D pose in the first frame tracking is
used to compute the most likely poses for the subsequent frames [68] using either
Kalman or particle filters [76]. The initialization is typically done manually and
visual features of the images are matched to those hypothesized by the state of
the 3D model. These methods can produce nice results, especially with multicamera footage, however, they are slow and brittle and potentially require manual
re-initialization when applied to fast extended motions.
The other approach is the direct geometrical solution that can be used if the image positions of the joints are known and the skeleton is assumed to be a kinematic
chain [41, 75, 21, 51, 80]. These algorithms can be adopted to both monocular and
multi-camera data, although the monocular case is a decidedly more difficult. This
type of approach is appealing as it is simple and fast to implement and there is a
large scope for (semi-)automating the localization of the joints in the images and
depth estimation. However, it is unclear if the precision of their reconstructions,
even with manually clicked image joint positions, is good enough especially from
monocular footage.
In this chapter we explore what is the achievable accuracy for these methods
given manually estimated joint locations and known camera calibrations. Thereby
we estimate a lower bound for any future automated process. We also compare the
accuracy of monocular reconstructions with stereo and three-view reconstructions,
which was discussed in chapter 4.
Our experiments rely on a data set consisting of video from multiple cameras
synchronized with ground truth 3D motion. The motions are football actions performed by a professional player in a motion capture studio. We also present a
new bundle adjustment procedure for imposing temporal smoothness, link length
and joint angle constraints on the 3D reconstruction. This algorithm imposes the
weakest possible priors on the resulting reconstruction and reduces the errors due
to the noise in the estimated joint positions. The results indicate that even under
close to ideal circumstances the monocular 3D reconstructions show visual artifacts
not present in the multiple view case. While the latter are visually identical to
the ground truth. Thus, precise reconstructions for large amounts of data is not
feasible from monocular data, assuming only a weak pose prior.
This chapter is organized as follows. Section 5.2 describes how to create an initial
3D reconstruction from measurements of image joint positions. Both the monocular
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Figure 5.1: Joint positions.

and multiple camera case is mentioned. To reduce the effect of measurement noise
we impose weak prior constraints on the reconstruction in section 5.3. Section 5.4
describes the new data set of motion capture synchronized with video recordings.
The data set is used to test the new algorithm and the accuracy of reconstructions
from varying number of cameras. In section 6.5 we discuss our conclusions.

5.2

Initial 3D Reconstruction

The human is modeled as a kinematic chain consisting of joints and links. We
assume that we are given image measurements, from one or multiple calibrated
cameras, of the human joint positions shown in figure 5.1, for all time frames. These
may have been computed fully automatically, or completely manually, or somewhere
in between. The joints are chosen as rotation centers to have a well defined position.
Two auxiliary joints that are not rotation centers, neck and pelvis, are added so
that all joints form a kinematic chain. These two joints are not measured explicitly
but computed from the measurements of the other joints. The neck is defined to
be the mean of the shoulders. The pelvis is defined to be the mean of the hips.
Note that we do not include the hands, feet or head in our model. These body
parts are not well represented by one rigid link. Their 3D reconstruction could be
obtained by alternative methods, e.g. they could have standard offsets relative the
other joints, or be reconstructed by a volumetric model. Given the image positions
of the joints their position in 3D can be reconstructed. Two particular scenarios
are examined.
Multiple Camera Case When considering the joint positions from several
cameras, triangulation is used to give initial reconstruction of the points in 3D, as
discussed in chapter 4 and appendix C. Each point at each frame is reconstructed
independently of the other points. The points are not treated as a kinematic chain
but as a simple point cloud.
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Figure 5.2: The top row shows image measurements of the pose for different frames.
The measurements are black and the ground truth is grey. The bottom row shows
the corresponding initial monocular 3D reconstructions viewed from another direction. The reconstruction errors are significantly larger in this new view.

Monocular Camera Case In contrast when we consider measurements from
just one camera the reconstruction process, due to the depth ambiguities, is more
involved. The reconstruction method implemented, following previous work in this
area [41, 75, 21, 51, 80], makes several assumptions. These are that the skeleton
is a kinematic chain with known link lengths, the depth of the root joint (required
for a projective camera) and the flip of each link is known. The flip tells which
end of a link that is closest to the camera. These quantities can be estimated
automatically, though with difficulty [80]. This further degrades the accuracy of
the obtained reconstructions and is not considered within this chapter. In summary,
the skeletal kinematic chain is reconstructed in 3D, by starting at the root joint
and reconstructing each link in turn.

5.3

Imposing Weak Priors on the Initial Reconstruction

Due to measurement noise the initial reconstruction might not look sufficiently
good. This is especially true for monocular reconstruction. Figure 5.2 shows examples of measured image joint positions and the corresponding monocular 3D
reconstructions from another view. Even though the measurements seems to be
close to the ground truth in the camera view, the 3D reconstruction typically differs more if viewed from another angle. Also since the initial reconstruction is
done independently for each frame it is not guaranteed to be continuous over time.
An example of this is shown in the third and fourth examples of figure 5.2, which
displays the reconstruction of two consecutive frames.
To improve the initially estimated reconstruction we need a stronger model of
what we are reconstructing. By relying more on a prior model the influence of
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measurement noise can be reduced. We are trying to reconstruct a human performing some arbitrary action. Therefore we do not want to restrict the prior to
just model specific actions. The model should fit (almost) all possible human motions. It is just the completely unnatural motions that should be constrained. We
will first describe how to impose link length and joint angle constraints. In fact the
link length constraints are already fulfilled by the initial monocular reconstruction
but it should be imposed on the multiple view reconstruction as well. We end the
section by also describing how to also impose temporal smoothness.

Link Length & Joint Angle Constraints
As a first step constraints can be imposed on the link lengths and joint angles to
reduce the effect of measurement noise. The joints of the human skeleton cannot
rotate freely. For instance the knee and elbow angles have a range smaller than 180◦ .
This is one thing that makes the initial monocular estimation look weird. If these
types of constraints are not imposed the arms and legs may be twisted in unnatural
ways. These are the constraints typically applied in human reconstruction methods.
They are used by e.g. [41, 80], although they do not mention the details of their
parametrization.
To implement the constraints we let a human pose be defined by a set of joint
angles and the Cartesian position of one root joint which we define to be the pelvis.
The rotation of the root is not constrained and has three degrees of freedom (DOF).
The elbows and knees are modeled with a single rotation DOF with upper and lower
bounds. The rotation of left and right hip and shoulder have three DOF, but they
should be constrained to not allow the arms and legs to be twisted unnaturally. To
deal with this we use the twist-swing parametrization as discussed in chapter 2.2.
These are the parameters that are used to define a pose: 6 for the root, 3 for
each shoulder and hip, and 1 for each elbow and knee, giving a total of A = 22
parameters. This is a reduced set of parameters compared to using three Cartesian coordinates for each joint giving a total of 36 parameters. More formally
let a = (a1 , a2 , . . . , aA ) be the generalized joint coordinates. The constraints are
then expressed by linear vector inequalities, where the elements are infinite for the
unconstrained components:
amin ≤ a ≤ amax

(5.1)

The length of all links are assumed to be known and fixed. The fixed link
length constraints are fulfilled by construction in this parametrization. Let r =
(r1 , r2 , . . . , rJ ) where rj is the homogeneous coordinates of the position of joint j.
Denote the mapping from joint angles to the position of the joints in homogeneous
coordinates as f :
r = f (a)

(5.2)
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A Bundle Adjustment Implementation
We now formulate an optimization problem that can be solved iteratively to get a
refined estimate by imposing constraints on joint angles and link lengths. This is
an example of the general bundle adjustment approach discussed in 4.3. The initial
reconstruction of section 5.2 is used as an initial guess and the joint angles a are
optimized to minimize the reprojection error:
min
a

s.t.

C X
J
X

d(Mc rj , zc,j )2

c=1 j=1

(5.3)

amin ≤ a ≤ amax
r = f (a)

where C is the number of cameras and J is the number of joints. Mc is the projection
matrix of camera c and Mc rj is thus the reconstructed joint position rj reprojected
to the image of camera c. zc,j are the measured image position in camera c of joint
j in homogeneous coordinates. d(p1 , p2 ) is the geometric image distance between
the homogeneous points p1 and p2 and d(Mc rj , zc,j ) is thus the reprojection error.
The angles are constrained by inequalities (5.1) and the link length constraints are
fulfilled by construction (equation 5.2). Given the initially estimated reconstruction
the local minimum of the constrained minimization problem gives the refined reconstruction. The constrained nonlinear least squares problem is solved iteratively
using the trust-region-reflective algorithm [14, 13, 19], which is implemented by the
MATLAB function lsqnonlin. Note that this refinement step works the same way
no matter how many cameras we use.

Temporal Smoothness, Link Length & Joint Angle Constraints
Both the initial estimate and the refined estimate, imposing link length and joint
angle constraints, have so far been computed independently for each frame. Due
to this the reconstructed animation can look jittery and unnatural, since it is not
forced to be continuous. This is especially true for the monocular reconstruction.
The reasonable assumption of finite muscle forces implies finite joint accelerations
and continuous velocities. In this section we describe how to also impose constraints
on temporal smoothness.
Interpolation A standard way to impose temporal continuity on the reconstruction is to use interpolation. Some frames are selected as key-frames and the
reconstruction is interpolated between them. Often the joint angles are interpolated
linearly, using SLERP [66] for the joints having three rotational DOF. However, using linear interpolation the joint velocities will not be continuous at the key-frames
and the reconstruction will look a bit stiff. To get a smoother reconstruction splines
can be used [10]. We use natural cubic splines to do this leading to continuity in
the second derivative at all key-frames/knots (figure 5.3). One drawback of interpolation is that the values at the knots are fixed. We interpolate between them
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Figure 5.3: The difference between interpolation and regression splines. The full
line is the ground truth, the crosses are the measurements and the dashed line is
the estimation. The left image shows interpolation between all measurements. The
center image shows interpolation between every fourth measurement. The right
image shows regression splines with a knot at every fourth measurement. Knots
are drawn as circles.

but do not try to improve the values at the knots. If we have measurements taken
between the knots, then those are not taken into account.
Regression Splines The drawbacks of interpolation can be fixed by the use of
smoothing splines, e.g. regression splines [10]. The idea is to let the values at the
knots be variables of an optimization problem and find the ones that gives a spline
that minimizes the difference to all measurements. In this way the spline that best
fit the measurements can be computed (figure 5.3). We use equidistantly distributed
knots. The smoothness is then controlled by a single parameter which is the distance
between knots. The larger distance the smoother estimate. The measurements of
all time frames are considered simultaneously, in a batch procedure, as opposed to
standard Kalman or particle filters [76] which proceeds chronologically.

New Bundle Adjustment Algorithm
We formulate a new algorithm to perform 3D reconstruction while imposing temporal smoothness in addition to the constraints on link lengths and joint angles. The
reprojection error is minimized while imposing our prior model. The difference is
that now we express each angle parameter i as a function of time t by a regression
spline:
ai,t = P (t, αi )

(5.4)

where ai,t is the interpolated joint angle at time t given its values at all knots αi .
Let the values for all angles and knots be stored in α = (α1 , α2 , . . . , αA ). The
distance between knots is a variable the user may choose manually and control the
smoothness of the reconstruction. It is considered to be fixed in the optimization.
The initial value of all parameters at the knots are taken from the initially estimated
reconstruction, described in section 5.2. The values at the knots are then optimized
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to minimize the reprojection error:
min
α

s.t.

C X
J X
T
X

d(Mc rj,t , zc,j,t )2

c=1 j=1 t=1

αmin ≤ α ≤ αmax
ai,t = P (t, αi )
rt = f (at )

(5.5)

In contrast to the previous bundle adjustment in section 5.3 all frames (T )
are considered simultaneously. The variables we optimize over are the joint angle
parameters at all knots. Given the initial reconstructions at all knots, the local
minimum to the constrained minimization problem gives the refined reconstruction.
The solution is found iteratively just as in the initial bundle adjustment algorithm.

5.4

Experiments

To evaluate the accuracy of the monocular and multiple view reconstructions we
obtained 3D motions of a professional footballer, using a commercial off the shelf
motion capture system with passive markers. It provided the ground truth at a
frequency of 200 Hz. We used 35 markers which were not placed at the joint
positions (figure 5.1), but from the markers the rotation centers defining the joint
positions could be computed. The player was also recorded at 25 Hz by three
regular video cameras at a resolution of 1920x1080 pixels (figure 5.4). A total of
30 sequences of different football actions were recorded (17 minutes of data). The
videos were calibrated and synchronized to the ground truth.
Using these videos the joint image positions in the three cameras were estimated manually for seven different action instances: receiving and passing the ball,
receiving ball on chest and passing, free kick, pass, defending, running plus a sharp
change of direction, a contested jumping header. This corresponds in total to 16 s.
Note that since the markers used by the motion capture system did not correspond
to the joints, the markers were not used to aid the manual joint estimation in the
videos. This is important since the algorithm is intended to be used in situations
outside the motion capture studio without the use of markers. These measurements
were used to reconstruct the actions in 3D and the results were compared to the
ground truth provided by the motion capture system. Each reconstruction was
calculated using the four different algorithms described in section 5.2 & 5.3:
1. Initial Estimate. Independent reconstruction for each frame.
2. Limb Length & Joint Angle Constraints. Initial estimate refined independently for each frame.
3. Limb Length & Joint Angle Constraints Interpolated. Reconstruction
(2) is computed for each key-frame and interpolated in-between.
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Figure 5.4: A motion capture studio was used to capture ground truth animations
corresponding to video from three cameras.

4. Limb Length, Joint Angle & Temporal Smoothness Constraints. Initial estimate refined by the new bundle adjustment algorithm, using regression
splines in a batch process.
Note that the algorithms work on both monocular and multiple view reconstruction. Each algorithm was tested on several different camera combinations.
For the initial monocular reconstruction we assumed known link lengths, flips and
the depth of the root joint. This was obtained from the ground truth. Also note
that the calibrated cameras were static and that the videos had little motion blur
and no occlusion by any other objects. These assumptions and the fact that we did
manual joint measurements in high resolution images makes it possible to compute
a lower error bound under ideal conditions. In a real situation outside the motion
capture studio the reconstruction will be worse.
Evaluation of the algorithms and comparison between monocular and multiple
view reconstruction requires a quantitative measure of the reconstruction error.
This measure should correspond to the perceived error. The most disconcerting
part of a reconstruction is if the joint angles are unnatural. We therefore look at
the mean joint angle error:
T

A

1 XX
|ai,t − âi,t |
T A t=1 i=1

(5.6)

However, it might not be appropriate to combine the angles describing 1D rotations and the ones describing 3D rotations by the twist-swing decomposition. For
this reason we also define an error measure that only takes the mean over the 1D
angles, describing the knees and elbows.
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Figure 5.5: The mean reconstruction error in degrees, vertical axis, resulting from
different camera configurations, horizontal axis. Four different methods of reconstruction are evaluated. The errors are the mean taken over seven different motions
with a total duration of 16 s.

Figure 5.5 shows these mean reconstruction errors over all mesured sequences,
for different algorithms and camera configurations. The 1D joint angle error shows
a big difference between the monocular and multiple view cases. The error is almost
twice as large for the monocular case. As expected the initial estimate (1) has the
largest error and our new algorithm based on regression splines (4) has the lowest,
while algorithm (2) and (3) are somewhere in-between. However, except the initial
estimate the difference between the algorithms are not that big in these measures,
especially not between algorithm (2) and (3). Nevertheless, in the monocular case
the smooth reconstructions produced by algorithms (3) and (4) looks much nicer
than the jittery reconstructions produced by (1) and(2). In this sense the perceived
error is not captured well by these error measures. One would likely need an error
measure involving derivative approximations to capture this aspect. Disregarding
the nice appearance of temporal smoothness the new algorithm (4) still performs
best even with this simple error measure.
Figure 5.6 & 5.7 show monocular and stereo reconstructions compared to the
ground truth for four different frames (two per figure). The reconstructions is
viewed from each camera. In this figure camera 1 is used for monocular reconstruction and camera 1 and 2 for stereo reconstruction. In the view of camera 2 it can
clearly be seen that the monocular reconstruction does not give the same accuracy
as the stereo reconstruction. The two frames in figure 5.7 are consecutive and show
that the initial monocular reconstruction is not consistent over time.
Looking at the reconstructions in motion our subjective opinion is that for the
three camera case the initial estimate always looks good. For our measurement
accuracy the bundle adjustments does not give a visible improvement in this case.
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For the two camera case the initial estimate mostly looks good. It looks a little
bit wobbly sometimes. In those cases the reconstruction by algorithm (4) gives a
small but visible improvement. The reconstruction from camera 1 & 3 looks much
worse than the reconstructions from camera 1 & 2 or camera 2 & 3. This is since
camera 1 & 3 are almost facing each other. For the bad reconstructions from camera
1 & 3 algorithm (4) gives a big improvement. This improved reconstruction looks
about the same as the reconstructions from camera 1 & 2 and camera 2 & 3.
In the monocular case the initial estimate generally looks bad. It does not
improve that much by just imposing the joint angle constraints of algorithm (2).
Imposing the smoothness of algorithm (3) or (4) gives a bigger improvement. The
reconstruction of algorithm (4) looks slightly better than that of (3). However,
even if this refined reconstruction looks much better than the initial estimate there
is still a visible difference compared to the ground truth, or to the multiple view
reconstructions. This is in accordance with the quantitative data shown in figure
5.5 and the 1D joint angle error which shows a big difference between the monocular
case and the multiple view.

5.5

Conclusion

By imposing constraints on the limb lengths, joint angles, and temporal continuity,
the refined estimate created by the bundle adjustment algorithm generally looks
better then the initial estimate. However, in the monocular case the improvement is
not big enough. Even under close to ideal conditions the monocular reconstruction
looks significantly worse than the multiple view reconstruction. For our final application of reconstructing 3D motion from a real football game, we can expect even
worse accuracy. To make the monocular reconstruction look good it is necessary to
manually tweak the measurements until the 3D pose looks correct. However, then
the 3D reconstruction is not really created from the measurements of the image
joint positions, but rather constructed manually in this feedback loop. If two or
three cameras were used both the initial and refined estimate look similar to the
ground truth. In the two camera case the initial estimate looks bad for a small set
of frames, but those are improved in the refinement step.
Future Work We conclude that monocular 3D reconstruction does not give
the accuracy our application requires. The next step is then to try to use multiple
cameras to accurately reconstruct the 3D motion of a player, outside the motion
capture studio. For our football application we would like to deal with multiple
uncalibrated rotating and zooming cameras, viewing a person at distance. Affine
factorization and auto-calibration can then be used to get the initial reconstruction,
as discussed in 4.1, and the bundle adjustment algorithm could be extended to
also impose smoothness on the camera calibration. It would also be of interest to
explore to what extent the joint localization can be automatized given the accuracy
requirements.
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Initial Reconstruciton
using Camera 1

Refined Reconstruction
using Camera 1

Initial Reconstruction
using Camera 1 & 2

View from
Camera 1

View from
Camera 2

VIew from
Camera 3

View from
Camera 1

View from
Camera 2

View from
Camera 3

Figure 5.6: The top and bottom figures show the 3D reconstruction (black) and
the ground truth (gray) for two different frames. The first column shows the initial
monocular 3D reconstruction obtained from camera 1. The second column shows
the refined monocular reconstruction, imposing constraints on joint angles and
temporal smoothness. The third column shows the stereo reconstruction obtained
from camera 1 & 2. Each row shows the reconstructions in one of the three cameras.
The view from camera 2 is the interesting one since the monocular reconstruction
looks significantly worse than the stereo reconstruction from this view. Camera 3
is almost facing camera 1 and for this reason both reconstructions look all right in
it, although the stereo reconstruction looks slightly better.

5.5. CONCLUSION
Initial Reconstruciton
using Camera 1

67
Refined Reconstruction
using Camera 1

Initial Reconstruction
using Camera 1 & 2

View from
Camera 1

View from
Camera 2

VIew from
Camera 3

View from
Camera 1

View from
Camera 2

View from
Camera 3

Figure 5.7: The top and bottom figures show the 3D reconstruction (black) and
the ground truth (gray) for two different frames. The first column shows the initial
monocular 3D reconstruction obtained from camera 1. The second column shows
the refined monocular reconstruction, imposing constraints on joint angles and
temporal smoothness. The third column shows the stereo reconstruction obtained
from camera 1 & 2. Each row shows the reconstructions in one of the three cameras.
The view from camera 2 is the interesting one since the monocular reconstruction
looks significantly worse than the stereo reconstruction from this view. Camera 3
is almost facing camera 1 and for this reason both reconstructions look all right in
it, although the stereo reconstruction looks slightly better.

Chapter 6

Motion Capture from Dynamic
Orthographic Cameras
In this chapter we present an extension to the scaled orthographic camera model.
It deals with dynamic cameras looking at far away objects. The camera is allowed
to change focal length and translate and rotate in 3D. The model we derive says
that this motion can be treated as scaling, translation and rotation in a 2D image
plane. It is valid if the camera and the object it follows move around in two different
volumes that are both small relative the distance between them.
We show two applications of this model to motion capture applications at large
distances, i.e. outside a studio, using the affine factorization algorithm. The model
is used to motivate theoretically why the factorization can be carried out in a
single batch step, when having both dynamic cameras and a dynamic object. Furthermore, the model is used to motivate how the position of the object can be
reconstructed by measuring the virtual 2D motion of the cameras, instead of the
real 3D motion. For testing we use videos from a real football game and reconstruct
the 3D motion of a footballer as he scores a goal.

6.1

Introduction

This chapter analyzes the scaled orthographic camera model, a special case of the
general projective camera, both discussed in 4. The scaled orthographic camera is
an idealized model that is valid for most cameras when looking at far away objects.
Then the projection can be approximated as parallel projection with an isotropic
scaling factor. This approximation is valid for footage obtained from many outdoor
sports like: track and field, football and downhill skiing.
Assuming cameras to be orthographic simplifies calibration as well as 3D reconstruction and motion capture, i.e. 3D motion reconstruction of dynamic objects
(typically humans). This is particularly relevant when performing motion capture
outside a studio when the distances may be large. If the image positions of some
69
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T

P

P

T

Figure 6.1: Two cases of a camera at position T looking at an object close to position
P . The object moves around and the camera can translate, rotate and zoom to
follow the object. We are interested in the case when camera and object move
around within two separate volumes, which are both small relative the distance
between them. The top figure shows an example when this assumption is true. In
the bottom figure this assumption is not true, since the motion of the camera is
not small relative its distance to the object.

dynamic points have been measured in two or more cameras the Affine factorization algorithm can be used to reconstruct the points and the cameras in 3D,
as discussed in chapter 4.1. In some special cases, i.e. if we have linear and low
rank or articulated motion, it is even possible to do this with a single camera
[33, 49, 78, 81, 82, 50]. However, in this chapter we focus on general dynamic
objects and multiple dynamic cameras.
In section 6.2 we present an extension of the scaled orthographic camera. This
extended model concerns the dynamics of the camera. Specifically, it says that the
3D motion of a dynamic orthographic camera can often be treated as 2D motions in
an image plane. This holds if the translation of the camera and the object it looks
at are small relative to the distance between them. This assumption as illustrated
in figure 6.1. Then the 3D rotation of the camera can be approximated as 2D
rotation and 2D translation. This is a natural extension to orthographic cameras
since they are assumed to view distant objects.
We then discuss two applications of this result in section 6.3. They both regard
motion capture using the factorization algorithm which is discussed in section 6.3.
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Figure 6.2: Four different frames from a pan-tilt camera following a football player.
This projective camera can be approximated by a dynamic orthographic camera
whose 3D rotation can, in turn, be approximated as a 2D translation. Note that as
the camera rotates the lines on the pitch only appear to translate.

The first is about applying factorization to multiple frames in a single batch step
for increased accuracy and robustness, as opposed to doing it independently for
each frame. We motivate theoretically why this can be done even if both the object
and cameras are dynamic in section 6.3.
The second application is about computing the position of a reconstructed dynamic object. This depends on the absolute motion of the camera, which is difficult
to measure for a general projective camera. However, using the result that the motion of orthographic cameras can be treated in 2D this process is simplified.
The related topic of detecting the isotropic scaling, 2D translation and 2D rotations that relates a pair of images is briefly discussed in section 6.3. Videos from
a real football game are used for testing the motion capture in section 6.4.

72

CHAPTER 6. MOTION CAPTURE FROM DYNAMIC ORTHOGRAPHIC
CAMERAS

Figure 6.3: An orthographic camera rotating to follow an object. The top figure
shows the original frame with the camera to the left and an object to the right. In
the middle figure the object has moved and the camera is rotated to follow it. In
the bottom view the object has also moved but the camera is instead translated to
follow it. The projected image is approximately the same. If the object is infinitely
far away, compared to the motion, the result will be exactly the same. The rotation
of the camera can therefore be approximated as a translation.

6.2

Dynamic Orthographic Camera Model

Assumptions Consider a camera looking at far away objects. The objects move
around and the camera is free to rotate, translate and zoom to follow them. Let
P = (px , py , pz )T be the target point of the camera, which controls its pan-tilt
rotation. Let the angle θ parametrize a possible roll rotation around the viewing
axis. Assume the translational motion of both the camera and its target point
are small relative to the distance between the camera and the objects. This can
be modeled by placing the camera at position T = (tx , ty , tz − d)T and letting
d → ∞. See figure 6.4 for the setup of the camera. Figure 6.1 shows a case when
this assumption is valid and another case when it is not valid.

Proposition In this scenario the camera can be treated as an orthographic camera and its dynamics in 2D, as scaling, rotation and translation in the image plane.
Projection of a 3D point X = (x, y, z)T to the image x = (u, v)t can be written as:
 

u
cos θ
= f0
v
sin θ

− sin θ
cos θ



x − px
y − py

(6.1)
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r3
(0, 0, 0)

r2
T

X

(0, 0, −d)

P

Figure 6.4: The setup of the camera at position T looking at P and a general point
X = (x, y, z)T which is projected by the camera.

where f 0 controls the zooming of the camera and is related to the focal length of the
camera, which is assumed to be equal for both image axes. It is also assumed that
the image coordinates are given in a coordinate system with the principal point at
the origin.
Equation 6.1 implies the 3D dynamics of this orthographic camera can be treated
in 2D. The roll rotation is a rotation in the image plane and a change of focal length
results in a uniform scaling of the image. Both the translation of the camera and
its pan-tilt rotation induce a 2D translation in the image. However, this image
translation only depends on the target point P. It does not depend on how the
camera changes to follow P. The camera could translation and/or rotate. In any
case the resulting image translations are equivalent. The dynamics of the camera
can thus be seen as isotropic scaling, 2D rotations and 2D translations in a static
image plane.
Derivation

We now derive the result expressed by equation (6.1) formally. Let:
T = ∆T − de3 , with e3 = (0, 0, 1)T

Camera position:

T

∆T = (tx , ty , tz )

P = (px , py , pz )

Target point :

(6.3)

T

n = P − ∆T = (nx , ny , nz )

(6.2)
(6.4)

T

(6.5)

Without loss of generality the camera rotation matrix, R, can be decomposed as:
R(θ, T, P) = RR (θ) RPT (T, P)

(6.6)

into a pan-tilt rotation matrix:
 T
r1
RPT (T, P) = rT2 
rT3

(6.7)
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which determines the viewing axis (see the appendix for the full expression of
RPT (T, P)) and a roll rotation matrix around this axis:


cos θ
RR (θ) =  sin θ
0

− sin θ
cos θ
0


0
0
1

(6.8)

If the camera is assumed to have square pixels and the principal point at the origin,
its internal calibration matrix is:


f 0 0
K =  0 f 0
(6.9)
0 0 1
where f is the focal length of the camera. As the camera moves away from P, by
increasing d, the camera zooms in to keep a constant scaling of the object in the
image. Let f = f 0 d then:
 0
  0
fd 0 0
f
0
K =  0 f 0 d 0 =  0 f 0
0
0 1
0 0
{z
|
K0



d 0 0
0
0 0 d 0
0 0 1
1
}|
{z
}

(6.10)

D

The camera’s 3 × 4 projection matrix can then be written as:
M = K R (I | −T)

(6.11)

Note, that all factors depend on d. To derive the dynamic orthographic camera
model we move the camera infinitely far away from P by letting d → ∞. In
appendix D we show that the projection matrix M then becomes:


M∞

1
= lim M = K0 RR 0
d→∞
0

0
1
0


0 −px
0 −py 
0
1

(6.12)

The camera thus describes the projection:
 
 


x
u
x − px
y 
 v  = M∞   = K0 RR  y − py 
z 
w
1
1

(6.13)

The last row is superfluous and the transformation is equivalent to the one in
equation (6.1).
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Applications in Motion Capture

When imaging far away objects the scaled orthographic camera model is a good
approximation. The affine factorization algorithm can then be used to reconstruct
points and cameras in 3D, given image correspondences between points, as discussed
in chapter 4.1. The result derived in the previous section, equation (6.1), has
two useful applications in this context when working with dynamic cameras and
dynamic objects:
• For dynamic cameras and non-rigid objects the 3D reconstruction is usually
done independently for each frame. However, equation (6.1) can be used to
motivate why orthographic cameras can often be seen as static. If this is
the case the 3D reconstruction can instead be done in a batch procedure,
increasing the accuracy and robustness of the factorization algorithm.
• If dynamic cameras are used for 3D reconstruction of a dynamic object the
absolute translation of the reconstructed object is not computed easily. Using
equation (6.1) the dynamics of orthographic cameras can be seen as 2D which
simplifies the recovery of the external camera parameters and the absolute
translation of the object.
We begin by recapitulating 3D reconstruction using orthographic cameras and the
affine factorization algorithm. Then the two particular applications are discussed.

Affine Factorization
Given image positions of corresponding points in at least two cameras the Affine
factorization algorithm reconstructs the 3D positions and the camera matrices. Let
the column vector xc,j ∈ R2 be the image position of point j in camera c and
let the corresponding 3D position be Xj ∈ R3 . The affine factorization algorithm
assumes that these points are expressed in coordinate systems with the origins as
the centroid of the points. In this way the translations of the cameras are subtracted
away and the camera projection can be written in a simple form
xc,j = Mc Xj

(6.14)

where Mc is the unknown 2 × 3 camera matrix of camera c. Since we assume the
scaled orthographic camera model the camera matrix should be two rows of a rotation matrix multiplied with a scaling factor. The subtraction of the translation
is very important for our application. As we will see later rotating orthographic
cameras can often be approximated as static due to this. Given the image measurements xc,j we want to find the unknown 3D points Xj and cameras Mc . If we
have measured xc,j with some noise we cannot find Mc and Xj that fulfill equation
(6.14) exactly. The factorization algorithm finds the least squares solution to the
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problem of minimizing the re-projection error:
min

Mc ,Xj

C X
J
X

kxc,j − Mc Xj k2

(6.15)

c=1 j=1

Self-Calibration However, the solution in (6.15) is only unique up to an affine
transformation. Chapter 4.1 explained how self-calibration could be used to rectify this affine reconstruction to a metric reconstruction. General self-calibration
requires computation of the four different factors of the rectifying affine transformation:
1. Scaling
2. Reflection
3. Rotation
4. Skew
Translation By applying the affine factorization algorithm followed by self-calibration
a 3D reconstruction of the scene and the cameras is computed. The 3D points have
the mean translation subtracted away though. To reconstruct this translation we
proceed in the following way. Let x̄c denote the mean image position of the points
in camera c. The unknown mean 3D position of the points X̄ is projected by the
already computed camera matrices as:
Mc X̄ = x̄c

(6.16)

This gives two linear equations per camera and is thus easily solved. By adding
the computed mean 3D position X̄ to all the reconstructed points Xj their full 3D
motion is estimated.
Reconstructing Multiple Frames
reconstruction:

Consider the following different cases of 3D

1. Static scene & static cameras. In the single frame case the factorization
algorithm and auto-calibration can be applied as has just been described.
2. Static scene & dynamic cameras. This can be transformed to case 1 by
considering the cameras of each frame as new cameras in the original frame.
3. Rigidly moving scene & dynamic cameras. This can be transformed
to case 1 in the same way as case 2 by considering a single frame and many
cameras in a coordinate system that moves with the scene.
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4. Dynamic scene & static cameras. This can be transformed to case 1 by
considering the same point at different frames as different points at the same
frame.
5. Dynamic scene & rigidly moving cameras. If the cameras move such
that they are static relative to each other, we can consider a coordinate system
that moves with the cameras. In this system we have case 4 which can be
transformed to case 1.
6. Dynamic scene & independently translating cameras. The mean image translations are subtracted away in the factorization algorithm. This implies a coordinate system with the origin at the mean position of the points is
used. The camera matrices computed in the factorization thus only describe
the scaling and rotation of the cameras. Therefore a translating camera can
be treated as static in the Factorization algorithm. Therefore this case can
be transformed to case 1 in the same way as case 4.
7. Linearly deformable object & dynamic cameras. The deformation of
the object is decomposed into a low number of linear basis shapes [33, 49].
Works well for deformations that can be linearized such as face expressions.
The auto-calibration is more difficult for this case compared to the previous.
We do not consider this case in this paper.
8. Articulated body & dynamic cameras. Works well if there are many
measured image positions for every articulated segment [78, 81, 82, 50]. Not
considered in this paper.
9. Dynamic scene & dynamic cameras. Cannot be transformed to case 1
in general. Each frame has to be reconstructed independently.
The first six cases can thus be treated in a similar way. Since the points are
considered to be static in some coordinate system, the scaling and rotation will
automatically be consistent for the reconstruction. The self-calibration then only
needs to find the skew and reflection. This will be the same for all "real" frames
since they are computed in a single "virtual" frame. This results in an accurate and
robust computation since all "real" frames are treated in a single batch step, since
they share the same points as well as the rectifying affine transformation.
However, the case of a dynamic scene and dynamic cameras is more difficult.
Then each frame generally needs to be reconstructed and self-calibrated independently. The points and the affine rectification matrix will be different for each
frame. This leads to a less accurate and robust estimation since there are fewer
measurements for each quantity to be computed. In this case the rotation and
scaling also needs to be computed for each frame and cannot be ignored in the
self-calibration.
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Application 1 - Accurate & Robust Batch Factorization for
Dynamic Scenes & Dynamic Cameras
In section 6.2 it was shown that dynamic orthographic cameras can often be treated
in 2D (equation (6.1)). In particular, if the cameras only translate and pan-tilt to
follow an object then the camera movement can be considered as just translations.
This holds if the distance between the camera and the object is large relative to the
translation of the object and the camera. Therefore this case of a dynamic scene and
dynamic cameras can be treated just as if the cameras were only translating, which
can be treated as if the cameras where static, as discussed in the previous section.
If the assumption of a large distance between the camera and the object holds this
leads to a more accurate and robust factorization. This type of factorization was
done in [42] although they did not provide the solid theoretical motivation for why
it is applicable.
More generally, consider cameras that are free to translate and rotate in full
3D as well as zooming. If the large distance assumption holds the dynamics of the
cameras can be treated as isotropic scaling and 2D translations and rotations in
the image plane (equation (6.1)). If the 2D rotation and isotropic scaling can be
measured from the image it can be compensated for, i.e. the measurements can be
transformed to a coordinate system in the image plane that just translates. Then
we have the same situation as previously discussed and all frames can be treated in
a single batch step increasing the accuracy and robustness. In the final paragraph
of this section we briefly discuss how to automate the process of measuring scaling,
translation and rotation in 2D.

Application 2 - Reconstructing Translation of an Object
using Dynamic Orthographic Cameras
Consider a video of a moving person taken by a dynamic camera. The image
motion of the person will depend on the 3D motion of both the person and the
camera. However, the image motion of the static background will just depend on
the motion of the camera. Thus, by computing the motion of the background the
camera motion can be retrieved in principle. For a general dynamic projective
camera this relation is complicated. The process is much simpler if the scaled
orthographic camera model is used. We argue that the motion of the background
due to the motion of such cameras can often be approximated as 2D translation,
rotation and scaling, equation (6.1). In the next paragraph we discuss how the
measurement of such background motion can be automated. For now we assume
this has been measured.
As previously described the factorization algorithm can be used to reconstruct
the cameras and the object. This is done by first transforming the measurements
to a coordinate system where the camera only translates. Then this translation is
also subtracted away before performing the factorization. If the cameras are static
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then the 3D translation can be added to the reconstruction as described in section
6.3.
But if the cameras are dynamic this approach is not directly applicable. But
since the cameras can be treated as only translating we can add the camera translation to the measured image mean position to have them in an absolute coordinate
system. Let mc,t denote the image translation of camera c at time t, where the first
frame is chosen as zero. Let x̂c,t denote the measured mean image position of the
points in camera c at time t, relative to the camera translation at the same frame.
Let x̄c,t denote the mean image position of the points in a coordinate system that
is fixed for all frames which can then be computed as: x̄c,t = x̂c,t + mc,t . Then it
is possible to proceed as previously described in section 6.3 and the full translation
can be computed for the 3D reconstruction even though the cameras are dynamic.
Measuring Image Translation, Rotation & Scale
Consider a pair of images that are approximately related by a 2D similarity transformation, i.e. isotropic scaling and translation and rotation in 2D. In this section
we briefly discuss how to compute this transformation from the two images. This
is related to the well studied problem of taking a set of overlapping images and
making a panorama. This can be considered a solved problem if there is not a lot
of dynamic objects or motion blur in the images [11]. However, this will typically
not be the case when background motion has to be detected in a motion capture
application.
Estimating the warp between two frames usually contains these steps - extract
many localized (SIFT) features in the images, use RANSAC to find corresponding
features and the transformation that relates the images [33, 11]. A difficulty of
doing this in our application is to differentiate the features belonging to the object from the features of the background. Another difficulty, especially in football
applications, is that the background might not have distinct features (fig. 6.2 &
6.5).
Another algorithm that is more specialized for measuring 2D similarity transformation is Phase correlation [40, 61, 48]. It utilizes the properties of the Fouriertransform and takes all pixels into account instead of just looking at distinct localized features. A Phase correlation based approach can therefore work as long as
the background has some texture even if it lacks distinct localized features. Nevertheless, dealing with dynamic objects and motion blur in a robust way is still a
complicated and unsolved problem.

6.4

Experiments

To test the result of section 6.2 and its applications discussed in section 6.3 a football
game was recorded by three video cameras filming at 25 Hz and a resolution of
1920×1080 pixels. One of the cameras was placed on the stand behind the goal and
the other cameras on the stands on each long side, see figure 6.6. The cameras had
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Figure 6.5: A pan-tilt camera can be approximated as a dynamic orthographic
camera whose rotation can be approximated as translation. Two different frames
are translated and the overlapping parts are blended. The fit is good as can be seen
by examining the lines on the pitch.

static positions but constantly rotated to follow a player and occasionally changed
their zoom.
From the recorded video we manually measured the image joint positions for a
seven seconds long goal sequence and reconstructed the motion in 3D. See figure 6.7
for an example of the measured image joint positions. The goal sequence was quite
intense with fast actions and the rotation of the cameras resulted in large image
translations and motion blur. This is best seen in the supplementary material video.
To test the first application described in section 6.3, i.e. increased accuracy and
robustness, the 3D reconstruction was done both in the proposed batch step and
independently for each frame as a comparison. As can be seen in the supplementary
material video the batch step produces a more accurate and robust reconstruction
as predicted. The area that the player moved around in during this sequence seems
to be small enough, compared to the distance to the cameras, for our dynamic
orthographic camera model to be valid.
To test the second application described in section 6.3, i.e. reconstructing the
translation of an object filmed by dynamic cameras, the translation of the background was first measured. This was done in a semi-automatic way using Phase
correlation (section 6.3). The translation was manually measured for some keyframes and Phase correlation was used to automatically fill in the gaps. Figure
6.5 shows two images moved according to the measured virtual camera translation. Examination of the seam between the two images reveals that the translation

6.5. CONCLUSION

81
Camera 2

Camera 1

Camera 3

Figure 6.6: The three camera set-up used to record the game. Each cameraman
rotated and zoomed his camera to follow one player.

approximation works well in practice.
Using the measured background translation, the translation of the football
player was reconstructed as described in section 6.3. By comparing with the
recorded video we conclude that the reconstructed translation seems to correspond
well to the true translation. Figure 6.8 shows a few frames from the reconstructed
3D motion from a novel view point. However, the result is best seen in the supplementary material video.

6.5

Conclusion

We have discussed an extension of the useful scaled orthographic camera model.
This extension concerns dynamic cameras following an object. If the translation of
the camera and the object it follows are small relative to the distance between them
then not only can the camera be approximated as orthographic but its dynamic can
be treated in 2D.
This is highly relevant when doing motion capture at large distances, outside a
studio. In these scenarios the affine factorization algorithm can be used to reconstruct the motion in 3D. If dynamic cameras are used to capture the motion of a
dynamic object the factorization is, generally, done independently for each frame
and also the absolute translation of the object is lost.
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Figure 6.7: The manually measured image joint positions from a football goal
sequence filmed by three rotating cameras.

Figure 6.8: 3D reconstruction of a football goal sequence shown from a novel view
point. The result is best seen in color.

Using the extended orthographic model we motivated how the factorization can
be applied to all frames in a batch procedure for increased accuracy and robustness.
We also used it to motivate how the absolute translation of the object can be
reconstructed by measuring the approximate 2D motion of the background. Videos
from a real football game were used for testing. In our experiments we used manual
measurements. A natural and interesting future work is to (semi-)automate the
measuring process.

Part II

Pictorial Structures
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Chapter 7

Discrete Bayesian Networks
This chapter gives an introduction to Bayesian networks [7, 39, 43]. This is a
frame-work for describing probabilistic models and performing inference in such
models. Here we do not consider how to learn the parameters of the model. In
the next chapters we will apply this frame-work to human 3D pose estimation.
Bayesian networks thus provides a suitable language for describing our problem
and algorithms for solving it. The two main advantages of Bayesian networks are:
• All components have a clear probabilistic meaning. This makes them easy
to interpret. It also makes it easier to combine separate components into a
larger system.
• It allows efficient inference of the globally optimal solution, under certain
assumptions.
In section 7.1 we introduce the general framework of Bayesian networks. We only
consider discrete spaces. In section 7.2 we discuss hidden Markov models, which is
an important special case. Section 7.3 explains how to to perform efficient global
inference in hidden Markov models. In section 7.4 we discuss another special case of
Bayesian networks, which we call the hidden tree model. In this case the Bayesian
network corresponds to a tree graph, which is natural for modeling the connection between human body parts. In section 7.5 we discuss how to perform global
inference in hidden tree models, similar to hidden Markov models.

7.1

General Bayesian Networks

A Bayesian network describes a set of random variables and the conditional dependencies between them. This is expressed by a factorization of the joint distribution.
If X is a random variable we will denote its sample space by ΩX and an outcome
by x ∈ ΩX . We only consider sample spaces that are both discrete and finite
and denote the number of elements in a sample space by |ΩX |. Let X and Y be
85
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Figure 17.1: Four simple Bayesian
networks.
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two random variables having the joint distribution PX,Y (x, y). The marginalized
distributions are then:
X
PX (x) =
PX,Y (x, y)
(7.1)
y∈ΩY

PY (y) =

X

PX,Y (x, y)

(7.2)

x∈ΩX

The probability of X conditioned on Y is defined as:
(
PX,Y (x,y)
if PY (y) 6= 0
PY (y)
PX|Y (x | y) =
0
otherwise

(7.3)

The joint distribution can generally be written:
PX,Y (x, y) = PX|Y (x | y)PY (y)

(7.4)

Independence
The joint distribution in equation (7.4) describes a very simple Bayesian network
which is shown in figure 7.1a. Its interpretation is that a sample of the joint
distribution is generated by first generating y and then generating x in a way that
is dependent on y. We say that X and Y are independent if:
PX|Y (x | y) = PX (x)

(7.5)

The joint distribution can then be written:
PX,Y (x, y) = PX (x)PY (y)

(7.6)

The Bayesian network for this joint distribution is shown in figure 7.1b. The joint
distribution in case a and b are factorized differently and they are therefore described by different Bayesian networks. In case b the outcomes, x and y, are
generated independently.
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Conditional Independence
We will now consider three random variables: X, Y , Z. Their joint distribution
can generally be written:
PX,Y,Z (x, y, z) = PX|Y,Z (x | y, z)PY,Z (y, z) =

(7.7)

= PX|Y,Z (x | y, z)PY |Z (y | z)PZ (z)

(7.8)

The corresponding Bayesian network is shown in figure 7.1c. Its interpretation is
that first z is generated and then y is generated in a way which is dependent on z.
Finally, x is generated in a way that is dependent on both y and z. We say that X
is conditionally independent of Z, given Y if:
PX|Y,Z (x | y, z) = PX|Y (x | y)

(7.9)

The joint distribution can then be written:
PX,Y,Z (x, y, z) = PX|Y (x | y)PY |Z (y | z)PZ (z)

(7.10)

The corresponding Bayesian network is shown in figure 7.1d. Its interpretation is
still that z is generated first and then y is generated in a way which is dependent
on z. However, now x is generated in a way which is only dependent on y, but not
z.

Local Markov Property
Bayesian networks can thus be used to visualize and reason about the dependencies
and conditional dependencies for sets of random variables. The dependencies are
determined by the factorization of the joint distribution. In general, consider the
random variables X1 , . . . , XN and a graph where these are the nodes. The graph
is assumed to be directed and without loops. Let pa(n) denote the set of indices
to the parents of the node with index n. Then the Bayesian network describes the
following factorization of the joint distribution:
PX1 ,...,XN (x1 , . . . , xN ) =

N
Y

PXn |Xpa(n) (xn | xpa(n) )

(7.11)

n=1

This factorization implies that a variable n is conditionally independent of its ancestors an(n), given its parents:
PXn |Xan(n) (xn | xan(n) ) = PXn |Xpa(n) (xn | xpa(n) )

(7.12)

This key property of a Bayesian network is called the local Markov property.
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Xt−1

Xt

Xt+1

It−1

It

It+1

1
Figure 7.2: A hidden Markov model visualized as a Bayesian network. Xt is a
hidden variable and It represents something which can be measured.

7.2

Hidden Markov Model

A hidden Markov model (HMM) is a simple special case of a Bayesian network. It
is a temporal model. Consider T discrete time frames. For each frame we have a
random variable It describing something that we can measure directly and a hidden
random variable Xt which we want to estimate. For computer vision applications
we might typically have that Xt is the position of an object and It is an image,
from a video. A HMM assumes that the joint distribution is factorized as:
PX1:T ,I1:T (x1:T , i1:T ) =

T
Y

PIt |Xt (it | xt )PXt |Xt−1 (xt | xt−1 )

(7.13)

t=1

where we use the notation X1:T to represent X1 , . . . , XT . This Bayesian network
is visualized for three frames in figure 7.2. In a HMM the hidden variables form a
chain graph. The HMM factorization assumes that the state of the hidden variable
at the current frame is generated based on the state the previous frame. This is
modeled by the conditional distribution:
PXt |Xt−1 (xt | xt−1 )

(7.14)

For the first frame, t = 1, we define:
PX1 |X0 (x1 | x0 ) = PX1 (x1 )

(7.15)

We will usually assume a uniform distribution for PX1 (x1 ), i.e. the prior distribution
for the hidden variable at the first frame. A HMM also assumes that a measurement
is generated based on the the state of the hidden variable. This is modeled by the
conditional distribution:
PIt |Xt (it | xt )

(7.16)
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Max-Product for Chains

Consider the problem of computing the most probable sequence of hidden states in
a HMM given all measurements:
arg max PX1:T |I1:T (x1:T | i1:T ) =
x1:T

=arg max
x1:T

PX1:T ,I1:T (x1:T , i1:T )
=
PI1:T (i1:T )

=arg max PX1:T ,I1:T (x1:T , i1:T )

(7.17)

x1:T

This discrete optimization problem could be solved by a brute force search over all
possible values for the hidden variable xt ∈ ΩX at each frame. This would take
time O(|ΩX |T ), which is typically much to slow.
However, the max-product algorithm, also known as the Viterbi algorithm, can
compute the solution in time O(T |ΩX |2 ). It utilizes the specific factorization of the
joint distribution in a HMM, i.e. that the hidden variables form a chain graph. It
works by computing the following quantity recursively:
mt (xt ) = max PX1:t ,I1:t (x1:t , i1:t )
x1:t−1

(7.18)

This is the probability of the most likely sequence, up to time t, ending in any
possible state xt . For the first frame we simply have:
m1 (x1 ) = PX1 ,I1 (x1 , i1 ) = PI1 |X1 (i1 | x1 )PX1 (x1 )

(7.19)

For any other frame we can compute mt recursively as:
mt (xt ) = max PX1:t ,I1:t (x1:t , i1:t ) =
x1:t−1

= max PIt |Xt (it | xt )PXt |Xt−1 (xt | xt−1 )PX1:t−1 ,I1:t−1 (x1:t−1 , i1:t−1 ) =
x1:t−1

=PIt |Xt (it | xt ) max PXt |Xt−1 (xt | xt−1 ) max PX1:t−1 ,I1:t−1 (x1:t−1 , i1:t−1 ) =
x1:t−2

xt−1

=PIt |Xt (it | xt ) max PXt |Xt−1 (xt | xt−1 ) mt−1 (xt−1 )
xt−1

(7.20)

The most likely state at the final frame is then:
x∗T = arg max mT (xT )

(7.21)

xT

We can then back-track and compute the most likely state at the previous frame
recursively as:
x∗t−1 = arg max PXt |Xt−1 (x∗t | xt−1 ) mt−1 (xt−1 )
xt−1

(7.22)
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Algorithm 3 Max-product for a chain
m1 (x1 ) := PY1 |X1 (y1 | x1 )PX1 (x1 )
for t := 2 to T
for xt ∈ ΩX

mt (xt ) := PYt |Xt (yt | xt ) · max PXt |Xt−1 (xt | xt−1 ) · mt−1 (xt−1 )
xt−1

end
end
x∗T := argmax mT (xT )
xT

for t := T to 2

x∗t−1 := arg max PXt |Xt−1 (x∗t | xt−1 ) · mt−1 (xt−1 )
xt−1

end

Algorithm 4 Max-product for a chain, using logarithms and sums
m1 (x1 ) := ln PY1 |X1 (y1 | x1 ) + ln PX1 (x1 )
for t := 2 to T
for xt ∈ ΩX

mt (xt ) := ln PYt |Xt (yt | xt ) + max ln PXt |Xt−1 (xt | xt−1 ) + mt−1 (xt−1 )
xt−1

end
end
x∗T := argmax mT (xT )
xT

for t := T to 2

x∗t−1 := arg max ln PXt |Xt−1 (x∗t | xt−1 ) + mt−1 (xt−1 )
xt−1

end

See algorithm 3 for a full implementation of the max-product algorithm for a HMM.
In practice we can get an algorithm that is faster and more numerically stable by
using logarithms of probabilities. The products then turns into sums as seen in
algorithm 4. This algorithm is sometimes referred to as max-sum or min-sum
instead of max-product.
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Figure 7.3: A Bayesian network where the hidden variables form a tree. For each
hidden variable Xn we have a variable In representing something that can be measured.

7.4

Hidden Tree Model

In a HMM the hidden states are described by a chain graph. We now consider a
more general kind of Bayesian network. We still assume that we have some hidden
variables Xn and as many variables In that we can measure. However, instead of
assuming that the hidden variables form a chain graph we assume that they form a
tree graph. Thus every hidden variable has a single parent with index pa(n), except
the root node which has none. The joint distribution thus factorizes as:
PX1:N ,I1:N (x1:N , i1:N ) =

N
Y

PIn |Xn (in | xn )PXn |Xpa(n) (xn | xpa(n) )

(7.23)

n=1

We let the root have index n = 1 and define:
PX1 |Xpa(1) (x1 | xpa(1) ) = PX1 (x1 )

(7.24)

This describes the prior distribution for the root state. We typically assume this
to be uniform. Figure 7.3 shows an example of this type of Bayesian network.
Probabilistic models similar to this are used in different areas of computer vision,
but I have never seen any clear, catchy and concise name for them. I therefore
propose the name Hidden Tree Model, in the spirit of HMM.
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7.5

Max-Product for Trees

When the hidden states form a tree we can still use the max-product algorithm to
compute the most likely configuration, given all measurements:
arg max PX1:N |I1:N (x1:N | i1:N ) =
x1:N

=arg max PX1:N ,I1:N (x1:N , i1:N )

(7.25)

x1:N

Before we derive the recursive solution to this discrete optimization problem we
first have to introduce some more notion. We let ch(n) be the children of n:
ch(n) = {c | pa(c) = n}

(7.26)

We similarly define the children for a set of nodes N :
ch(N ) = {c | pa(c) ∈ N }

(7.27)

We let de(N ) be all descendants of N which we can define recursively as:

de(N ) =

∅
ch(N ) ∪ de(ch(N ))

if N = ∅
otherwise

(7.28)

since the descendants of N are its children ch(N ) and the descendants of the
children de(ch(N )). We are now ready to derive the recursive update of the maxproduct algorithm. The notation will be a bit cluttered in the following two equations. We apologize for this, and ask the reader to be patient. The update uses the
quantity:
PXde(n) ,In ,Ide(n) |Xn (xde(n) , in , ide(n) | xn ) =
=PXch(n) ,Xde(ch(n)) ,In ,Ich(n) ,Ide(ch(n)) |Xn (xch(n) , xde(ch(n)) , in , ich(n) , ide(ch(n)) | xn ) =
=PXde(ch(n)) ,Ich(n) ,Ide(ch(n)) |Xch(n) (xde(ch(n)) , ich(n) , ide(ch(n)) | xch(n) )
PXch(n) |Xn (xch(n) | xn )PIn |Xn (in | xn ) =
Y
=PIn |Xn (in | xn )
PXde(c) ,Ic ,Ide(c) |Xc (xde(c) , ic , ide(c) | xc )PXc |Xn (xc | xn )
c∈ch(n)

(7.29)
Here we have used the local Markov property of a Bayesian network, equation
(7.12), i.e. that the children are conditionally independent given their parent.
The max-product algorithm works by solving the following optimization problem
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recursively:
mn (xn ) = max PXde(n) ,In ,Ide(n) |Xn (xde(n) , in , ide(n) | xn ) =
xde(n)

= max max PIn |Xn (in | xn )
xch(n) xde(ch(n))
Y
PXde(c) ,Ic ,Ide(c) |Xc (xde(c) , ic , ide(c) | xc )PXc |Xn (xc | xn ) =
c∈ch(n)

=PIn |Xn (in | xn )
Y
max PXc |Xn (xc | xn ) max PXde(c) ,Ic ,Ide(c) |Xc (xde(c) , ic , ide(c) | xc ) =
c∈ch(n)

xde(c)

xc

=PIn |Xn (in | xn )

Y
c∈ch(n)

max PXc |Xn (xc | xn ) mc (xc )
xc

(7.30)

For the leaves, which do not have any children, we simply have:
mn (xn ) = PIn |Xn (in | xn )

(7.31)

Algorithm 5 shows an implementation including back-tracking. For the HMM we
had the hidden variables ordered chronologically. Now that we have a tree graph
we instead order them topologically. This means that the index of a child is always
be greater than the index of its parent. We let the index of the root node be 1.
The algorithm iterates through the nodes in inverse topological order such that
all children are handled before their parent. Just as for HMM we can make the
algorithm faster and numerically more accurate by looking at the logarithm of
probabilities, turning products into sums:
mn (xn ) = max ln P (Xde(n) , In , Ide(n) | Xn )
xde(n)

(7.32)

This is implemented by algorithm 6. Finally, algorithm 7 makes an additional
simplification by sending the updates to a parent instead of gathering the updates
from the children.
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Algorithm 5 Max-product for a tree
for n := N to 1
for xn ∈ ΩX
mn (xn ) := PIn |Xn (in | xn )

Q



PXc |Xn (xc | xn )mc (xc )

max

x ∈ΩX
c∈ch(n) c

end
end
x∗1 := arg max m1 (x1 )
x1 ∈ΩX

for n := 2 to N
p := pa(n)
x∗n := arg max
xn ∈ΩX

PXn |Xp (xn | x∗p )mn (xn )



end

Algorithm 6 Max-product for a tree, using logarithms and sums
for n := N to 1
for xn ∈ ΩX
mn (xn ) := ln PIn |Xn (in | xn ) +

P

max

x ∈ΩX
c∈ch(n) c

ln PXc |Xn (xc | xn ) + mc (xc )



end
end
x∗1 := arg max m1 (x1 )
x1 ∈ΩX

for n := 2 to N
p := pa(n)
x∗n := arg max
xn ∈ΩX



ln PXn |Xp (xn | x∗p ) + mn (xn )

end

Algorithm 7 Max-product for a tree, using logarithms, sums and sending.
mn (xn ) := ln PIn |Xn (in | xn ) ∀n
for n := N to 2
p := pa(n)
for xp ∈ ΩX

mp (xp ) := mp (xp ) + max ln PXn |Xp (xn | xp ) + mn (xn )
xn

end
end
x∗1 := argmax m1 (x1 )
x1

for n := 2 to N
p := pa(n)

x∗n := argmax ln PXn |Xp (xn | x∗p ) + mn (xn )
xn

end

Chapter 8

2D Pictorial Structures
This section gives an introduction to pictorial structures. This is a popular framework for 2D pose estimation. Pictorial structures were first introduced in 1973
by Firschein and Fischler [28]. However, they became popular much later when
Felzenszwalb and Huttenlocher realized how to make the inference more efficient
[23, 24], using the general distance transform. In this chapter we will follow a stateof-the-art implementation by Yang and Ramanan [83, 84], which they call FlexibleMixture-of-Parts (FMP). However, unlike their original paper, we will describe it
in a probabilistic way. We believe this gives a more clear description of the model
and its assumptions. We will only discuss the model and how to perform inference
with it, but not how to learn the model parameters.
The human body is modeled as a collection of N body parts. The state Xn =
(Tn , Rn ) of each part n is defined by its translation Tn and its rotation Rn . Each
is modeled as a discrete random variable. Outcomes of these random variables are
denoted by xn = (tn , rn ) and assumed to be elements of the discrete set ΩXn =
ΩT × ΩRn . The set of possible translations ΩT is shared for all parts but the set of
possible rotations ΩRn is unique for each part n. The state of all parts is represented
by X = (X1 , . . . , XN ).
The interpretation of the translation Tn of each part is straight forward. It
takes values from an equidistant 2D grid ΩT ⊂ R2 , as seen on the left hand side of
figure 8.1. The interpretation of the rotation Rn is a bit more involved. Consider
a rotation of a part in 3D. The 3D rotation will result in a 2D rotation and a
foreshortening of the projected part in the image. The effect of the 3D rotation
can thus be represented by a 2D vector, describing the offset of the part relative its
parent. The set of possible rotations of a part are therefore modeled as ΩRn ⊂ R2 .
Note that by doing this, we ignore the 3D rotation around the axis of the part. The
rotations are not given on an equidistant grid, unlike the translations, as seen on
the right hand side of figure 8.1. The number of rotation states is typically small
|ΩRn | ≈ 6, while the number of translation states is much larger |ΩT | ≈ 20 · 50 =
1000. We will later use the the sparse set of rotations to describe the modes of a
95
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Figure 8.1: On the left hand side is the translation grid ΩT . This is shared for all
parts and typically consists of about |ΩT | ≈ 10 × 20 = 1000 points. On the right
hand side is an example of the discrete rotations ΩRn , where the part n is the lower
right ankle. The vectors describe the offsets of the part relative its parent, for each
discrete rotation. The number of discrete rotations is typically |ΩRn | ≈ 6. These
represent the modes in a Gaussian mixture model.

Gaussian mixture model.
We model the parts using a hidden tree model, as discussed in 7.4. This assumes
that the parts are connected in a tree graph and that the state of part n only depends
on the state of its parent pa(n). Our goal is to estimate the state of the parts from a
image measurements. Let In be a random variable representing the image evidence
of part n. The likelihood PIn |Xn (in | xn ) provides an image matching score or a
goodness-of-fit for a part given its state. I = (I1 , . . . , IN ) is the image evidence
of all parts. The full joint distribution over all the random variables is assumed
factorize as:
Y
PX,I (x, i) =
PIn |Xn (in | xn ) PXn |Xpa(n) (xn | xpa(n) )
(8.1)
n

We want to find the most probable state x∗ of the parts given measurements of
their images i. This can be done using the max-product algorithm, as previously
described in section 7.5. The complexity of this is in general O(|ΩXn |2 ). We
consider the number of parts N to be constant. However, in the next section we
will explore how to reduce this to O(|ΩXn |), by choosing a pose prior PXn |Xpa(n)
which exploits the fact we are modeling a 2D human skeleton.

8.1. SKELETON MODEL

8.1
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Skeleton Model

The pose prior can generally be written:
PXn |Xpa(n) = PTn ,Rn |Tpa(n) ,Rpa(n) = PTn |Tpa(n) ,Rpa(n) Rn PRn |Tpa(n) Rpa(n)

(8.2)

To simplify this we assume that the rotation of a part only depends on the rotation
of the parent:
(8.3)
PRn |Tpa(n) Rpa(n) = PRn |Rpa(n)
This probability distribution describes joint angle constraints and is stored as a
small table, typically of size 6 × 6. Furthermore, we assume that the translation of
a part is only dependent on the translation of the parent and the rotation of the
part:
PTn |Tpa(n) ,Rpa(n) Rn = PTn |Tpa(n) ,Rn
(8.4)
FMP [83, 84] models the translation of a part relative its parent as a discretized
Gaussian mixture model where the rotation corresponds to the mixture component:
PTn |Tpa(n) ,Rn (tn | tp , rn ) ∝ N (tn − tp | µrn , σr2n I)

(8.5)

Each rotation rn ∈ ΩRn thus specifes an offset µrn ∈ R3 of part n relative its parent
with an uncertainty σr2n ∈ R. This offset describes both rotation and foreshortening.
Taking the logarithm gives up to a constant term:
ln N (tn − tp | µrn , σr2n I)

=
=

1
ktn − tp − µrn k2 −
2σr2n
1
− 2 ktn − tp − µrn k2 −
2σrn

−

1
ln(| σr2n I |) =
2
3
ln(σr2n )
(8.6)
2

The total pose prior is thus:
PXn |Xpa(n) ((tn , rn ) | (tp , rp )) ∝ N (tn − tp | µrn , σr2n I)PRn |Rpa(n) (rn | rp )

(8.7)

and its logarithm up to a constant term:
ln PXn |Xpa(n) ((tn , rn ) | (tp , rp )) = −
−
+

1
ktn − tp − µrn k2 +
2σr2n
3
ln(σr2n ) +
2
ln PRn |Rpa(n) (rn | rp )

(8.8)
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Algorithm 8 Max-product for our skeleton model
mn (xn ) := ln PIn |Xn (in | xn ) ∀n
for n := N to 2
p := pa(n)
for rn ∈ ΩRn
for tp ∈ ΩT


q̃(tp , rn ) := max − 2σ12 ktn − tp − µrn k2 −
tn

rn

3
2

ln(σr2n ) + mn ((tn , rn ))



end
end
for tp ∈ ΩT
for rp ∈ ΩRp 

m̃ := max q̃(tp , rn ) + ln PRn |Rpa(n) (rn | rp )
rn

mp (xp ) := mp (xp ) + m̃
end
end
end
x∗1 := argmax m1 (x1 )
x1

for n := 2 to N
p := pa(n)

x∗n := argmax ln PXn |Xp (xn | x∗p ) + mn (xn )
xn

end

8.2

Inference

Given image measurements the most likely pose can be computed using the maxproduct algorithm (7.5). Algorithm 8 shows an implementation of it that utilizes
the particular form of our pose prior. The costly part of the algorithm is the
evaluation of:


1
3
max − 2 ktn − tp − µrn k2 − ln(σr2n ) + mn ((tn , rn ))
(8.9)
tn
2σrn
2
for all rn ∈ ΩRn and tp ∈ ΩT . A straightforward implementation of this would
have a time complexity of O(|ΩT |2 |ΩR |2 ). By using the general distance transform
[24, 25] this can be computed in O(|ΩT ||ΩR |). This is the computational bottleneck
of the algorithm. In theory the computation of:


max q̃(tp , rn ) + ln PRn |Rpa(n) (rn | rp )
(8.10)
rn ∈ΩRn

for all tp ∈ ΩT and rp ∈ ΩRp has a time complexity of O(|ΩT ||ΩR |2 ). This is not
the bottleneck in practice though.
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Figure 8.2: Some cases of 2D pose estimation when pictorial structures fails. The
failure is due to the problem of double-counting. Left and right parts, most commonly legs, tend to be estimated to be at the same position.

8.3

Double-Counting

The symmetric appearance of corresponding left and right body parts is difficult
to handle for pictorial structures. This results in a problem called double-counting.
The inference used in pictorial structures, i.e. max-product over a tree graph (section 7.5), requires that we have a measurement/appearance component for each
part. These components can be used to detect each part independently in an
image. The pose component on the other hand restricts these detections to be
connected in a valid pose.
The appearance component can typically not tell the difference between the left
and right parts. It will most of the time fire at both the left and right parts in
an image. This would not be as big of a problem if we had a global model where
the appearance component would try to find all parts simultaneously. Then we
would evaluate the score of a pose by evaluating the how well each part matched
the image. If two parts would be placed on top of each other we would only count
the score for one of those parts.
In a pictorial structures model on the other hand, we are required to sum the
scores for all parts, no matter if they overlap each other or not. In this sense
the image evidence from a specific region might be double-counted, i.e. taken
into account in many different factors of the objective function (e.q. 8.1). Some
typical cases of double-counting can as seen in figure 8.2. Whereas the appearance
component considers each part independently, the pose component on the other
hand imposes pairwise constraints. This can to some degree counter the problem
of double-counting, but not completely solve it. The problem of double-counting is
the major disadvantage of pictorial structures in 2D. This is the price we pay for
using a tree graph which allows efficient inference.

Chapter 9

3D Pictorial Structures
for Multiple View Articulated Pose
Estimation
In this chapter we consider human 3D pose estimation from images taken by multiple calibrated cameras. We show that it is possible and tractable to extend the
pictorial structures framework to 3D. We discuss how to use this framework to
impose view, skeleton, joint angle and part intersection constraints in 3D. The 3D
pictorial structures are evaluated on multiple view data from a professional football game. The evaluation is focused on computational tractability, but we also
demonstrate how a simple 2D part detector can be plugged into the frame-work.

9.1

Introduction

In this chapter we focus on human pose estimation in 3D, at a single time frame, using multiple views, imposing a weak pose prior. We explore how pictorial structures
can be used to solve this problem.
From a wider perspective, pictorial structures are interesting since they might
provide a unifying framework for general pose estimation and object detection in
both 2D and 3D. They are also interesting from a practical point of view, due to
their efficiency. Pictorial structures simplify the inference over the high-dimensional
space of human poses, by modeling the dependencies between body parts as a tree
structure, as opposed to a general graph.
Pictorial structures in 2D typically discretize the search space. Using dynamic
programming over the tree graph a global optimum of a cost function is computed.
This is the state-of-the-art for single view human 2D pose estimation [28, 24, 83, 3].
The pictorial structures framework also works well for general 2D object detection.
The deformable part model [22], which fits this framework, provides state-of-the-art
performance for this problem. Recently this type of model has also been extended
101
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Figure 9.1: We discretize the space of human 3D poses and find the pose that best
fits the images from a set of calibrated cameras, using dynamic programming.

to 3D pose estimation of general objects [52], where in this case pose corresponds
to the single overall rotation of the object relative to the camera.
However, pictorial structures have not been used as much for 3D pose estimation of humans, or articulated objects in general. Bergtholdt et al. [6] do multiple
view 3D pose estimation, by first inferring the 2D pose in each view. They couple
the inference over the different views by enforcing soft epipolar constraints. In this
way 3D information is taken into account although the search is done in 2D. A disadvantage with this approach is that the coupling of views cannot be implemented
in a tree graph. By using a general graph the inference of a global optimum is not
tractable.
Sigal et al. [71] on the other hand perform the search in 3D. They argue that
while efficient 2D pose estimation relies on a discretization, this is not practical in
3D. Therefore they use a stochastic algorithm to perform inference over a continuous
space. This has two disadvantages compared to the discretized pictorial structures,
commonly used in 2D. The stochastic algorithm is more complicated and it cannot give the same guarantee of global optimality as dynamic programming over a
discrete space.
Discretizing the space of 3D poses is difficult for many reasons. 2D rotations
are simply described by a single angle, which can be used to create a grid of evenly
spread rotations, such that two discrete rotations can be composed to another

9.1. INTRODUCTION
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Figure 9.2: The Bayesian network of our model. The body parts are in topological
order: Pelvis, Torso, Left Upper Leg, Right Upper Leg, Left Upper Arm, Right
Upper Arm, Left Lower Leg, Right Lower Leg, Left Lower Arm, Right Lower Arm.
The square nodes represent measured variables.

discrete rotation. The space of 3D rotations is more complicated and has no goldstandard parametrization. It is not obvious how to create a discrete set of 3D
rotations that are evenly spread and can be easily composed. Also, in 2D the general
distance transform is used to give efficient inference [24, 25]. It is not clear how to
generalize this to 3D rotations. Furthermore, the space of translations and rotations
in 2D together form a 3D space, whereas the space of translations and rotations in
3D together form a 6D space. A discretization of 3D poses would therefore require
considerably more points. It is unclear whether dynamic programming is tractable
over this larger space. The goal of this work is to address these issues. We aim to
show that discrete pictorial structures in 3D are practical and tractable.
We start by describing our probabilistic model in section 9.2. This is very similar
to the 2D pictorial structures previously described in chapter 8. In the next sections
we describe the aspects unique to 3D. In section 9.3 we discuss weak pose priors
leading to tractable inference. These impose skeleton and joint angle constraints.
In section 9.4 we discuss how to create a discrete search grid over 3D poses. The
problem of double-counting, typical for tree-based models, is discussed in section
9.5. In the experiments section 9.6 we evaluate our model on multiple view data
from a professional football game. First the tractability is evaluated and then we
implement and evaluate a simple HOG-based part detector.
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Probabilistic Model

The human body is modeled as a collection of N body parts. The state Xn =
(Tn , Rn ) of each part n is defined by its global translation Tn and global rotation
Rn in 3D. Each is considered as a discrete random variable. Outcomes of these
random variables are denoted by xn = (tn , rn ) and assumed to be elements of the
discrete set ΩX = ΩT × ΩR . In section 9.4 we discuss how the space of translations
and rotations in 3D are discretized to give ΩT ⊂ R3 and ΩR ⊂ SO(3). The state of
all parts is represented by X = (X1 , . . . , XN ).
Our goal is to estimate the state of the parts from image measurements. Let
In = (In1 , . . . , InC ) be a random variable representing the image evidence from C
views of part n. We assume the evidence from different views are independent and
therefore the likelihood of part n in state xn generating the image evidence in can
be written in terms of the likelihood functions for each view:
Y
(9.1)
PInc |Xn (icn | xn )
PIn |Xn (in | xn ) =
c

This likelihood provides an image matching score or a goodness-of-fit to all camera
views for a part given its state, thereby imposing view constraints. We assume
the hidden tree model 7.4 for the random variables. The joint distribution is then
factorized as:
Y
PX,I (x, i) =
(9.2)
PIn |Xn (in | xn ) PXn |Xpa(n) (xn | xpa(n) )
n

The Bayesian network in figure 9.2 displays the assumed dependency structure of
the variables in our model. We want to find the most probable state x∗ of the parts
given measurements of their images i. This corresponds to solving the discrete
optimization problem:
x∗ = arg max PX|I (x | i) = arg max PX,I (x, i)
x

(9.3)

x

Since the objective function is factorized over a tree graph, the global maximum
can be found using the max-product, as discussed in section 7.5. See algorithm 9
for its application to our problem. We assume the parts are ordered topologically,
i.e. the index of a child is always greater than the index of its parent and we let the
root have index 1. The costly part of the algorithm is the optimization problem in
the innermost loop:


max ln PXn |Xpa(n) (xn | xp ) + mn (xn )
(9.4)
xn

for all xp ∈ ΩX . The time complexity of this is in general O(|ΩX |2 ) = O(|ΩT |2 |ΩR |2 ).
We consider N to be constant. In section 9.3 we show how to reduce the complexity to O(|ΩT ||ΩR |) and O(|ΩT ||ΩR |2 ), by choosing a pose prior PXn |Xpa(n) which
exploits the fact that we are modeling a 3D human skeleton.
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Algorithm 9 Max-product for our model
mn (xn ) := ln PIn |Xn (in | xn ) ∀n
for n := N to 2
p := pa(n)
for xp ∈ ΩX

m̃ := max ln PXn |Xp (xn | xp ) + mn (xn )
xn

mp (xp ) := mp (xp ) + m̃
end
end
x∗1 := argmax m1 (x1 )
x1

for n := 2 to N
p := pa(n)

x∗n := argmax ln PXn |Xp (xn | x∗p ) + mn (xn )
xn

end

9.3

Skeleton Model

As we model the human as a kinematic tree, the state Xn = (Tn , Rn ) of a child
depends only on that of its parent. The global translation Tn and rotation Rn of
each part can then be defined recursively in terms of local translations ∆Tn and
local rotations ∆Rn of the part and the global translation and rotation of its parent:
Rn = Rpa(n) ∆Rn

(9.5)

Tn = Tpa(n) + Rpa(n) dn + ∆Tn

(9.6)

where dn is a constant vector offset of part n from its parent. We assume the
global translation and rotation of the root is uniformly distributed and view the
conditional probability PXn |Xpa(n) as a prior on the pose of part n given the pose of
its parent. If all the local translations and rotations are assumed to be independent
of one another, then Tn and Rn are independent given the parent state:
PXn |Xpa(n) = PTn |Xpa(n) PRn |Xpa(n)

(9.7)

From equation (9.5) we see that the rotation of a child is independent of the translation of its parent and Rn is deterministically defined by Rpa(n) and ∆Rn . Therefore
we have:
PRn |Xpa(n) (rn | (tp , rp )) = PRn |Rpa(n) (rn | rp )
= P∆Rn (rpT rn )

(9.8)

106

CHAPTER 9. 3D PICTORIAL STRUCTURES
FOR MULTIPLE VIEW ARTICULATED POSE ESTIMATION

T
as ∆Rn = Rpa(n)
Rn . Similarly, the translation prior, by exploiting equation (9.6),
can be expressed as:

PTn |Xpa(n) (tn | (tp , rp )) = P∆Tn (tn − tp − rp dn )

(9.9)

The total pose prior thus factorizes as:
PXn |Xpa(n) ((tn , rn ) | (tp , rp )) =
P∆Tn (tn − tp − rp dn ) P∆Rn (rpT rn )

(9.10)

where P∆Tn is a prior over the local translations and P∆Rn is a prior over the local
rotations.
Translation Prior We propose three alternatives for the translation prior. Each
alternative provides potential opportunities for speeding up the general max-product
algorithm 9. The simplest corresponds to modeling the skeleton as a chain of limbs
of fixed length and is expressed with:
(
1 if ∆tn = (0, 0, 0)T
P∆Tn (∆tn ) =
(9.11)
0 otherwise
One can also allow each limb some small degree of flexibility in its length by defining
a set Mn of possible deformations such that:
(
1 if ∆tn ∈ Mn
(9.12)
P∆Tn (∆tn ) ∝
0 otherwise
Another possibility is to use a loose chain model as in standard 2D pictorial structures:
P∆Tn (∆tn ) ∝ N (∆tn | (0, 0, 0)T , σn2 I3 )

(9.13)

The local translations are then described by a discretized normal distribution with
zero mean and isotropic covariance. With this prior the inference can be made
efficient using the distance transform [24, 25, 27].
In this work we only explore the fixed length constraint and while it is somewhat
restrictive, it is not an unreasonable assumption to make in 3D. This is not the
case in 2D where limbs in the image can go through extreme foreshortening due to
projection and it is therefore a necessity to allow the length of limbs to vary.
Rotation Prior The distribution P∆Rn describes the possible rotations of the
joint connecting two parts. In this work we consider in detail two possibilities. The
first is simply a uniform distribution:
P∆Rn (∆rn ) ∝ 1

(9.14)
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Algorithm 10 Max-product imposing view and skeleton constraints
mn (xn ) := ln PIn |Xn (in | xn ) ∀n
for n := N to 2
for tn ∈ ΩT
m̃(tn ) := max mn ((tn , rn ))
rn

end
p := pa(n)
for tp ∈ ΩT
for rp ∈ ΩR
tn := tp + rp dn
mp ((tp , rp )) := mp ((tp , rp )) + m̃(tn )
end
end
end
x∗1 := argmax m1 (x1 )
x1

for n := 2 to N
p := pa(n)
t∗n := t∗p + rp∗ dn
rn∗ := argmax mn ((t∗n , rn ))
rn

end

The second alternative we examine is one which enforces hard limits on joint angles:
(
1 if ∆rn ∈ Qn
P∆Rn (∆rn ) ∝
(9.15)
0 otherwise
This type of prior can be expressed conveniently for humans as hard constraints
in the twist-swing parametrization of 3D rotations, as discussed in section 2.2.
One could of course learn an arbitrary distribution for P∆Rn from training data,
however, we discount this alternative in this work as we want to impose as few
priors as possible on the expected pose of the subject.
Tractable Max-Product In general, the max-product algorithm 9 has a time
complexity of O(|ΩX |2 ) = O(|ΩT |2 |ΩR |2 ). However, each of the pose prior we
suggested allows a speed up of the costly innermost loop maximization (9.4).
The fixed length prior is deterministic. Thus when looking for the optimal state
xn = (tn , rn ), we know the translation tn and only need to search over all rotations
rn . Also, if there is a uniform prior on rotation, we can ignore the constant normalization factor. Using algorithm 10 it is then possible to speed up the optimization
to O(|ΩT ||ΩR |).
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Algorithm 11 Max-product imposing view, skeleton and joint angle constraints
mn (xn ) := ln PIn |Xn (in | xn ) ∀n
for n := N to 2
p := pa(n)
for tp ∈ ΩT
for rp ∈ ΩR
tn := tp + rp dn
m̃ := max mn ((tn , rp ∆rn ))
∆rn ∈Qn

mp ((tp , rp )) := mp ((tp , rp )) + m̃
end
end
end
x∗1 := argmax m1 (x1 )
x1

for n := 2 to N
p := pa(n)
t∗n := t∗p + rp∗ dn
rn∗ := argmax mn ((t∗n , rp∗ ∆rn ))
∆rn ∈Qn

end

If we still assume fixed limb lengths but a hard rotation prior we can use algorithm 11, with time complexity O(|ΩT ||ΩR |2 ). This is the worst complexity of any
combination of the suggested translation and rotation priors.

9.4

Discrete Search Grid

Using dynamic programming to search for the optimal pose requires a discretization
of the state space. We have two requirements for this discretization. Firstly, the
points should be evenly spread. Secondly, if we add translations or compose rotations, it should be easy to find the resulting discrete point. It is easy to construct
such a discretization for the translations ΩT ⊂ R3 , but not as easy for the rotations
ΩR ⊂ SO(3).
Translation Discretization We assume the subject is roughly localized by a
bounding rectangle in each image. We also assume that the cameras are calibrated.
Therefore we can compute a bounding cube (fig. 9.1). The discrete set of translations ΩT is created as a grid covering this cube (fig. 9.3).
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Figure 9.3: The discrete set of translations ΩT is generated as a grid covering a
bounding cube. To the left we show an example with |ΩT | = 33 . The discrete
set of rotations ΩR is generated by sampling unit quaternions, i.e. points on a
hypersphere. In the middle we show |ΩR | = 103 samples from a uniform distribution
and to the right we show the same number of best-candidate samples.

Rotation Discretization We use best-candidate sampling [55] to generate a
discrete set of rotations ΩR that are evenly spread. First a large set of candidates
are generated by uniform sampling of rotations. Then only the candidates furthest
away from each other are kept.
For this process we use the unit quaternion representation of rotations (2.2).
It describes a rotation as a point on the hypersphere S3 embedded in R4 . After
many candidates have been generated, by uniform sampling, we want to retain
those samples furthest away from each other. This requires measuring distances
between points in SO(3). We use the geodesic distance d(q1 , q2 ) = 2 arccos(|q1 ·
q2 |), where q1 · q2 is the ordinary dot-product of the unit quaternions and not
the quaternion product. Finally, we convert the rotations from unit quaternions to
rotation matrices. The discrete set of rotations ΩR now fulfills our first requirement
of being evenly spread (fig. 9.3).
Ideally, we would like the composition of two rotations in ΩR to be also in
ΩR . This will, in general, not be the case. We would then like to use the closest
grid point. How can we know which grid point that is? A simple solution is
to precompute a table with this information. If we have |ΩR | rotation states we
precompute a |ΩR | × |ΩR | table where the element with indices i and j is the
index to the rotation in ΩR that is closest to the composition of the rotations with
indices i and j. This matrix can potentially be precomputed in O(|ΩR |3 ) time, by
comparing the distances to all grid points. In section 9.6 we explore the tractable
number of grid points.
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Avoiding Self-Intersections

Using a tree graph and the max-product algorithm to find the solution, is a doubleedged sword. On the one hand, it allows us to find the global optimum in a tractable
way. But on the other hand, assuming the dependencies between the variables in the
model form a tree has its limitations. A typical problem is the double counting of
image evidence, as discussed in section 8.3. If some parts have a similar appearance,
typically e.g. the left and right arms and legs, the optimal score often has them
placed at the same position.
2D Pose Estimation This problem is especially prevalent in 2D where there is
an inherent ambiguity, since two parts may very well project to the same image area
even if they do not occupy the same volume in 3D. To reason in this case one needs to
recognize whether the two parts really occlude each other or not. Researchers have
addressed this problem, but frequently it involves dropping the tree assumption and
using a global objective function which couples all parts [6, 70, 3]. The optimization
then becomes difficult and the solution found may not be the global optimum.
3D Pose Estimation In 3D we do not have the same ambiguity as in 2D.
Whereas the parts should be allowed to intersect in 2D, they should never be allowed to intersect in 3D. However, preventing all parts from intersecting each other
would still require a full graph instead of a tree. Instead, we propose a two-step
algorithm that prevents a subset of the parts from intersecting. First we find the
global optimum of the original objective function, which does not take intersections into account. To deal with the possible intersection of e.g. the legs, we then
consider the hypotheses:
1. Left leg has been estimated correctly.
2. Right leg has been estimated correctly.
We then evaluate each of these hypotheses in turn by running the algorithm a
second time. In this second stage we fix the part which is assumed to be correctly
estimated. The corresponding mirror part is then prevented to intersect the fixed
part. This can be done by modifying the appearance scores PIn |Xn . A part can be
fixed by setting all states, except the fixed one, to have a zero probability. Similarly,
we can prevent a part from intersecting its fixed mirror part by zeroing out all states
where this happen. To allow simple and fast intersection tests we model the parts
as capsules, as discussed in section 3.2.
We then find the global optimum to this modified cost function using the maxproduct algorithm over the same tree graph. This gives a new pose whose parts
do not intersect and its associated score. We then choose the hypothesis with the
highest score (fig. 9.7, 9.8, 9.9).
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| ΩR |
| ΩT |
163
323
643

43

83

163

10 MB
84 MB
670 MB

84 MB
670 MB
5.4 GB

670 MB
5.4 GB
43 GB

Table 9.1: Memory consumption for different discretizations.

9.6

Experiments

To test our algorithm in a realistic scenario, we recorded a sequence from a professional football game using three cameras, each having a resolution of 1920 × 1080
pixels and a frame-rate of 25Hz. The cameramen followed the same player as he
moved around the pitch. We annotated the 2D pose in each view for 214 consecutive frames. Using these 2D measurements the cameras were synchronized and
calibrated and the pose was reconstructed in 3D, as described in chapter 6. We use
these 2D measurements and 3D reconstruction as the ground truth to evaluate our
algorithm. Our primary questions are:
• Are pictorial structures in 3D a practical solution?
• What is the necessary level of discretization needed to represent human poses
in 3D?
• Is this discretization level computationally tractable?
To answer these questions we first investigate what levels of discretizations are
tractable in terms of memory consumption. We then consider the computation time
for these discretizations. Finally, we evaluate if these discretizations can represent
poses with the desired accuracy.
Our next set of experiments focus on applying the algorithm to measurements
extracted automatically from each view, using 2D part detectors.

Tractability
A key factor that affects the tractability of all the considered max-product algorithms (9, 10, 11) is the memory used to store all scores/messages, i.e. the m-array.
It has N × |ΩT | × |ΩR | elements. In our implementation N = 10 and 4 bytes are
used for each element. In table 9.1 we list the memory requirements for this array for different translation ΩT and rotation ΩR discretizations. All discretizations
listed in the table, except the bottom right corner, fit into the 16 GB RAM of our
test system.
We next look at the computation time for running algorithm 10 and 11 for different discretizations. The algorithms were implemented in C++ using OpenMP
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View & Skeleton
Constraints
| ΩR |
| ΩT |
163
323
643

43

83

163

0.021 s 0.14 s 1.0 s
0.14 s 1.0 s 8.4 s
1.1 s 8.7 s

View, Skeleton &
Joint Angle Constraints
43

83

163

0.041 s
2.4 s
0.42 s
23 s
5.1 s 4.9 min

5.5 min
69 min

Table 9.2: Computation time for different discretizations.

to parallelize the for-loops over ΩT . The computations were run on an Intel
Core2 Quad processor with four 2.8 GHz cores. The result is summarized in table
9.2. Algorithm 10 imposes view and skeleton constraints. Its time complexity of
O(|ΩT ||ΩR |) is confirmed by the table. Algorithm 11 additionally imposes joint
angle constraints. Its time complexity of O(|ΩT ||ΩR |2 ) is approximately matched
by the table.
Finally, we explore what level of discretization that is necessary to obtain an
acceptable estimate of the 3D pose. To perform this evaluation we use synthetically
generated scores for PInc |Xn . This avoids conflating inaccuracies in the measurement
process with the coarseness of the grid discretization, when analyzing the cause of
errors in the final 3D pose estimate. The synthetic scores are computed from 2D
pose annotations. Each part is modeled as a line segment. Let the annotated start
and end points of part n in view c be denoted by ŝ(icn ) and ê(icn ). If the part
is in state xn the projected start and end points are denoted scn (xn ) and ecn (xn ).
Our synthetic appearance score is then the difference between the projected and
annotated end points:
ln PInc |Xn (icn | xn ) = − kscn (xn ) − ŝ(icn )k2 +
− kecn (xn ) − ê(icn )k2

(9.16)

Figures 9.4, 9.5 & 9.6 show the result of running algorithm 10 with these synthetic scores, for different levels of discretizations. Each figure represents a single
time frame and eight different discretizations of the search grid. We conclude that
having |ΩT | ≥ 323 and |ΩR | ≥ 83 gives enough detail. Since this is tractable
both in terms of memory and speed we conclude that algorithm 10 is practical and
tractable.
We have observed that algorithm 11 seems to require a finer discretization,
|ΩR | ≥ 163 . This is on the border of being tractable in terms of speed of our
current implementation. We believe this extra level of detail is needed since the
hard joint angle constraints remove some of the local rotations of each part. More
specifically, it removes some of the rotations that approximately rotate the part
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around its own axis, but result in slightly different end positions. This loss of
precision needs to be compensated by having more global rotations.

Automatic Part Detection
These experiments test automatic pose estimation using algorithm 10. To do this
we implemented simple 2D part detectors based on the HOG-descriptor [16]. We
model each part as a cylinder and approximate its projection to an image as a
rectangle. Each 3D rotation then corresponds to a 2D rotation and change of
aspect ratio of this rectangle. To be invariant to this effect, we warp the rectangle
to a canonical square. We let the HOG of this square represent the appearance of
the part.
Using 2D pose annotations we train a binary logistic regression classifier [7], to
allow a probabilistic interpretation, for each part. We use 100 frames from the 3
camera views for training. When testing on an image we evaluate the detector for
each 2D position and each 2D rotation and aspect ratio of the rectangle.
After this has been done for all views we use these response scores in lookup tables when evaluating the score for each 3D position and 3D rotation. Each
3D position and rotation of the part corresponds to a 2D position, rotation and
aspect ratio of the rectangle in each view. The scores from the different views are
aggregated using equation 9.1.
The quantitative results in this section are reported in terms of PCP scores:
percentage of correctly estimated parts. A part is declared correctly estimated if:
kŝn − sn k + kên − en k
≤ αkŝn − ên k
2

(9.17)

where ŝn and ên represent the ground truth 3D coordinates of the start and end
point of part n and sn and en the algorithm’s estimate. We report scores for α = 0.2
and α = 0.5 in table 9.3. The PCP score is more informative than one based on the
Euclidean distance, given the the difficulty of the data set and the precision of our
simple 2D part detectors. We test with and without the 3D intersection constraints
and using 1, 2 or 3 camera views.
Table 9.3 and figures 9.7, 9.8 and 9.9 show that our simple 2D part detectors
are not very accurate. However, designing accurate 2D part detectors has not been
the focus of this chapter. The frame-work supports any such detector. More importantly, the table and figures show that given a 2D part detector, the 3D pictorial
structures frame-work can improve the accuracy of the estimation by imposing view,
skeleton and intersection constraints in 3D. In the next chapter we will discuss how
to train stronger 2D part detectors.
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View & Skeleton
Constraints
Parts

C=1

C=2

Pelvis
Torso
Upper Arms
Lower Arms
Upper Legs
Lower Legs
All Parts

97 57
87 40
14 2
6 0
62 8
33 5
41 13

97
90
55
30
87
68
67

C=3

35 100 50
48 100 65
8 55 15
6 35 18
26 90 45
35 70 57
23 70 39

View, Skeleton &
Intersection Constraints
C=1

C=2

97 57
87 38
14 2
6 0
63 9
41 7
43 13

97
90
53
28
88
82
69

C=3

35 100 55
48 100 55
8 60 20
7 35 15
19 100 48
38 90 60
23 77 40

Table 9.3: A quantitative summary of the results of our pose estimation to real
images from 20 different frames. PCP scores in % with α = 0.5 and α = 0.2 (in
blue) are used to measure performance of pose estimation using 1, 2 or 3 cameras.
We first only impose view and skeleton constraints. We then add intersection
constraints for the lower legs.
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Figure 9.4: Evaluation of the necessary detail required for the discretization grid.
Synthetic appearance scores are used. The estimated 3D pose (red) is the pose
closest to the ground truth pose (blue), that is possible to represent with the given
discretization.
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Figure 9.5: The pose in red is the projection of the 3D pose closest to the ground
truth which it is possible to represent with a given level of discretization.
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Figure 9.6: The pose in red is the projection of the 3D pose closest to the ground
truth which it is possible to represent with a given level of discretization.
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View 1
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View 2

View 3
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View
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View,
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Constraints

Figure 9.7: Frame 1. Multiple view 3D pose estimation imposing different types
of constraints. In the first column only view constraints are imposed. The second
column adds skeleton constraints. The third column also adds intersection constraints. The rows show the different camera views and the bottom row shows the
reconstruction from a new view. The reconstruction is drawn in red and the ground
truth in blue.
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View 1

View 2

View 3

Novel View

View
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View &
Skeleton
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View,
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Intersection
Constraints

Figure 9.8: Frame 2. Multiple view 3D pose estimation imposing different types
of constraints. In the first column only view constraints are imposed. The second
column adds skeleton constraints. The third column also adds intersection constraints. The rows show the different camera views and the bottom row shows the
reconstruction from a new view. The reconstruction is drawn in red and the ground
truth in blue.
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Figure 9.9: Frame 3. Multiple view 3D pose estimation imposing different types
of constraints. In the first column only view constraints are imposed. The second
column adds skeleton constraints. The third column also adds intersection constraints. The rows show the different camera views and the bottom row shows the
reconstruction from a new view. The reconstruction is drawn in red and the ground
truth in blue.
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Conclusion

We have described and implemented a frame-work for 3D pictorial structures that
can be used for multiple view articulated pose estimation. Thanks to the discretization of the search space a globally optimal pose can be computed. We implemented
two algorithms. The first algorithm (10) imposes view and skeleton constraints.
The second algorithm (11) also imposes joint angle constraints. We have shown
that the first algorithm is tractable, whereas our implementation of the second algorithm is on the border of being tractable in terms of speed, on our test system.
We also demonstrated how the problem of intersecting parts, common for treebased models, can be dealt with more easily in 3D than 2D. However, this does not
completely solve the problem of double-counting.
We see several interesting directions for future research. Finding an efficient
way of computing max-convolutions over discrete subsets of SO(3) would speed up
the second algorithm, imposing joint angle constraints. A coarse-to-fine or branch
and bound approach could also help to reduce the search in general. One could
also utilize the parallel nature of the max-product algorithm by exploring GPU
implementations.
In the current implementation we compute the image evidence of the individual
parts using 2D part detectors that are rather basic and not that accurate. Now
that the tractability of the frame-work has been shown, we will focus more on
this appearance component. In the next chapter we will discuss how accurate part
detectors can be trained and how the problem of double-counting can be further
reduced.

Chapter 10

Multi-view Body Part Recognition
with Random Forests
In this chapter we further explore how to use pictorial structures / part-based
models for human 3D pose estimation. We focus on the part appearance component
of such a model. We use a random forest classifier to capture the variation in
appearance of body parts in 2D images. The result of these 2D part detectors
are then aggregated across views to produce consistent 3D hypotheses for parts.
We solve correspondences across views for mirror symmetric parts by introducing a
latent variable. This reduces the problem of double-counting. We evaluate our part
detectors qualitatively and quantitatively on a dataset gathered from a professional
football game.

10.1

Introduction

In this chapter we continue exploring how pictorial structures / part-based models
can be used for multiple-view human 3D pose estimation, outside of a studio environment. We focus on how to compute efficient and accurate 3D part appearance
likelihoods that can be plugged into any 3D part-based model.
To discriminatively learn the 3D part likelihoods directly for the individual
parts would require labeled 3D data and the associated calibrated views. We want
to avoid this potentially expensive and non-trivial labeling task. Therefore, we discriminatively learn 2D part likelihoods for each part and aggregate the likelihoods
from the different views to obtain the 3D part likelihoods. This means that we only
need labelled 2D images from uncalibrated cameras. However, to get good performance this requires solving a part correspondence problem across views during the
aggregation phase. We return to this issue later in the introduction, but now we
turn to the issue of how to learn and compute the 2D part likelihoods.
State of the art 2D part based models for human pose estimation rely on SVM
classifiers applied to a HOG descriptor of an image patch [83]. However we opt to
121

122

CHAPTER 10. MULTI-VIEW BODY PART RECOGNITION WITH
RANDOM FORESTS

use a more efficient random forest approach for estimating the part likelihoods. We
take our inspiration from the recent success of the Kinect system. Shotton et al.
[67] use a random forest to estimate a person’s 3D pose from a depth image. They
divide the human body into a set of parts and a random forest is used to estimate
the probability of each pixel belonging to each part. From these probabilities the
3D location of the skeletal joints are then independently estimated. Their work
clearly demonstrates that given sufficiently diverse training data, one can learn
a compact random forest classifier which at test time efficiently recognizes parts
across a very varied set of 3D poses. In chapter we consider ordinary visual images,
as opposed to depth images, but similarly use a random forest to assign to every
pixel a probability of being a particular part or background. These probabilities
form the basis for our part likelihood scores in 2D and 3D.
We create 3D part appearance likelihoods by aggregating the 2D likelihoods
across all camera views. Care must then be taken regarding the correspondence
of joints across the views. Because of the similar appearance of mirror symmetric
parts, such as left and right arms and legs, and also the local nature of our part
detectors, we can not directly distinguish the correct correspondences for each part.
In this chapter this issue is handled by introducing a latent variable into our model
which represents the correspondence. At inference time we optimize for both the
best pose and the best values of our latent variable. We show that this approach
is both feasible and effective (fig. 10.2).
We now summarize the contributions of this chapter.
1. We introduce a new dataset, KTH Multiview Football Dataset II, of annotated
football images consisting of 5900 images with 2D annotations and 2400 with
3D annotations and calibrated multi-view camera parameters.
2. We benchmark the performance of a 2D part-based model, which uses our
random forest based 2D part appearance likelihoods. We show that given
sufficient labelled training data our method outperforms the state-of-the-art
methods for 2D pose estimation on football footage.
3. We show how multi-view 3D appearance likelihoods can be computed from
2D likelihoods. We solve correspondences across different views for mirror
symmetric parts by introducing a latent variable. We demonstrate how our 3D
likelihoods can be plugged into a 3D part-based model and used to estimate
3D poses outside a studio environment without imposing a strong pose prior.

10.2. OVERVIEW OF METHOD
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Figure 10.1: A general overview of our multi-view pose estimation frame-work. A random
forest is first used to classify each pixel in each image as belonging to a part or the
background. The results are then back-projected to a 3D volume. We find corresponding
mirror symmetric parts across views by introducing a latent variable. Finally, a part-based
model is used to estimate the 3D pose.

10.2

Overview of Method

Given a set of calibrated cameras viewing a person, our goal is to estimate the
location of body joints in 3D. Figure 10.1 shows a general overview of our framework. First a random forest is used to classify each pixel in each image as a part or
the background, as described in section 10.3. We then discuss how the resulting 2D
part appearance likelihoods can be used for 2D pose estimation in section 10.4. This
process is performed so that we can compare 2D part detectors to previous work
for 2D pose estimation. The results from section 10.4 are not used for performing
3D inference. For 3D part appearance likelihoods we back-project the result of
the random forest pixel classification to a 3D volume, as described in section 10.5.
We then discuss how our 3D part appearance likelihoods can be plugged into any
multi-view part-based model in section 10.6. The problem of mirror ambiguity for
symmetric parts is addressed in section 10.7.
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Appearance Likelihoods in 2D Using Random Forests

We use a random forest of classification trees to estimate the probability that a
pixel v belongs to a skeletal joint or the background class. The split decisions made
in each tree are based on thresholding a dimension of the UoC-TTI HOG descriptor
[22] of the image window. This dimension is defined by three numbers as follows.
First there is a 2D offset vector u. It is computed within which cell of the HOG
descriptor the point u + v falls. The final number defines the dimension of (u + v)’s
cell descriptor to be accessed. It is this entry which is thresholded in the split
decision. The offsets considered are constrained to be within a certain distance of
v.
We have training images that have the position of the 2D skeleton joints labelled.
From these labelled images we generate a new labelled dataset {(hk , y k )}K
k=1 where
hk is the HOG descriptor of an image centered at a pixel having a class label
y k ∈ {0, 1, . . . , N }. The label 0 corresponds to the background class and the other
numbers to the skeletal joints. This is the labelled data we use to train the random
forest. We use the standard procedure for training random forests similar to [67, 15].
When we apply a learnt decision tree to a test image i and a pixel location v
in an image with HOG descriptor h we will reach a leaf node m. The posterior
probability of pixel v having label y is equal to the proportion of the training
samples that reach node m and have label y. The output of our random forest
is the average of the probabilities returned by the trees in the forest. After the
random forest is run on all pixels in the image we separately smooth the posterior
probability maps obtained for each part. The final response image for each part n
is denoted by fn (i, v).

10.4. INFERRING THE 2D POSE
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Inferring the 2D Pose

We first formulate the pose estimation problem in 2D. This is done so we can
introduce our notation for part-based models and can compare the random forest
results to previous work for 2D pose estimation. However, the results from this
sub-section are not used when performing the multi-view 3D inference.
Let Vn be a random variable representing the 2D position of part n. The 2D pose
of the person is then V = (V1 , . . . , VN ). Let I be a random variable representing the
image evidence. We consider part-based models that assume there is some image
evidence for each part In and that these are conditionally independent given the
position of the parts:
PI|V (i | v) =

Y

PIn |V (in | v)

(10.1)

n

where lower cases are used for outcomes of the random variables. We use the
response from the random forest as the 2D part appearance likelihoods:
PIn |Vn (in | vn ) ∝ fn (i, vn )

(10.2)

A more detailed theoretical motivation for this is given in appendix E. We infer
the pose by finding the most probable state of V given the measurement data:
#

"
arg max PV |I (v | i) = arg max
v

v

ln PV (v) +

X

ln PIn |Vn (in | vn )

(10.3)

n

where PV (v) describes an arbitrary 2D pose prior. This optimization can be solved
in different ways, depending on the form of the 2D pose prior PV (v). We consider
two priors:
1. We first consider a constant uniform prior: PV (v) ∝ 1. Since this prior
does not weight the different poses differently, we can simply remove the pose
term ln PV (v) from the objective function. This leads to a simple optimization
problem where we can maximize over each part n independently. In many
cases this gives a good estimate of the pose. This is because the random forest
is able to aggregate information from a relatively large neighborhood around
each joint and produce confident joint hypotheses.
2. There are, however, some cases where this approach fails. Therefore we also
impose a 2D skeleton pose prior, as described in chapter 8 on 2D pictorial
structures. Specifically, this assumes that PV (v) is factorized over a tree graph
and use a mixture of Gaussians prior for the relative location of joints with
respect to their parents.
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10.5

Appearance Likelihoods in 3D

Let the 3D position of joint n be the random variable Xn and the 3D pose X =
(X1 , . . . , XN ). The image evidence from view c for joint n is represented by the
random variable Ic,n . Let the image evidence of all joints for a single view be
Ic = (Ic,1 , . . . , Ic,N ) and for all joints and views I = (I1 , . . . , IC ). Let Vc,n be
the 2D position of joint n in view c. Let Tc be the projective transformation of
camera c. We assume the 2D position vc,n of joint n in view c is deterministically
determined as vc,n = Tc (xn ). The part appearance likelihood for view c is computed
by projecting Xn to that view:
PIc,n |Xn (ic,n | xn ) = PIc,n |Vn (ic,n | Tc (xn )) ∝ fn (ic , Tc (xn ))

(10.4)

We assume the image evidence across views is conditionally independent given xn
and thus compute the multi-view 3D appearance likelihood (see figures 10.1 and
10.2) as:
PI1,n ,...,IC,n |Xn (i1,n , . . . , iC,n | xn ) =

Y

PIc,n |Xn (ic,n | xn )

(10.5)

c

10.6

Inferring the 3D Pose

Similar to 2D we estimate the pose by computing the most probable state of X
given the measurement data. This equates to finding the maximum of the posterior
distribution
"
#
XX
arg max PX|I (x | i) = arg max ln PX (x) +
ln PIc,n |Vc,n (ic,n | Tc (xn ))
x

x

n

c

(10.6)
where PX (x) describes an arbitrary 3D pose prior. This optimization can be solved
in different ways, depending on the choice of the state space for X and the form of
the 3D pose prior PX (x). Depending on whether we have a continuous or discrete
state space a solution can be found using either stochastic optimization [71] or
dynamic programming, as discussed in chapter 9. Our 3D appearance likelihoods
can be used by any multi-view part-based model.
To demonstrate the performance of a full system we follow the approach of
chapter 9 and discretize the state space. We assume the person is within a bounding
cube and create a uniform grid covering this cube. The appearance likelihoods are
then evaluated for all grid points. We consider two different pose priors PX (x). The
first is PX (x) ∝ 1, i.e. uniform over its state space. Then the global optimum can
be found by optimizing equation (10.5) for each joint independently. The second
pose prior imposes limb length and intersection constraints as described in chapter
9.

10.7. OVERCOMING AMBIGUITIES INTRODUCED BY SYMMETRIC
APPEARANCES
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Overcoming Ambiguities Introduced by Symmetric
Appearances

In equation (10.4) we have assumed that the mapping between the labels for the
2D joints and the 3D joint labels is consistent across views and that it is one-toone. However, this is not necessarily the case especially for the mirror symmetric
joints, i.e. joints associated with the right and left legs (arms). For such joints, the
classifier can either be trained to
• just detect the joints and ignore their label as left or right or
• recognize the left and right label of the image
In the latter scenario we do not know if the joints labelled as left in two views
correspond to the same physical 3D joints. Therefore to match the left and right
legs of an image with the left and right of the person we have two choices. If we
also try to match the arms we have a total of 22 = 4 choices per image. Considering
all C views gives a total of 22C choices.
To handle this mirror ambiguity we introduce a discrete latent random variable
Mc = (Mc,1 , . . . , Mc,N ) which represents the mapping of the labels from the 3D
joint labels to the 2D joint labels in view c. We assume Mc is uniformly distributed
over its 4 states. For non-limb joints the mapping is considered unambiguous.
Instead of using (10.4) we thus let the image evidence of each joint depend on Mc,n
as follows:
PIc,n |Mc,n ,Xn (ic,n | mc,n , xn ) = PIc,n |Mc,n ,Vn (ic,n | mc,n , Tc (xn )) ∝ fmc,n (ic , Tc (xn ))
(10.7)
Then the optimum of the full posterior distribution for X and M = (M1 , . . . , MC )
assuming a uniform prior over M is given by:
max PX,M |I (x, m | i1 , . . . , iC ) =
x,m
#
"
XX
=max max ln PX (x) +
ln PIc,n |Mc,n ,Vc,n (ic,n | mc,n , Tc (xn )) + constant
m

x

n

c

(10.8)
and this becomes the optimization problem we solve at inference time as opposed
to (10.6). See figure 10.2. We perform the outer optimization over m by exhaustive
search, independently of the method used for the inner optimization over x. This
approach can therefore be applied to any part-based model. When we solve this
optimization problem the joints across the views will be in correspondence, but
there may still be an unresolved front/back ambiguity in 3D.
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Figure 10.2: Overcoming ambiguities introduced by symmetric appearances. The top
image shows the 3D appearance likelihoods computed from part detectors that ignore the
left and right label of the parts. The bottom image shows the result of finding corresponding parts across views by maximizing a latent variable. The ground truth pose is shown
in black.
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Experiments

To benchmark the performance of our approach in a realistic outdoor scenario
we have created the publicly available KTH Multiview Football Dataset II from
a professional football game. The dataset consists of about 8300 images of three
different players of the same team. We first annotated the 2D pose of the players
for 5907 images. We used 3900 of these to train the random forest and the rest for
testing the 2D pose estimation performance.
We additionally annotated four sequences where the player was captured by
three moving cameras. Each sequence consists of about 200 × 3 images, recorded at
a frame-rate of 25Hz. We used the 2D annotation to synchronize and calibrate the
cameras and the human pose is reconstructed in 3D using the method described in
chapter 6. We used the 3D reconstruction of the first sequence as the ground truth
for testing the 3D pose estimation performance.

Scoring and inference in 2D
What follows contains an analysis of the effect of different parameters on the performance of the random forest, as well as a comparison with the state of the art
Flexible Mixture of Parts (FMP) model [83] trained and tested on our football
dataset.
Number of trees: It is well known that decision trees are prone to overfitting
and combining multiple trees can significantly help in regularizing their outcome
[35]. However, we observe that in our case the improvement with more than two
trees is not drastic, see figures 10.3 and 10.5(a) In our experiments we fixed the
number of trees to 5.
Depth of trees: Figures 10.4 and 10.5(b) show how the depth of the trees
affects the performance of random forest. It can be observed that with a random
forest of depth 5, we can already correctly classify pixels belonging to easy to
detect parts like head, hips, and knees. The depth of each tree was set to 20 in
our experiments. It is worth mentioning that the resulting decision trees are not
balanced. The decision trees trained on our dataset have around 10% of the nodes
of a balanced tree with equal depth.
Feature pool: Decisions at each node are made by thresholding HOG [22, 16]
dimensions in a neighbourhood of each pixel. To increase randomization, at each
node a pool of features is created by selecting a random subset of all the available
features. The optimal feature and threshold are then chosen from this pool. We set
the feature pool size to 25000. Figure 10.5(c) shows the distribution of the offsets
chosen at different depths levels of the random forest. The results show that at the
earlier levels of the tree a wide exploration of the surrounding area is performed,
but as we move down to the bottom of the tree most of the selected features are
centered at the probe pixel. In our experiments we allow for offsets up to 50 pixels.
The height of the person is about 180 pixels.
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T=2

T=3

T=4

T=5

Figure 10.3: The effect of the number of trees in the random forest on performance.
The increase in performance is minimal with the addition of more trees to the forest
after the first two.

Depth 2

Depth 5

Depth 10

Depth 15

Depth 20

Figure 10.4: How the depth of the tree affects the output of the random forest.

Comparison of our 2D pose estimation method to state-of-the-art: We
compare our results to Flexible Mixture of Parts(FMP) [83] which achieves state of
the art performance on general 2D human pose estimation tasks. We have trained
and tested their method using the original code provided by authors on our football
dataset.
Table 10.1 shows a summary of results on our football dataset. The results
show that our method based on random forest (RF) outperforms FMP [83] on this
dataset. It is also worth mentioning that our simple random forest is at least an
order of magnitude faster than FMP, since we do not need to convolve the HOGimage with several filters for each part. Figure 10.6 shows some qualitative results
comparing to the predictions of FMP model. The major problems seem to be
caused by unseen poses, lack of strong features for parts such as lower arms, and
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Figure 10.5: (a) The effect of the number of trees on the PCP score with three different
matching methods. These are taking the modes with maximum probability (blue curve),
using dynamic programming with a simple shape prior (red curve), and an oracle matching
method on the highest (5-10) probability modes (green curve). (b) The change in performance as a result of increasing tree depth. (c) The 2D histogram of the offsets selected
at the decision tree splits at different depth levels. The initial splits use information from
wider neighbourhoods.

the absence of contextual support, e.g. for outstretched limbs. The latter can be
potentially solved by using higher offsets (as described in section 10.3).
We also tried our random forest on some standard datasets, which were smaller
than our football dataset and had more background clutter. Under those conditions
FMP still outperforms our random forest. We believe that the difficulty to deal
with severe background clutter is a disadvantage of the current version of our part
detectors. However, a recent work [18] shows state of the arts performance within
a very similar random forest framework. Although, this approach still seems to
require considerably more training data than FMP.
Head Torso Upper Lower Upper Lower Average
Arms Arms Legs Legs
Flexible Mixture of Parts .97
.99
.92
.66
.94
.80
.86
RF
.94
.96
.90
.69
.94
.84
.87
RF + Pose Prior
.96
.98
.93
.71
.97
.88
.89
Table 10.1: A comparison of PCP scores of different baselines on our football dataset.
The rows represent the results of the following methods. (1) FMP [83] trained and tested
on our dataset. (2) Taking the optimal modes for each joint independently. (3) Imposing
a skeleton prior.
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Figure 10.6: A qualitative comparison of random forests with a state of the art pose
estimation method on our dataset. The top row shows the modes of probabilities output
from the random forest. A point’s size indicates its certainty level. The second row is the
result of inferring the configuration by imposing 2D pose priors. The last row is the result
of FMP [83].

Scoring and inference in 3D
To perform 3D pose estimation we follow the approach of chapter 9 and discretize
the search space. We assume that the person is within a bounding cube (fig.
10.1) and create a 64 × 64 × 64 grid covering this cube. We compute our 3D
part appearance likelihoods for all grid points. We perform inference with and
without the pose prior discussed in section 10.6. The former imposes limb length
and intersection constraints. We also perform inference with and without the latent
variable handling the mirror ambiguity as discussed in section 10.7.
The results are summarized in table 10.2. The performance is measured using 3D
PCP scores with α = 0.5, as defined in chapter 9. The table shows that introducing
the latent variable to deal with the mirror ambiguity significantly improves the final
results. On this dataset it is surprisingly much more important than the pose prior.
Figure 10.7 and 10.8 show our estimated 3D poses (red) compared to the ground
truth (blue), for four different frames. For this figure the inference was performed
using the latent mirror variable but without any pose prior (uniform). The figure
shows that our 3D appearance likelihoods accurately detect most of the body parts,
even without imposing any pose prior. If we add the limb length and intersection
constraints we are able to correct for some of the limited double counting that
occurs for the lower legs, which is reflected by numbers in table 10.2.
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Upper Lower Upper Lower Average
Arms Arms Legs
Legs
RF
.02
.03
.86
.57
.37
RF + Pose Prior
.16
.07
.91
.87
.50
RF + Mirror Latency
.87
.68
1.00
.96
.88
RF + Mirror Latency + Pose Prior
.89
.68
1.00
.99
.89
Table 10.2: An evaluation of our 3D pose estimation results in terms of PCP scores. The
rows represent the results of the following methods. (1) Taking the maximum probability
estimates for each part independently over the 3D grid. (2) Taking the pose priors into
account. (3) Handling mirror ambiguity without pose priors and (4) with pose priors.

10.9

Conclusion

In this chapter we have discussed multi-view human pose estimation using partbased models. We have focused on the part appearance component of such models.
We believe that 2D part detectors based on random forest classification are simple
to implement and efficient at test-time. We achieve state-of-the-art performance on
our new large football dataset. Yet, dealing with small datasets with severe background clutter can be challenging for our method which we would like to address
in future work.
When combining the 2D part detectors over multiple views for 3D part detection,
the similar appearance of mirror symmetric body parts is a problem. We have
highlighted this and presented a simple and surprisingly accurate solution based
on a latent variable formulation. Our resulting multi-view part detectors can be
used by any multi-view part-based model. We have shown that they allow 3D pose
estimation outside the studio, in a professional football game, without relying on
strong priors for motion or 3D pose. We hope that our new football dataset will
stimulate more research of 3D pose estimation in realistic outdoor environments.
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Figure 10.7: Final 3D poses obtained by taking, for each part independently, its
most probable state over the grid. The mirror ambiguity is solved jointly. Estimation is red and ground truth is blue.
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Figure 10.8: Final 3D poses obtained by taking, for each part independently, its
most probable state over the grid. The mirror ambiguity is solved jointly. Estimation is red and ground truth is blue.

Chapter 11

Joint-based
3D Pictorial Structures
In this chapter we briefly explore another generalization of pictorial structures to
3D. The parts will now correspond to joints instead of limbs. We can see two advantages of a joint-based model. Firstly, the resulting model is simpler. Secondly,
the memory required for inference is less. Unfortunately, it also has two disadvantages. It cannot represent joint angle constraints and it will be more susceptible to
double-counting.

11.1

Introduction

We initially explored a generalization of pictorial structures to 3D in chapter 9.
Each part then corresponded to a limb, which could translate and rotate in 3D.
A difficulty of the generalization from 2D to 3D was how to handle rotations. We
presented a potential solution to this problem, but found that imposing joint angle
constraints was still computationally slow.
The discussion in chapter 10 focused on how to implement the part appearance
component of pictorials structures. In chapter 9 we initially had a simple part appearance model which depended on the rotation and translation of the corresponding limb. We did not get this to work very well in our simple implementation. In
chapter 10 we instead discussed how the part appearance component could only depend on the translation of the joints, but not the rotation. We saw how this could
be modeled efficiently using random forest classification. More time was spent on
this joint-based implementation and the results were much better than the simple
limb-based implementation.
This leads us to consider a completely joint-based generalization of pictorial
structures, not just to model the appearance component but also the pose component. In this chapter we will see that a joint-based model is simpler than a
limb-based model. Joint-based pictorial structures are also very popular for 2D
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Figure 11.1: The left hand figure shows a limb-based model and the right hand
figure shows a joint-based model. In the limb-based model all joints attached to the
same limb transforms rigidly. In the joint-based model only the edges connecting
two joints transform rigidly.

human pose estimation [83]. The reason that we did not consider a 3D joint-based
model initially is that it has two disadvantages:
• It is not clear how to represent joint angle constraints.
• It will be more susceptible to double-counting.
A pictorial structures can directly represent pairwise constraints between the parts.
If the parts correspond to limbs the pairwise constraints can model joint angle
constraints. However, if the parts correspond to joints the pairwise constraints can
only directly model limb-length constraints.
A joint-based pictorial structure is also more susceptible to double counting. In
a limb-based model the torso will be connected to the left and right upper arms
via the left and right shoulder joints as shown in figure 11.1. The torso is modeled
to transform rigidly and the left and right shoulder joints will thus always be at
a fixed distance from each other. In a joint-based model we will typically have a
joint representing the center of the torso. This torso joint will be connected to
the left and right shoulder joints. The pairwise constraints will make sure that
each shoulder joint is on the right distance from the torso joint. However they will
not prevent the left and right shoulders to overlap. That would require additional
pairwise constraints and thus violate the tree graph assumption, which we assume
for efficient inference.
We suspect that these two disadvantages might not be that serious in practice.
Even though the limb-based model can handle joint-angle constraints it cannot do
it very efficiently. In chapter 10 we also saw how the problem of double-counting
could be reduced by the joint-based appearance component, using random forest
classification, in combination with the the latent variable solution for mirror symmetric parts. We will therefore re-consider a joint-based generalization of pictorial
structures from 2D to 3D.
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Probabilistic Model

We consider a part-based model that is very similar to the one discussed in chapter
9. It is a hidden tree model (7.4) and the joint distribution thus factorizes as:
PX,I (x, i) =

Y

PIn |Xn (in | xn ) PXn |Xpa(n) (xn | xpa(n) )

(11.1)

n

However, instead of letting the state Xn represent the 3D translation and rotations
of limb n, we let it represent the 3D translation of joint n. An outcome of this
discrete random variable is denoted by xn and assumed to be an element of the
discrete set ΩX ⊂ R3 . The pose of the person is represented by the position of
all joints: X = (X1 , . . . , XN ). Our goal is to estimate the position of the joints
from image measurements. Just as in chapter 10 we let In = (In1 , . . . , InC ) be
a random variable representing the image evidence from C views of joint n and
I = (I1 , . . . , IN ) represents the image evidence of all N parts. We estimate the
pose by solving the discrete optimization problem:
x∗ = arg max PX|I (x | i) = arg max PX,I (x, i)
x

(11.2)

x

Since the objective function is factorized over a tree graph, the global maximum
can be found using the max-product algorithm, as previously discussed in 7.5. See
algorithm 12 for its application to our problem. We assume the joints are ordered
topologically, i.e. the index of a child is always greater than the index of its parent
and we let the root have index 1. As discussed in previous chapters, the costly part
of the algorithm is the optimization problem in the innermost loop:


max ln PXn |Xpa(n) (xn | xp ) + mn (xn )
(11.3)
xn

for all xp ∈ ΩX and all n. The time complexity of this is in general O(N |ΩX |2 ).

11.3

Skeleton Model

We will now discuss a simple choice of pose prior PXn |Xpa(n) which allows efficient
inference. Since we model the human as a kinematic tree, the position Xn of a
child depends only directly on that of its parent. The global position Xn can then
be defined recursively in terms of the local position ∆Xn of the part, relative its
parent, and the global position of its parent:
Xn = Xpa(n) + ∆Xn

(11.4)

All the local positions are assumed to be independent of one another. We assume
the global position of the root is uniformly distributed and view the conditional
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Algorithm 12 Max-product for our model
mn (xn ) := ln PIn |Xn (in | xn ) ∀n
for n := N to 2
p := pa(n)
for xp ∈ ΩX

m̃ := max ln PXn |Xp (xn | xp ) + mn (xn )
xn

mp (xp ) := mp (xp ) + m̃
end
end
x∗1 := argmax m1 (x1 )
x1

for n := 2 to N
p := pa(n)

x∗n := argmax ln PXn |Xp (xn | x∗p ) + mn (xn )
xn

end

probability PXn |Xpa(n) as a prior on the pose of part n given the pose of its parent.
This can be expressed using the prior on the local position:
PXn |Xpa(n) (xn | xpa(n) ) = P∆Xn (xn − xpa(n) )
We use a uniform pose prior of the form:
(
1
P∆Xn (∆xn ) ∝
0

if ∆xn ∈ Ω∆Xn
otherwise

(11.5)

(11.6)

A straight-forward choice for Ω∆Xn is:
Ω∆Xn = {∆xn : dmin
< k∆xn k < dmax
}
n
n

(11.7)

where dmin
and dmax
describe the minimum and maximum length of the limb going
n
n
from the joint to its parent joint. This prior says that each joint can rotate around
its parent within a spherical shell. We let the distance between a joint and its
parent be fixed by an upper and lower bound. Most limbs have a fixed length in
3D, unlike in 2D, since limbs in the image can go through extreme foreshortening
due to projection and it is therefore no point in having a minimum limb length.
This simple prior thus makes sense in 3D but not in 2D.
We do not impose any joint angle constraints, i.e. the joint can rotate freely
around its parent. Adding joint angle constraints would be more tedious and inefficient in this joint-based model, than in the limb-based model discussed in chapter
9.
Algorithm 13 shows a straight forward implementation of the max-product algorithm for this skeleton model. Algorithm 14 shows a more cache-friendly implementation. It access the memory more linearly and therefore makes it easier for
the CPU to efficiently cache the memory.
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Algorithm 13 Max-product imposing skeleton constraints
mn (xn ) := ln PIn |Xn (in | xn ) ∀n
for n := N to 2
p := pa(n)
for xp ∈ ΩX
mp (xp ) := mp (xp ) + max mn (xp + ∆xn )
∆xn ∈Ω∆Xn

end
end
x∗1 := argmax m1 (x1 )
x1

for n := 2 to N
p := pa(n)
∆x∗n = argmax mn (xp + ∆xn )
∆xn ∈Ω∆Xn

x∗n := x∗p + ∆x∗n
end

| ΩX |
Memory:

163
230 kB

323
1.8 MB

643
15 MB

1283
117 MB

2563
940 MB

Table 11.1: Memory consumption for different discretizations.

11.4

Discussion

Many of the difficulties with generalizing pictorial structures from 2D to 3D relates
to how to handle 3D rotations, as discussed in chapter 9. With this joint-based formulation we circumvent many of these difficulties. We do not need to worry about
how to create a suitable search grid over rotations, and how to handle composition
of rotations. The joint-based formulation is over all simpler than the limb-based
formulation of chapter 9.
Another advantage of the joint-based model is that it uses less memory than the
limb-based model. The m-array is used to store all messages in the max-product
algorithm. It has N × |ΩX | elements. The skeleton model that we have used so far
consists of N = 13 joints. Each element of the me-array would typically require 4
bytes in an implementation. In table 11.1 we list the memory requirements for this
array for different number of 3D translation ΩX . This compares very favorably to
the corresponding memory requirements for the limb-based formulation, which are
shown in table 9.1.
However, the joint-based formulation also has some disadvantages compared to
the limb-based formulation. First of all, it cannot handle joint angle constraints.
The limb-based formulation can do this, although not as efficiently as we would
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Algorithm 14 A fast cache-friendly version of the max-product imposing skeleton
constraints.
mn (xn ) := ln PIn |Xn (in | xn ) ∀n∀xn ∈ ΩXn
for n := N to 2
p := pa(n)
m̃(xp ) = −∞ ∀xp ∈ ΩX
for ∆xn ∈ Ω∆Xn
for xp ∈ ΩX
m̃(xp ) = max(m̃(xp ), mn (xp + ∆xn ))
end
end
for xp ∈ ΩX
mp (xp ) := mp (xp ) + m̃(xp )
end
end
x∗1 := argmax m1 (x1 )
x1

for n := 2 to N
p := pa(n)
∆x∗n = argmax mn (xp + ∆xn )
∆xn ∈Ω∆Xn

x∗n := x∗p + ∆x∗n
end

like.
Furthermore, in chapter 9 we discussed how to incorporate limb-intersection constraints, for the limb-based model. It is not clear how to generalize this method to
the joint-based formulation, which will thus be more susceptible to double-counting.
The joint-based formulation also has another issue which increases the risk for
double-counting. It does not explicitly prevent the the left and right shoulder/hips
to be at the same position. In the limb-based model the both the torso and pelvis
transforms rigidly, thereby preventing left and right shoulders/hips to be at the
same position.
The joint-based formulation introduced in this chapter and the limb-based formulation introduced in chapter 9 thus have different strengths and weaknesses. The
limb-based formulation can impose a slightly stronger 3D pose prior at the expense
of memory usage. Whether a weaker 3D pose prior is sufficient ultimately depends
on complementary part appearance component. If the part detectors can easily find
the parts on their own, then there is less need for the pose prior, and vice versa.

Chapter 12

Conclusion and Future Work
This thesis has explored methods for human 3D pose estimation. The focus has been
on pose estimation in realistic environments, without imposing a strong prior on
the pose. Most of the time we have only imposed skeleton constraints, i.e. the limbs
should be connected and have the right lengths and not be twisted unnaturally.
We have considered two main approaches with slightly different applications.
The geometrical approach assumes known 2D image positions of all joints. The
part-based approach uses machine learning to compute these automatically. We
have reached a number of conclusions.

12.1

Geometrical Models

We initially wanted to use the geometrical models to create realistic training and
test data, i.e. video sequences with corresponding pose in 2D and 3D. We wanted
data from realistic environments, like professional football games, rather than from
a studio. Therefore we could not use automatic off-the-shelf motion capture systems, but instead use these geometrical methods which rely on manual 2D measurements of the joints.

Single View
Since we want to reduce the manual labor we would have preferred to measure
the 2D joint positions in only one camera. Some previous work indicated that this
would be possible [75, 41, 21, 51, 80], even by only imposing a very weak pose prior.
However, we were not able to reproduce those results and reach the required
accuracy with a single camera, even under close to ideal conditions in a studio
environment. Two cameras worked significantly better though. We thus conclude
that the single camera approach cannot be used to directly reconstruct the pose in
3D. To work in practice it has to rather be used in a feedback loop as a modeling
tool. By this we mean that the user can initially measure the 2D position of
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the joints, look at the resulting reconstructed 3D pose, and then adjust the 2D
measurements until the 3D pose looks good. We believe that this feedback loop
is necessary for this kind of monocular geometrical models. Unfortunately, this
increases the required manual labor.

Multiple View
We then considered using multiple multiple cameras to get the realistic training
and test data. In our football application the person is often far away from the
camera, which led us to consider the scaled orthographic camera model. This is
often a good approximation of standard cameras viewing a distant object.
In chapter 6 we discussed an extension of the useful scaled orthographic camera
model. It deals with the case when cameras are moving to follow a distant object.
The cameras may translate, rotate and zoom. We showed that:
if the translation of the camera and the object it follows are small relative to the
distance between them
then not only can the camera be approximated as orthographic but its dynamic
can be treated in 2D.
This is not a general property that follows from the cameras being orthographic,
but from their motion. We believe this is an important property that should be
highlighted. We have shown how this simplifies 3D reconstruction of points and
camera calibration, using the affine factorization algorithm. We have also shown
how this simplifies reconstruction of the translation of the object, rather than just
its structure/shape.
If we use the affine factorization algorithm to model and reconstruct our dynamic
cameras we are then able to reconstruct the pose in 3D accurately enough, even
if the cameras are not calibrated. We later used this to compute a dataset with
multi-view video and ground truth pose in 2D and 3D, which can be used to train
and test automatic pose estimation methods. The dataset consists of videos from
a professional football game and is challenging due to: fast action, motion blur,
moving cameras and backgrounds.
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Pictorial Structures

In the second part of this thesis we explored how pictorial structures, which are
also known as part-based models, can be extended from 2D to 3D pose estimation
of humans.

Previous Work on 2D Pictorial Structures
Pictorial structures and have been popular for both object detection and pose estimation in 2D, but not 3D. They are able to handle realistic environments with
complicated backgrounds. The pose is estimated by computing the global optimum
of a discrete optimization problem. The search space is by default exponentially
large in the number of body parts, but can be searched efficiently using dynamic
programming.
However, this comes at a price. Dynamic programming can only be used if the
dependencies of different body parts are expressed by a tree graph. This is natural
for describing the connection of the human skeleton. Nevertheless, it results in the
problem of double-counting, which results in left and right body parts often being
estimated to be at the same position. This occurs since there is no factor in the
objective function which prevents left and right body parts to occupy the same
image region. The objective function only couples a part with its parent in the tree
graph, e.g. the lower left leg with the upper left leg, but not the lower left leg with
the lower right leg. The problem of double-counting is the major disadvantage of
pictorial structures in 2D.

Previous Work on 3D Pose Estimation
There are methods which accurately estimates the 3D pose of a person in studio
environments. However, they typically do not work as well outdoors. Such methods typically rely on the input being a 2D segmentation of the image, into person
and background. This segmentation can easily be computed automatically in a
studio environment, where the background is uniformly colored and static. However, it is problematic in realistic outdoor environments, where the background is
typically cluttered and not static, due to moving objects or cameras and changes
in illumination, e.g. due to the movements of clouds.
Most methods for 3D pose estimation performs stochastic search, over a search
space which is exponentially large in the number of body parts. This does not
guarantee a global optimum, but can refine a good initial guess to be even better.
Such models have been shown to work very well inside a studio but not in the
unconstrained outdoor environments that 2D pictorial structures can handle.
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3D Pictorial Structures
We have generalized pictorial structures to do multi-view 3D pose estimation of
humans, or in general any articulated pose. We have discussed the double-counting
problem, which is inherent to pictorial structures, and presented ways to combat it
in 3D.
We have shown that in some ways the resulting model is simpler in 3D than
in 2D. If we consider a fixed person performing different poses, his limbs will have
constant length in 3D, but not in the projected 2D image. This simplifies the
model in 3D. We can also reason more easily about intersection between limbs in
3D. We know that the limbs should never intersect in 3D, whereas they might
or might not intersect in 2D. Capsules can be used to conveniently represent the
volumes of limbs and test for intersections, instead of the more traditional choice
of cylinders or ellipsoids. Preventing limb intersections in 3D reduces the problem
of double-counting.
A reason for why pictorial structures have not previously been considered in 3D
is that discretization of the search space is not considered to be tractable in this
higher dimension. We have shown that it is tractable to impose limb connection
and limb length constraints in 3D, both in terms of memory and time. We have
also shown how to impose joint angle constraints. However, this comes at the cost
of a higher time complexity. How to efficiently implement joint angle constraints
in a 3D part-based model is still an open research question.
We have also discussed the part appearance component of pictorial structures.
In chapter 10 we discussed how random forest classification can be used to train the
part appearance component. This approach gives a soft probabilistic classification
of what body part covers each pixel. The classification of a pixel takes neighboring
information into account. It can therefore too some degree differ between the left
and right symmetric body parts. It can differ between the left and right body
parts of the image. This is traditionally all we care for when it comes to 2D pose
estimation.
However, if we want to estimate 3D poses from images taken from multiple views
we need to associate corresponding parts across views. We then care about the left
and right parts of the person, rather then left and right of the image. We have
presented a simple and surprisingly accurate solution to this problem based on a
latent variable formulation. This solution can be used by any multi-view part-based
model, both continuous and discrete, to counter the problem of double-counting.
We have demonstrated our 3D pictorial structures on realistic data from a professional football game. We showed how this frame-work can perform pose estimation outside of the studio from video with moving backgrounds. Our implementation utilizes the ability of the part appearance component, based on random forest
classification, to utilize lots of training data. We thus showed that given enough
2D training data, we can perform 3D pose estimation in challenging outdoor environments, without relying on a strong prior for 3D pose or motion. Yet, dealing
with small datasets with severe background clutter can be challenging for our part
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appearance component. We hope that our new football dataset will stimulate more
research of 3D pose estimation in realistic outdoor environments.
Thanks to our handling of the double-counting problem a simpler implementation of 3D part-based models might be possible. This would just model the
translation of the joints and not the rotation of the limbs, as discussed in chapter
11. This results in a simpler and more efficient implementation at the cost of not
handling joint angle constraints and being more susceptible to the double-counting
problem, for shoulders and hips.
Others have previously shown that the pictorial structures frame-work can be
used for both object detection [22] and pose estimation [28, 24, 83, 3, 18] in 2D
and object detection in 3D [53, 52]. We believe this work has filled a whole by
showing how discrete pictorial structures can be used for multi-view human 3D
pose estimation. Lately, other researchers have independently explored the same
direction [74, 64, 2]. Pictorial structures thus offer a promising unifying frame-work
that can be used to handle many important computer vision problems. It allows a
sound probabilistic model which is easy to interpret.
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Future Work

We have not solved the general problem of human 3D pose estimation. Many
challenges remain. When it comes to 3D pictorial structures / part-based models
these are some interesting research questions:
• How can we add temporal constraints? The inference of pictorial structures
is in principle very similar to that of hidden Markov models, which can be
used for temporal models. Can these models be combined to allow efficient
inference of pose over time? The straight-forward way to do this unfortunately introduces loops in the probabilistic graphical model, which makes
exact inference intractable.
• Can the inference be performed more efficiently by using a hierarchical coarse
to fine or branch and bound approach?
• The inference in pictorial structures, using dynamic programming, is a parallel
computation. Would a parallel GPU-implementation significantly reduce the
computation time?
• How can we reach real-time performance?
• How can joint angle constraints be imposed more efficiently? This question
is related to the more mathematical question of how to efficiently compute
max-convolutions over a discrete representation of the non-Euclidean space
of 3D rotations SO(3).
• How does pictorial structures work for other sensors, e.g. depth cameras?
• How does 3D pictorial structures work for more detailed pose estimation of
e.g. hands or faces?
• Can we use a stronger pose prior to allow accurate monocular 3D pose estimation using pictorial structures?
The following research questions are related to pose estimation in general and not
necessarily 3D part-based models:
• In a crowded scene the different persons will occlude each other. How can we
handle this crucial problem?
• Can the skeleton dimensions be estimated automatically?
• Can the cameras be calibrated automatically from 2D pose estimations?
• Machine learning is used to learn the appearance of the typical persons and
backgrounds. How can we minimize the manual labor involved in gathering
the required training data? Can we limit the necessary training data? Can we
construct semi-automatic on-line learning tools for the annotation process?

Appendix A

Distances between Points and
Lines
This appendix first discusses how to compute the shortest distance between a point
and a line segment. Then the shortest distance between two line segments is computed. These computations are used in chapter 3.2 to check if two capsules are
intersecting.

A.1

Point-Line Distance

Consider a line segment with start point s ∈ R3 and end point e ∈ R3 . Let the
direction of the line segment be described by:
d=e−s

(A.1)

The infinite line going through these points can be parametrized as:
p(t) = s + dt

(A.2)

The point p(t) is on the line segment if t ∈ [0, 1]. We want to compute the shortest
distance from an arbitrary point p0 ∈ R3 to the line p(t). The vector going from p0
to the closest point on the line will be orthogonal to the direction of the line. This
gives the following equation for the parameter t∗ of the closest point:
(p(t∗ ) − p0 ) · d =
∗

(s + dt − p0 ) · d =
∗

(s − p0 ) · d + d · dt

0

(A.3)

0

(A.4)

=

0
(p0 − s) · d
t∗ =
d·d
The shortest distance between the point and the line is:
kp(t∗ ) − p0 k = kdt∗ − (p0 − s)k
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(A.5)
(A.6)

(A.7)
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Line-Line Distance

Consider two line segments having start point s1 ∈ R3 and s2 ∈ R3 and end points
e1 ∈ R3 and e2 ∈ R3 . Let the directions of the line segments be described by d1
and d2 :
d1 = e1 − s1

(A.8)

d2 = e2 − s2

(A.9)

Let the two infinite lines going through these line segments be parametrized as:
p1 (t1 ) = s1 + d1 t1

(A.10)

p2 (t2 ) = s2 + d2 t2

(A.11)

The point pn (tn ) is on the line segment if tn ∈ [0, 1].

Parallel Lines
This is a degenerate case which needs to be handled to avoid problems with numerical precision. To detect this we can look at the angle between the directions
of the lines:
d1 · d2

= kd1 kkd2 k cos θ
d1 · d2
cos θ =
kd1 kkd2 k
| d1 · d2 |
| cos θ | =
kd1 kkd2 k

(A.12)
(A.13)
(A.14)

If | cos θ | is close to one, the lines are close to being parallel. The closest distance
can then be found by computing the closest distance from an arbitrary point on
the first line to the second line.

Non-Parallel Lines
Let p1 (t∗1 ) and p2 (t∗2 ) be the two closest points. We want to find these points and
then compute the distance between them. Consider the vector going from p2 (t∗2 )
to p1 (t∗1 ). Since we consider the shortest distance this vector should be orthogonal
to the direction of both lines giving the following two equations:
(p1 (t∗1 ) − p2 (t∗2 )) · d1

=

0

(A.15)

(p1 (t∗1 )

=

0

(A.16)

−

p2 (t∗2 ))

· d2

(s1 + d1 t∗1 − s2 − d2 t∗2 ) · d1

=

0

(A.17)

(s1 + d1 t∗1 − s2 − d2 t∗2 ) · d2

=

0

(A.18)
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d1 · d1 t∗1 − d2 · d1 t∗2
d1 ·

d2 t∗1

− d2 ·

d2 t∗2

=

(s2 − s1 ) · d1

(A.19)

=

(s2 − s1 ) · d2

(A.20)

We now have a linear system of equations of the standard form:
at∗1 + bt∗2

=

e

(A.21)

ct∗1 + dt∗2

=

f

(A.22)

a =

+d1 · d1

(A.23)

b =

−d2 · d1

(A.24)

c =

+d1 · d2

(A.25)

d =

−d2 · d2

(A.26)

e =

d1 · g

(A.27)

f

d2 · g

(A.28)

g = s2 − s1

(A.29)

where the scalar coefficients are:

=

and g is the vector:

We can find the solution using e.g. Cramer’s rule:
t∗1

=

t∗2

=

de − bf
ad − bc
af − ce
ad − bc

(A.30)
(A.31)

The shortest distance between the two lines is then:
kp1 (t∗1 ) − p2 (t∗2 )k = ks1 + d1 t∗1 − s2 − d2 t∗2 k = kd1 t∗1 − d2 t∗2 − gk

(A.32)

Appendix B

Matrix Factorization
This appendix discusses different decompositions/factorizations of real matrices and
some of their applications. It applies to arbitrary dimensions, not just 3D. These
methods are used in chapter 4 for 3D reconstruction of points and cameras. More
information on these factorizations can be found in [33].

B.1

Factorizations

QR-Factorization

decomposes a square matrix A ∈ Rn×n as:
A = QR

(B.1)

where Q is an orthonormal matrix and R is an upper triangular matrix.
Cholesky-Factorization decomposes a square positive definite matrix as:
A = RT R

(B.2)

where R is an upper triangular matrix.
Singular Value Decomposition decomposes a matrix A ∈ Rm×n as:
A = U SV T

(B.3)

where U ∈ O(m) and V ∈ O(n) are orthonormal matrices of size m × m and n × n.
S ∈ Rm×n only has non-zero elements on the diagonal. These are called singular
values and are in fact non-negative and usually given in descending order.
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Closest Rank-Constrained Matrix

Let A ∈ Rm×n be a matrix which has more columns than rows, m < n. Consider
the problem of finding the closest matrix B of the same size constrained to have a
rank of at most r < m:
min k A − Bk2F
B

s.t. rank(B) ≤ r
The solution is found by looking at the singular value decomposition:


s1 0 . . . 0 0 . . . 0  

..
..
..  v1T
  0 ... ...
.
.
.
. 

A = u1 . . . um 
 .. 


.
.
.
.
.
|
{z
}  ..
.. 
. . . . 0 ..
vnT
m×m
0 . . . 0 sm 0 . . . 0 | {z }
|
{z
} n×n

(B.4)

(B.5)

m×n

The closest matrix B, having a rank of at most r, is then given by the r first singular
values and vectors of A:


s1 0 . . . 0  
 v1T

 . 
  0 ... ...
 . 
B = u1 . . . u r 
(B.6)
 .

.
.
.
{z
}  ..
|
.. .. 0 
T
vr
m×r
0 . . . 0 sr | {z }
|
{z
} r×n
r×r
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Linear Homogeneous Systems of Equations

We want to solve systems of linear homogeneous equations:
Ax = 0

(B.7)

where A is a known matrix and x is an unknown column vector. We always have
the trivial solution x = 0 but we are interested in finding other solutions. The
elements of A typically comes from noisy measurements and therefore the equation
does not have an exact non-trivial solution in general. We therefore instead solve
a similar problem which always has an exact solution:
min kAxk2

kxk2 =1

(B.8)

This optimization problem can be solved using the singular value decomposition:
A = U SV T

(B.9)

where U and V are orthonormal matrices and S only has non-zero elemets on the
diagonal in descending order. The solution for x is given by the last column of V .
Proof To solve our optimization problem we will first simplify the objective function, using the fact that multiplication with an orthonormal matrix does not change
the norm of a vector:
kAxk = kU SV T xk = kSV T xk

(B.10)

kxk = kV T xk

(B.11)

and

If we also do the variable substitution y = V T x we get:
kAxk = kU SV T xk = kSV T xk = kSyk

(B.12)

kxk = kV T xk = kyk

(B.13)

and

We can therefore first solve the simpler problem:
min kSyk2

kyk2 =1

(B.14)

where S only has diagonal elements and then substitute back from y to x. We solve
this constrained optimization problem using the method of Lagrange multipliers. It
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converts the constrained optimization to the unconstrained optimization by adding
an extra variable λ:
min f (y, λ)

(B.15)

y,λ

where the constraint is added to the new objective function as:
!
f (y, λ) = kSyk2 + λ(1 − kyk2 ) =

X

(Sn yn )2 + λ 1 −

n

X

yn2

(B.16)

n

We look for extreme values where all the partial derivatives are zero:
∂
f (y, λ) = 2Si2 yi − 2λyi = 0
∂yi
X
∂
f (y, λ) = 1 −
yn2 = 0
∂λ
n

(B.17)
(B.18)

The first constraint can be rewritten to:
yi (Si2 − λ) = 0

(B.19)

To solve this system of non-linear equations we will first assume that all singular
values are different:
Si = Sj ↔ i = j

(B.20)

Equation (B.19) is fulfilled if yi = 0 or λ = Si2 . If we assume λ = Si2 then λ 6= Sj2
and therefore yj = 0 for all j 6= i. Equation (B.18) then gives yi = 1. The value of
the objective function at this extreme value is:
X
kSyk2 =
(Sn yn )2 = Si2
(B.21)
n

The global optimum is therefore given by the index i corresponding to the lowest
singular value, i.e. the last index. The corresponding value of x is:
 
0
.

.
x = V y = v 1 . . . v N  .  = vN
(B.22)
0
1
i.e. the last column of V . Note that we have assumed that all singular values are
different. If the second smallest singular value is very close to the smallest, we have
two minima that are almost equally good. We can therefore check if we have a
unique solution by comparing the two smallest singular values.

Appendix C

Projective Reconstruction
This appendix gives the details, omitted in chapter 4.2, of reconstructing points
and cameras in 3D. More information can be found in [33].

C.1

3D Point Reconstruction

We now consider how to reconstruct 3D points from known 2D points and camera
matrices. We first consider a single point (X, Y, Z) projected by a single camera
M to the image position (x, y). By rewriting the left hand side of equation 4.51 we
get:
 


X
0 −1 y
Y 

 1
0 −x M 
Z  =
−y x
0
1
 

 T X
m1  
0 −1 y
Y
0 −x mT2  
= 1
=

Z
−y x
0
mT3
1
 

 X
 
− mT2 + ymT3  
0
Y
 = 0
= + mT1 − xmT3  
(C.1)


Z
0
−ymT1 + xmT2
1
Note that only two of the three homogeneous equations are linearly independent.
We therefore choose to only use the first two. The three unknowns (X, Y, Z) cannot
be determined from only the two equations we get by measuring the projection in
a single camera. We need to use C ≥ 2 cameras to have enough equations. Let
(xc , yc ) be the measured image position of the point in view c and let Mc ∈ R3×4
be the known projection matrix of camera c. If we gather the equations from all C
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cameras we get the homogeneous equations system:


−mT2,1 + yc mT3,1
..
   

 X

.
0


−mT2,C + yc mT3,C   Y   . 

 T


 m1,1
  =  .. 
− xc mT3,1 
 Z

0
 1

..
 | {z } | {z }

.
2C×1
4×1
mT1,C − xc mT3,C
|
{z
}
2C×4

By solving this we get the homogeneous coordinates for the point in 3D.

(C.2)
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Camera Reconstruction

We now consider how to reconstruct a camera matrix from measurements of points
in 3D and the corresponding projected points in 2D. We first consider a single 3D
point P = (X, Y, Z, 1)T and its projection (x, y). By rewriting the left hand side of
equation 4.51 we get:
 


X
0 −1 y
Y 

 1
0 −x M 
Z  =
−y x
0
1

 T
m1
0 −1 y
0 −x mT2  P =
= 1
−y x
0
mT3


−mT2 + ymT3

mT1
− xmT3  P =
=
T
−ym1 + xmT2


−P T m2 + yP T m3
− xP T m3  =
=  P T m1
T
−yP m1 + xP T m2
 T
   
0
−P T
yP T
m1
0
0T
−xP T  m2  = 0
(C.3)
=  PT
m3
0
−yP T xP T
0T
{z
} | {z } | {z }
|
3×12

12×1

3×1

We thus get three linear homogeneous equations for each point, but only two of
them are linearly independent. We therefore choose to only use the first two. If we
now consider N points and combine the two equations we get from each point we
get the following homogeneous system:
 T

0
−P1T
y1 P1T


..

   
.
0
 T
 m1
T
0
yN PNT 
 .. 
 T −PTN



m2 =  . 
(C.4)
P1
0
−x1 P1T 

 m3
0

 | {z }
..


| {z }
.
12×1
2N ×1
PNT
0T
−xN PNT
|
{z
}
2N ×12

If we have N ≥ 4 points we have enough equations to solve for the unknown camera
T
matrix: M = m1 m2 m3 .

Appendix D

Dynamic Orthographic Camera
In this chapter we derive the dynamic orthographic camera model which is discussed
in chapter 6.
Assumptions Consider a camera looking at far away objects. The objects move
around and the camera is free to rotate, translate and zoom to follow them. Let
P = (px , py , pz )T be the target point of the camera, which controls its pan-tilt
rotation. Let the angle θ parametrize a possible roll rotation around the viewing
axis. Assume the translational motion of both the camera and its target point are
small relative to the distance between the camera and the objects. This can be
modeled by placing the camera at position T = (tx , ty , tz − d)T and letting d → ∞.
See figure D.1 for the setup of the camera.
Proposition In this scenario the camera can be treated as an orthographic camera and its dynamics in 2D, as scaling, rotation and translation in the image plane.
Projection of a 3D point X = (x, y, z)T to the image x = (u, v)T can be written as:
 



u
− sin θ
x − px
0 cos θ
=f
(D.1)
v
sin θ
cos θ
y − py
where f 0 controls the zooming of the camera and is related to the focal length of the
camera, which is assumed to be equal for both image axes. It is also assumed that
the image coordinates are given in a coordinate system with the principal point at
the origin.
Equation D.1 implies the 3D dynamics of this orthographic camera can be
treated in 2D. The roll rotation is a rotation in the image plane and a change
of focal length results in a uniform scaling of the image. Both the translation of the
camera and its pan-tilt rotation induce a 2D translation in the image. However,
this image translation only depends on the target point P. It does not depend on
how the camera changes to follow P. The camera could translation and/or rotate.
In any case the resulting image translations are equivalent. The dynamics of the
161

162

APPENDIX D. DYNAMIC ORTHOGRAPHIC CAMERA

r1

r3
(0, 0, 0)

r2
T

X

(0, 0, −d)

P

Figure D.1: The setup of the camera at position T looking at P and a general point
X = (x, y, z)T which is projected by the camera.

camera can thus be seen as isotropic scaling, 2D rotations and 2D translations in a
static image plane.
Derivation

We now derive the result expressed by equation (D.1) formally. Let:
T = ∆T − de3 , with e3 = (0, 0, 1)T

Camera position:

T

∆T = (tx , ty , tz )

(D.3)

T

P = (px , py , pz )

Target point :

n = P − ∆T = (nx , ny , nz )

(D.2)
(D.4)

T

(D.5)

Without loss of generality the camera rotation matrix, R, can be decomposed as:
R(θ, T, P) = RR (θ) RPT (T, P)

(D.6)

into a pan-tilt rotation matrix:
 T
r1
RPT (T, P) = rT2 
rT3

(D.7)

which determines the viewing axis (see the appendix for the full expression of
RPT (T, P)) and a roll rotation matrix around this axis:


cos θ − sin θ 0
cos θ 0
RR (θ) =  sin θ
(D.8)
0
0
1
If the camera is assumed to have square pixels and the principal point at the origin,
its internal calibration matrix is:


f 0 0
K =  0 f 0
(D.9)
0 0 1
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where f is the focal length of the camera. As the camera moves away from P, by
increasing d, the camera zooms in to keep a constant scaling of the object in the
image. Let f = f 0 d then:

 0

 0

1 0 0
fd 0 0
f
0 0
K =  0 f 0 d 0 = d  0 f 0 0 0 1 0  = K0 D
(D.10)
0
0 1
0 0 1
0 0 d1
{z
}|
|
{z
}
K0

D

The last equality holds as both D and d D belong to the same equivalence class
in projective geometry, as discussed in the section on perspective projection and
homogeneous coordinates (4.2). Note that D and RR commute, DRR = RR D. The
camera’s 3 × 4 projection matrix, M, can then be written as
M = K R (I | −T) =
= K0 D RR RPT (I | d e3 − ∆T) =


 I −∆T
0
= K RR D RPT I d e3
=
0T
1

 T

r1 r1,z d 
I −∆T
T
0


r
r
d
2,z
= K RR
2
0T
1
rT
3
r
3,z
d

(D.11)

Limit Value To derive the orthographic camera we move the camera infinitely
far away from P by letting d → ∞. The projection matrix M then becomes:
 T




r1 r1,z d
I −∆T
T
M∞ = lim M = K0 RR  lim  r2 r2,z d T
(D.12)
0
1
d→∞
d→∞
rT
3
r3,z
d
We thus have to compute the limit value of:

 T
r1 r1,z d
T
lim  r2 r2,z d
d→∞
rT
3
r3,z
d

(D.13)

We will now consider each element of this matrix. We will use the matrix formulation of cross-product:


0
−az ay
0
−ax  b
a × b = [a]× b =  az
(D.14)
−ay ax
0
We will first derive how r1 , r2 , r3 depends on d. The view direction is determined
by r3 :
r3 =

P−T
n + de3
n + de3
=
=
kP − Tk
kn + de3 k
g(d)

(D.15)
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where we set
g(d)

= kn + de3 k

(D.16)

Since RPT should describe a pan-tilt rotation r1 should be orthogonal to both r3
and the unit vector along the y-axis:
r1 =

e2 × r3
1
=
[e2 ]× r3
ke2 × r3 k
ke2 × r3 k
(r3,z , 0, −r3,x )T
= q
2 + r2
r3,z
3,x
=

(nz + d, 0, −nx )T
q
g 2 (d) − n2y

(D.17)

The remaining row r2 is orthogonal to r1 and r3 :
r2 = −r1 × r3 = [(r3,z , 0, −r3,x )T ]× q

r3
2
r3,z

2
+ r3,x

=

2
2
(−r3,x r3,y , r3,x
+ r3,z
, −r3,y r3,z )T
q
2 + r2
r3,z
3,x

=

(−nx ny , (nz + d)2 + n2x , −ny (nz + d))T
q
g(d) g 2 (d) − n2y

(D.18)

As the camera moves infinitely far away we compute the limit of the following
matrix:
 T
 

r1 r1,z d
1 0 0 −nx
T
lim  r2 r2,z d = 0 1 0 −ny 
(D.19)
d→∞
rT
3
0
0
0
1
r
3,z
d
This result follows from the fact that as d increases then g(d) tends to d and
therefore
(nz + d, 0, −nx )T
q
= (1, 0, 0)T
d→∞
g 2 (d) − n2y

lim rT1 = lim

d→∞

lim rT2 = lim

d→∞

d→∞

(−nx ny ,g 2 (d)−n2y ,−ny (nz +d))T

√

g(d)

g 2 (d)−n2y

n + de
rT3
= lim
= (0, 0, 0)T
d→∞ d g(d)
d→∞ d
lim

= (0, 1, 0)T

(D.20)
(D.21)
(D.22)
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while for the entries in the final column
−nx d
lim r1,z d = lim q
= −nx ,
d→∞
d→∞
g 2 (d) − n2y

(D.23)

−ny nz d − ny d2
q
= −ny ,
d→∞
g(d) g 2 (d) − n2y

lim r2,z d = lim

d→∞

lim r3,z = lim

d→∞

d→∞

d
= 1.
g(d)

(D.24)

(D.25)

The camera matrix thus becomes:


1
M∞ = K0 RR 0
0

1
= K0 RR 0
0

0 0
1 0
0 0
0 0
1 0
0 0


1
−nx 
0
−ny  
0
1
0

−px
−py 
1


0
1
0
0

0
0
1
0

The camera thus describes the projection:
 


 
x
x − px
u
y 
 v  = M∞   = K0 RR  y − py 
z 
1
w
1


−tx
−ty 

−tz 
1
(D.26)

(D.27)

The last row is superfluous and the transformation is obviously equivalent to the
one in equation (D.1).

Appendix E

2D Pictorial Structures & Random
Forests
In chapter 10 we discussed how random forest classification can be used for the
appearance component of pictorial structures. This appendix gives a more detailed
theoretical discussion of how this appearance component fits into the pictorial structures frame-work.
Consider an image of a person. The person is modeled as consisting of N body
parts. We use the parts: left and right ankle, knees, hips, shoulders, elbows, wrists
and top and bottom head. Let Xn be a discrete random variable describing the 2D
position of body part n, in the image, and let the pose of the person be described
by X = (X1 , . . . , XN ). The outcome of Xn are elements of P = {1, . . . , P }, where
P is the number of pixels.
We assume for now that the body parts do not overlap. Each pixel of the
image will be covered by a unique body part or the background. We model this by
introducing a random variable Vp for each pixel p. The outcome of Vp are elements
of N = {0, . . . , N }, where the index corresponds to the body part that covers the
pixel, or 0 if it is covered by the background. Denote the labeling of all pixels by
V = (V1 , . . . , VP ).
We assume a fixed shape and size for each body part, typically a disk or square.
Let B(p) be the set of pixels belonging to a part centered at pixel p. Given a pose
x we know the corresponding labels for all pixels. Let this be described by the
functions:

n if p ∈ B(xn )
vp (x) =
(E.1)
0 otherwise
It is natural to consider the final image as the random variable I which is
generated from all pixel labels V . Then the conditional dependencies of the random
variables are described by the Bayesian network shown in figure E.1. However, this
leads to complications since the Bayesian network is not factorized over a tree graph.
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Vp

X

I
P

Figure E.1: A Bayesian network showing1 the conditional dependencies of the random variables. The pose X generates the labels for each pixel Vp and these labels
generate the final image I.

We therefore consider a model with conditional dependencies described by a
tree. We assume that each pixel part label Vp generates its own image Ip , centered
around it and that this image just depend on the label of this single pixel. We let
all these images be denoted I = (I1 , . . . , IP ). The conditional dependencies of the
random variables are then described by the Bayesian network shown in figure E.2
and the joint distribution can be factorized as:
PX,V,I (x, v, i) = PX (x)

P
Y

PIp |Vp (ip | vp )PVp |X (vp | x)

(E.2)

p=1

where PX (x) is some pose prior. Consider the factor PIp |Vp (ip | vp ), describing
how an image is generated given the part label of its central pixel. We want a
discriminative appearance model, instead of a generative. We therefore rewrite this
factor using Bayes rule:
PIp |Vp (ip | vp ) =

PVp |Ip (vp | ip )PIp (ip )
PVp (vp )

(E.3)

where PIp (ip ) is a prior over images, which will turn out to be of no importance
for us. PVp (vp ) is a prior for the labeling of each pixel. We train a random forest
to classify the part of a pixel PVp |Ip (vp | ip ), given an image ip centered around it.
From the result of the random forest classifier applied to an image i, we can create
a log-transformed response image spanning all pixels p for each part n:
gn (p, i) = log PVp |Ip (n | ip ) − log PVp (n)

(E.4)

We will later see that this quantity is relevant when performing the inference. We
want to infer the pose of the person from an image by solving:
arg max PX|I (x | i)
x

(E.5)
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Vp

X

Ip
P

Figure E.2: A Bayesian network showing1 the conditional dependencies of the random variables. The pose X generates the labels for each pixel Vp and each pixel
generates its own image Ip .

The objective function can be written as:
PI,X (i, x)
=
PI (i)
1 X
=
PX,V,I (x, v, i) =
PI (i) v

PX|I (x | i) =

P

=

PX (x) X Y
PI |V (ip | vp )PVp |X (vp | x) =
PI (i) v p=1 p p

=

P
PX (x) Y
PI |V (ip | vp (x)) =
PI (i) p=1 p p

=

P
PX (x) Y PVp |Ip (vp (x) | ip )PIP (ip )
PI (i) p=1
PVp (vp (x))

(E.6)

Since the image priors PI (i) and PIP (ip ) do not depend on x the optimal pose can
be found by solving:
P
Y
PVp |Ip (vp (x) | ip )
arg max PX|I (x | i) = arg max PX (x)
PVp (vp (x))
x
x
p=1

(E.7)

and by considering the logarithm of the objective function we get:
arg max log PX (x) +
x

=arg max log PX (x) +
x

P
X


log PVp |Ip (vp (x) | ip ) − log PVp (vp (x)) =

p=1
P
X
p=1

gvp (x) (p, i)

(E.8)
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The objective function is still a bit complicated, involving a sum over all pixels
and the association of each pixel to its corresponding part. We will now rewrite
this as a simple sum over all parts instead of over all pixels. Given a pose x let the
pixels belonging to the background be denoted:

BG(x) = P \

N
[

!
B(xn )

(E.9)

n=1

The second part of the objective function can then be written:

P
X

gvp (x) (p, i) =

p=1

=

X

gvp (x) (p, i) +

X

g0 (p, i) +

P
X

g0 (p, i) −

p=1

=

P
X
p=1

gvp (x) (p, i)

N
X

X

N
X

X

g0 (p, i) +

n=1 p∈B(xn )

g0 (p, i) +

gn (p, i)

n=1 p∈B(xn )

p∈BG(x)

=

X

n=1 p∈Br (xn )

p∈BG(x)

=

N
X

N
X

X

N
X

X

gn (p, i)

n=1 p∈B(xn )

(gn (p, i) − g0 (p, i))

(E.10)

n=1 p∈B(xn )

The first term does not affect the optimization since it is not dependent on x. The
second term can be precomputed:

gn∗ (p, i) =

X

(gn (p0 , i) − g0 (p0 , i))

(E.11)

p0 ∈B(p)

This can be seen as the result of smoothing gn with a filter having the same shape
as the parts. Note that the background response is subtracted from the response for
each part before smoothing. Using these filtered images the optimization problem
can finally be written:
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arg max PX|I (x | i) =
x

=arg max log PX (x) +
x

=arg max log PX (x) +
x

=arg max log PX (x) +
x

P
X

gvp (x) (p, i) =

p=1
P
X

g0 (p, i) +

p=1
N
X

N
X

gn∗ (xn , i) =

n=1

gn∗ (xn , i)

(E.12)

n=1

We conclude that gn∗ corresponds to the appearance component of part n in the
pictorial structures frame-work.
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