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SAMMANFATTNING 

 

Denna uppsats försöker utvärdera olika strategier för variansreduktion som används vid 

prissättning av finansiella optioner med Monte Carlo-simulering. Inom finans och teoretisk 

prissättning av optioner har det varit en enorm mängd forskning. Det verkliga priset på en option 

har alltid varit ett stort forskningsområde. År 1973 presenterade Black & Scholes sin modell för 

prissättning av en enkel option. Idag används fortfarande Black & Scholes metod för prissättning 

och kallas "det rätta teoretiska svaret". Nackdelarna är att den bara kan prissätta enkla optioner 

utan flexibilitet. För prissättning av optioner med en mer exotisk struktur behövs mer komplexa 

metoder. Ett annat sätt att prissätta optioner är att simulera den underliggande tillgångens 

rörelser ett par tusen gånger och sen tillämpa stora talens lag och ta ett genomsnitt av resultaten. 

Detta visade sig vara ett mycket bra sätt att prissätta exotiska optioner. Dock så är det svårt att 

använda simulering då den långsamma konvergensen och den höga tidsåtgången för simuleringar 

gör det svårt att använda simulering i praktiken. Detta arbete syftar till att hitta den bäst passande 

prissättningsmetod för olika typer av optioner. Två huvudsakliga strategier för prissättning av 

optioner med variansreduktion definieras och utvärderas. På grund av den kända problematiken 

kring långsam konvergens och hög tidskonsumtion vid Monte Carlo-simulering så diskuteras 

även olika strategier och metoder för att minska dessa. Mina upptäckter under denna studie var 

att det inte finns någon ”silver bullet”. Samtliga tekniker utvärderade i denna studie har både 

styrkor och svagheter när de prissätter olika typer av optioner. Utifrån de tekniker som 

diskuterats finns det en teknik som sticker ut lite mer än de andra. Slutsatsen är att Antithetic 

Variate är den teknik som levererar ett trovärdigt resultat med låg standardavvikelse under 

relativt kort tid för samtliga optionstyper. 
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ABSTRACT 

 
This research paper tries to evaluate different variance reduction strategies used for pricing 

financial options using Monte Carlo simulations. Within the field of finance and theoretical 

pricing of options there has been a tremendous amount of research. The fair price of an option 

has always been a large area of research. In 1973 Black & Scholes presented their model of 

pricing a simple option, the Back & Scholes method is still used today and is referred to as the 

“correct theoretical answer” when pricing options. The drawbacks are that it can only price 

simple options without flexibility. For pricing options with a more exotic appearance, more 

complex methods are needed. A different way to price options is to simulate the underlying asset 

movements a couple of thousand times and by the law of big numbers use an average of the 

results. This is proved to be a very good way to price exotic options. However, the slow 

convergence and time consumption for simulations makes it hard to use. This thesis aims to find 

the best suitable pricing method for different kinds of options. Two main strategies for pricing 

options using variance reduction techniques are defined and evaluated. Due to the well-known 

slow convergence and high time consumption of Monte Carlo simulations different strategies 

and methods to reduce this are presented and evaluated. My findings during the study was that 

there is no silver bullet for pricing options using Monte Carlo simulations, the different 

techniques discussed have both strengths and weaknesses when pricing different kinds of 

options. For the techniques discussed in this paper the conclusion ends up with a single 

technique; the Anithetic Variate technique, that delivered a reliable result with low standard 

deviation rather quickly for all options. 
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Chapter 1  
 

1 Introduction 

The first chapter gives an introduction to the subject by presenting the background to the 

problem. The problem formulation section gives a detailed overview of the problem and 

the purpose section gives the reader an understanding of why solving this problem is 

beneficial and how it will contribute to science. 

 

 

Within the area of finance there exist several valuation methods for pricing options and 

other financial instruments. However, the flexibility is quite narrow for the commonly 

used binomial model and the explicit formulas such as Black-Scholes. 

 

Monte Carlo simulation is a widely used tool for pricing various derivatives numerically, 

such as options. Monte Carlo methods uses probability combined with volume to 

mathematically describe the outcomes. This means that drawing several random numbers 

from a universe of possible outcomes will, as the volume of draws increases, give the 

correct value. This statement is supported by the law of large numbers (Glasserman, 2004; 

Jäckel, 2002). Valuation of options with Monte Carlo often involves simulating stochastic 

paths of the underlying asset(s), which describes the evolution of the assets prices over a 

period of time. 

 

The major disadvantage with Monte Carlo simulation is the slow convergence, for the 

result to be fairly correct with quite low standard deviation the number of simulations 

required is very high. The convergence rate of a standard Monte Carlo Simulation is 

 .
 

√ 
/ regardless of dimensions of the problem, where   is the number of simulated 

paths (Higham, 2009; Glasserman, 2004; Caflisch, 1998). 

 

Because of the slow convergence rate of Monte Carlo it is extremely important to 

enlighten the tools for improving it. During the existence of Monte Carlo simulation there 

has been a couple of variance reduction techniques developed. These variance reduction 

techniques can be categorized into two main strategies; “taking advantage of tractable 

features of a model to adjust or correct simulation outputs” and “reducing the variability 

in simulation inputs” (Glasserman, 2004, p.185). This paper will discuss these two 

different strategies within Monte Carlo simulation for valuation of options.  

 

Within almost all Monte Carlo methods there is a sequence of pseudorandom numbers 

driving the simulation. These sequences are good enough to be able to analyse the results 

of the simulation with probability and statistics methods. However, all implementations of 

pseudorandom generators are completely deterministic and this should always be 

considered (Glasserman, 2004). There are several different random number generators 

both for uniformly distributed numbers and non-uniformly distributed numbers and it is 

essential to choose a generator that matches the purpose of the algorithm.  
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1.1 Problem Background 

As today, Orc Group provides their customers with the feature to price complex 

financial instruments with a wide range of simulation methods and explicit formulas. 

However, the functionality in the core of the calculator is not very flexible and does not 

open up for further development and other more complex financial instruments. The 

pricing interface towards the customers may be different depending on what kind of 

instrument the customer wants to price could be confusing. In some cases where the 

customers want to be able to price their own instruments they may be required to 

develop their own plug-ins or buy the valuation software from competitors. 

 

Due to this internal problem it is possible to formulate a more general problem that 

could, if solved, be of a certain contribution to the option valuation industry. 

1.2 Problem Formulation 

The problem will be studied by evaluating a couple of variance reduction techniques 

used in Monte Carlo simulations in order to see how well they perform with different 

implementations. The variance reduction techniques are important to evaluate due to the 

well-known slow convergence of crude Monte Carlo simulation (Higham, 2009; 

Glasserman, 2004; Caflisch, 1998). To give a wider view of the performance, a couple 

of different random generators will also be tested and compared with each other. 

 

The main questions to be considered are 

 

 Which distinct types of variance reduction techniques exist and how do they 

perform? 

 

There are several other aspects to consider when implementing a Monte Carlo simulator 

for valuation of financial instruments. These aspects are parallelism and how the 

random generator is chosen. Therefore the extended research questions to consider are 

 

 Is parallelism applicable for the different techniques? 

 Does the choice of random generator bias the result? 

1.3 Delimitations 

This study will be delimited to European options only. For comparison between 

simulated prices and convergence rate, the Black-Scholes formulas and explicit 

formulas derived within the Black-Scholes framework will be used for benchmarking. 

The variance reduction techniques will be evaluated with respect to implementation-

complexity, convergence rate, execution time and standard error in prices. To be able to 

compare the results in an efficient way the techniques will be tested on a plain Vanilla 

Call option, a “down-and-out” Barrier Call option and an Average Price Asian Call 

option. The two different variance reduction techniques that will be studied will cover 

the two strategies mentioned in the introduction. The techniques are Antithetic Variate 

variance reduction and Quasi-Monte Carlo simulation, using Halton sequence numbers 

as random number generator. 
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1.4 Purpose 

The market for complex instruments is in the time of the study growing and the 

valuation techniques used by market makers and other financial institutes are quite weak 

in respect to flexibility. The purpose of the study is to present an unbiased view of the 

Monte Carlo simulation technique and the flexibility it provides the user with. Since the 

well-known problem with Monte Carlo Simulations is the time convergence the study 

will present and evaluate different ideas and strategies to reduce this. The focus of the 

study is to evaluate two different variance reduction techniques used within Monte 

Carlo simulations in relation to a standard Monte Carlo simulation. The two techniques 

are Antithetic Variate and Quasi-Monte Carlo, using Halton numbers as random number 

generator. 
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Chapter 2  

2 Methodology 

The second chapter will present the methodology used in this thesis. First out in this 

chapter is a short presentation of the different parts in the study. The second part of the 

chapter presents what type of methodologies that was used in detail together with how the 

data and theory were collected. 

 

2.1 Methodology and Methods 

The process of the study is divided into four distinct parts. First off is the literature 

study part where relevant literatures together with basic knowledge about Monte Carlo 

simulation and financial theory are collected. The second part consists of the 

implementation phase, where the theory is translated into program code. The third part 

is the data collection part, the code is executed several times and the output is collected 

and categorized for every run. The last part is to statistically evaluate the collected data 

and present some conclusions. These four steps are described in detail below. 

2.1.1 Theory 

The first part of the study is to read up on how options are priced today and what 

difficulties and gaps there are in current pricing models. For the option theory part 

literature by authors like Hull (2009), Haug (2007) and Higham (2009) will be 

studied and reviewed. For a more detailed review of the theory several meetings is 

scheduled with two of the quantitative analysts at Orc Group. 

 

The second step is to read up on pricing models and methods currently used, to learn 

the basics of how to price a European vanilla option. Due to the fact that several 

pricing methods derive from Black & Scholes it is essential to understand in detail 

how this method works. 

 

When the basics are set within option theory and option pricing methods it will be 

time to conquer the area of Monte Carlo simulations. Monte Carlo can take several 

shapes and forms; due to this it is important to focus on well-known authors of the 

literature to learn the basics and have a solid ground to progress from. For Monte 

Carlo simulation theory literature from authors like Glasserman (2004) and Jäckel 

(2002) will be studied. 

 

To be able to solve the problem stated in the introduction of the thesis it is crucial to 

in detail study the two different variance reduction techniques.  

 

For the comparison and evaluation of the two variance reductions techniques 

discussed in the introduction these two techniques will be implemented and tested 

against each other. For benchmarking during the tests the crude Monte Carlo will be 

used for both pricing and convergence rate. To validate the price generated by the 
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different techniques Black-Scholes formulas will be used in those cases where they 

are adaptable. 

2.1.2 Implementation 

The implementation of the different variance reduction techniques and methods 

should be done by using the C# .NET Framework. The implementation is an 

iterative process where the first step is to get the crude Monte Carlo method to run 

and deliver a result. The second part will be to optimize, do preparatory calculations 

and implement thread management to use the whole capacity of the computer. To 

extract the most out of Monte Carlo it should be executed in parallel. 

 

At the first stage of the implementation it is essential to get a single threaded Monte 

Carlo simulation up and running for the simplest case; a European Vanilla Call 

option. To be able to test if the implemented simulator gives a result with a fair price 

the Black & Scholes formula will be implemented for benchmarking. 

 

After the implementation of the crude Monte Carlo simulation method the second 

stage will take place. The second stage of the implementation phase is to implement 

a more general solution, to be able to price any option with a payoff formula 

dependant of the assets path and various parameters in the contract. 

 

The third stage of the implementation is when the program should be able to price a 

wide range of option with only specifying the payoff and contract parameters. 

Thread management is an extremely important part of a Monte Carlo simulation; to 

be able to use the whole computer a dynamic thread manager should be 

implemented where the user is able to select the number of threads that should be 

used. It is also extremely important to make sure that using threads within the 

program should not change the behaviour of the program. Therefore, a large focus 

will be placed on the random number generators to make sure these still produce 

uniformly distributed random numbers while using multi-threaded simulation. 

 

For the implementation design patterns and C# .NET special features literature from 

authors like (Joshi, 2008), (Skeet, 2008) and (Michaelis, 2010) are used. 

2.1.3 Data Collection 

The data collection stage of the thesis is by far the most important one. The problem 

is to evaluate the different types of variance reduction techniques that are mostly 

used. The word evaluate have a wide meaning and should be limited to a couple of 

measureable variables. When looking at earlier research it was discovered that there 

has been very little research about computational time of the different variance 

reduction techniques.  

 

With this in mind, the computational time is one of the important variables to collect 

and evaluate. Together with this, the fact that the pricing method should deliver a 

value that is somewhat correct with low standard deviation is as important.  

The data collection parts will involve simulation with time measurement of the vital 

parts in the simulation, logging of prices and standard deviation in prices together 

with a benchmarking against known explicit formulas, such as Black-Scholes. The 

simulations should be executed several times with the same parameters to locate 

unrealistic fluctuations in prices, standard deviation in prices and convergence time. 



 

6 

 

Due to Monte Carlo being parallel friendly, a part of the study involved parallel 

simulations. These simulations are measured on the same parameters as above with 

the focus on execution time.  

2.1.4 Analysing the data 

The last step of the project is to analyse the computational data in the form of output 

from the program. The output should consist of several excel sheets for every 

measurement type (price, standard deviation in price and computational time) and 

for each of the Monte Carlo simulation methods used. The analysis of the data 

should be quite straight forward where the data should be in such form so it can be 

used to create charts of. The charts will then be visually analysed and discussed. 

From the charts and the discussion of what is shown in the charts a conclusion can 

be drawn. 
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Chapter 3  

3 Financial Theory 

The third chapter gives an introduction to the financial theory used further on in the study. 

The first section gives an overview of concepts used within finance and the second section 

gives a deeper understanding of the theory behind options including a detailed description 

of the most commonly used options. 

 

3.1 Financial Concepts 

Within financial mathematics there are several concepts and definitions used. The 

concepts used in this Master Thesis are briefly explained below. 

 

 Spot price, the current price of the underlying asset. 

 Vanilla Option, a call or put option with a single underlying asset. 

 Exotic Option, a more complex option type with various payoff formulas that is 

dependent of the assets prices over a period of time. 

 In-The-Money (ITM), when the payoff is positive for the current spot price. 

 At-The-Money (ATM), when the current spot price is equal to the strike price. 

 Out-Of-The-Money (OTM), when the payoff is zero for the current spot price. 

 Risk-Free Interest Rate, the rate of return for a default-free bond. 

 

3.2 Options 

An option is a contract for which the buyer of has the rights but not the obligation to 

either buy or sell the underlying asset for a certain price at a specific date. A basic 

option has the following standard variables: 

 

 Expiration Date / Maturity Date 

 Exercise Price / Strike Price 

 Type: Call or Put 

 

The expiration or maturity date tells the buyer when the contract has to be exercised. 

For a European option the expiration date is the only time the contract can be exercised 

in comparison with the American Option for which the buyer can exercise the contract 

whenever he/she wants, during the lifetime of the option. 

 

The exercise- or strike price is the price in the contract for which the holder of the 

contract has the right to buy or sell the underlying asset depending on the type of the 

contract that is either call or put. 
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A call option gives the holder of the contract the right to buy the underlying asset for the 

prescribed price from the writer of the contract. A put option is the opposite of the call 

option and gives the holder of the contract the rights to sell the underlying asset for a 

prescribed price (Hull, 2009; Higham, 2009). 

 

3.2.1 Vanilla Options 

A Vanilla Option is a simple option and got only one underlying asset. The payoff of 

a Vanilla Call option at the expiration date is calculated by taking the maximum of 

the spot price minus the strike price and zero. This calculation is based on the choice 

that the holder has, to either exercise the contract or let it expire. For a Put option the 

calculation is reversed; by taking the max of the strike price minus the spot price, 

and zero (Hull, 2009; Higham, 2009). 

 

A Vanilla Call option payoff formula 

 

      ( ( )     ) 3.1 

 

The Vanilla Put option payoff formula 

 

      (   ( )  ) 3.2 

 

Where C is the value of the Call option, P is the value of the Put option, S(T) is the 

price of the underlying asset at the expiration time T and E denotes the strike price 

of the option. 

 

3.2.2 Asian Options 

An Asian option is slightly more complex than a Vanilla option and is categorized 

within the family of Exotic Options. Asian options are characterized with the payoff 

being dependent on the average price of the underlying asset during a period of time 

between the issue date and the expiration date (Hull, 2009). 

 

Two types of Asian options are the Average Price Asian option and the Average 

Strike Asian option. 

 

An Average Price Asian Call option has the payoff formula 

 

 
     (

 

 
∫  ( )
 

 

      ) 
3.3 

 

An Average Price Asian Put option has the payoff formula 

 

 
     (  

 

 
∫  ( )
 

 

    ) 
3.4 
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An Average Strike Asian Call option has the payoff formula 

 

 
     ( ( )  

 

 
∫  ( )
 

 

    ) 
3.5 

 

An Average Strike Asian Put option has the payoff formula 

 

 
     (

 

 
∫  ( )   ( )
 

 

    ) 
3.6 

 

To define other Asian Options, the continuing average price could be replaced by a 

geometric average price or an arithmetic average price. 

 

Arithmetic Average 

  

 
∑ (  )

 

   

 

3.7 

 

Geometric Average 

 

(∏ (  )

 

   

)

  ⁄

 

3.8 

 

where   is the number of time steps used to describe the assets path and  (  ) is 

defined as the asset price at time   . It is rather simplified to calculate the average 

price/strike using a discrete definition of the average value instead of the continuous 

ones. 

 

Asian options are very popular due to the complexity of manipulation. Since the 

option payoff relies on the average price over a period of time it is harder to 

manipulate by buying up or selling down the stock price the day before the 

expiration date for the option. However, the safety to avoid manipulation comes at a 

price; it is harder for the option to be In-the-Money at expiration date. This also 

affects its price, in a positive way for the buyer of the contract. 

 

 

3.2.3 Barrier Options 

A barrier option is another exotic option that is path-dependent. The barrier refers to 

a certain price that the underlying stock crosses during the lifetime of the option. If 

the underlying stock crosses this barrier, something will happen to the option. 

Barrier options can be divided into two general types, „in‟ and „out‟. These types are 

the opposite of each other; „out‟ refers to the contract being cancelled if the barrier is 

crossed during the lifetime of the option and „in‟ activates the contract if the barrier 

is crossed during the lifetime of the option. A common name for the „out‟ option is 

„knock-out‟; the contract gets „knocked‟ if the barrier is crossed. 

 

Within the two general types there are several variations of contracts. The 

relationship between the barrier and the asset price at the issue date determines if the 

option is a „down‟ or „up‟ option. If the barrier is lower than the initial stock price 
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the option is an „up‟ option. The opposite is where the barrier has a higher value 

than the initial price of the stock and it‟s called a „down‟ option. Combining these 

features with the put and call types of options we can define a large set of contracts, 

see Table  below. 

 

Barrier Option 

Call 

Down 
Knock-In 

Knock-Out 

Up 
Knock-In 

Knock-Out 

Put 

Down 
Knock-In 

Knock-Out 

Up 
Knock-In 

Knock-Out 
 

Table 1: Barrier Option alternatives 

 

Regarding the pricing in relation to a plain vanilla option it is reasonable to assume 

that the price of a barrier option is less than a plain vanilla due to the higher risk that 

the contract will expire worthless on the maturity date even though it would have 

given a payoff as a vanilla option.  

 

The payoff of a barrier option is exactly like the payoff of a plain vanilla option with 

one exception; if the barrier is hit, the option either activates or cancels out. There 

are eight different kinds of basic barrier options. Out of these eight contracts, four of 

them will be presented below to get a good overview of what to expect.  

 

 B, refers to the predefined barrier 

 S0, refers to the initial price of the underlying asset 

 T, maturity time 

 S(T), refers to the price of the underlying asset at maturity time T 

 E, refers to the Strike Price of the contract 

 

The payoffs of the four call options are: 

 

 Down-and-out call option 

Has a payoff of zero if the predefined barrier B < S0 is crossed during the 

lifetime of the contract. If the barrier is not crossed the payoff is 

   ( ( )     ) 
 

 Down-and-in call option 

Has a payoff of zero if the predefined barrier B < S0 is not crossed during 

the lifetime of the contract. If the barrier is crossed the payoff is 

   ( ( )     ) 
 

 Up-and-out call option 

Has a payoff of zero if the predefined barrier B > S0 is crossed during the 

lifetime of the contract. If the barrier is not crossed the payoff is 

   ( ( )     ) 
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 Up-and-in call option 

Has a payoff of zero if the predefined barrier B > S0 is not crossed during 

the lifetime of the contract. If the barrier is crossed the payoff is 

   ( ( )     ) 
 

In addition to these four call options there are four put options as well. By replacing the 

„call‟ with „put‟ in each case and change the payoff function so it matches the payoff of 

a put option there are a total of eight different barrier options. The put payoff for a 

Barrier option that has not been knocked is    (   ( )  ). 
 

3.3 Brownian Motion 

To be able to model the evolution of an asset it is essential to choose a stochastic 

process that satisfies the properties of an asset movement. In this thesis a Geometric 

Brownian Motion describes the price of the underlying asset.  

A stochastic process * ( )      + is called a Brownian Motion Process if it 

satisfies the following properties 

 

(i)  ( )    
(ii)  ( ) is a continuous function of  . 

(iii) Independent increments * (  )   (  )    (  )   (    )+ 
(iv) Normal increments  ( )   ( )    (     ) for any        . 

 

A more general Brownian motion for a variable S is defined by Hull (2009) as  

 

   ( )         ( ) 3.9 

 

where a and b are constants. By inspection of the model it is easily seen that the 

generalized Brownian motion is able to take negative values, negative prices for assets 

are not possible. To remove the possibility for negative prices a more enhanced model 

called Geometric Brownian Motion (GBM) was introduced as 

 

   ( )    ( )     ( )  ( ) 3.10 

 

where the variables µ and σ represents the drift and volatility. By solving the stochastic 

differential equation above we get
1
 

 

 
 ( )   ( ) 

.  
 
 
  /    ( )

 
3.11 

 

which represents the asset price S at time t. For a more general solution combined with 

the requirements of the asset evolution model working with Monte Carlo simulations it 

is not enough with only one time step from the initial value  ( ). Since the increments 

of W are normally distributed and independent it is possible to form a recursive 

procedure for calculating the asset price S for *                   + as 

   

                                                 
1
 For the interested reader a more detailed description of the generalized Brownian motion can be found in (Hull, 

2009, pp.260-67). 
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 (    )   (  ) 

.  
 
 
  /(       )  √                              

3.12 

 

          are independent standard normal variables
2
. 

 

3.4 Black-Scholes Formulas 

One of the most famous and used analytical formulas used to price European Vanilla 

options is the Black-Scholes Pricing Formula. This formula derives from the Brownian 

Motion and require certain properties to be fulfilled (Black & Scholes, 1973). 

 

 The short-term interest rate is known and is constant through time. 

 The stock price follows a random walk in continuous time with a variance 

rate proportional to the square of the stock price. The random walk 

construction is described by a Geometric Brownian Motion defined in the 

previous section. 

 The stock pays no dividends or other distributions. 

 The option is “European” and can only be exercised on the expiration date. 

 There are no transaction costs for buying and selling financial instruments. 

 It is possible to borrow at the short-term interest rate. 

 There are no penalties for short-selling any financial instrument. 

 

With the above mentioned assumptions and required properties the Black-Scholes 

formula can be derived. 

 

The formula for a European Call option 

 

  (   )    (  )    
  (   ) (  ) 

3.13 

 

The formula for a European Put option 

 

  (   )      (   ) (   )    (   ) 
3.14 

  

where 

 

   
  (  ⁄ )   .  

 
  
 / (   )

 √(   )
 

3.15 

 

and 

 

   
  (  ⁄ )   .  

 
  
 / (   )

 √(   )
 

3.16 

 

or 

 

        √(   ) 
3.17 

                                                 
2
 For the interested reader the solving and the generalization of the solution to the stochastic differential equation 

can be found in (Glasserman, 2004, pp.93-94). 
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The variable definitions of the formulas: 

 

 C, the price of the call option 

 P, the price of the put option 

 S, the current price of the underlying stock 

 E, the strike price of the option 

 T, the maturity date of the option 

 t, the time today 

 N(.), the standard normal cumulative distribution function 

 r, risk-free interest rate 

 σ, the volatility of the underlying stock 

 

 

The standard normal cumulative distribution function is defined by the following 

integral: 

 

 
 ( )  

 

√  
∫    

  ⁄   
 

  

 
3.18 

 

 

The relationship between the put and call price is called put-call parity, where it is 

possible to price a call option when the put options price is known, and vice versa. This 

relationship holds only if the options have the same underlying stock, strike price, risk-

free interest rate and time to maturity. The put-call parity is described by the formula: 

 

       (   )      3.19 
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Chapter 4  

4 Monte Carlo 

This chapter will describe how Monte Carlo simulations for option pricing are built in 

general together with a somewhat detailed overview of the most common variance 

reduction techniques developed. The theory will cover the basics of Monte Carlo, how to 

create a random number using a deterministic computer and a more detailed view of the 

two types of variance reduction techniques discussed in this paper. 

 

Simulation techniques are important tools to price and value financial contracts that are 

dependent on the underlying assets path and movement between the issue date and the 

expiration date. The simulation technique discussed in this paper is the Monte Carlo 

simulation in different shapes. 

 

4.1 Introduction to Monte Carlo simulation 

Monte Carlo simulation is a simulation technique that entirely relies on the exclusive 

access to a random number generator. The easiest way to describe Monte Carlo is by 

presenting an example. 

 

Suppose that we want to estimate the unknown variable   where  

 

    ( ( )) 4.1 

 

where  ( ) is an arbitrary function and   is the expected value of  ( ). To estimate the 

value of   we can randomly select m uniformly distributed independent sample values 

           from a probability density function and then use these values as input to 

the function  ( ). By doing this we can formulate the estimate function of   as: 

 

 
 ̂  
 

 
∑ (  )

 

   

 

4.2 

 

The value of  ̂      as      by the law of large numbers. This means that the 

estimation  ̂ of the unknown variable   converges towards the actual value as the 

number of observations increases. However, the samples variance shows the accuracy 

and reliability of the estimation. The variance    of the sample can be describes as: 

 

 
   

 

   
∑( (  )   ̂)

 
 

   

 

4.3 

 

The square root of the variance equals the standard error of the samples. 
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4.2 The basics of Monte Carlo simulation 

Monte Carlo is a widely used tool for pricing financial instruments of various kinds. 

However, there are some basic steps that are used throughout all simulations. 

 

1. Simulate the dynamics of the underlying asset 

 

This step is simulating a “possible” path that the underlying asset may take. To 

simulate the path of the asset the Geometric Brownian Motion is often used. 

 

2. Calculate the payoff from the simulated path 

 

Calculate the payoff from the asset path by using the payoff function of the 

option in question. 

 

3. Discount the payoff at risk-free interest rate 

 

Discount the calculated price by the interest rate to get the present value of the 

option. 

 

4. Calculate the average payoff 

 

The final step is to calculate the mean (expected value) of all simulations. Add 

the results together and divide by the number of simulations to get the mean. 

 

For instance, the three first steps are executed a large amount of times and the fourth 

step is executed once when finalizing the simulation. When pricing options like a 

European Vanilla Call option that is not dependent on the path of the underlying asset 

there is no need to simulate more than one step of the asset because it is only the price at 

maturity date that matters. However, if a barrier option should be valued it is essential to 

simulate the whole path divided into several smaller steps between the issue date and 

the maturity date. The choice of number of steps to simulate is quite subjective and 

should be decided by the requirements of the option. Is it enough to simulate daily spot 

prices or should it be more precisely like spot prices every minute? 

4.3 Random Number Generator 

In order to use Monte Carlo simulation for valuation of financial instruments it is 

essential that a highly reliable random generator is used. A computer as today is not 

able to produce entirely random variables due to the deterministic way of executing 

code. However, there are several implementations and theories of how to produce 

random variables with a computer algorithm that are sufficiently good for its purpose 

(Higham, 2009; Glasserman, 2004; Haug, 2007). 

 

Defining a random variable in a mathematical sense is easiest through an example. If we 

take a look at a dice, each of the six sides of it has the same probability to occur if we 

assume that the dice is perfectly made. When rolling the dice the six possible outcomes 

are 1, 2…6, these outcomes are values that the discrete random variable X are able to 

take. The variable X is able to take a finite set of numbers {x1, x2…xm}. These numbers 

have the probabilities {p1, p2…pm} such that xi occurs with the probability pi. This can 
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be written as  (    ) which means „the probability that     ‟. The requirements 

for this are: 

 

      for all samples, that is;  no negative probabilities are allowed 

 ∑   
 
     , probability adds up to 1 (100%) 

 

The expected value of X is calculated as the mean of the probabilities times the 

corresponding value as: 

 

 
 ( )  ∑    

 

   

 

4.4 

 

We can then calculate the expected value of the example of the dice above as: 

 

 
 ( )  

 

 
  
 

 
    

 

 
  
   

 
     

4.5 

 

The expected value of rolling a dice is then 3.5. 

 

With the discrete random variables covered the next step is the continuous random 

variables. These variables are able to take any real number value. A continuous random 

variable is characterized by its density function. If we take a look at a continuous 

random variable X where we can assume that there is a real-valued density function 

 ( ) such that the probability of       is found by integrating  ( ) from a to b. 

 

 
 (     )   ∫  ( )  

 

 

 
4.6 

 

The requirements for this are: 

 

  ( )     for all x, that is; no negative probabilities are allowed 

 ∫  ( )  
 

  
  , probability adds up to 1 (100%) 

 

The expected value of a continuous random variable is defined by: 

 

 
 ( )   ∫   ( )  

 

  

 
4.7 

 

With the basics of discrete and continuous random variables covered it‟s time to move 

on to programmatically generate these and transform them into standard normal 

distributed random variables. 

 

 



 

17 

 

4.3.1 Halton Numbers 

Halton numbers are a sequence of low-discrepancy numbers and these numbers are 

much more evenly spread out than standard uniformly random variables
3
. Halton 

numbers are very efficient for low-dimensional problems when using as input values 

to Monte Carlo simulation (Haug, 2007; Glasserman, 2004). 

 

A generator for Halton number sequence is quite easy to implement using any kind 

of programming language. A code snippet written in C# .NET Framework for 

generating a sequence of Halton numbers could look like this below: 

 
     
    private double NextHaltonNumber(int n, int b) 
    { 
        int n0, n1, r; 
        double H; 
        double f; 
 
        n0 = n; 
        H = 0; 
        f = 1 / (double)b; 
 
        while (n0 > 0) 
        { 
            n1 = (int)Math.Floor((decimal)(n0 / b)); 
            r = n0 - n1 * b; 
            H = H + f * r; 
            f = f / b; 
            n0 = n1; 
        } 
 
        return H; 
    } 
 

 
Figure 1: C# .NET Code, generate Halton Number 

The code above calculates a number based on the seed n that could be any positive 

integer and the base b which should be a prime. As mentioned above Halton 

numbers are weak in high-dimensional problems, such as pricing options that 

require a simulated path that has time steps that is greater than one using Monte 

Carlo simulation. To be able to use Halton numbers in high-dimensional problems 

the base b and the seed n must be predefined and calculated so that the Halton 

sequence does not repeat itself during the entire simulation. 

 

One of the great advantages with Halton numbers is that all numbers can be 

calculated in advance and stored in the memory and therefore the pricing method 

does not require generating random numbers on the fly during the simulation. 

 

4.3.2 Univariate Normals 

Normal distributed random variables are important building blocks in many 

financial simulation models. In order to programmatically generate normal 

distributed random variables there are some basics to cover. 

 

                                                 
3
 For the interested reader a more detailed and mathematical description can be found in (Glasserman, 2004, pp.293-

97). 
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A univariate normal distribution with the mean 0 and variance 1 has the density 

function: 

 

 
 ( )  

 

√  
   

  ⁄          
4.8 

 

and the cumulative distribution function is: 

 

 
 ( )  

 

√  
∫    

  ⁄   
 

  

 
4.9 

 

The density function and cumulative distribution can be used in multiple dimensions 

and with different values of the mean and variance; however, these are not discussed 

within this paper
4
. 

 

When looking at the cumulative distribution function one can see that it is not 

crystal clear how to solve it for x. The cumulative distribution function is used to 

solve the Black & Scholes formula discussed in the previous chapter. To solve  ( ) 
it has to be approximated, and there are a couple of ways of doing this. The choice 

of approximation algorithm depends on the requirements one has, currently in the 

ones Glasserman (2004) discusses there is a trade-off between the different 

algorithms in respect to speed and accuracy. However, both of these approximations 

are probably fast enough and accurate enough for most applications. 

 

Hastings approximation is the faster one of the two methods discussed by 

(Glasserman, 2004). The following implementation made in C# .NET is the original 

Hastings Approximation (Hastings, 1955) with a later modification done by 

(Abramowitz & Stegun, 1964)
5
. 

 
     
   private static double HastingsNormalDistribution(double x) 
   { 
      const double b0 = 0.2316419; 
      const double b1 = 0.319381530; 
      const double b2 = -0.356563782; 
      const double b3 = 1.781477937; 
      const double b4 = -1.821255978; 
      const double b5 = 1.330274429; 
        
      double t = 1 / (1 + b0 * x); 
      double sigma = 1 - Norm(x) * (b1 * t + b2 * Math.Pow(t, 2) + b3 * Math.Pow(t, 3) 
       + b4 * Math.Pow(t, 4) + b5 * Math.Pow(t, 5)); 
      return sigma; 
   } 
    
   private static double Norm(double z) //normal probability density function 
   { 
      double normsdistval = 1 / (Math.Sqrt(2 * Math.PI)) * Math.Exp(-Math.Pow(z, 2) / 2); 
      return normsdistval; 
   } 

 

 
Figure 2: C# .NET Code, Hasting Approximation of the cumulative normal distribution 

                                                 
4
 For the interested reader a detailed discussion can be found in (Glasserman, 2004, pp.63-65) 

5
 For the full explanation of how the Hastings approximation approximates the cumulative normal distribution 

function, see (Glasserman, 2004, pp.68-69). 
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The second approximation is the Algorithm of Marsaglia for approximating the 

cumulative normal distribution (Marsaglia et al., 1994). This approximation has the 

advantage of being more accurate than Hasting Approximation. However, the 

approximation Algorithm of Marsaglia is not used in this study for approximating 

cumulative normal distribution functions
6
. 

 

4.4 Box-Muller & Marsaglia-Bray 

As today, most programming languages offer a built-in function that randomly draws 

numbers uniformly distributed between 0 and 1. To be able to use these random 

numbers in Monte Carlo it is needed to transform these into random numbers from a 

standard normal distribution. There are several different methods suggested in the 

literature to achieve this. However, the ones discussed in this paper are the Box-Muller 

method together with a modified version of Box-Muller method called Marsaglia-Bray 

algorithm. 

 

According to Glasserman (2004) and Jäckel (2002) the Box-Muller algorithm is one of 

the easiest to implement using any programming language. This method might not be 

the most convenient or fastest method to use because of the use of numerically solved 

functions, which consumes a lot of computer power. 

 

The Box-Muller algorithm is based on the transformation (u, v) to (x, y) given by: 

 

   √     ( )    (   ) 4.10 

   √     ( )    (   ) 4.11 

 

where u and v are standard uniformly distributed random variables between 0 and 1. 

 

The implementation of the Box-Muller algorithm is described by the following C#-code 

snippet. 

 

                                                 
6
 For the full explanation of how the Algorithm of Marsaglia approximates the cumulative normal distribution 

function, see (Glasserman, 2004, pp.69-71). 
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private double NextBoxMullerDouble() 
{ 

if (_useCachedValue) 
{ 

_useCachedValue = false; 
return _cachedValue; 

} 
 
double R = Math.Sqrt(-2 * Math.Log(Generator.NextDouble())); 
double Theta = 2 * Math.PI * Generator.NextDouble(); 
double P = R * Math.Sin(Theta); 
double Q = R * Math.Cos(Theta); 
 
_cachedValue = Q; 
_useCachedValue = true; 
 
return P; 

} 
 
  
 

Figure 3: C# .NET Code, Box-Müller Algorithm 

A modification to the Box-Muller method is the Marsaglia-Bray algorithm. This 

algorithm reduces the computational time significantly by avoiding calculating the sine 

and cosine functions. An implementation of the Marsaglia-Bray algorithm using C# 

.NET framework could look like following code snippet: 

 
 
 private double NextDouble() 
 { 
  //If there is a cached value, use it 
  if (_useCachedValue) 
  { 
   _useCachedValue = false; 
   return _cachedValue; 
  } 
  
  double x1, x2, w, y1, y2; 
  
  do 
  { 
   x1 = 2.0 * Generator.NextDouble() - 1.0; //2x Uniformly Distributed 
   x2 = 2.0 * Generator.NextDouble() - 1.0; //Random Variables 
   w = x1 * x1 + x2 * x2; 
 
  } while (w > 1.0); //Continue while w > 1.0 
 
  w = Math.Sqrt((-2.0 * Math.Log(w)) * (1/w)); 
 
  y1 = x1 * w; 
  y2 = x2 * w; 
 
  _cachedValue = y2; //Store the second value 
  _useCachedValue = true;  
 
  return y1; //Return the first value 
 } 
  
 

Figure 4: C# .NET Code, Marsaglia-Bray Algorithm 

4.5 Variance Reduction 

When using simulation techniques to estimate a function  ( ) it requires a very high 

amount of trials to get a reasonable accuracy in the result. This is in most cases very 

expensive in terms of computational time. This is where the variance reduction 

techniques come to use. By reducing the variance of the simulation results the 
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computational time could be greatly reduced because the number of simulations needed 

for an accurate result is a lot lower (Hull, 2009). 

 

There are several different variance reduction techniques in financial theory, some that 

is easily explained by theory and mathematics and extremely hard to implement and 

some which are easy to implement and fairly easy to describe on a theory level.  

Glasserman (2004) categorizes these different variance reduction techniques into two 

distinct strategies; “taking advantage of tractable features of a model to adjust or 

correct simulation outputs” and “reducing the variability in simulation inputs”. 

 

These strategies simply mean that by adjusting the output it is possible to reduce the 

variance without changing the behaviour of the simulation, and by adjusting the 

variability in the simulation inputs it is possible to reduce the number of simulations 

needed to get an accurate result.  

 

In this paper two of the existing variance reduction techniques are discussed. The first 

one out is the Antithetic Variate and it is categorized into the strategy where the output 

is adjusted and corrected. The second technique, Quasi Monte Carlo represents the 

second variance reduction strategy that reduces the variability in the simulation inputs; 

this technique is a bit special because there exists a lot of different implementations and 

techniques to reduce the variability of the inputs. However, in this paper the Quasi 

Monte Carlo is implemented using the Halton-number sequences, this sequence was 

discussed previously in the random number section of the paper. 

 

4.5.1 Antithetic Variate 

Antithetic Variate is a variance reduction technique that uses the negative 

dependence between pairs of replications to reduce the variance (Glasserman, 2004). 

The method comes in several different shapes and forms. However, the most used 

one is based on the observation   that is uniformly distributed over ,   -. If the 

variable   is then used for simulating a path, the complement     can be used to 

simulate a second path without changing the law of simulated process. These two 

are together called antithetic pair in the sense that the antithetic path would balance 

an unusually large or small value calculated from the first simulated path and 

therefore reduce the variance (Glasserman, 2004).  

 

To use this method within Monte Carlo simulations it requires some modifications. 

The uniform case described above uses the assumption that every value    (   ) 
for Monte Carlo simulation where Brownian Motion is the method for simulating 

path evolution the requirement is that the randomly chosen variable    (   ) 
(Higham, 2009). The difference between the normal case and the uniform case is 

that the firstly named is symmetric about the origin and the secondly is symmetric 

around ½. Therefore, instead of using the antithetic estimate     as in the uniform 

case, the antithetic estimate    should be used. Because of the symmetry the 

probability for U to appear is equally to the probability of –  to appear (Higham, 

2009; Jäckel, 2002; Glasserman, 2004). 

 

In the case of estimating the expected value   of the function  ( ) 
 

    ( ( ))          (   ) 4.12 
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A crude Monte Carlo estimate would look like this: 

 

 

   
 

 
∑ (  )          (   )

 

   

 

4.13 

 

And the corresponding antithetic variant would be 

 

 

   
 

 
∑
 (  )   (   )

 
          (   )

 

   

 

4.14 

 

 

Antithetic variate is quite easy to implement, all you actually need to do is run the 

same function again with the same input, but this time negative, and then calculate 

the mean of the results. Below is a plot of a simulated Geometric Brownian Motion 

describing the evolution of an asset together with a corresponding antithetic path. 

 

 
Figure 5: Simulated Asset Path with corresponding Antithetic Path 

The figure illustrates the simulated assets price path and the corresponding antithetic 

path. The y-axis represents the assets price and the x-axis represents the time steps. 

 
     
   protected override double ThreadMethod(GetNextRandomValues nextRndValueMethod) 
   { 
       //Generate the next random values for this iteration 
       double[] randomValues = nextRndValueMethod(); 
 
       //Calculate the option price for the asset path and the antithetic path 
       //using random number multiplier 1 and -1. 
       double val1 = _discount * _underlyingAsset.CalculatePayOff(randomValues, 1); 
       double val2 = _discount * _underlyingAsset.CalculatePayOff(randomValues, -1); 
 
       //Calculate the average of the two values and return 
       return (val1 + val2) / 2; 
   } 
 
 

 
Figure 6: C# .NET Code, Antithetic Variate calculation example 
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4.5.2 Quasi Random Sequence 

Quasi-random sequence is a low-discrepancy sequence and is not as random as the 

name might invoke. The quasi-random sequences are totally deterministic in the 

sense that they are created in a manner to fill in the gaps between already generated 

numbers. This way of generating random numbers leads to a very desirable 

property; the standard error of an estimate is being proportional to .
 

 
/ instead of 

.
 

√ 
/ where M is the number of simulations (Hull, 2009). 

 

The sequences are generated throughout various algorithms; one of them described 

in this paper is the Halton numbers. Another one is Sobol‟, this one is extremely 

powerful in the manner of multiple dimensions where the Halton numbers are not 

enough
7
. 

 

The low-discrepancy sequences in comparison to uniformly distributed random 

numbers might look like the graphs below. The first one is a pseudorandom 

representation and the second one is a low-discrepancy sequence. 

 

 

 
Figure 7: Pseudorandom distribution 

 

 
Figure 8: Low-discrepancy distribution 

                                                 
7
 For the interested reader a more detailed description of Sobol‟ can be found in (Glasserman, 2004, pp.303 - 320). 
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One can easily see the differences in the two figures, the first one represents a 

pseudorandom distribution and the second one a low-discrepancy distribution. The 

second one is a lot more structured and it does not exist any lumps of dots in it. The 

pseudorandom one got a lot of empty gaps and several lumps of dots, which could 

result in inaccurate outputs when used for simulating. It is quite easy to realize that 

the number of simulations needed greatly increases with the larger probability for 

gaps and lumps generated within the distribution. 
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Chapter 5  
 

5 Analysis and Results 

The fifth chapter will present the analysis and results of the study. The first part is a brief 

analysis of the results from the different implementations of the Monte Carlo simulation 

algorithms, and later on a more detailed analysis of the different implementations in 

respect to implementation complexity, time convergence, computational time and 

flexibility. The disposition of the chapter is; firstly a European Vanilla Call option is 

analyzed, then the European Asian Call option with a Geometric Average and last a 

Down-and-out Barrier Call option. At the end of the chapter a summary of the tests are 

presented together with three tables presenting the results. 
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5.1 Monte Carlo Methods – Vanilla Option  

First out is a comparison between the different Monte Carlo methods discussed in this 

thesis. The first one is Crude Monte Carlo which is a normal Monte Carlo simulation 

with no variance reductions at all. Secondly is the Antithetic Variate Monte Carlo 

method that adjusts the result of the simulation by taking the pseudorandom number and 

multiply it by negative one and use it another time in the simulation, thereafter calculate 

a mean between the two simulated option values. Thirdly the Crude-Halton Monte 

Carlo, also known as one of the Quasi-Monte Carlo methods which manipulates the 

random numbers into a low-discrepancy sequence to get a more even spread between all 

possible numbers. 

 

The results for a European Vanilla Call option with the parameters: 

 

     (             ) 
    (      ) 
       (          ) 8 
       (             ) 
     (         )  
    (                ) 
 

 

 
Figure 9: European Vanilla Option price estimation with the different pricing methods 

The Figure 9 represents the price of the option over the number of iterations made. By 

inspections it is to be seen that the crude Monte Carlo simulation does not converge to a 

steady price before 100 000 iterations, while the Antithetic Variate technique requires 

only about 30 000 – 50 000 iterations to get a steady price. For this simulation the 

absolutely best method is the Quasi-Monte Carlo one; Crude-Halton, this one only need 

about 15 000 iterations to get an extremely steady price in comparison the Black-Scholes 

one. The Black & Scholes line is used for benchmarking and it is to be seen that the 

crude Monte Carlo and Antithetic Variate method have a price slight higher than Black & 

Scholes while Crude-Halton method has quite precisely the same price.  

                                                 
8
 The Volatility was chosen arbitrarily. Volatility between 0.10 and 0.50 were tested with 0.10 spaces and there were 

no significant, unrealistic fluctuations in the result. However, the option price fluctuates, as expected, in relation to 

volatility. 
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However, the prices are only one aspect to consider. There are to other important 

measures to consider before it is possible to evaluate a method. The second measurement 

is the standard error in prices, that is; the variation in prices.  

 

 

 

 
Figure 10: Standard deviation in price with the different pricing methods 

Figure 10 represents the standard deviation of the prices in relations to the number of 

iterations made. The first method is the Crude Monte Carlo method that has a standard 

error in price of about 0.005 (the third decimal) at 100 000 iterations, that clarifies the 

known convergence of Crude Monte Carlo that is .
 

√ 
/ where N is the number of 

iterations. The same goes for Crude-Halton, the standard error in price is exactly the 

same as for the Crude Monte Carlo, that is; no variance reduction has been made in the 

prices. When instead looking at the Antithetic Variate it is clear to see that the standard 

error in price is greatly reduced and it is below 0.005 after just 10 000 iterations. 

 

To be able to see which technique that is the most efficient it is essential to look at the 

computation time required to execute the algorithms.  

 

 

 
Figure 11: Computational time with the different pricing methods 
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Figure 11 represents the computation time of the different methods implemented in 

relation to the iterations executed. By inspection the Crude Monte Carlo could be the 

fastest one, while the Crude-Halton is the slowest one. However, when everything is put 

together it is quite easy to see a pattern where the slowest in computational time is the 

quickest in convergence, and vice versa. So, how is it possible to decide what to use for 

this specific case? The answer could be; the second measurement, the standard deviation. 

For example, if we are to price a European Vanilla Call option (same variables as the 

example above), then the iterations needed to get a fair price (standard deviation of three 

decimals or lower) would be for the crude Monte Carlo and Crude-Halton; 75 000 – 

100 000 iterations and for the Antithetic Variate; 10 000 – 20 000 iterations. 

 

 

 
Figure 12: Crude Monte Carlo method, compare prices with single threaded process against multi-threaded 

processes 

The simulation results in Figure 12 represent the prices of the very same European 

Vanilla Call option as in the previous simulations. However, the pricing process in this 

simulation is parallelized with one, four and eight software threads
9
. By inspection it is 

plausible to say that the price will not be different if the pricing process is parallelized 

and the order of calculations cannot be chosen. To be sure about the outcome not being 

biased by a parallelized process one could take a look at the standard deviation and see if 

there is any fluctuation in relation to the number of software threads used. 

 

 

                                                 
9
 A software thread is a thread created by the program itself and is pointed to different hardware threads in the 

processor by the operating system, which means that the number of software threads does not have to be the same as 

hardware threads. However, choosing the same number of software and hardware threads might be beneficial in 

certain cases. 
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Figure 13: Crude Monte Carlo, compare standard deviation with single threaded process and multi-threaded 

process 

Figure 13 shows that the standard deviation of the price does not change while increasing 

the number of software threads used for the simulation. For parallel simulations to be 

useful it needs to decrease the computational time at least linearly with the number of 

threads used. 

 

 
Figure 14: Crude Monte Carlo method, compare computational time for single threaded process and multi-

threaded processes 

In Figure 14 one could see by inspection that even after 250 000 iterations it is quite 

unsure that the computational time consumption will decrease with the number of 

software threads used. However, the 4-threaded simulation seems to have a lower 

average slope than the single threaded and 8-threaded simulation, but the time 

consumption is only lower than the single threaded simulation at 200 000 iterations, 

which is quite many. Monte Carlo simulations should deliver a result within the first 

100 000 iterations to be able to compete with the explicit formulas. The fluctuation in 

time consumption (the gray lines) in the figure comes from the uncertainty of the order of 

calculations and which calculation is assigned to which thread. One could ask herself an 

important question in relation to what has been discussed above; when is it then useful to 

parallelize the calculations? 
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Figure 15: Crude Monte Carlo method, compare computational time for single- and multi-threaded processes in 

relation to number of time steps 

Figure 15 represents the very same option as previous simulation, with a slightly 

modification to the x-axis. Instead of presenting the number of iterations which is in this 

simulation locked to 250 000 through all tests, the number of time steps are increased for 

each test. The time consumption of the 4-thread and 8-thread simulations does not 

increase as much as the 1-threaded simulation. However, one could see that the 8-

threaded simulation is quite slower than the 4-threaded one; this is because of the number 

of existing hardware threads in the computer is four, as discussed above. By looking at 

the end of the chart where the number of time steps is at 100 it is easy to see that the 

benefit for parallelism for Monte Carlo is extremely convenient for simulations that 

require a lot of calculations that can be parallelized. The chart shows that the time 

consumption decrease linearly with the number of software threads until the number of 

software threads is equal to the number of available hardware threads. Ignoring this cap 

will consume time in stopping and starting software threads so the total time 

consumption will increase by the number of software threads. 

 

 

 
Figure 16: Price estimation with the three different Monte Carlo methods using 4-threaded processes 
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Figure 16 shows the result of running the three different Monte Carlo methods using 

multiple threads. The result is the same as the single threaded simulation in Figure 9. 

However, the chart does not look exactly the same because of the fact that the 

simulations are based on unordered random generated numbers. Further on is a chart over 

the computational time consumption using multithreaded processes. 

 

 

Figure 17: Computational time with the different Monte Carlo methods using 4-threaded processes 

In Figure 17 one can spot that the time consumption is not a straight line as the previous 

time consumption chart, this is simply because the simulation is restarted every one 

thousand iteration and the time consumption differs a lot because of the random 

distribution of work to the threads. The result of this test clearly shows a greatly decrease 

in time consumption compared to the graph in Figure 11 where the time consumption for 

250 000 iterations were about 0.15 – 0.25 seconds. By inspecting the trend line in this 

graph one can see that the time consumption at 250 000 iterations is between 0.06 and 

0.10 seconds, that is more than twice as fast as the single threaded one. The crude Monte 

Carlo simulation is still the fastest over the long run. However, the Antithetic and crude-

Halton is slightly quicker at lower number of iterations. 

 

5.2 Monte Carlo Methods – Asian Option 

In order to deliver a more reliable and general conclusion from the study it is essential 

to test the discussed methods on other types of options. The types of measurements stay 

the same as before, that is; estimated price, standard error in price and computational 

price. The following tests are done on two types of exotic options; Asian Average Price 

Call option and a Down-and-out Barrier Call option.  
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First out is the Asian Average Price Call option where the parameters are: 
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Figure 18: Asian Average Price Call Option price estimation with the different pricing methods 

The payoff of the Asian Average Price Call option is calculated through taking the 

Strike price and subtracts the average price of the underlying stock over the life time of 

the option. The price evolution of the different methods, starting at 50 000 iterations are 

shown in Figure 18. One can see that the crude Monte Carlo and Antithetic Monte Carlo 

methods are quite stable after 75 000 iterations and fluctuate between 1.66 and 1.67 in 

price. However, the crude-Halton method is quite unreliable in comparison with the 

other two methods and fluctuates between 1.64 and 1.67 after about 100 000 iterations. 

The crude-Halton is, as described earlier in the report; unreliable at higher dimensions, 

the result from this test supports that theory. 
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 The Volatility was chosen arbitrarily. Volatility between 0.10 and 0.50 were tested with 0.10 spaces and there 

were no significant, unrealistic fluctuations in the result. However, the option price fluctuates, as expected, in 

relation to volatility. 
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Figure 19: Standard deviation in price estimation of an Asian Average Price Call Option 

To be able to draw any conclusion about the different methods one needs to look at the 

standard deviation in the price; how much the price actually fluctuate at higher number 

of iterations and in comparison to the other methods. In Figure 19 one can see that the 

crude Monte Carlo and crude-Halton Monte Carlo is quite the same, and in comparison 

to the Antithetic Variate method; quite bad. However, after 200 000 iterations all of the 

methods prices starts to flatten out with a standard deviation at the third decimal, which 

is for an option price; quite good. 

 

 
Figure 20: Asian Average Price Call option time consumption using single-threaded processes 

Figure 20 shows the computational time of the different methods using a single threaded 

process. The Antithetic Variate method is the slowest in comparison to the other two; 

crude Monte Carlo and crude-Halton. When putting it all together it does not matter if 

the Antithetic Variate is the slowest method in relation to the number of iterations made, 

since it only require about 50 000 iterations to deliver a trustworthy result. While the 

crude Monte Carlo require about 100 000 – 150 000 and the crude-Halton variant 

require about 200 000 – 250 000 iterations. By taking this into consideration one can 

conclude that the Antithetic Variate is the fastest one and crude-Halton would then be 

the slowest one. Another important aspect to consider is the fact that these tests were 
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executed on a single process, not using the strength of parallelism because of the crude-

Halton implementation used did not support multiple threads. 

 

5.3 Monte Carlo Methods – Barrier Option 

 

The other type of exotic option to test the different Monte Carlo methods on is a down-

and-out Barrier Call option. The option contract properties are set as follows: 
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The measurements of the simulations are the same as the previous ones; option price, 

standard deviation in price and computational time for execution. 

 

 
Figure 21: Down-and-out Barrier Call Option price estimation with the different pricing methods 

The payoff of a down-and-out Barrier Call option is calculated just like a Vanilla 

option; take the underlying assets price at expiration date and subtract the strike price 

from it. However, if the barrier is crossed the payoff of the Barrier option will be zero. 

In Figure 21 the estimated price is shown. It is easy to see that the crude Monte Carlo 

and Antithetic Variate converge quickly in comparison to the crude-Halton. When 

comparing the estimated price from the different Monte Carlo methods against the 

Black & Scholes formula at about 100 000 iterations one can see that the crude Monte 
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Carlo and Antithetic Variate is quite similar in price. The fluctuation in price for those 

two methods is about 0.05 up and down in comparison to the Black & Scholes price. 

The extended Black & Scholes formula relies on continues time steps over the options 

life time, this makes the possibility for touching the barrier slightly higher than for 

methods using a discrete number of time steps. This explains why the price is slightly 

higher at 250 000 iterations for the crude Monte Carlo and Antithetic Variate valuation 

techniques, the chances for touching the barrier and get knocked out is lower. The 

crude-Halton is quite unreliable at any number of iterations, from this test it is still 

unsure of the price will ever converge. This conclusion goes hand in hand with the 

conclusion from the pricing of the Average Price Asian Call option above; the crude-

Halton is unreliable and gives bad results when used at higher dimensional problems. 

 

 

 
Figure 22: Standard deviation in price estimation of a down-and-out Barrier Call Option 

To see how quick the different Monte Carlo methods actually converge and gives a fair 

estimation of the option price it is essential to have a look at the standard deviation in 

the price. In Figure 22 one can see the standard deviations of the different methods. As 

predicted, the crude Monte Carlo and Antithetic Variate methods have a lower standard 

deviation than the crude-Halton which confirms the heavy fluctuations in price in 

Figure 21 above. The standard deviation of the Antithetic Variate method at 50 000 

iterations is very low, this gives the pricing method high reliability at lower number of 

iterations. The crude-Monte Carlo also gives a fair result, it is quite higher than the 

Antithetic Variate, but still good. This confirms that the variance reduction in the 

Antithetic Variate method actually gives a better result than the crude Monte Carlo 

method. 
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Figure 23: Down-and-out Barrier Call option time consumption using single-threaded processes 

When estimating the price of a Barrier option there is a couple of extended calculations 

to be executed. The assets path needs to be inspected at the expiration date to determine 

if the barrier was hit or not. The increased computational time and the slightly higher 

slope for the Antithetic Variate are there because of the method calculates every path 

twice for each iteration, one asset path and the corresponding antithetic path. This effect 

is shown in Figure 23. 

5.4 Summary of results 

5.4.1 Pricing 

First out was the Crude Monte Carlo method. When using the crude Monte Carlo for 

pricing a Vanilla option it delivers a reliably result after about 75 000 – 100 000 

iterations with a standard deviation of less than 0.01. For the Asian and Barrier 

options crude Monte Carlo require slightly higher number of iterations to deliver a 

reliably price. At about 150 000 iterations the standard deviation is down to the third 

decimal which shows that the price has stopped fluctuate in a noticeable sense. 

 

The second method was the Antithetic Variate. This method required only about 

15 000 - 30 000 iterations to deliver a reliably price for the Vanilla option. The 

standard deviation of the price at 30 000 iterations was below 0.005, that is down to 

the third decimal. For the Asian and Barrier option the Antithetic Variate kept 

delivering reliably and stable prices after just a few iterations. For both Asian and 

Barrier the required number of iterations for a steady price were about 75 000 – 

100 000 with a standard deviation between 0.01 and 0.02 for the Barrier option and 

between 0.004 and 0.002 for the Asian option. 

 

The third and last method discussed in this thesis is the Quasi-Monte Carlo method 

with Halton numbers, referred to as Crude-Halton. Price estimation using crude-

Halton for a Vanilla option was a success, an extremely reliably result in comparison 

to the Black & Scholes formula were delivered after just 10 000 – 15 000 iterations 

with a standard deviation of 0.01. However, using the Crude-Halton for estimating 

prices of the Asian and Barrier option was not as good as for the Vanilla option. For 
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both options the number of iterations required to get a steady price exceeded 

250 000 which was the highest number of iterations used in these tests. This was a 

known issue with crude-Halton before the tests began. The method is very unreliable 

when pricing options in higher dimension, that is, option price is dependent on the 

underlying assets movement during the life time of the option. 

 

The results for the different techniques and options are shown below in Table  for 

the pricing of a Vanilla option, Table  for the pricing of the Asian option and Table  

for the pricing of the Barrier option. 

 

 Vanilla Option   

 Standard Deviation Required Iterations Time (s) 

Crude Monte Carlo < 0.010 75 000 - 100 000 0.04 - 0.06 

Anithetic Variance < 0.005 15 000 - 30 000 < 0.03 

Quasi-Monte Carlo < 0.010 10 000 - 15 000 < 0.02 

 

Table 2: Vanilla option summarized results 

 Asian Option   

 Standard Deviation Required Iterations Time (s) 

Crude Monte Carlo < 0.0055 150 000 - 200 000 1.00 - 1.50 

Anithetic Variance < 0.0040 75 000 - 100 000 0.75 - 1.20 

Quasi-Monte Carlo < 0.0060 150 000 - 250 000 0.80 - 1.60 

 

Table 3: Asian Option summarized results 

 Barrier Option   

 Standard Deviation Required Iterations Time (s) 

Crude Monte Carlo < 0.030 100 000 - 150 000 0.75 - 1.30 

Anithetic Variance < 0.020 75 000 - 100 000 0.80 - 1.25 

Quasi-Monte Carlo < 0.050 150 000 - 250 000 1.00 - 1.75 

 

Table 4: Barrier Option summarized results 

 

5.4.2 Time Consumption 

The two aspects left to reflect over is the time consumption of running the 

simulations and if these methods are able to be executed in parallel to deliver a result 

even quicker. 

 

Pricing a Vanilla option is the simplest task, a single-dimensional problem. At 

100 000 iterations the computational time is between 0.04 and 0.12 with the Crude-

Halton being slowest and the Crude-Monte Carlo being the fastest one. This is not 

entirely the truth, as discussed above, the Crude Halton delivered a result after 

10 000 – 15 000 iterations while the Antithetic Variate required about 30 000 and 

Crude-Monte Carlo about 75 000 - 100 000 iterations. The time measurements for 

these points are then; for Crude-Monte Carlo about 0.05s, Antithetic Variate about 

0.035s and the Crude-Halton about 0.02s. This makes the Crude-Halton the quickest 

and the Crude-Monte Carlo the slowest. 
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6 Conclusion 

The sixth chapter will summarize the findings that were made during the study of Monte 

Carlo simulations. First is the summarized conclusion about the findings, is there a 

method that is clearly the best? And in the end a short description of what could be of 

interest in a further research of this paper. 

 

The three different techniques within Monte Carlo simulation for pricing financial option 

discussed in this thesis were; Crude Monte Carlo, Antithetic Variate and Quasi Monte 

Carlo with Halton numbers. The techniques were measured by looking at the price in 

comparison to explicit formulas, how the price converges in relation to the number of 

iterations, what the standard deviation in the price is and how much time it takes to 

compute a decent result. To get a more general view of the measurements the simulations 

were conducted with three different types of options. The options that were priced were; a 

European Vanilla Call option, an Average Price Asian Call option and a down-and-out 

Barrier Call option. 

 

6.1 Conclusion 

To answer the first research question; “Which distinct types of variance reduction 

techniques exist” I‟ve found through my study two different strategies to achieve 

variance reduction in Monte Carlo simulation. These strategies are; to either manipulate 

the random numbers before executing the pricing algorithm (Quasi-Monte Carlo) or 

manipulate the results after the pricing algorithm is completed (Antithetic Variate). 

 

The second part of the first question about how well the different techniques perform is 

answered by the summarized conclusion of the simulations and tests made. The findings 

indicate that there isn‟t any method that is the perfect choice for all cases. However, 

there is one that is somewhat better in overall than the others, and with the possibility to 

optimize the code for calculations it might even be the single winner. The method that 

performed well in all simulations was the Antithetic Variate, due to its very low 

standard deviation in the delivered price it is a highly reliable method for pricing 

options. Taking the time consumption in to consideration for the Antithetic Variate 

method one can see that due to the low number of iterations needed for a reliable price 

the execution time for the pricing algorithm is very fast. 

 

Due to the independent calculations made in Monte Carlo simulation an important 

questions regarding if it is possible to parallelize the calculations arises. The answer to 

the research question regarding “Is parallelism applicable for the different techniques?” 

is through the results of the study; yes, in certain cases. For the Crude-Monte Carlo and 

Antithetic Variate parallelism was possible. However, the Crude-Halton method for 

multidimensional options was not possible to parallelize.  

 

With parallelism one could decrease the execution time for the pricing algorithms. 

However, this is not always the case. For parallelism to give the desirable results this 

thesis shows that it require a rather high number of calculations and iterations to make it 

worth the time to start and stop threads in the program. Therefore, the conclusion about 

parallelism is that it should be used when pricing multidimensional options, such as 
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Barrier and Asian options. The benefit of using parallel calculations is linear with the 

number of threads available. 

 

The final research question to answer is whether the choice of random generator will 

bias the results. The findings in this study indicate that that the choice of method to 

generate random numbers does bias the result. For the Quasi-Monte Carlo the Halton 

numbers are a sequence of pre-determined numbers, not entirely randomly selected but 

they act as random numbers together. The modification to the generator is to make sure 

that the numbers are evenly spread and does converge to a steady average quickly. The 

biased results are clearly shown in the simulations when pricing Asian and Barrier 

options where the price and standard deviation were highly unreliable. 

6.2 Further Research 

One area that could be further investigated in relation to this thesis is GPU-accelerated 

calculations. A GPU (graphical processor unit) is constructed to handle parallel 

calculations extremely effective; this could improve the performance and give another 

point of view on parallel executed Monte Carlo simulations. 

 

Another area to further investigate is the other kinds of Variance Reduction techniques, 

the ones discussed in this thesis covered two different strategies. There are several other 

variance reduction techniques within the two strategies discussed. By extending this 

thesis with a complementary study of other techniques it could give a more complete 

picture of different techniques to calculate options price using Monte Carlo simulations. 
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