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Abstract
The master thesis seeks to establish relationships between
eleven system performance metrics in a large-scale IT in-
frastructure, and to predict their future behavior. The �rst
task was performed using multiple linear regression, with
one of the eleven metrics being taken as a dependant vari-
able measuring total system performance. Results of re-
gressions run over variations of the source data were evalu-
ated, and two of the metrics were concluded to be of consis-
tently high ability to explain the variability in the metric
measuring total system performance. The second task of
prediction was approached by attempting to replicate the
results from another research paper which presented a simi-
lar problem and relevant results. A Kalman �lter calibrated
by expectation maximization was used alongside vector au-
toregression to evaluate the possibility of doing predictions.
The results were not found to be of obvious practical use,
with the exception of the vector autoregression procedure
which highlighted regularities in the metrics. When uni-
fying the sampling rate of the performance metrics, addi-
tional descriptive statistics over the sampling intervals were
extracted when downsampling in order to retain potentially
useful information, which was found by manual inspection
in the case of one of the metrics. The inclusion of these
additional statistics was, however, not found to have a pos-
itive impact in the regression analysis or in the prediction
attempts.



Referat
Associationsanalys och prediktion av

prestandavariabler i en storskalig
IT-infrastruktur

Examensarbetet försöker fastställa samband mellan elva
variabler som mäter systemprestanda i en storskalig IT-
infrastruktur, och prediktera deras framtida beteende. Den
första uppgiften utfördes genom att använda multipel linjär
regression, där en av de elva variablerna var den beroende
variabel som mäter systemets viktigaste prestanda. Resul-
taten av regressionskörningar över varianter av källdatan
utvärderades, och två av variablerna fastslogs ha konsekvent
hög förmåga att beskriva variationen i den beroende vari-
abeln. Den andra uppgiften rörande prediktion angreps genom
att försöka replikera resultaten från en vetenskaplig artikel
som presenterade ett snarlikt problem och för oss relevanta
resultat. Ett Kalman�lter kalibrerades genom förväntans-
maximering (expectation maximization) och användes till-
sammans med vektorautoregression för att utvärdera möj-
ligheten att göra prediktioner. Resultaten befanns inte vara
av tydlig praktisk nytta, med undantag av att den vektoriel-
la autoregressionen tydliggjorde viss regelbundenhet i vari-
ablerna som analyserades. Vid enhetliggörandet av sam-
plingfrekvensen beräknades i fall av nedsampling ytterli-
gare deskriptiva statistika över samplingintervallen. Detta i
syfte att kvarhålla potentiellt användbar information, vilket
genom manuell inspektion kunde bekräftas vara fallet för
en av variablerna. Inkluderingen av dessa extra statistika
befanns emellertid inte ha någon tydlig positiv inverkan på
regressionsanalysen eller prediktionsförsöken.
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Chapter 1

Introduction

In the extensive IT infrastructure used in software development at big companies,
there is a natural and continuous e�ort to increase performance and decrease lead
times. The strive toward more rapid and shorter test and development cycles makes
it a high priority to have reliable and su�cient performance in the ecosystem of
computing resources used. Traditionally, this situation has been met by larger in-
vestments in hardware resources, with increased interconnectedness and complexity
as a result. However, the cost of system support along with various other strategic
drawbacks can make for rapidly diminishing returns on investment in hardware, to
the point of it being practically unreasonable to invest more at all. The desire is thus
to optimise e�ciency with currently available resources by tuning and recon�gura-
tion. In order to facilitate this work of locating bottlenecks and other performance
impediments, measurements have to be made and analysed, of which the latter is
the topic of this thesis.

Our system of interest is the cluster of computers used in the software devel-
opment work at a major company in the telecommunications business. The target
performance measure we will be concerned with is the time required from start to
�nish for a typical software build process, i.e. compilation and testing. This process
makes use of a number of resources and services across the system, which perfor-
mances in turn are measured directly or indirectly. Examples could be build server
CPU utilization, latencies for network storage access or host name look-ups. The
hardware and software structure and setup of this kind of system can be intricate,
comprising multitudes of server con�gurations and versions of software. Because of
this complexity, understanding and estimating the e�ects of changes to these hard-
ware and software con�gurations constitutes a challenging task. In the ideal case,
operators would for example be able to know in advance precisely what e�ects and
side-e�ects an increased load on a server cluster would have, or if moving to a more
e�cient storage sub-system would make a signi�cant contribution to increase overall
performance. Due to the enormous amounts of monitoring data that is available for
acquisition, it is not a task that is well suited for human operators to undertake in
a manual fashion. There is therefore a need to use automated means to the greatest
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extent for the collection and analysis of data describing the state of the system. This
would enable the human operators to focus their time and e�ort more productively
and to make better informed decisions.

This thesis was born out of the need to establish whether investments in such
automated procedures would be fruitful and worth pursuing. It was decided upon
an investigation into the matter, the result of which this thesis is part. Herein, we
will be concerned with the review and application of techniques and conditions for
an analysis of the type described above.

The data which appeared to be most readily accessible and continuously be-
ing collected is in the form of numeric time series, consisting of various load and
throughput measurements and together provide an account of the current system
performance. Much of this data is collected by agent programs running on the dif-
ferent host machines where they perform performance tests and scrape system log
�les. In addition to some numeric data, those log �les contain large amounts of
nominal (categorical) data in the form of log event messages, which also constitute
an intriguing subject for automated analysis. However, the functionality for easily
retrieving and organizing those log messages were quite not yet in place at the outset
of the work on this thesis, which resulted in the focus on numeric time-series.

Following this introduction to the thesis subject matter, we will move on to
consider related work in Chapter 2. Chapter 3 provides a more thorough look at the
character of the data selected for analysis, Chapter 4 walks through the methods of
analysis chosen before we present results Chapter 5 and commentary and conclusions
in Chapter 6.
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Chapter 2

Related work

One problem that occasionally arises when analysing time series is that of missing
portions of data. In a motion capture setting where the position of body markers
represent correlated time-series, this naturally happens frequently when occlusion
of markers from the cameras prevents their positions from being recorded. Li et al.
(2009) have tackled this problem by combining a linear state-space model and a
Kalman �lter, using maximum likelihood and expectation maximization for �lter
parameter estimation, and augmenting the model with a binary matrix denoting
the missing values to be estimated. For their application, the estimation error was
satisfactory small, while using 93-dimensional input data and 15 hidden states (di-
mensions). The approach iterates over the whole input dataset until convergence is
achieved for the estimation of the missing values. The complexity is linear in time
and cubic in the dimension of the data. Papadimitriou et al. (2005) use a variation
of principal component analysis to estimate missing values from a linear model, and
Yi et al. (2000) use a least squares regression type of approach to the same end.

Our primary concern is the attempt to correlate the di�erent data streams with
the main performance measurements. The most well established method of doing
this is by multivariate regression, which will be expanded upon in Chapter 4. Yi
et al. (2000) tries to correlate multiple time series in an incremental fashion by
using a variation of multivariate regression. Using the matrix inversion lemma, it
is possible to update the matrix inverse in the least-squares formula incrementally
with each new data point, which the authors show results in a computational cost
that is quadratic in the dimension of the data and linear in time.

Another approach which also use a linear model is developed by Papadimitriou
et al. (2005), who use a dimensionality reduction technique similar to principal
component analysis (PCA). They devise a fast algorithm capable of handling data
incrementally without bu�ering. The number of new dimensions is determined by
keeping an energy measure (a sum of vector magnitudes) of the new data repre-
sentation close to but less than the original representation. If the energy after the
down-projection is considered to be too close to the original high-dimensional rep-
resentation, the down-projection dimensions will be decreased. Conversely, if the
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energy retained in the lower-dimensional space is too low compared to the original,
the number of dimensions will be increased. By specifying the energy interval, it
is thus possible to retain in the reduced dimensional space a certain percentage of
the variability in the input data, say between 95 and 98 percent. The new lower-
dimensional data representation can be used to identify underlying hidden variables
in the system, correlate the input streams, and make it more feasible to use compu-
tationally expensive forecasting algorithms.

The system subjected to our analysis also presents the challenge of continously
undergoing frequent changes due to the recon�guration work being done to it. How
can we try to handle this fact? One way is to make the collected data age into
obsolenscence and to give more emphasis to recent measurements. Yi et al. (2000)
do this by using a exponential forgetting factor, resulting in a model better re�ecting
the current system behaviour. The same technique is used by Papadimitriou et al.
(2005) as a central feature.

Forecasting is another problem we are interested in, an area that is particularly
focused on in �nancial settings, where di�erent types of autoregressive models are
often employed as well as predictive Kalman �ltering. Both these methods are trialed
and implemented in a paper by Shafer et al. (2012) where the authors attempt
to retrieve trends, anomalies, and forecasts from bursty data streams. These are
produced by sources such as disk activity and network tra�c, similar in nature to
the data we are dealing with. A processing pipeline is presented which consists of
initially decomposing each input signal into low-pass, high-pass and residual signals.
The low-pass �ltered signals are then transformed into a fewer number of �hidden
variables� by the same PCA-like technique described by Papadimitriou et al. (2005).
The transformation matrix contains information about how to express the original
streams from the hidden variables, and is shown to be usable for classi�cation and
anomaly detection. The hidden variables are set as observations in a state-space
model, and a Kalman �lter is used for forecasting. Something not elaborated on is
whether the transformation of the original data into hidden variables (its principal
components) aids the Kalman �lter in other ways than just decreasing the number
of processed variables. The Kalman �lter forecasting power is shown to be similar to
using vector autoregression (VAR), and qualitatively very dependent on the type of
input data handled. The spike data is mainly shown to be useful for reconstructing
the signals with higher accuracy after lossy compression of the low-passed signals
by means of PCA.

The approach used in this thesis was in part directed by the type of data that
was readily available for analysis, namely numerical time series. Before this was de-
termined however, investigation into the processing of discrete events from logs was
also done, with prospects of being able to mine categorical information. Time series
analysis has a strong focus primarily on correlation and forecasting. In contrast,
log event processing focus primarily on classi�cation, clustering, and constructing
relationships between events (e.g. probabilistic models). Below we present a brief
summary of papers not immediately relevant to the approach chosen, but which
were part of the research performed in the course of outlining the subject of this
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thesis.
When faced with the great number of text log �les produced in large systems,

the �rst task is that of de�ning and identifying events, upon which to build further
analysis. Xu et al. (2009) mine event message templates directly from the software
source code and achieve high accuracy in the identi�cation of both common and rare
events. The structure of event messages can be described as consisting of unchanging
parts and variable parts, where the latter is classi�ed as either identi�ers (an ad-
dress or name) or states (�starting�, �stopping�, �running�, etc.). The frequencies of
di�erent identi�ers and states inside a sliding time window are then used to compute
features for anomaly detection using principal component analysis. A prerequisite
is of course to have access to all relevant source code, which might be prohibitive
in the case where there is a wide variety of software services and versions. Another
way to discover these templates is to take a more frequentist approach, attempt-
ing to �nd similar and frequent messages. It has been noted that many standard
clustering algorithms run into di�culties when faced with high-dimensional data
and when the clusters are only found in lower-dimensional sub-spaces (Vaarandi,
2003). This tends to be precisely the case when clustering event messages, where
individual parts (words) of the messages tend to appear together while a majority
of the parts are still very infrequent, because log messages tend to originate from
templates. Vaarandi (2003) present an event clustering SLCT algorithm that works
in three steps; make a record of frequent words and their positions in the messages,
build candidates for clusters that may represent message templates, and �lter those
candidates by a threshold on the occurence of these messages.

Having discretized the log �les into known event messages, we would like to
�nd structures or patterns. A common hypothesis is that these manifest as clusters,
some of which may represent interesting macro-events or recurring patterns. Stearley
(2004) use a bioinformatics pattern discovery algorithm similar to the one developed
by Vaarandi (2003), to identify event messages, but conclude that theirs has gener-
ally worse performance. The problem of grouping events together into higher level
composite events is attacked by calculating statistics for the inter-arrival periods
for messages of the same type. An interesting feature also presented is the content
novelty rate, which measures the rate of previously unseen types of messages and
which could potentially provide information on deviant activities.

The research of Aharon et al. (2009) is concerned with the problem of having
multiple processes emitting event message sequences that get interleaved in the same
log �le. A two-stage approach is developed where event message templates are �rst
created by clustering messages according to their order sensitive cosine similarity.
The second stage �nds an optimal representation of the observed log event sequence
inside some time-window in terms of subsets of the message templates from the
previous stage with respect to a measure of representation error/distance. The
result can be used for visualization of composite system processes or as input to
further analysis.
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Chapter 3

Data description

3.1 Streams of numbers
The system being monitored and measured is a large computer cluster (hereafter
denoted by the system) used in the software development and testing at a major
company in the telecommunications business. The time required to build software
packages sets a limit on how quickly and often code can be tested and ultimately
released to customers, and also a�ects the e�ciency of developers, and consequently
the speed of the entire development process. Minimizing the build times is thus a
great concern, and in order to do this we would like to know which parameters in the
system have the larger impacts on the build process. The data under scrutiny in this
thesis is collected from di�erent parts of the system and stored in a central database.
Each data point has a numeric value and a time-stamp, and consecutive data points
thus make up a stream of values, i.e. time-series. Some of these measurements may
have additional associated meta-data such as a source-machine ID or other kind of
grouping information that could allow splitting each into multiple streams.

A number of the streams of data may be irregular without a stable frequency.
Possible reasons could be failures in the data collection process itself because of
planned or unplanned interruptions at high or low levels of the system being moni-
tored. This fact of the real-world requires a method of analysis that is in some way
capable of dealing with missing data, or is at least tolerant thereof.

There could also be cases of data being collected as the result of events occurring
in the system, such as alarms set o� by any reason. In such cases, the time of
occurrence also carries useful information, in contrast with data that is set to be
collected at �xed points in time. We could for instance calculate the inter-arrival
times of alarms to try to �nd patterns in them. However, as mentioned in Chapter
2, an analysis based on discrete events is not the subject of this thesis.

An overview of the streams of data subjected to analysis in this thesis is provided
in Section 3.5.
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3.2 Dependency
At the outset, our hypothesis is that there are dependencies between the data
streams, and it is precisely these that we would like to acquire knowledge of. The
aim is to �nd those attributes that in�uence the system's performance, which in
our case is indicated by the attribute BuildTime (see Section 3.5). If there exists
strong dependencies between some of our attributes, it can be detrimental for some
methods of analysis that make assumptions to the contrary. In regression the model
produces more accurate results if the explanatory variables are statistically indepen-
dent, whereas when forecasting, dependencies may be desired, such as in principal
component analysis and in Kalman �ltering, which try to represent the data streams
by �hidden� features, see Sections 4.5 and 4.6. It should be noted that the word �de-
pendency� has a sense of implied causality to it, but it is also often used without
that assumed meaning.

3.3 Smoothness and burstiness
The character of the data streams can di�er substantially, as is shown Figure 3.3.
Some streams almost does not change at all, whereas others exhibit very rapid
change, i.e. high variability. There are also streams that are of a more discrete
nature, where there are instead bursts of data. Potentially important information
could be contained in the bursts, such as their frequency, duration, and average
value. Determining if that is the case would require a separate analysis, automatic
or manual, or qualitative speci�c knowledge about the data series. Such knowledge
can be hard to come by, or can be infeasible to procure because too much human
time and input are required when there are many data streams entering into the
analysis.

After discussions with managers of our system, we concluded that there was
a strong desire for an approach capable of accepting many di�erent data streams,
selected without the need for comprehensive human consideration. It is commonly
said that getting to know your data is of the utmost importance in preparation for the
task of analysis, but a maxim like that must also be weighed against the feasibility of
performing such an examination of the source data. The more assumptions we make
and conditions we impose on the structure and nature of our data, the more speci�c
and informative the results will be. However, we naturally also lose �exibility and
generality in what kind of data is possible to be processed. Performing this balancing
act of generality of inputs versus speci�city of results while maximizing both is of
concern to anyone designing methods for data analysis. Indeed, the reason for the
success and popularity of certain methods and algorithms in data mining and other
�elds has been precisely their ability to produce interesting results from diverse types
of input.
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3.4 Time resampling and missing data

3.4.1 Need for resampling
The fact that we have data streams of di�erent sampling frequencies and also con-
taining irregularities (gaps of various lengths), forces the issue of how to treat these.
Many common algorithms, if not most, assume that data is concurrent between the
di�erent streams, so that data points have a natural association to one another by
way of their common timestamp. In order to achieve this, we have to resample our
data streams in order to get data points at common time-ticks. This entails having
to choose a new common frequency, methods of resampling, and decide how to treat
missing data, i.e. those time-ticks which we are unable to associate values with
for some data streams. Note that the word �resample� is used here in the signal-
processing sense of changing a frequency, and not in the statistical sense of selecting
a new set of samples. We are in other words aggregating the data into regular time
intervals.

The thesis author would like to argue that the natural choice of a new common
frequency is the same as that used to measure the overall system performance, in
our case the BuildTime feature. Using a lower frequency means that we have to
downsample the system performance data and lose some of that information, while
using a higher frequency means upsampling the same data in order to relate it to
data from streams with a higher frequency. Upsampling, however, means using in-
terpolation of some kind, and such interpolated values can carry high uncertainty.
It would therefore seem of limited use to attempt analyses at higher frequencies if
our aim is to �nd associations between the system performance variable and other
attributes. According to the same argument, if our aim is to �nd associations be-
tween any subset of attributes, it makes most sense to do so at the frequency of the
one which has the lowest sampling rate among them, even if that sampling rate is
higher than that of our system performance variable.

3.4.2 Retaining information
For some features with high sampling rates, such as TouchTime and VobLocks (Sec-
tion 3.5), we will have to perform downsampling and for those with low sampling
rates we will have to perform upsampling and interpolation (extrapolation in the
case of a real-time analysis). Downsampling necessarily means losing some informa-
tion, and we would naturally like to retain as much as possible for our continued
analysis. Using several di�erent single-valued descriptive statistics to aggregate the
data contained within each interval allows us to retain characteristics of the data
that might otherwise be lost if only calculating one number of mean, sum, or number
of values. The functions we will be using are:

• Mean value

• Number of values (the frequency)

• Sum
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• Standard deviation

• Median value

• Maximum value

• Minimum value

• Range of values (maximum - minimum)

The calculation of these descriptors is an example of feature extraction, and one
could easily add other features if deemed fruitful, such as the mode and the number
of outliers. In our case we apply all of them to those series in need of downsampling,
because we would like to automate as much as possible of our analysis pipeline.
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Figure 3.1: Two �subfeatures� of the feature VobLocks after resampling
and normalization, showing how such additional descriptors can reveal
more about the character of the original feature. The trend of smooth
increase and sudden fall in the maximum value over 10-minute intervals
stands out di�erently than by looking at the sum aggregated over the
same intervals.

One example of the bene�t of using the di�erent aggregation functions above is
shown in Figure 3.1, where the maximum value feature clearly indicates a behaviour
not present in the sum value representation for the same data stream. The behavior
is so striking that to an expert of the system it might be well known and expected,
but it is nonetheless encouraging that such information can be retained past the
preprocessing step. Please note that most plots and procedures presented in this
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thesis use data normalized by the standard score (subtracted mean and division by
the standard deviation).

Even though the statistics above might capture di�erent characteristics of the
data, often they may be highly correlated with each other and contain redundant
information, since they originate from the same data stream. In order to avoid such
redundancy, we calculate the pair-wise Pearson-correlation of all the statistics and
discard one in all the pairs having a correlation above some limit, e.g. 0.5. Which
one to discard can be decided by ranking the statistics according to preference, for
example choosing the mean value instead of the median value, should they be closely
correlation with each other, which is likely to frequently be the case.

3.4.3 Missing data
As noted earlier, upsampling is fraught with uncertainty when no assumption on
smoothness can be made. The models underlying many common algorithms de-
mand that there is a value associated with every data stream at each time interval.
For some methods that are unconcerned with order and timing, such as ordinary
linear regression, it is possible to simply discard time intervals containing missing
values for one or more data streams. This is very undesirable, because it can result
is discarding a signi�cant amount of data if the number of streams are large or some
of the streams have many missing values. There is therefore a need to �ll or esti-
mate missing values. Some algorithms, such as the one presented by Li et al. (2009)
facilitate such estimation by nature of their design. For other types of analysis, a
separate estimation procedure might be necessary, which could consist of simple lin-
ear extrapolation, the mean of the last known values, or a more integrated approach
such as using Kalman �ltering or vector autoregression, as we will attempt later on.

3.5 Features
After having described potential challenges and general characteristics of our avail-
able data, we will now have a more detailed look. We will denote each stream of
data a feature, a term with broad use and meaning in machine learning and related
�elds.

The following features treated in this thesis were selected by persons with good
knowledge of the system, based on suspicions of them being signi�cant or out of
interest to learn if any relationships exist between them.

BuildTime The average time required for builds, reported in
10-minute intervals.

HostinfoTime A characteristic measure of the time it takes to
acquire system information from certain host ma-
chines. Reported in one-minute intervals.
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NSLookup The mean time it takes to execute the name service
lookup utility program against a number of hosts in
the network. Reported in one-minute intervals

NumberOfJobs The number of jobs in the queue for the Load
Sharing Facility, used for handling the execution of
batches of programs distributed across a number of
machines.

OP5Alarms The number of alarms received from di�erent parts
of the system, aggregated centrally. Even though
each alarm contains a message string and its source,
the only information we will use is the frequency of
alarms.

NumberOfMounts The number of �le system mounts requested of �le
servers on the network.

QueueSize The size of the job queue in the Grid Engine network
service, a distributed computing environment.

ServerLoad The average load over approximately a dozen servers
relevant to the building process. Reported in 10-
minute intervals.

TouchTime The time it takes to create an empty new �le using
the touch utility program. Reported in 10-minute
intervals

VobLocks The number of processes waiting for read or write
access to resources (VOB �les) in the ClearCase ver-
sion control system.

Ypmatch The time required to execute the ypmatch utility
program used for fetching user details from a Net-
work Information Services (NIS) map. Reported ev-
ery 30 seconds.

A plot of the raw data is shown in Figure 3.2. It is clear that our features
have di�erent frequencies, and that some occur in bursts (TouchTime, NumberOf-
Mounts). Apart from NumberOfJobs, BuildTime, and ServerLoad, all other features
have many points per 10-minute interval. To achieve a timeline with data for all fea-
tures at common ticks, aggregation is then performed over intervals of length equal
to the frequency of the BuildTime data points, which is ten minutes. Most features
make most intuitive sense to aggregate by mean of the values contained in the inter-
vals, but some is better aggregated by sum (VobLocks, NumberOfJobs) or number
of occurrences (OP5Alarms). The result is shown in Figure 3.3 and Figure 3.4, the
time scales being days and months respectively. In Figure 3.4, gaps can be seen
where there is no available data for some or all of the features, indicating a distur-
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bance in the data collection for some reason. All in all, the number of points in time
where there is data available for all features during the 69 days is around 4000 out
of a possible total of 10,000. If ignoring or interpolating the feature NumberOfJobs
which is only reported every �fteen minutes, that number is approximately 6000.

Scatter plots of each feature against BuildTime after normalization are shown
in Figure 3.5. Notable is the division of many features into clusters, which we could
attribute in large to di�erent time intervals by scatter-plotting consecutive of our
data. This partition leads one to conclude that the system changes functionally
at some points in time. An expert of the system con�rmed this as a plausible
explanation, considering how settings and setups are constantly changing in various
degrees because of the constant strive for increased e�ciency. Not being able to
assume that the system mechanisms are constant is of course a complicating fact,
and it could be worthwhile to perform analyses of shorter intervals during which
less changes to the system occur. By visual inspection we can conclude that the
features showing the strongest potential linear relationship with BuildTime, though
still weak, are NumberOfMounts, ServerLoad, and possibly QueueSize.
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Figure 3.2: Raw data, various intervals
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Figure 3.3: All features, 3 days, resampled
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Figure 3.4: All features, entire interval, resampled
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Figure 3.5: Scatter plots of normalized features against BuildTime (y-
axes)
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Chapter 4

Approach

4.1 Outline
In this chapter we describe the methods that were used for analysis of the data in
more detail. Multivariate regression was used to �nd correlations between the target
feature build time and the other features. Forecasting was attempted by performing
vector autoregression and Kalman �ltering in a similar manner to that described by
Shafer et al. (2012). We also preprocess the data by an online version of PCA to
evaluate if it could have a positive e�ect on forecasting accuracy.

4.2 Online and offline
Algorithms come in �avors commonly termed online and o�ine. An online algo-
rithm is able to process the input piece-by-piece as it arrives, whereas an o�ine
algorithm may work on the entire history of the input data. Online algorithms
thus generally tend to have lower computational and storage demands and are more
suitable for situations where a real-time analysis is desired. Ordinary least squares
regression, as used when �tting a line to measurements, is an example of an o�ine
algorithm, as is Principal Component Analysis. Using an o�ine algorithm to learn
from a real-time system is mostly undesirable because of the need to store all the
incoming data, and because of the increase in computational cost to run the algo-
rithm. Alternatively, one could bu�er only the n most recent number of samples
and run one's algorithm on those, and consider how the output changes over time.
Online learning algorithms which adapt themselves may use o�ine algorithms in
such a way internally in order to optimize their own performance.

4.3 Regression and linear modelling
Regression in some form is used ubiquitously wherever measurements are to be �tted
to a model. In regression analysis one seek to �nd relationships between a dependent
variable and a number of independent, or explanatory, variables. The most commonly
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used variation ismultivariate linear regression where we try to express the dependent
variable (in our case the build time) as a weighted sum of the independent variables
at each point in time. In other words, we try to �t our data to a linear model

y = b0 + b1x1 + b2x2 + . . .+ bnxn, (4.1)

where the result consists of the constant term b0 and the values of the coe�cients
b1...n, interpreted as the change in the dependent variable for a unit change in the
corresponding explanatory variable. The set of all m data points (observations)
make up a system of linear equations which formulation and solution are commonly
written as

y = Xb+ u, y, u ∈ <m, b ∈ <n, X ∈ <m×n (4.2)

b′ = (XtX)−1Xty, (4.3)

where u denotes the error term which is part of the model and incorporated in each
observation. Each row of X contains the values of our explanatory variables (the
features detailed in Section 3.5) at a certain point in time. Solving this regression
problem is done by the method of optimal-least-squares, which has a computational
complexity O(n2m) because of the matrix multiplication in (4.3).

Modelling the system as linear is a natural approach because it provides an
intuitive interpretation and it is interesting to establish at which degree the data
permits a linear description. Under the assumption that our explanatory variables
are normally distributed, which in practice does not have to be the case, we can test
the resulting coe�cient values for statistical signi�cance. It is also straightforward
to calculate the coe�cient of determination denoted by R2, which is a commonly
used measure of the amount of variability in the dependent variable which can be
explained by the variability in the dependent variables according to our linear model,
e.g. an R2 value of 0.6 indicates that 60% of the change in our dependent variable
can be explained by the explanatory variables. Another value used for evaluation of
the regression results is the F-statistic, which quanti�es how well the model �ts the
observed data and is used for testing � and possibly rejecting � the null hypothesis
that there is no relationship between the dependant and any of the explanatory
variables, i.e. the coe�cients are all zero.

When using linear regression, a number of assumptions on the data are made
which impact the results and the possible conclusions to be drawn. A lack of linear
behaviour of the underlying system can lead to bad predictions when those non-
linear characteristics manifest. Correlation between the dependant variable and the
error term (residual) also imply a bad �t, termed endogeneity, which is often caused
by omitted variable bias or simultaneity between the dependent and explanatory
variables. Omitted variable bias means that the behavior of both the dependent
variable and one or more of the explanatory variables are driven by a variable that
is unaccounted for in the model, and the dependent variable therefore does not
necessarily have a direct correlation to the explanatory variable. Simultaneity means
that the dependent and explanatory variables a�ect each other instantly. In our
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case, with the build time as dependent variable, this is an unintuitive proposition,
so we will not consider it. The problem of endogeneity can seriously a�ect the
ability to draw conclusions about causality from the results. There is a couple of
other complications beside endogeneity that can also have detrimental e�ects to
the coe�cient estimates as con�dence measures. These are non-constant variance
(heteroscedasticity) of the independent variables with respect to time or magnitude,
and the case of a non-normally distributed error (Nau, 2005).

If two or more independent variables would happen to be a linear combina-
tions of each other, i.e. have a correlation close to or equal to one, the problem
of multicollinearity arises. This primarily has the e�ect of decreasing the accuracy
in the coe�cients for the explanatory variables in question, essentially mistaking
them for each other, and ill-conditioning of the correlation matrix X, which leads
to numerical instability (loss of precision) and in serious cases to XtX being singu-
lar (Farrar and Glauber, 1967). The amount of multicollinearity can be measured
by the condition number of X, and is simply the square root of the ratio between
the largest and smallest of its eigenvalues. According to Belsley et al. (2004), weak
multicollinearity is associated with condition numbers around ten and below, and
strong multicollinearity with values above 30.

4.4 Vector Autoregression
In a univariate autoregression model, the evolution of a variable is expressed as a
function of its previous values. Vector autoregression generalizes this to the multi-
variate case. The number of previous values considered is called the number of lags,
p, in the model. A VAR-model of order p, VAR(p), can be described by

yt = c+ et +

p∑
i=1

Aiyt−i (4.4)

where y is a K-dimensional vector and Ai are (K ×K) matrices, and c and et are
constant terms (intercepts) and residuals respectively, both also K-dimensional vec-
tors (Lütkepohl, 2007). Vector autoregression works similar to ordinary multivariate
regression, and can be solved with the same mechanics of optimal least squares. As
with linear regression, depending on the goal of the application, various assump-
tions are made on the observed process. The most important one is stationarity,
i.e. the absence of trends in our data, violation of which may demand correction
with moving average (MA) models. For our purposes, we are mostly interested in
its forecasting power, for comparison with the Kalman �lter. By inspection of �gure
3.4, we conclude that most data we have is fairly stationary over the time scale
considered, except for the big jump in NumberOfMounts,BuildTime, and QueueSize

starting around August 8th.
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4.5 Projection and principal components
Principal Component Analysis is a method used to �nd new variables that explain
the variability of the original ones. The new variables can easily be ranked accord-
ing to contribution, which allows us to discard those variables that have the least
signi�cance. We can consequently reduce the dimension of the original data while
still being able to reconstruct it with relatively high accuracy. The method works
by �rst considering the n variables as a representing of our data on orthogonal axes
in a n-dimensional space. The procedure of Singular Value Decomposition (SVD)
corresponds to a linear orthogonal transformation of our original axes that results in
new axes which are precisely those with the maximum variability of the original data
along them. SVD, however, is not a procedure than can be performed sequentially,
so if a new data point arrives, a complete recalculation has to be performed. A
variation would be to only use a limited number of past data points in the case of a
need for increased speed, or if the system behavior would be changing to such extent
that data in the distant past loses signi�cance. As previously noted, Papadimitriou
et al. (2005) introduce an online algorithm that the authors show converges to PCA
under stationary conditions, and in addition have tunable parameters, such as a for-
getting factor and interval limits governing the accuracy of data reconstruction. We
will use an implementation of the SPIRIT algorithm as described by Papadimitriou
et al. (2005) to evaluate the prospects for dimensional reduction of our data and to
attempt forecasting from the results, in the same manner as performed by Shafer
et al. (2012).

4.6 Kalman filtering
A Kalman �lter uses a linear dynamic model model where the state x ∈ <n of our
system at time t is described by the system of linear stochastic di�erence equations

xt = Axt−1 + wt−1, (4.5)

and our observations z ∈ <m at t are related to x by

zt = Hxt + vt. (4.6)

w and v are named the process and measurement noise respectively, and are
assumed to be approximately normally distributed with zero mean. In systems
where it is possible to a�ect the states, a control term u ∈ <l is also included in
(4.5). In our case we have no such control to exert, and it is therefore omitted.
The n × n-dimensional state transition matrix A relates the previous state to the
current one. The m × n-dimensional observation matrix H then relates the state
to the observation. In our case, the observations are just the features described in
chapter 3, and the states are variables that have no clear interpretation because we
don't know how to model the system we are making observations of. These hidden
states can be treated as existing in a black box, and what we are interested in is
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to somehow estimate how this linear dynamic system works in order to use it for
making predictions of future observations.

The idea of the Kalman �lter is to use (4.5) to make predictions of future states
by feedback of the previous state prediction, and then to calculate the estimated
observations one would expect to make given these states by using (4.6). When new
observations are made, the state estimates are updated to re�ect what the most
likely state was, using the error between the estimated observation and the real
one. The problem with performing these operations would be that the A and H
matrices and variances for the errors w and v are unknown in many cases, including
ours. The estimation of these is called calibrating the Kalman �lter, and can be
done by expectation maximization (EM) of the log-likelihood of the model. A set
of the most recent observations are used for the estimation, under the assumption
that the parameters to be estimated are approximately normal, which simpli�es the
log-likelihood expression. We denote the length of this set of latest observations by
T . An excellent overview of the Kalman �lter can be found in Jain et al. (2004).

4.7 Implementation
It was decided that it would be interesting to attempt an analysis analogous to that
used by Shafer et al. (2012) because of their results and the similarity in problem
formulation and datasets analysed. The latter consisted of data gathered by mea-
surements across a number of nodes in three networks of di�erent character and
application. Shafer et al. (2012) experiment with outlier and anomaly identi�ca-
tion, and having data from separate but homogeneous sources (the nodes) makes
such analysis more straightforward compared to our case, where we look at streams
of data with di�erent interpretations. An anomaly detection analysis could certainly
be a worthwhile endeavor for the system focused on in this thesis. It would, how-
ever, have to be part of a more integrated approach answering speci�c questions
about individual machines' roles in the build process, together with data tailored
to and better supporting such analysis. At present, we are asking if any general
relationship could be established, and to what extent future outcomes can be pre-
dicted. Shafer et al. (2012) employ any EM-calibrated Kalman �lter for making
predictions, and we will try to replicate and evaluate their strategy for our data.
This is facilitated by the public release by Shafer et al. (2012) of the program source
code used for their analysis. After examining the source code and paper more thor-
oughly, and corresponding with the authors, there are some remarks that deserve
being made regarding the presented prediction results. Because of the large scale
and construction of the graph in (Shafer et al., 2012), Figure 16, it is di�cult to
make a visual judgement of the predictive power of the Kalman and VAR analyses.
Several predictions over short intervals have been concatenated after each other,
which is somewhat unclear from the �gure description. Also not noted in the paper,
possibly for brewity, is that the VAR is �rst run on the entire interval of data, and
then used to predict points inside the same interval. The VAR prediction results
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in (Shafer et al., 2012) are thus self-biased, but given that the amount of data is
large (in the number thousands or more), the results are probably not very di�erent
compared to performing a customary 80/20% training / validation data split.

For the implementation we used the Kalman �lter calibration code provided by
Shafer et al. (2012) and an identical implementation of SPIRIT to that described
by Papadimitriou et al. (2005). The vector autoregression was performed using the
same code library as Shafer et al. (2012) with the number of lags set to 60.
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Chapter 5

Results

5.1 Regression
Results are here presented from regressions run on the entire dataset spanning 69
days, and for comparison on the last third of that same period. In addition to
the initial aggregation of the data into 10-minute intervals, removal of outliers and
aggregating over 60 minutes were also experimented with. The columns in Tables
5.2 and 5.3 are described as follows.

nobs The number of observations the regression is based on.
Decreases by averaging or by the number of rows dis-
carded because of missing values or outliers.

Expl. The number of explanatory variables (regressors) used.
A value of ten indicates that only the original form of
the features described in Chapter 3 were used, and a
higher value indicates that derived extra features, such
as maximum value and standard deviation, were used.
The number varies according to how many additional
features made it below the correlation limit described
in Section 3.4.2.

Removed outl. Denotes whether outliers (data points outside three
standard deviations of the mean) were removed or not
before performing regression ('Y' in the column stands
for yes, '-' for no).

Roll/Mean Denotes if averaging were used on the data before re-
gression. �R6� means that a rolling mean was applied,
e.g. replacing each data point with the mean of itself
and the �ve points preceding it. �M6� means that data
aggregated in 60-minute intervals from the raw data.
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R2 The R-squared value, also called the coe�cient of de-

termination.

RMSE Root Mean Squared Error, most useful for comparisons
since it does not necessarily have an easy interpretation.

Mean Rel Err Mean Relative Error. This is calculated by taking the
mean of the ratio between the absolute error and the
absolute original value. A value of 0.8 should be in-
terpreted as �when reconstructing the values of the de-
pendent variable from the explanatory variables, the
average error is 80% of the original values.

Median Rel Err Median Relative Error. The same as above, except us-
ing the median instead. Since the mean value is sensi-
tive to large values, the median could be said to give
a more fair picture of the relative error. A value of
0.4 would thus have the familiar interpretation of �for
half of the points, the dependent variable can be recon-
structed within 40% of the original values by the ex-
planatory variables�. This would be misleading if the
residual values were skewed to the right of the median
value, but all the residuals in the regressions performed
were inspected to be bell-shaped and symmetric about
the origin (left-heavy when considering the absolute
value).

Kurtosis How �peaked" the distribution of residuals is compared
to a normal distribution. Should ideally be within the
range [−3, 3].

Skew How skewed (asymmetric) the distribution of residuals
is compared to a normal distribution. Should ideally
be within the range [−3, 3].

Cond. The condition number of the matrix of observations
used in the regression. A value higher than 30 indicates
strong multicollinearity and results in larger con�dence
intervals for the regression coe�cients.

After performing a regression it is customary to check if we can reject the null
hypothesis that all our regression coe�cients are zero, which if true would imply
that BuildTime is independent of all of our other features. This was done by using
the F-test on all of our regressions and making sure that the tests' p-values were
smaller than 0.05. All p-values were indeed found to be almost equal to zero, which
then is our basis for rejecting the null hypothesis.

When comparing regressions in Tables 5.2 and 5.3 using extra features (Expl.
= 23 or 24) versus those that do not (Expl. = 10), we have to conclude that
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Table 5.2: Regression statistics, entire time interval

nobs Expl.
Removed
outl.

Roll/
Mean R2 RMSE

Mean
Rel Err

Median
Rel Err Kurt. Skew Cond.

6416 10 - - 0.41 0.78 1.20 0.63 18.26 1.76 3.96
6385 23 - - 0.46 0.76 1.18 0.60 11.59 2.51 9.71
5923 10 Y - 0.50 0.57 1.04 0.58 4.52 1.51 5.60
5703 23 Y - 0.51 0.56 1.02 0.57 5.18 1.66 17.44
1236 10 - M6 0.60 0.65 1.62 0.56 5.39 0.61 5.89
1153 10 Y M6 0.63 0.56 1.61 0.56 1.76 0.65 5.81
5791 10 - R6 0.71 0.44 2.04 0.49 1.80 0.34 6.80
1234 24 - M6 0.65 0.61 1.64 0.54 4.38 1.22 17.97
1098 24 Y M6 0.67 0.52 1.43 0.53 1.26 0.72 21.69
5563 23 - R12 0.82 0.33 1.52 0.39 0.30 0.15 49.13
620 24 - M12 0.75 0.49 1.66 0.47 7.65 1.35 20.98
587 24 Y M12 0.76 0.43 1.55 0.49 1.04 0.47 24.19

Table 5.3: Regression statistics, last third of time interval

nobs Expl.
Removed
outl.

Roll/
Mean R2 RMSE

Mean
Rel Err

Median
Rel Err Kurt. Skew Cond.

2945 10 - - 0.52 0.79 1.15 0.52 9.39 2.02 7.46
2914 23 - - 0.53 0.78 1.09 0.52 10.17 2.16 22.54
2583 10 Y - 0.63 0.55 1.02 0.50 3.22 1.02 8.17
2445 23 Y - 0.64 0.54 0.97 0.49 3.86 1.20 51.23
495 10 - M6 0.76 0.59 1.63 0.37 0.70 0.47 9.35
439 10 Y M6 0.75 0.55 1.66 0.39 0.38 0.33 8.86
2898 10 - R6 0.77 0.44 1.79 0.36 0.93 0.45 11.22
495 24 - M6 0.79 0.56 1.48 0.38 0.55 0.54 43.67
414 24 Y M6 0.79 0.51 1.46 0.38 0.20 0.36 48.89
2803 23 - R12 0.88 0.30 1.07 0.28 0.20 0.27 62.22
248 24 - M12 0.87 0.43 1.13 0.29 0.12 0.24 54.39
224 24 Y M12 0.85 0.42 0.78 0.33 -0.07 0.14 51.88

their inclusion results in only a very small e�ect on error measures and the R-square
value, and so provide negligible improvements for this particular application. We can
see, however, that they do aggravate multicollinearity, which can be seen as higher
condition numbers. This is a plausible e�ect, considering that the extra features are
derived from the same measurements as the ordinary features and we could expect
them to still be correlated to some degree.

The e�ect of outlier removal can be judged by looking at those rows with a �Y� in
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Table 5.4: Coe�cients > 0.1 for the regression in the �rst
row in Table 5.2. Entire interval, 10 minutes frequency,
(Expl.: 10, Removed outl: �, Avg: �)

feature beta rel std err p-value t-stat

NumberOfMounts, mean 0.44 0.03 0.00 29.52
ServerLoad, mean 0.42 0.03 0.00 36.84

Table 5.5: Regression coe�cients > 0.1, �rst row in Table 5.3. Last third
of interval, 10 minutes frequency, (Expl.: 10, Removed outl: �, Avg: �)

feature beta rel std err p-value t-stat

TouchTime, mean 0.80 0.08 0.00 13.08
NumberOfMounts, mean 0.60 0.04 0.00 24.62
ServerLoad, mean 0.46 0.04 0.00 26.15
intercept 0.11 0.21 0.00 4.78
VobLocks, sum -0.18 0.23 0.00 -4.40

the removed outliers column and the rows above them. We see that there is a slightly
larger positive e�ect on the errors compared to the inclusion of extra features, but
it is still not great. However, the removal of outliers has the negative implication
of possibly biasing the results, depending on their real-world interpretation. This
is because the procedure consists of selectively removing data, more speci�cally,
discarding data points farther than three standard deviations from the mean value.
Discarding outliers can give us a less accurate notion of what errors to expect,
but also improve the estimates of the �true� regression coe�cients by removing
detrimental noise.

When averaging over one and two hours (M6 andM12 in Tables 5.2 and 5.3), we
see a signi�cant improvement in errors and explained variability (R-squared value),
albeit with considerable multicollinearity, producing values for the individual regres-
sion coe�cients with higher standard errors that are less trustworthy.

When comparing the regression results for the entire interval (Table 5.2) with
those for just the last third (Table 5.3, it is clear that the latter provides a somewhat
better �t to the model, with higher R-squared values and lower median relative
errors, but not generally smaller mean relative errors. The di�erences between
the two regressions could be interpreted as the system experienced less disturbing
phenomena during the last third of the interval, working more closely to its normal
undisturbed mode and adhering better to the conditions governing the processes
taking place.

The median relative error is still in the range of 30 - 60 percent, meaning that
for an arbitrary set of explanatory variables, the expected error would be of that
order. The mean relative error is at the same time on the order of 100 - 150 percent,
which is decidedly not great.
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Table 5.6: Regression coe�cients > 0.1, , �fth row in Table 5.2. Entire
interval, hourly frequency, (Expl.: 10, Removed outl: �, Avg: M6)

feature beta rel std err p-value t-stat

NumberOfMounts, mean 0.73 0.05 0.00 19.23
ServerLoad, mean 0.48 0.05 0.00 21.75
NumberOfJobs, sum 0.12 0.17 0.00 5.74

Regression coe�cients with an absolute value above 0.1 are shown in Tables 5.4
- 5.8 in the beta-column for a few of the regressions that can be found in Tables
5.2 and 5.3. This threshold was chosen because we are mainly interested in those
features with the most non-zero coe�cients. The rel std err -column contains the
relative standard errors, which for some features are as high as �fty percent or more,
which makes their internal ordering uncertain.

Table 5.7: Regression coe�cients > 0.1, fourth row from
below in Table 5.2. Entire interval, hourly frequency,
(Expl.: 24, Removed outl: Y, Avg: Mean 6)

feature beta rel std err p-value t-stat

NumberOfMounts, mean 1.51 0.10 0.00 10.16
ServerLoad, mean 0.42 0.07 0.00 14.20
HostinfoTime, mean 0.24 0.27 0.00 3.74
TouchTime, mean 0.20 0.27 0.00 3.75
VobLocks, size 0.10 1.07 0.35 0.94
VobLocks, sum -0.11 1.25 0.42 -0.80
NumberOfMounts, sum -0.16 0.83 0.23 -1.20
TouchTime, size -0.18 0.43 0.02 -2.31
NumberOfMounts, median -0.49 0.17 0.00 -6.03
NumberOfMounts, max -0.51 0.25 0.00 -3.99

Features with consistently large coe�cients on the 10-minute and 60-minute time
intervals are NumberOfMounts and ServerLoad. When restricting the analysis to
the last third of the interval, TouchTime interestingly also enters as a prominent
explanatory variable, indicating that the behavior of the system in this interval had
changed. When looking at the data plots in chapter 3, we can see that there was
a big change in the latter part of the observed time interval, which could explain
the di�erent results. We must be careful of making any conclusions about causality
because of the existence of endogeneity, i.e. some other variable unaccounted for,
in�uencing the behavior of both the BuildTime and our other features. The e�ects of
multicollinearity can be seen in Table 5.8, where we can note that many features have
coe�cients with high standard errors. Some features also have negative coe�cients,
which is a counter-intuitive result for those features. We therefore discard these
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Table 5.8: Regression coe�cients > 0.1, fourth row from be-
low in Table 5.3. Last third of interval, hourly frequency,
(Expl.: 24, Removed outl: Y, Avg: Mean 6, )

feature beta rel std err p-value t-stat

NumberOfMounts, mean 2.01 0.13 0.00 7.59
TouchTime, mean 1.34 0.14 0.00 7.34
VobLocks, mean 1.12 0.24 0.00 4.13
VobLocks, size 0.56 0.46 0.03 2.16
ServerLoad, mean 0.42 0.12 0.00 8.48
intercept 0.41 0.60 0.09 1.68
TouchTime, size 0.21 0.60 0.09 1.68
HostinfoTime, mean 0.12 0.78 0.20 1.29
VobLocks, median -0.13 0.51 0.05 -1.95
NSLookup, mean -0.15 0.91 0.27 -1.10
OP5Alarms, size -0.16 0.90 0.27 -1.11
NumberOfMounts, max -0.32 0.82 0.22 -1.22
NumberOfMounts, median -0.40 0.31 0.00 -3.18
NumberOfMounts, sum -0.75 0.42 0.02 -2.40
VobLocks, sum -1.91 0.23 0.00 -4.26

results, blaming issues with multicollinearity.

5.2 PCA / Spirit
Table 5.9 summarizes errors statistics from runs of the SPIRIT algorithm with dif-
ferent parameters. The recommended and default parameters are a forgetting factor
λ equal to 0.96, free variation of the number of hidden dimensions used, and an
information-energy retention interval of 0.95 to 0.98. The Mean Norm Err is the
relative error of the norms of the input and reconstructed feature vectors, with the
mean taken over the whole time interval, as seen in 5.1

Rel. Norm Error =
‖x̄− x̄reconstructed‖

‖x̄‖+ ε
(5.1)

Rel. MAE =
1

n

n∑
i=0

|x̄i − x̄reconstructedi |
|x̄i|+ ε

(5.2)

Rel. MAE stands for the Relative Mean Absolute Error, in which the mean is
taken over the absolute values of the relative reconstruction error, as in 5.2, where
ε is a small constant to avoid division by zero. The mean or median of the relative
MAE is then taken over the whole time interval and, as with the regression error
statistics, these are easier to interpret intuitively. The std-column contains the
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standard deviation of the norm of the reconstruction error vectors, which correlate
with the mean MAE but not with the median MAE, as is expected by way of their
constructions.

The average number of hidden dimensions used is interesting because it provides
a way of gauging the amount of additional information contained in the derived extra
features by the number of additional hidden dimensions needed. By comparing the
�rst four runs, we see that the additional features need approximately three extra
dimensions, inviting the interpretation that they are half as dense on novelty content
as their associated main features.

Lacking an equivalent exposition in the original paper by Papadimitriou et al.
(2005), Figure 5.1 presents the behavior of the SPIRIT algorithm when varying
the forgetting factor, energy retention interval, and the �xed number of hidden
dimensions.
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Figure 5.1: The e�ects of parameter variation for the PCA-like SPIRIT
algorithm, run on the extended 24 features described in Section 3.5
aggregated into 10 minute intervals.

5.3 Kalman and VAR prediction
The number of hidden state variables used in the Kalman state-space representation
was not found to have a big impact with respect to neither of the error measures
used (multiples 2, 4, 8 of the number of input variables were tested). Varying the
maximum number of iterations in the expectation maximization parameter estima-
tion in the interval from 6 to 20 also did not improve the prediction performance
(a value of 10 was used by Shafer et al. (2012)), nor did the length of the training
interval T for the Kalman �lter. Errors decreased slightly when moving from T=30
to T=60, but without any clear e�ect beyond that.
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Table 5.9: SPIRIT application with error statistics

Parameters
Input
dim.

Mean
Norm
Err

Mean
Rel.
MAE

Median
Rel.
MAE std nobs

Avg.
hidden

dim. used

default parameters 24 0.19 1.05 0.44 0.10 6385 8.83
default parameters 11 0.18 1.26 0.41 0.14 6416 5.76
hourly frequency 26 0.19 1.35 0.51 0.11 1234 9.56
hourly frequency 11 0.18 1.41 0.44 0.14 1236 6.29
8 �xed hidden dim. 11 0.09 0.55 0.17 0.07 6416 8.00
16 �xed hidden dim. 24 0.05 0.28 0.12 0.04 6385 16.00
energy (0.98, 0.995) 24 0.10 0.69 0.25 0.07 6385 12.40
lambda 0.92 24 0.19 1.06 0.42 0.10 6385 6.93

The forecasting performance was evaluated on the features resampled to 10-
minute and 60-minute intervals, both with and without including the extended fea-
ture set, as well as on the output from the SPIRIT algorithm. Synthetic data was
also processed, consisting of correlated sine waves of various frequencies with and
without gaussian noise added. The mean of the Root Mean Squared Errors (RMSE)
for all data streams contained in each dataset are shown in Table 5.10 for Kalman
forecasting, VAR forecasting, and also with the (constant) mean of a number of
past values for each of the data streams. The RMSE values should not be compared
between datasets since it depends on the scale of the data. Figures 5.2 - 5.4 present
graphs with forecasts of synthetic data for comparison and validation of the imple-
mentation, and data from our features. Forecasting starts from time step �0�, with
the dashed line representing the Kalman forecast, and the solid line the VAR
forecast. The dashed line in the right half-plane is the Kalman output of the data it
was trained on, and consequently �ts the original data better than the future data.

kalMRMSE varMRMSE constMRMSE

extra features 60min 0.68 1.02 0.56

features 10min 0.50 0.67 0.30

features 60min 0.70 1.55 0.37

noisy_sines 0.74 0.03 0.25

sines 0.10 0.00 0.12

spirit 1.04 2.69 0.74

Table 5.10: Errors in forecasting of 12 time steps for �ve di�erent
datasets

Apparent from the �gures is that forecasting power is not at all satisfactory for
our real-world data, and for some features it is worse than constant past mean value
predictions. This is also supported by the numbers in table 5.10.
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Figure 5.2: Graphs of four features (normalized values) from the orig-
inal dataset, aggregated into 10 minute intervals (�20� on the x-axis
corresponding to 200 minutes). The feature BuildTime can be seen in
the upper left, HostinfoTime upper right, NSLookup lower left, Num-
berOfJobs lower right.

The proposition of the Kalman �lter is that we can predict the future behavior
of the system given the current state and a transition matrix �tted using previous
states. This would appear not to be correct in our case, with the reason likely being
that our data simply contains too much noise, particularly non-gaussion noise. Our
signal, the dependence of the current state on previous states, simply gets lost in
the abundance of noise or irrelevant data. The vector autoregression does not fare
much better, but to its defense can be said that it succeeds in moving in the same
direction as the predicted variable, but rarely by the correct amount. This indicates
that there are underlying regularities governing the behavior of the features, which
is a notable fact.
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Figure 5.3: Forecasting of synthetic data consisting of combined sine
waves with added noise
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SPIRIT (PCA) procedure, with

32



Chapter 6

Conclusion and discussion

From the regression results, the foremost take-away message is that the features
NumberOfMounts and ServerLoad have the largest impact on our dependent variable
BuildTime, as seen in tables 5.4 and 5.6. Their coe�cients are both around 0.4 or
higher, with su�ciently low standard errors. The distinction of these two features
is a plausible and intuitively correct result when considering the mechanisms of
building software packages, which relies heavily on computational resources and �le
I/O, which is what the two features measure, respectively. During the latter of the
time period analysed, it appears TouchTime and NumberOfMounts also exhibits a
more signi�cant relationship with BuildTime (larger coe�cient, as seen in Table 5.5).
One hypothesis possibly explaining this might be that there occurred a structural
change hardware- or software-wise, or that a di�erent usage pattern came into e�ect,
making TouchTime more of a bottleneck than earlier and consequently impacting
the build time more.

In this thesis we have also experimented with constructing extra features by using
a variety of descriptive statistics extracted during the aggregation of the input data
into 10 or 60 minute intervals. When comparing the regression and prediction results
with and without the inclusion of the extra features, we can conclude that they did
not turn out to provide a signi�cant advantage for our particular data. However,
the procedure did prove useful in highlighting behaviors that were non-salient in the
original features, as seen in Figure 3.1.

The attempts made at forecasting future feature values using vector autoregres-
sion and Kalman �lters did not provide practically useful results. We attribute
the reason for this to the amount of disturbance in our data, or a lack of inter-
dependence between our features. Indications of this can be seen when looking at
better prediction results based on smoother data such as that in Figure 5.3 or those
presented by Li et al. (2009), which were based on body motion capture data.

We saw in Figure 5.2 how the vector autoregression procedure does pick up some
regularities in the data. This enables its prediction of BuildTime to at least get the
direction of movement right compared to the real BuildTime data, although lacking
�delity in the precise amount to move. This judgement is of course subjective, and
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a more strict evaluation metric would be desirable. Simple euclidean squared error
measurements does not provide much assistance in telling us how well we are doing
in regard of similarity, so we would like to be able to speci�cally quantify the degree
of matching. It remains to be investigated whether a general-purpose �man-dog-
leash� type of similarity measurement such as the Fréchet distance or Dynamic Time
Warping would be suitable (Efrat et al., 2007), or if a custom tailored procedure
would work better. With further tuning and evaluation, it is possible that vector
autoregression could play a role in a forecasting toolbox.

In this thesis we sought to use a general analysis in the sense that features
would be treated alike and that it would be straightforward to add more features.
A more integrated and intricate approach would possibly have yielded more com-
pelling results, but it is still encouraging that we have been able to �nd apparent
relationships and interesting properties in our data. This is a sign that there does
exist valuable information to be extracted from the data, and that it would be a
worthwhile endeavor to pursue it further.

An option for further research could be the use of particle �ltering, also called
sequential Monte Carlo simulation, where we estimate a model from data that is not
required to be normally distributed. Provided enough data is available, this model
would then be the basis for more accurate predictions.

An interesting experiment, although it was not performed here, would be the
application of the streaming multivariate linear regression technique presented by
Yi et al. (2000). With the ability to monitor the coe�cient for each feature over
time, we could possibly detect when changes such as that exhibited by TouchTime
take place. Such an application is not presented by Yi et al. (2000), but should be
feasible given a high enough frequency of new data points and builds per day to
provide a support for day-to-day coe�cient estimates.

Experiences collected
While working with the data and methods presented here, a few experiences were
made that the thesis author in retrospect believe could have improved the analysis
and provided more readily useful results.

At the project outset, it would have been bene�cial to have had more speci�c
hypotheses about relationships to investigate, in order to tailor the exploratory data
analysis better. The performance attributes we treated could also have bene�ted
from being put into a more �rmly de�ned context, by a more thorough investigation
of their background and underlying processes and mechanisms. However, as noted
in Section 3.3, the desire was to be able to use a large number of general features as
input to an analysis procedure and still obtain interpretable results. It would seem
that even closer collaboration with persons intimately familiar with the available
data and system would have made it simpler to �nd applicable and promising ways
forward.

Such a question would, for instance, be if build times are mostly limited by
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continuous resources such as computational utilization and transfer speeds, or if
there are bottlenecks of a more discrete nature holding up the process. The latter
is in part captured by features such as as VobLocks and QueueSize, but the results
from an additive linear model like the one in our regression does not have to produce
neither a�rmative, nor negative conclusions because of the problems of endogeneity
and multicollinearity, i.e. driving factors unaccounted for.

To better understand the anatomy of the build processes, it would be helpful to
have a model outlining their structure in order to de�ne what measurements would
be suitable to make in order to achieve the most clarity. Ways of isolating e�ects
of certain features would also enable experimentation and validation of discovered
relations. This would provide a remedy for the problem with endogeneity and clarify
causal relationships.

The fact that the studied system was undergoing possibly signi�cant structural
changes during the period of our data collection was a complicating factor. The
frequency of the build time data was on the scale of 10 minutes, about 144 data
points per day. If the data frequency had been higher, this could have allowed us
to consider shorter time spans during which fewer changes would have had time to
happen, and still have enough data to achieve su�ciently low regression coe�cient
errors.

Reception of results
The results of this thesis have been received with interest and satisfaction by man-
agers of the system here studied. They could con�rm that the �ndings of which
features have the strongest relationship with the build time correspond with previ-
ously considered hypotheses and suspicions. The thesis have thus provided a stronger
foundation for decisions on the direction of future analysis.
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