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Abstract

This thesis evaluates some of the most recent and promising approaches
for deriving the No Fit Polygon for two simple polygons, possibly with holes,
and verify that the approach works in practice. We have chosen three dif-
ferent approaches based on the complexity of the input. These approaches
were implemented and benchmarked against CGAL [1], a third party library
which provides solvers for many computational geometry problems.

Our solution solves problems of a higher degree of complexity than that
of the library we benchmarked against and for input of lower complexity we
solve the problem in a more efficient manner.



Utvecklande av en komplett lösning av No Fit Polygon -
problemet

Den här uppsatsen evaluerar några av de senaste och mest lovande tillvä-
gagånssätt för att generera No Fit - polygonen för två enkla polygoner, med
och utan hål, och verifiera att de fungerar i praktiken. Vi har valt tre olika
tillvägagångssätt baserat på komplexiteten av indata. Dessa tillvägagångs-
sätt implementerades och jämfördes med CGAL [1], ett tredjepartsbibliotek
som tillhandahåller lösare av många beräkningsgeometriska problem.

Vår lösning klarar problem av en högre grad av komplexitet än tredje-
partsbiblioteket vi jämför med. För indata av lägre komplexitetsnivåer löser
vi problemet mer effektivt.
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Chapter 1

Introduction

In this chapter a general introduction to the problem is presented as well as
a motivation for the thesis.

1.1 Introduction
The steel industry that supplies customer specified metal parts usually cut
these parts out of a large sheet of metal. From the steel company’s point
of view it is very important that they make use of as much as possible of
the metal sheet since any waste will have to be thrown away. These sheets
are very expensive and there is a lot of value lost in waste every year in the
industry since most of the metal cannot be reused.

The amount of waste is directly related to how the parts that are to be
cut out are placed on the sheet. At any given point in time there are many
parts that needs to be cut out and delivered which can be placed together
on a single sheet of metal. It would be clearly advantageous if the pieces
could be placed on the sheet so that as much as possible of the sheet is used.

The problem of placing irregularly shaped pieces on a sheet of metal is
well-known in computer science under the name "irregular shape packing".
Given a set of irregular shapes the task is to find an arrangement of the
pieces on a restricted space while minimizing the space used and making
sure that no two pieces overlap. This problem is computationally very ex-
pensive to solve, so expensive that for large input sets it is infeasible to find
the optimal solution.

Therefore heuristics which guarantee a "good enough" solution are pre-
ferred. These solution are often based on searching for an arrangement in
the space of all possible arrangements of the shapes in some clever order.
For example a heuristic might be to, for each shape, largest to smallest,
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CHAPTER 1. INTRODUCTION

try to place it as close to the top left corner of the area without overlap-
ping with any of the shapes already placed. This approach will probably
give good results for low complexity polygons such as rectangles of similar
size, however when dealing with the general problem its performance will
not be good enough. The approach can easily be extended so that for each
placement of a new shape we make sure that we choose the position that
maximizes the unenclosed space left in the placement area. To be able to do
this it is necessary to be able to calculate the amount of unenclosed space
in the area as well as find all possible positions for the shape in the current
configuration.

The area of an arbitrary polygon can be calculated using a standard
formula A = 1

2
∑n−1

i=0 (xiyi+1 − xi+1yi).

Finding all positions which the shape can be placed so that it touches
but does not overlap with any of the shapes already placed is a lot harder.
Naively one can determine if two polygons overlap by for each vertex in one
of the polygons calculate whether it is inside the other polygon or not.

There are many approaches for evaluating if a single vertex is inside a
polygon. One of them is based on the fact that if you create an edge with
the input vertex as the starting vertex and endvertex on or near infinity
in some arbitrary direction. Then by counting how many of the polygons
edges this fictional edge intersects we can determine if the vertex is inside
the polygon or not. A more detailed explanation of the algorithm can be
found in the book Computational Geometry [14]. The time complexity of
evaluating if a single vertex is inside a polygon is linearly dependent on the
number of edges in the polygon therefore giving us a time complexity of
O(e) where e is the number of edges in the polygon. This gives us a time
complexity of O(e1 ∗ e2) where e1 and e2 represent the number of edges in
both input polygons respectively since we for each edge in polygon 1 need
to verify that it is not inside polygon 2.

To find all touching positions of the two polygons we have to perform
this calculation for each possible placement, if we limit ourselves to only con-
sider states where two vertices from the polygons touch we still end up with
O(e1 ∗ e2) tests. This naive approach would have a complexity of O(e2

1 ∗ e2
2)

and will not find all possible positions.

Consider now that this calculation will be done for each pair of shapes,
possibly multiple times for each positioning and rotation of these and we
quickly realize that this approach is way too expensive and not feasible any-
more.
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1.2. GOAL OF THE THESIS

A No Fit Polygon (NFP) is itself a structure which makes the evaluation
whether two polygons intersect or not possible in linear time. Furthermore
the structure itself can be viewed as all the positions for which one of the
polygons touch but do not overlap with the other, something very useful
when searching the solution space of the irregular shape packing problem.
This thesis discuss many approaches for the construction problem of the
NFP.

Deriving the NFP of two polygons is greatly dependent on the complex-
ity of the input polygons. A polygon is considered more complex depending
on various properties of the shape. The least complex type of polygon is
a convex polygon. A polygon is convex if when we follow all edges of the
polygon in order the change in angle between two consecutive edges always
has the same sign. Calculating the NFP of two convex polygons can be done
very efficiently in O(n logn) time where n is the total number of vertices in
two polygons.

Next we have polygons that are considered concave. These are defined
by not being convex and must not be self-overlapping. Calculating the NFP
of one convex and one concave polygon is easier than if both polygons are
concave and can be done in O(n logn + k logn) where n denotes the total
number of vertices in the input and k is the number of intersections as de-
tailed in Section 2.2.1.

For two concave polygons the calculation is even more expensive, there
are various algorithms that solve problem. One such algorithm solves this
problem in O(nm log(n) + k logn) time where n and m respectively repre-
sent the number of edges in the two input polygons and k is a measure of
how complex the input is. Details about the time complexity can be found
in Section 2.2.3.

Since the input we consider stems from the problem of arranging metal
pieces on a sheet of metal for cutting we have to also consider pieces with
holes to be able to take advantage of the fact that it may be possible to place
a smaller piece inside another polygon if a hole large enough is specified for
that piece. Fortunately most of the recent procedures presented for finding
the NFP provide at least an adaptation so that it can handle holes.

1.2 Goal of the thesis
The goal of this thesis is to find, analyse and evaluate different procedures
for solving the NFP problem and finally assemble a complete system that
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CHAPTER 1. INTRODUCTION

solves the problem efficiently and fulfills the requirements placed upon the
system.
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Chapter 2

Background

In this chapter background needed to understand and solve the NFP problem
is presented and explained. Furthermore the main types of possible solutions
are presented and a short analysis is given for each.

2.1 Mathematical background
Here we present the main terms encountered and give definitions of the most
important concepts of the mathematical background.

2.1.1 Reference vertex

A reference vertex is a useful tool for describing the location of a polygon.
Basically a polygon is described using a reference vertex and an ordered set
of vertices or edges in relation to the reference vertex.

The reference vertex can be any arbitrary vertex in the plane and is used
in this thesis as a means to describe the location of a polygon in the plane.

Figure 2.1: Polygon with reference vertex r

If we were to move the polygon shown in Figure 2.1 to a vertex p this
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CHAPTER 2. BACKGROUND

would correspond to first calculating the difference d = p − r and then
translating all edges in the polygon as well as the reference vertex with the
d vector.

When we talk about, for example, placing a polygon on a specific vertex
it means that we are effectively translating the polygon with all its vertices
so that the reference vertex of that polygon is located there. No rotations
of any polygon is considered throughout this thesis.

2.1.2 Properties of polygons

When working with geometrical algorithms using polygons it is common that
the convexity or concavity property has a great impact on the complexity of
the problem, therefore it is important to be able to differentiate between the
two. One can define the convexity property of a polygon as while imagining
that you are walking along the edges of the polygon in order you will always
turn in the same direction, left or right. A concave polygon is simply any
non-convex polygon.

Definition 2.1.1 (Convex polygons). Given a polygon represented as an
ordered set of edges the polygon is said to be convex if and only if all interior
angles of the polygon are less than or equal to π.

An equivalent definition of a convex polygon is that for each pair of ver-
tices in the polygon, the line connecting them is inside the polygon.

Definition 2.1.2 (Concave polygons). Given a polygon represented as an
ordered set of edges the polygon is said to be concave if and only at least one
interior angle in the polygon is greater than π.

A simple polygon is one that is not self-crossing, i.e., has a well defined
interior and exterior. Mathworld Wolfram [15] defines it as follows:

Definition 2.1.3 (Simple polygons). A polygon P is said to be simple (or
Jordan) if the only vertices of the plane belonging to two polygon edges of
P are the polygon vertices of P . Such a polygon has a well-defined interior
and exterior. Simple polygons are topologically equivalent to a disk.

Note that all convex polygons are also simple. A complex polygon is any
polygon that is not simple.

2.1.3 Outer face

Sometimes it is convenient to examine a simplified version of a polygon to be
able to draw conclusions about them. One such simplification is the concept
of "outer face", which can be explained as imagining the polygon as each
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2.1. MATHEMATICAL BACKGROUND

edge being a physical wall, then the outer face is what you would see if you
walked around on the outside of the building. An example is presented in
Figure 2.1.3 and Figure 2.1.3.

Figure 2.2: A complex shape

Figure 2.3: The outer face of the complex shape

Definition 2.1.4 (Outer face). Given a shape built by a set of edges the
outer face of that shape is defined as the smallest non-complex polygon that
completely encapsulates the original shape without any holes.

2.1.4 Convex hull

The classical description of the "convex hull" of a polygon is; imagining that
all vertices of the polygon is represented as nails on a wooden board. If you
then release a rubber band around all the nails it will take on the shape of
the convex hull of that polygon.

Definition 2.1.5 (Convex Hull). The convex hull is another type of sim-
plification which, like the outer face, can be convenient to use. The convex
hull of a set Q of vertices, which comprise a polygon, is the smallest convex
polygon P for which each vertex in the set Q is either on the boundary of P
or in its interior.
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CHAPTER 2. BACKGROUND

2.1.5 Minkowski sums

Minkowski sums are a form of vector addition. Ghosh [8] presents a defini-
tion of Minkowski addition as follows:

Definition 2.1.6 (Minkowski Addition Operator). Let B and T be two
arbitrary sets in Rd space. The resultant set S is obtained by positioning B
at every vertex of T , i.e., vector adding all the vertices of B with those of
T . We denote this by:

S = B
⊕
T = {b+ t : b ∈ B, t ∈ T}

where "
⊕
" stands for Minkowski addition.

Among the different usages of Minkowski sums Ghosh [9] shows the
relation to NFPs.

2.1.6 No Fit Polygon

The notion of NFPs have been around since the 80’s, while NFP is the most
common name it’s also been referenced to as "hodograph". The input is
always two polygons and the output always one polygon. The NFP can be
defined as follows:

Definition 2.1.7 (No Fit Polygon). Given two polygons A and B and their
respective reference vertices rA and rB with rA placed at the origin. The
NFPAB represents all possible positions for which B touches but does not
overlap A.

It is important to note that no rotations of the input polygons are al-
lowed. An example where the input polygons are a triangle and a square
can be seen in Figure 2.1.6.

Figure 2.4: The input polygons. [4]

Now we want to compute the NFP of these two. In this case the fixed
polygon will be A and the orbiting polygon will be B. The resulting NFP

8



2.1. MATHEMATICAL BACKGROUND

(a) The NFP of A and B. (b) Slididing B along A.

Figure 2.5: The resulting NFP. [4]

of A and B can be seen in Figure 2.5.

As can be seen in figure 2.5(b) the NFP can be thought of as tracing the
reference vertex of the orbiting polygon as it slides around the fixed polygon.
In the example above the two input polygons are simple and convex. The
resulting NFPAB is also convex. It is in fact so that if both input polygons
are convex then the resulting NPFAB is guaranteed to be convex. A formal
proof of this property can be found in Ghosh [8].

Degenerate cases

In this section we describe two important special cases that can appear when
deriving an NFP.

When at least one of the input polygons is not convex the resulting NFP
can have concavities, holes and even singular vertices. Holes appear when
the orbiting polygon can fit inside either a hole or concavity of the fixed
polygon as can be seen in Figure 2.6.

The degenerate case of a singular vertex occurs when the two polygons
fit into each other like two pieces in a jigsaw puzzle. When placed in that
singular vertex there is no room for sliding in any direction causing the single
vertex to end up in the result of the NFP. Similarly we can have an exact
line in the result that stems from the case when one polygon can slide into
the other in exactly one way.

In practice the case shown in Figure 2.7, where the piece fits perfectly,
will appear very rarely. Due to the fact that inexact arithmetic is used in
this system it becomes hard to define what "exact" means. Holes inside the
resulting NFP on the other hand is within the scope of this thesis as being

9



CHAPTER 2. BACKGROUND

Figure 2.6: NFP with a hole example. [4]

(a) NFP with a singular vertex. (b) NFP with a line inside the
result.

Figure 2.7: Exact fit examples. [4]

able to utilize holes is important in shape packing algorithms. It is also
more likely to occur in real world data sets with large variations in size and
shape of the input.

2.1.7 Inner Fit Problem

The Inner Fit Problem (IFP) is similar to the NFP with the exception that
the orbiting polygon now slides around inside of the fixed polygon instead
of on the outside. Algorithms that handle the NFP can often by use of
slight alterations be adapted to solve the IFP instead. The IFP can be
very useful in many applications but also when calculating the NFP. For
example, handling holes inside the input polygons. If we have a functioning
IFP algorithm one can simply compute the NFP of the outer face of the two
input polygons and add a hole inside the NFP corresponding to the IFP of
the hole of the input polygon and the other input polygon.

A common limitation on algorithms that aim to derive a solution to ei-
ther IFP or NFP is that the input polygons must be at least simple. This
means that they do not handle polygons with holes.

10



2.1. MATHEMATICAL BACKGROUND

2.1.8 Floating point precision

The system in which our implementation will be used requires the result
to not have an error larger than 10−9. We will use double precision with
a common datastructure that uses a total of 64 bits, 52 for the mantissa
representation, one for sign and 11 for the exponent. While using floating
point precision is efficient and easy to use it presents problems in systems
where precision is important. To solve this we introduce a small constant
ε that will be used in all comparisons between numbers. We redefine the
equal operator as follows:

Definition 2.1.8. Given the constant ε and two number A and B then

equal(A,B) = |A−B| < ε

Other operators such as <,≤,>,≥ are similarly adapted to account for
an error of size ε.

2.1.9 Reference vertex of NFP

While the greatest deal of the complexity of the NFP problem is generating
the actual polygon it is useless without being able to place it in relation to
the fixed polygon. To do that we use reference vertices. All polygons will
be given a reference point which will be used to indicate the position of the
polygon on the plane.

Fortunately it is quite easy to calculate the reference vertex given the
two input polygons and the resulting NFP.

Basically we use an observation from the definition of the Minkowski
Addition Operation 2.1.6. We choose an arbitrary direction d represented
as a two dimensional vector, for simplicity we can use (0, 1) which points
straight upward in the plane.

We define the extreme value of a polygon given a direction (0, 1) as the
maximum value of the function f(e) = e ∗ (0, 1) where e is a vertex inside
the polygon.

By the nature of the operation the extreme value of the NFP is the sum
of the extremes of the input polygons.

Observation 2.1.1 (Minkowski Addition extremes). Given two polygons,
A and B, the extremes, eA and eB, in the direction d. Then we have:

eNF PAB
= eA + eB

11
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Where eNF PAB
is the extreme of NFPAB in the direction d.

Using this observation we can calculate the extremes of x and y coordi-
nates of the two input polygons and the NFP. Then we simply need to move
the NFP so that the extremes match each other and set the reference vertex
of the NFP to origo. Note that the extremes needs to be calculated on the
polygons with the correct orientation.

2.1.10 Line segment intersection

Finding the intersection point between two line segments is an important
problem to solve with great precision. Since the system is using inexact
arithmetics it is important to be aware of the limitations of the approach
used. It is important that the method rather gives false positives than false
negatives since it is easier to verify an intersection point. With that in mind
a parametric representation of the segments is advantageous since then the
sensitive areas, precision wise, are the end and starting vertices of the seg-
ments, which can be treated separately. O’Rourke [14] presents a procedure
for line segment intersection as follows:

Let the segments be represented as (A,B) and (C,D). Their parametric
representation will then be:

AB = A+ r(B −A), r ∈ [0, 1]
and
CD = C + s(D − C), s ∈ [0, 1]

For AB and CD to intersect the two equations must be equal:

A+ r(B −A) = C + s(D − C), r, s ∈ [0, 1]

Breaking the equation into x and y axes we get two separate equations that
can be solved for r and s.

d = (Bx −Ax)(Dy − Cy)− (By −Ay)(Dx − Cx)

r = (Ay − Cy)(Dx − Cx)− (Ax − Cx)(Dy − Cy)
d

s = (Ay − Cy)(Bx −Ax)− (Ax − Cx)(By −Ay)
d

If r and s are within the range of [0, 1] then the two segments intersect. This
is the critical part of the method and has to take into account that small
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errors due to inexact arithmetics have possibly occurred. Therefore a small
error ε has to be tolerated giving the new range [−ε, 1 + ε]. Special care has
to be taken to check that the denominator d is almost equal to zero, which
indicates that the two edges are parallel.

Assuming that r and s have acceptable values the actual intersection
point P can be calculated using one of these formulas:

P = A+ r(B −A)
or equivalently
P = C + s(D − C)

By study of the values of the d, r and s we can determine some extra
information including what kind of intersection point it is.

• If r > 1, P is located on the extension of AB.

• If r < 0, P is located on the extension of BA.

• If s > 1, P is located on the extension of CD.

• If s < 0, P is located on the extension of DC.

• If d = 0 then AB and CD are parallel.

In general it is problematic to find the intersection of two edges that are
close to parallel. For example finding the intersection of two edges that span
10 mm along the x coordinate and 10−7 mm along the y coordinate with
slightly difference angles will have good resolution along the y coordinate
but there will be many values of x that satisfy the formula described above
given an error margin of 10−9.

2.1.11 Polygon union

When comparing two or more polygons it may be interesting to look at them
as one. Computationally calculating the combined polygon is referred to as
"unification" or "polygon union" and is very similar to common set-union.

The unification of two polygons is only defined if the two polygons touch
or overlap. Visually unification can be viewed as the collective space that
the two polygons cover.

Mathematically we can look at a polygon as the set of vertices included
in the polygon. Using such a definition of a polygon we can use the standard
definition of set union to define what the union of two polygons is.
Definition 2.1.9 (Polygon union). Given two sets A and B. The Union(A,B)
is defined as the set {x|x ∈ A ∨ x ∈ B}.

13
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Figure 2.8: Polygon union.

2.2 Earlier work
There are mainly three different general approaches to solving the NFP
problem. The Minkowski based approaches use the property that given two
polygons A and B the Minkowski sum of A and −B at least contains the
NFP. These approaches generally consists of first generating the possibly
complex set of edges that at least contains the NFP and then extracting the
NFP from it.

Orbiting or sliding based approaches try to solve the problem by actually
placing the polygons in a touching position and then attempting to slide one
of polygons around the other using trigonometry, generating the NFP.

The third option utilizes the fact that it is simple to compute the NFP
of two convex polygons. The solution for when any of the input polygons
contain concavities is to decompose them into smaller convex pieces. Cal-
culate the sub-NFPs and then unify them into the actual NFP.

The following sections describe these three in more detail.

2.2.1 Minkowski

The concept of using Minkowski sums to derive an NFP is conceptually eas-
iest to explain using an example. In the most simple form lets say we have
a rectangle A and a triangle B and we want to compute the NFP with the
rectangle as the fixed polygon.

As we can see in the Figure 2.2.1 we start by placing B in the lower

14
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Figure 2.9: First edge of the NPFAB

right corner of A with the reference vertex of B located at rB1. Tracing B
around A so that B touches but does not overlap we end up with B placed
exactly on the upper right corner of A since we move in a counter clockwise
direction. The dotted line shows the movement of the reference vertex of B
as it slides along the rightmost edge of A. This dotted line is part of the
NFPAB and is a translated copy of the leftmost edge of A.

From here it is clear that if we generate all edges created by sliding any
edge of B against any edge of A we are guaranteed that the NFPAB will be
built from these edges.

The relation between Minkowski sums and the NFP is described in the
book Computational Geometry [13] in section 13.3. The section describes
robot planning systems where the problem is defined as a robot represented
as a convex polygon in the plane and obstacles also represented as convex
polygons. Theorem 13.3 in Computational Geometry [13] says that for an
obstacle P to intersect the robot R then the configuration space obstacle of
P is P ⊕

−R. A proof can be found by observing that given that the two
polygons A and B touch we need to have moved B by a distance d such that
pA = d+ pB where pA and pB are vertices on the face of the two respective
polygons. This yields the formula d = pA − pB which is one of the sums in
the Minkowski sum A

⊕
−B.

In the book follows a formal proof that says that for P and R to intersect
at a vertex (x, y) then (x, y) ∈ (P ⊕

−R).

Convex input

While it is possible to just generate the Minkowski sums of all edges in the
input polygons it would be advantageous if that set was as small as possible

15



CHAPTER 2. BACKGROUND

so that it is easier to find the NFP in it. With convex input it is possible
to restrict the additions so that we end up with only the edges of the NFP .

This is accomplished by making sure that we only add edges that have
a possibility of sliding against each other.

In the following picture, Figure 2.10, we show two convex polygons with
the direction and order of each edge shown. For simplicity we choose the
reference vertex of the largest polygon, A, to be its lowest vertex, the vertex
between edge number 4 and 1. The reference vertex of the smaller shape, B,
is chosen to be its topmost vertex. This way we have a clear starting vertex
of the NFP, namely where the two reference vertices are placed exactly on
top of each other.

Figure 2.10: A is the fixed polygon and B is the orbiting polygon

We also included a visualization of the angle ordering of the edges of
both polygons which is created by translating the origin of each edge in the
polygons to the same vertex.

The NFP will be the path of the orbiting polygons reference vertex as
we trace it around the fixed polygon. We will do this tracing in a counter-
clockwise. From the starting position, to be able to move further to the
right and up and always touch the fixed polygon A we need to drag B along
edge A1 creating the first edge that is part of the NFP. This first edge is an
exact copy of A1 since we are draggin B along that edge. Now the top of B
is precisely touching the end of edge A1. If we were to follow A2 right away
from here B would cut into polygon A, which is not allowed when walking
along an NFP. Therefore we need to let B3 slide along the end vertex of A1,
creating the next edge in the NFP which is an exact copy of B3.

If watching closely one can see that the edges of the NFP in Figure 2.11
are actually appearing in exactly the same order as they appear in a counter-
clockwise pass of the edges when sorted per angle as can be seen in Fig-
ure 2.10.
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Figure 2.11: The starting position of generation to the left and the NFP to
the right.

Owing to the fact that both polygons are convex all edges of the two
polygons will only appear once in the NFP since the orbiting polygon will
slide around the fixed polygon in a counter-clockwise manner and stop at its
starting position. We also know now that to get the next edge that builds
the NFP we need to find the edge in the two polygons which has the closest
angle relative to the current one in a counter-clockwise direction.

We can now formulate an algorithm for deriving the NFP of two convex
polygons.The algorithm sorts the edges of both polygons based on their an-
gle in relation to the positive x coordinate. Since both polygons are convex,
the traversal of these edges in order represents the NFP. A more thorough
proof of the algorithm can be found in Ghosh and Cuninghame-Green’s re-
spective papers. Here is an outline of the algorithm as described by Ghosh
in pseudocode.
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Data: Two convex polygons A and B with counter-clockwise
orientation

Result: The NFP of A and B stored in NFPAB

if A not counter-clockwise then
changeOrientation(A);

end
if B not clockwise then

changeOrientation(B);
end
edgeList ← mergeEdgeList(A,B);

1 sort(edgeList, angleComparator);
NFPAB ← buildPolygon(edgeList);
return NFPAB;
Algorithm 1: Generation of the NFP of two convex polygons
The changeOrientation procedure simply iterates through the vertices of

the input polygon and multiplies each with−1. The procedure buildPolygon
takes the edges in order, begins with the first edge and then places the next
one in the provided list at the end of the previous until there are no more
edges. This is where the actual addition that stems from Minkowski sums
is done. The sort(edgeList, angleComparator) simply sorts the edgeList
with respect to the angles of the edges. Complexity-wise there is only one
expensive operation here, which is the sorting. This can be done with stan-
dard algorithms in O(n log(n)) where n is the total number of edges.

One final note to add is that we need to calculate the new reference ver-
tex of the NFPAB, how this is done is discussed in section 2.1.9. By sorting
the edgeList on angle we make sure that only edges that can possibly slide
along each other are added, which is equivalent to inspecting the normals.
If we blindly just performed the Minkowski sum operation we would get a
result that contained the NFP but also additional edges that are not part
of the result we are looking for.

The algorithm was proposed both by Cuninghame-Green [6] and Ghosh [9]
respectively. The difference between Ghosh’s and Cuninghame-Greene’s ap-
proach is one of semantics. Ghosh accepts two polygons that are oriented in
a counter-clockwise manner and then proceeds to reverse the orientation of
one of the input polygons while Cuninghame-Greene accepts two polygons
that are already in clockwise and counter-clockwise orientation. Apart from
that input difference the two are equivalent.
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Input with concavities

In the Section 2.2.1 we showed an algorithm that derives the NFP of two
convex polygons. This approach can not handle concavities, which makes
its usefulness very limited. The algorithms that handle concavities differ a
lot in complexity if it handles concavities in only one of the input polygons
or both, we’ll start with showing how to derive the NFP of one convex and
one concave polygon and from there take on the more complex case where
both input polygons have concavities.

One convex polygon and one with concavities

The actual difference when dealing with this kind of input only appears
inside the concavities. Using the analogy of sliding the orbiting polygon
around a fixed polygon that has concavities it is obvious that if the current
position on the fixed polygon is on a convex part we can treat both polygons
as convex as long as we’re not moving inside a concavity like in the figure
below.

Figure 2.12: Sliding along a convex part

In Figure 2.2.1 the one concavity of the fixed polygon A is marked with
dashed edges. In the current position of B we can continue as we did earlier
with convex input. It is only when B should slide against the edges that are
dashed that we need to adapt the approach.

Ghosh [9] presents an adaptation to his simple algorithm which utilizes
the fact that all the edges of the fixed polygon will appear in its original
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order in the NFP since we are sliding the orbiting polygon along it.

The basis of the procedure is the same as in Algorithm 1 with the ex-
ception of when we enter a concavity, which can be identified by examining
the sign of the difference in angle between consecutive edges.

He suggests that after we’ve sorted the edgeList from Algorithm 1 dur-
ing the buildPolygon sub-procedure we need to make sure that all edges of
the fixed polygon are traversed in order. Since the edgeList is sorted on an-
gle all edges of the fixed polygon will appear in order along its convex parts
and in opposite order along its concave parts. This means that whenever
the buildPolygon procedure enters or leaves a concavity it needs to change
the direction of traversal within the edgeList. Ghosh states that during
this traversal of the edgeList if an edge appears from the orbiting polygon
during convex part it will be added to the NFP while if it appears within a
concavity it will be subtracted.

Figure 2.13: Input polygons as well as all edges sorted on angle

An example to illustrate what and why this happens is shown in Fig-
ure 2.2.1. Here we have the fixed polygon A which contains a concavity in
its three edges 1, 2, and 3. We have arranged the edges of both polygons A
and B in the rightmost illustration so that it is easy to see in which order
the edges appears with regards to their angle. Moving along a convex part
of A corresponds to searching for the next edge of A in a counter-clockwise
manner.

The first edge, A0 in Figure 2.2.1 A, located 90◦ in the illustration in
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Figure 2.2.1 followed by A1 at 180◦ degrees can be added directly since to
edge from B appears between them. As can be seen in polygon A edge A1
leads into a concavity which means that we need to start looking for A2 in
clockwise order. This leads us to Figure 2.14(a).

(a) Third iteration (b) Fourth iteration

Figure 2.14: Iterations three and four of buildPolygon

Now we’re looking for A3 but on the way there we come across B0 which
we according to Ghosh should subtract from the NFP we are building. This
can be explained as we have just put in edge A2 which geometrically corre-
sponds to the vertex between B2 and B0 sliding along A2 and now we need
to put in how B slides along A3. The problem here is that since we found
an edge belonging to B on the way to A3 we know that B has crossed into
A which can be seen in Figure 2.14(a). This means that it is not the vertex
between B2 and B0 that should slide along A3 but rather the vertex between
B0 and B1. To do that we need to reposition B so that its topmost vertex
is aligned at the beginning of A3 which corresponds to subtracting B0 from
the NFP giving us Figure 2.14(b).

Now since A3 leads out of the concavity of A we once again change di-
rection back to counter-clockwise when we start looking for A4. On the way
to A4 we find B0 again and consequently add the edge to the NFP giving
us Figure 2.15(b).

The result will be a possibly complex polygon and further work has to be
done to extract the actual NFP. Here is an outline of the algorithm without
the extra work of cleaning up the possibly complex result:
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(a) Fifth iteration (b) Sixth iteration

Figure 2.15: Iterations five and six of buildPolygon

Data: A concave polygon A and a convex polygon B
Result: The NFP of A and B stored in NFPAB

if A not counter-clockwise then
changeOrientation(A);

end
if B not clockwise then

changeOrientation(B);
end
markTurningPoints(A);
edgeList ← mergeEdgeList(A,B);

1 sort(edgeList, angleComparator);
label← 1;
result← A0;
direction← 1 if A0 is not a turning vertex otherwise -1;
index← index of A0;

2 while label not equals 0 do
if edgeList[index] belongs to B then

result.add(direction∗edgeList[index]);
else

if edgeList[index].label = label then
result.add(edgeList[index]);
if edgeList[index] is a turning vertex then

direction←direction*-1
end
label← next label;

end
end

end
return result;

Algorithm 2: Generation of the NFP of one convex and one concave
polygon
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Turning vertices are found by examining the change in angle between
neighboring edges in the input.

Removing the extra edges from the result that are not part of the NFP
is done by identifying cycles inside the complex polygon. Any cycle found
can either be part of the NFP as a hole or it is not part of the result. By
traversing the complex polygon from a vertex that we are sure is located on
the outer face of the NFP we can easily detect the cycles. Finding a starting
vertex is quite easy, any edge that is located on the extreme in any direction
is guaranteed to be part of the outer face. To differentiate between a hole and
trash cycles one examines the orientation of the edges comprising the cycle,
if it is clockwise the cycle is a hole otherwise it is trash and can be discarded.

The reasoning here is that when the orbiting polygon works its way inside
a concavity, possibly creating a hole in the NFP, it will do so in a clockwise
manner. Indicating that cycles that are indeed clockwise corresponds to
holes in the NFP.

Regarding the complexity of the algorithm there are two main points
of interest. Part 1, the sorting operation can be solved using any standard
efficient sorting method such as for example heap sort that operates in time
complexity O((n+m) log(n+m)) where n and m is the number of edges in
the input polygons. The second part, number 2, is where we build the com-
plex polygon that contains the NFP. Worst case scenario is that we have to
add all the edges of the orbiting polygon for each edge in the fixed polygon.
This results in a time complexity of O(nm) where n is the number of edges
in the orbiting polygon and m is the number of edges in the fixed polygon.

The clean up process relies on the knowledge of which edges in the re-
sult intersect with each other. Finding all intersections can be done naively
in O(t2) time where t is the total number of edges and can be reduced to
O(t log t + kt log t) using a sweep-line algorithm where kt is the number of
intersections between the t edges.

Ghosh [9] also proposes an adaptation to the algorithm to handle the
case of two concave polygons. This approach is very complex and contains
parts that are very difficult to implement. The extension is similar to that
for the case of convex concave where we said that the order of traversal for
the fixed polygon is to be maintained. When both polygons are concave,
both will have parts that need to be traversed in different orders, as long
as these concavities from both polygons do not interact it is well defined in
which order the edges should be traversed. If they do interact the algorithm
has to be split into two paths, one that maintains order of the fixed polygon
and one that maintains the order of the orbiting polygon. There can be as
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many splits as there are concavities in the input data. In addition Ghosh
is only interested in the outer face of the NFP and does not mention the
possibility of holes inside the NFPs at all.

Bennell, Dowsland and Dowsland [3] try to utilize the fact that it is is
simple to calculate the NFP of one convex and one concave polygon. They
propose a procedure that calculates the NFP of one concave polygon and
the convex hull of the other. Generating a polygon that contains "dummy
edges" that originate from the convex hull which then are removed in a so-
phisticated way. Later Bennell and Song [5] show that their approach does
not hold for all possible cases and state that while it should be possible to
extend the procedure of Bennell, Dowsland and Dowsland it proved very
difficult to do so. Bennell and Song in turn propose a new procedure whose
foundation is built on Ghosh’s approach but attempts to simplify the algo-
rithm. The general idea is to identify concave parts of one of the polygons
and then perform the less complex algorithm on each of these strips together
with the other polygon. Then mend the strips together to get a complex
result from which the NFP is extracted from using an advaned "cleaning"
method. Their method of cleaning and building the NFP is said to be ro-
bust and be able to handle all the possible degenerate cases presented. The
method works by iterating through the complex result previously generated
and identifying cycles. A cycle found inside the outer face is a hole if and
only if it is oriented clockwise. Otherwise the cycle can be discarded [5].
Their procedure for cleaning up the complex result can be applied similarly
to the result of Algorithm 2. The only difference is that the optimizations
proposed by the authors is not applicable.

The cleaning procedure relies on the fact that we can efficiently calculate
which segments intersect each other and then using this information detect
cycles while iterating through the complex result. Here is an outline of the
procedure:

1. Collect all intersections between the segments.

2. Start at an edge that is known to be on the outer face of the NFP. For
example the lowest edge.

3. Check if the next edge in the sequence intersects any edge already in
the sequence. If it does, break that loop off and handle it separately.
Otherwise move forward to the next edge in the sequence.

4. Repeat step 3 until we reach the edge from which we started.

Collecting all intersections between the segments can be done using a
standard sweep line algorithm as described in the book Computational Ge-
ometry [13] which runs with the time complexity of O(j log j+k log j) where
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j is the total number of edge segments, in this case that will be O(nm), and
k is the number of intersections found. Details on the sweep line algorithm
can be found in Computational Geometry [13]. The rest of the parts are
done in linear time complexity. This results in the total time complexity
of O(nm + nm log(nm) + k log(nm)). Recall that the previous work, Al-
gorithm 2, was done in O(nm). Finally, the time complexity of the whole
procedure with cleaning ends up at O(nm log(nm)+k log(nm)). Worst case
k may equal nm2, although this may theoretically occur in reality the num-
ber of intersections are few and appear when the orbiting polygon starts to
slide along a concavity or exits one.

2.2.2 Orbiting/sliding

The approaches that fall under the theme of orbiting and/or sliding try to
simulate the orbiting polygon as it slides around the fixed polygon. The key
idea is to place the two polygons in a touching position and then examine
how the two must slide against each other for the orbiting polygon to remain
touching in a full circle around the fixed polygon.

Mahadevan [11] presents an implementation that tries to solve the prob-
lem in this way. Mahadevans idea is to find a touching position and from
it evaluate the direction and length with which the orbiting polygon can
slide along the fixed polygon while maintaining the constraint that the two
must touch but not overlap. Here is an outline of the process, taken from
Yuanjun, Huyao and Bennell [10].

• Evaluate the direction of translation of B based on the current touch-
ing state.

• Project the vertices of B in the direction of the translation and the
vertices of A in the opposite direction and calculate the shortest col-
lision distance between B and A. If there is no collision within the
length of the sliding edge, then B may slide its full length.

• Move B to the new position based on the calculated collision distance
and moving direction.

• Repeat until B has returned to its initial position.

One of the greatest limitations with this procedure is that it cannot find
holes. If one keeps track of which edges have been traversed by the algo-
rithm one can be sure that if there exists a hole it does not use these edges.
By searching for a valid starting vertex on these remaining edges holes can
be found. This modification was proposed by Whitwell [7].
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Huyao, Yuanjun and Bennell propose a procedure that works with what
they call "trace lines". A trace line is the result of tracing the reference
vertex of the orbiting polygon as a sliding motion between an edge along a
vertex or an edge along another edge. Firstly all possible trace line segments
are collected, after that the NFP is extracted from it.

Generally a trace line segment can be generated from any combination
of a vertex with an edge. Many of these combinations can be discarded be-
forehand by analyzing the angle of the vertex incoming and outgoing edges
and the normal of the edge. A short procedure for extracting the range of
possible normals of an edge given a vertex is described in their paper. An
illustration of the possible angles an edge can have given a vertex is shown
in Figure 2.16.

Figure 2.16: Possible touching states of edge and vertex. [10]

Simply calculate the values of the angle of the normals in the extreme
states 1 and 2. Using this we can check if a combination ’vertex to edge’ is
useful or not.

To generate all the trace lines the procedure takes all vertexes from one
polygon and generates a trace line for each edge in the other that has an an-
gle within the calculated range of that vertex. This collection of trace lines
needs to be further processed to find the NFP. All we know at the moment
is that all of these trace lines may be part of the NFP. To find the outer
face of the NFP Huyao, Yuanjun and Bennell find a starting position that
is guaranteed to be on the face. Any extreme vertex in any direction can
be chosen, in their paper they use the lowest vertex in any of the trace line

26



2.2. EARLIER WORK

segments. If there are more than one trace line that intersects that vertex,
the one with the lowest angle towards the x coordinate is chosen. From the
chosen trace line, all other trace lines that intersect it is collected. The first
trace line is truncated at the intersection closest to the starting vertex and
the process is repeated for the newly added trace line until the complete
cycle has been formed.

To find possible inner holes in the NFP even further work needs to be
done. Note that a hole inside an NFP can be viewed as sliding the orbiting
polygon along the edges of a "closed concavity". By reversing the orientation
of the fixed polygon new trace line segments can be generated that can be
part of inner holes and other degenerate cases such as exact fit. The process
of generating trace line segments is the same as before with the modification
that the fixed polygon is to be oriented clockwise while the orbiting polygon
is to be oriented counter-clockwise. Previously when finding the outer face
of the NFP we used the fact that any extreme vertex in a certain direction
must be part of the face to find a valid starting position. When dealing
with inner holes there is no such easy way to find a valid starting position.
To solve this each trace line that intersects another is broken into smaller
pieces that do not intersect. The pieces are then exhaustively searched for
cycles which are later analyzed to be included as holes or discarded from
the solution. Each such piece is guaranteed to only be examined once as a
piece can only be part of a single cycle.

Each cycle has to be tested for inclusion to the NFP. This is done by
examining if, for any single edge in the cycle, the midpoint of that edge. If
the orbiting polygon is placed on that vertex, check if it intersects the fixed
polygon.

Computationally there are two expensive parts. Firstly there is the find-
ing of all intersections between the various trace line segments. The authors
propose an optimization that utilizes a grid on top of the plane. For each
box in the grid, the elements that cross it are stored. This limits the number
of intersection tests required. Unfortunately no bound on the number of in-
tersection tests is presented. There are other methods to solve the problem
with more well defined bounds which is explained later in this paper.

Additionally the test for intersection between two polygons is non-trivial.
To check if two polygons overlap one has to check for intersections between
all pairs of edges from the two polygons resulting in a complexity of O(nm)
where n is the number of edges of the fixed polygon and m is the number of
edges in the orbiting polygon.

To sum up, there are two separate procedures presented here. One to
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extract the outer face of the NFP and one to extract possible inner holes
and degeneracies. Here is a short summarization of the face of the NFP
extraction process:

Data: Two polygons A and B
Result: The outer face of the NFP of A and B stored in NFPAB

foreach Vertex v ∈ A and B do calculate the angle range of this
vertex traceLines ← ∅;

1 foreach Vertex v ∈ A and Edge e ∈ B do if e ∈ the angle range of v
then

traceLine ← generateTraceLine(v, e);
traceLines ←traceLines ∪ {traceLine};

end
currentLine ← min(traceLines);
NFPAB ←{currentLine};

2 calculateTheIntersectionsBetweenAllTraceLines();
3 while cycleNotFormed do

candidates← getIntersectingLines(currentLine);
newLine ← getClosestCandidate(currentLine,candidates);
intersection ← getIntersection(currentLine,candidate);
currentLine← cutAt(currentLine,intersection);
NFPAB ← NFPAB∪{newLine};
currentLine ← newLine;

end
return NFPAB;

Algorithm 3: Generation of the outer face of the NFP of two simple
polygons
For time complexity analysis we have marked the three separate intense

parts of the procedure. We use n to indicate the number of edges in A and
m as the number of edges in B. To begin with, part 1, where we generate all
the trace lines obviously has a time complexity of O(nm), since all combina-
tions of edges from A and B may be possible. The second part is where all
the intersections of the set of trace lines is calculated. For simplicity we as-
sume this is done using a sweep line algorithm which is known to have a time
complexity of O(j log j+k log j) where j is the total number of line segments
and k is the number of intersections found. A more detailed explanation of
this can be found in the book Computational Geometry [13]. The last part
of the procedure, part 3, is where we build the cycle that forms the outer face
of the NFP. There will be one iteration in the loop for each edge in the re-
sulting outer face. Worst case all the trace line segments are involved in the
face resulting a time complexity of O(nm). The total complexity will there-
fore be O(2nm+(nm) log(nm)+k log(nm)) = O((nm) log(nm)+k log(nm)).

The difference in the procedures for finding the outer face and the inner
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parts of the NFP is that we have a clear starting position in the outer face
case. Which can be found in linear time. When dealing with finding the
internal parts of the NFP we have to start off at any edge and keep track
of which edges has been used and which have not. While this is more work
implementation-wise it does not change the complexity of the procedure.
We still only handle each edge once.

2.2.3 Decomposition

Decomposition algorithms for finding the NFP of two polygons are all based
on the fact that it is less complex to calculate the NFP of lower complexity
classes of polygons. By lower complexity we mean that the polygon has
fewer attributes that heightens the complexity of a polygon, such as a con-
cavity or a hole.

We call the NFP of one or two of these decomposed pieces a sub-NFP.
Graphically a sub-NFP of the orbiting polyton and a piece of the fixed poly-
gon represents a track that the orbiting polygon can follow and always touch
but never overlap with that piece. For the orbiting polygon to touch and
never overlap with two pieces it has to follow both these tracks. If these
tracks overlap it means that the fixed polygon will overlap with one of the
pieces when following the track of the other. Therefore the two tracks need
to be merged into one by simply joining the two in each intersection and
removing the interior parts of the track. This operation is equivalent to
unification of two polygons. This reasoning can be applied iteratively until
we see that we have to merge all sub-NFPs to get the final NFP of the two
input polygons.

For example if we are given two polygons A and B and A is split into
two polygons A0 and A1. Given NFPA0B and NFPA1B we can easily find
NFPAB by calculating UNION(NFPA0B, NFPA1B). This makes it possi-
ble to design algorithms that for example decomposes the input into many
convex pieces, calculates many smaller NFPs and unifies them.

One of the main advantages of using decomposition is that it is easy to
implement given that the tools needed already exist.

• An efficient convexification algorithm

• A robust polygon union algorithm

• A NFP algorithm for lower complexity classes of polygons
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Data: Two polygons A and B
Result: The NFP of A and B stored in NFPAB

decomposedB ← decomposeIntoConvexShapes(B);
decomposedA ← decomposeIntoConvexShapes(A);
subNFPs ← ∅;
foreach pair (a, b) where a ∈ A and b ∈ B do

subNFPs ← subNFPs ∪ getNFP (a, b);
end
NFPAB ← union(subNFPs);
return NFPAB;

Algorithm 4: General decomposition algorithm

Here is an outline of such an algorithm that utilizes these three tools:
According to Agarwal et al [2] the cost of optimal decomposition of both

polygons into convex sub pieces does not outweigh the total cost reduction
making the process not viable. They experiment with different heuristics
that give good solutions but run considerably faster with good results. In
their results the time taken to perform the decomposition and later unifica-
tion consisted of a considerable amount of the total time of the procedure.
The advantage of this approach is that it is easy to handle all the degenerate
cases, including holes as long as the unification and convexification processes
are robust and can handle the holes.

Analyzing the complexity of a general decomposition approach is not
possible since it depends on what kind of convexification algorithm is used.
The most simple convexification method is to triangulate the polygons.
Computational Geometry [13] states that the lower bound on triangula-
tion of a simple polygon with holes is Ω(n logn) where n is the number of
vertices in the polygon. Using such an algorithm the result of triangulating
one polygon with n vertices gives O(n) triangles.

The unification process can be implemented using standard algorithms
and is known to have a complexity of O(n logn) where n is the total number
of edges of the input polygons and the result. An example of this kind of
algorithm can be found in Margalit and Knott [12]. We can even further
optimize this by doing all unifications in one step as described in Chapter 7
of O’Rourke [14]. According to O’Rourke the complexity of unifying multi-
ple polygons is O(n logn+ k) where n is the total number of vertices and k
is the total number of intersections between the polygons.

The two natural variants of the decomposition approach is that of the
choice of either greatly reducing the complexity of the NFP computation by
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decomposing both polygons into convex pieces or only decomposing one of
them with the added of cost of a more NFP computation.

Decomposition of both polygons

Assuming that n and m denote the size of the input polygons we will end
up with n + m triangles after triangulating both input polygons. Next we
will have to generate all sub-NFPs that can be created by pairing triangles
from one of the polygons with the other. This will give us a total number
of n ∗ m sub-NFPs that will have to be unified to form the result. Agar-
wal et.al[2] states that k2 log2 k is an upper bound for using a incremental
approach where the union of the sub-NFPs is gradually computed where k
is the overall number of edges of the polygons to be unified. In this case
we have nm polygons with 6 edges each. Therefore the complexity of the
unification process will be O(n2m2 log2 nm).

In total the triangulation is done in O(n logn+m logm) for triangulat-
ing both polygons. The sub-NFPs can be calculated in O(nm ∗NFP (3, 3))
which can be simplified to O(nm). This means that the unification process is
the dominant factor which gives us the final complexity of O(n2m2 log2 nm).

Decomposition of only one polygon

The difference of this approach with respect to where we decompose both
input polygons is that we only triangulate one of the input polygons which
means that we will only have n sub-NFPs instead of nm. These sub-NFPs
will each have O(m) edges.

The total complexity is O(triangulation+n∗NFP+unification) which
is equivalent to O(n logn+m∗(n logn+k1 logn)+(n logn+k2 logn)) where
n is the total number of vertices in one of the polygons and m is the total
number of vertices of the other polygon. The two ks denote the number of
intersections with k1 being the number in the NFP calculation step and k2
being the number of intersections between all subNFP s. This can be simpli-
fied to O(mn logn+mk2 logn+mk1 logn) since that is the dominant factor.

The number of intersections k1 is very dependant on the form of the
input. In general the larger the amount of concavities in the polygon that
is not decomposed the more complex the intermediate result in the NFP
calculation will be. The second number of inttersections k2 will on the other
hand be very dependant on the efficiency of the decomposition algorithm
used. Looking at the set of subNFP s we can be sure that they are all
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connected meaning that there is atleast as many intersections as there are
subNFP s and depending on the number of concavities in the subNFP s it
is likely that k2 will be larger.
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Design

In this chapter we show how our solution was designed and why it was
designed in that way.

3.1 Requirements
When designing the solution there were many requirements that needed to
be fulfilled to achieve a complete solution. Mainly being able to handle the
cases of:

• simple and convex input

• simple, one convex and one concave input

• simple and concave input

These are the three basic requirements. In addition to these the solution
must have enough precision so that any error in precision is so low that the
end result is correct with nine decimals. In addition to this the solution
needs to be able to handle some of the possible degenerate cases involving
holes.

• resulting NFP may contain holes.

• input polygons may contain holes.

The context of the solution is a larger system that solves the irregular
shape packing problem. Due to the nature of said system many of the
degenerate cases described earlier are irrelevant. For example "exact fit",
even if there were an exact fit type solution to a specific input the resulting
singular point in the NFP would not be used because of limitations set on
the packing algorithm.
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3.2 Choice of method
As described in the previous section the problem varies greatly in complex-
ity depending on the complexity of the input. If both input polygons are
convex it is unnecessary to apply a method that is more general and can
handle any input. A lot of efficiency can be gained if we could distinguish
between these different cases. Fortunately this is quite easy. The definition
of convexity 2.1.1 shows us how to distinguish between convex and concave
polygons. The test only requires one linear pass-through of the edges of
both polygons. Which in relation to the whole problem is very cheap. In
the most simple case when both polygons are simple and convex any method
mentioned in the background section will be sufficient. For simplicity of im-
plementation we chose to implement the Minkowski based one. More careful
deliberation needed to be taken when choosing method for the other cases.

3.2.1 Concave vs. Convex

We have presented three different approaches for this complexity level. Namely
that of decomposition 2.2.3, Minkowski based 2.2.1 and the traceline ver-
sion 2.2.2.

The two alternatives trace line and Minkowski both have the same time
complexity but the trace line has an obviously higher constant. This is be-
cause while the two procedures do basically the same amount of work, the
trace line version does it twice. Once to derive the outer face of the NFP
and once again for the interior parts.

The theoretical time complexity of the Minkowski based approach beats
that of the decomposition approach and while the approach probably con-
stitutes a higher complexity in implementation we felt that it would not
require too much time to implement. Therefore we decided to go forward
with the Minkowski based approach as described by Bennell and Song [5].

3.2.2 Both polygons concave and possibly containing holes

We considered three different options.

1. Minkowski based approach of Bennel and Song [5]

2. Decomposition of both polygons.

3. Decomposition of one of the polygons.

The time complexity of the three are, in order of appearance:
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1. O(nm lognm+ k lognm)

2. O(n2m2 log2 nm)

3. O(nm logn+mk logn)

With n being the number of vertices of the first polygon, m the number
of vertices of the second, k being the number of intersections found during
the Minkowski generation.

When we made the decision on which strategy to implement we had al-
ready implemented the two lesser complex cases with only one non-convex
polygon and two convex polygons. This together with the fact that decompo-
sition is theoretically faster we decided to go ahead with the decomposition
of one input polygon strategy.
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Chapter 4

Implementation

In this section we will describe various details about implementation of our
solution.

4.1 Minkowski for one simple and one convex poly-
gon

The main parts of the implementation is the generation of the Minkowski
sum and the clean up procedure designed to derive the NFP from the
Minkowski sum. To manage the clean up procedure we have implemented
a sweep line algorithm for finding all intersections between all edges in the
Minkowski sum. We used the algorithm described in Computaional Geom-
etry [13].

There are some details that are not described enough in Bennel and
Songs paper. For example, the procedure for finding turning vertices.

When we designed our implementation of the procedure for determining
the "turning vertices" in a concave polygon we did not at first realize the
importance of the starting position. The procedure showed in Bennel Song
[5] does not mention this in their paper. The problem occurs when the first
edge to be examined is located inside a concavity. When we examine the
angles between the edges in this order the resulting mapping of turning ver-
tices is effectively the opposite of the correct mapping. The effect of this
is that we add the edges of the orbiting polygon in the wrong order, given
a hexagon as the orbiting polygon and some rectangle as fixed polygon the
effect would be that the edges of NFP will have inward concavities made up
of all edges but one of the hexagon when there is only supposed to be the
one edge from the hexagon.

The solution that we came up with is to rearrange the ordering of the
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edges so that the first edge in the ordering has its start vertex on the face
of the NFP. This can be guaranteed by simply picking the edge with the
lowest y-coordinate. This way we are guaranteed to know that the starting
vertex of our traversal is part of the NFP and also guaranteed not to be
inside of a concavity. From such a valid starting vertex the same strategy
as that proposed by Bennel Song can be used.

4.2 Decomposition
To reduce time required to implement the procedure we used already de-
veloped and tested parts and integrated them into our system. Mainly we
used the unification process available in CGAL [1] with the hopes that their
implementation would be stable and work out of the box. We encountered
some problems which relates to translation of floating numbers in Java to
C++ which for some cases would cause CGAL to believe a polygon to be
complex when in reality it was only very close to being complex. If the
system described in this thesis were to be used in a real world application
we recommend to build your own implementation of this process.

For the actual decomposition we used a triangulation algorithm that was
implemented by Petter Wendel [16].

For these two processes to work together we also developed a procedure
for generating an order for which to merge the sub-NFPs since the union
operation will fail if the input is disjoint. We did this by utilizing the fact
that if two triangles from the triangulation step share two vertices then the
two sub-NFPs generated by these are guaranteed to at least touch.

Furthermore we implemented a naive procedure for minimizing the num-
ber of convex pieces. The procedure uses a function that determines if a
polygon is convex or concave and then greedily merges as many triangles
with other pieces until the merged piece is no longer convex. This approach
gave very good results with rounded edges and managed to find near optimal
solutions in a speedy fashion.

The mapping of which pieces lie next to each other was kept intact dur-
ing the minimization step.

4.3 Tests and demonstration
While testing the application the most common problem found was that of
precision. While it is possible to compare the results of our application with
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that of for example CGAL [1] since CGAL uses exact arithmetic the results
will naturally differ and it is hard to create a procedure that would auto-
matically compare the results. This lead to problems when designing the
test cases. Most of the testing was made with polygons that were given ap-
proximations of rounded edges, which is represented as many straight edges
each aligned to a curve. These approximations were calculated as a function
of a curve together with a desired resolution of the result.

We used a set of 20 handmade polygons with varying concavities used
in the tests. These were rotated to create more variations of the input so
that we had a sufficiently large testset to benchmark against. The input
was created as rough models of real world examples of pieces that are cut
out from metal sheets. To be able to vary the amount of vertices in the
input we designed a small procedure that took an abstract definition of a
polygon and split the abstract edges into many smaller. An example where
we increased the amount of edges from 50 to 100 can be seen in Figure 4.1.

Figure 4.1: Polygon A has 50 edges and polygon B has 100

We developed a procedure for evaluating the result of our procedure
against that of CGAL. Its goal is to estimate equality of two polygons. This
was done by examining three key features of the two polygons.

• Do the two polygons have the same degree of complexity?

– Number of inner holes
– Self-crossing or not
– Concave or convex

• Do the two polygons have approximately the same bounding box?

• Do the two polygons span approximately the same area?
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If any of these three requirements do not hold it is very likely that the
two polygons are not equal. Conversely if all three hold it is likely that they
are equal.

Testing with convex polygons is quite simple as we can use any standard
procedure for automatically estimating a circle with a fixed number of edges.
Concave polygons on the other hand provide a bigger problem. We set up a
fixed set of simple concave polygons for our tests. These polygons were then
rotated in various angles to create a large enough test suite for the tests to
be conducted.
All tests were run on an Intel Core I7 processor with 2.8GHz clock speed
using only one core.
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Chapter 5

Results

In this chapter we describe the results of the implementation of our solution
in relation to that of CGAL [1].

5.1 Runtimes
We have divided the runtimes into sections depending on the complexity of
the input since our procedure uses different algorithms. Note though that
CGAL [1] only provides one interface regardless of complexity of the input.

5.1.1 Convex vs. Convex

The tests to generate these runtimes were created using circles approximated
by straight lines with varying numbers of edges from 200 to 1900. For each
test case we generated the NFP multiple times and calculated a single aver-
age running time per test case for benchmark purposes. Here are the results
for CGAL and our implementation:

On average our procedure finishes in 1.2% of the time required for CGAL
to return a solution.

Note though that since the tests were all run from Java and the runtimes
in general were very low the effect of using Java to call CGAL native will
shine through to a larger extent than normally. When we examine the rate
of our runtime divided by the runtime of CGAL the result is quite stable
with an average value of 0,0113, this indicates that our procedure does in
fact perform better regardless of the time required by the boilerplate code
used for the native calls. If this was not so we would have seen an increase
of the qoutient as the input grew since the effect of the constant factor that
is the native calls would diminish.
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Figure 5.1: Runtimes of our procedure plotted against the runtimes of CGAL

5.1.2 Concave vs. Convex

We collected runtimes for executions with input varying in size between 200
to 1900 vertexes in the input. For each test set we ran the program sev-
eral times and calculated an average value in seconds which is displayed here.

Our runtimes have the same asymptotical complexity as that of CGAL
with a significantly lower constant factor. On average our implementation
runs about one hundred times faster than CGAL. What is not illustrated
in the results is the fact that our implementation can generate results with
holes as well, something that CGAL cannot do at the time of writing this
thesis.

5.1.3 Concave vs. Concave

As can be seen in the graphs the result contains quite a bit of fluctuation.
This can be explained by the fact that the procedures analysed do not solely
depend on the number of vertices in the input but also on the very shape
of the input. For example there may be an excessive number of intersection
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Figure 5.2: Runtimes of our procedure plotted against the runtimes of CGAL

for this particular example. For our procedure it is preferable that the in-
put contains as few concavities as possible since these often result in larger
numbers of intersections when calculating the sub-NFPs.

From looking at the graphs in Figure 5.3 it seems that our procedure
increases in time with regard to the number of vertices in the input with
about the same speed as that of CGAL. In addition our procedure performs
on average 48% better runtime than CGAL.

5.2 Result with holes
Our procedure, unlike CGAL, does in fact output correct NFPs when the
result contains holes. An example of this can be seen in Figure 5.5 where
our procedure gives a NFP with a small hole and CGAL returns only the
outer hull of the NFP as a result.
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Figure 5.3: Runtimes of our procedure plotted against the runtimes of CGAL

5.3 Inner Fit Polygon
The procedure we developed for handling one concave and one convex poly-
gon as input also has the capability of generating the Inner Fit Polygon. For
the more general case of two concave polygons for input the decomposition
strategy still works. The difference is that the sub-IFPs constrict the result-
ing IFP instead of expanding it like the sub-NFPs does. This means that
instead of unifying the sub-IFPs the common area needs to be calculated, if
this area is non-empty then the IFP exists.

We have successfully generated IFPs for the lower complexity levels of
two concave polygons and with one concave polygon.

To generate an IFP using our procedure for generating a NFP for one
convex and one concave polygon we simply reverse the order of the fixed
polygon and run our procedure. This will generate the IFP with a faulty
reference vertex. We could try to apply the same strategy as for the NFP
case where we examine the extremes of both polygons and simply changing
the signs as we are effectively subtracting instead of adding the edges of the
two polygons. This strategy runs into problems when the polygon that is
to be placed inside the polygon does not fit into the extremes. Imagine for
example a star shaped polygon and placing a small rectangle inside of it.
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Figure 5.4: The input polygons

Figure 5.5: From left to right, our NFP followed by the result of CGAL

Figure 5.6: Our result placed on top of the input with the orbiting polygon
placed on the NFP
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The rectangle will fit into the middle of the star but it will not fit out in the
edges of the star. In this case knowing the extremes of both input polygons
does not tell us anything about where the IFP should be.

The examples we have generated are all on the form so that the approach
works, we believe that it is possible to calculate the reference vertex of the
IFP for these harder cases as well but it is not within scope of this thesis.

5.4 Notes on stability
While performing these tests issues were found in the CGAL library. For
some input CGAL seems to not be able to compute the NFP at all and
throws exceptions, if we then moved the specific test within the plane, which
should be perfectly equivalent, CGAL will succeed for some of the tests and
still fail for others. We believe this is because of precision errors occurring
in the translation from our Java types to the high precision types used in-
ternally by CGAL.

On the other hand our system still has problems that have not been
solved yet, this is mainly due to lack of time for development. Mainly there
are existing problems with the robustness of our line segment intersection
implementation as well as the sweep line implementation. Our implementa-
tion is robust enough to illustrate the power of the procedure but it is not
fully ready for use in practice with general input. The tests used in this
thesis were examined so that our system gives the correct answer to ensure
that the runtimes collected are representative.
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Conclusions

The procedure we have chosen to implement performs well. It has the same
asymptotic run time complexity as that of CGAL [1] with a substantially
lower constant factor for input that is of lower complexity.

We believe that the there is a lot more performance to be gained by
implementing a more efficient polygon union algorithm as well as examining
more advanced methods of finding near optimal convexifications of the in-
put. If we had had the time it would have been interesting to benchmark our
implementation against a reference implementation of Bennel and Song [5]
to evaluate if their approach can be implemented more efficiently and still
fulfill all the requirements placed upon the system.

Our implementation did not reach the goal which was set out with re-
gards to its robustness. There are cases when the algorithm fails to com-
pute the NFP mainly due to the implementation of line segment intersection
where the algorithm will miss some intersections. If such an intersection is
missed the resulting shape can not be guaranteed to hold any of the prop-
erties defining an NFP.

There are many areas where improvements regarding performance that
can be made. When we first attempted to assess the scope of the thesis
we underestimated the complexity of developing a robust procedure when
dealing in the area of computational geometry. Despite the problems that
still exists we have successfully shown that our implementation can handle
the various degenerate cases it was meant to and do so within reasonable
time. Given more time more of the interesting paths could have been further
investigated.
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