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Abstract

Training military commanders using simulated battle-
fields currently requires a large staff of operators behind the
scenes due to insufficient autonomy in the simulated agents.
If a more autonomous behaviour can be achieved, simula-
tions can be scaled up without requiring a corresponding
increase in staff and associated equipment.

When greater autonomy is achieved, one behavioural
aspect that is interesting to develop is the agent’s movement
through and strategic usage of the terrain.

The aim of this project was to examine the feasibility of
modelling this type of behaviour. To this end, agents were
created using the cognitive framework library Soar. These
could interact with a pathfinder module using the D* dy-
namic pathfinding algorithm. The simulation framework
Ternion FLAMES® was used to simulate the model’s inter-
action with the environment. To limit the complexity, the
model tried to avoid all confrontation with hostile agents.

The results from the simulations showed that the cho-
sen method is capable of simulating a credible behaviour,
even though much work remains in fine tuning and extend-
ing the model.



Referat

Modellering och simulering av mänskligt
beteende vid vägval för att undvika upptäckt

Militära simulerade ledningsövningar begränsas idag av
behovet av ett stort antal operatörer för att styra de simu-
lerade agenterna, beroende på den bristande autonomin i
dessa. Om mer självständiga agenter kan utvecklas så kan
sådana övningar göras större och mer detaljerade utan mot-
svarande ökning i personal och utrustning.

Hur sådana självständigare agenter ska bete sig i olika
situationer har här studerats, specifikt hur de kan resonera
kring rörelse i och strategiskt utnyttjande av terräng.

För att undersöka rimligheten i att att modellera och
simulera sådana beteenden för den nämnda tillämpningen
implementerades en agent i det kognitiva ramverket Soar,
samt en stigfinnarmodul baserad på en dynamisk D* algo-
ritm, för simuleringsverktyget FLAMES®. Frågan avgrän-
sades till att avse en agent som försöker undvika upptäckt
av fientliga agenter.

Denna implementation visar att det går att simulera
beteendet på ett trovärdigt sätt, även om det krävs ytter-
ligare för att åstadkomma en fullständig modell.
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Chapter 1

Introduction and problem statement

Planning a military operation is a difficult task, with many risks to be accounted
for, and weighed against the potential benefits gained from being exposed to these
risks. The outcome of a particular strategy can vary in a strongly non-linear fashion,
not only depending on controllable parameters, but also events and variables which
may not only be non-controllable, but also unknown.

Making good decisions in these circumstances requires experience and training.
However, for several reasons, gaining that experience can be hard, since this type
of problem lends itself poorly to experiments. One reason is because employing
an inferior strategy in reality could potentially be disastrous. It is also difficult,
if not impossible, to know what would have happened if another strategy would
have been used instead, since all real situations are, in some respect, unique. Thus,
disregarding other problems, any experiment would not be truly repeatable.

One approach to train commanders is running simulated scenarios where their
orders are carried out by computer generated forces, from here on referred to as
agents. A problem with this method is that translating orders from a natural
language into a form that these agents can act upon them is difficult. For this
reason, the agents are often controlled to some extent by human operators. This
limits the scope of the scenarios, since an operator can only control a limited number
of agents concurrently. To be able to expand the number of simultaneous agents
without also requiring a large staff of operators, the agents must be bestowed with a
larger extent of autonomy. This autonomy can be achieved by creating a sufficiently
detailed behaviour model, such that for most situations, the agent will be able to
deduce a reasonable decision based on their situation.

The objective of this thesis was to evaluate the feasibility of implementing be-
haviour models for this kind of training simulations. To this goal, a demonstration
model was developed and evaluated by application to a situation described in detail
in section 3.1. In short, the agents will attempt to find their way through a sim-
ulated conflict zone without being stopped. They will need to collect data about
their surroundings with whatever sensory equipment they possess, both technical
and biological, and reason about the impact this new knowledge has on the choice
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CHAPTER 1. INTRODUCTION AND PROBLEM STATEMENT

of paths towards the goal. Using this information, they then decide how to progress
towards their target.

The behaviour model is not sufficient, a suitable pathfinding algorithm is also
needed to let an agent find its way. The pathfinding algorithm, along with a repre-
sentation of the simulated world, must be flexible enough that different behaviours
can create paths with different characteristics, such as the importance of staying
in cover. These characteristics could potentially change during the execution of a
simulation.

This report is structured as follows

• Chapter 2 gives an overview of the theoretical foundations upon which the
model is built.

• Chapter 3 gives a detailed description of the problem and method employed.

• Chapter 4 presents the results and some details of the implementation.

• Chapter 5 discusses the validity of the model, and its applicability for the
intended exercises and draws some conclusions based on those discussions.

• Chapter 6 suggests some improvements that could be made and points out
potential areas of interest for expansion.

The results of the work performed in this thesis has highlighted to interested
parties a possibility of expanding the scenarios possible to simulate, and the fidelity
of those simulations, by showing that behaviour models can be utilized to create
autonomous entities which interact with the simulation. These simulations can be
carried out in an off-the-shelf simulation framework integrated with a freely available
cognitive framework, and optionally be connected to a larger simulation network
via industry standard protocols for distributed simulation.

2



Chapter 2

Theoretical overview

The two major components of the model developed are the behaviour model and
the pathfinding algorithm. In this chapter, a theoretical overview of these concepts
is given, as well as a summary of current research.

2.1 Modelling human behaviour
Creating models of human behaviour is called Human Behaviour Representation,
abbreviated HBR. Such representations can be created on several levels, from one
specific part of a single individual’s behaviour, to the aggregated behaviour of large
crowds. This project used the definition of HBR by Pew and Mavor: “a computer-
based model that mimics either the behaviour of a single human or the collective
action of a team of humans” [15, p. 11]

The goal was to create a behaviour model which based its decisions on current
and earlier perceptions of the surroundings, as well as its own status and emotions.
The model state is a collection of variables describing physical aspects of the agent,
such as health and energy, while emotional parameters incorporate e.g. the agent’s
willingness to take risks, and feelings towards other entities in the world. There
are different approaches but they generally share the same underlying model, as
visualized in figure 2.1 [14].

2.1.1 Overview of models used in HBR
There are several approaches to modelling HBR in use today. A report on the
current state of HBR performed by the Swedish Defence Materiel Administration
(FMV) [6, p. 14–15] was used to select the most promising ones to be examined
in the design phase of the development. The selection was made using method
maturity, expected implementation cost and FMV’s assessment of the method as
criteria. The behaviour representation modelling methods chosen from the report
to be considered were Expert systems, Game theory and Cognitive architectures.

3



CHAPTER 2. THEORETICAL OVERVIEW

Figure 2.1: Components of a generic HBR model

Expert systems

An expert system is a type of model which attempts to simulate a human expert
in the modelled domain. The system is given a representation, called “Knowledge
base”, of an expert’s knowledge, the encoding of which is called “Knowledge engi-
neering”. This knowledge forms rules which, when applied to a set of known facts,
can be used to infer some answer or conclusion [9].

Expert systems have largely fallen into disuse in the field of modelling human
behaviour primarily because of the extremely costly process of encoding the domain
knowledge which is needed for the expert system to be functional. [16]

Game theory

Game theory is a method used to apply mathematics in the study of making ra-
tional decisions [13]. It is frequently used in economics, psychology and politics to
predict future decisions, and attempt to understand decisions already taken. Situ-
ations or scenarios are called games, and the entities taking part are players. The
different strategies of players and the consequences thereof are then studied. There
is a branch of game theory called behavioural game theory, which applies similar
methods to modelling behaviour [7].

Cognitive architecture

A cognitive architecture is a model of a human cognitive system works. There
are many different cognitive architectures, because each model is based upon a
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CHAPTER 2. THEORETICAL OVERVIEW

hypothesis about the inner workings of human cognition. The model can detail
every step from the processing of sensory input to learning and deduction, to an
observed behaviour.

Since there is no universally accepted theory of human behaviour, different archi-
tectures often have different mechanisms for handling and representing the cognitive
processes it models.

Two implementations of cognitive architectures extensively used in the military
domain are Soar [12] and ACT-R (Adaptive Control of Thought-Rational) [1]. One
model developed in Soar that is often used as a reference case is TacAir-Soar [10],
a model of a fighter pilot consisting of more than 5200 rules. The TacAir-Soar pilot
has been tested in several large American military simulated exercises, and in many
situations the agent performed as good as, or even better than, human pilots.

2.1.2 Validation and evaluation
When creating simulations, the validity of the results is of great importance. The
validation, can be very difficult, especially when dealing with non-deterministic
processes, like human reasoning. Validation of HBRs is still in its infancy, but Pew
and Mavor noted three methods, in order of falling preference [15, p. 4]:

Compare with live results Performing a live simulation (real people in real en-
vironments) and then having the model performing the same tasks naturally
gives the most relevant data. Live simulations are costly, however, and are
not always possible to conduct in a both safe and trustworthy manner.

Compare with laboratory results If there are relevant results from earlier ex-
periments conducted in a lab setting, they could be useful.

Expert examination If neither of the above is available, the behaviour of the
agent can be examined by a so called SME, subject matter expert.

Since running live simulations couldn’t reasonably be fitted in the scope of the
thesis, and lacking data from similar situations, the only method available was
expert examination. This is also the most common method [8, p. 371]. While this
method is subject to many problems, it is the most accessible, and does provide some
degree of validation. Importantly, it also provides feedback to the model developer,
which can be used to improve the model.

2.2 Pathfinding

2.2.1 Definition
The general problem of pathfinding consists of finding one or several paths P be-
tween two points in space. A common specialization of the problem is finding
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CHAPTER 2. THEORETICAL OVERVIEW

a single optimal path P ∗, where optimality means minimizing an associated cost
function c(P ). Such a function c(P ) might be the length of the path, time taken to
traverse it, or some other characteristic.

Formally, we seek a path P ∗ in the space of all possible paths P, such that

c(P ∗) ≤ c(P ) ∀P ∈ P

Ties between equal-cost paths can be broken arbitrarily.

2.2.2 Variations of the definition
We shall consider two causes of variation in the pathfinding problem, “variability”
and “information”.

Variability describes the environment in which the pathfinding is performed,
whether is it static or dynamic. In a static environment, no obstacle can change
its position, and a valid path will always be valid. In a dynamic environment,
obstacles may move, and thus invalidate a once valid path. If this happens, a new
path has to be calculated. This can either be done by solving the problem anew,
or by attempting to “repair” the invalid path. Performing a full recalculation is
intractable if the map is large or recalculation is frequent, and therefore repairing
is often the only option. All obstacles need not move for the problem to be called
dynamic – as soon as there is one moving obstacle, the method must either be
repairing, or recalculating.

The recalculating method will not be considered further, as the simulation will in
the interesting cases have updates of information on every time step. These updates
will typically only alter a small part of the information available to the agent, and
should therefore not cause it to reevaluate the entire path unless necessary.

The information available to the agent can be perfect, partial or non-existent.
Perfect information means always knowing everything, the exact location of ev-
ery obstacle, the current and future movement of any non-stationary hindrances,
the cost of every possible movement at any point in time, etc. When there is no
information at all, obstacles will be found while exploring the environment. If the
problem is dynamic, an obstacle detected at a previous time may not remain there
if returning later. In between those two extremes lies partial information, in which
certain pieces of information might be known, and others unknown.

2.2.3 Solving the dynamic pathfinding problem
The problem of static pathfinding is well understood, and several efficient algorithms
exist. Many approaches involve describing the search space as a graph, possibly
weighted and/or directed. The problem is then finding an optimal route between
the start and end nodes.

When considering dynamic pathfinding however, the static algorithms are not
of much use. They cannot repair a path, but need to recalculate the entire solution

6



CHAPTER 2. THEORETICAL OVERVIEW

every time a change is detected. As mentioned above, this is not viable. Consider the
situation when detecting moving objects - the entire recalculation would need to be
done at every time step, since the moving object’s new position makes a previously
traversable area blocked. One experiment acheived a speedup of up to 300 times
when using a dynamic algorithm instead of recalculating a static solution [18].

Several dynamic pathfinding algorithms have been developed in the domain of
autonomous vehicle navigation. One successful algorithm is the D*-algorithm [17]
and variants, notably used to guide the Mars rovers Opportunity and Spirit [3].
These algorithms are dynamic adaptations of the well-known A*-algorithm (D* is
an abbreviation for “Dynamic A*”) commonly used in static pathfinding.

An algorithmically simpler version of D* is the “D* Lite” algorithm [11], which
has obsoleted the original algorithm due to greatly reducing implementation com-
plexity, while retaining the performance characteristics. The pseudocode for D*
Lite is listed in algorithm A.1. A* algorithms and derivatives, such as D* Lite,
calculate an estimated distance to the goal g from each vertex examined, and keep
track of vertices that are reachable but have not yet had a distance estimated. At
each step in finding the shortest path, the “best” remaining vertex is examined and
its neighbours are added to the set of reachable vertices. Which vertex is “best” is
determined by a heuristic function h(u, v), which gives a lower bound approxima-
tion of the cost of travelling from vertex u to v. What heuristic to use is dictated
by the problem, but a common choice is simply using the euclidean distance be-
tween the points. The choice of heuristic is also what determines the performance
of the algorithm. A poor choice of heuristic will lead to examining many more
vertices than necessary, and thus increasing runtime and potentially finding sub-
optimal paths. This penalty is even more apparent in D* type algorithms, which
will do this over-examination every time it needs to repair the path. D* Lite makes
an initial pass of what is equivalent with A*, but then retains information from
this calculation to be able to repair the path without a full recomputation when an
edge cost changes. When a reparation is necessary, affected vertices will become
inconsistent, and a recomputation will update the costs that are out-of-date. For a
more detailed description and full definitions, please refer to the article [11].

There are several other similar algorithms, such as “LPA*”, “Anytime D*” and
“Field D*” to name a few, which are conceptually similar but make some changes
the algorithm to perform better under some set of circumstances. Exactly what
variation of D* to use must be decided by weighing the benefits of the particular
algorithm against the added complexity in implementation.

Another interesting approach is the “Virtual Potential Field Method”. In this
method, a scalar field is constructed such that the goal is given a low potential, and
obstacles a high one. Also, the further away from the goal, the higher the potential.
Simply going in the direction of decreasing potential, the goal should be reached.
In many cases however, this will yield a field with local minima. Should the agent
reach such a local minimum, it will be unable to progress towards its goal. There
are some methods to avoid this, such as the Harmonic Potential Field method [4].

7



CHAPTER 2. THEORETICAL OVERVIEW

This method avoids the creation of local minima by utilizing harmonic potential
function, i.e. functions satisfying Laplace’s equation

∇2ϕ =
n∑

i=1

∂2ϕ

∂x2
i

= 0

Such functions have extremal points only on their boundaries. Thus, except for
saddle points, there are no extrema on the interior, and the path is found by steepest
descent. Should a saddle point be encountered, a simple search of the neighbourhood
will yield the next step.
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Chapter 3

Method

The steps to determine the feasibility of implementing behaviour models for training
simulations are:

• To create a unit, a model of the physical presence the behaviour model belongs
(see section 4.1)

• To develop a HBR model describing the desired behaviour (see section 4.2)

• To choose a method for pathfinding, and implement it for the unit (see section
4.3)

The combination of HBR model and unit will from here on be called the agent.
To evaluate the agent, a simulation is run and the agent’s reactions to the

different situations are examined. The result can then be evaluated with respect to
runtime performance and to what degree the resulting behaviour is credible. Eric
Sjöberg, FOI, proposed the use of a situation from the so-called Bogaland scenario,
which is described below.

A prerequisite for the project was to use Ternion FLAMES® to run the simu-
lations. FLAMES® is a commercial simulation framework, developed by Ternion
Corporation [5], for which extensions can be developed.

3.1 The scenario
The situation takes place in the Bogaland scenario, which was developed for use in
Swedish and international military command exercises. In the scenario, Sweden is
divided into several fictional countries engaged in hostilities. A peace keeping force
is deployed to separate the parties.

During the conflict a church in the country “Mida” is attacked and burned down,
by people suspected to come from the Midean’s enemy “Kasuria”. Midean soldiers
originating from the town, frustrated with the peace keeping forces failure to uphold
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CHAPTER 3. METHOD

Figure 3.1: Scenario execution screenshot. The agent has generated a path from the
south west corner of the simulated area into the city in the north west corner. Along
the path are opponents which will force it to find new paths to remain undetected

safety, decide to desert, stealing weapons and other military equipment to protect
their homes and families, and depart for their home town.

In order to avoid violence, the peace keeping force wants to stop and disarm
the deserters before they can arrive at the village. To succeed, they need to find
a strategy which both has a high probability of apprehending the deserters, as
well as being possible, given the resources available. Another important factor
are the “Rules of Engagement”, orders defining how the individuals of the peace
keeping force should react on contact with the deserters. One aspect of such rules
are defining what levels of violence is acceptable under different circumstances. The
outcome could, and should, be very different if the peace keeping force is authorized
to shoot the deserters on sight, or if they are prohibited from using any force at all,
but rather instructed to try to talk to the deserters if encountered.

3.2 Simulating the scenario
To test the behaviour model, agents representing the deserters are put into a sim-
ulated Bogaland, and their reactions to different strategies from the peace keeping
force is examined. A visual representation of a tested scenario configuration is
shown in figure 3.1. The agent is represented by the soldier icon, with trucks de-
noting peace keeping force troops, which can be both mobile and stationary.

10



CHAPTER 3. METHOD

The deserters try to reach their goal, adapting their route in response to the
obstacles they meet. Should the obstacles seem too difficult to get past, they might
abandon their plans, or, if they are desperate enough, they may try to force an
obstacle instead. How the agents decide what to do is controlled by the behaviour
model’s motivations and current state. For some model implementations, the agents
could try to always force their way, for others they could always avoid contact.

Due to time constraints, the behaviour model developed does not implement any
offensive actions, such as the forcing of obstacles. This forces the agent into purely
evasive behaviour. Note that this is not completely unrealistic though, as it could
describe a situation where the deserters did not manage to steal any equipment or
weapons before leaving.

11



Chapter 4

Implementation

The final model, consisting of FLAMES® components, pathfinding and behaviour
model, consists of over 8,500 lines of code. Therefore, the code is not included in
the report, but can be obtained on request. Instead, this chapter briefly describes
the components of the agent and their implementation, along with some notes on
integration between these components.

4.1 Simulation framework
The agent was implemented as a plug-in to FLAMES®. This plug-in should han-
dle both communication between FLAMES® and the behaviour model, as well as
provide the components to represent the agent within the simulation.

A unit in FLAMES® should be constructed by combining models of from several
interacting parts, representing different capabilities. To create a pathfinder unit,
utilizing the behaviour model and pathfinding into this framework several parts
were created. In addition, there are numerous other aspects of a unit that can be
modelled, but those were outside the scope in this work.

The communication pattern between the different components is shown in figure
4.1.

4.1.1 Cognition model
A cognition model in FLAMES® simulates the cognitive processes of the unit. The
cognition model issues commands to models of the unit’s other equipment, and also
handles communications with other units.

The agent’s cognition model was developed to act as a communication layer
between the behaviour model and the other parts of the unit, translating messages
and data into a form more easily parsed in an external tool. After the behaviour
model has assessed the situation, the decision is parsed and translated into the
corresponding FLAMES® messages, commanding the other components to perform
the desired action.

12
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Figure 4.1: Component communication and interactions

4.1.2 Data processor
A FLAMES® data processor typically models computing equipment available to the
unit, such as tracking devices and targeting computers.

In this model, the data processor instead models the “calculative processes” of
the unit. It has two responsibilities,

• Handling the sensory input received from the sensors, which is interpreted and
passed on to the cognition model.

• Pathfinding using the D*-algorithm. It also keeps track of how the cognition
model values different terrain types and aspects about it.

4.1.3 Sensor
Sensors in FLAMES® can model any type of detection equipment, such as radars,
IR cameras or other technical surveillance equipment. In our situation, the sensor
module instead models biological sensors, the eyes of the unit. The surroundings are
surveyed for other units in the unit’s facing direction, and any sightings are reported
to the data processor. Units are detected whenever inside the detection range. This
range was set at 3 km, a reasonable maximum distance using binoculars. Terrain
obstructs the sensor, so the agent does not perceive units that are hidden behind a
forest, hill or other features such as buildings.

4.1.4 Platform
The physical representation of the unit in the simulated world is described with a
platform model. It is responsible for performing the movements requested by the

13
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cognition model. A platform takes physical constraints of the simulated object into
consideration, such as turning radius and maximal acceleration. The implemented
platform model simulates a human on foot, walking or running. The model limits
the maximum speed as dictated by the underlying terrain to capture the difficulty
or walking up a forested slope as compared to running along a flat road.

The platform model is assigned a signature, or cross-section, which is used by
sensors to determine if they can detect it.

4.2 Behaviour
In the HBR review discussed in the theoretical overview, several complications in
using cognitive architectures were noted, such as the difficulty of validation and the
complex development. Yet, the report concludes “However, for those who want to
construct a simulation model of an individual who interacts with his environment,
solving problems, planning, making targeted decisions, cognitive architectures are
the best tools currently offered.” [6, p. 13]. This was precisely the intention of this
work, so the recommendation was followed. The cognitive architecture implementa-
tion Soar was chosen as the basis for the agents behaviour. It has been widely used
both in the military domain and academic research into artificial intelligence and
cognition [20]. Soar has also been integrated with FLAMES® in earlier work, which
suggested integration was quite unproblematic. Ease of integration was an impor-
tant aspect to reduce the time spent developing communication layers between the
tools.

In short, Soar emulates the cognitive process of working towards a goal by
applying operators to a state. For each decision, the current state is examined
and operators that seem applicable to the current situation are proposed. These
operators are then compared, and one is selected as the best to be applied in the
current situation. This creates a new state, and the process starts over again. All
Soar code is formulated as productions, consisting of a set of conditions and a set
of actions to be performed upon application.

An example of a Soar production can be seen in the listings below, in which
both an operator proposal (listing 4.1) and application ( listing 4.2) is shown. In
the code the interaction between Soar and FLAMES® is seen in the reading of the
input-link and the writing to the output-link. FLAMES® populates the input-link,
executes Soar, and then parses the output-link.

Listing 4.1: Operator proposal
# Operator Proceed to target
#
# Propose when: Always
# Application result : Tell FLAMES cognition to move
# along path to target location
#
sp { propose *proceed -to - target

14



CHAPTER 4. IMPLEMENTATION

(state <s> ^name pathfinder
^io.input -link.time <t>)

-->
(<s> ^ operator <o> + <)
(<o> ^name proceed )

}

Listing 4.2: Operator application
sp {apply*proceed -to - target

(state <s> ^ operator .name proceed
^io.output -link <ol >)

-->
(<ol > ^ action proceed )

}

4.2.1 Implemented Soar productions
In the behaviour implemented, the agent has three different goals it can pursue.
These goals are sufficient to model the sought behaviour, moving towards a goal
while avoiding contact. Each goal has several sub-operators which are applied to
further the active goal.

proceed Nothing has happened, proceed towards the target destination along cur-
rent best path.

change-caution The number of detected hostiles has changed, either because new
units were detected, or because previously seen ones have been lost track of.
Adapt the preference for cover vs. speed when deciding paths.

hide There is a hostile moving towards the agent. Attempt to move to nearest
cover (such as a forest) and increase preference for cover.

4.3 Pathfinding
The pathfinding problem that is considered in this project is of the dynamic, par-
tially known type. This corresponds to agents being assumed to have a map over
the area in which they are navigating. Thus they know the general features of the
terrain, but are unaware of any obstacles or enemies. The agents will need to ob-
serve their surroundings as they move, detecting if their planned path has become
impossible, or too risky, to follow. If so, they need to decide how to progress, such
as finding a new path or giving up.

4.3.1 Map representation
The terrain in FLAMES® is represented with a triangular mesh with each polygon
containing data such as the type of terrain, forest, field or lake for instance, and
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location. To create a graph representation of this mesh, a vertex was created in
the centroid of each polygon, and all vertices whose corresponding polygons share
n corners were connected with an edge. For triangles, the number n can take
the values 1 or 2 - the effect on the graph is seen in figure 4.2. Choosing n = 1
yields a denser graph, allowing more direct routes to be found, but also increasing
the number of edges and thus the time required to find an optimal path. In this
implementation, n = 2 was chosen due to the long computation that resulted from
using n = 1.

(a) Illustrative mesh with cen-
troids (empty circles) and poly-
gon vertices (filled circles)

(b) Resulting mesh and graph
for n = 2

(c) Resulting mesh and graph
for n = 1

Figure 4.2: Creating a graph representation of the terrain

4.3.2 Pathfinding algorithm
It was decided that the D* family of algorithms was a good fit for the pathfinding
in this project. This decision was based on the estimated complexity of implemen-
tation, as well as having several sources of information and explanation.

Among the D* algorithms, ideally the Field D* algorithm would have been used,
since it does not move strictly between vertices but instead interpolates a path, using
vertices as control points. However, it is defined for a square, two-dimensional grid,
and deriving a more general algorithm for use on polygons was considered outside
the scope of this thesis. The D* Lite algorithm was chosen instead, as it was the
simplest to implement and had no weaknesses compared to the other algorithms in
the class.

An alternative discussed in the theoretical overview, the Virtual Potential Field
Method was dismissed. This was based on the the following problems:
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• Finding the necessary harmonic fields to avoid local minima problems is diffi-
cult, since there is a need for discontinuities in the field on boundaries between
sea and land, for instance. If no harmonic field can be found, the pathfinder
will be susceptible to getting stuck, unless some heuristic for detecting and
fixing this state is implemented. Such heuristics can be error prone, however.

• The local minimum problem, as well as stability problems and issues with
narrow passages is reported in [2]. This could create problems with bridges
and similar constructions in the simulated world.

Cost function

With the environment represented as the graph described in the previous section,
the pathfinding module needs a cost function c(u, v) to calculate the path. There
is a multitude of possible contributions to this cost function, from obvious physi-
cal ones such as actual distance and difficulty of traversal et cetera to those that
are dependent on the agents perception of the world and reasoning around that
knowledge.

In this project the following factors were taken into consideration, having been
selected as being both of importance to the realism of the model and simple to
implement given the available data. Given more time and data, as well as a good
analysis of how to use that data, the cost function could be extended to support a
more detailed description of the edge traversal cost.

Distance The euclidean distance between u and v. This is a straight-line measure,
not the actual distance that needs to be traversed when following the ground.

Type of terrain The different types of terrain represented in FLAMES®; roads,
rivers, land regions (unspecified open terrain), forests, buildings and bridges;
are assigned a cost of traversal depending on the type of platform used (plat-
forms are explained in section 4.1.4).

Slope The angle with which the ground slopes, relative to the direction travelled.
Moving along a downward slope is less strenous that upwards. A sharp gra-
dient could render the edge untraversable for vehicles.

Exposure How easy it is to be seen while travelling along the edge. Depends on
the terrain type, with forests giving good cover, and roads no cover.

Danger If a hostile unit is known to see the edge, it is given a high danger cost.

These factors are then weighted by the behaviour model and summed, giving
the cost function the form c(u, v) =

∑
wici(u, v). The edges are stored in such a

way that weights can easily be changed. This allows behaviour such as the agent
deciding that it needs to take higher risks to arrive in time, and therefore reducing
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(a) This agent tries to stay in cover (the dark
areas signify forests) as much as possible, even
though that means slower progress towards the
goal

(b) This agent attempts to take the fastest
route, using the roads as much as possible.
Note that there is a peace keeping force unit
(shown as a truck icon) guarding the road.
The agent will have to replan its path when
it detects this.

Figure 4.3: Consequences of different priorities

the weight for exposure. The effects of different strategies in weightings is illustrated
in figure 4.3.

When an enemy is detected, a new factor is added to the cost calculation, where
edges believed to be seen by the enemy are marked as dangerous. Since the agent
wants to avoid being seen, it will, under most situations, break contact with the
enemy and take another route. This is illustrated in figure 4.4.

Changing the route will mean that the unit will no longer be able to see the
enemy, and thus will not know where it is some time later. To take this into
consideration, the “danger zone” caused by this enemy will dilute over time, covering
a successively wider area. This is not performed for enemies which are perceived as
stationary, such as a road blockage, which typically are stationary.
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(a) The unit has not yet detected the enemy
ahead, and plans to follow the road forward

(b) After detection, the unit doubles back and
goes along a different, hopefully unguarded
route

Figure 4.4: Replanning when detecting an unknown obstacle
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Analysis and conclusions

Variations of the scenario was set up to test the agent, differing in the geographical
conditions. The recorded outcome was then reviewed by the subject matter experts
(see section 2.1.2).

The overall results were positive, it is indeed possible to integrate sophisticated
behaviour in FLAMES® by using Soar. The agent developed was deemed applicable
and useful in the intended domain, simulating in a reasonably believable way the
behaviour of a person trying to avoid being detected by opponents.

5.1 Model validity and usability
Two experts were consulted, Anders Lavén and Eric Sjöberg. Anders Lavén, em-
ployed at Sjöland & Thyselius has a long experience from exercise planning and unit
training at various levels in the Swedish Armed Forces. Eric Sjöberg is a scenario
developer and behavioural scientist at the Swedish Defence Research Agency (FOI),
and one of the creators of the Bogaland scenario.

For the evaluation, two different scenario areas were prepared, each with three
different pairs of start and endpoints, and some variation in placement and com-
position of peace keeping forces. The two areas consisted of maps of different sizes
and geographic features, one smaller fictional island and one large inland area with
real map data of Huntsville, Alabama. The SMEs could examine how different
weightings on the cost function affected choice of planned path to the target, how
it reacted to detecting opponents monitoring or patrolling along this path, and the
interaction between those two effects.

The experts concluded that the model performed at an acceptable level of realism
under the constraints imposed after examining the agent’s behaviour in the scenarios
shown.

It is important to keep in mind that the constraints introduced in the model
also define the applicability of the results; the model avoids taking several factors
into consideration to reduce complexity. This means that it can not be expected to
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handle situations in which these constraints are violated.
With that taken into account, the model as developed could be useful in real

applications, to simulate small groups of irregulars in large scale Bogaland exercises
for instance. There is a group described in the scenario which behaves much like the
agent does, staying away from contact with the peace keeping force, yet remaining
in the area. Typically, this type of unit is not simulated in exercises due to lack
of operators, but would provide additional detail to the exercise. Some thoughts of
how this could be implemented is given in 6.3.

5.2 Choice of simulation framework
Using FLAMES® provided a framework taking care of many parts of the simulation,
as well as a design method which has been used in many simulations and thus should
be well tested.

The extensiveness and flexibility provides opportunity for reuse of models, and
enables interoperability. The consequences of this flexibility was also the only ma-
jor problem encountered with FLAMES® in the project; it has a rather substantial
learning curve. Creating the models as envisioned required using most of the differ-
ent classes provided in FLAMES®, each taking some time to understand and adapt.
This resulted in quite a large portion of the alotted time for the project being
used for implementation details, which shifted the focus of the project somewhat.
Especially the fidelity of the Soar model suffered from this.

For a full implementation however, where the initial learning does not claim a
large share of the total time, this is not likely to be a problem. In such a project,
the flexibility and reuse also becomes a greater asset.

5.3 Cognition
The time spent learning FLAMES® limited the time available for developing the
actual behaviour model. Therefore, there is room for significant improvement in
the resulting behaviour model.

Using Soar was a rather easy choice, as an already proven architecture with
recommendations from several studies. Since very complex agents have already
been implemented (TacAir-Soar, for instance), Soar could be considered a good
choice which does not seem to place any technical limitations on the level of detail
on cognition models to be developed.

5.4 Pathfinding
As noted in section 4.3.2, the Virtual potential method was dismissed. It is diffi-
cult to estimate the impact of this decision. However it seems some parts of the
pathfinding structure would have been easier and more efficient to implement with
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potential fields instead. Especially the handling of the enemy “danger zones” would
be easier to describe, possibly using a physical interpretation such as diffusion.

That said, it is also difficult to foresee what problems could have arisen by using
a potential field method (making sure that the generated potentials are harmonic
for instance). Without actually comparing implementations it is not possible to
conclude that D* Lite is an inferior alternative.

The runtime performance of the pathfinding algorithm was an important factor,
as it could easily limit the number of concurrent agents in a scenario. The impact
of using pathfinding agents within simulations should therefore not be much higher
than other agents. This was investigated by code profiling, examining the amount of
time spent in pathfinding-related code versus the rest of the simulation framework.
The factors identified to affect the performance are graph density, which in turn
depends of the value of n as well as the map data, and the number and paths of
mobile opponents, which affects the likelyhood of needing to repair the path. For
smaller maps (up to around 20,000 edges) and up to a handful of mobile opponents,
the contribution of pathfinding to the runtime was not notable. For denser graphs,
some 50,000-100,000 edges, or a large number of mobile opponents, performance
could at times decline when expensive path reparations were made. This meant
calculating the next step of the simulation would take a few seconds. Since the
agent would typically move away from areas with opponents, this type of slowdown
seldom lasted for more than couple of steps.

The terrain data which was used was supplied with FLAMES®. Initially, highly
detailed map data from the Swedish mapping authority Lantmäteriet was to be
used, but importing the data into a FLAMES® compatible format proved to be too
time consuming. This did not prove to be a problem however, the lack of detail in
terrain data did not notably lead to low quality in the generated paths. The scale
of the simulation could put higher requirements on the data in other simulations,
though. In this work, the paths were typically around 30 km long, and the terrain
data used had a resolution of approx. 50 m. In simulated environments where exact
navigation is important, increasing the detail may be necessary.
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Recommendations and future work

6.1 Behaviour
There are a number of ways in which the Soar model can be improved and extended
in fidelity and realism, as the model implemented is limited in several areas, as
described below.

6.1.1 Rules of Engagement and Psychological operations
Letting the agent react to the actual rules of engagement employed by the peace
keeping force would increase the utility in training scenarios, as exercise participants
could then get feedback on how different levels of hostility towards the residents can
have effects on a larger scale.

If the peace keeping force could convince the deserters that the situation in the
town is under control, this would give a drastically different outcome in good-will
towards the troops as compared with scaring them away with weapons or worse,
killing them. However, this type of psychological operations would probably be
quite challenging to implement properly.

6.1.2 Offensive actions
Enabling offensive actions would create the possibility for a much more complicated
behaviour, as the agent would need to reason about if it would alert the peace
keeping force of the agent’s presence, what kind of strategy to employ during the
attack, coordination between agents, the risk of wounded and how to treat them,
etc. There is a very large set of possible considerations that could be implemented
in this area, but each will also require a detailed study to model correctly on it’s
own, as well as interaction effects with other extensions.
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6.1.3 Groups and group dynamics
In the scenario envisioned, the deserters were a group of people. In the model, that
was simplified into one single agent. Creating individual agents for each member
of the group (not necessarily distinct models, but with different initial conditions
for motivation, decisiveness and so on) and creating interactions within the group
could also create interesting effects.

6.2 FLAMES® implementation
The unit as implemented in FLAMES® can be improved in several areas, mainly
through adding more components. Note that this would require some additional
work in the behaviour model for the unit to really use the new capabilities.

6.2.1 Signatures and visibility
A unit is detected in FLAMES® by an interaction between the detecting unit’s
sensors and the detected unit’s signature models. The unit currently uses the default
signature, which specifies a cross section area and a frequency band in which it is
valid. These are designed for vehicles as the radar cross section, and creating more
detailed signatures could be useful. Signatures for the visible light and IR spectra,
which could take atmospheric effects such as rain and time of day into account, are
possible.

The agent could then, as an example, reason about whether it might be a good
idea to wait in a secure, covered location until darkness before passing a field.
Another possibility is crawling across the field, which would reduce the cross section
area exposed. However, this also requires developing sensors which utilize this
information.

6.2.2 More sensors
Apart from the sensors mentioned above, having platform models emit sound and
modelling ears for the agents could provide additional information for the agent
to determine where it might be dangerous to go, even if it is out of sight, such as
behind the crest of a hill.

6.2.3 Armament
Modelling sidearms, and corresponding munitions and their effects, would enable
the offensive behaviour discussed above to be implemented.

6.2.4 Communications
If modelling a group of agents as suggested above, models simulating the communi-
cations between the agents and movement in formations must be developed. If the
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agents are moving closely together, this might be modelled as simply speaking to
each other, but for longer ranges radio equipment is needed.

6.3 External communications
When currently used in training simulations, the Bogaland exercises use a system
called TYR [19] to drive the simulation. While it is not technically possible to
directly plug the developed model into TYR, something which would also require
passing an accreditation process, TYR distributes it’s simulation state using the
standardized HLA (High Level Architecture) protocol. FLAMES® is also HLA
compatible, and could subscribe to TYR troop movement messages and creating
the appropriate units within a parallel simulation. The deserters movements can
then be simulated and reported to exercise participants.
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Appendix A

Pseudocode for the D* Lite algorithm

In this appendix pseudocode for the D* Lite algorithm is given. The Main func-
tion is detailed first, with the calculation functions referenced in Main appearing
afterwards.

Algorithm A.1 D* Lite
function Main

slast = sstart

Initialize()
ComputeShortestPath()
while sstart ̸= sgoal do

sstart = argmins′∈Succ(sstart)(c(sstart, s′) + g(s′))
Move to sstart

Scan graph for changed edge costs
if any edge costs changed then

km = km + h(slast, sstart)
slast = sstart

for all directed edges (u, v) with changed edge costs do
cold = c(u, v)
Update the edge cost c(u, v)
if cold > c(u, v) then

if u ̸= sgoal then
rhs(u) = min(rhs(u), c(u, v) + g(v))

end if
else if rhs(u) = cold + g(v) then

if u ̸= sgoal then
rhs(u) = mins′∈Succ(u)(c(u, s′) + g(s′))

end if
end if
UpdateVertex(u)

end for
ComputeShortestPath()

end if
end while

end function
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Algorithm A.2 D* Lite, continued
function ComputeShortestPath

while U.TopKey() < CalculateKey(sstart) OR rhs(sstart) > g(sstart) do
u = U.Top()
kold = U.TopKey()
knew = CalculateKey(u)
if kold < knew then

U.Update(u, knew)
else if g(u) > rhs(u) then

g(u) = rhs(u)
U.Remove(u)
for all s ∈ P red(u) do

if s ̸= sgoal then
rhs(s) = min(rhs(s), c(s, u) + g(u))

end if
UpdateVertex(s)

end for
else

gold = g(u)
g(u) = ∞
for all s ∈ P red(u) ∪ {u} do

if rhs(s) = c(s, u) + gold then
if s ̸= sgoal then

rhs(s) = mins′∈Succ(s)(c(s, s′) + g(s′))
end if

end if
UpdateVertex(s)

end for
end if

end while
end function

29



APPENDIX A. PSEUDOCODE FOR THE D* LITE ALGORITHM

Algorithm A.3 D* Lite, supporting functions
function CalculateKey(s)

return [min(g(s), rhs(s)) + h(sstart, s) + km; min(g(s), rhs(s))]
end function
function Initialize

U = ∅, km = 0
for all s ∈ S do

rhs(s) = g(s) = ∞
end for
rhs(sgoal) = 0
U.Insert(sgoal, [h(sstart, sgoal); 0])

end function
function UpdateVertex(u)

if g(u) ̸= rhs(u) AND u ∈ U then
U.Update(u, CalculateKey(u))

else if g(u) ̸= rhs(u) AND u ̸∈ U then
U.Insert(u, CalculateKey(u))

else if g(u) = rhs(u) AND u ∈ U then
U.Remove(u)

end if
end function
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