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Abstract 

This thesis, conducted at Ericsson Software Research, investigates how 

workflows can be made to work more dynamically. The thesis further 

aims at recommending how such workflows can be applied in the 

context of network operation centres (NOC) - the steps needed for 

automation of trouble ticket handling. An agent-based solution is 

considered, where each agent implements a workflow, ruled by 

conventional methods, but the agents communicate in a way allowing 

new agents to appear as well as allowing disconnections and 

reconnections without disturbing other parts of the system. 

Furthermore, different artificial intelligence algorithms most suited for 

automatic information gathering are investigated, mainly for 

application in troubleshooting environments during 

telecommunication network management. The intention of this is to 

provide the workflows with the tools needed for automation of 

routine tasks – in a way users can easily understand and follow. The 

perception here is that Naïve Bayesian networks are preferred, as they 

are easy to train, scales good and inference from a Naïve net is easy to 

understand in an intuitive way. Further, ZeroMQ is recommended 

when designing a decoupled workflow system.  

 

 

 

  



 
 

Beslutsstödsystem: Smarta Arbetsflöden 
I kontexten av telekommunikationsnätverk  

 

 

 

Sammanfattning 

Detta examensarbete, som utförts vid Ericsson Software research, 

undersöker hur arbetsflöden kan göras mer dynamiska. Bland annat 

undersöks ett agentliknande system, där arbetsflöden styrs av 

konventionella metoder i respektive agent, men där agenterna 

kommunicerar på ett sätt som tillåter tillkomst och bortfall av agenter 

– utan att det påverkar andra delar av systemet. Vidare undersöks vilka 

algoritmer inom artificiell intelligens som bäst kan lämpa sig för 

automatisering av informationsinhämtning. Forskningen bedrivs inom 

telekommunikationsområdet – informationsinhämtningen är 

utformad att fungera i första hand i den kontexten. Syftet med detta 

är för att vidare förse arbetsflödena med de verktyg som krävs för att 

automatiskt utföra rutinuppgifter, men på ett sätt som användare 

enkelt kan följa och förstå. Uppfattningen här är att så kallade Naiva 

Bayesianska nät är att föredra, de är enkla att träna, skalar effektivt 

och slutledningar dragna ur ett Naivt nät är enkla att förstå på ett 

intuitivt sätt. Slutligen rekommenderas ZeroMQ när ett system 

utvecklas i syfte att implementera frikopplade arbetsflöden 

(decoupled workflow).  
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1 INTRODUCTION 

The introduction to this paper briefly describes the problem, 

possible limitations on the work, and the structure of this 

report. It ends with an introduction to network management. 

 
This report was requested by Stefan Avesand, senior researcher at Ericsson Software 

Research in Kista, Stockholm, in December 2012. The report addresses decision support 

systems for network operators dealing with troubleshooting. The aim is to suggest one or 

more possible architectural approaches when designing what is, internally at Ericsson, 

known as Smart Workflows. The work is done as part of a master’s thesis conducted at 

the KTH Royal Institute of Technology, Stockholm, Sweden.  

 

Ericsson (Telefonaktiebolaget LM Ericsson) is a manufacturer of telecommunication 

equipment and services to mobile and fixed network operators. The company was 

founded by Lars Magnus Ericsson at the end of the 19th century, and has since grown into 

one of the biggest companies in the world that delivers communication solutions. Ericsson 

is present in more than 180 countries, employing more than 100,000 people, with the 

biggest share in central and northern Europe. More than 40 percent of the world’s mobile 

traffic passes through equipment from Ericsson.  

 

To accommodate for all the different problems that can appear during normal usage, 

Ericsson uses what is called Network Operation Centres (NOCs) to make sure that the 

networks they handle function as intended. The support systems used today in NOCs are 

on their way to be changed, after a long service-time (in some cases) of nearly 30 years. 

This thesis is concerned about some of the aspects that need attention during this change.    

1.1 The Problem 

Global Network Operation Centres (G-NOCs) at Ericsson handles all the troubleshooting 

done today in networks delivered and managed by Ericsson. The troubleshooting involves 

each step from detecting a specific problem, figuring out the cause, and allocating 

technicians or resources to fix the problem. The NOC-personnel must also schedule 

ordinary maintenance. Apart from solving newly discovered problems they also try to 

predict upcoming problems to counter them before they occur, which is something 

considered very hard when the monitored system grows as much as today’s society 

demands.   
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To accomplish all this they use a myriad of different tools and software, developed by 

themselves, consultants or any other possible source. More than 3000 different 

applications handling specific parts of different networks are believed to exist.  

 

This paper aims at describing possible architectural approaches when developing a system 

that gathers knowledge from experienced operators (NOC-staff), as well as giving them 

the possibility to influence the steps taken when handling problems. The starting point is 

conventional Workflows, where the addition of artificial intelligence algorithms can help 

the user decide what step to take next. 

 

1.1.1 Problem definition: 

 

Recommend a design of a troubleshooting system that tries to capture domain knowledge 

from users and at the same time supports the user in his or her daily work. 

 

To achieve the goals, the report will investigate the following areas: 

 

 Artificial intelligence algorithms that can help handle uncertainty 

 How to make workflows more dynamic 

1.2 Scope 

A comprehensive overview of all possible AI-algorithms is the subject of many books, 

reports and articles. This thesis will aim at describing what is thought to be the most 

promising algorithms, looking at state-of-the-art solutions used today, but applied in new 

contexts. Existing workflow-engines, such as Activiti, Apache ODE, jBPM or Open ESB all 

incorporates essential components such as tasks and events – for sake of simplicity this 

thesis will focus mainly on Activiti as a workflow engine, but the paper emphasises that 

techniques described here could be used with most other workflow engines.  

1.3 Structure 

This paper is structured as follows: 

 

 Chapter 2: Background – Network management done today and the DAPA 

model used to design reactive workflows.  

 

 Chapter 3: Theory - Current workflow solutions and their standards are 

presented, followed by an overview of different artificial intelligence (AI) 

algorithms that could be used to make the system handle uncertainty and 

become more dynamic.  Last in chapter 3, an introduction to a message bus 

system is made 

 

 Chapter 4: Method - Describes how the work for this paper was conducted.   
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 Chapter 5: Experimentation – First presents the bigger picture of how a possible 

setup could look, followed by small experiments that led up to that picture.  

 

 Chapter 6: Conclusions – Discussion and conclusions  

1.4 Collaboration 

This report was in part written in collaboration with another student, Martin A. Lindberg, 

a student from Umeå University, whose thesis called Decision Support Systems: 

Diagnostics and Explanation methods was done during the same time at Ericsson. The 

parts in question are section 2.1, and to some extent chapter 5, where some prototypes 

were developed.  

1.5 Intention 

The thesis intention is to describe different architectural approaches when designing a 

decision support system which aims at gathering knowledge from its users, where said 

knowledge could be used to automate different processes. The aim is that the approach 

described here could be used for any operation centre where normal static workflows are 

used and where automation is desirable. The intention is not that the findings here should 

only be applicable to telecommunication operation centres, but to any operation centre 

using similar decision systems.  

1.6 Location 

The thesis was conducted on site at Ericsson AB - Software Research, Kista, Sweden (SE 

KI30).  

 



Decision support systems: Smart Workflows Background 

4 
 

2 BACKGROUND 

The background chapter introduces the current work done 

today at Ericsson, and proceeds with explaining the general 

approach when solving problems at a network operation 

centre (NOC). The chapter ends with an introduction to 

Workflows 
 

2.1 Network management 

The following sub-section is written in collaboration with Martin A. Lindberg, thesis 

student from UMEÅ University. The work described are mostly relevant for Ericsson, but 

should in theory not differ much from other (telecommunication) NOCs. 

 

The NOC is the place where the solutions discussed in this report could be applied. 

 

2.1.1 What is a NOC? 

 

A network operation centre’s main tasks are to ensure service level agreements (SLA)1 on 

availability and performance, provision customer network services on core equipment 

and provide support services for engineering and other technical teams. This results in a 

diverse range of duties for the NOC operators, such as network management, 

troubleshooting and maintenance scheduling. (Ericsson NOC, 2013) 

 

2.1.2 Structure of a typical G-NOC 

 

A typical Global Network Operation Centre (G-NOC) consists of mainly three parts, the 

Front Office (FO), Back Office (BO) and Field operations (FOPS) where the FO personnel is 

available 24/7, and BO personnel works normal office hours. Both BO and FO interact with 

the surrounding world via different systems. FO usually interacts with some Network 

Customer Support (NCS) system, belonging to a telecom-operator. The BO personnel work 

with field technicians (FOPS) and second level troubleshooting, housing network experts 

and capabilities outside FO’s scope. (Ericsson NOC, 2013) 

  

                                                           
1 SLA specifies to what degree the NOC is responsible for the quality of the network. This also 

includes demands on the network operators.   
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Table 1 summarizes the work done at different parts of the NOC (the entries are examples; 

the real NOCs have more tasks to deal with). The setup as described below becomes 

important when deciding when and how to escalate events, but for the general case, only 

FO and BO is of interest when tracking how trouble tickets are handled (Ericsson MSTOP, 

2012). 

 
Table 1: Information on different tasks in NOC-departments at Ericsson, as described in (Ericsson MSTOP, 2012) 

Process / Topic Department 

Alarm Threshold Back Office 
NMS Health Check Template Back Office 
Hardware Replacement Back Office 
SOP* for Equipment Configuration Back Office 
BO BSS Routines Back Office 
… … 
Troubleshooting – e.g. MLH* Field Operations 
… … 
External Alarm SOP Front Office 
Maintenance Routines Front Office 
Incident and Problem Mgmt. Front Office 

* SOP = Standard Operating Procedure 

* MLH = Marconi LH; a Microwave Radio System   

 

 

2.1.3 Troubleshooting by Front Office in a NOC today 

 

Troubleshooting in the FO today typically follows the scheme below (Ericsson NOC, 2013) 
 

 Observe incoming alarms 

 Verify alarm  

 Check originating elements status 

 Fetch elements information  

 Follow different workflows to find and solve alarm 

 If no solution can be found, send problem to BO 

2.1.4 Possible improvements, as basis for this paper  

 

In an internal document reporting the findings from a site visit in Bucharest, Romania, 
regarding product improvements, some suggestions were listed. The suggestions were 
related to user experience and product handling. The following aspects were pointed out 
(Ericsson GSC, 2011): 
 

1. Reduce software upgrade frequency 

Software upgrades are a frequent source of interruptions and outages. There 

should be at most 2 releases a year, since the upgrade procedure is very time-

consuming. The quality and stability of the upgrade packages should be 

improved to reduce downtime. 

2. Improve alarm information and troubleshooting 

Improve notification and troubleshooting system, with integrated root cause 

analysis information visible.  
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3. Improve command line interface (CLI) 

The CLI should cover all command options and allow for offline and batch 

configuration operations. 

4. Upgrade ServiceOn user experience 

Improve adaptation to different user needs, troubleshooting functions and 

synchronization between different analysing tools.  

5. Graphical overview of network element (NE)  

Graphical overview to guide field engineers on-site during repair and 

troubleshooting operations. 

6. Introduce Customizable trouble tickets 

A function to create a skeleton of a trouble ticket directly from the notification. 

This function could copy alarm information to the Windows clipboard and 

include hardware (HW) and software (SW) revision. 

7. Simplify field operations  

Field engineers frequently need support on product handling during upgrades 

and related service operations but recurring problems such as firewall access 

issues slows the work down. 

8. Alternative feedback channel to Project Development Unit (PDU) 

Slow response when submitting a Customer Service Request. An informal way of 

reporting improvement suggestions would improve the PDU knowledge on 

product handling. 

 

These suggestions, especially 8: “Alternative feedback channel to Project Development 
Unit” were the starting point that leads to the idea of developing a “smart” system which 
focuses on dynamic feedback and reinforcement.  
 

2.2 The DAPA model 

DAPA stands for Detect-Analyse-Plan-Act and this subsection will cover the four steps 

performed while troubleshooting in a system built around the DAPA model. The analysing 

step can also be called a diagnosing step. The DAPA model was inspired by how work at a 

NOC is conducted, aiming to generalize the steps a decision support system would need 

to perform. The DAPA model was devised during the first two months during the work for 

this paper, and resulted in a whitepaper (Schiess, et al., 2013). 

 

2.2.1 The Detect step 

 

This is normally the first step in a workflow (section 2.3) designed to deal with 

troubleshooting, and is responsible for detecting when the workflow should be triggered. 

For example, calculating the slope of a certain attribute in a network and then deciding 

whether a real analysis is needed or not are typical detection-steps. The detect step could 

in reality listen to alarms originating from network elements (NEs), or query different 

status-servers for other information to make good decisions.  
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The detect-step can be divided into different kinds of detection, namely: 

 

1. Anomaly detection   

2. Ticket / Error – report (from some entity) 

3. Alarm (from equipment)  

 

In anomaly detection, it is customary to talk about different kinds of anomalies (Chandola, 

et al., 2008).  

 

A short description of different kind of anomaly detection follows below. 

2.2.1.1 POINT ANOMALIES 

Point anomalies occur when an individual data point can be considered as anomalous. For 

simplicity, normal alarms can be treated as point anomalies, as they are single 

observations of something that should point in the direction of some error (Chandola, et 

al., 2008). 

 

In statistics, an outlier is an observation that distinctly deviates from other members of 

the same set. Outliers can indicate either a measurement error or statistical fluctuation 

due to the distribution at hand and are often expected when dealing with large data sets. 

Due to the similarity of outliers and point anomalies it is important to notice that outliers 

are to be expected, and do not necessarily indicate any anomalous behaviour. (Wiki: 

Outlier, 2013) 

 

 
Figure 1: Visualization of a point anomaly 

The point circled in red in Figure 1 could be categorised as a point anomaly, as it is unique 

in an intuitive way – an almost impossible task here it to distinguish between real 

anomalies and simple outliers (Chandola, et al., 2008). 
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2.2.1.2 CONTEXTUAL ANOMALIES 

Contextual anomalies appear when an instance of data can be considered as normal under 

certain conditions, but as anomalous under others. This can also be referred to as 

conditional anomalies. Contextual anomalies are often treated in situations with time 

series data. As seen in Figure 2, the point that was previously treated as an anomaly 

should now be ignored (as an outlier), and instead the alarm should be raised when the 

slope points in certain directions (Chandola, et al., 2008). 

 

 
Figure 2: Contextual anomaly – values are rising over time – the slope is the anomaly 

 

2.2.1.3 COLLECTIVE ANOMALIES 

When a single observation of data is normal (cannot be considered to be a point anomaly), 

but it appears in a sequence which is not normal, the points are termed as a collective 

anomaly. The sequence itself is the anomaly, not the data-points with which the sequence 

is built upon (Chandola, et al., 2008). 

 
Figure 3: Example of a Collective anomaly – the points should appear in pairs of the form <v1, v2> where v1 = v2, and if 

they do not, we have a collective anomaly.  
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As seen in Figure 3, collective anomaly detection algorithms must cope with normal data 

points but in “wrong” sequence - in this case any points not in a pair <v1, v2> where v1 = 

v2, and where v1 and v2 can only belong to one pair at any given time. With that rule, 

only 2 points above qualify for being anomaly-labelled; the 2 points inside the big red 

circle in Figure 3. (Chandola, et al., 2008) 

2.2.1.4 OTHER TYPES OF DETECTION 

 

Handling error reports, tickets or alarms also belongs in the detection step. Error reports 

or tickets are more straightforward, meaning that the system should not spend time 

evaluating the validity of a ticket; rather it should try to solve the problem directly. Alarms 

should be treated as anomalies, since thresholds for alarms can vary over time and alarms 

should, generally speaking, not occur.  

2.2.1.5 TECHNIQUES 

A short overview of algorithms or techniques that can be used for anomaly detection 

follows below. For a more complete list, see for example (Chandola, et al., 2008) or 

(Patcha, 2007): 

 

Table 2: Techniques used in anomaly detection 

Technique Reference 

Bayesian Networks (BN) (Finn V. Jensen, 2007), (Koski & Noble, 2009) 

Rule-based Systems (Chandola, et al., 2008), (Patcha, 2007) 

Parametric statistical Modelling (Chandola, et al., 2008) 

Neural Networks (NN) (Patcha, 2007), (Chandola, et al., 2008) 

SVM (Li, et al., 2010) 

Cascading K-Means Clustering 
And C4.5 Decision Tree Alg. 

(Rajaram, et al., 2011) 

 

2.2.2 The analysing and diagnosing step 

 

In a normal troubleshooting scenario, the analysing step is usually performed right after 

detection of a problem – be it an alarm or anomaly giving rise to the question: So, what 

went wrong this time? The analysis should try to understand why a certain alarm or 

anomaly was detected – called the cause of the problem. In network fault management, 

different faults can often give rise to similar symptoms, raising the demands on proper 

fault analysis (Kavulya, et al., 2012).  

 

One of the techniques used when analysing the cause of a symptom is Bayesian networks, 

also known as belief network, Bayesian belief network or causal probabilistic network. For 

an explanation of Bayesian networks see section 3.1.1. 
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2.2.2.1 DIFFERENT LEVELS OF CAUSE ANALYSIS 

When addressing fault management, many authors describe Root-Cause Analysis (RCA) at 

different levels ( (Olivia Medina, et al., 2012), (Velasco, 2012), (Tronskar, 2003)): 

 

1. Physical Root Cause -> caused by physical reasons 

2. Human Root Cause -> caused by humans 

3. Latent Root Cause  -> caused by organizational-level decisions 

 

The general concept is that you can perform RCA at different levels, depending on what 

your goal is (Olivia Medina, et al., 2012), (Velasco, 2012). 

 

In fault management in the context of telecommunication, knowing why a certain 

parameter is wrong could prove useful when educating personnel or writing instructions 

for how to set the parameter correctly, but simply deducting that the parameter is wrong 

in the first place could suffice as cause analysis, for which RCA algorithms can be used 

(Wiki: RCA, 2013). 

 

2.2.2.2 ANALYSING APPROACHES 

The cause analysing algorithms can be divided into four different groups (Olivia Medina, 

et al., 2012), based on their approach: 

 

 Deductive cause analysis: 

Used in problem-diagnosis where logical steps are taken, starting from the 

symptom, via logic, to (pre)-defined errors/causes. Logic trees are deductive cause 

algorithms, see (Dugan, 2001) or (Sutton, 2003). 

 

 Inductive cause analysis: 

E.g. Case-based learning, where general knowledge is extracted from individual 

cases, see (Alvaro & Eduardo, 2011). 

 

 Morphological cause analysis (MCA): 

The analysing system is tailored around its area of use to assess what special 

conditions can emerge and potentially need additional resources to handle – 

example: traffic accident, information on what cargo the vehicles had could greatly 

help medical personnel if dangerous chemicals were involved. Focus is on how the 

parts that form the whole system “fit together”. General Morphological Analysis is 

an example of a MCA method (Ritchey, 1998).  

 

 Others (non-system oriented techniques): 

There are other types of methods used which do not fit into the above categories. 

Two examples of such methods are Human Error Study Probability and Change 

Analysis (Olivia Medina, et al., 2012). 
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2.2.3 The Plan step 

 

The planning step of the DAPA model requires two things. First, a successful analysis of a 

symptom must state what the cause of the problem is. Second, the planner must have 

access to a solution fixing that particular cause. Additional information that can appear 

here is for example the cost or estimated time to perform the solution. (Schiess, et al., 

2013) 

 

The planner must, based on the above information, recommend possible solutions for a 

specific symptom. If no solutions are known, the planner should inform whoever might 

be interested in this (Schiess, et al., 2013). 

 

2.2.4 The Act step 

 

During the execution of the plan from the planner; related information should be made 

available, showing graphs and contextual information to satisfy the person in charge of 

the current problem solution (Schiess, et al., 2013). 

2.2.4.1 FEEDBACK 

 

Normal feedback occurs once a solution has been applied and information of the outcome 

becomes available. In the DAPA model, when implementing Smart Workflows, the 

feedback will exists not only in one place, but instead will be present in nearly every step 

– training the system towards a better understanding of both the problems being handled 

and how operators do their daily work (Schiess, et al., 2013). 

2.3 Introduction to workflows 

This section introduces the concept of workflows, with focus on the terminology used in 

this paper. For a more exhaustive explanation of workflow concepts, see for example 

(Cickocki, et al., 1998). Workflows are used in NOCs to illustrate how different 

troubleshooting schemes should be executed, as well as supplying the means to optimise 

such tasks.  

 

A workflow is a scheme of what steps should be involved in performing a specific task. 

The order in which each step is executed is often strict and depends solely on 

deterministic expressions. Below is a short description of typical elements that form a 

workflow: (Kearney, et al., 2002) 

 

1. Activity or Task: Piece of work to be done 

1. Human task (e.g. contact customer or gather information) 

2. Script 

3. Analysis 
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2. Agent: Entity that handles a task or activity 

1. Human 

2. Computer 

3. Event: Can trigger the start, stop or continuation of a workflow 

1. Start-event: events designed to start a specific workflow 

2. End-event: marks the completion of a workflow 

3. Message-event: Can be anywhere in a workflow and acts as a signal to 

the current workflow to be aware of something new 

4. Gateways and Connections: Is in control of the sequence in which the activities 

are done 

1. Parallel gateway: Split the execution into 2 or more parallel paths, 

joining them together at the next parallel gateway 

2. Exclusive gateway: Only a specific path is valid after this point, usually 

depends on some logic expression 

5. Roles: roles group agents together, so that tasks can be assigned to groups 

instead 

1. Technicians 

2. Administrators 

3. Billing 

 

2.3.1 Workflow standards 

 

The Business Process Management Initiative (BPMI) was created to act as a base for 
developing new Business Process Management (BPM) techniques, using standards to 
formalize the work in the area. BPMI has for example developed the standards for the 
following three BPM techniques (Owen & Raj, 2003): 

1. BPMN, a standard for modelling business processes, 
2. BPML, Business Process Modelling Language, a standard for business execution 

language, 
3. BPQL, Business Process Query Language, a standard management interface for 

e-Business processes. 

Formal languages such as those above were developed with certain goals in mind – the 
notation should be readily understandable by all users, with or without technical 
background. By using flowchart diagrams to illustrate the flows, graphical tools are used 
to model workflows in very complex environments, while still remaining easy to 
understand and follow (White, 2004). 

 

2.3.2 A small example 

 

Figure 4 exemplifies the workflow standard called Business Process Model and Notation 

version 2.0 (BPMN v2.0), which is a standard from OMG (OMG, Object Management 

Group, 2010)  The start of a workflow is illustrated by a Start-event, usually a circle with 

thin borders, while the end of the workflow uses the same symbol but with thicker border, 

see bottom right corner (OMG, 2011). 
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Figure 4: Example of a small workflow example in BPMN v2.0, showing how a pizza-order could be handled. In the case 

the order is “Not ok” – the workflow-instance is terminated just as if it had executed normally (Rademakers, 2012) 

 

The cross-shaped diamond is an exclusive gateway, meaning the path of execution from 

that point and onwards can only take one route – in this case, either the pizza order is ok 

or it is not (another implementation of this workflow could prompt the customer for a 

new order when the “Not ok” path is triggered, here the flow is simply terminated). The 

other diamond-shaped boxes, with a plus-sign inside of them are what are called parallel 

gateways, meaning the execution will split up into all emerging paths, and finally merging 

again at the next parallel gateway symbol. (OMG, 2011) 

 

Each activity in the workflow in Figure 4 could be split up into less generic pieces of work, 

for example, the “Bake the pizza(s)” box could trigger different workflows, depending on 

what pizza is to be made, and what steps to follow in the specific cases.  (Deelman, et al., 

2003) 

 

2.3.3 Autonomous Workflows 

 

There are many companies developing network management suits or programs. By 

governing all of your business processes using languages such as those described in the 

section Workflow standards, automation and optimization become available – or the 

other way around, you model your process in BPMN so that you can use off-the-shelf 

solutions on the market today to optimize a process (note that focus often is on 

monitoring, less so on automation), (Cottrell, 2013). 

 

The following example illustrates what is meant by autonomous workflows. 

 

Take a person working in a NOC as an example, whose work is to troubleshoot an alarm 

originating from some device in a network element. Since he will be monitoring the alarms 

compiled in some sort of monitoring system, his first task will be to verify that the alarm 

actually exists at the location pointed out by this piece of software (first point of failure). 

We can model this in BPMN as follows (2.1.3) 
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Figure 5: Workflow showing steps involved in verifying an alarm. After Verify Alarm, the outcome can be either that 

Troubleshooting is needed (alarm present), or that nothing needs to be done (false alarm).  

 

As seen in the above example, both “Verify alarm” and “Troubleshoot alarm” are human 

tasks, only “Receive incoming alarms” is done by computers. By expanding the “Verify 

alarm”-bubble into the following scheme, we can add additional automation: 

 

 
Figure 6: Made up example, showing an expanded version of the workflow in Figure 5 

 

What happens now is that each time an alarm reaches this system, it will automatically 

log in to the device reporting the error, removing the need of an operator to manually log 

into the machine. If this login fails, a workflow designed to troubleshoot devices not 

reachable via SSH is triggered, otherwise the operator must once again manually verify 

that the alarm is present on the device. Once the alarm is verified, real troubleshooting 

can begin. 

The example just provided serves to illustrate one of the desired tasks a future decision 

system should handle – automatic automation. The system should suggest where such 

automations are possible. 
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3 THEORY 

The Theory chapter starts off by introducing different AI 

techniques, and ends with an overview of a message bus 

system. The Theory should lay the foundation needed to 

understand the prototypes developed and suggested in 

Experimentation and Conclusions.  

3.1 AI-Techniques 

This section will list the AI-algorithms that are believed to fit into one or more steps of the 

DAPA-model. For further reading in the field of AI, see (Norvig & Russell, 2009). 

 

3.1.1 Bayesian Networks (BN) 

Also known as - Belief network, Bayesian belief network or causal probabilistic network. 

 

BNs belong to the family of probabilistic graphical models, where each node in the 

directed acyclic graph (DAG) represents a specific variable. BNs combine principles from 

graph theory, probability theory, computer science and statistics (Ruggeri, et al., 2007). 

The edges represent casual2 one-way connections between the nodes. The nodes in turn 

correspond to the variables used, which must exist in a finite interval. (Krieg, 2001), (Finn 

V. Jensen, 2007), (Macari, 2010). BNs represent the joint probability models of used 

variables in so called CPTs (Conditional probability table), which makes the changes to a 

variable easy to track throughout the graph. Bayesian networks are used in many fields – 

reliability engineering, software testing, intrusion detection systems, 

electrical/medical/financial engineering or artificial intelligence to name a few (Koski & 

Noble, 2009). 

 

 

                                                           
2 Casual connection: Information can propagate from one side of the graph to the opposite side 

without any direct connection. (Laceve & Díez, 2002) 
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Figure 7: Made up example of a small Bayesian network, with inspiration from (Koski & Noble, 2009). The same image 

can be found in the thesis: by Martin A Lindberg  

 

The graph shown in  

 

Figure 7 is the graphical notation of a Bayesian network which links four different variables 

together. All the variables in this case can take on two different values, yes or no – but 

the method described here works for any variable taking on a finite set of distinct values 

(Barco , 2007). 

 

The BN represents a joint probability distribution via the chain rule for BNs (Koller, 2013): 

 

Each node in a BN depends on its parents (Koller, 2013):  
 
 

 ∀ (nodes)𝑋𝑖 =: CPT 𝑃(𝑋𝑖|𝑃𝑎𝑟𝑒𝑛𝑡𝑔(𝑋𝑖) (1) 

 
where CPT stands for Conditional Probability Table, a table where all the probabilities 
for the system are summarised. The chain rule for BNs (Koller, 2013): 
 
 

 𝑃(𝑋1, … , 𝑋𝑛) =  ∏ 𝑃(𝑋𝑖 |𝑃𝑎𝑟𝑒𝑛𝑡𝑔(𝑋𝑖))

𝑖

 (2) 
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(2) can be used e.g. for the BN in Figure 7: 
 

If 𝑖 = {𝐴𝑢𝑡𝑜, 𝐶𝑜𝑟𝑟, 𝐷𝐻𝐶𝑃, 𝑉𝑎𝑙𝑖𝑑} 

 𝑃(𝑋1, … , 𝑋𝑛) = ∏ 𝑃(𝑋𝑖 |𝑃𝑎𝑟𝑒𝑛𝑡𝑔(𝑋𝑖))

𝑖

→ 𝑃(𝐴𝑢𝑡𝑜, 𝐶𝑜𝑟𝑟, 𝐷𝐻𝐶𝑃, 𝑉𝑎𝑙𝑖𝑑)

= 𝑃(𝐴𝑢𝑡𝑜)𝑃(𝐶𝑜𝑟𝑟 | 𝐴𝑢𝑡𝑜)𝑃(𝐷𝐻𝐶𝑃)𝑃(𝑉𝑎𝑙𝑖𝑑 |𝐷𝐻𝐶𝑃, 𝐶𝑜𝑟𝑟) 
 

(3) 
 

To show how this could work, real estimates of the probabilities in the Bayesian Network 

are needed. A table with made up probabilities follows below. 

 
Table 3: The tables below are called Conditional Probability Tables (CPTs). The CPTs belong to the 

Bayesian network in  

 

Figure 7, and the numbers are made up.   

 Automatic IP 
(Auto) 

DHCP server 
ok? (DHCP) 

Yes 81 % 98 % 

No 19 % 2 % 

 

 Correct IP Settings (Corr) 

Automatic IP Yes No 

Yes 72 % 30 % 

No 28 % 70 % 

 

 Valid IP address 

Correct settings Yes No 

DHCP working Yes No Yes No 

Yes 5% 98 % 90 % 99 % 

No 95 % 2 % 10 % 1 % 

  

Given the information in Table 3, it is possible to calculate the likelihood of a 

person experiencing problems with his/her internet connection – without a 

valid IP address it is probably hard to navigate the web. Using (3) to calculate 

the probability of a case where: 

 

1. Correct IP Settings = Yes 

2. DHCP server working = Yes 

3. Automatic IP = Yes 

4. Valid IP address = Yes 

 

We then get, using (3): 

 

𝑃(𝐴𝑢𝑡𝑜, 𝐶𝑜𝑟𝑟, 𝐷𝐻𝐶𝑃, 𝑉𝑎𝑙𝑖𝑑) → 𝑃(𝑌𝑒𝑠, 𝑌𝑒𝑠, 𝑌𝑒𝑠, 𝑌𝑒𝑠) = 

𝑃(𝐴𝑢𝑡𝑜 = 𝑦𝑒𝑠) ∗ 𝑃(𝐶𝑜𝑟𝑟 = 𝑌𝑒𝑠|𝐴𝑢𝑡𝑜 = 𝑌𝑒𝑠) ∗ 

𝑃(𝐷𝐻𝐶𝑃 = 𝑌𝑒𝑠) ∗ 𝑃(𝑉𝑎𝑙𝑖𝑑 = 𝑌𝑒𝑠 | 𝐷𝐻𝐶𝑃 = 𝑌𝑒𝑠, 𝐶𝑜𝑟𝑟 = 𝑌𝑒𝑠) =  

0.81 ∗ 0.72 ∗ 0.98 ∗ 0.98 ≈ 56% 
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This is the probability of a random setting having exactly this configuration. If one were to 

investigate an infinite number of settings while writing down their respective setups, the 

case stated above would appear in roughly 56 % of the times (Koller, 2013). 

 

When dealing with incomplete evidence, the following case gives the probability of said 

configuration containing a valid IP address - Say that it is known that correct IP settings 

are used, automatic IP settings are unknown, and information about the network servers 

are unavailable. The case is then: 

 

1. Correct IP settings = Yes 

2. DHCP server working= Unknown 

3. Automatic IP = Unknown 

4. Valid IP address = Unknown – sought  

 

This will give the case (Helldin, 2009): 

 

P(Valid|Cor = Y, DHCP) = ∑ P(DHCP)P(Valid, Cor = Y, DHCP)

𝐷𝐻𝐶𝑃

=   {
0.98 ∗ 0.05 + 0.02 ∗ 0.9 = 0.067 𝑓𝑜𝑟 Valid = 𝑁𝑜
0.95 ∗ 0.98 + 0.1 ∗ 0.02 = 0.933 𝑓𝑜𝑟 Valid = 𝑌𝑒𝑠

  

 

 

This holds because a variable in a BN is conditionally independent of its non-descendants 

given its parents, meaning that the settings for automatic IP is irrelevant once the 

evidence Corr = Yes becomes known. (Koski & Noble, 2009)  

 

Bayesian networks can be used for (Rish, 2003): 

 Diagnosis or Analysis: P(cause | symptom) 

 Prediction or Detection: P(symptom | cause) 

 Classification:  max
𝑐𝑙𝑎𝑠𝑠

  𝑃(𝑐𝑙𝑎𝑠𝑠 | 𝑑𝑎𝑡𝑎) 

 Decision-making when given a cost function 

 

3.1.2 Naïve Bayes Networks 

A Naïve Bayesian network is a special case of a normal BN, with the additional assumption 

stating that the variables all are independent of each other, a rather naïve statement 

(hence the name). Even though this is normally not the case, Naïve Bayesian networks 

perform surprisingly well, are regarded as robust, transparent, easy to set up, handles 

much more data than a normal BN and are fast to adapt to changes in the data. (Xindong 

Wu, 2007), (Macari, 2010)  

 

Using the same example as in  

 

Figure 7 (Bayesian Network), a Naïve Bayes network can be formed (made up example): 
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Figure 8: A Naïve Bayesian Network, based on the example given in  

 

Figure 7 

 

The chain rule (2) is still valid in the naïve version, and calculating the probabilities is easier 

with the assumption of orthogonal (completely independent) variables. Applying the 

chain rule on the naïve net shown in Figure 8 gives: 

   

If 𝑖 = {𝐴𝑢𝑡𝑜, 𝐶𝑜𝑟𝑟, 𝐷𝐻𝐶𝑃, 𝑉𝑎𝑙𝑖𝑑} 

 𝑃(𝑋1, … , 𝑋𝑛) =  ∏ 𝑃(𝑋𝑖 |𝑃𝑎𝑟𝑒𝑛𝑡𝑔(𝑋𝑖))

𝑖

= 𝑃(𝐴𝑢𝑡𝑜, 𝐶𝑜𝑟𝑟, 𝐷𝐻𝐶𝑃, 𝑉𝑎𝑙𝑖𝑑)
= 𝑃(𝐴𝑢𝑡𝑜)𝑃(𝐶𝑜𝑟𝑟)𝑃(𝐷𝐻𝐶𝑃)𝑃(𝑉𝑎𝑙𝑖𝑑 | 𝐴𝑢𝑡𝑜, 𝐶𝑜𝑟𝑟, 𝐷𝐻𝐶𝑃) 

 
(4) 

 

Comparing (3) and (4) shows that only one of the variables (here Valid IP) depend on other 

terms in the naïve version. In the normal version, more than one node can depend on 

other variables. 

 

3.1.3 Artificial Neural Networks (ANN) 

 

Artificial neural network (ANN) uses techniques inspired by neurons in our own brains. 

The ANN are composed of nodes or “neurons” which are connected by directed vertices 

(synapses when dealing with a real brain). Each link to other nodes in an ANN utilizes a 

link-weight, stating how strong that connection is and the sign of that binding. Each node, 

i, computes the sum of its weighted inputs: (Norvig & Russell, 2009) 
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𝑆𝑖 =  ∑ 𝑤𝑖,𝑗 ∗ 𝑎𝑖

𝑛

𝑖=0

 

 

Where wi, j denotes the weights between the connected nodes i and j and ai is the input 

signal. It then uses this sum in an activation function, often denoted by g, to derive its 

outputs (Norvig & Russell, 2009): 

 

𝑎𝑗 = 𝑔(𝑆𝑖) 

 

The activation function g can be of different types. If, for example, the node uses a hard 

threshold for its activation function, the node is called a perceptron, and can be 

implemented with, for example, a Heaviside step-function (Norvig & Russell, 2009). 

 

Another set of functions are called sigmoid activation functions, and they are good when 

using back-propagation in a neural network. A Logistic activation function is given as 

follows (Karlik & Olgac, 2011): 

 

𝑔(𝑆𝑖) =
1

1 + 𝑒−𝑥
 

 

 
Figure 9: To the left, a Heaviside step function and to the right, a sigmoid function 

 

Figure 9 illustrates how two different kinds of activation functions for neurons look. The 

left neuron activates (sets the neuron output to 1) at an input strength of 10. The logistic 

activation function uses a smoother transition from zero output up to its full activation, 

which can be seen in the figure to the right (Norvig & Russell, 2009).  

 

A neural network with all its inputs directly connected to its output neurons is called a 

Single-layer feed-forward neural network. Worth noting is that a single layer feed-forward 

network with x output signal is really x separate networks, since each weight will only 

affect one of the outputs (Norvig & Russell, 2009). 
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Figure 10: A Single layer feed-forward neural network, also called a perceptron network (Norvig & Russell, 2009) 

 

As seen in Figure 10, the different weights only affect one path through the network, 

illustrating that this in fact is two separate networks. The blue boxes on the left are the 

entry points to the network, with input X1 and X2. In a perceptron network it is fairly easy 

to map the input to the output - here Y1 and Y2 (Norvig & Russell, 2009).  

 

One of the first setbacks to neural networks was their inability to learn functions such as 

bitwise addition – neuron 4 in Figure 10 can learn to correctly calculate the carry-on bit 

(which is a logical AND of the two inputs), but neuron 3 will fail at learning the XOR 

behaviour needed for the summation operation to work correctly. This is due to the fact 

that the XOR function is not linearly separable (Norvig & Russell, 2009). 

 

 
Figure 11: A neural network with one hidden layer (neuron 3 and 4). (Norvig & Russell, 2009) 

 

To learn more complex models, neural networks often uses more than one layer of 

neurons. The neurons in the middle are called hidden neurons; see Figure 11 for an 

example of such an artificial neural network, with one hidden layer (Norvig & Russell, 

2009). 

 

3.1.4 Support Vector Machines (SVM) 

 

This is the most popular approach when using off-the-shelf supervised learning, at least 

when dealing with data for which you lack prior knowledge. Three properties are what 

make SVMs competitive (Norvig & Russell, 2009):  

 

1. SVMs construct a maximum margin separator, which is good for generalization. 

2. SVMs create a linear separating hyperplane, mapping data in lower dimensions 

to higher ones to more easily separate the data-points.  
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3. SVMs do not project data down which means that they could, potentially, need 

to store all the data points. This is called a nonparametric method. In practise, 

they often end up keeping just a small fraction of the training examples. This 

means SVMs are resistant to overfitting while still effective at representing 

complex functions.  

 

 
Figure 12: Illustration of how a SVM could divide two sets of points – here green and blue points. Inspiration for the 

image taken from (Norvig & Russell, 2009) 

 

The support vectors in a SVM are the points closest to the margin separator line, which is 

in the middle of the dashed lines in the figure above. The dashed lines are uniquely 

defined by the support vectors (Norvig & Russell, 2009).  

 

The problem with SVMs is thus: How to find the margin separator, the hyperplane dividing 

the different regions? With a representation called the dual representation, the optimal 

solution can be found by solving a quadratic programming optimization problem, for 

which there are (free) good software packages.  For equations and techniques, see (Norvig 

& Russell, 2009). 

 

3.1.5 Summary 

 

Due to their transparency issues, artificial neural networks should not be used where the 

system needs to explain its conclusions to a user.  

 

Bayesian networks and SVMs have the required properties for a decision support system 

built around the DAPA model.  
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3.2 Message bus 

This section describes a typical message bus system, what parts it consists of and how the 

parts work together. Examples will be made with a software suite called ZeroMQ. The 

ZeroMQ software is the communicating system used in the experimentation part of this 

paper. 

 

The message bus system is of interest in this thesis when designing a decoupled workflow 

scheme, since message handling is not performed by the used workflow engine (Activiti) 

and is something the decision system must implement when using such a 

process/workflow engine (Activiti TM, 2013). 

 

3.2.1 Request – Reply (REQ-REP) 

 

The requester-part sends a request to the replier, who then answers. The replier is often 

seen as the server, while the requester is the client. Communication is strict, that is: one 

message – one reply, one message – one reply, etc. (Hintjens, 2013).  

 

 

 
 
Figure 13: A simple example of two request-clients and a reply-server, with inspiration from (Hintjens, 2013) 

 

 

3.2.2 Publish – Subscribe (PUB-SUB) 

 

In this scenario, the server (the publisher) pushes new messages out to all the clients 

(subscribers) interested in what the server has to say. Publishers push their message out, 

regardless of the presence of a subscriber, and subscriber listens to specific or all 

messages, regardless of where and who the publisher is (to avoid network congestion, 

some publishers will not push messages when there are no subscribers, but that is not the 

general case), (Hintjens, 2013).  
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Figure 14: A Publisher pushes data-updates out to all the clients who are subscribing to those messages. Image inspired 

from (Hintjens, 2013). 

 

Small examples of code written in Python are available in the appendix, showing how to 

implement a PUB-SUB pair using ZeroMQ. 

 

3.2.3 REQ-REP with Broker 

 

Using a broker (sometimes referred to as a load balancer) makes it easier to scale large 

applications, as the clients cannot see the servers and vice versa. Servers and clients do 

see the load balancer in the middle, here called the broker (Hintjens, 2013). 

 

 

 
Figure 15: Request-Reply setup with dealer in middle, image inspired by (Hintjens, 2013). 

 

The words ROUTER and DEALER used here are taken from ZeroMQ and implement a non-

blocking broker in the middle of them, so that the normal chain between a requester and 

replier still functions. In the case where REQ connects directly to a REP, the chain is strict: 

One request, one reply, etc. With the broker in the middle a client can send out more than 

one request before receiving a reply, without errors. The stable point here is the broker, 

meaning that addition of more clients and more servers without reconfiguring anything is 

possible (Hintjens, 2013). 
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3.2.4 Pipeline – Push and Pull  

 

Push and Pull techniques can be used to easily distribute work that can be done in parallel. 

One end of the system produces tasks to be done, and the other end of the system collects 

the results from the machines doing the actual work. 

 

 
Figure 16: Push-Pull pattern, as described by (Hintjens, 2013). Allow addition of new workers dynamically.  

 

Figure 16 illustrates the Pipeline pattern, where the ventilator “vents” all the tasks out to 

the workers, performing load-balancing as it does so - sending out tasks in a fair order to 

all the connected workers. The Ventilator can be seen as the job producer and the Sink as 

the collector, where the processed data is sent (Hintjens, 2013). 

 

See the appendix for a small implementation of a setup similar to Figure 16. 

 

For more complicated patterns see (Hintjens, 2013). 

 

3.3 Theory Summary 

ZeroMQ will be used in chapter 5, Experimentation. Naïve Bayes will be the main AI-

technique used during experimentation. The BPMN workflow standard will be used (with 

a specific workflow engine called Activiti) to illustrate and model different 

troubleshooting schemes. The workflow-schemes will be modelled after the DAPA model, 

to grant the schemes some resemblance to how the real work in NOCs are done.  
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4 METHOD 

This chapter explains how the thesis was conducted. In the last 

section, Ethical aspects are discussed.   
 

4.1 Literature study 

Reading about prior research and current solutions was the first step in this thesis. This 

step was revisited many times during the work, when new research publications became 

available, as well as when new areas of interests were found. The result from the 

literature studies can be found in chapter 2 and chapter 3. 

 

Search terms used: Dynamic/adapting/probabilistic/decoupled Workflow(s), Bayesian 

belief network, Bayesian statistics, Bayes rule, (probabilistic) reasoning, neural network, 

Bayesian inference, explanation tree/graph, fault detection, root cause analysis (RCA), 

SVM, diagnostics tool (network), network management (system/tool) 

 

The search was primarily done using a tool from KTHB called KTHB Primo and using google 

scholar. 

4.2 Experimentation 

During experimentation, a recurring part of the thesis, ideas and concepts were 

implemented. The implementations were often short and were performed mainly to 

further understand the specific system being investigated.   

 

4.3 Chronological work 

The thesis first aimed at describing what is internally known at Ericsson as Smart 

Workflows; how detection, analysis, planning and acting could be performed in a Smart 

Workflow system in the context of network management. As the work progressed, 

different components that fit somewhere in the Smart Workflow were investigated. To 

incorporate both communication between different databases and different servers to do 

analysis and modelling, the task changed - it became more important to know how each 

subsystem would fit together with all the other subsystems. Therefore, the aim of the 

thesis gradually changed from “define Smart Workflows” to “Describe the architecture 

making Smart Workflows a possibility” – a more concrete task. 
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The first subsystem to be tried out was a workflow engine – Activiti; an open source 

workflow engine solution. The reasons for choosing this engine were simple; insight to 

the source code, free, full support for the BPMN v2.0 standard and the code being written 

in Java. There are possibly other workflow engines that also satisfy these demands, but 

the conception was that they all implement similar systems. A short guide on how to setup 

a webserver running Activiti using a standalone database (H2), and how to model a 

workflow in the Eclipse environment were written.  

 

The second subsystem to be investigated was computational software, the software used 

for analysing the data in the workflows. For this purpose, Matlab and R were investigated. 

Most experimentation was performed using R - again since it free, whereas Matlab 

requires a license to run. The guide written for workflows were complemented with 

information on how to get a working R-server up and running, so that the system now 

could consists of a workflow engine, a standalone database and the R server for number 

crunching. The guide can be found in the appendix, but the demo mentioned in the guide 

will not be publically available.  

 

The third subsystem to be researched was clusters – interesting since the number 

crunching parts of the system had to analyse big dataset. The open source solution from 

Apache; Hadoop, was chosen. A small cluster of 4 computers were built, where small tests 

of distributed computing were made. Hadoop was chosen for mainly the same reasons as 

Activiti; it being free, open source, good guides available and the code written in Java. The 

Hadoop cluster ran on 4 Ubuntu Linux (12.04 LTS) desktop computers without any 

remarkable features. The cluster used Samba as the middle layer file system.  

 

The fourth subsystem to be investigated was the message system; responsible for the 

communication between the subsystems. Different message systems were considered, 

but in the end ZeroMQ was chosen – mainly because another researcher (from Ericsson 

Software research), had previously investigated different systems for distributed agent-

systems for a doctorate. Since the system being developed looked more and more like an 

agent based system, ZeroMQ was chosen. 

4.4 Implementations 

All workflow illustrations in this paper have been implemented in Eclipse for work in the 

Activiti Workflow Engine, Activiti version 5.12(+). For further reading about the Activiti 

project, see (Activiti TM, 2013). 

All other illustrations in the paper were made using R studio or Microsoft PowerPoint.  

The majority of the subsystems are planned for implementation in the future - only small 

pieces were implemented during the time of this thesis. The viability of the architecture 

as a whole relies much on hypotheses from the research team at Ericsson.  
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4.5 Research approach 

Possible research approaches could be either the hermeneutic approach or the positivism 

approach; which historically speaking is more common in science than in the humanities. 

Positivists believe in real knowledge, mainly using logic as the pillar to build their beliefs 

upon. They gather information through their senses, calling this empirical evidence – but 

most positivists today do not trust empirical evidence the same way as they do logic 

reasoning, that is to say, most are what you can call knowledge relativists to some degree 

(Thurén, 1991). 

 

The hermeneutic approach is similar to the positivistic one, but acknowledges recognition 

as a valid source for knowledge (Thurén, 1991). 

 

This thesis uses the hermeneutic approach.  

4.6 Sustainability and Ethics 

The only part where this thesis, potentially, could affect the real world is in the context in 

which the research can be applied. An in-depth discussion of the topic is deemed 

unnecessary, as the focus mainly is on software not affecting the real world directly.  

 

The system described here could potentially mean the loss of work for technicians no 

longer needed, but not until sufficient knowledge from current experts has gone into the 

system. Automation was one of the primary goals when designing the system. 

Automation means no humans, but the system relies on humans to get input on what to 

automate. Before different automation schemes sets in, the system aims at helping 

humans in their work, lowering the time needed to study the area before they can 

successfully troubleshoot alarms, anomalies or any other problem. 
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5 EXPERIMENTATION 

This chapter covers the experiments performed during the 

thesis. Each subsection starts by a short explanation on why 

each experiment was conducted 

 
The goal of this thesis was to suggest an overall architecture for a system built around 

Smart Workflows. Firstly, the final architecture is presented, with an explanation of the 

different parts of the system. Then the experiments conducted leading up to the 

conclusion will be shown. 

 

5.1.1 Current system  

 

Each blue square in Figure 17 represents a system currently in use. The rest are additions, 

of which most are not implemented - but tested in small scale. After the presentation of 

each component, the experiments for some of the components are presented. Below is a 

list of all the components already in use and implemented before the writing of this paper 

(blue squares) 

 

 OneFM – One Fault Management system; the umbrella system built around 

IBMs solution Tivoli/Netcool, which acts as the core of the system. All alarms 

from network elements end up here, and are presented to NOC operators which 

then decide on how to correct and act on each alarm.  

 

 OneTM – One Ticket Management system; a ticket system built around the 

ticket system called Remedy. A ticket contains all information regarding a 

specific event. OneTM handles all the tickets in the system and logs old tickets 

for later reference (in the Remedy database). A ticket is the core of every event 

in the NOC - every solution and action is bound to a specific ticket ID.  

 

 Netcool DB – the Netcool database, database containing information from the 

system not stored in tickets 

 

 Remedy DB – the ticket database 
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Figure 17: The overall architecture, blue squares implemented before the writing of this paper – and the green/orange ones suggested design from 

this thesis. 
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5.1.2 Additions 

 

The green/orange squares are additions to the system. Below is a short description of all 

the added components in the system, and their respective tasks: 

 

 Listen / Inform – This agent acts as the entry point for the new pieces into the 

current solution, as well as informing different agents in the system of new 

events inside OneFM. This agent will raise a new_ticket_event whenever a new 

ticket is created inside OneFM, which informs the agents interested in this 

information. This step implements the Detect-step of the DAPA model 

 

 Message system, ZeroMQ – This s not really an agent, as ZeroMQ simply is the 

network library in charge of all the traffic between the different agents.  

 

 Smart Workflows – The subsystem containing all the agents that are performing 

either one of the tasks in the DAPA model (detection, analysis / diagnostics, 

plan, act). 

o Whiteboard for DAPA agents – a whiteboard system that lets the DAPA 

agents work with the same problem without getting in conflict with each 

other, that is they can all change different fields of a context-ticket, which 

later on can be the basis of a new ticket in OneFM. 

o Statistic DB – a database containing the models trained for different agents 

in the Smart Workflow system. 

o Hadoop cluster – the cluster where DAPA agents which are in need of 

computational power can get it. 

 

 Alarm Correlation - New alarms are correlated with old ones to see if they could 

belong to the same ticket, if they are from the same area or if it is possible to 

bunch them together in any other way that helps in the analysis of problems. 

This step implements the Analyse step of the DAPA model.  Possibly obsolete, as 

this step can be performed inside OneFM.  

 

 Ticket analyser and Solr – two agents that perform ticket correlation (see alarm 

correlation). Suggest similar tickets, and create a similarity scoring based on 

strings in tickets. Solr is a solution from the Apache foundation and relies on 

their Lucene software (Solr, 2013). This step implements the Analyse step of the 

DAPA model.  

 

 Create webpage – an agent which takes input from other agents in the system 

and creates webpages based on the information received from those agents. 

These webpages are eventually uploaded to a webserver where users of the 

system can query the webserver for specific pages – which then contain 

information related to their work. This step implements part of the Act step of 

the DAPA model, where the operator is made aware of the systems decisions.  
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 HTML publisher – the sole entry-point into the webserver, responsible for 

correctly uploading webpages to the server. 

 

 Webserver – the server which the HTML parser can query for pages containing 

information regarding a specific ticket, alarm or other event. 

 

 HTML parser / standalone web browser – The HTML parser (if built into the 

current OneFM system) queries the webserver for the pages relevant to the 

open ticket in OneFM, automating the information feed to the NOC operator. If 

a standalone web browser is used, information is available through other 

websites, also on the webserver.  

 

 Preventive ticket/alarm system – A subsystem in charge of proactive reasoning. 

A popular analogy is that this subsystem acts as a smoke detector, raising alarms 

before the fire is a reality.  

o Classifier – with information from the current network status, tries to 

detect if the network is heading towards a faulty or anomalous state. 

o Training – trains the classifier; one of the main areas for future research. 

o Ticket generator – creates tickets that proactively makes personnel 

aware of upcoming problems. 

This subsystem acts as a Detect step in the DAPA model. 

 

 Network Performance Monitor – informs interested subsystems of the current 

performance of the network. Transforms data arriving from network probes. 

 

 Network probes – status, live streams and other information related to the 

current operation of the monitored network. Feeds the information to the 

network performance monitor. 

 

5.2 Workflows 

The first real system to be tested was a simple analysis of data through the Activiti 

workflow engine, which connected to an R server where the analysis was performed. The 

results were calculated, and the workflow engine informed. Once the results from the 

analysis were available, the correct user in the system was notified. A scheme for this 

workflow, written in BPMN (see section 2.3), can be found in the appendix, 

Experimentation setup 1. 
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Figure 18: The DAPA subsystem 

 

 

The experiment only tested the communication within the system shown in Figure 18 

(which is a subsystem of the overall architecture depicted in Figure 17), with the addition 

of an R server.  

 

The setup of the test was as follows: 

 

 Desktop computer running Windows 7 Enterprise edition, with the following 

software 

o Tomcat, a webserver 

o Activiti, the workflow engine – deployed on the tomcat server 

o An R server 

 The network to be monitored was an IPTV network; IP based television 

 The network consisted of four different types of elements found in today’s IPTV 

solutions 

 

The steps in the workflow (as shown in the appendix): 

 

1. The test was started either manually from inside tomcat or from the REST API 

supplied by the Activiti engine 

2. Input: one variable – packet loss, stating, in %, the rate of packets being lost in 

the network 

3. If packet loss is over some set threshold, gather information from the different 

network elements that could possibly affect the reported packet loss (DLSAM, 

RGW, STB and BRAS, in this experiment fake data from a local file) 

4. Analyse the data gathered from the equipment and, based on a model in R, 

calculate the probability of finding the cause of the problem in each of the 

different network elements 

5. Ask the “assignee” (person responsible for this problem) which system he deems 

most likely to be the cause given the information from step 4 
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6. Depending on the choice made in step 5, trigger a workflow designed to address 

the specific error at that device (restart, update firmware, etc.). 

7. Inform the assignee if the applied solution fixed the problem (packet loss no 

longer present?) 

 

No real network data was used during this experiment. 

 

5.2.1 Result 

 

Below is a screenshot of the middle-step of this experiment, where results from the R 

server are presented to the user: 

 

 
Figure 19: Form to fill out, telling the system which system to investigate further  

 

As shown in Figure 19: Review results – this form had to be filled out by the assignee, here 

Daniel Schiess. The calculated error rate for each network device is shown in the top of 

the form. After confirming which system to investigate further the workflow continued 

applying solutions for that subsystem, and eventually informing the assignee if the 

solutions were successful or not.  
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5.2.2 Conclusions 

 

The connection between the workflow engine and the R server is shown to work, giving 

the workflow engine the extension to use all the computational power from free packages 

written in R. The next test will illuminate how the connections could be handled 

dynamically with the use of an intelligent message system – ZeroMQ. 

 

Another conclusion from this experiment is the easy feedback possibilities from the 

workflow engine to the model used in R – after each consecutive execution of the same 

workflow the R server can keep track of feedback from the person in charge of the 

workflow and recalculate the model based on this feedback. 

5.3 Classifier testing 

The classifier testing investigates how sensitive the algorithms are when learning a new 

model, and how fast the algorithm can be considered stable. The main analysing method 

used during this experiment was the Naïve Bayes method, described in section 3.1.2. 

 

This test was written in collaboration with Martin Lindberg. 

 

Setup of the test: 

 Desktop running Windows 7 Enterprise edition 

o Matlab r2012a –  packages: 

 Bayes Net Toolbox written by Kevin Murphy3. 

o R version 2.15.2 – packages: 

 R datasets (R Core Team, 2012)  

 nnet (Ripley, 2012) – Neural networks 

 bnlearn (Scutari, 2013) – Bayesian networks 

 Dataset used – Titanic survival data, from the R datasets. 2201 observations of 4 

variables;  

o Class – 1st, 2nd, 3rd or Crew 

o Sex – Male, Female 

o Age – Child, Adult 

o Survived – Yes, No 

 

For other datasets see (UCI, 2013). 

 

Using the Titanic survival data and the bnlearn package, the following is an example of 

how good the Naïve Bayes algorithm is: 

 

                                                           
3 Bayes Net Toolbox for Matlab, written by Kevin Murphy, 1997-2002, free software  under the 

terms of GNU Library General Public Licences version 2 published by Free Software Foundation. 
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Table 4: Predicted result versus the real (true) data, where the prediction was done using a Naïve Bayes model.  

              Predicted Survived Dead 

True   

Survived 441 20 

Dead 3 269 

 

2 / 3 of the data was used for training and 1 / 3 used as validation data.  

 

To analyse how much data is required to get an accurate model the following test was 

done – again using Naïve Bayes and the Titanic survival data. It seems from the results 

that the Naïve model reaches its maximal potential after roughly 200-400 samples, where 

it classified 78-80% of the passengers correctly (being either dead or alive). 

 

 
Figure 20: Accuracy of a Naïve Bayes model – increasing the training set size iteratively 

 

TP stands for True Positive, and TN True Negative. To smoothen the graph from Figure 20, 

several runs were made, and the results are shown in Figure 21 and Figure 22.  
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Figure 21: Naïve Bayes classifier with a 98% confidence interval, red showing the upper limit and blue the lower limit 

 

 
Figure 22: Mean accuracy for repetitive training of Naïve Bayes classifier repeated 100 times, with random order of the 

training set. Lines indicate the 98% confidence interval 
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The figures give an intuition on how sensitive the algorithm is for different ordering in 

which the training data is received. Since the confidence interval is quite small even after 

only 5 repetitions, the algorithm could be considered stable (for this specific dataset).  

 

5.3.1 Conclusions 

 

In some datasets (here the Titanic survival data), the Naïve Bayes classifier performs 

surprisingly well with as little as 5-10 % of the complete dataset (75% correct 

classifications after as few as 100 samples out of 2201). Each dataset needs to be 

investigated on its own, but using the technique from above should give an indication of 

when the model has reached a stable state and could be used – if it can be used at all.   

 

In a Naïve Bayes model, all weights for every variable is available in the model, making it 

easy to explain why the model behaves in a certain way, even when using hundreds, if not 

thousands, of input variables – if the data is normalized the variable with the biggest 

weight simply has the greatest impact on the outcome.  

5.4  Message bus 

This test was performed to investigate how one could deploy more agents to a decision 

support system already in use – without affecting the system apart from the newly 

deployed agent. Each agent triggers a workflow, similar to the one in 5.2 Workflows, but 

instead of notifying a person of the results, the results are written to a file instead. The 

communication between the agents and the other parts of the system was made through 

the message library ZeroMQ (see section 3.2) and the workflows written in BPMN (see 

section 2.3). 

 

Setup of the test: 

 

 Desktop running Windows 7 Enterprise edition, with the following software: 

o Tomcat webserver, running Activiti 

o H2 database, in use by Activiti 

o Cygwin – client used to remotely control the cluster 

 2 Ubuntu Desktop computers, the cluster, (12.04 LTS), running the agents 

 

5.4.1 Alarm simulation 

 

The first code to be written for this experiment was an alarm simulator, which for 

simplicity only contained two different fields; 

 

1. Alarm ID, a number between 1 and 10 

2. A random value, between 1 and 1000  

 



Decision support systems: Smart Workflows Experimentation 

39 
 

The random value is used as input to the workflows triggered in the agents who receives 

the alarms simulated here. The random values, after some basic arithmetic operations, 

were saved as the result file after the workflows were done executing. 

 

5.4.2 Workflow agents 

 

The workflow agents subscribed to the alarm simulator. If the alarm ID corresponded to 

a specific agent, the agent triggered a workflow with the parameter(s) from that alarm. 

The workflow triggered did not do anything particular with the value, but performed some 

basic operation and lastly printed the result to a file. There were 4 different workflow 

agents, each of which implemented a different mathematical operation.  

 

The experiment started with the alarms being simulated and sent to agent 1,2 and 3. After 

a short period of time, agent 4 was added to the subscribers who listened to the 

broadcasted alarms – which now meant that alarms with ID = 4 would end up here and 

be treated in wf4 - the workflow handling alarms with that specific ID.  

 

Alarms with IDs not being caught by any agents meant that the alarms went unnoticed 

through the system. Once agent 4 was started and subscribed to the alarm publisher, the 

alarms with ID = 4 was analysed correctly, without interupting any other agents. The 

published alarms with ID = 4 that was published before this happened were lost.  

 

Adding another agent handling the same alarm ID as someone else did not cause any 

problems, which is good for redundancy. 

 

No performance data was recorded during the testing, the aim was to show the concept 

of dynamically deployable workflows. 

 

5.4.3 Conclusions 

 

Creating new workflows and deploying them in a system already in use is shown to work. 

Two agents can handle the same information simultaneously.  

 

If the workflows trigger instantiation of any Java class, a .jar file with these classes must 

be deployed on the webserver. To dynamically deploy a new .jar file (or any other 

deployable artefact) is called hot deployment. Information on how to hot deploy on 

tomcat webserver can be found in their documentation (Apache, 2013). 
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6 DISCUSSION AND CONCLUSIONS 

This chapter discusses possible solutions, and ends with the 

conclusions drawn from the research 

6.1 Automation 

The automation of tasks done today in a NOC could be performed in a variety of ways, 

below is a list of suggested ways to automate work in a NOC: 

 

1. Automation of information gathering - commands sent to network elements 

(NEs) given a context: 

 

Command history is available for all NEs (at least for equipment manufactured 

by Ericsson). Tickets, with information on when an alarm was triggered and what 

node it originated from, are available for a large set of NEs. This information can 

and is recommended to be used in the following way: 

 

1. Correlate what commands were sent to the specific NE during the time a 

specific ticket was open 

2. Given this subset of commands, extract the ones giving information on the 

NE 

3. Next time a specific alarm appears in a ticket; execute the commands found 

in step 2 above, and present the information to the operator 

 

2. Similarity between contexts (read “ticket”). When troubleshooting today, 

operators often try to search for similar tickets. Given the information in those 

tickets, the operators find solutions to the problem at hand. This could be 

improved: 

 

1. Use Solr to extract a similarity scoring not only based on alarm ID, node ID or 

any other field in the tickets, but for the ticket as a whole. Correlate with 

new input from users, e.g. “was this ticket helpful?” 

 

2. Use the jCOLIBRI (GAIA, 2013) case-based reasoning framework to further 

analyse the context in which tickets appear. 
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6.2 Decoupled workflows 

The general idea when decoupling a workflow is to make it more dynamic. Consider the 

two schemes shown in Figure 23 and Figure 24; 

 

It is possible to implement the workflow as shown in Figure 23, where each module is 

triggered by the previous one, and triggers the next one in the chain. The workflow engine 

will keep track of where the execution of the flow is at each point and guarantee 

consistency (Rademakers, 2012).  

 

It is also possible to implement the decoupled workflow, as shown in Figure 24, which is 

shown in section 5.4. Each module is then implemented as a workflow, but each module 

communicates via the ZeroMQ message system.  
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Figure 23: Strict ordered DAPA-model (2.2). Illustration made up, and should only serve as an example. 
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Figure 24: Decoupled DAPA-model workflow 
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To keep track of which module should be triggered in the chain of a decoupled workflow, 

a whiteboard solution is suggested, where each data field can be read by all agents, but 

written exclusively by each creator, that is; only detect modules can modify information 

in the detect field etc. An example of how such a whiteboard may look like is shown in 

Figure 23. 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The idea is that the board starts completely empty. The first detect step is then triggered 

by some external event, in the example above a 3 % packet loss. The detect module then 

fills out the information required to open up the continuation of a specific chain – in this 

example the first analysing module, A1, is triggered by a detection done by the detection 

module D1. 

6.3 Knowledge gathering 

A possible way to build a system that gathers knowledge could be to build a model of how 

each alarm is handled, with the use of information in current ticket databases, and 

correlate this information with the command history for affected NEs. Once sufficient 

evidence is recorded, automation of new steps can be continuously suggested and each 

step can be explained back to the operator, giving the operator the ability to alter the 

 

Figure 25: Whiteboard example layout, each module can access only its own field, but may 

read all other fields. 
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behaviour of the system. This can help avoiding the long development phase and instead 

integrate the development as a natural and incremental part of the daily work in the NOC.  

 

When faced with an unknown problem the system records the actions of a domain expert 

to gather what information the operator is using to solve the issue. This information is 

then incorporated into a database with cause-symptom relationships. 

 

By logging the actions performed by the operator (expert) when diagnosing the new 

problem, the system can analyse the actions to extract the relevant symptoms specific to 

a cause entered by the operator.  

 

The artificial intelligence algorithms tested showed an advantage for Bayesian networks 

due to the intuitive way of belief propagation, whereas neural networks are harder to 

explain without any sophisticated method.   

 

Workflows can become more dynamic if used in conjunction with a messaging system 

(e.g. ZeroMQ). How to relay information between the workflows in this scenario must be 

considered thoroughly before implementation.  

 

The recommended design for a decision support system revolving around Smart 

workflows then becomes:  

 

1. Determine which component is malfunctioning 

2. Load the model for this component 

3. Gather evidence for each symptom by automatically executing the actions 

recorded previously or gathered from historic data 

4. Perform inference of the statistical model given the evidence to classify which 

are the probable causes as well as their likelihoods 

5. To be able to provide the explanation, the system performs an algorithm that 

iteratively identifies the most influential evidence (symptom) and builds a tree 

where each node represents a piece of evidence and the branches describes 

how the state of the evidence has contributed to the cause  

6.4 Future work 

For better support when troubleshooting, a case-based reasoning system should be 

investigated to assess how much that could improve the results given in Solr.  

Further investigation on how to get personnel to correctly fill out the various fields in a 

ticket could help lay the ground for automation in the future, which then will not rely so 

much on domain specific languages or natural language processing, compared to the 

solutions suggested today. 

Further investigate how to forget behaviour learnt from data no longer applicable to 

current systems, without damaging the model, could prove useful.  
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8 APPENDICES 
1. Message bus example-code: PUB-SUB pattern 

------------------------------------------------------------------------------------------------- 

# alarm_server.py 

# Alarm publisher server 

# Python v 2.7.3 

# Author: Daniel Schiess 

# This server randomly generates 4 numbers, one of which is called  

# alarmID, the subscribers can choose to listen to just one specific 

# alarm 

PORT= ”9999” 

import zmq 

import random 

 

Context = zmq.Context( ) 

socket = context.socket( zmq.PUB ) 

socket.bind(“tcp://*:”+PORT) 

while True: 

   alarmID = random.randrange(1,100) 

   param1  = random.randrange(1,10) 
   param2  = random.randrange(1,20) % 2 
   param3  = random.randrange(10,30) + 2 
   socket.send("%d %d %d %d" % (alarmID, param1, param2, param3)) 
------------------------------------------------------------------------------------------------- 
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------------------------------------------------------------------------------------------------- 

# alarm_client.py 

# Alarm subscribing server 

# Python v 2.7.3 

# Author: Daniel Schiess 

# This client connects to the server at HOST with PORT, e.g. tcp://HOST:PORT 

# it only recieves messages where AlarmID starts with a 5 

HOST = “localhost” 
PORT = "9999" 
AlarmID = "5" 
 
import sys 
import zmq 
 
context = zmq.Context( ) 
socket = context.socket( zmq.SUB ) 
 
print "Collecting Alarm Updates..." 
socket.connect ("tcp://”+HOST+”:"+port) 
socket.setsockopt(zmq.SUBSCRIBE, AlarmID) 
 
param1 = 0 
param2 = 0 
param3 = 0 
 
for update_nbr in range (5): 
        string = socket.recv() 
        Alarm, p1, p2, p3 = string.split() 
        param1 += int(p1) 
        param2 += int(p2) 
        param3 += int(p3) 
 
print "param1: %d\nparam2: %d\nparam3: %d\n" % (param1, param2, param3) 
print "Done - shutting down" 
------------------------------------------------------------------------------------------------- 
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2. Message bus example-code: PUSH-PULL pipeline 

The following code-snippets form an example illustrating the ventilator  many workers  sink strategy when distributing work.  

From a shell you can run the code like this: 

>>python worker.py sink.py & 

>>python worker.py &         //Another worker, can add arbitrarily many 

>>python vent.py 

Press enter when promted and let the job begin 

Output should be of the form: 

 
Answer 
sum over row 1: 49877 
             2: 50271 
             3: 49672 
 
Elapsed time:   0.009344 
 

The below code is inspired by the example code written by Lev Givon <lev (at) columbia (dot) edu> 

The code can be found at http://zguide.zeromq.org/py:taskvent  
------------------------------------------------------------------------------------------------- 

# vent.py 

# Task generator for simple matrix summation in distributed mode 

# Python v 2.7.3 

# Author: Daniel Schiess 

# Begins with creating the data – this code uses pure random data 
# The mysterious sink.send() alerts the sink that we will commence distributing jobs 
 
SENDER      = "*" 
SINK        = "localhost" 
SENDER_PORT = "8888" 
SINK_PORT   = "8899" 
 
import zmq, sys, random, time 
 
f=open('test-workers.txt', 'w') 
for num in range(1000): 
    random.seed() 
    a, b, c = random.randint(1,100), random.randint(1,100), random.randint(1,100) 
    f.write(str(num%3)+' '+str(a)+' '+str(b)+' '+str(c) +'\n') 
f.close() 
 
context = zmq.Context() 
sender  = context.socket(zmq.PUSH) 
sink    = context.socket(zmq.PUSH) 
sender.bind ("tcp://"+SENDER+":"+SENDER_PORT) 
sink.connect("tcp://"+SINK+":"+SINK_PORT) 
 
print "Press enter to start" 
_ = raw_input() 
sink.send('0') 
print "Sending:" 
 
with open('test-workers.txt', 'r') as f: 
    for line in iter(f.readline, ''): 
        sender.send(line) 
 
time.sleep(1) 
print "Done sending" 
sys.exit(0) 
------------------------------------------------------------------------------------------------- 

  

http://zguide.zeromq.org/py:taskvent
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The below code is inspired by the example code written by Lev Givon <lev (at) columbia (dot) edu> 

The code can be found at http://zguide.zeromq.org/py:taskwork and http://zguide.zeromq.org/py:tasksink 

------------------------------------------------------------------------------------------------- 

# worker.py 

# simple worker performing a trivial operation on arguments received from the ventilator 

# summarizes the row, and sends the result to the sink 

# Python v 2.7.3 

# Author: Daniel Schiess 

RECIEVER      = "localhost"    

RECIEVER_PORT = "8888" 

SENDER        = "localhost" 

SENDER_PORT   = "8899" 

import sys, time, zmq 
context  = zmq.Context() 
receiver = context.socket(zmq.PULL) 
sender   = context.socket(zmq.PUSH) 
 
receiver.connect("tcp://"+RECIEVER+":"+RECIEVER_PORT) 
sender.connect  ("tcp://"+SENDER+":"+SENDER_PORT) 
 
while True: 
    line = receiver.recv() 
    num, a, b, c = line.split() 
    res = int(a)+int(b)+int(c) 
    sender.send(num+' '+str(res)) 
------------------------------------------------------------------------------------------------- 

# sink.py 

# The sink recieves the results from the workers and performs the last summary, 

# printing the results alongside estimated elapsed time 

# Python v 2.7.3 

# Author: Daniel Schiess 

RECIEVER      = "*" 
RECIEVER_PORT = "8899" 
 
import sys, time, zmq 
context = zmq.Context() 
receiver = context.socket(zmq.PULL) 
receiver.bind("tcp://"+RECIEVER+":"+RECIEVER_PORT) 
 
while True: 
    s = receiver.recv() 
    a=b=c=0 
    start = time.time() 
    for task_nbr in range(1000): 
        index, value = receiver.recv().split() 
        index = int(index) 
        value = int(value) 
        if index==0: 
            a+=value 
        elif index==1: 
            b+=value 
        elif index==2: 
            c+=value 
        else: 
            print "Wrong: index = %d\n" % index 
    end = time.time() 
    res = end - start 
    print "Answer" 
    print "sum over row 1: %d" % a 
    print "             2: %d" % b 
    print "             3: %d" % c 
    print "                  " 
    print "Elapsed time  : %f" % res 
------------------------------------------------------------------------------------------------- 

http://zguide.zeromq.org/py:taskwork
http://zguide.zeromq.org/py:tasksink
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3. R server, Activiti and a standalone DB 

------------------------------------------------------------------------------------------------- 

# Below is a small guide on how to install R, R-studio and an R-server, a webserver (tomcat), MAVEN and  ANT for jar-dependency  

# handling in Eclipse, Activiti (the workflow engine that you deploy on the webserver), and how to setup Activiti to work with a 

# standalone database. 

# Guide written by: Daniel Schiess, schiess@kth.se 

 

Step 1: Install R and R server (via R-studio) 

1. Download R: http://www.r-project.org/ 

2. Download R-Studio: http://www.rstudio.com/ide/download/ 

3. R-studio prompt: 

a.   >>install.packages(“Rserve”) – wait for it to download and install correctly. 

          For information on this step, write ??install.packages in R-studio 

b.   >>library(Rserve) 

c.   >>Rserve()  should now say “Starting Rserve…” in console 

 

Step 2: Make sure you have JDK6 or later  

1.  http://www.oracle.com/technetwork/java/javase/downloads/index.html 

2. Set JAVA_HOME and JRE_HOME system variables. help found here (also set the path) 

3. In a command line, write: java –version to verify that you have it correctly installed (otherwise follow the instructions from the 

oracle homepage) 

 

Step 3: Maven and Ant 

1. Install Maven: http://maven.apache.org/  

2. Install Ant: http://ant.apache.org/ 

3. set MAVEN_HOME, ANT_HOME variables, and add Maven and Ant to the system path 

 

Step 4: Eclipse (do not use Helio as it is not supported by Activiti) 

1. Download eclipse: http://www.eclipse.org/downloads/ 

2. From Eclipse, add http://activiti.org/designer/update as a repository and install the addon called Activiti BPMN 2.0 Eclipse 

3. Create a new project in Eclipse: FileNewProjectActiviti Project 

4. Add RserveEngine.jar and REngine.jar to the buildpath (Configure Build PathLibrariesAdd JARs) 

5. Copy rConnect.java and scriptTest.java to your new project\scr\main\java folder 

6. Copy Demo.bpmn to src\main\resources\ 

7. Copy activiti-cfg-mem.xml to src\main\resources\ 

8. Right-click on project in Package Explore  Configure Convert to Maven Project 

9. You should now be able to run the demo in Eclipse - if so, skip to step 5 

10. You might need to change the java-class that is called from within the BPMN workflow - to do this follow the steps below: 

1. open the "Demo.bpmn" file in eclipse, use the Activiti view (open with Activiti Diagram Editor) 

2. locate the bubble labeld "DSLAM" - this is a service task inside Activiti 

3. make sure you are calling the correct class (package name, path, etc) the Class is named rConnect.java, and should be visible on 

DSLAM->Properties->Service class: rConnect 

 

Step 5: Download Activiti 

1. Download Activiti (demo tested on version 5.11): http://www.activiti.org/ 

2. Extract the activiti-file and locate the .war files in the wars folder. 

3. Deploy the war files in a webserver (steps for tomcat-server below) 

 

Step 6: Install a webserver (e.g. Tomcat) 

1. Download: http://tomcat.apache.org/ 

2. After installation, locate your tomcat installation and copy the .war files from the step above into the webapps folder (e.g. tomcat-

installation/webapps/) 

a.       Files: activiti-explorer.war and activiti-rest.war (activiti-rest.war demands a standalone DB, and implements a rest-api) 

3. Restart your webserver 

4. Now download RserveEngine.jar,REngine.jar from the repository, and copy those files into: 

http://www.r-project.org/
http://www.rstudio.com/ide/download/
http://www.oracle.com/technetwork/java/javase/downloads/index.html
http://java.com/en/download/help/path.xml
http://maven.apache.org/
http://ant.apache.org/
http://www.eclipse.org/downloads/
http://activiti.org/designer/update
http://www.activiti.org/
http://tomcat.apache.org/
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a. webserver(tomcat)\webapps\activiti-explorer\WEB-INF\lib\ AND into 

b. webserver(tomcat)\webapps\activiti-rest\WEB-INF\lib\ 

5. Restart tomcat server again.  

6. You should now be able to login to your activiti-explorer client via: http://localhost:8080/activiti-explorer (note port number if you 

did choose another one during installation) 

 - Login with user ID: kermit and password: kermit. 

  

Step 7: Run the demo – a small demo showing connection between R, Activiti and the DB (does not install any needed software) 

1. With Eclipse, press "Create deployment artifacts" - wait for the action to complete 

2. If you are running the demo supplied here, the process will create 2 files, one *.jar file containing the class-file for the javacode, 

and one *.bar file, defining the workflow in activiti. 

3. Copy the JAR file from the deployment folder in eclipse into BOTH explorer\WEB-INF\lib and rest\WEB-INF\lib 

4. Restart the tomcat server 

5. login to activiti-explorer and press Manage-->Upload new and select the file named demo.bar in the deployment folder from eclipse 

6. Click on the process-definition and then on Start process 

 

Step 8: Installing another database (example with H2 db) 

1. download H2: http://www.h2database.com/html/main.html 

2. locate the file called db.properties in the version of activiti that you want to tie with the DB (e.g. rest or explorer). file is here: 

rest/activiti\WEB-INF\classes\db.properties 

3. add the correct information for your db, here just add: 

4.  "jdbc.url=jdbc:h2:tcp://localhost/activiti" 

5. 4. make sure H2 console checks ok with the same address and restart your webserver, now with a standalone DB! 

 
   

 
 

  

------------------------------------------------------------------------------------------------- 

 

http://localhost:8080/activiti-explorer


 
 

G 
 

4. Experimentation setup 1; ActivitiR Server 

 
Figure 26: The setup for the first test in Activiti and R server. The error correction square is a sub-workflow – note that only fake data were used, 

the demo was built to test the connections between the different pieces of the workflow 
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5. Whiteboard context-ticket evolvement; illustration   

This is only an expansion on the suggested whiteboard layout from the Discussion chapter. 

  

Context-ticket, after detect-step 𝐷1  

ID # 

Timestamp: { T } 
Symptom: { S } 
Geographical information: { G (location) }   

Detection-backtrack: { 𝐷1 } 
Analysis-backtrack: { } 
“Root-causes”: { } 
Solutions: { } 

- 𝐷1: Rule-based Threshold, triggered at 3% packet-
loss 

Context-ticket, after detect-step 𝐷𝑛  

ID # 

Timestamp: { T } 
Symptom: { S } 
Geographical information: { G (location) }   

Detection-backtrack: { 𝐷1, 𝐷2,  …  𝐷𝑛 } 
Analysis-backtrack: { } 
“Root-causes”: { } 
Solutions: { } 

- 𝐷1: Rule-based Threshold, triggered at 3% packet-
loss 

- 𝐷2: Trend-analyser/prediction, slope of packet-loss 
- … 

Questions – future work: 
Group up tickets, how? 



 
 

I 
 

 

 

 

Context-ticket, after analysis 𝐴𝑛 

ID # 

Timestamp: { T } 
Symptom: { S } 
Geographical information: { G (location) }   

Detection-backtrack: { 𝐷1, 𝐷2,  …  𝐷𝑛 } 

Analysis-backtrack:  { 𝐴1, 𝐴2,  …  𝐴𝑛 } 

“Root-causes”: 𝐴1 → { [𝑅1,   𝑝1],   [𝑅2,   𝑝2],  … } 

  𝐴2 → { [𝑅1,   𝑝4],   [𝑅3,   𝑝3],  … } 

Solutions: { } 
- 𝐷1: Rule-based Threshold, triggered at 3% packet-

loss 
- 𝐷2: Trend-analyser/prediction, slope of packet-loss 
- … 
- 𝐴1: Trigger: 𝐷1 Analysis: Naïve Bayes; TTL: t 
- 𝐴2: Trigger: 𝐷2 Analysis: Clustering  Naïve Bayes 

TTL: t 
- … 

𝑅1 → A1: 
Description: “𝐴1decided 𝑅1 due to parameter/variable/…” 

Images: Possible plots to show correlated material or 
information 

𝑅2 → 𝐴1: … 

𝑅1 → A2: 
Description: “𝐴2decided 𝑅1 due to parameter/variable/…” 

Images: Possible plots to show correlated material or 
information 

𝑅3 → 𝐴2: … 
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