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Abstract

Designing robots capable of assisting elderly or people with disabilities in their
daily life is a challenging and wide task. Many steps of the daily life require
assistance as your autonomy diminishes. One of them is eating and that is why
for a long time, there has been researches on robots assisting people during their
meals. This paper will focus on a BESTIC robot. A BESTIC robot is a device
allowing its user to eat meals without external assistance. The purpose of this
thesis was to automatize it to make it easier to use for disabled people. This is
a delicate process as it requires the robot to be able to perceive food, locate it
precisely and take a decision as to which one to pick. The thesis will first focus
on the different sensors available for this task and choose the ones the most fit
for this task. Will then be discussed the methods available to detect food and
the difficulties met during this task. Finally, the thesis will discuss the other
problems, especially when it comes to food recognition, and suggestions found
for this device. It appears throughout this thesis that the current structure of
the robot is not adapted to such a task and that some changes are necessary. It
will also appear food detection and recognition are difficult steps that cannot be
performed without complex mechanisms in the robot like learning or without
advanced sensors to perceive the food.
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Chapter 1

Introduction

BESTIC is a robot made of a mechanical arm driven by four servomotors and
currently controlled by a remote. This arm is equipped with a spoon. When
the user wants to pick up some food in a plate, he or she uses the remote to
send the arm where he wants to. There are already several ways to control the
robot: one can use a 5-buttons remote and can then choose to send the spoon
up right down or left, giving a lot of freedom to the user, but there is also a 1
button remote where the robot swipes the plate and the user interrupts it when
the arm reaches the food the user wants. In both cases, the user has control
of the arm and it can demand a lot of effort on his side, especially if he has
cognitive disorders. That is why it has been decided to automatize BESTIC to
make it simpler to use. Once automatized, the user would only have to press
one button for the robot to go and pick up a piece of food on its own. However,
we must deal with several questions in order to efficiently automatize it.
How does the robot perceive its environment? We want to gather as much rel-
evant information as possible preferably as fast as possible. Not all sensors are
therefore relevant and we must choose carefully which ones will carry out this
task the most efficiently. We will address this issue in the first part.
How does it detect the food? Our robot now receives information about its
environment but it must now be able to process it and deduce from the data it
has if some food is present and where in the plate. We must find a data pro-
cessing algorithm efficient enough to obtain this information and fast enough to
proceed in real-time. We will describe the processes tried and the obstacles of
this step in the second part.
How does it choose which piece it is going to pick up? The robot knows where
every piece of food is. It must now take a decision as to which piece of food
to choose. We don’t want the robot to pick up all the vegetables and then to
pick up all the meat. To be able to take this kind of decision, the robot needs
to have deeper understanding about the food than just its position. It needs to
recognize it. This step will be handled in the third part.
Bestic can be seen in Figure 1.1. All the computation is done by a microcom-
puter "Raspberry Pi". This microcomputer uses an operating system based
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Figure 1.1: The robot BESTIC

on Linux specifically designed for its hardware: raspbian. It is light-weight in
terms of memory space but this has a cost when it comes to computational
power. Heavy softwares are difficult to use properly on this machine. Besides,
since all the code to control the robot with a remote was made in the program-
ming language C, my main constraint was that I also had to restrict myself to
this language in order to include my work more easily to what had already been
done.
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Chapter 2

A search for adequate sensors

We have to determine which sensors would be the most adapted to our task.
Since the task consists in "seeing" food, this restricts the amount of sensors po-
tentially useful. After browsing the different websites selling sensors for robots,
two types of sensors stand out as fit for analyzing the content of a plate: optic
sensors and range sensors.

2.1 Optic sensors
A human heavily relies on his sight to perceive where and what type of food he
has to deal with. It seems only natural to make the robot rely on the same type
of input, in other word optic input. The optic sensors are very convenient: they
allow the robot to gather information about the whole plate simultaneously.
Mainly, they all provide interesting geographical information about the food.
The two optic sensors that attracted our attention were the color cameras and
thermic cameras.
An RGB camera, or in other words a color camera, provides color information
about the scene. Intuitively, the two most striking aspects of a food are its shape
and its color and this type of camera can capture both. It may be possible to
deduce the position and the type of the food through a careful processing of the
color disposition. Besides, a lot of research on object detection has been done
using this type of sensor which could simplify our work.
A thermic camera can detect the heat radiation of objects. We will have to deal
here with food which means that it will be most of the time either hotter than its
surroundings (cooked meat or vegetables...) or colder (ice cream, yogurt...). In
any case the food should stand out compared to its environment and its detection
may be possible. The temperature information can besides be interesting for
further analysis of the food like recognition: a piece of meat is unlikely to have
a temperature below 0 C for instance...
There are of course many types of optic sensors but in the scope of our work,
these two sensors seemed the most useful.
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Figure 2.1: Field of vision of an ultrasonic sensor

2.2 Range or distance sensors
Another type of information that can turn out to be extremely useful is the
range (or distance) information. In other word, the robot would be able to
determine at which distance objects are situated from its sensor. This type of
information can be useful in two ways. First it allows the robot to locate more
easily the geometrical position of the objects it detects in a 3D space which is
a non negligible advantage. The other main asset would be that it could also
be used to analyze the food and its properties. Indeed, should the sensor be
precise enough, we may be able to extract some information about the shape of
the food and its volume.

2.2.1 Ultrasonic and infrared sensors
Ultrasonic sensors send ultrasonic waves, measure the echo, and return a voltage
value depending on the intensity of the echo it received. Although they can be
really precise, their utility here is limited. Indeed, they have a limited field of
vision and it would therefore be necessary to make measurements all along the
plate if we wanted to gather information about all the food. This would not
be convenient. Infrared range sensors use triangulation to evaluate the distance
between them and an object. They send an infrared beam with a given angle
and receive its reflection at another angle. After a few calculations, they can
deduce at which distance the beam was reflected. The process is explained in
Figure 2.2. However, the same problem as the supersonic range sensors appears.
They have a limited field of vision.
Besides, for the two sensors, the output is usually one distance or a voltage.
This type of data is difficult to analyze if we want to know the shape of every
piece of food for instance. For these reasons, I decided not to use these types
of range sensors and I still believe after all my work that they are not fit to
gather a large amount of precise information necessary to our robot. They may
be useful when the robot actually picks up the food. Indeed, they can be used
detect the presence of food inside the spoon.
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Figure 2.2: Principle of an infrared range sensor

Figure 2.3: An example of depth map

2.2.2 Depth sensors and depth maps
There are other types of range sensors, more powerful, that can return a depth
map. We call a depth map an image in which the color of each pixel is an
indicator of its distance to the sensor. For instance, as we can see in 2.3, an
object gets whiter as it gets closer to the sensor. Thanks to this data, we can see
clearly that a person is holding his hand in front of the sensor. Not only can we
perceive the shape of the hand but given the depth value, we can estimate its 3D
position from the sensor. One concept especially caught my interest, 3D ranging
using structured light. These sensors are interesting as they can gather massive
range information without an important setup. Besides, infrared being invisible
to the human eye, it causes no problem to the user comfort. Finally, the usage
of this type of sensor has become widespread today, especially with the arrival
of devices like the video game device Kinect which rely on such sensors: this
makes them relatively cheap. The company that produces these sensors for the
Kinect, called Primesense, also included a RGB camera on it. It would therefore
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be possible to gather colour and range information with just one sensor. This
type of sensor can be called a RGBD camera.

2.3 Sensor chosen for the application
The sensors that had my interest when the moment came to decide which ones
to use were classic RGB cameras, thermal cameras and RGBD cameras. These
3 sensors seemed able to gather all the information I needed efficiently. How-
ever, after looking for models of cameras available, it appeared that there were
no models of thermal camera both affordable or small enough to be used con-
veniently. I therefore decided not to use any. I also decided not to use any
RGBD camera, however the motivation for this decision was based on a mistake
on my part: all the models that I could find had a minimal range of 1m which
was far too long for our application. I did find some research made to reduce
the minimal (and maximal) range of the sensor by shifting the position of the
lens of the cameras in it, however the conditions in which this was realized were
experimental so I would have needed to reproduce all the manipulations myself
which would have been too time consuming. I therefore decided to rely solely
on RGB cameras to analyze the food.
It is important to note that my point of view regarding the sensors evolved as
I tried different approaches for the analysis of the food. I questioned several
times the pertinence of my choice regarding the sensors and had to change my
point of view. For instance, my very first decision was to use only one RGB
camera but it turned out quickly that this was insufficient so I decided to add
another one.
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Chapter 3

Detection of the food

Once the sensors have been chosen, it becomes necessary to decide how to
interpret the data they gather. We must now be able to detect the presence
of food in the plate and, if there is indeed some food there, its position in the
plate. I started focusing on this part of the problem only two months after the
beginning of my thesis as I believed that recognition of food would be more
difficult. However, it is on this part of the project that I couldn’t get satisfying
results. My goal during my research was to obtain an algorithm that would take
as input the data of the sensors and return information defining areas in 2D or
3D space. In each of these areas was supposed to be a different piece of food.
For food like rice or peas, in other words for food made out of small elements,
a single area surrounding the whole group would have been acceptable but for
bigger pieces like meat or potatoes, I wanted the algorithm to be able to detect
them individually. I tried the following approaches.

3.1 Direct image processing
My first intent was to check whether or not I could rely on only one camera.
Therefore I started looking for ways to obtain the position and shape of the
different pieces of food in the plate from just one picture of it. The most
classic image process that I knew and that might have been applied here is some
edge detection: given a picture of the food, this process could have highlighted
the contours of each piece of food and therefore allowed me to locate it. It
quickly dawned on me that applying an edge detector tuned with a specific set
of parameters wouldn’t be enough though. I wanted to obtain blocks of pixels in
which the food would be located, however an edge detector doesn’t necessarily
provide segments that form blocks. Besides, I assumed it would be too difficult
to filter all the wrong segments that would appear in the processed picture.
That is why I decided to imitate some of the literature I could find on food
detection and apply a segmentation algorithm. Segmenting a picture means
dividing a picture in several sets of pixels called superpixels or segments that
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allow an easier analysis of the picture. The pixels inside these superpixels must
share a common property or verify a criterion that is relevant to us. The whole
problem is therefore finding the property that fits us most and implement it.
In our case, the ideal segmentation would be having one segment for each piece
of food and one segment for the background (the background is every part of
the image that does not represent food). There are many methods used to
segmentate a picture and even more possible implementations for each of those
methods. However I focused my attention on segmenting food in a plate and
tried to find the segmentation methods used for this purpose. All the following
methods of this section are low-level, in other words, they use low-level data like
the intensity value of each pixel and rely only on this to return a segmentation.

3.1.1 Normalized cut
Normalized cut is an algorithm I found in several papers on food segmentation
[2, 3]. As explained in [1], this is a graph-based algorithm which means that
the picture is considered as a graph G = (V,E) where V is the set of vertices of
the graph and E is the set of edges that the graph contains. In the case of an
image, V are the pixels and there is one edge for each possible couple of pixels.
Let’s make a partition of the graph in two sets A and B, they verify A∩B = ∅
and A ∪ B = V . We can introduce a tool measuring the dissimilarity between
A and B called the cut such that:

cut(A,B) =
∑

u∈A,v∈B
w(u, v)

where w(u, v) is the weight of the edge between u and v. The definition of the
weight can vary depending on which type of image we work with (grayscale,
RGB colour, HSV colour...). In any case, it represents the likelihood that u
and v belong to the same group. If A and B are very dissimilar, the edges
between their pixels should have a very low weight. Therefore, the idea would
be to search for A and B such that cut(A,B) is minimized to obtain the most
dissimilar sets possible which are the most likely to separate different objects in
a picture.
However the tool cut has its limits: it depends on the number of nodes of A
and B. cut is the sum of the weight of ‖A‖ ∗ ‖B‖ edges so if A contains only 1
element, cut(A,B) will be the sum of the minimal amount of weights ‖V ‖ − 1.
Partitions with A or B having only one element will therefore tend to have a
lower cut value. That is why we introduce the tool normcut which also measures
dissimilarity but without being affected by the number of elements in the two
sets. It follows the formula:

normcut(A,B) =
cut(A,B)

assoc(A, V )
+

cut(A,B)

assoc(B, V )

where assoc(A, V ) represents the connection of the node set A to the graph V.
It is defined by assoc(A, V ) =

∑
u∈A,v∈V w(u, v). If A has a small number of

10



element, assoc(A, V ) will have a small value and therefore cut(A,B)
assoc(A,V ) will have a

larger value that will compensate for the small value of cut(A,B). The problem
is now to find A and B that will minimize normcut(A,B). This problem is dif-
ficult, NP-complete actually. However [1] shows that this problem is equivalent
to finding the second lowest eigenvalue of a matrix whose coefficients depend
on the weight values of the edges of the graph. Although this problem is also
long to solve, one can relax the problem and take advantage of the shape of the
matrix to solve it faster. The algorithm consists in finding the eigenvectors that
solve the problem, deducing the bipartition that minimizes the normcut tool,
checking the stability of the cut and the value of normcut, applying the algo-
rithm on each new node set obtained if the stability is acceptable and normcut
is below a threshold value.
Although, this algorithm has been used to segmentate image of food, I chose
not to use it for two reasons. The first one is that this algorithm would have
been difficult to implement for me: it uses advanced notions when it comes to
solving eigenvalues problems and even though the paper described its methods
carefully, it remained rather vague on the implementation. I had no guarantees
of being able to reproduce such a process by myself. I looked for already pre-
pared implementations of this algorithm but only found some using matlab or
C++ when I am restricted to C.
The second issue is the computation time. This algorithm is heavy in compu-
tation load, which can be problematic. In [1], it is specified that it takes 20s
to process a 300x400 image with a 300 MHz computer by using a multiscale
implementation, an example of which is shown in [4]. Raspberry Pi has a clock
frequency between 700 and 1000 MHz so the same computation would take ap-
proximately 7s with it, however I dealt most of the time with 640x480 sized
picture which would increase in a non-linear way the computing time. I was
at this point looking for an algorithm that would take less than a second to be
applied to a picture which is why I finally decided to leave this algorithm aside
and look for faster and simpler ones.

3.1.2 Active contour model
Another image processing tool that I has been applied for food detection ([5]) is
the active contours. Active contours, or "snakes", are closed contours made of
splines. A spline is a piecewise-defined polynomial function. The purpose of the
active contours is, once they are initialized on a picture, to adapt to the shape
of the salient features of the image. This can be useful to detect the edges in
a picture. In 3.1, we have an example of an active contour before and after it
converges. The model of active contours is described in [6]. These contours are
made so that they minimize an energy function. Using the notations in [6], let’s
represent the snake as a function v that can be described with one parameter
s ∈ [0, 1]. We have v(s) = (x(s), y(s)) which are the coordinates of the point of
the curve associated to the parameter value s and we would like to associate an
energy to v. The energy formulation that has been proposed is the following:
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Figure 3.1: An example of active contour

Esnake =

∫ 1

0

Esnake(v(s))ds

=

∫ 1

0

Einternal(v(s))ds+

∫ 1

0

Eimage(v(s))ds+

∫ 1

0

Econ(v(s))ds

Einternal, Eimage and Econ are three functions defined for every point of the
contour and all represent different properties that must be taken into account.

• Einternal is a term representing the constraints of the snake itself. If one
considers the snake as a rubber band for instance, extending it will cause a
lot of strain thus increasing the energy term. In the same way, if we believe
that the snake must have a certain rigidity, then a strong curvature in the
snake will also cause this term to increase. This term is here to ensure a
certain stability in the shape of the snake and can be written:

Einternal =
α(s) ˙v(s)

2
+ β(s) ¨v(s)

2

2

where ˙v(s) represents the elongation and ¨v(s) represents the curvature of
the contour.

• Eimage represents the influence of the image. It can be represented as the
weighted sum of an energy term corresponding to lines, one correspond-
ing to edges and one corresponding to terminations of line segments and
corners. Depending on the weights of the sum, a snake will be more or
less attracted to lines for instance or edges.

• Econ is a term set by the user to add some more constraints to the snake.
One can attract or repulse the snake from a given part of the picture
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(a) Initial image (b) Initial mask

(c) Final result

Figure 3.2: Application of the active contours to a food plate image

thanks to this term. This term is useful as it allows a certain interactivity
with the process.

Given this definition of the energy, the snake will converge to the position that
minimizes its energy function.
I wasn’t able to find a C implementation of the algorithm however I obtained
a MATLAB implementation of it [7]. This code is the implementation of a
particular model of snakes defined in [8]. Many implementations of snakes
rely on the image gradient to detect the edges, however this can lead to some
misdetection and be inconvenient if the image is noisy. In the model described
in [8], the energy term associated to the edges does not depend on the image
gradient but is still minimal along the edges.
In 3.2 is an example of the algorithm applied to a food plate. I chose a picture
where there was no background to avoid any disturbance in the results. The
initial mask shows all the initial contours, each white region is surrounded by
a snake. I chose an initialization mask similar to [5] since it seems to provide
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better results. The final result in 3.2 is fairly good: the active contours focus
on the right areas: the plate, the toast and the strawberries. My main interest
is the plate though since the robot will have to deal with this setup. We can
notice several problems in this result. First the potatoes are not surrounded
by snakes which is very problematic, their white aspect must have confused the
algorithm in believing that they were parts of the background. Besides, we can
also notice that the meat on the lower right part of the plate is not separated
from the salad and the beans on the left despite being very different in shape,
colour and position. We can also notice two "holes" inside the meat that have
no reasons to exist. Finally, it wasn’t able to make the difference between the
salad and the beans although this is not a serious issue: both the salad and
the beans are actually groups of small pieces of food. In the way I wanted to
detect the food, this was acceptable to put them in the same group. This may
be problematic if we want to apply some food recognition though.
After finding and trying this algorithm, I decided that it was not the most
suited for my task. Indeed, it is good to detect the global areas in which the
food is located which is why it is applied in the field of food detection but not
precise enough to pinpoint the location of every piece of food. There are also
the same two problems that appeared with the normalized cut segmentation.
I wasn’t able to find any implementation of this algorithm in C language and
the results obtained on MATLAB were not satisfying enough for me to try and
implement it on my own. Furthermore, this algorithm is time consuming: it took
approximately 23 seconds for the initial snakes to reach their final position. The
image size is 900x948 so we may expect a lower time for a 640x480 picture (size
at which most of my food images were) but the computational power of BESTIC
is much lower than the laptop on which I ran the process (INTEL i7 2,00GHz)
so I believe that in the end the computation time would be equivalent or longer
on BESTIC. This was not acceptable for me since I wanted the algorithm to
work at least faster than one second. For all these reasons, I decided not to use
this algorithm.

3.1.3 Local variation segmentation
After studying the two previous algorithms, I tried to implement my own image
segmentation. I thought it would be simpler to work on an algorithm that
I designed myself since it would enable me to tune it the way I want and I
would perfectly understand how it works. Normalized cuts was too difficult
for me to implement myself in a finite amount of time and so were the active
contours. That is why I started looking for an algorithm that would be both
simple enough for me to be able to implement it quickly and that would produce
satisfying results both in terms of segmentation and computation time. After
looking for fast segmentation algorithm, I eventually found one that I thought
would be interesting: the segmentation using local variation [9].
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Theory

This algorithm, just like normalized cut segmentation, is graph based. What we
want to do is group the pixels in different regions, therefore we want the different
regions to be dissimilar (otherwise they would be merged) and the inside of the
regions to be less dissimilar than between two different regions. The idea of
similarity or dissimilarity of regions can be mathematically formalized with the
graph formulation.
Let us use the same notation as the one used for normalized cut. The image is
therefore a graph G = (V,E) with V and E having the same definitions as in
normalized cut. A segmentation of this image could noted S = (V, F ). Indeed,
S is a segmentation of the image so it uses the same set of vertices V, however
the set of edges is different. Two pixels belonging to the same region will have
a set of edges linking them while two pixels belonging to two different regions
will never be connected. It is easy to see however that there could be several F
verifying this condition: one region can have several sets of edges linking all its
vertices together. In [9], they solve this problem by using for each region the
minimal spanning tree (MST). The MST is defined as follows: if we order and
index all the elements of E noted wi by their weights in growing order, the MST
of a region is the tree that minimizes the sum of the index of the edges. Given
the definition of the indexing, it will also be the tree that minimizes the sum of
the weights of its edges. We can now define the internal variation of the region
A noted int(A) and the external variation between A and B noted ext(A,B) by:

int(A) = max
wi∈MST (A)

wi

ext(A,B) = min
vi∈A,vj∈B

w(vi, vj)

Given this model, a segmentation S is ideal if it verifies two conditions. The
first one is that for any region A and B of S, we have:

ext(A,B) > min(int(A) +
k

‖A‖
, int(B) +

k

‖B‖
)

where k is a fixed parameter chosen at the beginning of the algorithm. If two
regions do not verify this property, they should be merged. The term k/‖A‖
allows an easier merging of regions when they are small in size. The second
property is that the only refinement of S that verifies the first property is S
itself. A refinement of S is a segmentation for which each region is included in
a region of S.
The algorithm shown in [9] yields an ideal segmentation of the image. Let F
be the set of edges of S, π be the set of edges (noted oi) of the image organized
by increasing weight and F q be F ∩ {o1...oq}. For q going from 0 to ‖π‖, the
algorithm builds F q and therefore eventually builds F. For every q, let u and
v be the vertices linked by oq. If the regions of u and v noted Cu and Cv are
different and

weight(oq) < min(int(Cu) +
k

‖Cu‖
, int(Cv) +

k

‖Cv‖
)

15



Figure 3.3: Initial image

then F q = F q−1 ∪ oq, otherwise F q = F q−1.
The reason why this algorithm looked interesting to me is that it doesn’t just
focus only on local properties of each pixel. It relies of course on low level data
like the difference between neighboring pixels but tries to extract global infor-
mation out of it: the similarity or dissimilarity. The other obvious advantage
of this algorithm is its simplicity. It is indeed very simple to derive an actual
implementation out of this algorithm. Besides it is also very easy to manipulate:
only two parameters are necessary, k and the standard deviation of the gaussian
blur one can apply just before segmenting the picture, noted σ. Finally, this
algorithm is supposed to work in near linear time relatively to the number of
pixels in the picture noted n. It actually works in a time equivalent to nα(n)
where α(n) is the inverse Ackerman’s function which is extremely slow-growing.
Since I worked with images of constant size, this was not exactly of relevance to
me: I still had no idea of the time the segmentation would take but it still gave
me some hope that the result would be faster than if the algorithm worked in a
slower than linear time.

Experiment

I implemented the algorithm in MATLAB. At the time at which I was study-
ing this algorithm, I hadn’t yet searched for a C library specifically desiged for
image processing and I felt much more confident for coding quickly and prop-
erly in MATLAB which explains my choice. In [9], the initial explanation for
the implementation is given for grayscale images. I will show the results of the
algorithm when applied to the picture 3.3. In my first implementation, every
node/pixel is connected to its 8 neighbors by edges. The weight of the edges is
the absolute difference between the intensity of the two pixels.
The results of this algorithm can be seen in the figure 3.4. In all the following
examples of this paragraph, the kernel used to apply a gaussian blur has a 5x5
size. It is apparent that some gaussian blur is necessary, without it the noise in
the picture is much higher and the segmentation is not as efficient. For instance
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the black beans are seperated in several regions when the image is not blurred
in the preprocessing. However even with some blur, the segmentation doesn’t
seem so efficient: the green beans are never put in the same region despite
their likeness, the omelette on the left side of the slice of bread is always put in
the same region as the bread and the rice is either undersegmented (divided in
several regions) or oversegmented (put together with other objects in the same
region). It would seem that this algorithm is not the best suited for the task.
This first implementation ignores the color however, it immediately converts
the image to grayscale to start the computation. This is a consequent loss of
information as the colour is a major way to define and detect some food. In [9],
the problem of the conversion to grayscale is mentioned and a second algorithm
is explained, very similar to the first one. The principle is to do a segmentation
on every channel of the image (red, green and blue) and to intersect the 3 seg-
mentations. To do an intersection of segmentations we simply take one of the
3 graphs and delete all the edges in it that do not exist in the two others. An
example of the color algorithm is in the figure 3.5. It was done with a Gaussian
blur with σ=5 and k=5000. Those parameters were giving good results when
it comes to noise with the grayscale algorithm. This addition doesn’t seem to
improve the algorithm, many pieces of food like the rice or the green beans are
still oversegmented.
The problem with the version offered by [9] is that an intersection of segmen-
tations increases the number of segments in the picture while we already have
a problem of oversegmentation. That is why I tried a slightly different version.
The local variation algorithm works as long as a rule to determine the edges and
their weights has been established. For this reason, I tried another set of tests.
I kept the idea of linking a node only to its 8 neighbors but instead of taking as
the weight the absolute difference in intensity, I chose to use the maximum of
the absolute difference between the values in each channel. This graph I thought
would still take into account the colour difference in the image without taking
the risk of oversegmention. The results are shown in the figure 3.6. One can
see in the tests with Gaussian blurring that the shapes are rather well detected
and the test with k=5000 and σ=5 would be almost perfect if the green beans
had not been fused with the bread. After trying different sets of parameters, it
seemed that the best segmentation is obtained with k=5000 and σ=1.
However, even if this setting is optimal for this image, it is not for others as
shows the figure 3.7. In the image b, we can notice that the meat was not
detected by the algorithm, only the piece of herb on top of it, besides it was un-
able to make one segment out of all the salad. Once again, the method did not
seem right to detect various types of food. Besides, another problem appeared
which was the problem of time. The algorithm took 10s to process a 400x300
image which is significant. Imagine having to wait 10 seconds every time you
press the button controlling the robot before the spoon actually starts moving.
I first thought this originated in a clumsy implementation on my part of the
algorithm so I tested the performance of the algorithm for different sizes of im-
ages. The results are shown in the figure 3.8. The algorithm is indeed working
in near-linear time so the implementation isn’t a problem. It is worth noting
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(a) k=2500 no blur (b) k=5000 no blur

(c) k=2500 σ=5 (d) k=5000 σ=5

Figure 3.4: Application of the local variation segmentation algorithm
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Figure 3.5: Result of the color algorithm

that on images with particularly big segments (with a large white background
for instance) the time performance is actually worse than the one represented
in 3.8. However this is irrelevant here, even in the best case scenario the speed
is not acceptable, especially for 640x480 images where the processing time is
around 24 seconds at best. This was caused by a misunderstanding on my part:
an algorithm working in linear time is not necessarily a fast algorithm.

3.2 Human-based object detection
After these attempts to have a working segmentation algorithm that would pro-
vide me with the position of every piece of food in the plate, I started questioning
my approach. It was indeed specified in [1] that the normalized cut algorithm
was useful to have a global understanding of the image but could not provide
a final result usable for practical applications, and in the same fashion, the lo-
cal variation algorithm was also not designed to give a final result. It is also
mentioned in [6] that the active contours can be controlled in the way they are
tuned and that this can be made by higher level applications thus hinting that
snakes alone were not enough. I had hoped so far that restricting the image
segmentation to food would be a simpler problem than general image segmen-
tation and that therefore, any of these tools could work without any additional
help or tuning but I was wrong. Food detection turned out to be much more
complex than what I had anticipated.
An algorithm providing me with all the information I needed just from a simple
2D image of the plate didn’t seem an option anymore as a 2D image apparently
didn’t provide enough information: using only low level information from this
(value of each RGB channel for each pixel) didn’t seem to be able to provide me
with reliable results. I therefore had a choice: I could either try to gather some
more information from the plate and use a low-level algorithm taking this extra
information into account to obtain the information I wanted or I could teach
BESTIC to recognize some types of food to be able to recognize them more
efficiently (this method will be presented in the next chapter) using 2D images
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(a) k=2500 no blur (b) k=5000 no blur

(c) k=2500 σ=5 (d) k=5000 σ=5

Figure 3.6: Application of the new color local variation segmentation algorithm
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(a)

(b)

Figure 3.7: Results of the same parameters on two different images
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Figure 3.8: Performance of the local variation segmentation algorithm

and maybe other types of information. Indeed, the detection and recognition of
food are not completely separated problems, if an object is partially detected,
recognizing it can help detecting it entirely. Whether I chose to rely on a low-
level algorithm or some machine learning, it seemed necessary to rely on some
more information type. I chose to rely on a low-level algorithm yet again as I
thought it would be more flexible: using effectively low-level information may
enable the robot to detect any type of food, even food it never saw before which
was valuable in my opinon.

3.2.1 Human-based model
When trying to detect objects properly through a robot, one must define the
rules that will allow the robot to make the difference between a mere back-
ground and an actual object. One question then comes to mind. How does a
human actually do it? We are obviously very good object detectors, at least in
the every day life: what processes inside our body allow such efficiency and is
it reproducible for a robot? These questions have already been the subject of
researches. Of course, trying to emulate the human brain in my current task
may seem to be a mistake: I have a restricted amount of memory, CPU and I
previously mentioned I was looking for an exclusively low-level algorithm. The
human sight on the other hand is likely to be a heavy and complicated process
which relies on previous experience of the person who sees, therefore relying on
higher level information. What I discovered was actually different.
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It appears that our brain, when watching a picture first makes a quick scan of
it to extract the features it deems relevant and then processes these features,
this set of features is called a saliency map as it highlights the salient points
in the image. We can try to emulate this mechanism to detect objects. This
initial scan uses apparently exclusively low-level information which in our case
is helpful. Several models for object detection or feature extraction have been
built on this idea ([10, 11, 12]). One important question is then to decide which
feature is the most suited to build this saliency map.
The models presented in [10] and [11] were both interesting as they are both
supposedly fast and seemed relatively feasible to implement. [10] introduces
a feature based on contrast, in other words, each pixel is compared to its sur-
roundings. The more the information of a pixel (whether it is intensity or colour
for instance) differs from its surroundings, the more salient it is. [11] bases its
saliency map on the symmetry feature. If the surroundings of a pixel is sym-
metric, the pixel will be salient. It was shown in [13] through tests performed
on a group of persons that the eyes naturally tend to follow more precisely the
salient points according to the symmetry feature than the contrast feature, even
on images where no apparent symmetry can be spotted. I therefore decided to
try and implement a food detection algorithm based on this feature and using
color and depth information.

3.2.2 Local symmetry detector
The first step consists in building the saliency map of the picture. The detector
used to measure how "symmetric" a pixel and its surroundings are is presented
in [14] and more in detail in [15]. It is called the isotropic symmetry transform.
For a given pixel with the coordinates p, let us compute its symmetry value.
For this, let us consider all the couples of distinct pixels with the coordinates pi
and pj such that (pi + pj)/2 = p, in other words, pixels symmetricaly oriented
compared to p. This set of couples of pixels will be called Γ.
The total symmetry value of pi and pj , noted Sij is defined as follows:

Sij = ri ∗ rj ∗ P (i, j) ∗Dσ(i, j)

We have ri = log(1 + ‖∇pi‖) where ∇pi is the image gradient at the pixel pi.
Therefore, the more intense the image gradient is at a given pixel, the more
influence it will have on the symmetry value.
The term P (i, j) is the phase of the couple. It is defined as (1− cos(γi + γj)) ∗
(1− cos(γi− γj)) where γi is the angle between ∇pi and the line going through
pi and pj . The first part of this term reaches its maximum when γi + γj = π,
in other words when γi and γj are symmetric according to the bissection of the
segment [pi, pj ]. The phase therefore represents how symmetric the two pixels
are. The second part of term reaches its minimum when γi = γj = ±π/2. It has
been introduced to avoid edges to be detected as salient: if pi and pj are on the
same edge, their gradients will most likely have the same orientation which will
be perpendicular to the line joining pi and pj . We are not interested in edges
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Figure 3.9: Notations for the symmetry operator

here as they are not necessarily linked to local symmetry. With this second
term, the edges will not be detected.
The term Dσ(i, j) is the distance weight. The more distance there is between pi
and pj , the less relevant their contribution is to the symmetry value attributed
to p. It is therefore necessary to reduce the influence of far away couples of
pixels. Dσ(i, j) can be any function decreasing with the distance but in the
initial presentation of the symmetry operator, we have

Dσ(i, j) =
1√
2πσ

e−
‖pi−pj‖

2σ

σ is therefore a parameter that we can adjust. If we set it to a high value,
remote couples of pixels will also have a significant influence in the symmetry
value attributed to the pixel p.
In the actual implementation, we did not consider the contribution of all the
couples from Γ, which would be extremely inefficient, but only those located
in a given window. More precisely, we consider all the couples whose absolute
distance to p is between r1 and r2, in other words, we consider only pixels
located inside the square of radius r2 centered on p and outside of the square
of radius r1 centered on p. Let us call the set of couples taken from Γ verifying
these conditions Γ(r1, r2). The final symmetry value attributed to p is therefore:

S =
∑

(i,j)∈Γ(r1,r2)

Sij

Therefore, for an image I, let us call S(I) its symmetry map, where each pixel
has for value its symmetry value S. We could directly apply this process to our
image and focus on the points with the highest symmetry value in the symmetry
map but by doing so we do not have a scale invariant detector. Patterns that
have a high symmetry value at one scale may not be noticeable at another. We
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Figure 3.10: Description of the multiscale operator

need a scale-invariant operator, that is, an operator that will give a high value to
an interesting pattern regardless of its size. For this, we apply the process used
in both [10] and [14]. We apply a Gaussian filter to the image and downscale it
by a factor 2. We repeat this operation a number of times N. We then have a
list of images called a gaussian pyramid. To each member of the pyramid, we
apply the symmetry operator and thus obtain a pyramid of symmetry maps.
We then upscale each member of this pyramid and sum them. The final map
that we obtain is the symmetry map that we want. It indeed takes into account
different scales since it is the sum of images where the symmetry operator has
been applied at various scales. The process is described in figure 3.10.
Once we have the saliency map of the image, we must choose the most salient
points that will be used for the rest of the algorithm. Everytime we choose a
salient point, we pick the point with the maximal saliency value called fixation
point, we determine the area around it whose pixels saliency is above 60% of
the fixation point’s saliency, we lower the value of the local maxima in this area
using gaussian weighting. We repeat this process for every fixation point we
want to retrieve.

3.2.3 Low level object detection
We now have a map indicating us the salient points in our image. We must
use this knowledge to perform a proper segmentation. This step is studied and
explained in [16].

Initial segmentation

The idea is first to perform an initial segmentation of the picture. Thanks to this
segmentation, we will be able to work on every segment instead of every pixel
which will considerably reduce the computation load of the algorithm. The seg-
mentation algorithm used is a function available in the C Library OpenCV called
cvPyrSegmentation. The general idea of this algorithm is to create a gaussian
pyramid with the picture, perform a segmentation on the smallest (therefore the
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(a) Original image (b) Segmented image

Figure 3.11: Example of cvPyrSegmentation on a 512x480 picture.

coarsest) image, refine this segmentation by using the next level of the pyramid,
and repeat the operation until we reach the initial image. Unfortunately, I was
unable to find a more precise description of the algorithm. The algorithm was
applied on a picture of food with as parameters threshold1 =255 and threshold2
= 30. The result is shown in the figure 3.11, the segmentation is efficient enough
to simplify the image into segments on which we can work and precise enough at
the same time not to loose any valuable data from the picture. This algorithm
is also extremely fast since it takes barely 100ms to process the entire image.

Foreground and background information

The algorithm is based on two steps: the first step consists in labeling each seg-
ment as foreground or background, the second one in updating the information
on the foreground and background given the new labeling. These two steps are
repeated until the labeling remains the same between two successive iterations
or until we reach a given number of iterations. The foreground is made of all
the objects of interest, the background is what is not the foreground. We rely
on 3 types of information to analyze the image:

• The color information is computed. For every segment, a color histogram
is created where the color data of every pixel of the segment is stored. The
color is not represented in the usual RGB way but in an other color space
called CIE Lab that is described more in detail in [17]. The interest of this
conversion is that this color space is perceptually uniform. In other word,
a variation in L, a or b at a given color will correspond to an equivalent
variation in the perception of the color a human would have, independently
of the color. This is convenient since we will have to do comparisons of
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the colors of different segments.

• The depth information is also stored as the average and the variance of
the depth values of every pixel in the segment. This information and the
following one are not necessary though. One can apply the algorithm with
only the color information.

• The third information used is the plane information. Indeed, this algo-
rithm is using the same model presented in [18]. In this model, the image
can be divided into 3 parts: the foreground, the surface on which the
foreground objects are standing and the background. It is assumed that
the surface is a plane and in our case this assumption is correct since the
surface on which the objects are standing is a plate. In our algorithm, we
only use the notions of foreground and background however we still rely on
the notion and definition of surface. The plane information is represented
by 3 parameters (α, β, δ) and a pixel located at the position (x, y) on the
image with a depth value d belongs to the plane if α ∗ x + β ∗ y + δ = d.
Using a method explained in [18], we estimate the plane value of the global
image noted (αD, βD, δD) and the plane value of every segment.

The foreground uses color and depth information while the background uses
color and plane information. The color information of the foreground (resp.
background) can be computed by summing the color histograms of every seg-
ment labeled as foreground (resp. background). The depth information for the
foreground is the average and the variance of the depth data of every foreground
pixel. It can be easily computed from the depth information of the foreground
segments. The plane data of the background is simply (αD, βD, δD).

Labeling of the segments

The labeling is the crucial part of the algorithm. Given the information of
the foreground and the background, we have to decide whether a given seg-
ment belongs to the foreground or the background. To take this decision, we
use an energy function. This function, computed for every segment is noted
E(l) where l is the foreground or background label. For every segment, we
choose the label that minimizes the energy value of this function. The expres-
sion of this energy function is expressed in [16]. The general idea is to compute
the probabilities that a segment belongs to the foreground or the background:
E(lforeground) represents the probability that the segment belongs to the back-
ground and E(lbackground) the probability that the segment belongs to the fore-
ground. Therefore if a segment is very likely to belong to the foreground or
background, the energy value of the corresponding label will be low and the
other one very high which is what we want. We do not actually work with
probabilities but the values we manipulate are intuitively equivalent.
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(a) Simple geometric shapes (b) Saliency map

Figure 3.12: Test of the saliency detector

3.2.4 Implementation and problems
Symmetry operator

I implemented the saliency map which is the first essential step of this algorithm.
I followed the process described in [14] and implemented my own detector of
symmetry. I first tested this algorithm by applying it to a simple picture of
640x480 pixels: I wanted to make sure that it was able to detect simple shapes.

The result can be seen in 3.12. In the setting I used, the gaussian pyramid
of the saliency detector has 5 levels and r1 and r2 have a value of 7 and 17
pixels. This setting was the one recommended in [14]. I didn’t use any gaussian
weighting however for two reasons. The first is that this operation is quite heavy
computationaly speaking, the second is that I considered that the window in
which we compute the symmetry value is small enough for this gaussian weight
to be unnecessary. The detector picks up the presence of the shapes and their
global positions however, we can notice other salient points between the different
shapes. This is due to the fact that at the highest scale, the distance between
the shapes is small enough for the points between them to have a symmetry
value. The values in this singularity are high enough to be significant so this
may trigger some false positives when some significant points must be chosen.
Despite those results, I decided to try the detector on food images since they
can be quite different from simple shapes and therefore give better results.
In the figure 3.13, we can see that the detector seems to perform properly. Not
only does it detect the bowl and the glass next to the plate, it also manages
to give high interest value to the food specifically: the salad region, the salmon
and two of the potatoes. It however seems to miss one of the potatoes since it
doesn’t give it a high interest value. It is important that the interest value on
the pieces of food is high since we will only keep a limited amount of salient
points for the rest of the algorithm. The first problem of this symmetry operator
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(a) Food plate (b) Saliency map

(c) Merged images

Figure 3.13: An example of detection of points of interest
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is that it is difficult to evaluate its actual efficiency since it will depend on how
many fixation points we choose and since only one fixation point per object is
necessary.
A second problem is the manipulation of the data in the C language using
OpenCV. More precisely, selecting the area around a fixation point containing
the points whose saliency value was within 60% of the fixation point turned out
to be difficult to do in a reasonnable amount of time.
Another problem is the time necessary to process an image. For instance, for an
image of size 640x480 pixels, it takes 13 seconds to compute the saliency map.
This time is obviously too high to be acceptable for our application. Besides
it was specified in [11] that the whole algorithm (saliency map+segmentation)
could be applied in 50 ms for an image of this size. The clock of their processor
was 2.53 GHz, when mine is 2.00 GHz but this can’t account for such a gap
in performances. I deduced that the authors Gert KOOTSTRA and Danica
TRAGIC optimized their algorithm and that a naive implementation wouldn’t
be enough to achieve similar performances. That is why I started looking for
more work of these two authors, especially since they both participated to redac-
tion of most of the articles related to this method of object detection.

Implementation of Gert KOOTSTRA and Niklas BERGSTROM

I was able to find a complete implementation of this algorithm made by KOOT-
STRA and BERGSTROM. There were several strong points with this imple-
mentation. The first one is that indeed, the performance is impressive: this
algorithm is extremely fast since it takes less than one second to carry itself out
on my computer, but the results are also satisfying. In the figure 3.14, we can
see the result of the segmentation of the picture when it is carried out with as a
starting point the most salient point of the picture. The results are very satis-
fying since the algorithm can detect the objects properly despite a non uniform
background. Besides, the algorithm only require a color picture and a depth
picture of the scene to apply itself.
However there is one reason why I chose not to focus on this implementation any
further. This algorithm is implemented in C++ and uses functions and syntax
specific to the C++ language. It was therefore not possible to include it in a C
program. One may consider putting this algorithm in a separate program that
would communicate and exchange data with the program working in C but I
deemed this method too complicated to try to apply it at this point. This was
the main reason why I tried to proceed differently.
Another reason is that unlike what is specified in [16], the depth information is
mandatory for the implementation of the algorithm to work. I therefore cannot
use it with just one camera: I need to get some depth data of the scene. This
reason did not make me give up on this algorithm but made me consider that I
needed to focus on using other sensors to gather some range information.
This algorithm is however very interesting in my opinion. Even though I do not
know how performant it would be to detect pieces of food in a plate since most
of the examples that were given were objects standing clearly out of the back-
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(a) A tiger figurine (b) A ball

(c) A bottle (d) A teapot

Figure 3.14: An example of object detection using KOOTSTRA and
BERGSTROM implementation. The red dot is the most salient point of the
picture.

ground (in terms of range information), I believe that it is worth considering it
more in detail with a good range sensor and a good color camera.

3.3 Stereo vision and color based food detection
After the attempts made to implement the object detection method mentioned
previously, I started to acknowledge the necessity of implementing more sensors
than just a camera. I had already the intent to use a depth sensor but so far I
avoided considering it as a central element in the detection of food. I just wanted
it to be an additional data, here to confirm or infirm the results provided by
an initial object detection run by a classic camera. This is mostly due to the
fact that I did not have a good understanding of the current state of the art
in object detection. For instance most of the object recognition tools I studied
were designed for 2D color images which led me to believe that this type of
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information was enough to carry out my task.
I wanted to rely on stereovision to get some 3D data from the scene. Several
reasons motivated my choice. The first is that most of the range sensors with
a wide field of vision had a minimal range. If an object is too close from the
sensor, the latter will return incorrect information. For most of the sensors I
found, this minimal range is 1 meter which is not acceptable in an application
such as ours. I found out later that some of them have a minimal range of 20-30
cm which is much better although it still doesn’t make it very convenient to
use. I thought stereovision wouldn’t have such constraints. I also believed that
stereovision would perform equally in terms of performance at a reduced price
since it simply required two cameras. These reasons turned out to be invalid as
we will see.
I decided to try and implement my own method to detect the food. Having a
good depth perception was the key of this method but I still wanted to use color
information as it is an element very specific to the type of food we have to deal
with.

3.3.1 Stereo vision
Stereo vision relies on several cameras. The idea is to use the data of several
cameras filming the same scene from different points of view to gather some
extra spatial knowledge. In order to perform stereo vision, I relied heavily on
the C library openCV. This library is one the main existing C/C++ library
existing when it comes to image processing and many functions directly related
to the stereo vision process already exist in it. Most of the facts explained in this
section are taken from [19], where all the mechanisms implemented by openCV
are explained.

The pinhole camera model

First, let us define properly the model we use to represent cameras. Let us
consider a point O called projection point and an axis that goes through O called
optical axis. This axis represents the optical axis of the lens of the camera. Now
let us add a plane perpendicular to the optical axis located at a distance f of
O. f is represents the focal length of the camera. Let us consider a point A
in space, this point is represented by the camera by the intersection between
(OA) and the image plane. This intersection is noted a. This is an ideal model
to represent a camera: there are of course many precisions that must be added
to this model but they will mentioned later on. The model can be seen in the
figure 3.15.

A simple case of stereo vision

Let us now consider two pinhole cameras with the same focal length f aligned
horizontally perfectly next to each other. Their optical axis are therefore parallel
and their projection points (respectively called Ol for the left camera and Or
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Figure 3.15: Pinhole camera model

for the right) are separated by a distance that we can denote T. Let us consider
a point P in space at a distance Z of the plane going through Ol and Or and
parallel to the image plane. This point has a projection pl = (xl, yl) in the left
image and a projection pr = (xr, yr) in the other. If we look at the figure 3.16,
we can see using the Thales theorem that

T − xl + xr
Z − f

=
T

Z
⇐⇒ Z =

fT

xl − xr

We can therefore deduce how far away an object is from the two cameras.
This situation however never occurs in real life since the cameras need to be
ideal and perfectly aligned. In reality, the cameras are not perfectly aligned,
especially in my case since I didn’t work with any particular equipment to ensure
that they would be set in a precise position. The cameras are also far from
ideal. For instance, the CMOS sensor in the camera is never perfectly aligned
with the optical axis of the lens therefore there is an offset between the point
corresponding to the optical axis and the center of the picture in the output
of the camera. Besides the projection on the image plane is modified by some
distorsions caused by the lens of the camera... All those elements are significant
enough to prevent us from considering that we work in the right conditions.
We can however through some manipulations and computation bring ourselves
artificially to this ideal setup.

Calibration of the cameras and rectification of the images

The first step consists in calibrating the cameras. By calibrating, we mean deter-
mining the geometric relation between the two cameras, namely, the translation
and rotation necessary to go from one to the other. It also means to finding
the intrinsic parameters of each camera: the lens deformation and the offset
between the lens and the sensor in the camera for instance. Several methods
exist in openCV to carry out these tasks.
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Figure 3.16: An ideal stereovision situation

The first method used is called stereoCalibrate. This method estimates all the
mathematical elements necessary to undistort and modify the images provided
by the cameras. It also specifies the level of confidence it has in these esti-
mations. It requires however among the numerous inputs necessary a serie of
images viewed by the left and right cameras. Theoretically, any object viewed
by the two cameras should help calibrating them however, given the difficulty
of the task, it is common practice to use a checkerboard. Indeed, this object
simplifies considerably the calibration. First, it is flat: this allows the algorithm
to compute the intrinsic parameters of the camera like the lens deformation. Be-
sides, its pattern is naturally easy to notice by a searching algorithm. Once all
these elements are computed, we can deduce thanks to another function called
stereoRectify the transform that will align the images of the two cameras on the
same plane in an ideal position.
In the figure 3.17, we can see me calibrating the cameras by presenting a checker-
board. As mentioned previously, one pair of images is not enough to calibrate
the cameras properly: I used 20 pairs of images for the calibration which is a
rather common practice. This step must be done carefully, the checkerboard
must be presented in different orientations and in different parts of the image,
otherwise the estimation of the geometrical relation between the two cameras
can be unprecise. The level of precision of the estimation is done with the re-
projection error. The reprojection error is a root mean square error computed
on the distance between where one point is supposed to be once it has been
projected on the screen and where it is actually observed. This value should
be between 0 and 1 and preferably below 0.4 according to the many forums I
have visited on the subject. The reprojection error provided by the software is
0.3769 which is in the acceptable range of error value.
In the figure 3.18, one can see the result of the computations. The green lines
are called epipoles. For every pixel in the left picture, there is a corresponding
epipole in the right picture: all the interest of the epipoles is that the pixel in
the right picture representing the same object as the pixel considered in the left
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(a) Left image (b) Right image

Figure 3.17: An example of calibration image

Figure 3.18: An example of rectification

is located on the epipole. Therefore, finding the corresponding pixel in the right
image is much simpler since we only have to look on one line. When the cameras
are in the ideal situation mentionned in the previous section, the epipoles are
horizontal. This is indeed the case in the corrected pictures.

Stereo vision algorithm in openCV

We now have two images corrected to be in an ideal position to do some stereo
vision. We can apply an algorithm to look for the disparity in the two images.
The disparity of a pixel is the distance between the position of this pixel in
one image and the position of the same pixel in the other image. Thanks to
the disparity, we can compute the distance value that should be attributed to
the pixel. However, this process is delicate even with corrected images. There
are two algorithms implemented by openCV to obtain a disparity map from
two images: the block matching (BM) and semi global block matching (SGBM)
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Figure 3.19: Schematic of the principle of the BM algorithm

algorithms . I was however unable to use the SGBM algorithm as it is only
implemented in C++ and I required a C implementation.
The concept of the BM algorithm is summed up in Figure 3.19, taken from [20].
The general idea is to do area matching. In other words, the algorithm considers
a small area on one image and tries to find the area in the other image that
matches it. The algorithm decides whether or not two area match by correlating
them: the area with the highest correlation result is considered the matching
one. The correlation is not done directly on the input images however. Some
transformations are applied on them in the first place. In the same way, some
filters are applied the disparity image obtained after the matching step to obtain
a better result. This is a general way to proceed and the BM algorithm is one
among several algorithm to proceed like this. The reason why we chose this one
is of course because it was already implemented by openCV but also because it
is particularly fast and still yields some good results.
In Figure 3.20, we can see the results of the stereo vision I implemented with
two webcams. In the depth picture, the shade of grey indicates how close the
object is. The whiter a pixel is, the closer it is. A black pixel means that the
depth of this pixel could not be computed. In the depth picture of the figure
3.20, we can more or less distinguish the backpack but there are many places
in which the disparity couldn’t be computed. This is apparently a weakness of
this algorithm that I saw mentioned on several forums: it is inefficient at de-
tecting smooth surfaces like floors. We can also notice that the precision of the
algorithm is limited, for instance the chair behind the backpack appears very
roughly on the depth picture. Besides, we can also notice an anomaly along the
leg of the table where the algorithm considers that a group of pixels are very
close to the cameras even though it is not the case. This algorithm does not
seem suited for our application.
I wanted to make sure however that this setup was not adapted to our applica-
tion by acquiring the depth image of a plate with an object inside. I placed the
plate at a distance of the cameras that I deemed reasonable. It was far enough
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(a) Left image (b) Right image

(c) Depth image

Figure 3.20: An example of stereo vision with the BM algorithm

of the cameras to appear in both their fields of vision and close enough to be
pertinent. Indeed, in the setup imagined for BESTIC, the cameras would be
set on the robot, therefore, the food cannot be too far away from the cameras.
In the figure 3.21, we can see the result. In the previous example the results
were not so satisfying but it was still conceivable to use them to extract some
information, this time however there is almost nothing for us to use. The depth
could not be computed in the whole area around the plate. After discussing
with a computer vision specialist, I learned that there is an empiric rule in
stereo vision: it is not possible to detect objects that are closer to the cameras
than around 6 times the distance between the lens of the two cameras. In my
case, this blind zone is larger than this but I believe that this is due to the fact
that my calibration is not optimal.

Conclusions

There are two conclusions that we can draw from these experiments. The first
one is that the setup necessary for a proper stereo vision is very precise. It
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(a) Left image (b) Right image

(c) Depth image

Figure 3.21: Image of a plate through stereo vision

demands some precision in the position of the two cameras and some important
fine-tuning at the software level. If by any chance, one of the cameras is slightly
moved from its original position, it will be necessary to calibrate all the equip-
ment all over again. Besides, some additional problems may appear such as the
vibrations caused by the movements of BESTIC that may prevent the cameras
from seeing properly if they are installed on the robot itself. This makes the
stereo vision a delicate process to use for our application. The second conclusion
is that the level of precision that our application requires, at the level of the
centimeter or even the millimeter, is very high compared to the precision of the
results. The BM algorithm is not of course the only stereo vision algorithm but
it is one of those who perform the best at a speed close to real-time and yet the
margin of error of the position of the borders of the objects is more at the scale
of the decimeter which is unacceptable in our case. For these reasons, I believe
that it would be best to rely on a sensor specifically designed to sense depth.
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3.3.2 Color analysis
My idea when I was working on the stereo vision was to implement at the same
time a very coarse color segmentation that would allow the robot to have a bet-
ter understanding of the situation in the plate if the depth map was not precise
enough. The process was supposed to be very simple. First I intended to group
together the pixels that had similar shades of color and then to segment it us-
ing the method cvPyrSegmentation previously presented. Indeed this method
groups pixels that have similar colours however lighting conditions and noise
can affect its segmentation. That is why I wanted to preprocess the image first
to ensure that the result would be the same no matter which condition the plate
was watched in.
Grouping pixels that have similar color can be difficult and particularly in the
RGB space: groups of similar colors to the human eye do not have a computa-
tionally friendly form in this color space. This is why I decided to use the HSV
space. In this color space, the range of color is represented in a more intuitive
way: the hue. The preprocessing step was supposed to be the following: we
bring the saturation and the value to the same number for all the pixels in the
picture. From this point on, the only difference between two pixels lies in the
hue. We then quantify the hue, in other words, we choose a limited number of
hue values that we call levels regularly spread on the hue spectrum and bring
the hue value of every pixel to the closest level. The pixels with similar colours
were therefore supposed to be even more similar since they would hopefully be
brought to the same hue level or neighboring levels. Dissimilar pixels were on
the other hand supposed to be even easier to differenciate.
On Figure 3.22, we can see that the results could be interesting: all the different
types of food are separated in terms of color and it may be possible to extract
some valid information from the colour-processed image. There is one spot of
pasta that has been assimilated to chicken but I had faith that some more pro-
cessing of the picture could eliminate small defaults like this one.

(a) Initial image (b) Post process image

Figure 3.22: Successful color processing
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(a) Initial image (b) Post process image

Figure 3.23: Unsuccessful color processing

There is however another problem that worried me: the plate appears blue. I
realized that white is not a range of color covered by the hue but appears when
the value is high and the saturation is low, regardless of the hue. If we set the
saturation and the value of every pixel to fixed values, the white can turn into
any color at the risk of disturbing the whole process. In 3.23, we can immedi-
ately see the problem. The background turned red although this is not such a
problem since only the inside of the plate is considered interesting. However,
the salad that is mostly white turned orange therefore mixing with the chicken.
We can see anyway that in this picture it is more difficult to distinguish the
different pieces of food. Only the ketchup clearly stands out.
In the end, this image processing seemed too unreliable for me to keep using it.
Besides, a logical problem arose. I always considered that I would use this image
processing coupled with a good depth map, I wanted to merge these two infor-
mation. However, I realized that there would be a problem with the ’merging’.
Indeed, should the two information (color and depth) be conflictual, I would
always grant priority to the depth. Indeed, if the color indicates that an area is
uniform but the depth indicates a gap, I will think that it could be two pieces
of the same color next to each other and therefore consider that there are two
pieces of food. On the other hand, if there is a color discontinuity but the depth
is uniform, I will consider that there may be some sauce lying there and there-
fore ignore the discontinuity. In any case, the depth will always be considered
more reliable and consequently, there will be no merging of information.
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Chapter 4

Recognition of the food

Most of my work and experiments dealt with detection of food. However, I
initially started this project by studying possible mechanism for food recognition
as I thought this would be the most difficult part of my project. In this section I
will briefly present some tools and methods that I encountered in some scientific
papers and that I thought could be useful for our project.

4.1 Local feature recognition
The first notion I learned when dealing with the detection of objects is the
notion of local feature. A local feature doesn’t have a specific definition, it is
considered to be an element of interest in an image. Edges can be features
for instance, it depends on what we are looking for in an image. There are
two steps that could be used in food recognition. The first one is the actual
feature detection. We need to decide which pixel is interesting and which one
is not. There are mathematical tools called detectors that allow us to detect
the points of interest. The symmetry detector in the human-based detection
is an example of feature detector. We must however find the correct detector
depending on the type of feature we are interested in. The second step is
the feature extraction. This step consists in reducing the data of the image.
Indeed, an image contains large amounts of data that can be very redundant.
While performing feature extraction, we condensate the information contained
in the surroundings of every feature in a reduced form. Each feature then has
a descritor attributed, a descriptor being precisely this condensed information.
If we choose the descriptor form carefully, the data will be greatly condensed
compared to the original image with a minimal amount of information loss.
These features can be useful when used to recognize an object in different images.
If the same object appears in two images, the same features will appear on it
with the same descriptors. We can therefore recognize the object by matching
the features in the two images. However, this requires that the features appear
on the same object and that their descriptors are invariant throughout the
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Figure 4.1: Creation of the difference of Gaussian images

different images. Therefore, we expect a feature detector to be repeatable:
if the same feature is detected even if it is seen from different viewpoints in
different pictures, the feature detector is repeatable. We also expect a feature
descriptor to be distinctive. Indeed, we want two different features to yield
different descriptors. Finally, we expect both the detector and the descriptor to
be robust to noise.
There is one combination of feature detector and descriptor that turns out to be
particularly interesting. The detector is a method named difference of Gaussians
and the descriptor is called Scale Invariant Feature Transform (SIFT). The
reason why this particular combination caught my attention is because it is
robust to rotation, scaling of the image, changes of lighting and noise. Besides, it
is particularly fast to compute making it a valuable choice for a feature matching
based method. The whole process is described precisely in [21].

4.1.1 Difference of Gaussian
The idea is similar to the concept of Gaussian pyramid explained previously.
The original image is repeatedly convolved by a gaussian filter whose parameter
σ is multiplied every time by a constant factor k. We stop convolving the image
when σ has been doubled. The set of images obtained (the original image and
its result through the different convolutions) is called an octave. The image
with a blurring of 2σ is then downsampled by a factor 2 and the process is
repeated with this new image as a starting point. We then create the difference
of Gaussian (DoG) images by substracting every image with an image with an
adjacent level of blurring. The figure 4.1 gives a graphical descrition of the
process.
We then take sample points in some DoG images of each octave. The number
of samples and how many images we considered is determined in [21]. For each
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Figure 4.2: Descriptor of SIFT

sample, we consider his eight neighbors, the 9 neighbors of the upper adjacent
DoG image and the 9 neighbors of the lower adjacent DoG image. If the sample
point is an extremum of this group of points, it is then considered as a candidate
for a feature. Its value must be above a given threshold indicating that it really
contrasts with its surroundings, that this is not due to noise. Finally, some
more filters suppresses the points of interest caused by edges as these points are
sensitive to noise. All the remaining points are keypoints that are attributed
an orientation based on their gradient and the gradient of the sample points
around them.

4.1.2 SIFT
We now need to make a description of the surroundings of the keypoint. If we
consider one keypoint, the gradient of the points surrounding it in a 16x16 pixel
region are computed and a histogram of the orientation of the gradients of size
4x4 with 8 possible orientations is created. To each histogram of the descriptor
corresponds a 4x4 subregion of the 16x16 region. The figure 4.2 illustrates
the process although in this figure, the global region is of size 8x8 and the
descriptor of size 2x2, the process is however the same. The orientations of
the histograms is done relatively to the orientation attributed to the keypoint
to ensure a invariance through rotation. There are several additional steps
performed such as adding a gaussian weight to the contribution of each pixel or
normalizing the histograms to make them invariant to light changes.
There are many variations of this version of detector and descriptor however

DoG/SIFT remains relatively simple and efficient. There is apparently one
combination that performs faster with an equivalent quality and is still very
convenient to use, called Speeded-Up Robust Features (SURF). This method is
explained in [22].

4.1.3 Local features for object classification
These tools seem extremely useful in our current task. My initial intention was
to use the pair of detector and descriptor described previously in my work to
recognize the different types of food in a plate. However in most of the papers
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presenting the concept of the descriptors or detectors, the task was to recog-
nize the same object from a different point of view or through some geometrical
transformation. This is not what we want to do since we expect the robot to
recognize types of food. We therefore want to do some object class recognition
which has different requirements than object recognition. The concept of fea-
tures is also used in this field although the performance of the different feature
detectors and descriptors is different. In [23], a group of the best performing
feature detector and descriptor for object recognition is tested for class recogni-
tion. It seems then that DoG and SIFT are not the most suited tools although
they still perform decently. Whether they are used with or without learning,
local features still seem to be a promising way to proceed.

4.2 Recognition based on learning
By trying to recognize types of food, we have a typical classification problem. To
which class belongs the piece of food detected by the robot? If we consider the
recognition system of the robot as a black box, we have a system that takes in
input the data of the different sensors (already processed by the food detection
part) and returns a list of all the pieces of food in the plate. This gives us an
opportunity to apply some learning. In this chapter, I will focus on the two
methods that were used in scientific papers on food recognition.

4.2.1 Support Vector Machine
The first and by far the most frequent one ([24, 25, 26]) is the method called
Support Vector Machine (SVM). SVMs are mathematical modelings that allow
regression and classification. It can be used for binary classification like "yes or
no" questions or multi-class classification like our current problem. This method
relies on supervised learning.
The idea of supervised learning is to provide the system with some input and the
corresponding output, which will allow it to take some decisions when facing new
inputs. The whole problem of the supervised learning process is to determine the
proper learning algorithm and decision function. In other word, the algorithm
that allows the robot to generalize from the examples it is given and the function
that allows it to take some decisions when given a new input must be carefully
implemented.
Let us consider the simplest case of SVM which would be a binary classification
with a linear SVM. We assume that the input data of the decision function can
be represented as points in a N dimensional space. For instance, if we were
giving SIFT features as input, N would be equal to 4x4x8=128. The training
data is therefore a cloud of points in this N-dimensional space. The idea of the
SVM is to find the optimal affine hyperplane that would separate the training
points belonging to one class and the points belonging to the other and that
would maximize its distance to the closest training support point. In order
to find it, we consider two hyperplanes that separate the data and then try to
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Figure 4.3: Principle of a support vector machine

maximize the distance between them, the optimal hyperplane should be halfway
between them. The concept is illustrated in the figure 4.3 when the dimension
N is 3.
Let us consider w a vector and b a scalar such as all the points x of the optimal
hyperplane verify 〈w · x〉− b = 0. We can say that the points x belonging to the
two margin hyperplanes verify respectively 〈w · x〉− b = 1 and 〈w · x〉− b = −1.
Thanks to a quick calculation, we can see that the distance between the two
hyperplane is 2

‖w‖ . The goal is therefore to minimize ‖w‖. Let us introduce the
parameter y for every training point such as yi = 1 if xi belongs to one class
and yi = −1 if xi belongs to the other class. We choose the parameter y so that
all the training points xi verify 〈w · xi〉 − b ≥ 1 if yi = 1 and 〈w · xi〉 − b ≤ −1
if yi = −1, in other words, yi(〈w · xi〉 − b) ≥ 1. Finding the hyperplane can
therefore be put as the following optimization problem:

min
w,b

‖w‖

subject to yi(〈w · xi〉 − b) ≥ 1, i = 1, . . . ,m.

where m is the number of training points.
Of course, this assumes that such an optimal plane exists which is usually not
the case. There are several ways to proceed then. It is possible to determine
the hyperplane that will separate the two classes by reducing the error of the
mislabeled training points while still maximizing the distance to the closest cor-
rectly labeled training point. Another method would be to use a mathematical
transformation to transform the space in which we work in one where the points
are linearly separable. This can be done by applying the Kernel trick, in other
words, by replacing the dot product used in our equations so far by a specific
Kernel function.
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Figure 4.4: Example of k-NN algorithm

A multi-class problem can be solved by using several SVM. For instance, a SVM
can be used for every class to decide whether or not the input belongs to this
class and the input is attributed the class whose SVM provides the best positive
results. Another strategy is to use a SVM for every possible couple of class and
the input is attributed the class that obtained the most positive results.
The drawback of this method is that if there are n classes, the classification
requires n or

(
n
2

)
SVM to take a decision. This restricts the number of food

types the classifier will be able to recognize since more classes will imply more
computation power necessary. Nevertheless, if reducing the number of recog-
nizable food type is acceptable, this would be a very interesting tool to work
with.

4.2.2 k-NN algorithm
This algorithm is called the k Nearest Neighbors algorithm. Just like the SVMs,
it can be used for regression and classification. Once again, the data is repre-
sented in a N dimensional space, N being finite. The training data is then also
represented as a cloud of labeled points, each label indicating to which class the
point belongs. When a new input is given, the k nearest neighbors in the train-
ing data are selected and the class that is the most represented among these k
neighbors will be attributed to the new input. For instance, in the figure 4.4,
the input will be attributed to class A if k=3 and to class B if k=5.
This algorithm is fairly simple but has several drawbacks. The first one is that
the training data must be representative of the reality. If the distribution of
the training points is skewed for any reason (noise, one class more represented
than the others...) the performance of the algorithm will be affected. In order
to reduce the effects of a non ideal training set, we can weight the contribution
of the k nearest neighbors with their distance to the input. The training points
the closest to the input would therefore have more influence on the decision of
the class than the others. Another problem can be the high dimension of the
space we work in. Indeed, we already mentioned that the SIFT descriptor is in
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Figure 4.5: Example of clustering: 3 clusters appear so there would be 3 different
types of food

128 dimensions but if we add texture descriptors and color descriptors, there
can be much more dimensions. We are then facing the risk of the curse of di-
mensionality [27], which means that the distance between the closest and the
furthest neighbors diminishes. The concept of nearest neighbors then becomes
delicate to handle which is why there are processes to reduce the dimensionality
of the data.
This algorithm does not use supervised learning. Indeed, it does not extract
general information from the training data but uses it directly once a new input
is given. This is called instance-based learning, and the problem is that the
algorithm requires the entire training data to work properly which means that
the robot should have some storage capacity.
This algorithm caught my interest for its simplicity. Since I didn’t know what I
was going to work with in terms of type of data or requirements of performance,
I prefered to focus on simple algorithms.

4.3 Clustering
There are many classification methods like neural networks or decision trees,
however the most frequent one remains the SVMs. I was not satisfied with this
conclusion though since, as mentioned earlier, SVMs require the computation
of at least as many classifiers as food types we want to recognize. My intention
was to rely on a more flexible method. One idea that I thought may be worth
considering is clustering. If we represent our input data as we did for the SVMs
and the k-NN classifier, maybe we can form clusters of features based on a
criterion that we would determine ourselves. Therefore, all the pieces of food
whose features belong to the same cluster would be considered of the same
type, or similar. Of course, this method would raise many problems. Which
features should we choose for an optimal efficiency? Which clustering algorithm
should we choose? What if one piece of food had features in different clusters?
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Is the Euclidean metric most suited for the task? All of this requires some
mathematical refinement. Should this method work though, we would be able
to tell which pieces of food are from the same types. This would allow the robot
to take a decision as to which piece of food it should pick up next.
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Chapter 5

Additional suggestions

During my work, I have come up with a few ideas regarding the robot BESTIC.
These are merely suggestions but I think they are worth considering.
The first one would be to change the programming language of the food detec-
tion and recognition unit. I have run several times into difficulties because the
algorithms implemented for object detection or recognition were in C++ for
instance. Besides, the image processing library openCV, which was one of the
main tools used for my work now implements its most advanced functions only
in C++. It seems that this language is more suited for image processing than
C. I therefore suggest to either convert the current code of the robot to C++,
or to program the sensor data processing part and the robot movement part in
different languages and allow the two programs to communicate though it seems
to me that the first option is the simplest since there is a lot of compatibility
from C to C++.
My second suggestion would be to use an external computing unit. Indeed, the
task at hand is extremely heavy in computation and even a computer with de-
cent computing speed like mine (Intel core 2.00 GHz) required time to carry out
the computations. This will be too much to handle for a micro computer like
Raspberry Pi whose processing speed is much lower which is why I recommend
to use some hardware dedicated to fast computation. One idea would be for
instance to allow the robot to be plugged to a computer or a tablet and control
it from there through a special interface.
My third suggestion is simply an extension of the second one: if we assume that
Bestic is to use an external computing unit, it may be a good idea to make it
an internet application. Indeed, as I said before, even a normal computer may
not be performant enough to carry out the computations in due time. There-
fore, connecting a tablet or a smartphone or any portable device to the robot
to do the computations may not work. It may be a good idea then to rely on
a dedicated server on the internet. The robot would connect with it through
a internet connection and send it the data gathered by its sensors. The server
would perform all the computations and would return the necessary informa-
tion to the robot (position and type of the food) which would then choose the
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Figure 5.1: Architecture of a smartphone-based system for food recognition

piece of food to pick up. The idea was already used in [24] where they intended
to use a smartphone application. It is explained in the figure 5.1 taken from
this article. This idea has two main advantages. The first one is that a huge
computational power would be available for our task, the second one is that we
would have an important data storage capacity which can be useful for some
learning based recognition methods. On the other hand, this approach raises
several issues. The robot would then need to be connected to the internet, the
data must be exchanged in a format as light as possible, the server must be
able to handle many queries. The problems that appear are therefore network
related.
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Chapter 6

Conclusion

Throughout this master thesis, I have tried different methods to detect and
recognize the food with some sensors. Color cameras and depth sensors seem to
be the most efficient way to proceed as they can gather an important amount
of information (color, texture, geographical position on all the plate) in a short
time. When it comes to the detection, none of the methods tried were successful.
Methods relying on a single image were not carrying enough information, the
stereo vision is difficult to implement for a final result that is not precise enough
for our requirements. Only the object detection algorithm implemented by
Kootstra and Bergstrom [16] seemed to provide interesting results but it requires
a very precise setup in terms of cameras and the precision of the results may
still not be enough for the robot. For the recognition, the use of features and
learning algorithms seem to be the most efficient way to proceed. No matter
which method is used though, it appears that a micro computer will not be able
to handle it in a reasonable time. We must aim at efficiency, in terms of software
by using a language more adapted than C for the image processing and in terms
of hardware by assisting the microcomputer with a powerful external processing
unit. This connection to an external CPU could even be done through a local
network or the internet thus allowing anybody with an internet connection to
benefit from the function of Bestic without any additional hardware.
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