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Sammanfattning 
Micronic Mydata AB utvecklar och tillverkar maskiner för att automatisk montera elektroniska 
komponenter på kretskort, s.k. ”Pick and place” (PnP) maskiner. Komponenterna blir lokaliserade och 
inspekterade optiskt innan de monteras på kretskorten, för att säkerhetsställa att de monteras korrekt 
och inte är skadade. En komponent kan t.ex. plockas på sidan, vertikalt eller missas helt. Det 
nuvarande systemet räknar ut uppmätta parametrar så som: längd, bredd och kontrast.  

Projektet syftar till att undersöka olika maskininlärningsmetoder för att klassificera felaktiga plock 
som kan uppstå i maskinen. Vidare skall metoderna minska antalet defekta komponenter som 
monteras samt minska antalet komponenter som felaktigt avvisas. Till förfogande finns en databas 
innehållande manuellt klassificerade komponenter och tillhörande uppmätta parametrar och bilder. 
Detta kan användas som träningsdata för de maskininlärningsmetoder som undersöks och testas. 
Projektet skall även undersöka hur dessa maskininlärningsmetoder lämpar sig allmänt i mekatroniska 
produkter, med hänsyn till problem så som realtidsbegräsningar. 

Fyra olika maskininlärningsmetoder har blivit utvärderade och testade. Metoderna har blivit 
utvärderade för ett test set där den nuvarande metoden presterar mycket bra. Dels har de 
nuvarande parametrarna använts, samt en alternativ metod som extraherar parametrar (s.k. 
SIFT descriptor) från bilderna. De nuvarande parametrarna kan användas tillsammans med en 
SVM eller ett ANN och uppnå resultat som reducerar defekta och monterade komponenter 
med upp till 64 %. Detta innebär att dessa fel kan reduceras utan att uppgradera de nuvarande 
bildbehandlingsalgoritmerna. Genom att använda SIFT descriptor tillsammans med ett ANN 
eller en SVM kan de vanligare felen som uppstår klassificeras med en noggrannhet upp till ca 
97 %. Detta överstiger kraftigt de resultat som uppnåtts när de nuvarande parametrarna har 
använts.  
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Abstract 
Micronic Mydata AB develops and builds machines for mounting electronic component onto 
PCBs, i.e. Pick and Place (PnP) machines. Before being mounted the components are 
localized and inspected optically, to ensure that the components are intact and picked 
correctly. Some of the errors which may occur are; the component is picked sideways, 
vertically or not picked at all. The current vision system computes parameter such as: length, 
width and contrast. 

The project strives to investigate and test machine learning approaches which enable 
automatic error classification. Additionally the approaches should reduce the number of 
defect components which are mounted, as well as reducing the number of components which 
are falsely rejected. At disposal is a large database containing the calculated parameters and 
images of manually classified components. This can be used as training data for the machine 
learning approaches. The project also strives to investigate how machine learning approaches 
can be implemented in mechatronic systems, and how limitations such as real-time constraints 
could affect the feasibility.  

Four machine learning approaches have been evaluated and verified against a test set where 
the current implementation performs very well. The currently calculated parameters have 
been used as inputs, as well as a new approach which extracts (so called SIFT descriptor) 
parameters from the raw images. The current parameters can be used with an ANN or a SVM 
and achieve results which reduce the number of poorly mounted components by up to 64 %. 
Hence, these defects can be decreased without updating the current vision algorithms. By 
using SIFT descriptors and an ANN or a SVM the more common classes can be classified 
with accuracies up to approximately 97 %. This greatly exceeds results achieved when using 
the currently computed parameters.      
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NOMENCLATURE 

Listed below are the notations and abbreviations used in this Master thesis. 

Abbreviations 

SVM Support vector machine 

ANN Artificial neural network 

SIFT Scale invariant feature transform 

PnP Pick and place 

RBF Radial basis function 

PCB Printed circuit board 

CPU Computational processing unit  

ASIC Application specific integrated circuit 

DSP Digital signal processor 

FPGA Field-programmable gate array 

IP Intellectual property 

SoC System on chip 

HOG Histogram of gradients 

SQL Structured query language 

Notations 
Symbol Description 

m Training set size (no.) 

n Features (no.) 

𝑥(𝑖) A parameter/feature vector for a samples i 

𝑦(𝑖) The correct manual label for sample i 

𝑤𝑇 The weight vector for a SVM 

𝑤(𝑗) The weight matrix for an ANN in layer j 

𝑎𝑖
(𝑗) Activation function in node i in ANN layer j. 

ℎ(𝑥(𝑖))  A general hypothesis function/classifier outputting a prediction given a 
feature vector 
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𝑀 The margin for a SVM 

𝑓(𝑤, 𝑥(𝑖)) ANN (sigmoid) activation function 

𝑏 Classifier bias value (constant) 

𝑘 The new amount of features (no.) 

𝜙�𝑥(𝑗)� A new feature (higher dimension) feature space 

𝐾�𝑥(𝑗), 𝑥(𝑖)� A kernel function over k 

J A cost function 

𝐿 The number of ANN layers 

𝑠𝑙 The number of neurons in layer L 

𝛿𝑗
(𝑙) The error in neuron j in layer l of a ANN 

K Number of clusters in K-Means 
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1 Introduction 

The following chapter will cover the background to the thesis, as well as giving a formal 
definition to the problem. Additionally the delimitations of the thesis will be covered. 
Furthermore the working methods used during the thesis will be discussed, as well describing 
the structure for the rest of the report. 

1.1 Background  
Micronic Mydata AB develops and builds machines for the electronics industry. One of these 
machines is so called pick and place machine, used for surface mounting components on to 
PCBs. Each component is localized and inspected using computer vision; to assure that the 
correct component is picked and that the component is picked correctly. Currently this is done 
by calculating interesting parameters and visual features which distinguish the components.  

This would typically be parameters such as lengths, widths, contrasts and other mechanical 
properties. Errors that may occur during operation are; a component is picked on a corner, 
picked vertically or not picked at all, just to mention a few. Some of the different cases are 
currently difficult to detect and classify using the current statistical methods. This might lead 
to defect PCBs, bad statistical feedback to the company, and in turn poor feedback to the 
operators.  
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1.2 Purpose 
The machines have the functionality to store an image for every component which is picked. 
For each component the different visual and mechanical features are calculated using 
computer vision. A large set of images and the corresponding parameters have been manually 
classified and stored on an accessible SQL server. This stored data can be used to create a 
machine learning based classifier. 

The thesis aims to examine different machine learning approaches, enabling the machine to 
classify the erroneous picks which may occur, see Figure 1. Additionally the most promising 
approach should be further examined, resulting in a successful algorithm and classifier. 
Besides enabling classification, the method should surpass the current method in terms of 
component rejection accuracy.  

Furthermore the thesis shall examine how these different approaches might be used and 
integrated in mechatronic systems, with respect to problems such as real-time constraints. 

 

Figure 1. The image shows some of the more common errors which may occur during operation. This is a typical 
component mounted by the machine. The round circle which is extra visible in image e) is the nozzle of the 

machine, which fixates the components. 
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1.3 Delimitations 
The delimitations have been modified throughout the project as a result of company needs; 
such as prioritized classes, uncertainty in collected data and as a result of adjustments, due to 
complexity involved in certain aspects.  

Since the data used for the project was collected and labeled quite recently, certain ambiguity 
has been detected in the data. Parts of the data have simply been deemed too ambiguous and 
therefore not suitable to use for a classification method. The quality of the results from a 
supervised method can never surpass the quality of the data used for creating the method (Ng, 
2013).  

The nature of a machine learning approach would encourage for a generic method, in the 
sense that it should be able to distinguish the different classes from a broad spectrum of 
components. This however has proven to be harder than earlier expected, partially because of 
the difficulty in producing confident test cases. For this reason the components (i.e. data) used 
to evaluate and test the methods have been restricted to a certain type of component package. 
In this scenario the current approach performs well. By doing this the different methods can 
be evaluated in a conformed and unbiased scenario.  

Because of the extreme tolerances and the current performance of the machine, the task of 
creating a suitable, primarily large enough test case to verify methods has proven to be a 
limitation. This may be limiting either by computational power or simply by a practical 
restriction in time. In some cases both. This is especially noticeable for methods manipulating 
the raw images rather than using the already calculated and cached data.  

A few popular methods commonly used in the industry have been prioritized, rather than 
examining all methods. There are two reasons for introducing this boundary; first of all, time 
is a limitation and actually implementing and testing approaches is considered more 
interesting (for the thesis), than a hypothesis for an optimal method. Even if the optimal 
method is never tested it is very likely that the methods implemented and tested will reveal 
what kind of results one could expect, and to which degree machine learning could solve the 
problem.  
 

1.4 Method 
The work process began with a general pre-study to gain intuition regarding the problem and 
how machine learning might be used. During the residual of the thesis, implementations and 
literature studies were performed iteratively, for each chosen machine learning algorithm, see 
appendix 1. The final frame of reference described in the report is a concatenation of the 
literature studies performed during the entire time-span of the thesis. This approach was very 
suitable since results were generated relatively fast, which in turn gave additional intuition 
and a sense for the problem.  
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1.5 Chapter structure 
The frame of reference covers a literature study regarding the used methods; this section also 
serves as a reference when describing the implementations and some of the results. The 
section will additionally cover areas of application in mechatronics and problems which may 
arise. The reader should gain general knowledge in; machine learning, computer vision and 
the problem at hand. Additionally this section should give some intuition which may be 
helpful when interpreting the results. The section implementation describes which methods 
and algorithms that have been implemented and tested, without any results specified. The 
results chapter will describe the results achieved for all the implementations in a systematic 
format. The section discussion and conclusion will cover a complete interpretation of the 
results as well as describing which conclusion that can be drawn from the results. 
Recommendations and further work can be used as a guide for future work relevant and/or 
connected to the thesis. The section references state the used sources from which theory has 
been extracted as well as direct citations. A reference will be referred to as (source, yyyy), 
while a citation will be quoted and given a reference in the format (source, yyyy). 
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2 Frame of reference 

The study has covered mainly two fields; these are machine learning and computer vision. In 
this particular problem the two areas are closely correlated, as in many other modern 
applications. 

Machine learning could be described as, the task of using previous experience from gathered 
data to enable predictions about new and possibly unseen data. This previous experience 
could typically be human labeled data or experience gathered from continually reading data 
from the environment (Ng, 2013). In this study the experience is already defined as the first 
kind, which is human labeled data. There for the study will mainly focus on these types of 
approaches. The success of a machine learning algorithm is greatly dependent on the data 
used; making machine learning approaches data-driven (Ng, 2013).   

Machine learning can be used to solve several different problems, a general and basic 
introduction to machine learning as a concept will be discussed in the report. However the 
problem of classification will be the main focus, as this is the nature of the problem. 
Classification involves the task of assigning a label to an item, in this case an image. 

Computer vision involves the task of letting a computer analyze an image or images; based on 
this analysis a decision or some decisions must be taken (Davies, 2012). Cameras used for 
visual inspection is nothing new, although the discipline of computer vision is relatively 
young (Davies, 2012).  

The camera is a powerful sensor with many applications, the drawback being the complexity 
in analyzing and interpreting the data which is produced. The fact that data throughput is 
usually quite high imposes a high demand on the hardware and software. As prices on 
hardware have decreased and the computational power has grown, methods involving 
computer vision have become more suitable for a greater diversity of products (Davies, 2012).  

When it comes to the task of interpreting the data, machine learning has become a popular 
approach used in combination with computer vision, such as e.g. face detection in digital 
cameras (Sony, 2013).  
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2.1 Machine learning in general  
Machine learning is today used in a great variety of products and services and stretches well 
beyond computer visions related problems. Here are a few areas where machine learning has 
become successfully adopted and proved to give good results (Ng, 2013; Mehryar Mohri, 
2006). 

• Games (e.g. intelligent bots) 
• Medical diagnosis  
• Real-time decision making, e.g. search engines and direct marketing 
• Text classification e.g. spam filters  
• Unassigned vehicle control and robotics 

With different areas of application come different types of problems to solve. For example, 
assigning a finite set of labels to a set of images might require a certain approach whilst the 
problem of predicting a future stock price may require a different method. Some of the more 
common problems solved with machine learning will be discussed.   

Machine learning algorithms can be divided into several approaches, which fundamentally 
may solve the same problem all though based on different knowledge. The two dominating 
approaches will be covered; these are supervised learning and unsupervised learning (Ng, 
2013; Mehryar Mohri, 2006).  

Furthermore these two methods can be used to solve a set of problems using different 
algorithms. Some of these problems and algorithms will be discussed, hopefully resulting in a 
better understanding of supervised- and unsupervised learning.  
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2.1.1 Supervised learning 
In supervised learning we have some knowledge which can help to create our learner. If one 
wishes to predict future interest rates, a good approach might be to consider using old rates at 
certain points of time. Hence in supervised learning previous experience is used, i.e. training 
data is used to create a learner, which based on some input is able to make a prediction. The 
term “learner” is the general name for a machine learning algorithm, regardless of the 
problem it solves, e.g. classification. 

2.1.2 Unsupervised learning 
In unsupervised learning the data is available, without any explicit information about the data 
and what relationships that are searched. Unsupervised learning rather strives to identify some 
structure (or clusters) in the data set (Ng, 2013). Unlike supervised learning training data is 
not used to create the learner. 

2.2 Machine learning problems 
In this section problems which are commonly solved using machine learning approaches will 
be addressed. This will hopefully result in some general knowledge regarding the field of 
machine learning, as well as providing a better understanding as to why certain approaches 
were used when solving the task. Equations are derived from the following sources: (Mehryar 
Mohri, 2006; Ng, 2013; Prince, 2012; Vedaldi, 2007-2013). 

2.2.1 Regression 
The problem of regression can in simple terms be described as the problem of predicting a 
real value of an item (Ng, 2013). This could i.e. be predicting the future population in a 
country. Usually the entire data set regarding some problem is not available, so based on some 
samples we try to model the behavior of the entire population. 

2.2.1.1 Linear regression 

As an example of regression let us study a plot showing the number counted votes in different 
counties over a ten year period of time, see Figure 2. If it is known that the increase in votes 
of a certain county resembles the overall population growth, it might be suitable to create a 
regression model using data from this county. In this example a linear regression model has 
been created using data from one of the counties (red dots). Since previous experience is 
being used (as our training data) the problem is solved according to a supervised learning 
approach.    
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Figure 2. The figure shows the number of registered voters for different counties during different years. The red 
dots belong to the same county.  

Regression must not be confused with interpolation, although they might be perceived as very 
similar. When using interpolation the “learner” is created in such a way that the tabulated 
values will be modeled correctly, this is our only guarantee regarding the quality of the model. 

If it is not possible to fit a straight line through all the training samples it might be better to try 
and fit a line which approximates the training set as good as possible. This approximation is 
commonly referred to as the hypothesis function, see equation. 1. In the linear regression case 
two parameters need to be determined, θ0 and θ1, se equation 1. The hypothesis function 
approximates an output value given an input feature x. In the previous example the feature 
would be years and the output would be the number of votes. 

 
ℎ𝜃(𝑥) =  𝜃0 +  𝜃1 ∙ 𝑥 (1) 

How is it assured that the hypothesis function gives a good approximation to unseen data? In 
regression the goal is to minimize the error of some function, which will give us the best 
hypothesis function for the given problem. This function is referred to as the cost function.  

This can be translated into a minimization problem. A cost function is defined, that when 
minimized should result in the best approximation for the hypothesis function, given our 
training data. 
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The error of hypothesis function can be computed after defining the errors, see eq. 2.  

𝜀𝑖 = ℎ𝜃�𝑥(𝑖)� − 𝑦(𝑖) (2) 

That is, the difference between the predicted value when observing a feature x, and the actual 
value, y for a certain sample. The superscript i denotes the i: th training sample. 

The next step is to minimize some objective function, which is typically denoted with J. The 
objective function can be some arbitrary function, although the functionality is always the 
same; when we minimize the objective function we expect a good hypothesis, i.e. predictions. 

𝑚𝑖𝑛  𝐽(𝜃0, 𝜃1) = �𝜀𝑖2
𝑚

𝑖=1

      (3) 

2.2.2 Classification 
This is one of the most widely solved problems using machine learning algorithms. The report 
will focus on the problem of classification since this happens to be the nature of the given 
task. 

Unlike regression, in classification the goal is to assign a finite set of values, or labels, to an 
item rather than a continuous value.   

For a spam filter the task would be assigning a label; spam or not spam. This problem consists 
of assigning two different labels, which is commonly referred to as binary classification. As 
will be seen later on it is possible to label more than two different classes, this task is referred 
to as a multiclass classification.  

The current vision system defines a component either to be ok for mounting or not to be ok 
for mounting. This is a binary classification problem; however the current implementation 
relies on other methods which are not based on machine learning.  

In the example used to illustrate regression, the concept of features was addressed, in that case 
there was one feature, which was years; this feature was then used to predict the number of 
voters. In classification features will be discussed thoroughly, features are used to assign a 
certain label to the item which is being classified.  

Assigning features is the first step in classification; this is referred to as feature extraction. It 
is during this step where parameters are analyzed and deemed relevant. What should make 
these features interesting is the fact that they are able to model and separate the different 
classes from each other. Feature extraction is extremely important and generally a prerequisite 
to create a successful (supervised) classifier. The step of feature extraction may vary in 
complexity, from one feature up to an unlimited no. of features.  

Because of the nature of the problem, classification using a supervised learning approach will 
be the focus. So similarly to the regression example, training data will be used. Based on the 
training data features will be extracted and used to separate the classes using a suitable 
method. This implies that the training data needs to be labeled, preferably manually to avoid 
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introduced errors. Some examples will be used to clarify the concept of classification in a 
machine learning context.  

Figure 3 shows a plot of manually classified components. The plotted features are image 
contrast and component width. The two classes are labeled as Ok and not ok (billboard, a 
special type of not ok, see Figure 1). In the problem of classification the goal is to find a 
hypothesis function which is able to separate these two classes in the best possible way.   

 

Figure 3. The image shows a manually classified set of components. The plotted features are; component 
contrast and component width. Blue stars are ok and red cubes are not ok. 

A classifier would try to fit some hyper plane/planes (a hyper plane is a geometric plane in n 
number of dimensions), able to separate the two classes from each other. As can be seen in 
Figure 3, the two features (contrast and width) enable descent possibilities to separate the two 
classes from each other. The black line would be one decent hypothesis, possibly resulting in 
a classifier able to label unseen data, provided the two features contrast and width as inputs.  

A particular algorithm may come up with the hypothesis illustrated in Figure 2; hence the 
choice of algorithm will directly affect the performance of a classifier. Some popular 
algorithms will be described in greater detail.  
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2.2.2.1 Linear support vector machines 

One of the most popular and widely discussed methods for classification today is the support 
vector machine, often referred to as a “SVM”. The SVM has a few advantages over many 
other classification algorithms which make it an appealing method, without necessarily giving 
the best performance. The simplicity and flexibility makes it a rather elegant approach, being 
one of the reasons why the algorithm is widely used (Ng, 2013).  

Since the general concept and purpose of classification has already been addressed, the focus 
will lie on explaining the mathematics involved in SVM’s. Hopefully this will give some 
understanding as to why the SVM is such a popular algorithm. Let us start by analyzing a 
linear SVM and later move on to more advanced approaches.  

Just as described in the case of regression the mission is to minimize an objective function, 
which will result in a well performing hypothesis function. To better understand the 
minimization objective the mathematics and fundamentals behind the SVM will be discussed. 
Study a simple hypothetical training set, see Figure 4. 

 

 

Figure 4. A simple training set where blue dots correspond to the class y = 1 and red dots equal the class y = 0. 

These data points correspond to a training set consisting of two different classes, the red class 
and the blue class, hence a binary classification problem. Each sample in the set can be 
expressed as a vector with its origin at a point in space, e.g. at origo. See Figure 5. 
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Figure 5. The image show two samples and their vectors. 

As has been discussed and illustrated, a classifier strives to separate the data points in some 
parameter space, hence creating a decision boundary. Imagine that a new vector, theta, is 
plotted. See Figure 6 and equation. 4. 

𝜃 = [𝜃1 𝜃2]         (4) 

 

 

Figure 6. The (green) vector theta with its origin in origo. 

If the blue training sample were to be projected onto the new vector theta, the result would 
correspond to the new projection P, see Figure 7. From now on the green vector theta will be 
referred to as a hypothesis vector.  
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Figure 7. The projection P in red. 

What can be done next is to compute the norm of the new projection P. The norm of vector P 
is a real and signed value. To project a training sample 𝑥(𝑖) on the hypothesis vector theta, the 
following information is needed, see equation. 5. 

 

𝜃𝑇 = �𝜃1𝜃2
�  𝑥(𝑖) = [𝑥1 𝑥2] (5) 

 

It is now possible to compute the inner product of the two vectors, using the equations 5, 6 
and 7, where 𝑃𝑛 is the norm of projection P. 

𝜃𝑇 ∙ 𝑥(𝑖) = 𝑃𝑛 ∙ ‖𝜃‖  (6) 

‖𝜃‖ = �(𝜃1)2 + (𝜃2)2  (7) 

By combining these two equations it is possible to solve for the norm, see equation 6 and 7. 
Assume each and every sample in the training set is projected onto the hypothesis vector 
theta. The result would be; both red samples would have negative real valued norms and both 
blue samples would have positive real valued norms. If the relative angle between the vector 
projected, and the vector projected onto is greater than 90 degrees the norm of the projection 
will have a negative sign. I.e. Our decision boundary for the sign of the norm would be as 
shown in Figure 8.  

This is a separating two dimensional hyper plane. The boundary is always orthogonal to the 
vector which is subject to the projection. So, the magnitude of P tells how close a sample x is 
to the decision boundary as well as which side of the boundary the sample is located. So the 
sign of the norm could be used as, a decision of which label we should assign to a sample, and 
the magnitude could be interpreted as a measurement of how certain we are of our assigned 
label.  
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Figure 8. The boundary of the norms sign, when projected onto theta (green line). Samples on the right side of 
the (magenta) boundary will have positive norms and values on the left side will have negative norms. 

This knowledge and intuition can be used to describe how a SVM works. The goal for a SVM 
is to create this separating boundary. The hypothesis vector as we have called it has a special 
functionality in the more general approach, which will be shown. Given this general 
knowledge and intuition, the SVM can be described in greater detail. 

If we study the example in Figure 9, the separating hyper plane can be described with the 
following general equation, see equation. 8. The term w is commonly referred to as the weight 
vector of the SVM and is the normal vector of the hyper plane i.e. orthogonal to the hyper 
plane. Additionally x is the feature vector with the dimension n the term b is a scalar, the bias 
of the SVM.  

𝑤𝑇 ∙ 𝑥 + 𝑏 = 0 (8) 

Furthermore the offset from origo along the same direction as the normal vector w can be 
computed according to equation 9. 

𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 𝑡𝑜 𝑜𝑟𝑖𝑔𝑜 =  𝑏
‖𝑤‖

   (9)  

Looking back at what was discussed earlier, it was assumed that b was equal to zero, that is 
our hyper plane intersected origo. This of course is not a good assumption, although it served 
good to illustrate the fundamentals and the underlying math. By drawing a parallel to the 
previous example it is clear that equation 10 holds. 

𝑤 = 𝜃 (10) 

That is, the weight vector (w) just like the previously defined hypothesis vector (θ) (see 
Figure 8) is the normal vector (i.e. orthogonal) to the separating plane. Because of this the 
inner product between a sample and the weight vector (plus the bias term) can be interpreted 
as a classification, in the same way as illustrated in Figure 8 and the previous examples.  
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Figure 9. A problem solvable using a linear SVM, the boundary showed as the black line. 

Additionally, if the two classes are linearly separable it is possible to compute two hyper 
planes which separate the two classes, without any data points between them. See Figure 10 

 

Figure 10. The image shows a linearly separable problem and the SVM boundary (middle black line) the (3) 
black circles are the so called support vectors, the blue lines form the margin. 
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The task is then to try and maximize the distance between these (in this case three) support 
vectors. This will result in the maximum margin for the given training data set. The margin M, 
as illustrated in Figure 10 can be computed according to equation. 11. 

𝑀 =  2
‖𝑤‖

 (11) 

So, ultimately what one must solve is a minimization problem, where we want to 
minimize‖𝑤‖, hence maximizing the margin M. However two additional constraints need to 
be added, see equations 12 and 13. As previously y is the correct label for a particular training 
sample and m is the size of our training set. 

𝑦(𝑖) = 1 
𝑦𝑖𝑒𝑙𝑑𝑠
�⎯⎯⎯�  𝑐𝑜𝑠𝑡1(𝑤𝑇 ,𝑥(𝑖)) = 𝑤𝑇 ∙ 𝑥(𝑖) + 𝑏 ≥ 1         (12)   

𝑦(𝑖) = 0 
𝑦𝑖𝑒𝑙𝑑𝑠
�⎯⎯⎯�  𝑐𝑜𝑠𝑡𝑜(𝑤𝑇 , 𝑥(𝑖)) = 𝑤𝑇 ∙ 𝑥(𝑖) + 𝑏 ≤ −1     (13)  

Hence, w and b are being scaled such that we fulfill equation 14. 

min(𝑥(𝑖),𝑦(𝑖))∈𝑚�𝑤
𝑇 ∙ 𝑥(𝑖) + 𝑏� = 1            (14)  

The support vector boundaries intersect according to equation 15. I.e. data points which fulfill 
equation 15 are precisely margin. 

𝑤𝑇 ∙ 𝑥(𝑖) + 𝑏 = ±1 (15) 

The complete minimization problem can be written as seen in equation 16, where m is the 
number of training samples and n is the number of features. The first sum corresponds to the 
cost contributed from the training data, while the second sum corresponds to the cost for the 
weight parameters in vector w. The parameter C is a regularization parameter and controls the 
tradeoff between the two sums. The parameter C is very important since there is usually noise 
in our training set, where the result is that we can not maximize the margin and separate all 
data points. The parameter introduces “slack” and allows us to disregard noise (data point 
which we can not successfully separate). This is the SVM cost function. 

min 
𝑤,𝑏

�𝐶 ∙ ��𝑦(𝑖) ∙ 𝑐𝑜𝑠𝑡1�𝑤𝑇 , 𝑥(𝑖)� − �1 − 𝑦(𝑖)� ∙ 𝑐𝑜𝑠𝑡𝑜(𝑤𝑇 ,𝑥(𝑖))
𝑚

𝑖=0

� + �𝑤𝑗2
𝑛

𝑗=0

�  (16) 

The goal is then to minimize the cost function over every training sample. Only one of the 
functions cost0 or cost1 will add cost to the minimization for a sample i, which depends on the 
correct label for that particular training sample. Once the hypothesis function is determined 
(i.e. parameters w and b) it is possible to label a sample 𝑥(𝑖) according to equation 17 and 18. 
SVMs are very effective; classification requires max two comparisons in the linear separable 
case. 

ℎ�𝑥(𝑖)� = 𝑤𝑇 ∙ 𝑥(𝑖) + 𝑏 ≥ 1 → 𝑎𝑠𝑠𝑖𝑔𝑛 𝑙𝑎𝑏𝑒𝑙 1  (17) 

ℎ�𝑥(𝑖)� = 𝑤𝑇 ∙ 𝑥(𝑖) + 𝑏 ≤ −1 → 𝑎𝑠𝑠𝑖𝑔𝑛 𝑙𝑎𝑏𝑒𝑙 − 1  (18) 

In simple terms; a SVM is trained by a minimization objective which solves for the 
parameters w and b, i.e. solves for the boundary (or the separating hyper plane). The task is to 
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minimize the labeling error for each training sample, which adds to the cost, as well as 
maximizing the margin, i.e. minimizing‖𝑤‖. Once this is done the hypothesis function is 
determined, we have a SVM classifier. To classify a new sample we simply evaluate it using 
the hypothesis function. If the hypothesis function returns a value larger or smaller than ±1 
we assign the corresponding class according to equation 17 and 18.  

2.2.2.2 Nonlinear support vector machines  

In many problems it is not possible to find a separating linear hyper plane which is able to 
discriminate successfully between classes.  Imagine instead, that the following training set is 
provided, see Figure 11. The task is to find a separating boundary. 

 

 

Figure 11. A training set which is not linearly separable. 

It is quite clear that class y = 1 and y = -1 are not separable by any linear hyper plane. 
However by introducing new nonlinear features, possibly at a much higher dimension, we can 
introduce hyper planes able to linearly separate the data. The result after using such an 
approach could look as in Figure 12, where a polynomial feature mapping has been used.  
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Figure 12. A nonlinear feature mapping, second degree polynomial. 

Generally, one wants to create a new higher degree nonlinear feature space which maps the 
original features x, see equation 19. 

� 𝑥(𝑖) → 𝜙�𝑥(𝑖)�
𝜙:ℝ𝑛 → ℝ𝑛+𝑧 ∶ 𝑛 > 0 ∧  𝑧 ≥ 0

� (19) 

Above applies while fulfilling equation 20, the new hypothesis function. 

ℎ�𝑥(𝑖)� = 𝑤𝑇 ∙  𝜙�𝑥(𝑖)� + 𝑏      (20) 

Where n is the number of features and n + z is the number of features after mapping to our 
new feature space. In the case of the (second degree) polynomial map as showed in Figure 12 
the new feature mapping would have the following properties. 

𝜙:ℝ2 → ℝ3  

The new explicit features can be seen in equation 21. 

(𝑥1, 𝑥2) → (𝑓1,𝑓2, 𝑓3) = �𝑥12, 2�𝑥1 ∙ 𝑥2, 𝑥22�      (21) 

If these three new features f1, f2 and f3 are plotted, the following result is obtained, see Figure 
13. 
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Figure 13. The new mapped nonlinear features and a (black) separating linear hyper plane. 

As can be see the new nonlinear features enable separation using a linear hyper plane. 
However there is one problem with this way of feature mapping and feature representation. 
What may happen is that 𝜙 may become very large, hence hard to explicitly represent in 
memory (Ng, 2013). There is one way of dealing with this, which will prove to be very 
powerful. It shows that for some feature mapping it is possible to represent the weight vector 
w according to equation 22. 

𝑤𝑇 =  �𝛼𝑗 ∙ 𝜙�𝑥(𝑗)�
𝑘

𝑗=0

           (22) 

  

This means that instead of optimizing for the weights w the goal is to optimize for the 
parameters alpha. By rewriting the previous representation of the decision boundary (equation 
20) using equation 22, equation 23 is obtained. 

ℎ�𝑥(𝑖)� =  �𝛼𝑗 ∙ 𝜙�𝑥(𝑗)� ∙
𝑘

𝑗=0

𝜙�𝑥(𝑖)� + 𝑏      (23) 

In this equation k is the size of the new feature space. Additionally equation 24 is called the 
kernel function, which allows complex decision boundaries without necessarily encountering 
problems in terms of computational expense.  

 
𝐾�𝑥(𝑗), 𝑥(𝑖)� = 𝜙�𝑥(𝑗)� ∙ 𝜙�𝑥(𝑖)�      (24) 
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The idea with the kernel function is that for any two points 𝑥(𝑖)and  𝑥(𝑗), 𝐾�𝑥(𝑖), 𝑥(𝑗)� is equal 
to the inner product of the vectors  𝜙�𝑥(𝑗)� and  𝜙�𝑥(𝑖)� (Mehryar Mohri, 2006). This 
restriction allows us to create several different kernel functions with different properties, as 
long as this is fulfilled. 

The kernel function is sometimes referred to as a similarity function (Ng, 2013), where we 
evaluate the similarity between a sample 𝑥(𝑖)

 and other samples. This will be illustrated and 
examined more as one of the more popular kernels is discussed. This kernel is called the 
radial basis kernel function, often referred to as a “RBF” kernel. The mathematical description 
for a RBF kernel can be seen in equation 25. 

𝐾�𝑥(𝑗), 𝑥(𝑖)� = 𝑒
−�

�𝑥(𝑗)−𝑥(𝑖)�
2

2𝜎2 �
        (25) 

If this function is plotted the following could be seen, see Figure 14.  

 

 

Figure 14. A Radial Basis Function (RBF) with σ = 0.65. As difference between our training sample xi and 
another sample xj approaches zero the output of the RBF converges to one, i.e. they are similar in parameter 

space. 

If one were to interpret this result the following could be said. If the difference between the 
two points 𝑥𝑖  , 𝑥𝑗 is zero or close to zero the RBF function will converge to one (i.e. the 
peak), since e to the power of zero is one. So what happens is that the output will be a value 
defining how similar two samples are, i.e. how “close” they are in our parameter space for a 
particular feature. The sigma parameter will determine the softness of the RBF function, that 
is, how much slack we allow. This is illustrated in Figure 15. 
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Figure 15. The image shows a RBF function with different sigma values. The contour plots show how the 
similarity field changes as sigma is varied. Sigma close to zero will exactly ”cover” one data point in e.g. a 
training set. The center of the contour plot means 100% similarity. Further away from center indicates less 

similarity. Outside of contour means no similarity at all, i.e. sigma = 1 gives more slack. 

A sigma close to zero will lead to more support vectors (less slack), creating a more complex 
decision boundary. In fact, as sigma approaches zero the number of support vectors will 
approach the size of the training set (i.e. contours will has same “size” as a training sample). 
This will also increase the time for training since we introduce more features, resulting in 
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more parameters to calculate. See Figure 16, which illustrates how the sigma parameter 
affects our learner. 

 

Figure 16. A SVM using kernel function and different sigma values. Notice that the amount of support vectors 
increases (more complex boundary) as sigma degreases; we also implicitly introduce more features. 

So by using a kernel function the new hypothesis would look as in equation 26.  

ℎ�𝑥(𝑖)� = �𝛼𝑗 ∙ 𝐾(𝑥(𝑗), 𝑥(𝑖)) + 𝑏
𝑘

𝑗=1

       (26) 

Equation 26 is rewritten in matrix form, see equation 27. The length of our vectors will 
depend on the amount of features the approach generates. Which has been shown, will depend 
on how the parameter sigma is chosen (see Figure 16) and the complexity of the training set.  

34 

 



 

ℎ�𝑥(𝑖)� =  

⎣
⎢
⎢
⎢
⎢
⎡
𝑒
−�

�𝑥(𝑗)−𝑥(𝑖)�
2

2𝜎2 �

⋮

𝑒
−�

�𝑥(𝑘)−𝑥(𝑖)�
2

2𝜎2 �
⎦
⎥
⎥
⎥
⎥
⎤

 ∙ �𝛼𝑗 ⋯𝛼𝑘� + 𝑏     (27) 

 

The new criteria for assigning a label to a sample x can be seen in equation 28 and 29. 

ℎ�𝑥(𝑖)� = �𝛼𝑗 ∙ 𝐾�𝑥(𝑗), 𝑥(𝑖)� + 𝑏 ≥ 1 → 𝑎𝑠𝑠𝑖𝑔𝑛 𝑐𝑙𝑎𝑠𝑠 1
𝑘

𝑗=1

               (28) 

ℎ�𝑥(𝑖)� = �𝛼𝑗 ∙ 𝐾�𝑥(𝑗), 𝑥(𝑖)� + 𝑏 ≤ −1 → 𝑎𝑠𝑠𝑖𝑔𝑛 𝑐𝑙𝑎𝑠𝑠 − 1 
𝑘

𝑗=1

       (29) 

 

Each sample is evaluated against every new feature, a similarity score is computed. 
Depending on the score a label is assigned. By introducing the kernel function we are able to 
solve the problem with “only” k multiplications (or inner products between the vectors). The 
old features are mapped to a new feature space, where it is not required to explicitly define the 
features or to compute the nonlinear feature map 𝜙. In this new feature space it is possible to 
perform a linear separation using the inner products of the vectors, i.e. compute how similar 
they are. Note that the square operator in the RBF function leads to inner products; as well as 
implicitly calculating the radial features. Compare the numerator of equation 24 with equation 
20, where we explicitly derived this feature.   

So far the optimization for a SVM using a kernel function has not been discussed.  The 
optimization is very similar to the one showed in the linear case, see equation 15. The 
difference being that equations 12 and 13 instead would be evaluated using the RBF functions 
as in equation 28 and 29, which would be used to compute the training errors for each sample, 
as done previously.  
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2.2.2.3 Artificial neural networks 

Artificial neural networks (or ANNs) are often used when solving complex problems. The 
approach was widely used during the 80’s and 90’s, where it later experienced some downfall 
in popularity. ANNs require quite a lot of computational power, being one of the reasons for 
the downfall. The last couple of year the approach has resurfaced as one of the most widely 
used state of the art methods. Partially thanks to the rapid increase in computational power 
(Ng, 2013).  

 

 
The idea behind ANNs is to look at how the brains work, and mimic the couplings which the 
brain uses to learn (Ng, 2013). By looking at the neurons in the brain we try to simulate these 
networks which allow our brain to learn almost anything. Basically, a neuron takes some 
input, does a calculation and outputs something, which then can be passed to another neuron. 
See Figure 17 for an illustration of a neuron. As in the SVM chapter the fundamentals of the 
method and the math behind the methods will be explained as well as some general intuition.  

To describe the set up in Figure 15 using vectors, see Equation 29.  

𝑥(𝑖) = �
𝑥1
𝑥2
𝑥3
�  𝑤 = �

𝑤1
𝑤2
𝑤3

� (29) 

 

A neuron would typically take some features x as an input, multiply the features with weights 
and then compute an output based on an “activation function”. Typically the activation 
function is a so called sigmoid function, which outputs a value ≈ 1 or ≈ 0. See equation 30. 
  

𝑥1 

𝑥2 

𝑥3 

 

ℎ𝑤(𝑥) 

Inputs 

Output 

Figure 17. An illustration of a  neuron, which takes three inputs (a vector x), based on some 
computation it outputs a result, or a hypothesis h. 
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𝑓�𝑤, 𝑥(𝑖)� =  1

1+𝑒−𝑤𝑇𝑥
(𝑖)          (30)  

 

A plot of the equation can be seen in Figure 18. As can be seen the function converges to zero 
and to one based on the input vector and the weight vector. It is simple to imagine, that this 
almost logical gate could be combined with many more; hence creating an advanced network 
where we can create almost any logic. 

 

 

Figure 18. A sigmoid activation function, commonly used in artificial neural networks to evaluate an input. 
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A typical ANN would of course be more complicated than the one above. If we study Figure 
19 we see a slightly more complex ANN. The network consists of a set of layers; Layer 1 is 
called the input Layer and Layer 3 is called the output layer. Finally, Layer 2 is called the 
hidden layer, since the actual optimization goal is to find these weights which enable certain 
capabilities. It is possible to have several hidden layers where more hidden layers enable 
complex logics and possibly better performance. How this particular network is described 
mathematically can be seen in equation 31. 

 

 
 

⎩
⎪⎪
⎪
⎨

⎪⎪
⎪
⎧ 𝑎1

(2) = 𝑓(𝑤11
(1)𝑥1 + 𝑤12

(1)𝑥2 + 𝑤13
(1)𝑥3)

𝑎2
(2) = 𝑓(𝑤21

(1)𝑥1 + 𝑤22
(1)𝑥2 + 𝑤23

(1)𝑥3)

𝑎3
(2) = 𝑓�𝑤31

(1)𝑥1 + 𝑤32
(1)𝑥2 + 𝑤33

(1)𝑥3�
 

ℎ𝑤�𝑥(𝑖)� = 𝑎1
(3) = 𝑓�𝑤11

(2)𝑎1
(2) + 𝑤12

(2)𝑎2
(2) + 𝑤13

(2)𝑎3
(2)�

𝑓�𝑤, 𝑥(𝑖)� = 1

1+𝑒−𝑤𝑇𝑥
(𝑖)

�(31) 

 

Our weights are stored in matrixes, 𝑤(𝑗) which maps our features from inputs to outputs, 
hence inputs to the next layer. So 𝑤111 is the element in row one and column one which maps a 
feature from layer one, therefore the super script one. The term 𝑎1

(2)  is simply the linear 
combination of mapped inputs to neuron one in the second layer. In the same way 𝑎1

(3) is a 
linear combination of neurons from layer two, where 𝑤2 maps from layer two to the output 
layer.  
  

𝑥1 𝑎1
(2) 

𝑎1
(3) 𝑥1 

𝑥1 

𝑎2
(2) 

𝑎3
(2) 

ℎ𝑤(𝑥(𝑖)) 

Layer 1 Layer 2 Layer 3 

Figure 19. A ANN with one hidden layer (Layer 2). The neurons are labeled𝒂𝟏,𝒂𝟐,𝒂𝟑. The superscript 
indicates that the neuron belongs to Layer 2. 
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More generally we can say (Ng, 2013): 

𝑤(𝑗) −  a matrix of weights which controls the function mapping from layer j to layer j+1 
𝑎𝑖

(𝑗) − is the (sigmoid) activation of unit i in layer j. 

Just as in other methods which have been discussed, an optimization objective needs to be 
solved. The task once again consists of minimizing an objective function. One important 
difference between e.g. a SVM and an ANN is that the SVM will find the global optimal 
solution. ANN on the other hand uses other methods which might find local minimas; this 
will be discussed in more detail later on. Our cost function which we try to minimize for an 
ANN can be seen in equation 32. 

𝐽(𝑤) = −
1
𝑚
��𝑦(𝑖)log (ℎ𝑤(𝑥)) + (1 − 𝑦(𝑖)
𝑚

𝑖=1

)log (1 − (ℎ𝑤(𝑥)))�

−
𝜆

2𝑚
����𝑤𝑖𝑗

(𝑙)�
2

𝑠𝑙

𝑗=1

𝑠𝑙

𝑖=1

𝐿−1 

𝑙=𝑖

(32) 

 
𝐿 − 𝑁𝑜. 𝑜𝑓 𝑙𝑎𝑦𝑒𝑟𝑠 → 𝑤𝑒 ℎ𝑎𝑣𝑒 𝐿 − 1 𝑛𝑜. 𝑜𝑓 𝑚𝑎𝑡𝑟𝑖𝑥𝑒𝑠 𝑤(𝑗) 
𝑠𝑙 − 𝑁𝑜. 𝑜𝑓 𝑛𝑒𝑢𝑟𝑜𝑛𝑠 𝑖𝑛 𝑙𝑎𝑦𝑒𝑟 𝐿 

This is the cost function for a binary ANN classifier. The first sum simply computes the cost 
for a classified instance of a sample 𝑥(𝑖), where a larger error leads to a higher cost. The 
second sum is the regularization, which is the sum for each weight matrix, the no. of matrixes 
we have is the number of layers minus one, hence; sum over 𝐿 − 1. We then sum over each 
neuron in all layers, i.e. 𝑠𝑙 = 3 for layer two and 𝑠𝑙 = 1 for layer three, see Figure 18. As 
previously m is the number of training samples. The parameter λ is a parameter similar to the 
parameter C in the SVM, i.e. the parameter controls the trade of between the computed error 
and the regularization, i.e. noise control. Note: for a multiclass ANN we would have to do 
some minor changes to the cost function, and add a second summation in the error cost, to 
sum over all the different classes.  

Now that the cost function is determined it needs to be minimized. This is typically done by 
using a method called gradient descent, a method which will find local minimas. That is, in 
the parameter weight space there might exist different combinations which minimize the cost 
function. Before we can use gradient descent it is needed to calculate the gradients for the cost 
function.  

Before calculate the gradients for an ANN the errors need to be computed, a method called 
forward propagation is used; a sample is propagated through the network, starting at the first 
layer and ending up in the output layer. Once this is done we have some results ℎ(𝑥(𝑖)). The 
errors are then calculated as a difference, starting with the output node and propagating the 
errors to the input node. When we have these error terms we can compute the gradients. Once 
the gradients (partial derivatives) have been calculated these can be used in the gradient 
descent algorithm to optimize the cost function, i.e. find optimal weights for each layer in the 
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network.  All this put together is called the back propagation algorithm, which will now be 
described.  

The starting point is a labeled training set: 

  ��𝑥(𝑖),𝑦(𝑖)�, . . , �𝑥(𝑚),𝑦(𝑚)�� → 𝑦(𝑖) = 𝑐𝑜𝑟𝑟𝑒𝑐𝑡 𝑙𝑎𝑏𝑒𝑙 

We start by initializing weights and perform forward propagation, using equations 31. 

The next step is to calculate the errors in each layer and neuron. 

𝛿𝑗
(𝑙) − 𝑡ℎ𝑒 𝑒𝑟𝑟𝑜𝑟 𝑖𝑛 𝑛𝑒𝑢𝑟𝑜𝑛 𝑗 𝑖𝑛 𝑙𝑎𝑦𝑒𝑟 𝑙 

This error term δ will capture the error of the activation in a certain node, i.e. 𝑎𝑗
(𝑙). E.g. in the 

network from Figure 19 the following would be computed, in vector form, see equation 33. 

 

�
𝛿(3) = 𝑎1

(3)− 𝑦(𝑖) = ℎ𝑤�𝑥(𝑖)� − 𝑦(𝑖)  → 𝛿(3): ℝ1

𝛿(2) = �𝑤(3)�
𝑇
∙ 𝛿(3) ∙ 𝑎′(2) → 𝛿(2): ℝ3

�       (33) 

Further we have equations 34, which as well are written in vector form. 
 

⎩
⎪
⎨

⎪
⎧ 𝑎(1) = 𝑥 

𝑧(2) = 𝑤(1) ∙ 𝑎(1)

𝑎(2) = 𝑓�𝑧(2)� → 𝑓(𝑤, 𝑥) =
1

1 + 𝑒−𝑤𝑇𝑥

𝑎′(2) = 𝑓′�𝑧(2)� = 𝑎(3) ∙ (1 − 𝑎(3))

�         (34) 

Now that the error terms δ have been solved for, it’s possible to compute the final terms 
which are needed to perform the gradient descent algorithm. See equation 35 in vector form. 
 

⎩
⎪
⎨

⎪
⎧ 𝛥(𝑙) = 𝑎(𝑙) ∙ 𝛿(𝑙+1)

𝐷(𝑙) =
1
𝑚
𝛥(𝑙) + 𝜆 ∙ 𝑤(𝑙)

𝜕
𝜕𝑤(𝑙) 𝐽(𝑤) = 𝐷(𝑙)

�       (35) 

The last term D is the partial derivative of the cost function with respect to parameters 
(weights) in a certain layer. Once these partial derivatives have been computed one can start 
solving the optimization problem using gradient descent.  

As a reminder, all this work has been done with the goal to minimize our cost function J(w). 
Now that the gradients have been solved for, gradient descent can be used to do this.  Gradient 
descent is a general algorithm for minimizing some arbitrary function. Gradient descent is 
used in many machine learning problems, besides ANNs e.g. in regression problems. 
Generally what we do with gradient descent is: 

𝑤ℎ𝑎𝑡 𝑤𝑒 ℎ𝑎𝑣𝑒 → 𝐽(𝜃1, . . ,𝜃𝑛) 𝑜𝑢𝑟 𝑔𝑜𝑎𝑙 →  min 𝐽
𝜃1..𝜃𝑛

(𝜃1, . . ,𝜃𝑛) 
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The algorithm for gradient descent in terms of our calculated partial derivatives can be seen in 
equation 36. 

𝑤(𝑙) ≔ 𝑤(𝑙) − 𝛼 ∙
𝜕

𝜕𝑤(𝑙) 𝐽�𝑤
(𝑖), . . ,𝑤(𝑗)� ∀ 𝑖 = 1 . .𝑛 ∧ 𝑗 = 𝑛   (36) 

What this means is that the algorithm is initialized with some weights, and iteratively updated 
as we try to optimize our cost function J. The parameter alpha is a step size, which determines 
how big steps we take when searching for our minima. In most implementations using 
gradient descent this step size alpha is dynamically chosen for fastest convergence. A tog big 
alpha may prevent the algorithm from ever converging, while a small alpha will increase 
computation time.   

 

Figure 20. Gradient descent, where the magenta dot corresponds to the start “position” if we initialize gradient 
descent with both parameters to zero. We want to find the minima, i.e. the blue “valley”. 

In Figure 20 we have initialized gradient descent (for some function with two input features) 
with both parameters to zero. What gradient descent will do is update these weights (see 
equation 36) using the computed gradients and hopefully converge to the (in this case) global 
minima, for some parameter combination 𝑤1 and  𝑤2. R  
  

Minima 
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It might not be as easy to visualize the scenario, since one might be dealing with a no. features 
well beyond two. Additionally there will typically be many local minimas, and the initialized 
values will to some extent determine the result of our minimization, see an illustration in 
Figure 21. 

 

Figure 21. The magenta point corresponds to an initialization for gradient descent, and might converge according 
to the magenta line. The green dot corresponds to a different initialization point, which might converge along the 

green line to another local minimia. 
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To summarize the back propagation algorithm, see Figure 22. Back propagation is successful 
once gradient descent has converged; according to some threshold. The objective function has 
been minimized and the network has been successfully trained.  

 

 
  Initialize 

𝛥(𝑙) = 0 

𝑎(1) = 𝑥(𝑖) 

Set 

Perform forward propagation 
to compute 𝑎(𝑙) ∀ 𝑙 = 1, . . 𝐿 

Use 𝑦(𝑖) and compute 𝛿(𝐿) = 𝑎(𝐿) − 𝑦(𝑖) 

Then compute 𝛿(𝐿−1), . . , 𝛿(2) 

𝛥(𝑙) = 𝑎(𝑙) ∙ 𝛿(𝑙+1) 

Perform gradient descent 

Converged? Done 

Yes No 

Figure 22. The flow for back propagation. We have m no. pairs (x, y) as training data, x is a 
feature vector and y is the correct label. 
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2.2.2.4 Multiclass classification and the one versus all approach 

So far the problems and definitions have been more or less restricted to problems and 
examples consisting of two classes (ok and not ok) i.e. a binary classifier. In many cases the 
binary case is enough, such as in the current machine implementation it is possible to 
successfully classify between components which are ok to mount and those that are not. All 
though, as has been stated in the problem definition it is desirable not only to improve the 
binary case, we want to extend the capabilities and allow our methods to distinguish between 
different kinds of not ok, i.e. enable multiclass classification.  

The problem of multiclass classification can be solved in different ways. The simplest and 
most straight forward approach is simply to treat the problem binary, and design a classifier 
specialized in detecting one particular class. A classifier is trained to detect a specific class 
and regard all other classes as a second class. This is done separately for each and every class. 
The output is simply some measurement of how close to, or “how similar” a sample is to a 
certain class after treating it as this class.  

If a particular problem consists of five classes, five separate classifiers will be created. The 
problem is divided into five binary problems where the most similar, i.e. highest score 
determines the label of the particular sample. See Figure 23 and 24. This is called the one 
versus all approach. 

 

 

Figure 23. The image shows a binary classification problem consisting of 5 different classes. The classes can be 
distinguished by the colors; purple, red, blue, green and cyan. 
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Figure 24. A multiclass problem (top image) is converted to a binary problem (bottom image), this is done for all 
combinations hence creating six binary problems where the similarity score determines the label for a sample 

For this method to work a “soft” classifier is needed, i.e. one which is able to output values 
which states how similar a sample is to a certain class, for the SVM we would need not only 
the sign of the projection but also the magnitude. If soft values can be generated, one might 
end up with two classifiers outputting ones, i.e. “the sample belongs is this class”. How 
should the sample be labeled? Nonfinite similarity values are needed for the one versus all 
approach. 

In the neural network one would have several nodes in the output layer. We would have an 
output vector with the same dimension as the number of classes, where the class would be 
assigned to the larges element in the vector, or the only element in the vector which has been 
assigned to one, see Figure 25.  
 

 

Figure 25. A ANN with multiple outputs, hence a multiclass network. Our output vector will be a 
vector of zeros and a one if we are using a sigmoid activation function, if we are using a softer 

activation function we might take the largest value. 

Layer 1 Layer 2 Layer 3 

𝑎2
(3) 

𝑎3
(3) 

𝑥1 

𝑥1 

𝑥1 

𝑎2
(2) 

𝑎3
(2) 

ℎ𝑤(𝑥(𝑖)) 

�
𝑋1
𝑋2
𝑋3
� 

𝑎1
(2) 

𝑎1
(3) 
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2.2.3 Cluster analysis 
When performing (supervised) classification, typically what is available is some labeled 
training set, such as: 

��𝑥(𝑖),𝑦(𝑖)�, . . , �𝑥(𝑚), 𝑦(𝑚)�� → 𝑦(𝑖) = 𝑐𝑜𝑟𝑟𝑒𝑐𝑡 𝑙𝑎𝑏𝑒𝑙 𝑎𝑛𝑑 𝑥(𝑖):ℝ𝑛 ∀ 𝑖 = 1. .𝑚 

Regardless of the choice of algorithm the end goal would be to find some boundary able to 
separate the classes. Imagine instead that the data is completely unlabeled; would it be 
possible to find some sort of structure? Clustering is a method often used to analyze and 
separate data sets, into smaller and in some desired way homogenous sub sets. Cluster 
analysis is an unsupervised learning problem; we do not explicitly define any classes or 
subsets which we try to find. Data would be available without any prior knowledge. See 
below. 

�𝑥(1), 𝑥(2), 𝑥(3) . . , 𝑥(𝑚) � →  𝑥(𝑖):ℝ𝑛 ∀ 𝑖 = 1. .𝑚 

This is quite common in e.g. social medias, where it might be desired to find trends or sub 
communities, the end product could be direct and/or tailored advertising.  

2.2.3.1 K-Means  

The K-Means algorithm is a very popular and widely used clustering algorithm, i.e. an 
unsupervised method (Ng, 2013). As will be described later this algorithm is used in many 
data pre-processing steps, for algorithms and methods which are supervised. As usually a 
visual demonstration in combination with the fundamental math will be the topic, hopefully 
resulting in good intuition and general understanding of this particular algorithm and also 
unsupervised learning. Figure 26 illustrates how a typical unlabeled data set could look like. 

 

Figure 26. A unlabeled data set. Each data point is represented by two features 𝑥1, 𝑥2. 
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What K-means would do is the following. First of all the algorithm is told how many clusters 
to find i.e. K no. of clusters, let us assume 𝐾 = 2. Since two clusters are searched, two 
reference points called centroids are defined. The centroids are initialized to the same values 
as, in this case, two random data points.  

For each data point in the data set the distance to the centroids is computed. The algorithm 
determines which centroid is closest to a particular data point. By doing this one ends up with 
two clusters. The next step is to adjust the centroid positions. We “move” the centroids to the 
mean value of all the points which belong to the cluster, of the particular centroid. This is 
repeated until an optimization objective is fulfilled, i.e. the sum of distances has converged or 
until maximum no. of iterations has been reached (Mehryar Mohri, 2006; Ng, 2013). After 
applying K-means to the data set in Figure 26, the results could look as following, see Figure 
27. 

 

 

Figure 27. We are searching for two clusters. The green dots are closest to the lower centroid, this is cluster one. 
Note that these are the positions of the centroids after K-means has converged. 

What this means is: at each iteration the centroid positions are adjusted. Each data point is 
assigned to a cluster depending on the closest centroid; at the current iteration. The final 
cluster for a data point is set when the optimization is complete. The optimization objective 
for K-means turns out to be a minimization of a cost function. The minimization of the cost 
function can be seen in equation 37.    
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𝐾 = 𝑛𝑜. 𝑐𝑙𝑢𝑠𝑡𝑒𝑟 𝑠𝑒𝑡 𝑡𝑜 𝑓𝑖𝑛𝑑 
𝑛 = 𝑛𝑜. 𝑜𝑓 𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠 
𝑚 = 𝑛𝑜.𝑑𝑎𝑡𝑎𝑝𝑜𝑖𝑛𝑡𝑠 
𝑥(𝑖) = 𝑑𝑎𝑡𝑎 𝑝𝑜𝑖𝑛𝑡 𝑖 → 𝑥(𝑖):ℝ𝑛 ∀ 𝑖 = 1. .𝑚 

𝑐(𝑖) 𝑖𝑠 𝑡ℎ𝑒 𝑖𝑛𝑑𝑒𝑥 𝑜𝑓 𝑐𝑙𝑢𝑠𝑡𝑒𝑟 1:𝐾 𝑤ℎ𝑖𝑐ℎ 𝑥(𝑖) 𝑖𝑠 𝑐𝑢𝑟𝑟𝑒𝑛𝑡𝑙𝑦 𝑎𝑠𝑠𝑖𝑔𝑛𝑒𝑑 𝑡𝑜 
𝜇𝑘 = 𝑐𝑙𝑢𝑠𝑡𝑒𝑟 𝑐𝑒𝑛𝑡𝑟𝑜𝑖𝑑 𝑘 →  𝜇𝑘:ℝ𝑛 ∀ 𝑘 = 1. .𝐾 
𝜇𝑐

(𝑖) = 𝑐𝑙𝑢𝑠𝑡𝑒𝑟 𝑐𝑒𝑛𝑡𝑟𝑜𝑖𝑑 𝑡𝑜 𝑤ℎ𝑖𝑐ℎ 𝑑𝑎𝑡𝑎 𝑝𝑜𝑖𝑛𝑡 𝑥(𝑖)ℎ𝑎𝑠 𝑏𝑒𝑒𝑛 𝑎𝑠𝑠𝑖𝑔𝑛𝑒𝑑. 

min �𝐽�𝑐(1), … , 𝑐(𝑚), 𝜇𝑘, … , 𝜇𝐾� =
1
𝑚
��𝑥(𝑖) − 𝜇𝑐

(𝑖)�
𝑚

𝑖=1

2

�     (37) 

The sum of the distances, between the data points and the assigned centroids is being 
minimized. An observation is that; depending on our centroid initialization the result may 
differ more or less depending on the problem, since we might find a local minimum. The 
solution for this could be to perform K-means several times and chose the most frequent 
result. If n is small this action will likely have less effect.  If we perform K-means clustering 
using MATLABs implementation on the above data set, the following results are achieved.  

 

“6 iterations, total sum of distances = 311.052. 

3 iterations, total sum of distances = 311.071. 

6 iterations, total sum of distances = 311.052. 

6 iterations, total sum of distances = 311.071. 

7 iterations, total sum of distances = 311.071.” 
 

The first digit is the inner loop of the algorithm, i.e. the no. of repositioning’s of the centroids 
required to optimize the objective function. This is achieved when the sum of distances 
between centroids and data points has been minimized according to convergence. The 
algorithm has been computed five times, as we see the optimization is nearly identical in all of 
the instances. For this particular data set (where n is small), the centroid initialization points 
have little effect on the result. Figure 28 shows the flow of the K-means algorithm. 
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Set K no. Of 
clusters to find.  

Initialize K no. of centroids 

Is point i  closest to 
cluster1? 

Assign data 
point i  to 
cluster 1 

Update centroids to 
mean distance 

Calculate mean 
distance for 

cluster 1 and 2 

Max iterations or convergence 
condition fulfilled? 

Assign data 
point i  to 
cluster 2 

𝑖 ≥ 𝑚 

Yes 

Yes No 

 

No 

 

Done 

Yes 

No 𝑖 = 𝑖 + 1 

Figure 28. The image illustrates the functional flow of the K-means algorithm. 
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2.3 Computer vision 
The goal with computer vision is to extract data which in some way is useful to the particular 
task. Computer vision is a relatively young field in science and engineering and has proved to 
be a very challenging field (Prince, 2012). Computer vision involves treating large amounts of 
data which in its self is difficult; besides this the visual input needs to be interpreted a task 
which may seem obvious, although we barely understand our amazing ability to do so. A 
small child can easily distinguish a cup from a large set of objects, from almost any angle in, 
any light etc. (Prince, 2012). How is this translated, into a language if you will, so that the 
computer can make the same decision?   

There are many different methods which can be used more or less successfully for different 
applications. This will depend on factors such as: the problem to solve, available resources, 
demands on the performance etc.  

2.3.1 Descriptors 
Above we described the goal with computer vision, i.e. to extract some information that is 
valuable for a certain task. In this report the focus will lie on the task of classifying images 
according to some methodology. The question is, what information needs to be extracted, and 
how will it be used? In the case of classifying an image, one needs information which gives 
the ability to discriminate between samples, i.e. some information which characterizes 
whatever is searched. This information is called descriptors in computer vision, as the name 
implies these descriptors can help us describe a certain object in a compact way (Prince, 
2012). There are of course many different ways of describing an object. If the task was to do 
gender classification of images containing men and women, one approach could be to classify 
the gender according to the amount of hair. By doing so we could say, very abstractly that the 
amount of hair is our descriptor. Usually to create a successful classifier one needs to find a 
couple of these descriptors which act as robust features for our machine learning approach 
(Prince, 2012).  

2.3.2 Interest points 
In the above section the topic of descriptors were discussed, which is used to represent an 
image or a part of an image. However, the problem of finding these features and describing 
them was never discussed. An image can be said to have certain interest points, which in 
some way tell us more about the image than the average image region (Prince, 2012).  

This would typically be edges and corners, which in computer vision are referred to as interest 
points (Prince, 2012). So, descriptors characterize something, each descriptor is additionally 
built up by some set of interest points 

Some typical interest points which are searched for in computer vision as mentioned are, 
edges and corners. These areas typically contain a lot of information and can represent the 
geometry in compact way. See Figure 29 for some examples. 
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Figure 29. Some different techniques used for identifying features and interest points. a) Is the original RGB 
image. b) Is after transforming to gray scale values and applying a Laplacian filter (equivalent to difference of 

Gaussian). Image c) is the threasholded binary image of image b. Image d) shows interest points detected (from 
image a) using Harris corner detection, note all lights at the top floor have been detected. Image e) is a Canny 

filter applied on image c. Finally image f) is a Hough transform from the canny filter, i.e. image e. Note this is by 
far optimal use/settings for the different filters and transforms. The arrows show the order of the computations 

performed to obtain the images. 
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The math behind the methods will not be explained since the methods have not been explicitly 
used. What can be noted is that e.g. the Hough transform could be used to determine the 
geometries of certain objects, such as lengths and widths. Since it is easy to translate a pixel to 
a length the output from e.g. a (filtered and segmented) Hough transform, could be a 
descriptor, hence features used by our machine learning approaches.     

2.3.3 Scale Invariant Feature Transform (SIFT)  
As has been mentioned, the current system extracts calculated mechanical properties from an 
image and the component, without analyzing the texture (except contrasts). These are our 
descriptors and can be used as features for our machine learning algorithms. The method 
which will now be described is a relatively new approach (Lowe, 1999) specifically designed 
for the task of image classification and recognition; this method will give us a new set of 
descriptors and interest points which will prove to be very powerful. The name of the method 
is Scale Invariant Feature Transform and is commonly referred to as “SIFT”. The first task is 
to use a SIFT detector which localizes interest points. Next, the interest points are translated 
into descriptors which we can use for different tasks.  

2.3.3.1 SIFT Detector 

The SIFT interest points are not only robust against variations in scale (as the name implies) 
but also to variations in rotation.  Roughly what the method does is (Prince, 2012); an image 
is filtered with a difference of Gaussian kernel at a varying magnitude i.e. the sigma value for 
the kernel is changed, and a difference is computed. Typically three different magnitudes are 
computed per image, hence creating a new set of three images. The images are then stacked 
together, creating a 3D volume, see Figure 30.  

The new 3D volume will have the dimensions 𝑌 ∙  𝑋 ∙  𝐾 where Y and X are the vertical and 
horizontal dimensions of the image and K is the no. of difference of Gaussians. The task is 
now to localize extrema within the difference of Gaussian filtered 3D volume. These extremas 
are defined as; points within a 3D volume (with size 3 ∙ 3 ∙ 3) where all the 26 voxel 
neighbors are smaller or larger than the current value. See Figures 30 in the upper right 
corner, all pixels surrounding the potential maxima are the so called voxel neighbors. 
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Figure 30. Each image is filtered using the difference of Gaussian kernel. A 3x3x3 Pixel volume is shown, where 
the volume consists of pixels from Gaussian filtered images with varying sigma parameter. The potential 

maximum, as shown, has 26 voxel neighbors. 

So what this means is:  

1. Four new images have been created, which have been filtered using a Gaussian kernel 
with varying sigma values.  

2. From these four images we can compute three difference of Gaussian filtered images 
(as seen above in Figure 30). It is within these three new images we extract our 
maximas.  

The next step is to rescale our original image and perform the same procedure once again, see 
Figure 31. For every scale we compute our maximas, i.e. our potential interest points.  
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Figure 31. An image is filtered a number of times using a Gaussian kernel, from the differences we identify 
maxima points. The image is then rescaled and the same procedure is repeated a suitable number of times. 

The number of times to rescale the image may differ and depends on the problem at hand. A 
low resolution image may not benefit from too many down-scales since we eventually have 
very little information left. We typically scale the image to the half size in each dimension, 
i.e. ¼ of the total amount of pixels (contable).  

When all this is done a number of potential interest points have been found along with; at 
which scale it was localized and its position at that scale, these are the interest point which 
have been identified in scale space.  

The position of an interest point is then computed using a quadratic approximation, a Taylor 
expansion about the nearby data. The fact that a Taylor expansion is computed about the 
interest point means that we have sub-pixel accuracy and that the position of an interest point 
which was located in scale space can be accurately determined.  

When all this is done a large amount of potential interest point candidates are expected, see 
Figure 32. The next step is to reduce and filter the number of interest point, hence giving a 
more compact and stable representation.  

First of all low-contrast interest point are filtered, these tend to introduce noise and reduce 
stability, see Figure 32 b). Edges are filtered, see Figure 32 c); these will give high response 
in the difference of Gaussians, which can be seen in Figure 30. These edges however only 
give high response (large gradients) in one direction; along the edge. These interest points 
may not be robust to noise. A structure tensor (matrix with the gradients in all directions) for 
each interest point is used to determine these edges, i.e. detecting gradients in one direction of 
the tensor.  

1:1
  

1:2 
1:4 
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Figure 32. a) Is the original image. After searching for maxima we have key points as shown in b). After filtering 
smooth regions we have key points as in c). After analyzing the image tensor for each key point we have the 

remaining key points, as seen in d). 

We now have our interest point; the next step is to make them rotation invariant. The 
algorithm assigns local orientations to the interest points, by doing this the detected interest 
points can be represented and finally detected relative to this computed orientation, by doing 
so the rotation invariance is achieved. For every interest point, we compute the local gradients 
at some area surrounding the interest point, see Figure 33. This area is proportional to the 
scale at which the interest point was located.  

A histogram containing 36 bins is created, each bin containing 10 degrees i.e. a histogram 
covering 360 degrees. So each identified interest point has a histogram of the gradients. Peaks 
in the histogram correspond to dominant directions around the interest point; which is a local 
area of the image, at a certain scale. So the interest points which have finally been computed 
are associated with a scale and a rotation.  
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Figure 33. A interest point. The local gradients are computed and bundled in a histogram, the dominant direction 
is determined. The yellow marker illustrates the direction. 

2.3.3.2 SIFT descriptor 

The SIFT detector gave us interest points which have been assigned a scale and rotation, 
hence introducing robustness in these variations. We now want to represent these interest 
points as descriptors, which are able to characterize an image region; these descriptors will 
further more introduce some robustness to variations in illumination, contrast and view-
point/deformations (Prince, 2012). This step is performed at the difference of Gaussian image 
with a sigma value closest to the scale of the particular interest point.   

At each key point the gradients in a neighborhood area of 16 x 16 pixels are examined. The 
gradients are computed using a Gaussian filter window (see section 2.2.2.2 for comparison) 
with an appropriate sigma value. The area is then divided into 4 x 4 cells; the histogram for 
each cell is computed, leading to a histogram with 8 bins indicating local gradient magnitudes 
i.e. the orientation of the image region, see Figure 34. Each contribution to every histogram is 
weighted according to the magnitude and distance to the key point, where closer contributes 
more. We now have 4 x 4 i.e. 16 histograms with 8 bins, these are then concatenated into one 
single histogram, i.e. 4x4x8 = 128 x 1 vector. This is the final SIFT descriptor. 
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Figure 34. A interest point is to be expressed as a SIFT descriptor, the grid is fitted after the determined 
orientation, illustrated as the red arrow. A region of 16x16 pixels is examined. This region is divided into 4x4 
pixel cells, a Gaussian window; the green circle is passed through the cells, which computes the local gradient. 

An 8 bin histogram expresses the gradients for the particular cell i.e. its local gradients.  

2.3.3.3 Bag of words descriptor 

The Bag of words approach is a descriptor, which rather than most other descriptors looks at 
larger regions of an image, if not the entire image (Prince, 2012). The bag of words methods 
tries to summarize the statistics of the descriptors in an image or an image region, this would 
typically be SIFT descriptors, which will be assumed here. Each observed descriptors is said 
to belong to a certain visual word from a finite set, called the vocabulary. The bag of words 
descriptor is a histogram describing the frequency of finding these visual words, with no 
respect to their orientation. The following is done; A large no. of images are analyzed and 
SIFT interest points are extracted, along with the corresponding SIFT descriptors. K-Means 
clustering is then used to divide all these descriptors into a finite set, of visual words, which 
then serves as our vocabulary. The vocabulary is then used to label new descriptors.  

If this approach where used for image classification the following would be performed; we 
would look at a large set of images, containing approximately all information (cases) we 
expect to encounter. SIFT key points along with SIFT descriptors are then calculated. The 
entire set of descriptors is then clustered using K-Means (see section 2.2.3.1), resulting in a 
finite vocabulary describing the visual features.  

Say one would like to train a classifier, using positive and negative samples, i.e. a supervised 
approach. The vocabulary has been computed as described earlier. As previously the SIFT 
descriptors would be computed for every sample image, however, each descriptor would now 
be labeled as a visual word, according to our vocabulary. By this methodology we are able to 
create a visual language which hopefully can describe positive and negative samples, 
according to; the combinations of visual words and their frequencies. The classifier would be 
trained with these bags of words feature vectors, stating how likely certain visual features are 
to be observed for a certain class. 
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2.4 Machine learning and computer vision in Mechatronics 
At the current time machine learning approaches are being widely used, in mainly software 
driven technologies. Although not very long ago machine learning was almost exclusively an 
academic branch with little impact in the industry (Ng, 2013). As was mentioned earlier, 
thanks to the rapid increase in computational power, and the desire for more intelligent 
solutions the area is now well accepted and adopted by most big software companies as well 
as in other industries. These methods are still mainly used in pure software applications; 
machine learning is however staring to find its way into hybrid systems, i.e. in mechatronics.  

The fact that the transition has been slower to domains which, not only adopt software seems 
quite reasonable and not too surprising. Machine learning is an area within computer science, 
so naturally the revolution starts in these related businesses. However, there are of course 
other factors which play a very big role as to why these methods have not been as frequently 
adopted in i.e. mechatronics systems. However, consumers and customers expect more 
intelligent and robust systems; machine learning is one way to incorporate these desired 
features and functionalities.  

Every modern digital camera has face detection, i.e. the functionality to detect a face in an 
image, and apply focus on it and/or correct the light etc. The face detection implemented in 
digital cameras is a supervised learner which uses computer vision algorithms for feature 
extraction. This is an example of how a typical machine learning method is successfully 
implemented in an everyday mechatronic product.  Sony for examples uses a bag of words 
like approach where a dictionary of facial features are computed using clustering, similar to 
the methods described in chapter 2.3.4. A sliding window (a pixel area) loops through the 
entire image, and classifies each window as; a face or not a face, i.e. a binary classifier. In i.e. 
Sony cameras the functionality has been extended, to a “Smile shutter function” which strives 
to classify, and capture a facial expression (Sony, 2013).   

The Microsoft Kinect allows the user to interact with the Microsoft Xbox, both through 
speech recognition and interactively through its camera using gesture control. These 
functionalities are achieved using machine learning algorithms and solving problems such as 
image classification (Keskin, 2013). The newly released Xbox One additionally shows that 
Microsoft is striving for intelligent and interactive products. Partially by introducing machine 
learning based functionalities. 

Here are two quotes from Microsoft which clearly shows the will to incorporate these features 
and functionalities in today’s products (Mattrick, 2013). 

-“With Xbox One, games push the boundaries of realism, and TV obeys your commands.[1] 
Say “Xbox On” to launch your personalized Xbox One Home screen, discover what is 
popular on TV or see friends’ latest gaming achievements all using the most natural interface 
— your voice. The more you interact with Xbox One, the more it gets to know you and learns 
what you like” 

-“The completely redesigned, revolutionary 1080p Kinect is more precise, more responsive 
and more intuitive. Its unparalleled vision, motion and voice technology let you reach into 
games and entertainment like never before by dramatically expanding its field of view and 
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fidelity. It works in nearly any lighting condition, recognizes precise motion control from a 
slight wrist rotation, and distinguishes your voice even in a noisy room using advanced noise 
isolation.” 

The new Samsung 8-series smart TV also incorporates speech recognition for controlling the 
TV, just like the Kinect the TV also has a camera allowing the user to physically interact with 
the TV through gesture control (www.samsung.com, 2013).   

Google recently claimed a patent involving mobile platforms and machine learning 
approaches, the title for the patent is: “Native machine learning service for user adaptation on 
a mobile platform” (Aradhye, Hrishikesh, Hua, Lin, & Ruei-sung, 2012). This defines the 
functionality of taking a number of inputs from a mobile device and performing some action 
based on a machine learning decision. These inputs could be sensor readings (GPS, 
accelerometer etc.) and/or other inputs, such as the phone calendar or call history. E.g. a task 
on the phone calendar in combination with the current GPS position could result in, when 
opening a map application to, automatically show the address of the appointment which (let 
us say) was stored in the calendar. This is one out of many examples which proves that major 
companies see the opportunities which machine learning approaches enable. A patent which 
might come in handy combined with the new Google glasses (Google, 2013), which will 
surely collect large amount of data, which as we have seen is one of the keys in machine 
learning.  

These types of products and services are obviously what the market demands, smart phones, 
smart TV: s and so on. The term smart, in at least consumer products has somewhat changed, 
intelligence is expected, and not only the quantity in terms of functionalities, hence 
introducing many new opportunities for machine learning in mechatronic systems.  

It is hard to discuss machine learning without discussing modern robotics, which of course 
incorporates many of the different methods which have been discussed. Although many of 
these robots are purely scientific, this is by no doubt the future.  

As in the medical diagnosis case where machine learning is being used, a similar approach is 
used in the automotive industry. Automotive industry has developed a lot over the last 
decades; with a highly increasing amount of electronics and ECUs (embedded control units), 
resulting in better, although more complex systems. This in turn leads to more complex 
diagnosis, both on board and not, e.g. during service. Here machine learning is being used as a 
way of analyzing the system and its signals. As in medical diagnosis a machine learning based 
system tries to identify the sources for a certain behavior or malfunction in the vehicle (Guo, 
Crossman, Murphey, & Coleman, 2000).  

The list can be made long, with other adaptations such as in the military industries where 
intelligent and autonomous systems are becoming more frequent (Vehicle safety firm, 2012). 
Systems which aid the soldiers are a hot topic, and not to mention drones, which (most likely) 
incorporate and probably will incorporate even more machine learning and artificial 
intelligence.  

It is obvious that mechatronic products (and products in general) are expected to be more 
intelligent, to use sensors and data in a much more sophisticated way. Machine learning 
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approaches allow engineers to incorporate these desired features and functionalities into a 
wide spectrum of products and services. Could machine learning be the next corner-stone in 
mechatronics incorporating “control” in a whole new way?  

2.5 Problems and limitations 
Machine learning introduces much new functionality and may solve many problems in i.e. 
mechatronic products and/or systems. However, there are some factors to address which may 
impose issues in mainly entirely software based systems.   

2.5.1 Real-Time constraints 
Generally executing a machine learning algorithm (after training) on some suitable platform is 
quite fast. E.g. a SVM is essentially vector multiplication, which should not introduce a 
problem in terms of real-time constraints assuming the platform arithmetics can handle the 
operations. However, some machine learning approaches are so called online learners 
(Mehryar Mohri, 2006) these methods are not supervised. More generally, the current input 
output data (e.g. sensor data) is being evaluated in real time (Mehryar Mohri, 2006), and is 
judged according to some criteria. This could typically be done by evaluating the performance 
according to a fitness function (Lausanne, 2009). This function essentially rates the 
algorithms current performance in real time, this serves as some abstract heuristics allowing 
the method to hopefully converge to some desired performance. 

In the current implementation in Micronic Mydatas PnP machine all the computations and 
decisions must be taken before the component is mounted, this enforces restrictions on the 
algorithms used. The SVM algorithm together with a SIFT feature extractor and bag of words 
descriptor will, as we have seen require many computations, which will need to be performed 
in a hard real-time environment. Most of this time will be spent on computing the features, 
which is not the actual machine learning algorithm its self, but rather a result from the chosen 
approach.  

2.5.2 Effects from training time 
Many machine learning approaches require substantial training time to perform as desired. 
This could introduce problems, e.g. if an approach should implement on-line learning, which 
mas mentioned in section 2.5.1. However even during off-line training there might be 
scenarios where too long training time is a problem.  

During research and development of mechatronic products the long training times could 
potentially be a problem. If the machine learning approach cannot be verified and/or validated 
independently from the rest of the system, the risk of prolonged development times could be 
an issue. Generally, a machine learning approach will need refinements, including multiple 
training sessions. If the machine learning method cannot be verified and validated until the 
system implementation phase, the prolonged development times due to training times could 
be a project risk.  

60 

 



 

2.5.3 Data driven approaches  
In some supervised machine learning approaches, it is often needed to have a substantial 
amount of data to train the algorithms. Assuming we limit ourselves to these methods, we 
might encounter products operating in environment hard to train for, or scenarios even 
impossible to train for. Imagine a method to be implemented in a mars rover, designed to 
handle some critical function which specifically needs to react to the mars environment, 
gathering training data for such an application might be a problem. It is how ever quite 
obvious that for certain applications, there is simply more data at hand, making these 
applications more feasible in a (supervised) machine learning context. 

Machine learning approaches are highly data driven in other aspects, besides from the fact 
that they depend on the amount of data. We also need data of a certain quality, which in its 
self might introduce problems (Ng, 2013). What is considered high quality, or simply proper 
data might change over time, i.e. we might need to update our database with up-to-date 
training samples. This, per definition means that the algorithms need to be re-trained, hence 
keeping them up to date. As an example, if the camera is upgraded in a vision based 
application, the training data might need to be updated if the quality differs too much.  

In a system using sensor data e.g. images as features for a machine learning approach, 
hardware changes could introduce problems. By upgrading a camera we might need new 
training data. The training data might not be robust enough to handle changes in illumination 
and/or distortions which can vary depending on the camera. 

2.5.4 Machine learning in embedded systems 
Sensors become increasingly common in embedded and mobile devices. Additionally data is 
constantly being sampled (from sensors and remotely); this offers new possibilities and 
opportunities for machine learning in embedded devices. However machine learning 
approaches often introduce difficulties in embedded systems and in particular those which are 
mobile. Problems such as limited memory, power management and computational power can 
become extra demanding fore machine learning based applications. As has been discussed 
machine learning algorithms tend to be computationally expensive and may require complex 
optimizations to function in real-time. This imposes a need for fairly sophisticated 
architectures, in terms of processor arithmetic. For this reason machine learning based 
embedded systems should have a logical design which is optimized for the specific machine 
learning task.  

This could typically be done by using an ASIC (application specific integrated circuit) with a 
specific IP (intellectual property) core. An IP core is a block of logic specifically designed to 
run a certain task, enabling benefits such as, optimized arithmetic allowing predictable 
timings. If an IP core is implemented in an ASIC it is defined as a hard IP core, i.e. 
implemented in the processor logics. These IP cores are hardwired, and could e.g. be a DSP 
(digital signal processor). An IP core can also be soft and is then typically implemented as a 
HDL (hardware descriptive language) library intended for FPGA (Field-programmable gate 
array) use (So-logic, 2013).  
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Hard IP cores are typically a part of standalone SoCs (system on chip), implementing 
advanced functionalities such as machine learning tasks and/or machine vision functionalities 
(Xilinx, Zynq 7000 All Programmable SoC for Smarter Vision Applications, 2013). These 
SoCs are specifically designed for low power consumption, high dependability and predictive 
timings. They can typically be bought straight out of the box, tailored for the specific 
purposes, stretching from large scale production inspection systems to SoCs designed for 
embedded mobile devices.  

Xilinx offers a soft IP core specifically designed for pedestrian detection using a SVM 
classifier and HOG descriptors as features (histogram of gradients, compare with 2.3.3.2). 
This core is intended to be used along with an FPGA (Xilinx, Pedestrian detector using SVM 
classifier). This is a good example of an embedded system incorporating both machine 
learning and computer vision, the core is intended for the automotive industry. This is of 
course a very demanding task since frame rates need to be high (at high vehicle speeds) and 
deadlines are obviously very hard. A similar system was introduced in the Volvo S60; this 
was implemented in 2010 (Volvo, 2010), however the system has recently been upgraded as 
an optional package able to detect cyclists as well. The system uses a camera and radar for 
object detection and recognition in real-time.  

“The code which acts as the brains for the equipment has been rewritten to add the new 
feature, and its added complexity has meant a more powerful processor is now needed.” 
(BBC, 2013) 

The need for a specific IP core or a complete SoC will of course completely depend on the 
machine learning task at hand and the performance required from the (mechatronic) system.  

There is however a different aspect to this problem. At the same time as embedded systems 
are becoming more powerful and increasing by the numbers, the amounts of cloud based tasks 
are also increasing rapidly. In many applications, it might be appropriate to distribute the 
machine learning based (and other demanding computational) tasks for cloud computing. So 
instead of having a complex embedded system, e.g. implementing a machine learning IP core 
and a computer vision IP core, the embedded system could outsource the related 
computations. This could be one of the intended uses for Google’s patent which was 
discussed in 2.4). It is no guarantee that this task demands less of the system; the demands 
might however be different and possibly easier to fulfill. This approach is of course not 
suitable for all applications, e.g. in the case of the pedestrian detection, the fast cloud 
computation may not justify the delay during data transmission to a remote computer.   
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3 Implementation 

The following chapter will describe how the discussed methods and algorithms have been 
implemented and evaluated.  

3.1 Software and toolboxes 
Software used for implementation and evaluation.   

The implementations have been done using MATLAB (Mathworks, 2013) and several of its 
official toolboxes. These are the official Mathworks toolboxes (Mathworks, 2013) which have 
been particularly used: 

• Statistics 
o Containing the supervised learning algorithms such linear and non-linear 

SVMs. 
• Neural Networks 

o Containing all the necessary frame work to set up, simulate and test neural 
networks. 

• Image processing 
o Containing necessary functions to manipulate images and manually 

filter/create custom image descriptors and eventually features.  
• Database 

o Allowing SQL data to be directly imported into MATLAB for analysis and 
simulations. 

Additionally an open source toolbox, called VLFeat, has been used for certain tasks and 
algorithms (Vedaldi, 2007-2013; Zisserman, 2011).  

• VLFeat  
o An open source MATLAB toolbox containing methods for generating image 

features and some machine learning algorithms. An implementation of SIFT, 
linear SVM and K-means has been used. Unlike the MATLAB SVM this 
implementation is soft, a feature which is very important for multiclass 
classification, see 2.2.2.4. 

PostgreSQL has been used to access and analyze cashed data and results (PostgreSQL, 2013). 
SQL has been frequently used in combination with MATLAB to analyze large data sets as 
well as allowing large scale simulations.   
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3.2 Approaches 
The approaches that have been implemented consist of a combination between a machine 
learning algorithm and a feature extractor. These two elements are completely independent, 
which has resulted in four implementations which adopt the different combinations.  From 
here on it is assumed that the reader understands the concepts of (the used) computer vision 
and the discussed machine learning approaches, details will be referred to the frame of 
reference section. 

Two feature extraction approaches have been used in the implementations. The first approach 
uses the parameters which are currently being computed. This approach has provided large 
amount of data, allowing extensive tests and simulations. These features have been tested 
along with a nonlinear SVM and ANNs. 

The second feature extractor which has been use is the discussed SIFT descriptor along with 
the bag of words descriptor. This approach is naturally more tedious since it requires the 
actual descriptors to be computed. This implies that the raw images are needed, hence large 
amounts of data needs to be handled when designing test cases and training the classifier.  

Two different machine learning algorithms have been used along with the SIFT descriptor and 
the bag of words descriptor. These algorithms are: SVMs (linear) and ANNs. The currently 
computed parameters have been tested along with SVMs (linear and nonlinear) and ANNs. 

Some of the implementations have only been tested for binary classification, as a result of 
restrictions in toolboxes and/or simply due to lack of time. All methods have been evaluated 
in the binary case since good performance here is particularly important for the problem, i.e. 
reducing defect PCB’s.  
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3.2.1 SVM and SIFT features 

Table 1. The table shows some specifications for the implemented method. 

Specifications for the implementation 

Learner Multiclass/binary classifier Features 

SVM - Linear Multiclass SIFT features and bag of words 

This approach (see Table 1) uses a linear SVM in combination with SIFT features (see 2.3.3) 
and the bag of words descriptor (see 2.3.3.3). The SVM used for this implementation is from 
the VLFeat toolbox (Vedaldi, 2007-2013) and not from the MATLAB statistics toolbox. The 
SVM implementation from Mathworks (Mathworks, 2013) is not soft, i.e. it does not output a 
similarity value, which makes it unsuitable for multi classing according to the ones versus all 
approach, see section 2.2.2.4. The implementation requires a set of labeled images from the 
desired classes to classify. This serves as the training set from which feature extraction is 
performed.  

3.2.1.1 Bag of words feature extraction 

The first step is to perform feature extraction on the training data. SIFT descriptors are 
computed, these descriptors are then clustered using K-means into a set of visual words, 
which serves as the vocabulary; see section 2.2.3.1 for information regarding K-Means and 
2.3.4 for the vocabulary. The vocabulary its self is not fed to the SVM algorithm, the 
vocabulary is used to express the SIFT descriptors in a finite set of visual words, which 
should be able to resemble all visual features we expect to encounter. 

Before training, a new histogram is computed; one which describes the frequency of all the 
visual words, for a labeled image. This histogram is computed for each and every training 
sample. To compute these histograms we once again compute SIFT descriptors, cluster them, 
and together with our vocabulary we represent the images as a histograms; in terms of the 
frequencies for certain visual words. These visual words histograms serve as the training data 
for the learner, i.e. the bag of words descriptor which serves as the final features. 

When training is complete we have a weight vector and a bias term, see 2.2.2.1. To classify 
new images, the features for the test images are to be computed. In the same way as 
previously, we compute the SIFT descriptors and finally the visual words histograms (bag of 
words) using the vocabulary. The bag of words descriptor serve as the input features i.e. test 
data for the classifier. 

There is one significant difference between this implementation and the one described in the 
SIFT section (2.3.3 and 2.3.4). In the “normal” approach the SIFT detector would be used to 
first detect SIFT interest points in scale space. These points would then be translated into 
SIFT descriptors. However this is computationally expensive, a much faster alternative is the 
following (Vedaldi, 2007-2013): We select points at a grid, with a defined step size along the 
entire image (see Figure 35 and compare with Figure 32). These points are then computed 
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into SIFT descriptors. These descriptors are then translated into visual words, and finally as 
bag of words descriptors describing their frequencies.  

As default the image is divided into four bins, and a bag of words is actually computed for 
each bin. The final bag of words descriptor which is fed to the algorithm is a concatenation of 
four histograms describing these four image bins. In this implementation only one bin is used, 
since the four bins intersect the component and tool these bins might give some rotation 
dependencies, which is not desired for this implementation.  

The implementation uses many different functions, where many parameters and setting can be 
modified. This allows the user to tweak the performance, possibly allowing better 
performance than achieved in this report. See table 2 and the effects in Figure 35. 
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Table 2. The table shows different parameters which can be changed to modify the performance of the SIFT 
descriptors and the bag of words descriptors. 

Feature dependent parameters and settings (some of the effects can be seen in Figure 
35) 

Tested parameters  Functionality Impact 

Number of spatial bins Set the number of spatial 
bins in the image from 
which to extract visual 

words 

The spatial bins add some location 
dependency on features, probably 
not desired in this problem. The 

bins will additionally intersect the 
tool center. More bins will create a 

bigger descriptor hence more 
computationally expensive. 

Number of visual words 
(no. of centroids) 

Sets the number of 
centroids when 

performing K-means 
clustering. Used when 

computing visual words 
including the vocabulary 

In theory this sets the resolution in 
which we are able to detect visual 

words. This is however 
computationally expensive to 

increase 

SIFT scales Sets at which scales (i.e. 
image down samples) we 
want to extract our SIFT 

descriptors 

This setting can affect the result 
quite a lot, unfortunately testing and 

evaluation takes long time. This 
needs to be modified already when 

creating the vocabulary. This 
setting needs to be partially chosen 

as a result of the image size 
SIFT density Sets at which step size to 

extract the SIFT 
descriptors from the 

images 

This setting can affect the results 
quite a lot. Testing takes a lot of 

time since these needs to be 
modified already when computing 
the vocabulary. A very low step 

size will be computationally 
expensive and not necessarily more 
effective. The SIFTs may overlap 

and create redundancy  
SIFT window size Modifies the size of the 

Gaussian window in 
terms of spatial bins of 

the SIFT  

The parameter has not affected the 
result when modified slightly  

SVM C parameter Controls the tradeoff 
between the margin 

maximization and the 
training error 

The end result from modifying the 
C parameter is the tradeoff between 
false rejected and defect mounted, 
which can be somewhat controlled 

and tuned 
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Figure 35. The image shows how the different parameters for the dense SIFT affect an image. This might give 
some intuition as to how, one can choose parameters which might give good results, or simply avoid unnecessary 

computations. The relative sizes of the circles show at which scales the points have been extracted, and also 
indicate at which levels of Gaussian blurring the point has been extracted (window size).  The line inside the 

circle shows the dominant direction of the feature at a certain scale, this is derived from the structure tensor, see 
2.3.3. 
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3.2.2 SVM and current features 

Table 3. The table shows the specifications for the implemented method. 

Specifications for the implementation 

Learner Multiclass/binary classifier Features 

SVM – RBF kernel Binary 
Pre-computed length, width, 

contrast, component contrast and 
body contrast 

This implementation (see Table 3) uses a SVM with RBF kernel function, see chapter 2.2.2.2. 
The SVM implementation is from the Mathworks statistics toolbox. The implementation is 
not a soft classifier, which is the reason why only a binary classifier has been tested, see 
chapter 2.2.2.4. 

3.2.2.1 Current features 

Since the feature extraction has already been performed the actual image for a particular pick 
is not needed, unlike e.g. approaches using SIFT features. The extracted data from an image 
can be fetched from a SQL server along with all information regarding the sample. The 
designed MATLAB implementation uses the database toolbox and fetches manually labeled 
images along with the desired parameters.  

The classifier is trained using a set of the fetched and labeled image features. When the 
classifier has been successfully trained the computed weights and biases can be used to 
classify new samples. The classifier test data is simply fetched features from the different test 
set.  

Since the features are pre-computed, the structure of the program and the task at hand 
becomes somewhat less complex. These features allow more scalable and flexible tests, 
simply by modifying the SQL query. This allows us to specify what data, and how much data 
to use. Since the images are not stored locally or even analyzed at all, the method is well 
suited for large scale tests and simulations. The drawback being the loss off information, 
compared to having the raw images.  

Since the pre-computed features are being used the possibility to affect the performance is 
somewhat more limited, i.e. due to the loss of information. There are some parameters which 
can be tweaked that ultimately affect the performance of the classifier. See Table 4. 
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Table 4. The table shows parameters and settings for the SVM RBF kernel implementation, which may affect the 
classifier performance. 

Tested parameters Functionality Impact 

RBF σ parameter Changes character of the RBF 
function, allowing a larger or 
smaller slope on the decision 

surface. The parameter 
controls the “slack” when 

training the classifier.   

This has very big impact on the 
classifier. A smaller sigma 
value will introduce more 
features; hence allowing a 

more complex decision 
boundary. This parameter 

directly controls the ability of 
the SVM. Many features will 

be computationally expensive; 
a small sigma will have this 

effect. See the nonlinear SVM 
chapter, 2.2.2.2. A to small 

sigma may lead to over fitting 
in a high dimensional feature 

space. 
KKT Violation level Set the violation level for the 

SVM optimization, sets the 
fraction of parameters 

allowed to violate Karush-
Kuhn-Tucker (KKT) 

condition during training. 
(Mathworks, 2013) 

If this parameter is not set to a 
small value convergence might 
never be achieved, depending 
on the size of sigma. If set to a 
too small value it might take 

very long time to converge. A 
too large value might lead to 

poor results. 
SQL query Allowing different features to 

be fetched and effectively 
tested, as well as modifying 

training/test sizes and 
component types. 

Allows large scale tests in a 
very effective fashion 

compared to other methods.  
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3.2.3 ANN and SIFT features 

Table 5. The table shows some of the specifications for the implemented method. 

Specifications for the implementation 

Learner Multiclass/binary classifier Features 

ANN Multiclass SIFT features and bag of 
words 

This implementation (see Table 5) uses an ANN based classifier and SIFT features and bag of 
words descriptors. The ANN is a Mathworks implementation from the neural networks 
toolbox (Mathworks, 2013). The method has been tested for the binary and the multiclass 
case.  

The SIFT and bag of words methodology of the implementation is identical to the one seen in 
approach 3.2.1. The only difference is that an ANN is used for training and classification. The 
methodology for the feature extraction can be seen in 3.2.1.1. Since SIFT features and the bag 
of word descriptors are being used we can modify the same parameters as seen in Table 3, 
which contains the feature dependent parameters for this approach. Additionally there are 
some settings which can affect the performance of the ANN implementation, see Table 6.  

Table 6. The table shows parameters which can be changed in the ANN implementation to affect the classifier 
performance. 

Classifier dependent settings 

Tested 
parameters Functionality Impact 

ANN hidden 
layer size and 

number of 
hidden layers 

Setts the number of hidden 
layers and their sizes. In 
theory this enables more 
complex networks which 

could improve performance. 

The hidden layer size has proven to 
affect performance slightly. More 

hidden nodes increase the performance 
to some extent. After this, the 

performance starts to degrade. More 
nodes increases training time, i.e. back 
propagation becomes slower since we 

need to evaluate more nodes (see 
2.2.2.3) 

Gradient 
threshold 

The threshold at where we 
define convergence and 

terminate the training. This is 
the convergence criteria for 

back propagation, see 2.2.2.3 

Achieved convergence states that the 
error rate for the current training set is at 
an acceptable level. Is preferably set to a 

low value in combination with max 
epochs we can afford to spend in time.  

Maximum 
epochs 

Sets the maximum number of 
iterations which we iterate 

back propagation.  

A longer training time might allow 
better results. This can have a big 

impact if combined with a low (error) 
threshold, enabling the algorithm to 

train for a very long time. 
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3.2.4 ANN and current features 

Table 7. The table shows some of the specifications for the implemented method. 

Specifications for the implementation 

Learner Multiclass/binary classifier Features 

ANN Multiclass 
Pre-computed length, width, 

contrast, component contrast and 
body contrast 

This approach uses an ANN and pre-computed parameters as features (see Table 7). The 
methodology for using these features can be seen in 3.2.2.1 

Just as in the method described in 3.2.3 we can modify some parameters which to some extent 
will affect the classifier performance. See table 6. 
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4 Results 

The performances for the different machine learning approaches will be presented along with 
some general information about the data which is currently being used. Figure 36 shows data 
for more than 300.000 picked components, a set of components which has been used as a 
reference (or benchmark) for some of the tests. All actual components are within the length 
range of 900-1100 μm, see Figure 36 and 37. 

 

Figure 36. This image shows a 3D plot of the parameters for a set of components; length, width and contrast for 
some of the most common classes. These three parameters are currently being used for classification; the classes 

can be seen in Figure 37. 
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Figure 37. Typical examples of what the different classes might look like. Try to compare with plots. 

As can be seen these three parameters generate relatively clear clusters, i.e. the parameters 
seem to have quite good discriminative abilities, hence one might suspect that they are good 
features. Note that attached isn’t shown in the plot. This is of course already partly proven 
since they are being used successfully in the binary case. In the following two plots each class 
is isolated and viewed against the ok class, see Figure 38 and 39.  

There are several more classes; however the task has been restricted to the more common 
ones. Additional classes do not generally change the nature of the problem and possibly not 
even the algorithms and descriptors needed.  
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Figure 38. This plot shows two features; width and contrast. Here each class is isolated and plotted against the 
class ok. 

These two images give some intuition regarding the problem at hand, and make it quite 
obvious that some of the classes are harder to separate than others. Certain features might be 
more effective than others, for some classes. E.g. in Figure 38 it is clear that by using width 
and contrast one might not be able to successfully distinguish between “ok” and “corner 
picked” components. It is also possible to see that length and contrast (as seen in Figure 39) 
seem to be very effective when detecting “Tombstoned” components, which seems quite 
reasonable, considering the physical properties resulting in that particular scenario. One can 
also notice that for both length and width empty pick is quite separable. Unfortunately not all 
features are this simple to visualize. It will be shown that these features can be successfully 
used to some extent also in a machine learning approach.  
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Figure 39. This plot shows two features; Length and contrast. Here each class is isolated and plotted against the 
class ok. 

These parameters are currently being used, and it is understandable that they serve as good 
features. However, the current system computes not one contrast, but three different contrasts. 
Currently however, only one contrast per classified instance is being used in the machine. 
Study these next plots, showing all tree contrasts, see Figure 40-42. From the images it is 
quite clear that these features do have some discriminating abilities as the clusters are 
relatively prominent.   
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Figure 40. The 3D plot shows the three different contrasts for 300.000 components, which also have served as a 
benchmark for some of the tests performed. 

 

Figure 41. The plot shows the relationship between body contrast and image contrast for different classes. 
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Figure 42. The plot shows the relationship between body contrast and image contrast for different classes. 
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4.1 SVM using RBF kernel and current features 
Using computed features from the current vision system and a SVM with a RBF kernel 
proved to be very effective, in the binary case. Unfortunately this approach was never tested 
in multiclass, since the MATLAB implementation of SVM does not support the one versus all 
approach (see section 2.2.2.4). I.e. the classifier does not output real similarity values. This 
approach however enabled a large number of tests, since all parameters are very accessible 
through SQL.  

Besides determining the actual success rate for the classifier, other factors have been 
examined, such as; choosing the total training set size and the relationship between the sizes 
of the two classes used during training. Additionally, parameters for the RBF function have 
been varied and the effects studies. Many results have been generated, a good result isn’t 
necessarily objective, since it is usually a tradeoff between false rejected and defect mounted 
components.  The best results for the approach can be seen in Table 8. The test and training 
set up can be seen in Table 9.  

Table 8. A SVM using RBF kernel with σ = 0.3 

System Current vision system  SVM and RBF kernel using 5 features 

(no.) Defect 
mounted 

800 (0,7% of tested defect 
components) 288 (0,25% of tested defect components) 

(no.) False 
rejected 

6199 (3,1% of tested ok 
components) 2653 (1,3% of tested ok components) 

Features 
used Length, width and contrast Length, width, contrast, body contrast 

and component contrast 

Component 
type 

Length > 900 & length < 1100 
μm 

(package 0402) 

Length > 900 & length < 1100 μm  
(package 0402) 

Total 
accuracy 97,77% 99,06% 

Table 9. Statistics for the SVM classifier which produces the results in table 8. 

Class Test set (no.) Train set (no.) 

OK 200 000 5000 

Tombstoned 2991 100 

Corner pick 7310 100 

Billboard 26 828 100 

Empty pick 76 419 100 

Attached 111 50 

Total 313 659 5450 
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4.1.1 Training data 
Choosing the training data is important and may greatly affect the results of a particular 
algorithm. Many tests have been performed, with the goal to find an empiric rule. This has not 
been achieved although some intuition to the problem has been obtained. Let us begin by 
looking at tests which were made for classifiers using three parameters (i.e. the ones in Table 
8, for the current vision system). Study figure 42 which illustrates how defect mounts and 
false rejected components vary as we increase the training size for ok components. 

 

Figure 43. The table shows how the result changes when varying the size of the ok training set. The most right 
pillar is the current system for this particular test case (which differs from the one in table 9). Note the no. of not 

ok components is kept fixed at 34 550 samples. 

What can be noted here is; the total amount of correct classifications increase as the training 
size increases (Figure 43 illustrates the phenomenon slight better), to the cost of a serious side 
effect; the number of “defect and mounted” increases. This is a non-desired compromise. It is 
preferred to have “false rejected” components rather than defect and mounted.  It seems that 
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“pillar two” from the left is a good choice for the set up. It gives significantly lower defect 
and mounted rate and slightly lower false rejected count, hence the total amount of miss 
classifications is lower.  

 

Figure 44. As can be seen, the total amount of misclassified components decreases as we increase the training 
size for ok components. The drawback being that “defect and mounted” increases proportionally. 

By now keeping the ok training size fixed at 4000, which gave good results. Let us instead try 
and vary the no. of negative components in the training data to see how the result is affected, 
see Figure 45.  

207 

262 291 

338 

458 

522 580 602 

10994 

6104 
5661 

5021 4902 

2146 
1782 

1582 

100 

1000 

10000 

2000 4000 6000 10000 12500 15000 15000 18000 

sa
m

pl
es

 (l
og

10
) 

No. of Ok samples used for training 

Missclassified images by SVM using RBF kernel, binary 
classification  and varying of possitive training set size 

DPMO 
FRR 

83 

 



 

 

Figure 45. The table shows how the defect and mounted count changes when varying the size of the negative 
training set. 

By keeping the negative training set low good results are achieved (see Figure 45) and still 
maintaining reasonable false reject rates (approximately the same as the current system, 
slightly higher). 

These results might seem odd, that a classifier is able to perform so well using such a small 
training set for one of the classes. However, one must remember that a RBF kernel is being 
used. When using a RBF kernel with a small sigma value, the effect is equivalent of adding a 
support vector “around” every training sample, regardless of surrounding classes.  I.e. we still 
encapsulate the ok class, which is what matters since the problem is binary (one might miss 
small unique regions). See section 2.2.2.2 and Figure 15. This implementation uses a sigma of 
0.05. 

It was later on discovered that by using three different contrasts instead of one the results 
could be significantly improved. These three contrasts are currently being calculated; however 
only one contrast at a time is being used for the current classification in the machine. When 
using all three contrasts (see Table 8) the performance can be improved. These features 
appear to have discriminative abilities which are not being utilized, see Figure 40-42. Figure 
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46 shows the performance of 100 trained and tested unique classifiers, using varying training 
sets and the five features seen in Table 8. 

 

Figure 46. The image shows 100 different SVMs and their performances. Each color corresponds to an ok 
training set size, with a varying not ok training set size. The circle captures all classifiers using 5000 ok training 

samples; each “dot” has varying negative training size. 

As can be seen in this image the cyan (circled) area seems to give particularly good 
performance, which corresponds to an ok training set of 5000 samples. See Figure 47 for a 
closer look. 
  

85 

 



 

  

 

Figure 47. The image shows the performance for different classifiers, all having 5000 training samples for the ok 
class. The text next to the classifier indicates the size for each bad pick used for training (which is bundles 

together to one class since its binary). “Attached” (see table 9) is kept fixed at 50 samples at all time because of 
the small amount of samples available. 

The image shows a close up on the cyan region. The texts state how many not ok training 
samples are being used for each classifier. Note this is the amount for each bad pick (see table 
9 and Figure 47), which then are bundled to one class for the binary case. Using 5000 ok 
samples and 450 bad training samples (4 ∙ 100 + 50 = 450) leads to a very good classifier; 
the results are shown in table 8. This classifier is encapsulated in the yellow circle, in Figure 
47. 

As a result from the transition to five features, from three features, the RBF sigma parameter 
has to be significantly increased. This makes sense since training is performed in a higher 
feature dimension, to avoid over fitting we need more “slack”, which is achieved by using a 
larger sigma, see 2.2.2.2. Sigma is increased from 0.05 to 0.3.  
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4.2 Linear SVM and SIFT features  
The results when using SIFT descriptors as features will be shown in the multiclass case and 
the binary case. The linear SVM from VLFeat has been used. In a high dimensional feature 
space it may be enough to use a linear SVM. The only difference from the previous approach 
is that instead of using a kernel which transforms our features to a high dimension, our 
features are already high dimensional, thus we can use a linear SVM. Training and testing 
using SIFT descriptors is somewhat more tedious and time consuming, resulting in less 
statistics. Generally the results indicate that all though SIFT features seem quite good at 
distinguishing different, more texture dependent classes (which the parameters can’t separate) 
they do not seem to be as effective in the binary case. The one versus all approach has been 
used (see 2.2.2.4).  

The method has been implemented and tested such that the binary and the multiclass case are 
decoupled. When performing multiclass classification, all ok picks are excluded, i.e. assumed 
to have been successfully filtered as ok by the first binary classifier. The reason for this is 
mainly to speed up verification and validation, a classifier not performing well in binary 
classification is assumed to be worse in multiclass classification (a compensated score is 
computed and showed in table 10). This methodology allows faster output, allowing safe 
termination if scores are deemed to poor. Results can be seen in table 10 and 11. 

Table 10. The table shows the performance of a binary linear SVM classifier using SIFT features. 

Linear SVM and SIFT features in Binary classification 
 SVM C = 163.5  

SIFT settings: Bins = 1, Window size = 3, Scales = (2 4 6 8) Step = 2, No. words = 2000  

C
la

ss
ifi

ed
 a

s:
 

Class Billboard Corner 
pick Empty pick OK Tombstone

d 

Not OK 3772 5331 8936 716 1864 

OK 103 62 64 62284 1 

Defect mounted 230 (1,11% of tested defect components) 

False rejected 716 (1,13% of tested ok components) 

Test set 3875 5331 9000 63000 1865 

Training set 861 1461 1215 14 000 920 

Rejection 
accuracy 0,9734 0,9895 0,9928 0,9886 0,9994 

Total 
accuracy 0,988694894 ≈ 98,8% 
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Table 11. The table shows the performance of a multiclass linear SVM classifier using SIFT features. 

Linear SVM and SIFT features in Multiclass classification 
SVM C = 163.5 

SIFT settings: Bins = 1, Window size = 3, Scales = (2 4 6 8) Step = 2, No. words = 4000 

C
la

ss
ifi

ed
 a

s:
 

Class Billboard Corner pick Empty pick Tombstoned 

Billboard 3784 105 34 66 

Corner pick 90 5224 208 239 

Empty pick 0 5 8758 0 

Tombstoned 1 59 0 1560 

Test set 3875 5393 9000 1865 

Train set 861 1461 1215 920 
Classification 

accuracy 0,976516 0,968663082 0,973111111 0,836461126 

Total accuracy 0,9599635 ≈ 96,0% 
Compensated total accuracy (+716 false rejected 

components) 0,92951 ≈ 92,9% 

The conclusion which can be drawn from this data is, for the binary case the SIFT features are 
not as effective, as when using computed parameters as features. This test set is smaller and 
every sample from this approach is part of the test case in chapter 5.1. The accuracy for the 
different classes as can be seen is still quite high, what can be noticed is that 66% of the 
misclassifications are when components are mistaken for corner picks. Tombstoned 
components especially have this tendency (239 instances). This very likely a result from 
contradictive data, a common example can be seen in Figure 47. 
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 This kind of labeling clearly introduces problems. Some of the classes are not as clearly 
defined as they should be.  

 

 

Figure 48. The image illustrates some contradictive labeling of data. The right component is more of a Corner 
pick then the left component, i.e. clearly a larger visible angle, yet it is labeled as Tombstoned (picked 

vertically). This labeling will introduce difficulties for the classifier.  

SVMs using a more advanced nonlinear kernels were tested, this however did not result in 
good performance. Additionally the training times became extremely long which made testing 
difficult. As was mentioned earlier, a more advanced SVM is most likely unnecessary when 
using SIFT descriptors and the bag of words descriptors because of the already high 
dimensionality.  

4.2.1 Choosing descriptor parameters 
When using SIFT descriptors and the bag of words approach, the degrees of freedom in terms 
of choosing parameters becomes a problem, as mentioned in chapter 4.2.1. There are various 
parameters which may affect the result of the classifier. This is especially a problem since 
training and classification takes many hours. Since the settings affects even the vocabulary the 
whole feature extraction needs to be reproduced to give confident results, to determine the 
impact from a parameter. Some results are seen in table 12.  

Table 12. The table shows the performance of a linear SVM classifier. The table shows how the performance can 
vary in the binary and the multiclass case when varying feature related parameters. 

Linear SVM and SIFT features 
SVM C = 163.5 

Setup SIFT Parameters Binary 
accuracy 

Multiclass 
accuracy 

1 

Window size = 3 
No. bins = 1 

Scales = [4 6 8 10] 
Step size = 2 

Num. words = 1000 

98,90 % 95,49 % 
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2 

Window size = 1.5 
No. bins = 1 

Scales = [4 6 8 10] 
Step size = 2 

Num. words = 1000 

98,91 % 95,30 % 

3 

Window size = 3 
No. bins = 1 

Scales = [4 6 8 10] 
Step size = 4 

Num. words = 1000 

98,72 % 95,30 % 

4 

Window size = 3 
No. bins 

Scales = [2 4 6 8] 
Step  size= 2 

Num. words = 1000 

98,73 % 95,13 % 

5 

Window size = 3 
No. bins 

Scales = [2 4 6 8] 
Step  size= 2; 

Num. words = 2000 

98,86 % 95,66 % 

6 

Window size = 3 
No. bins 

Scales = [2 4 6 8] 
Step  size= 2 

Num. words = 4000 

99,03 % 95,99 % 

 

Setup 1 and setup 4 reveal that it might be better to extract features at smaller scales (larger 
down-samplings); since this is the only parameters which sets them apart. Setup 1 and 2 
reveal that for this setup the window size does not seem to affect the result significantly. 
Setup 4-6 clearly indicates that a large vocabulary (to some degree) gives better results. By 
defining a too large vocabulary one increases the risk of introducing redundant visual words 
and to significantly increase the computation times. The increase in training time between 
steps 6 to step 4 is many magnitudes larger. Setup 1 and 3 indicate that slightly better 
performance can be achieved by reducing the step size, i.e. a denser grid of SIFT descriptors.  

The choice of parameters is a difficult task, which leads to a state space explosion in terms of 
testing. Some parameters can be chosen through intuition and have the expected effect. 
Although e.g. for low resolution images (as in this task), it would seem logical that good 
results is achieved by selecting relatively low scales (so we do not lose too much information 
when performing down-sampling of the images). As has been seen this is not the case. The 
parameters do not drastically change the results, it seems like a safe assumption to say that the 
method can be validated and verified without optimizing the parameters. I.e. deeming the 
method interesting or not. 
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4.2.2 Effects from training data 
As mentioned earlier the SIFT approach does not allow test generation in the same scale as 
when using pre-computed features. Training takes very long time and images need to be 
stored locally for feature extraction.  

Figure 49. The graph shows how the SVM performance changes, while varying the training set size and the 
relationships. As can be seen the SIFT features and bag of words histograms seem to give better results when 
training size is increased.  Note the behavior when increasing the negative training set size and keeping the ok 

training set at a fixed size (at 4000 and 6000 samples). 

This approach does not appear to be as sensitive to training size; compared to when using pre-
computed parameters as features, see Figure 49. It seems as if a larger training set indeed 
gives better result, hence more predictive and an expected behavior. Since the SIFT 
descriptors are high dimensional the method should not be as prone to over fitting (Mehryar 
Mohri, 2006), which may be an explanation for the results. This is a good quality; it might be 
complicated to deal with classifiers which rely too much on the structure of the training data. 
This indicates that the classifier is somewhat robust, and that it might be safer to update the 
training set and not worry too much about the effects. Additionally the SIFT descriptors will 
by definition be more robust, in terms of using the same training set for different components. 
The SIFT descriptor is not characterized in terms of mechanical length properties e.g. lengths 
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in pixels, after all its scale invariant. Rather SIFT descriptors are described in terms of visual 
features, which may be identical for smaller or larger components. I.e. classes are better 
characterized in terms of features which are not scale dependant. This however means that the 
classifier could e.g. allow and mount a too small component. 

4.3 ANN and current features 
Artificial neural networks have been implemented and tested using the current computed 
features. This has been tested in multiclass classification, which has given interesting results 
regarding the limitations of these features. Once again this approach proves that the current 
features are very effective in the binary case. See table 13 and figure 50. 

Table 13. The table shows the performance of a 6 hidden layer multiclass ANN classifier. The test and training 
sets can be seen in table 14. 

System Current vision system ANN with 6 hidden layers 

(no.) Defect 
mounted 

800 (0,7% of tested defect 
components) 493 (0,43% of tested defect components) 

(no.) False 
rejected 

3210 (3,2% of tested ok 
components) 344 (0.34% of tested ok components) 

Features 
used Length, width and contrast Length, width, contrast, body contrast 

and component contrast 

Component 
type 

Length > 900 & length < 1100 
μm 

(package 0402) 

Length > 900 & length < 1100 μm  
(package 0402) 

Total 
accuracy 98,13% 99,61% 

Table 14. The table shows the -test and training set up used for the artificial neural network seen in Figure 39 
and in table 13. 

Confusion 
matrix 

number 
Class Test set (no.) Train set (no.) 

5 OK 100 000 5000 

2 Tombstoned 2991 100 

4 Corner pick 7310 100 

1 Billboard 26 828 100 

3 Empty pick 76 419 100 
- Total 213 659 5450 
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Figure 50. The image shows the confusion matrix generated from the test/training scenario showed in table 13 
and 14. The target class is the actual label, see table 14. Output class is the result from classification. E.g. in (x, 

y) terms, (4, 5) is the number of corner picks labeled as ok, i.e. defect and mounted. Row five contains all defect 
and mounted components. Column 5 contains all the false rejected components. 

The same training size and relationships has been used for the ANN method as for the SVM 
method. The difference being that the test case for “OK” samples was lowered for 
computational reasons (out of ram). This could of course be solved easily by dividing the test 
set, although this would not give much more information. Especially since the false reject rate 
is many magnitudes lower than the current system on the same benchmark. Overall the 
training set size (when using these features) does not appear to affect the results as violently, 
compared to when using a SVM with RBF kernel. The same training set (as seen in table 14) 
however produces good results. The results and the confusion matrix can be seen in Figure 50. 
If we study row four we see that many components are mistaken for corner picks. Column 
four indicates that corner pick are particularly often mistaken as other components. This gives 
some prove that corner picks cannot be classified when using the currently computed features. 
The defect and mounted rate is not only better than the current system, the number of ok and 
rejected component is almost reduced by an order of ten. The total amount of errors is 
substantially lower than the SVM approach, if this approach where to be tweaked the number 
of defects could most likely be reduced too much lower numbers. The choice for training data 
can be assumed to (and seems to) be similar to what has been discussed in 5.1.1 since the 
same features are being used.  
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4.3.1 Choosing number of nodes in the hidden layers 
The choice of hidden later size has some effect on the results of the neural network. This can 
be seen in Table 15. The starting point for gradient descent has been initialized to the same 
value in every test, see 2.2.2.3. 

Table 15. The results when training with a varying amount of hidden layer nodes in the ANN. 

Hidden 
layer nodes 

(No.) 

Score in 
multiclass 

classification (%) 

1 49.3 
2 86.2 
3 90.3 
4 91.3 
5 91.3 
6 92.9 
7 92.6 
8 90.0 
9 92.5 
10 92.2 

 

Since ANNs use gradient descent for optimization, the allowed training time will in some 
cases affect the result. As can be seen in Figure 51 the best result is actually achieved at the 
final iteration of back propagation, hence giving more time to the algorithm (if not converged) 
might increase performance.  

 

Figure 51. The image shows how the training error converges to the smallest possible error as time passes. The 
“Epoch” is a term for a back propagation iteration and evaluation. 
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4.4 ANN and SIFT features 
When using ANN and SIFT features the multiclassification was implemented ”properly”, i.e. 
not decoupled as done in the implementation from section 5.2. As can be seen in the results 
SIFT desciptors seem to enable better discrimination between different classes of bad picks, 
compare to when using computed dimensions as features (compare Figure 50 with Figure 52). 
However, its also clear that the SIFT descriptors perform worse in the binary case. See table 
16. 

Table 16. The table shows the results translated into the binary case for easier comparison with the SVM in 7.2. 

ANN with 6 hidden layers and SIFT features in Binary classification 
SIFT settings: Bins = 1, Window size = 3, Scales = (4 6 8 10) Step = 2, No. words = 1000 

C
la

ss
ifi

ed
 a

s:
 Class Billboard Corner pick Empty pick OK Tombstone

d 

Not OK 3753 5251 8922 931 1865 

OK 122 91 78 62009 0 

Defect mounted 291 (1,44% of tested defect components) 

False rejected 931 (1,50% of tested ok components) 

Confusion 
matrix index 
(figure 14) 

1 2 3 4 5 

Test set 3875 5393 9000 63000 1865 

Training set 861 1461 1215 14 000 920 

Rejection 
accuracy 0,9685 0,9736 0,9913 0,9842 1 

Total 
accuracy 0,9839 ≈ 98,4% 

The results from studying the binary performance can be seen in Table 16 as a direct 
comparison with the SVM in 5.2. The numbers are slightly lower, however one must keep in 
mind that the score is generated under proper multiclass classification. Also note that the SIFT 
parameters are slight different. With this in mind it seems as if the ANN generates somewhat 
better and more robust results when using SIFT descriptors. See Figure 52 for the complete 
confusion matrix.  
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Figure 52. These results are from an ANN using 6 hidden layers. SIFT density = 2, window size = 1.5, no. bins = 
1, visual words = 1000 and scales = [ 4 6 8 10]. The classes corresponding to the indexes can be seen in table 16. 

The total score for multiclass using ANN and SIFTS is 97.4% 

By comparing the “Target class” total success rate (lower row) with the scores generated from 
the SVM in table 10 it’s quite clear that the two methods perform quite similar, and that 
tombstone in both cases is somewhat more difficult to classify using SIFT features. Multiclass 
classifications, using these SIFT features and an ANN gives a classifier with 97.4% success 
rate, for this test and training set. This can be compared with the compensated total score for 
the SVM in 5.2, i.e. 92.9%. The choice of parameters for the feature extraction can be seen in 
5.2.1 and the choice of hidden layers can be seen in 5.3.1. 
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5 Discussion and Conclusions 

5.1 Discussion 
The results support machine learning as an approach; able to reduce the defect and mounted 
components, the falsely rejected components and classifying some of the erroneous picks 
which occur. 

The SVM using a RBF kernel and the current features performs very well in the binary 
problem, with a significantly reduced defect and mounted rate. Even though the ANNs have a 
higher defect and mounted rate, one must remember that the count of false and rejected is 
extremely low (when using the current five parameters). In the binary case this is simply a 
tradeoff between the two outcomes. This means that the defect and mounted rate could very 
likely be decreased, to the cost of increasing the number of false and rejected. According to 
the numbers this compromise could definitely be afforded, hence possibly enabling ANN 
results which surpass the SVM with RBF kernel.   

These results strengthen what has been mentioned earlier, machine learning is a data driven 
approach. In many problems the choice of algorithm will not affect the performance 
significantly, at least not compared to the choice of features and the amount and quality of 
data (Ng, 2013). This can be noticed in the results, both the SVM and ANN algorithms using 
SIFT perform quite similarly. As do both algorithms, in combination with the current features. 

Using the currently computed features allows fast classification. Classifying one component 
using a SVM with RBF kernel and the current five features takes 0.014 seconds. Which 
approximately is the function overhead (classifying 200000 components takes ~5 seconds, i.e. 
0.025 ms per component which only ~ 400 times slower). The same classification for an ANN 
results in a computation time of 0.008 seconds, i.e. almost twice as fast. Most likely these 
computation times would be somewhat slower considering the onboard computer in the 
machine has a lower CPU clock frequency.  

Using the SIFT descriptors and bag of words descriptors means that the feature extraction 
needs to be take into account. This time will vary depending on how the SIFT parameters are 
chosen, as discussed in section 4.2.1. If using the worst case scenario (i.e. dense SIFTs, a 
small step size and a large vocabulary etc.) the feature extraction and classification (using a 
linear SVM) takes approximately 0.016 seconds for one sample. A six layer ANN for the 
same sample takes approximately 0.018 seconds including the identical feature extraction. 
These computation times are measured in MATLAB. The ANN and the SVM using RBF 
kernel are Matworks implementations. The used linear SVM is a VLFeat implementation. 
  

98 

 



5.2 Conclusions 
One important conclusion which can be drawn from the results is; it seems to be possible to 
reduce the number of defect and mounted components as well as the false rejections, without 
adding or modifying the current vision algorithms. The results from 4.1 and 4.3 suggest that it 
would be possible to utilize the parameters such that this is achieved. Another important 
conclusion from the results seen in 4.3 (Figure 50) is that the current features appear to lack 
information which enables them to separate different types of bad picks. This applies 
especially for picks which can be distinguished only by the texture. Furthermore the tested 
methods should not be seen as the optimal machine learning approaches for this particular 
problem. They should however serve as a proof of concept and as a guide to which extent 
machine learning can be used to solve the problem.  
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6 Recommendations and future work 

The results from the study support the current vision algorithms in terms of binary 
classification. An interesting and promising approach could be to try a hybrid approach. One 
methodology would be to perform the classification in two steps. Each component is 
classified using the current (five) parameters, and some suitable machine learning algorithm 
(e.g. a SVM using a RBF kernel or an ANN). This first step would classify all the ok 
components, in a fast and to some extent already verified manner. 

The components which are rejected from this method would then be analyzed, using different 
features, enabling classification amongst the more texture dependent classes. These have 
proven to be difficult to identify using the current parameters (this is supported from results in 
4.3. see Figure 50). This approach is unlikely to introduce problems in terms of real-time 
constraints. The feature extraction is already being performed and the machine learning 
classification is very fast. Further analysis and feature extraction should only have to be 
performed on a very small fraction of the components.  

The SIFT descriptors and bag of words approach is not necessarily the best approach to tackle 
these difficult picks which are texture dependent. However the tests indicate that it is possible 
to classify the more texture dependent classes, e.g. by using SIFT features. A good further test 
would be to perform a similar simulation. Except instead of using the dense SIFT descriptors 
which was described in 3.2.1.1, to instead use SIFT key points, which could lead to better 
results according to external sources and simulations (Vedaldi, 2007-2013).  

All future images should be stored on fast and accessible network drives, allowing tests and 
simulations to be performed not only locally. This could greatly increase the flexibility and 
speed in terms of development and testing of new approaches and algorithms.  
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Project plan 

Background 

Micronic Mydata AB develops and builds machines for the electronics industry. These machines are 

so called pick and place machines used for surface mounting components on to PCB’s. Each 

component is localized and inspected using computer vision; to make sure that the correct component 

is picked and that the component is picked correctly.     

Currently this is done by calculating interesting parameters and other visual features which distinguish 

the components. This involves parameters such as average lengths, widths and other mechanical 

properties.  

Errors that may occur during mounting are; rotations relative the mounting surface or that the 

component is picked up side down, just to mention a few. Some of the different cases are currently 

difficult to classify using the already implemented statistic methods. This might lead to defect PCB’s, 

bad statistical feedback to the company and in return poor feedback to the operators.    

Problem 

The machines have the functionality to store an image for every component which is picked. For each 

component the different visual and mechanical features are calculated using image processing. A large 

set of images and the corresponding parameters have been manually classified and stored, which can 

be used as training data.   

The thesis aims to examine different machine learning approaches and algorithms to classify and 

prevent the erroneous picks that occur. Additionally the most promising approach should be further 

examined, resulting in a successful algorithm and classifier.  

Furthermore the thesis shall examine how these different approaches might be used and integrated in a 

mechatronic system, regarding problems such as real-time constraints.     

Goals 

 Primarily design a classifier able to detect ok picks, i.e. a two class classifier; “OK” and “not

OK”.

 Design a classifier able to classify all the different labeled erroneous picks, i.e. a multiclass

classifier.

 The final classifier shall detect 99% of the “bad picks” and be able to classify the different

cases of bad picks with a 95% success rate.

 A working successful classifier will be prioritized above many examined and studied

approaches. Since time is of a great constraint, there are many approaches!

 Focus will lay on support vector machines (SVM), neural networks and possibly genetic

algorithms.

 The algorithms will be implemented in MATLAB and easily to tested and evaluated.



Leonard Goobar Project plan 

leonardg@kth.se 3 February 2013 

880608-0795 

070 – 091 35 51  

 Discussions with the machine code programmers will be held, as to evaluate the

method/methods in terms of implementation and possible constraints.

Time plan 

The time plan displays a preliminary scheme of how the project time will be partitioned during the 

thesis work.  

 Project phase Tollgate Comment Start End 

Start of project Get necessary hardware, 

software and databases set 

up 

15/1-2013 16/1-2013 

Planning Project plan Setting up goals 

independent from the 

company’s expectations 

20/1-2013 3/2-2013 

Background study Background study and 

practical implementations 

for testing 

20/1-2013 29/1-2013 

Testing and 

implementation 

Working SVM 

(two classes) 

MATLAB implementation, 

other descriptors 

20/1-2013 1/2-2013 

Testing and 

implementation 

Working multiclass 

SVM 

MATLAB implementation, 

other descriptors 

1/2-2013 1/3-2013 

Statistical comparison 

between calculated 

parameters as features 

and a new descriptor. 

Are the current extracted 

parameters the best 

descriptors to classify the 

components and picks? 

1/3-2013 15/3-2013 

Background study A new approach will be 

investigated possibly neural 

networks 

15/3-2013 20/3-2013 

Half time 

presentation held at 

Micronic Mydata 

AB 

Presentation A half time presentation 

will be held at the company 

? ? 

Testing and 

implementation 

Working MATLAB 

script 

New machine learning 

approach 

20/3 10/4-2013 

Background study A new approach will be 

investigated 

10/4-2013 15/4-2013 

Testing and 

implementation 

Working MATLAB 

script 

New machine learning 

approach 

15/4-2013 1/5-2013 

Report writing Report handed in Some good conclusions and 

results regarding machine 

learning approaches shall 

be presented for the 

company 

1/5-2013 1/6-2013 

Table 1. Time plan. 
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Comments  

As can be seen in table 1 some of the different tasks/phases are run concurrently. An iterative method 

is used for each new machine learning approach since a new implementation requires substantial focus 

before an implementation is possible. Note that the first background study is a more general one; 

partially deciding why one approach was chosen first.  By “other descriptors” during the SVM 

implementation, I mean; using other visual descriptors to define classes and components, rather than 

mechanical properties currently used.  Table 2 shows the involved parties in the thesis.  

Chief Fredrik Jonsson, R&D Optics and calibration, Micronic Mydata AB 

Supervisor Javier Cabello, R&D Optics and calibration, Micronic Mydata AB 

Examiners Prof. Jan Wikander, Prof. Martin Törngren, Prof. Mats Hanson, KTH 

Table 2. Contacts and involved parties. 
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