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Abstract
In this thesis, we focus on the problem of image classification and investigate how its performance can be systematically improved. Improving the
performance of different computer vision methods has been the subject of
many studies. While different studies take different approaches to achieve
this improvement, in this thesis we address this problem by investigating the
relevance of the statistics collected from the image.
We propose a framework for gradually improving the quality of an already existing image descriptor. In our studies, we employ a descriptor which
is composed the response of a series of discriminative components for summarizing each image. As we will show, this descriptor has an ideal form in which
all categories become linearly separable. While, reaching this form is not possible, we will argue how by replacing a small fraction of these components,
it is possible to obtain a descriptor which is, on average, closer to this ideal
form. To do so, we initially identify which components do not contribute to
the quality of the descriptor and replace them with more robust components.
As we will show, this replacement has a positive effect on the quality of the
descriptor.
While there are many ways of obtaining more robust components, we
introduce a joint feature selection problem to obtain image features that
retains class discriminative properties while simultaneously generalising between within class variations. Our approach is based on the concept of a
joint feature where several small features are combined in a spatial structure. The proposed framework automatically learns the structure of the joint
constellations in a class dependent manner improving the generalisation and
discrimination capabilities of the local descriptor while still retaining a lowdimensional representations.
The joint feature selection problem discussed in this thesis belongs to a
specific class of latent variable models that assumes each labeled sample is
associated with a set of different features, with no prior knowledge of which
feature is the most relevant feature to be used. Deformable-Part Models
(DPM) can be seen as good examples of such models. These models are usually considered to be expensive to train and very sensitive to the initialization.
Here, we focus on the learning of such models by introducing a topological
framework and show how it is possible to both reduce the learning complexity and produce more robust decision boundaries. We will also argue how
our framework can be used for producing robust decision boundaries without
exploiting the dataset bias or relying on accurate annotations.
To examine the hypothesis of this thesis, we evaluate different parts of our
framework on several challenging datasets and demonstrate how our framework is capable of gradually improving the performance of image classification
by collecting more robust statistics from the image and improving the quality
of the descriptor.
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Chapter 1

Introduction
1.1

Introduction

The problem of Image Classfication in computer vision, is to determine if some
specific object, feature, or activity is present on the image. While, this task is
robustly solved by a human, the performance of a computer in this task is far
from satisfactory. To convert the image into information that can be robustly
used by a computer, several transformations are applied to it. Usually the role of
these transformations is to map each image to a point in a high dimensional feature
space. This mapping is usually done in a way that the position of each point reflects
what is contained within the image. Ideally, the points associated with the images
that contain the same objects or features are more similar to each other. This
process is visualized in figure 1.1. To obtain such a mapping, initially local regions
on the image are transformed into entities referred as features, which encode the
necessary information of the local structures of the image. These features are then
summarized into a fixed dimensional descriptor which encodes different properties
of the image.
In this thesis, the aim is to investigate the properties of an optimal image
descriptor. To properly formulate the problem we will focus on the task of image
classification. As we shall discuss, an optimal descriptor should have the following
properties :
• A descriptor is composed of a series of independent and interchangeable components
• A descriptor should have an ideal form in which the task is perfectly done
• A descriptor should provide feed-back on the effectiveness of different components
Obtaining such a descriptor and discussing how we can find more robust components
to replace the uninformative components, is the main goal of this thesis.
7

Elephants

Lamas

Feature Space

Figure 1.1: In the problem of Image Classification, images are mapped into points
in a high dimensional feature space. Ideally, the location of these points in this
spaces reflects what is contained on the images.

In computer vision, a feature is the result of a neighborhood operation applied
to the image. The role of this operation is to collect certain information from
this neighborhood, which is usually summarized in a vector with fixed dimension.
Depending on the relative size of this neighborhood to the size of the image, the
feature collects either local (local feature) or global (global feature) information.
The statistics collected by the features are used to determine whether an image
contains certain properties or not. The characteristics of these properties depend
on the task at hand and can vary from low level structures, such as existence of
certain local edge orientations, to high level structures, such as existence of certain
object categories in an image. Usually when faced with a computer vision problem
the first step is to determine which type of feature is the most suitable for the task.
Studies in the topic of texture analysis [90, 102, 58, 75, 101] have played a
significant role in shaping what is known as computer vision today. In these studies
it was assumed that an object is composed of different textures and identification
of these textures can be a strong cue for verifying the existence of this object.
To test this hypothesis, a series of experiments were devised to understand how
different texture images can be distinguished from each other. These experiments
were conducted in a rather abstract manner and the employed images were each
composed of a uniform texture. Examples of images used in these experiments
can be seen in Figure 1.2. As it can be seen in this figure, texture images lack a
global structure and their classification depends on how well and robust the local
information of these images is summarized into a descriptor with fixed dimension.
This descriptor can then be used to relate different images to each other and to
measure the similarity between them. Textural information is related to physical
TRITA-CSC-A 2014:08 • ISSN-1653-5723 • ISRN-KTH/CSC/A–14/08-SE • ISBN 978-91-7595-139-3

Figure 1.2: The top row images are from the same category that look different due
to variations in illumination condition and camera pose and in the seconds row we
can see textures that look similar but come from different categories. By taking a
close look at these pictures, it is easy to spot that these is no global structure in
these patches and correct classification of these patches relay on how robust local
information are summarized in the descriptor. These images are selected from the
Columbia-Utrecht database [14].

properties of the object and its appearance can significantly change with the changes
of illumination and camera pose. For this reason, it is necessary to collect statistical
information that is invariant to these changes. The result of these studies has lead
to the introduction of some of the most robust image features such as SIFT[61] and
HOG[13].
A local feature corresponds to a small region, on a generic image, which contains a certain texture or structure. Due to the effect of the conditions in which the
image was taken, the appearance of these regions can change even for two images
taken of the same scene. In computer vision, this difference is regarded as noise
that exists at the pixel level. Due to this noise local features alone are considered to
be too unreliable to be used directly in the decision making process. This unreliability highly affects the summarization process where the goal is to produce a fixed
sized vector to describe the image. To address this problem text and documents
processing models [85, 94, 53] were introduced in computer vision. These studies
revealed the similarity that exists between the two fields, where the local features
can be seen as the words that appear in a document and their distribution can
reveal the topic of the document [107, 40].
The building blocks of text documents are already quantized entities known as
Words, coming from a finite set known as a Dictionary. These terminologies are
inspired by the text and document studies. To this extend, it is possible to calculate
the probability of each word appearing in a given document. This probability is
directly associated with the frequency of the word in the document. Studies such
as [107, 40] have shown that the descriptor composed of these probabilities, defined
TRITA-CSC-A 2014:08 • ISSN-1653-5723 • ISRN-KTH/CSC/A–14/08-SE • ISBN 978-91-7595-139-3

as the normalized frequency histogram of the words, are strong cues for identifying
the topic of the documents. There are key differences between documents and
images that increase the challenge of employing such models. First, unlike words in
documents, image features do not correspond to a pre-defined discrete set of image
features. Since such quantization is required for these models to perform optimally,
such quantization should be initially defined for the image features. Second, while
documents are naturally divided into different sections by paragraphs and sentences
which can provide us with several different word distributions for each document,
dividing images into smaller sub-regions is not a well-defined problem.
To address the first problem, many heuristic approaches have been proposed for
quantizing the local features extracted from images. Here, we take a closer look at
two of such approaches. The Bag of Words model (BOW) [108, 77] can be seen
as a direct successor of text processing models in computer vision. These models
construct a Visual Dictionary and obtain the required quantization by clustering
the local features using a generic clustering algorithm such as k-means [3]. Meanwhile, the quantization provided by this heuristic method is by no means optimal
[111, 77, 89, 5]. In these methods once the visual dictionary is computed, each local
feature is assigned to its closest word. In chapter 3, we will discuss the ambiguities
involved in building and using such a dictionaries. In another example, the popular HOG descriptor [12] uses a fixed grid quantization technique to summarize the
information encoded within the local features. In this case, each local feature is an
oriented gradient on the image and the histogram of these gradients with respect
to the orientation grid is considered as the descriptor. This descriptor is described
in more detail in chapter 3.
Once the descriptor is calculated, the classification problem in computer vision
becomes a straight forward machine learning problem with a series of fixed dimensional vectors (descriptors) each belonging to a different category. Here, the role of
the learning method is to train a model that can successfully predict the category of
the descriptors. There is a large body of methods targeting the problem of training
robust models given a descriptor [104, 48, 25]. The idea behind the training of these
models is to devise a platform that can filter the descriptor and highlight what is
relevant in the descriptor. This can be simply seen as a data-mining process. We
want to mine for relevant information that points to the existence of a give category
while ignoring the irrelevant information that is collected through the summarization process. Depending on the type of descriptor, more advanced machinery might
be required for obtaining a more accurate distinction between the categories.
Now that we have explained the role of the descriptor and the learning framework in computer vision problems, we summarize certain properties of the descriptor and discuss their relation to the learning framework. Taking a look at the most
popular image descriptors in computer vision SIFT[61], HOG[12] and BOW[108],
we can see that they are all forms of frequency histograms capturing the frequency
of the quantized local features. It should be mentioned that depending on the application the notion of the local feature can vary from simple features such as single
pixel intensity or an oriented gradient to more complex statistics such as locally
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defined SIFT or HOG features. We list several of the main properties of these
descriptors as following :
• The descriptors aim is to provide a robust summarization technique which
is suitable for different applications, most descriptors in computer vision are
designed to capture as generic information as possible.
• The notion of importance in these descriptors is highly correlated with frequency. Meaning that more frequent features are considered to be the most
relevant and they can shadow the impact of less frequent features. It can be
debated that actually discriminative information exist within the less frequent
features which is deliberately ignored by the summarization process.
• These descriptors do not allow correction, meaning that during the learning
process if we come to the understanding that a part of the descriptor has
collected irrelevant information to the task, we do not have the chance to go
back and only replace that part with more relevant information, thus improve
the quality if the descriptor.
• In computer vision, most of the short-comings and ambiguities of the descriptor are left to the learning framework to resolve. In fact, looking at the recent
conferences in computer vision, it is easy to spot that most of the most of the
recent studies in computer are focused on building models upon the already
existing descriptors and gradually improving the decision making accuracy.
Every now and then, a new descriptor is introduced in computer vision which
changes the way we think about images [99, 104, 12]. Changing how we describe
images, can drastically affect the models used in a learning framework. This is because different descriptors do not necessarily have similar mathematical properties
and proper models are required to efficiently exploit what is encoded within them.
This fact can be verified by following the evolution of object detectors in the past
two decades.
In the early 1990s, the intensity of pixel values of the gray scale images were
stacked to build the descriptor [99]. Eigenvalue decomposition was used to build a
model for detecting faces in images and the method was known as Eigenfaces. In the
early 2000s, with the introduction of Haar features [104] a new era in building object
detector started. Different boosting algorithm were used to exploit the properties
of the extracted Haar features. A few years after, HOG features [12] was introduced
and it was shown that with the statistics collected using this feature it is possible
to outperform all previously published descriptors and models using simple linear
classifiers. This example shows how introducing new a algorithm for gathering
statistics from images can fundamentally change the way we interact with them
and simplify the learning process. Even though HOG descriptor has propelled
advances in the field over the last decade, studies such as [105] suggest that soon
there is the need for a more robust descriptor to obtain further improvement.
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In another example, we can look at how the problem of image classification has
evolved. Unlike object detection where the development focus is on modifying the
models for better mining of the descriptor, the main focus of image classification
has mostly been on developing different ways of extracting local information from
images. Looking at the studies done in this field during the past decade [85, 94, 53,
111, 77, 89, 91, 5, 42], we can easily see how the concept of local feature has changed.
Due to the similarities between this problem and the texture classification problem,
the earlier studies formulated this problem as a texture classification problem [85,
94, 53, 89, 91] and used texture features such as [90, 102, 58, 75, 101] as the local
features, while more recent studies use more sophisticated structures such as SIFT
[61] and spatial combinations of SIFT features [77] to describe the images. This
process suggests how changing the way local features are defined can have a large
impact on the over all quality of the descriptor.
Almost all descriptors introduced in computer vision lack a feed-back mechanism that can provide us with the information regarding the parts of the descriptor
that are informative and the parts that are not. Without such a mechanism, obtaining a higher quality descriptor is equivalent to discarding the old descriptor
and retraining with new parameters or new algorithms, with the hope that the
resulting descriptor will have a higher quality. Meanwhile, if such mechanism exists
the gradual improvement of the quality of the descriptor will become more straight
forward. In this scenario to improve the quality, we can simply keep the parts that
we deemed to be informative and preform the retraining process only on the parts
that are considered uninformative. Having such measures can introduce more systematic and efficient ways of searching for information in images for improving the
quality of the descriptor.
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1.2

Thesis Outline

To achieve our goals, we present this thesis in two parts. The first part of this
thesis is dedicated to the introduction of our descriptor model and the second part
of the thesis discusses mathematics models for finding a specific class replacement
components. This thesis is organized as the following :
• In chapter 2 “What do we expect from a descriptor?”, we take a
closer look at and review already existing image descriptors and discuss their
properties. In this chapter, we discuss what needs to be changed in order to
obtain the properties discussed in the previous section.
• In chapter 3 “Image and Data Summarization”, we discuss some of the
image summarization methods from chapter 2 in more detail and provide a
theoretical background for the discussions in this thesis.
Part 1 - Qualitative Descriptor
• In chapter 4 “Qualitative Vocabulary Based Descriptor” and chapter
5 “Extracting Essential Local Object Characteristics for 3D Object
Categorization”, we introduce the descriptor used in this thesis and discuss
its properties on several datasets. As we shall discuss, our aim is to show that
while this descriptor has the properties discussed in the previous section, its
performance is comparable to other published descriptors.
• In chapter 6 “Category Specific Image Summarization”, we analyze
the role of supervision on our method and discuss how information is captured
by our descriptor. The discussions of this chapter provide us with evidence
regarding the actual dimensionality of the data captured by the descriptor.
• In chapter 7 “Feature Selection using Constellation Models”, we attempt to improve the quality of our descriptor by replacing some of the components by a series of joint features defined as a Constellation Model. The
experiments of this chapter is simply a show case of the hypothesis of this
thesis, even though this solution might not be a scalable solution.
• In chapter 8 “Topics on Qualitative Vocabulary Based Descriptor”,
we will look into several different properties of our descriptors and provide
more theoretical and experimental evidence for these properties.
Part 2 - Joint Feature Selection
• In chapter 9 “Joint Features (1)”, we formulate our framework for joint
feature selection can be formulated as latent variable model problem.
• In chapter 10 “A topological framework for training Latent Variable
Models”, we formulate our latent variable model problem and propose an
efficient way for solving it.
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• In chapter 11 “Initialization Framework for Latent Variable Models”, we argue how the optimization process defined in chapter 10 is affected
by the initialization and formulate a platform for proper initialization of these
models.
• In chapter 12 “Joint Features (2)”, we use the discussions made in chapters 10 and 11 to revisit the feature selection problem from chapter 7. We
will show how by modifying the feature selection procedure it is possible to
apply this method to larger datasets.
• Finally chapter 13 “Discussion and Conclusion”, concludes the thesis.
The content of this thesis are based on the following publications :
• Heydar Maboudi Afkham, Stefan Carlsson, and Josephine Sullivan. Improving
Feature Level Likelihoods using Cloud Features. In ICPRAM, pages 431–437,
2012
• Maboudi Afkham Heydar, Stefan Carlsson, and Josephine Sullivan. Adaptive
Features for Object Classification. In Pedro Latorre Carmona, J Salvador
SÃ nchez, and Ana L N Fred, editors, Pattern Recognition - Applications and
Methods, pages 121–133. Springer Berlin Heidelberg, 2013
• Heydar Maboudi Afkham, Carl Henrik Ek, and Stefan Carlsson. Qualitative
Vocabulary Based Descriptor. In ICPRAM, pages 1–6, 2013
• Marianna Madry, Heydar Maboudi Afkham, Carl Henrik Ek, Stefan Carlsson,
and Danica Kragic. Extracting Essential Local Object Characteristics for
3D Object Categorization. In IEEE International Conference on Intelligent
Robots and Systems (IROS), November 2013
• Heydar Maboudi Afkham, Carl Henrik Ek, and Stefan Carlsson. Gradual
Improvement of Image Descriptor Quality. In ICPRAM, 2014
• Heydar Maboudi Afkham, Carl Henrik Ek, and Stefan Carlsson. Initialization
Framework for Latent Variable Models. In ICPRAM, 2014
• Heydar Maboudi Afkham, Carl Henrik Ek, and Stefan Carlsson. A topological
framework for training Latent Variable Models. In ICPR, 2014
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Chapter 2

What do we expect from a
descriptor?
The aim of this chapter is to clarify the different properties of a well designed
descriptor and discuss the challenges involved in designing it. To validate our
arguments, we take a closer look at how descriptors in computer vision are designed
and we will argue how most of these descriptors including some of the most popular
descriptors, lack the properties expected of a descriptor.

2.1

Descriptors in Computer Vision

As discussed in the previous chapter, the descriptor is the result of summarizing
the local features into a vector with a fixed dimension. The information encoded
within the descriptor is usually considered to be the most relevant information in the
image. To better understand descriptor design in computer vision, we review several
studies that focus on this problem and discuss the evolution of image descriptors
in computer vision.
We will focus on building descriptors that are used for the task of image classification. In this problem, each image belongs to one of the several categories and the
goal is to train a model that can correctly predict the category of each image. Images belonging to the same category contain a similar object or concept. Fig. 2.1,
shows several images selected from the 15 Scenes [53] dataset. Images belonging to
the same category share certain structures but these structures do not necessarily
appear at the same location. Because of this, there maybe be no strong spatial
correspondences between the images of the same category and this increases the
challenge of building image descriptors.
A descriptor can be seen as a point in a high dimensional feature space and
we can talk about the similarity of the images based on how based on how their
corresponding points are situated. We expect from images that belong to the same
category to be more similar than the images that belong to different categories and
15

Figure 2.1: Sample image from the Scenes 15 [53] dataset.
we wish for this similarity to be carried to the descriptors and how their corresponding points are distributed in the feature space. The goal of every descriptor
design is to provide a more efficient and robust way of encoding these similarities
in the descriptor.
The performance of the descriptor is dependent on the quality of the local
features extracted from the images. As mentioned, the role of the local features is
to extract and encode information about the structures that exist in the images.
Usually the better the local features encode this information, the better we can
find correspondences between images. We can usually assume that there is a direct
relation between image structures and the local features extracted from it. This
relation is usually noisy because it is unclear which statistics are the most robust
statistics to collect to form local features. Looking at the studies done in computer
vision during the past decade, we can observe how finding more robust ways of
building local features has affected the performance of the descriptors.
As previously mentioned, image classification was initially focused on texture
classification problem, examples of such studies can be found among [91, 58, 108,
53, 50, 51, 52]. These studies started after the success of different texture classification methods [90, 102, 58, 75, 101] in classifying texture images. To understand
how texture classification can help the image classification problem, we start our
discussion by taking a closer look at the texture classification problem.
Texture does not necessarily have a global structure and its characteristics are
encoded in its local structures. Due to this fact, local features extracted for texture analysis target very low level structures on the images [102, 58]. These local
structures usually correspond to different edge structures in the image. The result
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Figure 2.2: Local structures captured by the method presented in [102] for classifying different textures.
of quantizing these edge structures can be seen in Fig. 2.2. This quantization is
usually referred as a Dictionary and is used to assign a word index to each of the
local features extracted from the images. This index contains information regarding the appearance of the local feature. This terminology is adapted from text and
document processing studies. The frequency histogram of these indices is used to
describe the image. It can be easily verified that the frequency histogram produced
by a texture image with vertical lines will be significantly different from texture
images with horizontal lines. In fact, this descriptor has proven to be a robust
and efficient descriptor for classifying texture images. Initial attempts to use this
framework for classification of natural images [108, 50, 51, 52] showed that these
images behave similar to texture images and the statistics collected by these low
level features can provide valuable information for this task.
Natural images have a more complex structure compared to texture images.
These images are usually composed of different regions each built with a different
texture pattern, which correspond to different objects and concepts. Under these
conditions the histogram of the low level features built over the entire image can
be very noisy and uninformative. By taking a look at the studies that address this
problem, we can see that two different approaches have been taken to handle this
problem.
The first approach [85, 35, 71] was to segment the image into several regions
using a generic segmentation algorithm such as normalized cuts [93]. There were
two motives behind this approach :
• By segmenting the image into smaller regions, with the property that these
segments tend to have a more uniform texture, it is possible to replicate the
conditions of the texture images for each region.
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• While text documents are naturally divided into different sections, segmenting
images into more coherent regions can be viewed as such sections in images.
With this modification, the task of image classification becomes more similar
to the document processing problem and methods such as [107, 40] can be
employed easier.
In these methods, each segment is described via a separate histogram corresponding
to the local features that appear in it. Now, if the task is to verify whether or not
a certain object exists in the image, one can hope that there is one segment that
corresponds to this object and its histogram is similar to the histogram of the object
we are looking for. Also one can assume that the histograms of other segments can
aid with the correct classification of this segment by providing contextual information. As an example, a segment containing buildings can be a strong cue for the
existence of car in the image. Modeling the relation between the different segments
can be done using the topic discovery methods in document processing. While the
idea of producing segments and analyzing them individually is sound, to this date
no segmentation algorithm can produce a consistent segmentation for every image
and different variations in the image can highly affect the segmentation outcome.
Spatial Pyramid Kernel (SPK) [53] can be seen as an efficient implementation of
such methods that uses a grid rather than segmentation to divide the image into
several regions.
Another approach focuses on building a more sophisticated dictionary [83, 89,
111, 67]. The dictionary used for texture classification only contains low level structures but these structures can be found on many different objects and structures.
Clearly, each category has several visual characteristics that distinguishes it from
other categories. These characteristics are usually more high level than the structures in the dictionary. These high level structures, however, can be reconstructed
using the structures already found in the dictionary. This grouping of low level features to build higher level structures is done for each category individually. While
each method uses a different strategy to couple dictionary elements, the final outcome is a dictionary of category dependant high level structures. As it has been
shown in these studies, the histograms built using the latter dictionary is significantly more effective in classifying images compared to the original histograms. In
later studies [77, 42] the texture features were replaced by SIFT or HOG features to
target higher level structures from the beginning. Studies such as [77] suggest that
it is more efficient to build the high level dictionary by directly clustering joint local
features rather than forming constellations of words in the low level dictionary.
The focus of the study done by Gao et al. [30] is on improving the feature
to word assignment. Similar to all bag-of-words models their method constructs
a visual vocabulary using the standard k-means method over the extracted SIFT
features. This framework suggests that assigning a feature to only one word might
not be sufficient for identifying all characteristics of the local feature and it might be
efficient to employ a soft assignment technique which assigns each word to several
words. To avoid each feature to be assigned to too many clusters, this method
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uses a sparse constrained optimization technique referred as Sparse Coding to find
a small number of most relevant words to assign the word to. In this framework
an optimization should be solved to obtained the descriptor of each image. This
method describes each image by max-pooling the coefficients obtained for each local
feature. Similarly, in the study done by Liu et al. [60], the authors focus on the
problem of describing images using soft-assignment. Unlike hard-assignment, where
each local feature is assigned only to only one word, soft-assignment assigns each
local feature to all the words with a certain weight. In this paper, the authors
conclude that soft-assignment is inferior to hard-assignment due to the fact that
assigning a feature to all words will not take the underlying manifold of local features
into account. To solve this problem they suggest that soft-assignment should be
done with respect to the k-nearest words and they employ a max-pooling technique
to boost the performance.
Boureau et al. [7] argue how mid-level features such as bags of features [95],
spatial pyramids [53] or deep belief networks [38, 84] are essential for the category
recognition task. In their studies, they compare different types of pooling techniques
(summarizing word statistics into the descriptor) and come to conclusion that sparse
coding significantly outperform other pooling techniques and max-pooling dramatically improves linear classification performance.
Wang et al. [106] use of kernel methods to learn better low level patch features
from multiple pixel attributes such as gradient, color and etc.. They show that it is
possible to obtain a significantly higher performance when such low-level features
are employed. In another study by Juneja et al. [42] a number of local structure
detectors are employed for describing the images. The role of these detectors is
to locate local structures on the image that are unique to each category and each
image is described by the max-pooling the responses obtained from these detectors.
Two studies done by Germert et al. [100] and Liu et al. [59] focus on the short
comings and ambiguities involved in scene classification task. The former focuses
how feature to word assignment done is ambiguous and features might be assigned
to words that have small visual similarity to them and this can be problematic for
certain recognition tasks. The later focuses on analyzing what is learned in the
image recognition tasks and how what is found informative by the model might not
actually correspond to the target object but a more general contextual information
(or hallucination) that is discovered in the image.
These studies show several trends appearing in the state-of-the-art models for
image categorization. To start with, many studies have shown different pooling
strategies can greatly affect the performance of image classification. The two most
effective pooling techniques employed in this task are the Spatial Pyramid Kernels
(SPK), in which feature responses are pooled based on their spatial location on the
image which exploits the bias of the dataset, and Max-Response pooling, in which
we focus on describing images based on the most representative features rather than
using all features. These studies also show that relating local features to several
words and their nearby local features can improve the information harvested from
each local feature.
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2.2

Improving the descriptor quality

As we described in previous sections, the process of image classification can be
summarized in :
• Extracting local features
• Summarizing them into a descriptor
• Training a classifier to distinguish between different categories
One problem that is rarely addressed by different studies in computer vision, “What
happens if the accuracy of the final classifier is not as desired?”. For most methods
the question to this answer is that we need to retrain the method with different
parameter and check if we meet the required accuracy. Another popular solution to
this problem is to combine the available descriptors (usually the best performing)
with other descriptors that capture different information [42]. Usually, if the two
descriptors capture orthogonal information, then the descriptor made by combining
the two descriptors will perform significantly better than both descriptors. Both
these options require complete retraining of the classifier/model and the computation of the descriptors on the test samples. The common strategies toward this
problem is, either completely discarding the available descriptor and retraining using other parameters with the hope of obtaining a descriptor with better quality, or
finding another descriptor that its combination with the current descriptor would
improve the classification rate.

2.3

Desired descriptor

There are infinitely many different features that can be used for describing images.
These features determine what statistics are collected from the image. To describe
an image a small subset of all such features is selected to collect different statistics
from each image and their response is summarized in a descriptor. One question
that is always asked in a computer vision problem is “How can we obtain a descriptor
with higher quality?”. This notion of quality is usually defined with respect to a
specific task and by improving the quality, we simply mean obtaining a descriptor
that can perform the task more accurately.
One way to obtain a descriptor with higher quality is to select a different subset
of all features to build the descriptor. This subset usually contains more complex
features, that are more expensive to compute and the hope is that the statistics
collected by these more sophisticated features provide us with a better descriptor.
While this is a common practice in computer vision, there is no guaranty that this
replacement produces a descriptor with higher quality. Furthermore, if we slightly
improve the quality of the descriptor via this replacement then we are achieving a
slight performance boost at a very high computational cost.
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Task : Is this an industrial scene?
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Figure 2.3: We use two sets of features for extracting information from the image.
Here, the task is to determine if the image is an industrial scene or not. Based on
this criterion, we can determine which features are suitable for this task and use
this information to build a more efficient set of features for the task of industrial
scene detection.

In this thesis, we look at this problem from a slightly different angel and our
goal is to investigate this problem by trying to understand what is informative in
the descriptor with respect to a certain task. In our framework, we will refer to this
procedure as descriptor feedback and we will use it for improving the quality of the
descriptor. This feedback can be independently collected from different components
of the descriptor and measure their contribution to the task. Figure 2.3 visualizes
this process. Here, the features are divided based on how they contribute to the
task of “Identifying an industrial scene” and a new set of features is formed based
on this selection.
In an ideal scenario, a descriptor should be composed of a series of indepenTRITA-CSC-A 2014:08 • ISSN-1653-5723 • ISRN-KTH/CSC/A–14/08-SE • ISBN 978-91-7595-139-3

dent components targeting different properties of an image. The components that
provide information should directly propagate from the old descriptor to the new
descriptor and the focus of the improvement should be on replacing the components that were considered to be uninformative. Another advantage of having such
a framework, is the fact that only for a small percentage of the components we do
employ the redesigned structure.
Having a theoretical form for the descriptor in which the task is perfectly performed can aid us with evaluation of different components. Ideally, improving the
performance of the descriptor can be translated into replacing the uninformative
components in a way that the descriptor gets closer to this theoretical form.
Having a descriptor with these properties enables us to devise a systematic
procedure for improving the quality of the descriptor by gradually replacing the
uninformative components with more informative components trained to collect
different statistics from the image.
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Chapter 3

Image and Data Summarization
In this chapter, we focus on more detailed description of several of the most influencing image descriptors in computer vision. The aim of this chapter is to familiarize the reader with several concepts and terminologies in computer vision and
to provide a theoretical background for our discussions in this thesis. These techniques cover a variety of different topics from feature extraction to data clustering
and discriminative learning which are employed by most methods discussed in this
thesis.
To fully cover this area of computer vision, we formulate this chapter as following: In section §3.1, we describe several popular approaches that convert local
neighbourhoods on images into statistics that can be used for understanding the
image. In §3.2, we discuss the idea of how a visual vocabulary is calculated from
the image features and we discuss the similarities and differences between this vocabulary and the text vocabulary. §3.3, presents the idea of bag of words model
and discuss how it has been adapted to computer vision problems. §3.5, reviews
some of the other methods designed on a similar basis to address the problems of
the original BOW model.

3.1

Image Features

A digital image can be represented as a set of values on a grid, where each element
of this grid corresponds to a pixel on the image. A visualization of this grid can be
seen in Fig. 3.1. Most computer vision methods are based on grayscale images As
an example, a model used to detect a car should be robust enough to detect any
car with any color. For this reason, we will only focus on grayscale images while
discussing the properties of images and image features. It should be mentioned
that depending on the task, color information can be very informative but in our
discussions we will only focus on grayscale images.
For grayscales images, the pixel value is usually an integer between 0 and 255.
In this setting, the higher the value of each pixel, the brighter the pixel will appear.
23

Figure 3.1: A digital image can be seen as a large grid, where each element of this
grid correspond to a pixel. While each pixel corresponds to a uniform square region
(left), the continuous appearance of the digital image is formed as a large number
of such pixels come together (right).
This value is usually referred as the intensity of the pixel. Because of the content of
the natural images, the intensity of each pixel should is highly correlated with the
intensity of its neighbouring pixels within this grid. This correlation of the values
has resulted for the images to be considered as Markov Random Fields.
The pixel intensities alone do not contain information about the structures that
appear in the image. In fact these measurement are highly affected by noise and
their values may significantly vary under different circumstances (eg. illumination
changes). For this reason groups of pixels, such as image patches, are considered as
a more robust source for collecting statistics. A rectangular neighborhood on the
image, containing several pixels, is usually referred to as a patch. The information
captured by each patch is not limited to the pixel intensities. A patch also captures
partial information regarding the underlying structure of the image. The role most
image descriptor and feature extraction algorithms is to convert such a patch to a
robust statistic that can be used for identifying the structures of images.
Computer vision has seen significant improvements in how information is extracted from the image patches in the past two decades. In early studies pixel
intensities were directly used for describing the patch. Examples of such methods
can be seen in face detection and recognition using Eigenfaces [99] or the problem
of classifying the handwritten digits [55] where the descriptor vector of a patch
was simply made by concatenating the intensities of the pixels within the patch
and forming a large vector of intensities to describe the patch. The problem with
directly using the pixel intensities for describing patches is that the resulting descriptor will be highly sensitive to the changes of the intensity values. To address
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Figure 3.2: This figure shows the process of how statistics are gathered from a
patch to form the SIFT descriptor. Initially, the patch is rotated based on the
estimated rotation of the key point. To collect the gradient statistics, the patch
is divided into 16 regions and the gradient histogram of each region is calculated
individually. Finally, the 128 dimensional SIFT feature is formed by concatenating
the histograms of all 16 regions.

this problem, studies such as [12, 104, 61] showed that using the gradients of the
intensity values (how the intensity changes from one pixel to another) is a more
robust source of information for describing the patches. As an example, it can be
easily verified that gradient values are less sensitive to illumination changes of the
image. Next we describe the descriptors SIFT[61] and HOG [12] gradient based
descriptors that are widely used in computer vision problems.

SIFT Descriptor[61, 103]
SIFT is a method for detecting and describing local features in images. The original
form of this method has two sages, feature detection and feature description. During
the detection stage, the algorithm detects several coordinates on the images that
correspond to image structures at multiple scales and positions. These structures
usually resemble “blobs”. The orientation of each feature is determined from the
local image appearance. Once these parameters are determined, the descriptor is
calculated as a spatial histogram of image gradients which encodes the appearance
of each key point. To do so, the spatial neighborhood of each key point is divided
into 16 regions with respect to the orientation of the key point. The gradient
histogram of each region is calculated separately in each region and summarized
into a 128 bins forming the SIFT descriptor. This process is visualized in Fig. 3.2.
While the original formulation of the SIFT detector focus on locating the sparse
key points in the image, a slightly different method referred to as dense SIFT
(DSIFT) extracts SIFT descriptors for key points coming from a dense grid on the
image at a fixed orientation. In this thesis we are interested in DSIFT method and
employ the VLFEAT library [103] for calculating these features.
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Figure 3.3: This figure visualizes the HOG features extracted from the image. To
compute the HOG features, decomposed into square cells of 8 by 8 pixels and the
histogram of the gradients of each cell is calculated independently.

HOG Descriptor[12, 103]
Similar to the SIFT descriptor, the HOG descriptor collects the local gradients of
the image and summarizes them into a one dimensional feature descriptor. This
descriptor decomposes the image into square cells of a give size (usually 8 by 8
pixels) and computes a histogram of oriented gradients in each cell. Each cell is
normalized with respect to the adjacent blocks. A visualization of the HOG features
extracted from the image can be seem in Fig. 3.3. For a given patch on the image,
we first determine which cell blocks it is composed of and then describe the patch by
stacking the histogram of these cells. For patches of the same size, this descriptor
will have the same dimensionality. The main advantage of HOG descriptor is in
its relatively fast computation time and flexibility in describing regions of different
sizes. In this thesis, we have employed the VLFEAT library [103] for calculating
the HOG grid.

3.2

Visual Vocabulary

When analysing text documents, vocabulary is a well-defined concept. A vocabulary is either a set which contains every existing word or a set of selected words
corresponding to the documents being processed. These words are distinct and it
is straight forward to verify if they exist in the document or not. This is due to
the fact that these words exist in a discrete space and there is no ambiguity in
assigning a word to a member of the vocabulary. As we discussed in the previous
section, image features exist in a continuous space and their value is highly affected
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Algorithm 3.1 K-Means
Input: Φ = {xi }N
i=1 , K
Output: {µ?1 , . . . , µ?K } : K cluster centers
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:

(0)

(0)

Randomly select {µ1 , . . . , µK } from Φ
i←0
while not converged do
// Expectation Step
A ← 0N,K
for n ← 1 to N do
(i)
an ← arg mink∈{1,...,K} kxn − µk k2
A(n, an ) ← 1
end for
// Maximization Step
for k ← 1 toPK do
PN
(i+1)
N
µk
← ( n=1 A(n, k)xn )/( n=1 A(n, k))
(i+1)
µ?k ← µk
end for
i←i+1
end while

by noise. Due to these properties no natural vocabulary exists in this space. To be
able to employ the document processing methods, it is necessary that we map the
local features into some discrete space.
One way to achieve such a discretization is to cluster features and group similar
local features with each other and assign them to a certain discrete value. The idea
behind this discretization is the fact that similar local features tend to describe
similar structures on images. These structures can be seen as the building blocks of
images and object categories. The assumption is that each visual object is composed
of a series of such local structures which are associated with generic structures that
are potentially shared between different object categories. These generic structures
can be seen as the visual words.
To formally define this clustering procedure, we assume that a dataset of images
N
D
D = {Ii }M
being the set of all local features
i=1 is given with Φ = {xi }i=1 ⊂ R
extracted from the dataset. The role of a clustering method is to partition the
set Φ into several disjoint sets such that the elements of each set correspond to
a certain generic structure. Ideally one would like to have a reference for each of
these sets, so that it is possible to locate those structures on an image that do not
belong to D. While there are many algorithms for producing such a partitioning
[29, 3], the standard tool for producing such sets in computer vision is the k-means
algorithm. For a given integer K, k-means partitions the elements of Φ into K sets
{S1 , . . . , SK } such that the cost
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K X
X
i=1 xj ∈Si

kxj − µi k2 ,

(3.1)

is minimized. Here, µi is the mean of the elements within the set Si . In this
formulation, each set (cluster) is represented by the mean value µi and on a new
image, each local feature is assigned to the closest mean. With these definitions
the set {µ1 , . . . , µK } is referred to as the visual vocabulary.
To compute the partitioning and minimizing the cost function 3.1, an expectation maximization (EM) is usually used [3]. In this algorithm, the means are
initially set by randomly picking K feature vectors from Φ. Once the means are
initialized, the algorithm follows two steps until convergence :
• Assign each feature vector in Φ to its closest mean and
• recalculate the means by calculating the average vector of the features assigned to each cluster.
This algorithm can be seen in Alg. 3.1.

3.3

Bag-of-Words Descriptor

With local features and visual vocabulary defined, we can discuss the concept of the
Bag-of-Words (BOW) model in image summarization. In this section, we assume
D
that the local features φ = {xi }N
i=1 ⊂ R , are extracted from a single image
(φ ⊂ Φ) and a visual vocabulary V = {w1 , . . . , wK } is provided. To calculate the
BOW descriptor we first assign each local feature to a word in the vocabulary using
l(xi , V ) = arg minkxi − wk k2 .
wk ∈V

(3.2)

Having this feature to word assignment, it is possible to summarize the set φ into
a normalized histogram h ∈ RK , where the value of each bin is calculated as
h[k] =

|{xi : l(xi , V ) = k}|
.
|φ|

(3.3)

This histogram captures the frequency of different words appearing in the image.
This frequency has shown to be a robust tool for summarizing images and has
proven to capture the essential properties of the objects within the images [53, 89].
To adapt the text and document processing models, the BOW model in computer vision simulates several conditions which render images as text documents.
Here, we will discuss the key differences in the use of BOW model between the two
fields:
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• Similarity: Since the words appearing in a text documents exist in a discrete
space, the concept of similarity between two different words is rather a welldefined concept. It is easy to determine whether or not a certain word exists
in a document. Unfortunately, this can not be said for the similarity measure
between the local features. Equations 3.1 and 3.2 use the Euclidean distance
to measure the similarity between the local features. This measure is by no
means an effective measure of similarity and is only used because the standard
k-means algorithm uses this metric to partition the features to find cluster
centers in the feature space.
• Vocabulary: In computer vision, the well-defined notion of vocabulary that
exists in text processing is replaced by a heuristic computation of words using
debatable measurements.
• Feature Labeling: The feature to word assignment given by Eq. 3.2 in
computer vision, suffers from the inaccuracies of both from the similarity
measure and heuristic vocabulary calculation.
These differences can highly affect the quality of the bag-of-words descriptor.

3.4

Image Classification

Once the image descriptor is computed, a machine learning methods such as support
vector machines (SVM) [3, 22, 9] can be used for extracting the patterns encoded
in the descriptors to distinguish different object categories. Formally, we assume
that a dataset of labeled images D = {(Ii , yi )}M
i=1 and a visual vocabulary V =
{w1 , . . . , wK } are available. In this framework, each image is associated with binary
labeling indicate if the image belongs to a specific category (yi = +1) or not (yi =
−1). Without loss of generality, we can assume that the dataset has the form
K
D = {(hi , yi )}M
is the normalized histogram associated with the
i=1 , where hi ∈ R
image Ii . Here, the role of a machine learning method is to find a model f : RK → R
that predicts the category of each image. This function is optimized in a way that
the cost function
M
X
L(f (hm ), ym ) + R,
(3.4)
m=1

is minimized. The function L(., .) is referred as the loss function and is used
to penalize the wrong decisions made by f and R is the regularization term to
avoid over fitting. Among the examples of the loss function one can name, L2
(L(f (hi ), yi ) = kf (hi ) − yi k2 ), L1 (L(f (hi ) − yi ) = |f (hi ) − yi |) and the hinge loss
(L(f (hi ), yi ) = max(0, 1 − yi f (hi )). The loss functions produce a high value when
the decision made by the model f at the point hi does not agree with the labeling
of the sample yi and minimizing this loss over all the training samples. During the
training stage, we are looking for a model that makes as few mistakes as possible.
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Since, in this chapter our aim to discuss the different summarization techniques,
we will refer the reader to [3] for more detailed discussions about both linear and
non-linear machine learning frameworks.

3.5

Other techniques

In this section, we take a look at two other techniques [60, 30] which both employ a
visual vocabulary but take a different approach to summarizing the image. These
methods both address the feature labeling problem and provide different algorithms
for assigning feature to words.

Soft Assignment
As it can be see in Eq. 3.2, each local feature is only assigned to one visual word. As
we discussed, the validity of this assignment is ambiguous. To solve this problem
[60] suggests that each local feature might actually contribute to several bins of
the histogram. In this work, the contribution of local feature n to the word k is
calculated as
exp(−γkxn − wk k2 )
.
(3.5)
cn,k = PK
2
i=1 exp(−γkxn − wi k )
With this adjustment each feature contributes to every bin of the histogram. The
discussions in [60] show that, while letting each feature contribute to every bin
can result in a noisy and less informative descriptor, allowing each feature to only
contribute to the bins of a number of its closest words, can significantly improve
the quality of the descriptor.

Sparse Coding
Sparse coding uses a rather different approach for calculating the dictionary. In
this framework, the vocabulary is computed as the following optimization problem
given a set of local features Φ = {x1 , . . . , xM } ⊂ RD and a predefined integer K.
min
V,U

M
X
m=1

kxm − um Vk22 + λkum k1

(3.6)

Subject to : kvk k ≤ 1, ∀k = 1, 2, . . . , K
Here, V = {v1 , . . . , vK } is the visual vocabulary which is defined to be an over
complete basis set (K > D) for the feature vectors and each local feature xm can
be represented by a small number of these basis vectors indicated by um .
With the dictionary V calculated, for a new image with local features φ =
{x1 , . . . , xM }, we first calculate the um ∈ RK for each local feature via
um = arg minkxm − uVk,
u

(3.7)
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and we describe each image by a K dimensional vector, D, where the value of the
kth dimension is given by
D[k] =

max |um [k]|.

m=1,...,M

(3.8)

In recent studies, this descriptor has proven to be a very robust tool for identifying
the content of images. Here, similar to the soft assignment method, the goal is to
obtain a better feature to word assignment procedure by allowing each feature to
be represented by several words in the dictionary.

Fisher Vector
The Fisher Vector [80, 81] is an image representation obtained by pooling local
image features and using their frequency as a global image descriptor.
To define the fisher vector, let Φ = {x1 , . . . , xM } ⊂ RD be a set of features
extracted from an image. Let Θ = {µk , Σk : k = 1, ..., K} be the parameters
of a Gaussian Mixture Model [3] fitting the distribution of the descriptors. The
posterior probability of the association of each vector Xm to a mode k is given by
exp(− 1 (xm − µk )T Σ−1
k (xm − µk ))
.
qmk = PK 2 1
T −1
t=1 − 2 (xm − µt ) Σt (xm − µt ))

(3.9)

For each mode k, the deviation vector of the mean and the covariance is give by
xji − µjk
σjk
i=1


X
1
xji − µjk 2
√
) −1 ,
=
M qik (
σjk
M 2πk i=1

ujk =
vjk

1
√

M πk

X

M qik

(3.10)

where j = 1, 2, . . . , D spans over the vector dimensions. The Fisher Vector of image
I is produced by stacking the vectors uk and vk and producing the vector
F V (I) = [uT1 , . . . , uTk , v1T , . . . , vkT ]T .

3.6

(3.11)

Discussion

In this thesis we take a different approach toward improving the quality of the
BOW model. In our solution, rather than relating each local feature to different
visual words, we focus on discriminative information that can be extracted from
the feature labeling process. In our framework after labeling features, we ask how
representative each local feature is with respect to different object classes and use
this information for summarizing the image. This formulation is based on the idea
that what each object category understands from a certain visual word is different
and this perception should be reflected in the summarization of the image.
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Part I

Qualitative Descriptor

33

Chapter 4

Qualitative Vocabulary Based
Descriptor
Creating a single feature descriptors from a collection of feature responses is an often
occurring task. As such the bag-of-words descriptors have been very successful and
applied to data from a large range of different domains. Central to this approach
is making an association of features to words. In this chapter, we present a new
and novel approach to feature to word association problem. The proposed method
creates a more robust representation when data is noisy and requires less words
compared to the traditional methods while retaining similar performance. We experimentally evaluate the method on a challenging image classification data-set and
show significant improvement to the state of the art.

4.1

Introduction

Most learning and inference algorithms require data to be presented as points in
a vector space. However, in many scenarios data does not naturally lend itself to
such representations. One such example is when data is represented as a collection
of feature responses as is common in Computer vision and natural language processing. To be able to access and benefit from the traditional learning techniques
a common approach is to translate the set of points and create a vector representing the full collection of responses. When the number of responses are fixed and
can be assigned to a specific order, the naïve approach would be to concatenate
the responses into one large vector. However, this does not acknowledge that the
responses comes from the same domain. Neither is it likely that we can induce a
consistent order nor consistently recover the same number of responses. A very
simple, but yet powerful method that overcomes these issues is the bag-of-words
model. The method requires that a notion of similarity relating the elements in
the collection exist. Using this measure the space of features can be discretized
as a mixture of representative responses referred to as words. By associating each
35
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Figure 4.1: This figure compares the steps required for computing the bag-of-words
histogram and the proposed descriptor. Both methods use the same vocabulary for summarizing the image. Unlike bag-of-words model that relies on the frequency of the words
in the image, our method uses labeling produced by vocabulary for a local evaluation of
the features and uses the responses from this evaluation to summarize the image.

response with a word a single feature vector can be constructed as the distribution
of associations for the constellation. This means that a single vector of a fixed dimension can be constructed from constellation from a varying number of elements.
The standard bag-of-words model used in computer vision is inspired from the text
and documents processing models [85, 94, 53]. These models usually assume that
the effect of noise with respect to word association and discovery is neglect-able.
While this might be a reasonable assumption in text processing [107], it is widely
known that visual word discovery can be challenging due to the low level noise that
exists in the images. The visual dictionary used to describe images is often calculated using a clustering algorithm. Due to the ambiguity that exist in the clustering
algorithms these words are not as well-defined as the words used in text processing,
which are usually selected from a text dictionary. While the bag-of-word model
relies on the frequency of different words seen in the data, resolving the ambiguity
in visual word discovery can be very beneficial.
In this chapter, we present a novel approach to construct a fixed dimensional
descriptor from a constellation of feature responses within the bag-of-words framework. Specifically, we will address issues relating to the feature response to word
association that commonly present themselves for vision data by acknowledging
that word discovery is uncertain. The proposed approach is related with feature
pooling methods such as [8, 39] with the difference that in our work feature pooling is not done on the statistics of occurrences of the words but rather on feature
responses that are related to these words. These feature responses eliminate the
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Figure 4.2: (Left) This figure describes how in a standard bag-of-words model in which
two features xi and xj are assigned to the word w3 and their differences are neglected
while is possible (Right) to pull out their differences after being assigned to w3 using the
fwC hyperplanes. These differences are later used for constructing a feature descriptor.

ambiguity of features being assigned to different words in a way that each feature
has a unique response toward its associated word. In Sections 4.2 and 4.3 we will
motivate and describe the proposed descriptor. Section 4.4 we present a thorough
experimental evaluation and Section 4.5 concludes this chapter.

4.2

Related Works

For a better understanding of the problem lets assume that I is an image with
{x1 , . . . , xn } being a collection of features [103] extracted from it. In all different
sections of this work it is assumed that an already trained visual vocabulary D =
{w1 , . . . , wN } is provided. Given this vocabulary the mapping
l(xi ) = arg min|xi − w|2 ,
w∈D

(4.1)

assigns each xi to its closest visual word in D. Having this mapping each image is
described using a N bin histogram H, where the value of its ith bin is determined
by
X
H[i] =
(l(xk ) == wi ).
(4.2)
xk ∈I

As it can be seen every xk with similar l(xk ) is treated equally in this formulation.
The down side of this treatment is the fact the differences between the features
assigned to the same visual word are neglected. It should be mentioned that this
difference does not appear in the bag-of-word models built on text datasets since the
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words in the dictionary are well-defined and are not the result of a generic clustering algorithm. This ambiguity in assignment of visual words has been addressed in
many researches [111, 77] since the introduction of visual words in computer vision.
Among the most influential works is the work by [89] in which they build a more
well-defined visual vocabulary by introducing relational spatial constraints in calculation of the vocabulary. In their work they show that building such vocabulary
significantly improves the results. In other approaches such as [5] the differences
between the features assigned to the same words were highlighted by measuring the
distance to the closest cluster as a weight in calculation of Eq. 4.2 or using soft
assigning each feature to several visual words.
In this chapter, we take a slightly different approach toward the bag-of-word
models. While using the same dictionary D, our approach is based on gathering
statistics of the quality of features assigned to a certain visual word rather than their
quantity. The fundamental principle underpinning a bag-of-words approach is that
the elements of the dictionary D capture the local structures of the image. Here
the goal is to measure the quality of these structures with respect to different target
classes in a discriminative manner and use this information to describe the image.
In other words the question being asked in this chapter is "How representative
underpinning of the word is the feature?" rather than "How often a word is seen?".
The assumption behind this work is that structures labeled as a certain visual word
appear on different objects. This means there can be a significant difference between
them due to the fact that they have appeared on completely difference objects. The
difference between our method and the standard bag-of-words histogram can be seen
in figure 4.1.

4.3

Methodology

To measure the quality of the features assigned to the different visual words lets
assume that {(x1 , y1 ), ..., (xn , yn )} is a set of labeled features extracted from an
image dataset with yi ∈ {C1 , ..., CM } and D is an already trained vocabulary with
N words. The goal here is to train class specific classifiers, fwC , for the features that
have been assigned to each visual word. These classifiers are trained by selecting
assigned features and creating a binary labeling by assigning features with yi == C
to 1 and others to −1. In this work our classifier is formulated as a linear regression
and it is defined as
!
X
C
T
fw = arg min
|x f − ȳC | + λ|f |2 .
(4.3)
f

x

Here the x is chosen only from the features with l(x) == w and ȳC represents the
binary labeling of these features with respect to class C. The value of λ can be
obtained through cross-validation. Figure 4.2 shows how more detailed information
can be extracted from the features that were treated equally by the bag-of-words
model. In this figure we can see that the two features xi and xj are both labeled
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as w3 have a different behavior with respect to the hyperplanes fwC31 , fwC32 and fwC33
which encode class properties in this section of the space. To estimate the quality
of a feature (the likelihood of belonging to class C while assigned to the word w),
we use the logistic function
PwC (x) =

1
.
1 + exp(−a(xT fwC ))

(4.4)

For any set of features extracted from an image we wish to build a descriptor
based on their quality rather than their visual word quantity. To do so, the features
are initially labeled using a vocabulary D. As previously argued each word in D
captures a certain structure on the image. Hence, the role of PwC (xi ) function, Eq.
4.4, is to measure the quality the discovered structures assigned to the word w
with respect to class C. This is a one dimensional measurement corresponding to
the models confidence. To that end it is possible construct a (N.M ) dimensional
descriptor D, with N being the size of the vocabulary and M the number of classes.
Each dimension of this vector corresponds to responses associated with a certain
word (wn ) with respect to a certain class (Cm ). The question here is how one can
summarize these values into a number that can capture the qualitative properties
of features seen in the image. Here we analyze the max descriptor defined as

Dmax [i] = max PwCnm (x) : x ∈ I, l(x) = wn ,

(4.5)

which focuses on pooling the features with the highest likelihood rather than relying on the quantitative properties of the their labeling. This can also be seen
as a feature selection problem, where the highest likelihood features are used for
describing the image. The max pooling is dependent on the accuracy of PwC (x)
functions and increasing their accuracy will result in a better description of the
image. Similar to max descriptor it is also possible to define the mean descriptor
Dmean by replacing the max operation in Eq. 4.5 with mean operation. We will
referent to this descriptor as QVBD.

4.4

Experiments

In this section we compare the performance of the proposed descriptor with the
standard bag-of-words histogram as the baseline. For both descriptors the same
vocabulary is used for summarizing the image. To compare the performance we
use vocabularies of different sizes, since the size of a vocabulary is usually associated with the performance of the bag-of-words histogram as a descriptor. In
this experiment the sift features [103] as base features which are densely sampled
from an image pyramid and the image pyramid consists of eight levels. The visual
vocabularies are computed using standard k-means algorithm.
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Figure 4.3: This figure compares the average performance of different descriptors with
respect to the size of the vocabulary. Here the max descriptor shows a better performance
than bag-of-words histogram in almost all vocabulary sizes. Since no background was
removed from the test images the performance of the mean descriptor is expected to be low
when the size of the vocabulary is small. It can be seen how with larger vocabulary sizes,
where more sophisticated appear in the vocabulary, the mean descriptor out performs the
bag-of-words histogram by a large margin.

Expriments on MSRCv2
The experiments of this chapter are conducted on the MSRCv2 dataset [108]. Although this dataset is relatively small compared to other datasets, it is considered
as a challenging and difficult dataset due to its high intra-class variability. In this
work we have followed the experiments setup used in [111, 77], with a denser sampling of sift features from different scale levels. In our experiment nine of fifteen
classes are chosen ({cow, airplanes, faces, cars, bikes, books, signs, sheep, chairs})
with each class containing 30 images. For each experiment, the images of each class
were randomly divided into 15 training and 15 testing images and no background
was removed from the images. The random sampling of training and testing images were repeated 5 times. In our experiment a one-against-all linear SVM [10]
was learnt for each class and the test images were classified to the class with the
highest probability.
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Figure 4.4: (Top) Confusion Matrix for max operator (Accuracy 94%) using a
vocabulary of size 1500. (Buttom) Confusion matrix for bag-of-words histogram
(Accuracy 88%) using a vocabulary of size 1500.
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To compare the performance of bag-of-words histogram with the proposed descriptor, visual vocabularies with different sizes {50, 100, 200, 300, 400, 500, 1000,
1500} were computed over the training subset using standard k-means algorithm.
Figure 4.3 shows how the max descriptor (Eq. 4.5) is either out performing or has
a comparable accuracy to the bag-of-words histogram in all vocabulary sizes. Fig.
4.4 compares the confusion matrices of best classifications using a vocabulary of
size 1500 for both max descriptor and bag-of-words histogram. These tables show
how a richer descriptor is obtained when quality of word are measured rather in
oppose to their quantity. We also evaluate the mean summarizing, which is created
by replacing the max operator in Eq. 4.5 with the mean operator. As it can be
seen in figure 4.3 the mean descriptor has a very low performance when the size of
the vocabulary is low. This low accuracy is due to the fact that the background
was not removed and lots of low quality instances of visual words were found in
the test image. Meanwhile with increase of the size of the vocabulary the accuracy
of this descriptor significantly increases. This increase is due to the fact that with
increase of the size of vocabulary more sophisticated words are discovered.
The MSRCv2 has appeared in a variety of researches as a testing platform for
different algorithms. Among those one can focus on [111, 77] where the authors tend
to build a more sophisticated vocabulary by spatially combining local features into
higher order features. These higher order features either consist of several visual
words couples together [111] or are joint feature representations [77]. The difference
between their approach and the proposed approach is that fact that our approach
summarises the images using first order statistics in a more discriminative manner.
Table 4.1 shows how our method is out preforming the previously published methods
on this dataset.
Method
2nd order spatial [111]
10th order spatial [111]
QPC [77]
LPC [77]
Multi-Scale BOW
Mean Descriptor
Max Descriptor

Acc %
78.3 ± 2.6%
80.4 ± 2.5%
81.8 ± 3.4%
83.9 ± 2.9%
85.3 ± 3.2%
88.5 ± 4.3%
89.2 ± 3.9%

Table 4.1: Comparison between the classification rates obtained by the proposed
method and the previously published methods on MSRCv2 dataset.

Experiments on 15 Scenes
In another experiment, we have applied our method to the 15 scenes dataset [53]
and compare the performance of our method with similarly published methods.
This dataset consists of 15 different categories each containing presenting a different
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Figure 4.5: This figure compares the average performance of different descriptors with
respect to the size of the vocabulary. Here the max descriptor (QVBD) shows a better
performance than bag-of-words histogram in almost all vocabulary sizes.

scene. Similar to the previous experiment, this experiment follows the experimental
setting of [77]. In this setting, 100 images from each category were gathered in the
training set and the rest compiled the testing set. To describe the images, sift
features were extracted from the images at every 8 pixels from a single scale. In
our experiment images were resized so that the maximum side of the image is less
that 600 pixels. To build the QVBD visual vocabularies of sizes {50, 100, 250,
500, 750, 1000, 1500, 2000} were trained over the training set using the standard
k-means algorithm. To validate the results, the experiment was repeated 10 times
on random partitioning of the dataset and the average results are reported. To
build a classifier for a given category we either use LibLinear [22] for training linear
SVM models or LibSVM [9] for training non-linear SVM models with RBF kernel.
The results of this experiment can be seen in Fig. 4.5. In this figure, we are
comparing four different setups of the problem. In these setups we are comparing
the BOW model with the QVBD model, trained using linear kernel SVMs. Similar
to the previous experiment methods share the vocabulary, meaning that a certain
vocabulary is used to label the local features extracted from an image and this
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information is then encoded into either BOW descriptor or QVBD descriptor. As
it can be seen in this figure, QVBD significantly outperforms BOW trained using
both linear and non-linear models. To provide a better understanding of how this
method compares to available methods, Table 4.2 provides a comparison between
different methods that used the same feature base for classifying the images of this
dataset. As it can be seen in this table, we have divided the methods into two
groups, the methods that employ the spatial pyramid kernel [53] and the ones that
don’t. While it is necessary to employ the spatial pyramid kernel to obtain state
of the art results on this dataset, in our studies we do not employ this kernel since
our goal is to obtain a simple descriptor with descend performance that we can use
in our studies. As table 4.2, shows the performance of the simplest form of our
method is comparable to the methods that do not use spatial pyramid kernel.
Method
Acc %
Histogram over the Image
Sql[77]
76.67 ± 0.61
QPC[77]
78.25 ± 0.45
LPC[77]
79.76 ± 0.38
KC[100]
76.67 ± 0.39
QVBD Linear [ours] 81.18 ± 0.86
Spatial Pyramid Kernel
Sql[77]
81.76 ± 0.47
QPC[77]
81.41 ± 0.56
LPC[77]
83.40 ± 0.58
SPM [53]
81.40 ± 0.50
HC [43]
82.30 ± 0.49
HG [111]
85.20

Table 4.2: Comparison between the classification rates obtained by the proposed
method and the previously published methods on Scenes 15 dataset.

4.5

Conclusion

We proposed a method that looks at the bag-of-words models from a qualitative
perspective rather than a quantitative perspective. We experimentally show that
by describing images based on the quality of the visual words provides a better descriptor for image classification. In this work a series of linear regressions were used
for measuring the quality of the local features assigned to different visual words.
Although the performance of these local regressions are not discussed in this chapter it is clear that their performance has a direct effect on the resulting descriptor.
This facts provides a new tool for improving the performance of vocabulary based
models. Studies such as [62] have shown that it is possible to improve the performance of these local classifiers by combining several local features. Due to the
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complexity, combining our method with such local classifiers is left to the future
works of this chapter.
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Chapter 5

Extracting Essential Local Object
Characteristics for 3D Object
Categorization
Most object classes share a considerable amount of local appearance and often only
a small number of features are discriminative. The traditional approach to represent
an object is based on a summarization of the local characteristics by counting the
number of feature occurrences. In this chapter, we propose the use of a recently
developed technique for summarizations that, rather than looking into the quantity
of features, encodes their quality to learn a description of an object. Our approach is
based on extracting and aggregating only the essential characteristics of an object
class for a task. We show how the proposed method significantly improves on
previous work in 3D object categorization. We discuss the benefits of the method
in other scenarios such as robot grasping. We provide extensive quantitative and
qualitative experiments comparing our approach to the state of the art to justify
the described approach.

5.1

Introduction

A meaningful representation should retain only information that is relevant for
a specific task. This leads to the question: What are the characteristics of an
object that are essential for a task? What makes it possible to grasp a pan and
a knife in a similar way [16, 15], what characteristics decide if an object affords
drinking [28, 82] and what makes a chair a chair [32]? These characteristics are
often non-obvious, which is why they have been traditionally extracted by statistical
supervised learning techniques.
Statistical learning is based on the assumption that it is possible to acquire
a sufficient number of samples of the phenomenon to be modeled. However, in
many scenarios this is not feasible due to the high-dimensionality of the data.
47
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.

w2
Figure 5.1: We refer to the procedure of summarization as that of creating a single
representation for a set of observations [76]. (Top) Illustration of the continuum of
summarization steps that typically is a part of the pipeline of generating a single
representation of an object for object classification. In the left a large number
of very small patches are summarized while on the right side few large regions are
summarized resulting in a single representation of the object. (Bottom) Illustration
of the approach we take in this chapter. The left image shows all the patches
(red squares) extracted from the image with only a few being relevant for object
description (yellow). Our descriptor creates a representation by only summarizing
these essential patches.

Description of objects on a continum, local to global

ociate a “pseudo probability” to each object (or
x
object) in an efficient and intuative manner. We
1 additional information for
onstrate the use of w
this
ding what parts of an object is informative and to
w3
how discrimination is connected to view point of
information that can at a later stage be used in a
xj
context.
minder of the paper will be organised as follows:
xt section Section II we will describe the related Fig
puts this paper into context. We will then proceed from
A common approach to circumvent this is to look at information at a smaller
scale where sufficient data can be acquired, such as a small neighborhood “patch”.
This set of patches can then be summarized into a single representation [76], as
shown in Figure 5.1 (top row). The traditional approach to represent a 3D object
can be considered as a series of consecutive steps gradually increasing a level of
summarization. First, a point cloud is extracted from sensory data, then local
points are joined and summarized into a patch representation; these patches are
finally summarized into an object representation. As such these summarizations
can be seen on a continuum.
Previously we have addressed the problem of summarizing local features to a
global representation by incorporating object structure [68]. In this chapter, we
will focus on summarization at a more local level and present an approach that
TRITA-CSC-A 2014:08 • ISSN-1653-5723 • ISRN-KTH/CSC/A–14/08-SE • ISBN 978-91-7595-139-3

wor

extracts only the “essential” features needed to represent a specific object for a
specific task, as explained in Figure 5.1 (bottom row). The intuition is that most
of the local features of an object are irrelevant for most tasks and therefore using
a summarization of all features will reduce the proportion of the variance that is
relevant in the descriptor. For instance, take a cup and a can which share most of
the same local geometry; in terms of object categorization it is the handle of the
cup that is the essential characteristic while in terms of one’s ability to drink from
the cup, it is the opening. Neither of these characteristics are dominant and are
therefore likely to “disappear” in a representation constructed by summarizing all
local features. To overcome these problems we will adapt a newly proposed summarization method which introduces the concept of a Qualitative Summarization [63].
The method facilitates supervision by creating a sparse interpretable feature space
which extracts and summarizes only the essential characteristics of a class.
In this chapter, we will show that the applied methodology allows us to automatically discover essential and easily interpretable object characteristics. They are
not only stable within each object category, but also specific to it. In consequence,
by encoding relevant object properties for a task, we significantly improve the categorization rate for real scenarios compared to the state of the art. Our approach
opens doors for further enhancement of global representations based on the local
features, such as the previously proposed Global Structure Histogram (GSH) [68].
Moreover, the information about a specific position of the essential features might
in the future facilitate planning of robot actions required to verify an object class
or a grasp hypothesis.
The remainder of the chapter is organized as follows: Section 5.2 describes the
related work that puts this chapter in context. Section 5.3 explains the proposed
approach. Section 5.4 presents qualitative and quantitative results and Section 5.5
discusses other robotics application of the method. We conclude the chapter and
detail directions of future work in Section 5.6.

5.2

Related Work

Object representation methods aim to create a single object description from high
dimensional sensory information. In order to facilitate efficient reasoning, it is desired to reduce the complexity of the representation and create a compact summary
that encapsulates the key object properties. Moreover, in real applications, the representation needs to be robust to sensor noise, variations in object pose and scale
as well as data incompleteness caused by occlusions and imperfect segmentation.
Object representation is often obtained by extracting a set of local object features and then defining an object model in terms of feature occurrence statistics,
such as in the Bag-of-Words (BOW) model [34]. Recently, the increased accessibility of depth data has simulated development of 3D local descriptors. The majority
of those representations encode local shape in the neighborhood of a point, for example the Fast Point Feature Histograms (FPFH) [88], Signature of Histograms of
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Orientations (SHOT) [98], and many more [41, 97, 19].
An object representation can be built incrementally where information is repetitively summarized at each step. It has been shown that incorporating information about object structure beyond the local properties significantly improves results [53, 68]. Many 3D methods that incorporate object structure have been inspired by those proposed in the field of object modeling from 2D images. They
usually first define a set of object parts based on local features and then encode
their geometrical relationships.

5.3

Methodology

N
Given a set of N objects O = {Oi }N
1 associated with class labels L = {li }1 from
M
the set li = {cm }1 , where M is the number of classes, we wish to find a vectorial
representation yi that is low-dimensional and robust to noise variations that are
tied to those characteristics in the observations deemed relevant. Each object Oi is
initially represented as a point cloud oi extracted from the scene. From this point
i
q
i
cloud a set of Pi local features Xi = {xij }P
1 , where xj ∈ R , can be extracted using
one of the many local feature descriptors such as [88, 41]. The focus of this chapter
is on how to summarize the set Xi , where each object Oi can have a different
cardinality, to a vector representation yi with the same dimensionality.
The bag-of-words model [34] is a very popular approach to achieve such summarization. In that model, the first step is to obtain a discretization of the space of the
local feature X by finding a set of key points often referred to as words. The words
are usually found by clustering all local features from all objects. The notion is to
direct words according to the underlying structure of the data. The final step in the
summarization consists of associating each feature with a word through a similarity
measure and using the distribution of associations as the feature space X = Rq .
However, if the set Xi is dominated by features xij that are irrelevant or contain
very little information about the class then yi will not be a good representation of
li . For example, a cup might be discriminated from a can by having a handle, but
not by large cylindrical surfaces that are common for both objects. To avoid a representation that is dominated by irrelevant information, a summarization method
based on the quality of a word rather than the quantity was proposed in [63]. This
summarization is referred as the Qualitative Vocabulary Based Descriptor (QVBD)
and is computed for a 3D point cloud data in the following three steps:

1. Estimate a local feature descriptor for each point and cluster the data
2. Compute the local classifiers for each word and each class
3. Describe the objects by max-pooling the responses obtained from the local
classifiers
We will now proceed to describe this summarization method in detail and outline
its specifics to 3D object representation.
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Qualitative Features
Assume a feature set Xi representing each object Oi with the associated label li
and a set of words W = {wk }K
1 , where K is the number of words, that partition
the space X. The qualitative feature summarization begins by associating each
feature xij with the most similar word wk in W. We will assume that similarity
is encoded by proximity meaning that each feature is associated with its closest
word. In the second step the aim is to try to recover the class-dependent structure
of each word. To that end, a hyper plane fwcm
is found for each class cm and each
k
word wk . The hyper-plane fwcm
is
aimed
at
finding
the best separation between
k
each feature associated with word wk that has class label cm and all other features
associated with word wk . The intuition here is that a word for which each class
has the same structure is irrelevant, but one with large separation is discriminative
and contains important information about the class (see Figure 5.2). By employing
such hyper-planes, we can generate a representation of each object zci m ∈ RPi ×K
with respect to the class cm , where each element zci m (·, ·) is a pseudo probability
0 ≤ zci m (·, ·) ≤ 1 obtained from

T
zci m (j, k) = δ w(xij ), wk L(xij fwcm
).
k

(5.1)

Here w(xij ) is the closest word to xij , L(·) is the logistic function which transfers
the responses into a pseudo probability and δ(·, ·) is the Dirac delta function. The
value of zci m (j, k) is equal to zero for every word wk 6= w(xij ). Each element of
this representation measures how well a given feature is representative of class cm .
Large separations are discriminative and contain important information about the
class (see Figure 5.2).
Having {zci 1 , . . . , zci M } for each object instance, a final representation is calculated by summarizing them into one fixed dimensional matrix yi ∈ RM ×K with
yi (m, k) = max{zci m (j, k) : j ∈ [1, . . . , Pi ]}.

(5.2)

The final representation contains the responses for the most representative features
found on the object with respect to each word and each class, and is referred as the
Qualitative Vocabulary Based Descriptor (QVBD).
The QVBD is a universal descriptor, which given an object point cloud, can
extend any local feature descriptor to include qualitative information. In the next
section, we evaluate the QVBD based on the popular FPFH [88] local descriptor
by applying it to a 3D object database.

5.4

Experimental Evaluation

In this section, we present a qualitative and a quantitative evaluation of the QVBD
descriptor for 3D object categorization. First, we thoroughly and systematically
analyze its descriptive and discriminative properties, and demonstrate its ability
to select essential 3D object characteristics. Second, we compare its performance
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Figure 5.2: Illustration of the qualitative summarization method from [63]. The
method is a two stage approach. In the first step we estimate a set of words (shown
in red) to partition the space of features. In the second step, side information
KTH
(such as class label) is used to find a hyper-plane (dashed lines) that creates a soft
partitioning of each word space with respect to class. This plane provides a measure
of how representative a specific feature is to describe the concept used to supervise
the procedure. The figure has been adopted with permission from [63].
with the state-of-the-art representations that use different types of summarization
in real scenarios.

Database
Evaluation is performed on the challenging Stereo Object Category (SOC) database [70]
that contains RGB-D data (images and point clouds) collected using the 7-joint
Armar III robotic head equipped with two foveal and peripheral cameras. Objects
are separated from the background using an active segmentation method [4]. The
database contains 14 object categories: ball, bottle, box, can, car-statuette, citrus,
cup, 4-legged animal-statuette, mobile, screwdriver, tissue, toilet paper, tube and
root-vegetable, with 10 different object instances per category.
The SOC database consists of two datasets. In the first one, for each object,
the data are collected from 16 views uniformly spaced around the object (every
22.5◦ ), see Figure 5.3(top). In the second, the data are extracted from 10 natural
scenes where 10 to 15 object instances from 14 different categories are randomly
placed on a table. This dataset has 235 object point clouds that are characterized
by significant variations in the objects poses, scale and degree of occlusion typical
for real scenarios, see Figure 5.3(bottom).
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Figure 5.3: (Top) Illustration of the first experimental setup of the SOC database
where rotation of single objects differs; 8 views per object are used for training an
object model (top row) and other 8 views for evaluation (bottom row). (Bottom)
Illustration of the second experimental setup of the SOC database for testing object
representations in real conditions. Models trained on the data from the previous
setup are tested on examples from 10 natural scenes where an object pose and scale,
and a degree of occlusions vary significantly. - Experimental setups and examples
of objects from the Stereo Object Category database [70]. Object representations
are evaluated only on 3D portion of the database. We use images of the objects
here for better visualization.

Experimental Setup
In this chapter, we used the same setup as in [68]. We performed cross-validation
with the data divided into a training and test set with ratio 60:40%. Each experiment was repeated three times for randomly chosen object instances in order to
average the results. Moreover, an object instance used for the training phase was
never again used for an evaluation.
The state-of-the-art descriptors compared in this chapter model the distribution of different features using the histogram-based representation. Following the
previous successful results of applying the SVM classifier to this type of data [12],
we employ the same strategy. We report the categorization results for a linear kernel for our approach, and the best of linear, RBF, χ2 and histogram intersection
TRITA-CSC-A 2014:08 • ISSN-1653-5723 • ISRN-KTH/CSC/A–14/08-SE • ISBN 978-91-7595-139-3

Figure 5.4: Estimation of essential characteristics of an object for a given category. The heat maps visualize values of pseudo-probabilities at each object point
(the brighter the point, the higher the probability). The bright regions consist of
features that are crucial for identification of an object category. (Top) Four animal
object instances in different poses interpreted by the animal category model. Our
method is able to identify consistent feature regions for objects within one category. (Bottom) A tiger object interpreted by four different category models. The
non-animal models find features on the tiger that correspond to their own class.
kernels for the other discussed methods.

Qualitative Evaluation
As stated, our aim is to identify object characteristics that are essential for categorization. It is desired that the selected features are consistent for different object
instances within one category and remain stable over variations in object pose and
scale, and are unaffected by changes in data quality. Moreover, they need to be
specific to each category to enable discrimination between different object classes.
We first analyze these properties qualitatively for our method on the SOC database
for both the single object dataset and the natural scenes (Figures 5.3).
To this end, we first extract a local surface descriptor for each 3D point. We
used the established FPFH [88] for feature extraction, since it is related with the
further discussed (semi)-global descriptors. Then, we cluster the features using Kmeans with the Euclidean distance to obtain words and assign the features to their
closest word. We computed the local linear classifiers for each word and each object
category, Thus, the final number of the local classifiers is equal to K × M , where K
is the number of words and M is the number of object categories (see Section 5.3).
Next, we measured the response of each feature vector to the corresponding M
local classifiers (fwcm
hyper-planes). This gives a pseudo-probability value for each
k
3D point and each category. Thus, we could interpret an arbitrary object point
cloud using a category-specific model. Figures 5.4 and 5.6 visualize the probabilities
TRITA-CSC-A 2014:08 • ISSN-1653-5723 • ISRN-KTH/CSC/A–14/08-SE • ISBN 978-91-7595-139-3

obtained on different point clouds as heat maps.
The high probability regions (indicated by bright color) consist of features that
play a significant role in identification of an object category. Our method does not
use all the features in the high probability regions, but chooses the best candidates
that support a given hypothesis. The visualizations of these regions in terms of heat
maps show the robustness of our method in selecting similar features across different
examples. Figure 5.4 (top row) presents the heat maps for a few different animal
objects that have been interpreted by the animal category model. We can observe
that our method consistently identifies important regions (for the animal category
around the neck and ears) generalizing over object instance specific characteristics
and various poses.
What links the tiger with an animal, a cup, a screwdriver or a citrus? To
find the answer, we applied the models of different categories to the tiger instance,
as presented in Figure 5.4 (bottom row). In line with one’s intuition, our results
suggest that the regions close to the tiger’s neck, claws and tail are important to
perceive it as an animal, the shape of the tail links it with a cup, its body with a
screwdriver, the round sides of the body are common with a citrus and it does not
have characteristics that are essential for a box. This shows that the QVBD allows
us to automatically discover human-interpretable properties of a given object that
are common with objects from other categories. This is key to define a suitable
object representation for autonomous agents.
In order to achieve discrimination between different categories, a representation
should capture unique characteristics of each class. As presented in Figure 5.6,
a cup, a can, a bottle and a toilet paper all have large cylindrical surfaces. This
makes them difficult to distinguish for quantitative descriptors (see the confusion
matrix for the BOW in Figure 5.7). In contrast, our qualitative descriptor extracts
essential properties for each category and considers repetitive structures irrelevant.
It identified as distinctive the regions close to: (a) the rim and the handle of a
cup, (b) the flat top of a can, and (c) the narrowing of the neck of a bottle. For
any category, the cylindrical areas were not seen as important. We will show in
Section 5.4 that this property significantly improves the results compared to the
methods based on other types of summarization.
Figure 5.5 presents the most important results for applying a model to a specific
category to all objects in a scene. As can be seen, the high probability regions are
consistent with the previous results. For example, the method finds important features close to the neck of an animal, the rim and the handle of a cup. This confirms
that it is capable of generalizing over large variations in object appearance, pose
and scale. Since the pseudo-probabilities are calculated using local classifiers with
no information about the global structure of the object, high probability regions can
appear on object instances from other categories. For example, for a box additional
objects that have box-like features were detected (the mobile phone or the tissue
package). In this framework it is left to the final classifier to pick which responses
are needed to identify each object class.
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Figure 5.5: Estimation of essential characteristics of objects in three real scenes.
Each of the scenes is analyzed for two different categories and the results are aligned
row-wise. All objects in the scenes are interpreted by the same category model, for
example 14 objects in the first scene by the animal model (top row, middle column).
The high probability regions (indicated by bright color) indicate features that are
crucial for a given category.

Quantitative Evaluation
In this section, we present a comprehensive quantitative comparison of our method
with several state-of-the-art 3D descriptors adapting different methods of summarization, such as Bag-of-Words (BOW) based on Fast Point Feature Histograms
(FPFH) [88], and the (semi-)global descriptors such as the Global Fast Point Feature Histograms (GFPFH) [87], the Viewpoint Feature Histogram (VFH) [86], the
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Figure 5.6: Estimation of unique characteristics for geometrically similar object
categories. The high probability regions (indicated by bright color) consist of features that play a significant role in identification of object categories. In the first
row, the cup model is applied to different instances of this category and it can
be seen that distinctive features of the cups are robustly extracted across several
instances. Meanwhile, models coming from other categories do not produce high
probability regions on the cup instance (second row). For objects that are similar
to a cup (third row), their corresponding models highlight regions that are unique
for those categories and not shared across the other categories.
togram (GSH) [68]. We selected results that demonstrate the most important
properties of these representations for use under real-world conditions. For each
experiment, we report the average categorization rate and the standard deviation
(σ). We refer to results presented in [68].
In order to systematically study the properties and robustness of the method,
we formulated two experimental setups of increasing complexity. First, we perform
experiments on the first part of the SOC database in which we vary rotation of
single objects used for training and testing, as presented in Figure 5.3(top). The
quality of the data is also influenced by imperfect segmentation and real sensory
noise. Second, the models obtained for the first setup are tested against objects
extracted from 10 natural scenes, as presented in Figure 5.3(bottom). In this setup,
the difficulty of the problem is considerably increased by significant variations in
the object pose, scale, and data resolution as well as data incompleteness due to
object occlusions.
• Importance of qualitative information: While comparing the confusion matrices for the BOW and the QVBD (Figure 5.7), we can observe that incorporating qualitative information helps to discriminate between object categories
that share a substantial portion of the local appearance and only differ in a
small amount of features. As reasoned in the previous section, the QVBD
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Figure 5.7: Confusion matrices obtained for: (left) the Bag-of-Words (BOW) and
(right) the Qualitative Vocabulary Based Descriptor (QVBD) for the first setup
of the Stereo Object Category (SOC) database [70] presented in Section 5.4. The
images are best viewed in color.
is able to correctly discriminate between such categories whereas BOW easily confuses them. For example, the cup category is well discriminated from
the bottle, can and toilet paper. The hardest to recognize are the ball and
citrus. Since in 3D they both contain almost solely one type of features (describing round surfaces), the QVBD discovers one kind of essential regions
and in consequence does not improve the results. Figure 5.8 compares the
categorization rates of the QVBD with the BOW representations based on
the Euclidean distance (BOW-EUC) and the Jaccard distance (BOW-JAC),
where the latter is adapted from [68]. The QVBD clearly outperforms the
BOW representations for both analyzed setups, confirming the importance of
high quality features.
• Summarization method: We compare QVBD with the state-of-the-art 3D descriptors that are based on different types of summarization. For the first
setup (Figure 5.3(top)), the VFH descriptor slightly outperforms other descriptors. Nevertheless, the results show that the QVBD performs equally
well as the three quantitative descriptors - the VFH, CVFH, GSH (σ=1.8%).
However, in this setup all object poses used at the test time were also available during training and there is relatively small variance in the amount of
different types of features between the training and testing views. Collecting
data that represent all possible object orientations present in real scenarios is
very expensive or even unfeasible. Therefore, more realistic results are those
obtained for the second setup (Figure 5.3(bottom)). We tested the descriptors
on the real scenes where an object pose, scale and data resolution significantly
differ. The QVBD massively outperforms all the quantitative descriptors encoding global object structure (by 17% comparing to GSH) and the BOW
(by 11%). Finally, while comparing two closely related descriptors, namely
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Figure 5.8: (Left) First setup - Results for single objects from the SOC database
where training and test data differ in object rotation. Experimental setup is shown
in Figure 5.3(top). (Right) Second setup - Results for objects from 10 natural
scenes in the SOC database where training and test data differ significantly in an
object pose and scale. Experimental setup is shown in Figure 5.3(bottom). Comparison of several quantitative and qualitative object representations in terms of
average categorization rate performed on data that differ in quality and amount
of available training examples. Abbreviations used for representations: BOWJAC - Bag-of-Words based on the Jaccard distance with 100 words; GFPFH Global Fast Point Feature Histogram [87]; VFH - Viewpoint Feature Histogram [86];
CVFH - Clustered Viewpoint Feature Histogram [1]; GSH - Global Structure Histogram [68]; BOW-JAC - Bag-of-Words based on the Euclidean distance with 1000
words; QVBD - Qualitative Vocabulary Based Descriptor (QVBD) with 1000 words.
The BOW-JAC, GFPFH, VFH and GSH have been evaluated in [68].
the VFH and the CVFH, we can see that describing only the continuous regions is highly effected by the data incompleteness. These results demonstrate
the great importance of encoding and properly selecting the relevant object
characteristics.

5.5

Discussion

In this work we showed how to extract the essential object characteristics for discriminating between different object classes. However, we believe that the benefits
of the proposed method expand beyond object classification. First and foremost,
the method can learn a representation given labels of any kind, not necessarily corresponding to human-defined object categories. As such, one possible application
is grasping, for which our method would permit learning relationships between the
local characteristics of an object and the grasp parameters. This would facilitate
transfer of grasps between locally similar objects.
As can be seen from the qualitative results, the response of the feature is consistent over both object instances and viewpoints. This information can be exploited
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in order to perform other types of reasoning about objects. In particular, imagine a
scenario where a robot located in a kitchen is tasked with finding an object to drink
from; our representation would allow the robot to search for characteristics resembling objects that are known to afford drinking. Furthermore, knowledge about
essential features would allow the robot to plan for observing the viewpoints that
are most relevant for discriminating the object of interest.
Finally, the approach generates a sparse representation in which an object is
described by only a subset of the extracted local features. We believe this to be a
very useful property for extending the global summarization methods, such as the
GSH descriptor [68], where focusing on the essential local characteristics should
further improve the object categorization performance. Moreover, the sparsity of
the representation should significantly reduce the computational complexity. This
is where we intend to focus our future work.

5.6

Conclusions

Building representations of objects is traditionally based on incremental summarization of local features. In this chapter, we have shown that local statistics of 3D
features contain a large portion of variations that are not discriminative for the class.
As a solution, we proposed the use of a qualitative summarization approach which
generates a representation by automatically selecting only the essential characteristics of an object given the task. Further, the features are consistent over various
instances of the same class, and most importantly, form interpretable structures
which could be used in many robotics applications. We demonstrated significant
improvements for 3D object categorization on a challenging dataset with respect to
other state-of-the-art methods.
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Chapter 6

Category Specific Image
Summarization
In this chapter, we investigate a class of image summarizations which can explicitly
encode category specific information. These representations, describe each image by
detecting local structures on the image. We employ a standard clustering algorithm
to measure the quality of the representations and compare the results with the
standard bag-of-words. We also discuss how these representations can be obtained
both with and without user annotation. We will show that images containing
the same object category group significantly better using normalized cuts method
comparison with the bag-of-words representation.

6.1

Introduction

Local features extracted from an image need to be merged in to a single representation, this process is referred as summarization. With the local features coming
from both from foreground and background of the images, this representation usually does not necessarily correspond to the objects contained in the image. This is
a common problem in computer vision and it is usually addressed by employing a
complex discriminative model. In this chapter, we are conducting a complimentary
study to our studies in the previous chapters. Here rather than use of discriminative models, we study how direct encoding of class specific information will make
the representations correspond to the object contained in the image rather than
background information. While these representations can be learnt both with and
without supervision, to verify their quality we formulate the problem as “unsupervised clustering of the image representations”. The problem of clustering images
depicting objects of the same category depends heavily on the features extracted
from the image and the representation build over them.
An image can be seen as a point in a fixed high dimensional space. In this chapter, by “explicit encoding of category specific information”, we mean that points
61
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Figure 6.1: Having a set of images, a vocabulary is trained by clustering the feature
extracted from them. Several classifiers are trained based on the features assigned to each
word in a discriminative manner with a labeling obtained from a heuristic method. After
training the local classifiers each image is represented by a vector that is composed from
the maximum response of the classifiers over it. In other words this vector shows how
good each local structure was found in the image.

representing images containing the same object category become closer to each
other with euclidean distance. To verify this property of the summarization, we
use the normalized cuts (NCUT) [93] method to group the image representations.
The grouping done by this method is solely based on the values of the representation with no category dependant feature selection applied to them. Analysing these
groups can verify how good category information was encoded by the summarization. Unlike methods such as [33, 85, 57, 79, 96, 44, 56, 21] our goal is not to build
an unsupervised clustering algorithms but to use this technique to distinguish between different summarization methods. The grouping produced by this clustering
shows how images containing the same object lay in the space with respect to each
other.
As mentioned, in our work a vocabulary based descriptor is used to summarize
the image. This representation is obtained by detecting certain local structures of
the image and pooling the responses obtained from these detections. The main
difference between this work and the previous work is how we are eliminating the
role of discriminative classifiers and simply using normalized cuts method to group
the representations. This change will put the focus on how the category specific
information is encoded by the summarization rather than what can be extracted
from it using different tools. Also in this work we discuss how the representations
can be obtained with no manual annotation.
This chapter is organized as follow. In section 6.2 the methodology of the
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summarization is explained and section 6.3 describes the experiments for proving
the hypothesis. Finally section 6.4 concludes the chapter.

6.2

Methodology

The assumption behind the methodology of this chapter is that object categories
are composed of local structures that repeat across different instances of a category.
Identification of these structures can provide valuable information toward existence
of different object classes. These structures can play an important role in defining
affinities between image pairs. For example, knowing that a local structure has
appeared in two images can be a cue, that the same object class has appeared
in both images. The representation defined in chapter 4 is a vocabulary based
representation and is trained in a supervised manner. This representation describes
images by via series of responses obtained from detecting local structures on images.

Qualitative Descriptor
For a given set of images and a given vocabulary D, let {(xi , liC )}N
i=1 be the local
features assigned to the word w in all the images. The labeling liC ∈ {1, −1} is a
binary labeling and denotes if the feature xi belongs to a target object category
or a criterion C. To measure how a feature vector xi represents the criterion C, a
linear classifier fwC is trained over these features and is defined as
1X T
|xi f − liC |2 + λ|f |2 }.
(6.1)
fwC = arg min{
n x
f
i

The role of fwC is to measure the quality the local features assigned to the word w
with respect to the criterion C. Different criteria can impose different labeling on
the data which results in different classifiers for measuring the properties of local
features. To that end it is possible construct a N × M dimensional descriptor D for
each image, with N being the size of the vocabulary and M the number of criteria.
Each dimension of this vector corresponds to responses associated with a certain
word (wn ) with respect to a certain criterion (Cm ) and its value is determined by
max-pooling over the local features assigned to wn and is defined as

Dmax [i] = max P (fwCnm (x)) : x ∈ I, l(x) = wn .
(6.2)

Here l(x) is the index of the visual word that the feature x is assigned to and
P (·) is the logistic function. This summarization can be seen as a feature selection
technique, where the features with highest likelihood are used for describing the
image.

Training of local classifiers
As mentioned in the previous section, the input of each local classifier is a local
feature and the output is a measurement of how well this local feature satisfies a
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given criterion. While these local classifiers are trained in a supervised manner, it is
interesting to see how well the representations preform with lack of such supervision.
To analyze this, we use two heuristic measures for providing a labeling similar to
the manual annotation for training of the local classifiers. While there are many
other ways to obtain such heuristic labeling, finding optimal heuristic methods are
left to the future works of this chapter. To motivate the heuristic methods, we
begin the discussion by looking at the problem with manual annotation available.
• True Annotation: In the case that manual annotation is available, each
local feature labeled by a class label that it is collected from. In a global
sense, our method can be seen as a two stage hierarchical clustering method
where in the first stage the features are divided with no supervision and the
second stage uses supervision to distinguish between the features. Given that
there are M categories in the datasets we train M classifiers for the features
assigned to each cluster. To train a classifier for a category, we construct
a binary labeling by assigning all the features labeled as that category to
+1 and the rest to -1. The assumption behind such labeling is that there is
an underpinning similarity between the features belonging to the same class.
Since the final presentation is composed of the responses coming from these
classifiers, the category specific information will be directly encoded in the
final representation. This procedure is repeated for every cluster in the first
level of the hierarchy.
• Similarity Selection: In the case where no user annotation is available,
locating the subset that belongs to a certain object category in the second
level of the hierarchy is very challenging. Assuming that more similar local
features have the tendency to belong to the same object class, a labeling can
be obtained based on the similarity of the local features. This can be seen
as a second level unsupervised clustering in the hierarchy. To train the local
classifier on the features on the second level of the hierarchy, we cluster these
features into M clusters and in order we assign the features belonging to each
cluster to the positive class and the rest to the negative class. This procedure
is repeated for every cluster in the first level of the hierarchy.
• Random Selection: To show the effectiveness of the similarity selection, the
1
of the features to the positive
random selection method randomly assigns M
set and the rest to the negative set. Similar to the previous methods, M
different classifiers are learnt. This procedure is repeated for every cluster in
the first level of the hierarchy.

Clustering of representations
Having a representation for each image, we group them using the normalized cuts
method. To evaluate the clustering done by this method, we score the grouping by
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comparing it to the ground truth using the function
X
X
score(C, A) = (
ai,j ci,j − (1 − ai,j )ci,j )/(
ci,j ).
Ii ,Ij ∈D

(6.3)

Ii ,Ij ∈D

Here ai,j is a binary value indicating if the images i and j belong to the same class
and ci,j indicates if they are assigned to the same group by the clustering algorithm.
This score is calculated by rewarding the image pairs that are grouped correctly
and penalising incorrect assignments. The maximum value of this score is obtained
if for every pair, ai,j is equal to ci,j . Using this score it is possible to analytically
compare different clusterings. This score is preferred over the miss classification
rate since it can handle the case were a class is split between different clusters.
For a clustering with negative score, more pairs are miss grouped then they are
correctly grouped.

6.3

Experiments

The experiments of this chapter focus on different aspects of the clustering of the
representations. In the first experiment we compare the different representations
by projecting them into a lower dimensional subspace and in the second experiment
we rely on statistical measurements to show the affect of different parameters on
the outcome of our method. Similar to chapter 4, the experiments are conducted
on the MSRCv2 dataset [108]. To conduct the experiments images were randomly
selected from nine classes of this dataset ({cow, airplanes, faces, cars, bikes, books,
signs, sheep, chairs}). This experiment setup is similar to the experiment set up
used in [111, 77] for supervised learning on this dataset.
For all the experiments a number of images were selected from the categories in
the dataset, sift features [103] were densely sampled from them at every 5 pixels and
no background was removed. The initial level of the hierarchy was created using
standard k-means algorithm to produce a visual vocabulary. For the base-line each
image is described using the standard bag-of-words histogram. In all experiments
the normalized cuts package [11] was used for grouping and the euclidean distance
was used to calculated the affinity between representations. The combination of
bag-of-words and normalized cuts methods, is usually considered as a valid baseline for unsupervised clustering methods[21]. Since all the methods use a visual
vocabulary at their base, the same visual vocabulary were used for all methods
when they were compared.
The image representation can be visualized by mapping them into a lower dimensional subspace, more precisely into the principle orientation of the data. An
advantage of such visualization is that the quality of the representations can be
visually evaluated without the need for a complex clustering package. This visualization also shows how the data points are distributed in lower dimensional
subspaces. Figure 6.2, shows the low dimensional projection of the representations
obtained using a vocabulary of size 300. In this figure colors represent the object
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Figure 6.2: Each figure consists of two plots representing the first and the second principle
directions of the data (four dimensions).

categories. It is clear that object categories separate better using our representation
with user annotation provided and the representations based on similarity selection
significantly outperform the bag-of-words representation.
The challenge of unsupervised clustering increases as the number of classes increase. To analyze the method in different scenarios, the algorithm is ran over image
sets with different number of classes. The images for this experiment were selected
in order from the categories {cow, airplanes, faces, cars, bikes, books, signs, sheep,
chairs}. Fig. 6.3, compares the performance of different representations with different vocabulary sizes {50,100,200,300,400,500}. Each experiment was repeated
five times with different images selected from the dataset and the average score of
all trials is reported. Fig. 6.3(a) presents the results on an image set containing
three object classes with 5,10 and 15 images per class. Here the representation
with user annotation outperforms all other representations and it can be seen that,
use of similarity selection provides a representation with significantly higher quality compared to the baseline. It should be mentioned that when the size of the
vocabulary increases the variation within the features assigned to each word deTRITA-CSC-A 2014:08 • ISSN-1653-5723 • ISRN-KTH/CSC/A–14/08-SE • ISBN 978-91-7595-139-3
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(b) 5 Classes : 5(Left),10(Middle) and 15(Right) images per class
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Figure 6.3: This figure provides a general comparison between the four different representations. It is clearly seen that when user annotation is available the proposed representation (red curve) significantly out preforms all other representations. When no user
annotation is available the representation based on similarity selection outperforms the
random selection for small vocabularies by a large margin. The two representations have
a comparable behaviour when the size of the vocabulary grows large and this is due to the
fact that there is less variation in the features assigned to a word in larger vocabularies.
In all cases it is clear that with supervision or similarity selection our methods provides a
significantly better representation than the bag-of-words model.

creases and this reduces the difference between random and similarity selection.
This indicates that when no annotation is available to obtain a high quality low
dimensional representation it is better to use the similarity selection method. The
performance of all representations drops as the number of categories increase, this
is an expected behaviour since by increasing the number of categories we increase
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# Classes
3
3
3
5
5
5
9
9
9

# Images
5
10
15
5
10
15
5
10
15

Annot.
1.00 ± 0.0
1.00 ± 0.0
1.00 ± 0.0
1.00 ± 0.00
0.98 ± 0.04
0.98 ± 0.03
0.58 ± 0.14
0.56 ± 0.07
0.38 ± 0.05

Rand.
0.78 ± 0.22
0.86 ± 0.13
0.86 ± 0.12
0.42 ± 0.38
0.64 ± 0.24
0.57 ± 0.11
−0.04 ± 0.28
0.02 ± 0.09
−0.08 ± 0.09

Sim.
0.92 ± 0.17
0.89 ± 0.10
0.89 ± 0.06
0.69 ± 0.18
0.80 ± 0.10
0.69 ± 0.07
0.15 ± 0.06
0.10 ± 0.10
0.11 ± 0.03

Bow
0.70 ± 0.19
0.62 ± 0.14
0.78 ± 0.10
0.42 ± 0.44
0.27 ± 0.10
0.20 ± 0.06
−0.11 ± 0.04
−0.17 ± 0.05
−0.17 ± 0.06

Table 6.1: This figure summarizes the scores from different experiments in Fig
6.3. Each row of this table presents the best results obtained using with each
representation. Similar to conclusions made for Fig 6.3, the best representation
is obtained when user annotation is available and the similarity selection method
gives the second best representation in all cases. Also it should be noticed the worst
separation of the objects classes is obtained using the bag-of-words method.
the variation of the representations and more advanced grouping techniques are required for grouping the representations. In all experiments our representation with
user annotation and similarity selection significantly out preforms the baselines.
The scores obtained from different experiments is summarized in 6.1.

6.4

Conclusions

In this chapter, we presented a series of analysis of how explicit encoding of category specific information into representations can improve their quality. Here the
quality of the representations was measured based on the grouping obtained by the
normalized cuts method. We argued how this representation can be learnt both
with and without supervision, in which the use of supervision can result in richer
representations. The experiments show that the obtained representations perform
significantly better than the bag-of-words representation and provide a much better
separation of the object categories in the top few leading directions of the data.
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Chapter 7

Feature Selection using Constellation
Models
In this chapter, we propose a new approach for learning low-dimensional image features that retains class discriminative properties while simultaneously generalising
between within class variations. Our approach is based on the concept of a joint
feature where several small features are combined in a spatial structure. The proposed framework automatically learns the structure of the joint constellations in a
class dependent manner improving the generalisation and discrimination capabilities of the local descriptor while still retaining a low-dimensional representations.
As such the framework is capable of learning from small data-sets where previous
approaches becomes severely affected by the curse of dimensionality.

7.1

Introduction

The ideal characteristics of an image feature is such that will robustly extract interclass variation (discrimination) while simultaneously be insensitive to intraclass
variations (generalisation). Further, it should be low-dimensional such that sufficient statistics can be extracted from the data that is available. One approach
to satisfy both the low-dimensionality and the generalising capabilities is to extract variations on a very small scale. However, these variations will also generalise
between classes. One approach to facilitate discrimination is to consider several
local features in a constellation rather than single features in isolation see Fig 7.1.
Learning such a constellation is a challenging task as it will induce a combinatorial explosion in the possible joint configurations. The traditional approach in the
computer vision literature have been to avoid this problem completely by using a
single feature whose support covers a much larger region or for problems where
a semantic structure exists fix the structure a-priori [26]. The first contribution
of this chapter is a method capable of learning such features directly from data
in a principled manner. We refer to such a constellation as a joint feature. The
69

Figure 7.1: The above figure depicts a schematic of the approach presented in this
chapter. The right-most pair of images show two shapes belonging two separate
“classes” that we wish to discriminate. As the shapes are generated as spatial permeations of each other the local statistics, which we have sufficient data to reliable
extract, will be the same (top image middle column). In order to recover discriminative information larger spatial structures needs to encoded. Either by using a
less local features (blue square) or use spatial combinations of local features. In
the first case the dimensionality of the feature will explode which will require a
significantly much more training data while in the later case finding the discriminative structure leads to a combinatorial problem which will be very challenging
to approach. In this chapter, we propose a method to handle the combinatorial
problem an learn low-dimensional feature that generalises well while at the same
time being discriminative.

second contribution of the chapter is a novel method for summarising sets of local feature responses. The traditional approach of summarising an unordered set
of local features in computer vision is a Bag-of-Words descriptor (BoW). In this
chapter, we propose a different approach for summarising a set of responses into
a single descriptor. Similarly to a BoW approach we use a vocabulary to model
the feature space but rather than using quantity we use a class dependent quality
measurement of each word as a descriptor of the set. This class dependent view is
an essential part of our approach as it facilitate adaptive learning of joint features in
order to achieve a better balance between discrimination and generalisation in the
final descriptor. In specific, our method initially considers features in isolation and
then gracefully adapts features through the creation of joint structures such that
the final representation can discriminate with between the classes while keeping the
dimensionality of the feature as low as possible.
We will now proceed to relate our approach to the current literature.
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Figure 7.2: This figure illustrates the pipeline of the proposed descriptor in this chapter.
In this framework, we make use use of an already trained vocabulary and labeled local
features to train a number of local classifiers which are used to summarize the image using
qualitative information. In this work we will show that by gradually replacing the poor
local classifiers with discriminative constellation models it is possible to obtain a richer
summarization for the images.

7.2

Related Works

Vocabulary based models are very popular for image and object description and
recognition [94, 85, 53, 73]. However, these models were originally developed for text
and document processing [40, 72] where the notion of vocabulary is well-defined. For
images the notion of words and vocabularies are not as obvious and have the topic
of much work. One of the most influential works in this area is the work by Savarese
et al. [89] in which they a well-defined visual vocabulary is built by introducing
relational spatial constraints in calculation of the vocabulary. Similarly [111] have
shown that it is possible to improve the quality of the inference obtained from the
words by incorporating higher order relational information. Our method shares
the same goal as [77] which is encoding the relational information at the feature
level rather than between the different visual words. In our work we show that
collecting relational information is not required for all the words in the vocabulary
and it is possible to obtain richer descriptors by just gathering this information
for a small fraction them. The framework used in this chapter uses a series of
local classifiers based on the vocabulary to obtain qualitative information from the
features. Methods such as [109, 49] share the same goal of building category-specific
visual words with the difference that our method method builds them based on a
standard visual vocabulary rather than redefining the notion of visual word.
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To encode the relational information our work uses constellation models for
locating the most informative features around each word and uses this information
for the inferences. Constellation models and pictorial structures have played an
important role in the development of computer vision in the past decade [112, 25,
26, 27]. These models consist of a root “part” connected to a number of flexible
parts that are connected to the root feature. Due to the built-in flexibility of these
models they can adapt to the intra-class variation to form better and more robust
descriptors for the objects. The parts involved in the constellation models are
either learnt using ground truth labeling [112] learned well aligned data using strong
heuristics on their location and sizes [26]. Studies such as [17] have shown that in
the later case alignment and number of components play a more important role than
the flexibility of the parts. In this chapter, we are applying constellation models
to a less controlled scenario where the root feature corresponds to the instances of
a certain visual word. Where these instances appear is only governed by the local
structure in the image, which can be completely different in a global context. The
support features are chosen from a much larger area than compared to the size of
the root feature. This will enables us to extract rich features while still retaining a
low dimensional feature.
The pipeline of our method for describing images can be seen in Fig. 7.2. We
make use of an already trained vocabulary to train single feature local classifiers and
then gradually replace with more complex constellation models. In the experiments
section we will show that this replacement has an significant impact on the final
classification performance.
The reminder of the chapter is structured as follows: in §7.3 we describe first
our qualitative descriptor used for summarising a set of local descriptors and then
how joint features can be learned. We then proceed to experimentally evaluate the
performance of the approach in §7.4 both in terms of quantitative and qualitative
experiments. Finally §7.6 concludes the chapter.

7.3

Methodology

In this work we introduce a different approach toward the visual vocabularies. The
information is gathered by our method used for describing regions relies on finding
the most representative features for each word. The goal here is to show, by using
constellation models and joint features it is possible to increase the performance of
the vocabulary based methods without changing the vocabulary itself.
For better understanding of the methodology and showing how constellation
models are used for improving the inference, this section is divided into four subsections. We summarize, how qualitative information is gathered based on single
features from the region. This descriptor consists of a large number of local classifiers assigned to different visual words and provides a ground which enables us to
employ the constellation models. finally, we discuss the conditions in which constellation models can be beneficial for improving the performance of the proposed
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Figure 7.3: This figure shows how the differences between the features assigned to a
visual word can be highlighted by employing class specific classifiers in that region.

descriptor.

Qualitative Descriptor
The fundamental principle underpinning a bag-of-words approach is that the elements of the dictionary D capture the local structures of the image. Here the goal
is to measure the quality of these structures with respect to different target classes
in a discriminative manner and use this information to describe the image. In other
words the question being asked in this chapter is “How representative of the word
is the feature?” rather than “How often a word is seen?”. In this work we exploit
the differences between the features assigned to a certain visual word based on the
object class they have appeared on. While this difference is usually ignored by
quantitative approaches, we show how by exploiting this information it is possible
to obtain a richer summarization.
To measure the quality of the features assigned to the different visual words lets
assume that {(x1 , y1 ), ..., (xn , yn )} is a set of labeled local features extracted from an
image dataset with yi ∈ {C1 , ..., CM } and D is an already trained vocabulary with
N words. The goal here is to train class specific classifiers, fwC , for the features
assigned to the word w. These classifiers are trained by selecting the features
assigned to the word w and creating a binary labeling where features with yi = C are
assigned to the positive and others to the negative set. Each classifier is formulated
as
1 X
fwC = arg min
L(x, ȳ C ; f ) + λ|f |2 .
(7.1)
N
f
x
Here the x is chosen only from the features with l(x) = w, ȳ C represents the binary
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labeling of these features with respect to class C and L(x, ȳ C ; f ) is a given loss
function. In figure 7.3 we can see that the two features xi and xj are both labeled
as w3 have a different behavior with respect to the hyperplanes fwC31 , fwC32 and fwC33
which encode class properties in this section of the space. To estimate the quality
of a feature (the likelihood of belonging to class C while assigned to the word w),
we use the logistic function
PwC (x) =

1
.
1 + exp(−a(xT fwC ))

(7.2)

For any set of features extracted from an image we wish to build a descriptor
based on their visual word quality or certainty. Each word in D captures a certain
structure on the image. Therefore, the role of PwC (xi ) function, Eq. 7.2, is to
measure the quality the discovered structures assigned to the word w with respect
to class C. This is a one dimensional measurement corresponding to the models
confidence. To that end it is possible construct a (N, M ) dimensional descriptor
D, with N being the size of the vocabulary and M the number of classes. Each
dimension of this vector corresponds to responses associated with a certain word
(wn ) with respect to a certain class (Cm ). The question here is how one can
summarize these values into a number that can capture the qualitative properties
of features seen in the image. Here we analyze the max descriptor defined as

Dmax [i] = max PwCnm (x) : x ∈ I, l(x) = wn ,
(7.3)
which focuses on pooling the features with the most confident rather than relying
on the quantitative properties of their labeling. This can also be seen as a feature
selection problem, where the highest likelihood features are used for describing the
image.

Analysis of local classifiers
The role of fwC is to determine if the features assigned to the word w belong to class
C or not (binary classification). Is possible to construct local classifiers such that
the descriptor Dmax (Eq. 7.3) can perfectly distinguish different object classes?
To answer, we take a look at the behaviour of the obtained local classifiers in the
previous section. Each local classifier fwC can be scored by calculating its empirical
loss on the training set given by,
Lemp (fwC ) =

1 X
L(x, ȳ C ; fwC ).
N x

(7.4)

The value of the empirical loss can be used as heuristic notion for evaluating the
behaviour of the local classifiers. The classifiers with less miss-classification tend
to have a lower empirical loss than the ones with high miss-classification. In other
terms, the lower the empirical loss the more accurate the classifier fwC is in separating the data. Classifiers with high empirical loss tend to make more noisy decisions
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x̄1i
x̄2i

xi
x̄3i
x̄4i

Figure 7.4: Feature architecture defines how joint features are constructed. To create a
joint feature the spatial region surrounding each feature xi is divided into four quadrants
and each support feature is selected from one of the quadrants.

on the data which makes the resulting descriptor Dmax more noisy. In our observations a low empirical loss can happen in three different cases. For a binary classifier
fwC , the value of Lemp (fwC ) is low if one of the following conditions is met: (a) The
word w has very distinctive properties for class C which is resulting in a strong
classifier, (b) The word w is only frequent on the positive data or (c) it is only
frequent on the negative data. The main remaining type of words are the ones that
are frequent on both positive and negative regions but the feature is not distinctive
enough for construction of a strong classifier. To improve the quality of the local
classifiers not much can be done for the ones with low empirical loss, since they are
either very strong or we lack sufficient data for training. We now focus on how a
constellation model can be used for improving the accuracy of the classifiers with
high empirical loss.

Joint Features
As mentioned, a property of features assigned to a word, w with high empirical
loss is that it is frequent on both positive and negative regions and therefore is not
discriminative. Since all the instances of w from the positive set share the property
that they have appeared on the same object class it is possible to couple instances
of w with more distinctive features of that object class to build a richer joint feature
and use that in the summarization Dmax (Eq. 7.3). In this work we will treat the
joint features as constellation models.
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Let’s assume that {(xi , ȳiC )}N
i=1 are the features assigned to w, which has a high
empirical loss with respect to class C. Here the goal is to find a series of local features x̄1i , . . . , x̄ni in the support region of each xi such that the concatenated vectors
{([xi , x̄1i , . . . , x̄ni ], ȳiC )}N
i=1 are linearly separable according to the binary labeling.
To formulate this selection let
Fxi = {[xi , x̄1i , . . . , x̄ni ] : x̄ji ∈ Nδ (xi )},

(7.5)

be the set of all possible joint features centered at xi where n features are chosen
from a spatial neighborhood with size δ of the feature xi on the image. This set will
be referred as the feature cloud of xi . In this work the features in the neighbouring
of xi is partitioned into four quadrants and each of the four support features is
selected from a different quadrant. The visualization of this structure can be seen
in Fig. 7.4. For a given linear decision boundary β we define the function,
Φ(Fxi , β) = arg max {φT β}.
φ∈Fxi

(7.6)

The role of this function is to select a joint feature within the feature cloud Fxi ,
which best represents the decision boundary β. Using this definition each decision
boundary imposes a different feature selection and changes the original classification
problem into {(Φ(Fxi , β), ȳiC )}N
i=1 . With this change the feature selection problem
is reduced to finding the decision boundary β such that its corresponding joint
features are linearly separable with respect the binary labeling. As it can be seen
in this formulation the data changes with the changes of β. While this makes the
problem non-convex but gradually updating β using Alg. 7.1 will always increases
the performance on the training set. It is easily noticed that the feature vectors
obtained using Eq. 7.6 given a decision boundary β, will not necessarily have β
as their optimal decision boundary. Here the role of the optimization is to find
a decision boundary that its corresponding data (Eq. 7.6) reproduces the same
decision boundary. In this work we are solving this optimization problem as a
two step gradient descend approach. This process is shown in Alg. 7.1, where
β is initialized as a ones vector which corresponds to making a feature selection
from which every dimension of the composite feature is treated equally. In this
algorithm the convergence of β is controlled by the learning rates η(k1 ,k2 ) which are
set experimentally.

7.4

Experiment Setting and Results

The experimental focus of this chapter is on two aspects of the proposed method.
First, we show how the summarization presented in §7.3 performs against the standard BoW model and how the choice of the loss function affects the quality of
the summarization. Second, we evaluate how the quality of the summarization
is improved when composite feature selection is employed. The experiments are
conducted on the MSRCv2 dataset [108]. Although this dataset is relatively small
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Algorithm 7.1 Feature Selection
N

Input: C = {(Fxi , yi )}n=1
Output: Decision boundary β
1: Select initial β
2: for k1 ← 1 to niter1 do
3:
x̄i ← Φ(Fxi , β) , ∀i ; (Eq. 7.6)
4:
for k2 ← 1 to niter2 do
5:
η(k1 ,k2 ) ← Learning rate of this stage
P
6:
∇f (β) ← N1 x ∇L(x̄i , y¯i ; β) + λ∇|β|2
7:
β ← β − η(k1 ,k2 ) ∇f (β)
8:
end for
9: end for
10: return β
Measuring the effect of composite features
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Figure 7.5: (Left) This plot shows how gradually replacing the local classifiers with joint
classifiers in the summarization Dmax improves the over all performance of the descriptor
in all vocabulary sizes. Here α represent the fraction of the classifiers that are replaced
by constellation models. (Right) To show the effect of discriminative feature selection
this figure compares the performance of Dmax with α = 0.2 with vocabularies built with
spatially larger SIFT features. It is clear to see how discriminative feature selection is
outperforming larger SIFT features that cover the support region of the constellation
models.

compared to other datasets, it is considered as a challenging and difficult dataset
due to its high intra-class variation. The main focus of the experiments is to show
how by incorporating features that gracefully adapt to intra class variations by
adding joint features, it is possible to provide better description of the image regions while still avoiding an explosion in dimensionality thus running the risk of
over fitting. In this work we have followed the experiments setup used in [111, 77]
TRITA-CSC-A 2014:08 • ISSN-1653-5723 • ISRN-KTH/CSC/A–14/08-SE • ISBN 978-91-7595-139-3

Cow Model

Face Model

Car Model

Bike Model

Figure 7.6: (Best viewed in digital format) The feature selection is optimized for
each object class separately and the score represents how good the located features fit the
model. In this figure a word w (green patch) is selected which was a candidate for joint
feature selection in all object classes. Each column visualises the feature selection
(white patches) done for a different object class. Based on the score of the feature
selection it can be seen how sensitive the method is to the features that exist on the object
class.

in which nine of fifteen classes are chosen ({cow, airplanes, faces, cars, bikes, books,
signs, sheep, chairs}) with each class containing 30 images. The focus of these experiments is to summarize the whole image into one vector and predict the class
labeling of the images based on this vector. For each experiment, the images of
each class were randomly divided into 15 training and 15 testing images and no
background was removed from the images. The random sampling of training and
testing images were repeated 5 times to eliminate the train and test partitioning
and in all experiments SIFT features are densely sampled at every 5 pixels from
multiple scales. In this work we will show how by employing a class dependent
summarization and feature selection it is possible to recover a robust description
for such a small and challenging dataset.
The visual vocabulary plays an important role in our method and compares
our approach with previously published methods. The main difference between
this method and other vocabulary based methods is how the vocabulary is used to
summarize the image. To compare the performance of bag-of-words histogram with
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Figure 7.7: (Best viewed in digital format) This figure shows how the feature selection
is consistent across each object class. In this figure the same word as Fig. 7.6 is selected
on different instances of each object class and it can be seen there is a large consistency
in feature selection done for each class. It should be mentioned consistency in feature
selection does not necessarily imply that the root should also lay in a globally similar
context. Since a visual word can appear on many different global structures, it is the role
of the optimizer to select support features that are discriminative and is shared between
these global structures.

the proposed descriptor, visual vocabularies with different sizes {50, 100, 200, 300,
400, 500, 1000, 1500, 2000} were computed over the training subset using standard
k-means algorithm. The same vocabulary was shared between all methods.
To efficiently search for joint features, we rely on a predefined search structure.
This structure can be seen as the "feature architecture" as it defines how composite
features are constructed. While there are many different ways to define this architecture, we focus on a simple constellation model with four support features. For
a root feature xi its neighbouring features are partitioned into four quadrants and
each of the support features is selected from a different quadrant. While the size
of each single feature is 16 × 16 pixels the neighbourhood size of the constellation
δ, is chosen to be 60 pixels. A visualization of this architecture can be seen in Fig.
7.4. Even though we are only presenting the results with four support features, we
would like to note that our framework will work with any architectures.
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Experiments on MSRCv2 [108]
In this section, we wish to experimentally demonstrate how replacing a small fraction of the classifiers of the base descriptor with more sophisticated classifiers, will
effect the over all quality of the descriptor. As the proof of concept, we have
conducted the experiments on the MSRCv2 dataset [108]. Although this dataset
is relatively small compared to other datasets, it is considered as a challenging
and difficult dataset. Further, due to the small number of images in this dataset
high-dimensional summarizations easily over-fit to the training set and loose their
performance. To conclude the experiments, we compare the performance of our
method with already published methods that are based on similar local features.
This means that works such as [92] that use the color information for describing
images are not considered as a relevant benchmark. Although color is a very strong
information cue on this dataset, it is not captured by the SIFT features [61].
In this work we have followed the experimental setup used in [111, 77, 63]. In
this setup, nine out of fifteen classes are chosen ({cow, airplanes, faces, cars, bikes,
books, signs, sheep, chairs}) with each class containing 30 images. The focus of
these experiments is to summarize the whole image into one vector and predict
the category labeling of the images based on this vector. For each experiment,
the images of each category were randomly divided into 15 training and 15 testing
images and no background was removed from the images. The random sampling
of training and testing images were repeated 5 times to eliminate the train and
test partitioning effects. In all experiments SIFT features [103, 61] were densely
sampled at every 5 pixels from multiple image scales with scale step 1.3. Visual
vocabularies with different sizes {50, 100, 200, 300, 400, 500, 1000, 1500, 2000}
were computed over the SIFT features obtained from the training subset using a
standard k-means algorithm. In all experiments we use the LibLinear [22] package
to train the linear classifiers over the D descriptors.
Fig. 7.5(Left) shows how gradually replacing the local classifiers with joint
classifiers effects the overall quality of the descriptor. In this experiment, α is the
fraction of the local classifier that are replaced by joint feature classifiers. For all
vocabularies, we gradually increase the value of α from 0.0 to 0.20. To do so, we
initially sort the classifiers of each class based on the discussions in §7.3 and replace the ones with highest empirical loss. As it can be seen in Fig. 7.5(Left),
only with 5% of the classifiers replaced, we observe a boost in the quality of the
descriptor regardless of the size of vocabulary. Here, this improvement is not obtained by completely changing the method but by keeping what was considered
to be informative and replacing the parts that didn’t contribute to the quality. It
should also be noticed that that as we increase the percentage of the joint classifiers
in the classifier pool, the discriminative power of the descriptor increases. This is
specially interesting because the performance of the different vocabularies becomes
more similar with increase of α. This behaviour can be motivated using the discussions of §7.3. Since with introduction of joint classifiers the descriptor gets closer
to the ideal descriptor, the images tend to get closer to perfect linear separability,
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Method
2nd order spatial [111]
10th order spatial [111]
QPC [77]
LPC [77]
BOW Linear
BOW RBF
Dmax - HL
Dmax - SEL
Dmax - (α = 0.10)

Acc %
78.3 ± 2.6%
80.4 ± 2.5%
81.8 ± 3.4%
83.9 ± 2.9%
78.0 ± 5.0%
83.2 ± 4.0%
86.0 ± 4.0%
88.3 ± 3.6%
90.0 ± 3.2%

Table 7.1: Comparison between the classification rates obtained by the proposed method
and the previously published methods on MSRCv2 dataset.

independent of the size of the vocabulary. Figure 7.5(Right), shows that this effect
is not achieved by simply building the based descriptor on larger patches. Finally,
the performance of this method compared with previously published methods is
presented in table 7.1.

Visualization of Constellation Features
Local features such as SIFT, capture very local edge configurations and textural
information of the image. While the information captured by these local features
is in no sense related to class semantics, the aim of this experiment is to show how
class semantic information can be encoded within the joint local features. With
each constellation model imposing a different feature selection on the image, the
expectation is to see that the feature selection best fits the class it is optimized for.
The quality of these feature selections is measured according to the discussions in
§7.3. To continue the discussions we randomly select a word w from a vocabulary
of size 500 from the words that has been a candidate for joint feature selection in
several classes. The green patch shown in Fig. 7.6 represent the instance of this
word found on different object classes. As it can be seen in none of the classes this
patch contains very discriminative information. The white patches on each image
are the support features found on the image according to the architecture shown in
Fig. 7.4. Here each column represents the feature selection imposed by each object
model and it can be seen how the relative score changes from the object class they
were trained on, to the other object classes. For example in the first column the
feature selection is done based on the constellation learnt over the cow class and it
can be seen how the other classes are not well represented by this feature selection.
The reason for this large difference in the scores is the fact that even though the best
candidate is selected from negative regions, it fails to provide the proper textural,
edge configuration and the composition that exists on the positive object class.
Another important property of the feature selection which should be noticed is how
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consistent is their selection across their native object class. To show this Fig. 7.7
shows the feature selection on the different instances of the object using the same
previously selected visual word. It is interesting to notice that the method shows
a large consistency in selection of the local features while the over all configuration
can lay in a completely different context. This behaviour is expected since there is
no control on where a visual word appears on the object and it is interesting to see
how the optimization process described in §7.3 finds local features that are shared
and are stable across this contextual variation.

7.5

Discussion

The presented experiments are carried on in a controlled manner, on a rather small
dataset compared to datasets such as CALTECH or VOC. These experiments enable
us to isolate the evaluation of how more sophisticated measurements effect the over
all performance. On larger datasets due to the larger variation and unbalanced
data, obtaining robust local measurements becomes significantly more challenging.
Also in such datasets, simple SIFT features might not be robust enough for building
such measurements and this directly translates to the joint features built upon them.
This framework does not put any assumptions on the type of the local feature and is
guaranteed to work if such robust measurements are available. The main direction
of the future works of this chapter is to verify how robust local structures and
measurements can be found on larger datasets. One possible approach is to use
the measurements of this method as an intermediate step for automatic obtaining
of more robust structures on object categories (combinations of joint features) and
use them as base in a hierarchy of measurements. To our knowledge, Poselets [6]
are the only available local measurements on large datasets and are trained using
very restrict user annotation.

7.6

Conclusion

In this chapter, we proposed a method capable of extracting flexible, class dependant local joint features. These features capture both the intra-class and discriminative variations while still being low-dimensional making them applicable to
setting when training data is scarce. Our approach makes use of the “quality” of a
local feature when describing an image. This not only provides a better summarization of the images but also allows for automatically learning joint features. We have
shown that the propsed method is capable of using a much smaller vocabulary while
still retaining discriminative information with respect to object classes compared
to traditional BoW methods. The proposed method significantly outperforms the
base line algorithms.
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Chapter 8

Topics on Qualitative Vocabulary
Based Descriptor
8.1

Introduction

In this chapter, we focus on difference aspects of the Qualitative Vocabulary Based
Descriptor (QVBD), introduced in chapter 4. The aim of this chapter is to analyze
this method and provide both theoretical and analytical evidence for the strength
and the weaknesses of this method when facing different problems. The role of these
discussions is to understand where the method stands and verify what is required
for improving its performance.

8.2

Ideal Descriptor

For a dataset containing N categories and a given visual vocabulary V, the QVBD
framework trains N × |V| classifiers, to measure the properties of local features.
To train the classifier corresponding to category n and word w ∈ V, the local
features assigned to the word w are collected from all the training images and
labeled accordingly (Positive if they belong to category n and negative otherwise).
n
Let {(xi , lin )}M
i=1 be the set of these local features, with li ∈ {1, −1} being the
binary labeling according to category n. The linear classifier fwn is trained over
these features and is defined as
1 X T
fwn = arg min{
|xi f − lin |2 + λ|f |2 }.
(8.1)
M x
f
i

The role of fwn is to measure the quality of the local features assigned to the word
w with respect to category n. To that end, it is possible to construct a descriptor
D ∈ RN ×|D| for each image, where each element of this descriptor is associated
with a classifier fwn and its value is determined by max-pooling over response of
this classifier over the local features assigned to the word w in this image. More
83

formally this descriptor is defined as
D[n, w] = M(I, n, w),

(8.2)

M(I, n, w) = max {L(fnw (x)) : x ∈ I, l(x) = w} .

(8.3)

where,
Here l(x) is the index of the visual word that the feature x is assigned to and
L(·) is the logistic function. This summarization can be seen as a feature selection
technique, where the features with highest likelihood are used for describing the
image.
This descriptor has an ideal form in which all categories become linearly separable. To discuss this form, lets assume that we are facing a simplified problem with
N categories and a vocabulary containing only one word (|V| = 1). Having this
setting, if we assume that the classifiers f n are ideal (which means for an image I
belonging to the category n, M(I, n) = 1 and ∀m 6= n : M(I, m) = 0) then it can
be easily verified that the descriptor V can perfectly separate the categories using
linear classifiers. While training such classifiers is not possible, knowing about this
theoretical form gives us a direction for improving already available descriptors.
Now, lets assume that the classifiers f n are not ideal (∀I, n : M(I, n) ∈ [0, 1]).
For category n, we wish to replace f n with a classifier f n 0 such that the resulting
descriptor becomes, on average closer to the ideal descriptor. It should be mentioned that the closer we get to the ideal descriptor the more linearly separable the
object categories will become. To achieve this goal, the f n 0 should be constructed
with the property that for the positive samples P,
1 X
1 X 0
M(I, n) <
M (I, n) < 1
|P|
|P|
I∈P

(8.4)

I∈P

and for the negative samples N,
0<

1 X
1 X 0
M (I, n) <
M(I, n).
|N|
|N|
I∈N

(8.5)

I∈N

Here, M0 (I, n) is defined as Eq. 8.3 but uses f n 0 instead of f n when evaluating the
local feature with respect to category n. Unfortunately finding the classifier f n 0
that satisfies these inequalities is hard and requires that this problem to be viewed
as a complex latent variable model [47, 110]. It can be argued that this problem
can be approximated by simply picking a classifier f n 0 which has a lower empirical
loss than the original f n .
So far, we have shown that it is theoretically possible to replace one of the
classifiers within the classifier pool and result in a closer descriptor to the ideal
descriptor. Going to the large problem with N categories and arbitrary vocabulary
size. We wish to select only a few classifiers and replace them with more accurate
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classifiers. The local classifiers fwn can be scored based on their empirical loss,
calculated on the training or the validation set, given by
Lemp (fwn ) =

1 X
L(x, ȳ C ; fwn ).
N x

(8.6)

The value of the empirical loss is a heuristic measurement for evaluating the behaviour of the local classifiers. The classifiers with less miss-classification tend to
have a lower empirical, compared to the ones with high miss-classification. Classifiers with high empirical loss tend to make more noisy decisions on the data which
makes the resulting descriptor D less accurate. For a binary classifier fwn , the value
of Lemp (fwn ) is low if one of the following conditions is met: (a) The word w has
very distinctive properties for class n which is resulting in a strong classifier, (b)
The word w is only frequent on the positive data or (c) it is only frequent on the
negative data. The main remaining type of words are the ones that are frequent
on both positive and negative regions but the feature is not distinctive enough for
construction of a strong classifier. To improve the quality of the local classifiers
not much can be done for the ones with low empirical loss, since they are either
discriminate the categories properly or we lack sufficient data for training.
We have shown that it is possible to improve the quality of a given descriptor
by replacing the high-loss classifiers. The question that remains the be answered
is, “How can we obtain the replacement classifiers?”. A fair answer to this question
is that finding these classifiers is task dependant and can be very challenging. The
discussions made of chapter 7, shows an example how providing more accurate local
feature classifiers it is possible to obtain a higher quality descriptor. Unfortunately,
as our discussions in the second part of the thesis will show finding such local
classifiers is very challenging.

8.3

Normalization

As shown in chapters 4 and 5, the response of the local classifiers used in the QVBD
framework is normalized via the logistic function given as
L(x, a) =

1
.
1 + e−ax

(8.7)

With this transformation the response of the local classifiers is mapped into the
interval [0, 1]. This imposes an upper and a lower bound on the responses. Here,
the lower the response of the classifier, the closer is its normalized value to zero.
This normalization is used to help us deal with the case that a certain visual word
does not appear in the image. Depending on the data, how visual words appear
on each object differs from instance to instance. There are rarely cases where an
object contains all possible visual words. In our descriptor, there is a place for every
word and how this place is filled when the word is not present plays an important
role in the consistency of the descriptor. We wish for this value to both reflect
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the fact that this visual word is not present and be chosen in a way that it does
not interfere with the responses obtained from other classifiers. A good example of
such interference is assigning a large negative value as the response for a word that
does not appear in the image. Under this condition, we can consider a scenario in
which a certain word is available in all positive samples during the training stage.
Here, lack of this visual word in a test image will immediately force the image to be
classified as negative, regardless of other responses collected from the other words.
To address this problem, we can take either of the following approaches :
• By normalizing the responses using the logistic function (Eq. 8.7), we can
assign the lower bound, zero, as the response of visual words that do not
appear on the object. This way, lack of this visual word does not critically
affect the decision made for this object. Another advantage of such selection
is the fact that the parameter a can be used for controlling the sparsity of the
descriptor.
• Another solution to this problem is simply finding a replacement for the missing visual word so that for each object we have at least one feature assigned
to each visual word. This replacement can be chosen as the closest feature
to the missing visual word on the object (This feature is already assigned to
another word). This way it is possible to obtain a measurement for this visual
word. The responses obtained by this strategy can still be mapped using the
logistic function to obtain a more sparse descriptor.
Our experiments have shown that both these approaches can produce consistent
descriptors and produce a comparable performance on different datasets and the
winning strategy usually depends on the characteristics of the dataset. Meanwhile
neglecting these values in the descriptor can highly affect the consistency and the
quality of the final descriptor.

8.4

Descriptor Dimensionality

In our framework, the size of the descriptor is the function of the number of categories and the size of the vocabulary. As a consequence, the dimensionality of the
descriptor can grow very large with small increase of either of these values. While,
each dimension of this descriptor corresponds to a different measurement from the
image, the question that should be asked is whether or not all these measurements
are required for obtaining a descriptor with acceptable quality [78]. Unfortunately,
answering this question can be tricky, since to answer this question we need a
heuristic procedure for selecting a subset of the local classifiers. Here, we demonstrate this by considering three different heuristic procedures. For each procedure
we, assign an importance or confidence value to each of the local classifiers and
sort them based on this value. With this sorted list, it is possible to gradually
increase the size of the classifier pool (from most confident to least confident) to see
TRITA-CSC-A 2014:08 • ISSN-1653-5723 • ISRN-KTH/CSC/A–14/08-SE • ISBN 978-91-7595-139-3

Feature Selection with Vocabulary size 1000
0.85

0.8

Accuracy

0.75

0.7

0.65
01 Loss
Average Precision
SVM Weights
0

0.1

0.2

0.3

0.4
0.5
0.6
0.7
Descriptor Dimension ( x × 15000 )

0.8

0.9

1

Figure 8.1: This figure shows how employing different sorting procedures can affect the quality of the descriptor. Here, we compare three different procedures for
sorting the local classifiers that form the QVBD descriptor. After sorting the measurements, we select a percentage of the top measurements to form the descriptor
and its accuracy. As it can be seen in this figure, the sorting provided by the SVM
weights results in the most effective feature selection.

what percentage of classifiers are required for obtaining an acceptable performance.
Here, we have considered 01-loss, Average Precision and SVM weight as heuristic
measures for assigning confidence to the local classifiers.

• 01-Loss: Similar to the previous section we assume at a training set of labeled
images D = {(I1 , l1 ), . . . , (IM , lM )} with lm ∈ {−1, +1} and a pool of n
classifiers {f1 , . . . , fN } are available. We also assume that M(I, n) is defined
as in section 8.2. For each classifier, we calculate the 01-loss of the nth local
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classifier classifier as :
L(D, fn ) =

M
1 X
δ(sgn(M(Im , n) − 0.5) == lm ).
M m=1

(8.8)

Using this measure the confidence of the local classifier is calculated as how
often it correctly predicts the label of the local features associated with it.
Without loss of generality, we assume that lm labels are binary labels and
the local classifier confidence measures are calculated independently for each
category.
• Average Precision: Similarly it is possible to calculate the average precision of each local classifier based on the values obtained from M(Im , n) with
respect to the labels lm . Here, the average precision is calculate according to
the VOC challenge [20].
• SVM Weight: For this procedure, we assume that xm is the n-dimensional
descriptor corresponding image In , with its nth dimension given by
x(n)
m = M(Im , n).

(8.9)

To this end, it is possible to train a linear SVM classifier for separating the
descriptors xm with respect to the binary labeling lm . The SVM classifier,
assigns a weight wn to each dimension of the descriptor. Usually the larger
the magnitude of this weight (|wn |), the higher is the contribution of the
response of the corresponding classifier in the decision made for the image.
This measure can be used for sorting the local classifiers.
The results of this experiment can be seen in Fig. 8.1. This experiment is
conducted on the 15 Scenes dataset [53] using a vocabulary with 1000 words. In
this experiment, we initially sort the local classifiers using one of the three heuristic
measurements and compose the initial pool of the classifiers by selecting the top 5%
of the local classifiers (most confident). To measure the performance with respect
to this pool, we simply compose the QVBD based on the responses collected from
the classifiers within the pool on both the training and the testing sets and measure
the accuracy of these descriptors. It should be mentioned that the classifier pool
can be different for different object categories. To continue the experiment, at
each step we increase the size of the pool by adding more high confident classifiers
(chosen from the remaining of the classifiers). As it can be seen in Fig. 8.1, how we
define what is a high confident local classifier has a significant effect on the quality
of the final descriptor. Here, it is clear that the SVM weights provide us with a far
more efficient strategy in selecting the local classifiers, where the descriptor built
using only 20% of the local classifiers has the quality comparable to using all the
local classifiers. For other strategies, we require at least 60% of the classifiers to
produces such a descriptor. The main difference between these selection methods is
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that, while the 01-loss and the average precision focus on what is representative for
an object category, SVM weight focuses on a discriminative selection of the local
classifiers.

8.5

Discussion

In this chapter, we argued about several important properties of our model in describing objects and images. These properties allow us to better understand the
method and give us ways to improve the quality of the descriptor. We argued about
the properties of a replacement classifier and how it should be designed to have a
positive impact on the over all classification problem. We also argued about how
each dimension of QVBD is normalized independently. This normalization allows us
to freely add, remove or replace the classifiers that are used to compose the descriptor. Finally, we argued about heuristic measures for finding the most informative
local classifiers and forming the QVBD with a significantly lower dimensionality
while retaining the quality.
Our aim is to find replacement classifiers to improve the quality of the QVBD
and obtain a better classification rate. To achieve this, we first need to find local
classifiers which are more accurate and we need to normalize the response of these
classifiers to fit the already existing classifiers. Finally, to improve the quality
we keep the classifiers that have a high confidence and replace the ones with lower
confidence. The second part of this thesis is dedicated to developing a framework for
building better local classifiers by combining local features into a more informative
joint feature.
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Part II

Joint Feature Selection
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Chapter 9

Joint Features (1)
9.1

Introduction

The first part of this thesis was dedicated to summarizing images via a series of
local classifiers. As we argued, not all of these classifiers are informative and only
a small fraction of them are needed for composing a descriptor with acceptable
quality. To continue the discussion, in the second part we ask the question “How
can we, robustly, increase the quality of the descriptor?”. While this topic was
briefly covered in chapter 7, in this part we break down the problem into several
well-defined subproblems and analyze each subproblem independently. The aim
of this part is to develop a robust framework for improving the quality of the
descriptor.
The key idea behind improving the quality of QVBD, defined in chapter 7, is to
replace some of the local classifiers with more accurate local classifiers. Our experiments show that developing a robust framework for finding such local classifiers
can be very challenging. While one can devise many different methods for finding
these classifiers, we formulate the problem as joint feature selection problem. One
advantage of this formulation is that we can still exploit the local features that are
used by QVBD and look for the better classifiers in the space of joint features.
A joint feature is usually composed of two or several local features. The space
of these features is in fact a combinatorial space and the number of the joint features that are extracted from each image depend on the number of local features
that are used for constructing the joint features. Depending on the parameters of
the problem, it might not be feasible to extract all possible joint features, due to
computational and storage limitations. As we discussed in chapter 7, in this thesis
we are interested in working directly with the joint feature space. To do so, we
require to develop methods that can extract the underlying patterns of this space
without the need for producing all possible joint features of the training set.
Different pattern recognition methods [3] such as K-means or Gaussian Mixture
Models (GMM) for clustering or Support Vector Machines (SVM) for discriminative
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analysis, assume that all training samples are available at the training stage and the
aim of these methods is to determine the value of a series of latent variable given
this data. Depending on the method, these latent variables correspond to different
properties of the data. While for K-means or GMM, they correspond to cluster
centers and distributions of the data, for the SVM model they correspond to a
decision boundary that divides the data based on an available ground truth labeling.
For most such methods, these variables are updated iteratively by examining the
data several times. In this thesis, our aim is to develop a method that considers
the joint feature selection as a latent variable that can be determined during the
optimization process.

9.2

Joint Features as Latent Variables

As discussed in chapter 7, we follow the structure of deformable part models (DPM)
[25] for constructing the joint features. In our formulation every local feature can
potentially be the root of a joint feature by picking several features from its spatial
neighborhood. Since we don’t have a prior knowledge of which local features in
this neighborhood can produce the most discriminative joint feature, we associate
a set of potential joint features to each individual root. A latent variable is then
used to determine which joint feature is picked from this set. We will discuss the
properties of this latent variable and how it is set during the optimization process,
in chapters 10 and 11.
To generalize this notion, lets assume that our goal is to build a joint feature
composed of n parts around a local feature x in an image. This joint feature can
be seen as a template with n blank positions that we wish to somehow fill with
the local features surrounding x. Let Sxi be the set of local features that can be
used to fill the ith position of the template. Here, we assume that Si ’s are disjoint.
Clearly,Qthe number Q
of possible ways we can build a joint features with x as the
n
n
root is i=1 |Sxi | (or i=2 |Sxi | if we assume that the first position is only filled by
1
x and |Sx | = 1). To this end, the set of all possible joint features that can be build
for x is given by Sx = Sx1 × · · · × Sxn and each joint feature can be identified via
a n-tuple pointing to the local features that are used for its construction. In this
context, we will refer to the set Sx as the feature cloud of local feature x. The
methods discussed in this thesis simply assume that |Sx | > 1 and do not assume
any particular structure for this set. Having |Sx | > 1 simply means, means that we
have more than one way of building a joint feature and our aim is to develop an
optimization method that locates the best joint feature based on the task in hand.
The set Sx is usually produced by a systematic process and due to this, its
elements can have very little similarity to and are uncorrelated with each other.
Due to this, each local feature is be associated with several distinct joint features
with the information collected from its spatial neighborhood and the question we
are trying to answer is “Which joint feature in this set is the most informative joint
feature to be used for the task?”. Selection of this joint feature usually depends on
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Figure 9.1: On the left two four joint features coming from the feature clouds Su1 and Su¯1
are demonstrated. Here the green patches together with the patches around them form
the clouds. It can be seen that low visual similarity can be seen between pairs [P1 , P2 ]
(coming from the first image) and [P3 , P4 ] (coming from the second image), while large
similarity can be seen between pairs [P1 , P3 ] (blue features) and [P2 , P4 ] (red features).
This similarity reveals that the joint features within each cloud are produced by different
distributions. This idea was used to produce the synthetic data (right) to simulate the
joint feature space. Here each cloud consists points coming from different distributions.
what is going on in a more global sense. This simply means for a set of local features
x1 , . . . , xm , our goal is to find a joint feature that exists in all Sx1 , . . . , Sxm that has
certain properties. In our words, our goal is to fix the latent variable corresponding
to each local feature in a way that the resulting joint features become similar to
each other. Fig. 9.1 (left), shows how the joint features can be selected to increase
the similarity between the two samples.

9.3

Visualization

Due to the properties of this problem, visualization of how the joint feature selection
changes through out the optimization process can be very challenging. Meanwhile,
being able to visualize this process, can be very beneficial for understanding the
methodology.
In order to comprehend the process, initially we investigate the contents of Su
with more details. Figure 9.1 (left) demonstrates how the contents of each feature
cloud consists of points coming from different distributions. This is because, what
groups the joint features within a cloud is their relative location in the image
(topological relation) rather than their appearance (geometrical relation). The
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main goal of the algorithms discussed in this thesis is to locate the center of these
distributions. To simulate the clouds, the synthetic data is build by considering
several sets with their elements randomly sampled from several two dimensional
Gaussian distributions. This way each set contains samples from all or several of
the distributions. Figure 9.1 (right) is a visualization of this in a two dimensional
space. This figure shows how the elements of each set are scattered in the feature
space. In this figure each cloud is a small subset of all points and its elements have
no geometrical relation with each other.
In short this synthetic data was chosen since it preserves several important
properties of feature clouds :
• Points in each set are not related in a geometrical sense and are scattered in
the joint feature space.
• These points are sampled from different distributions.
• One set alone does not contain sufficient data for finding the underlying distributions of the points in the joint feature space.
• The underlying distributions are only visible when a number of these sets are
put together.

9.4

Discussion

As we discussed in §9.2, for the optimization process we simply assume that |Sx | >
1. While this elements of this set contain all possible joint features that have
the local feature x as their root, the optimization process simply assumes that
this set contains all different representations associated with the feature x. In the
generalization of our framework, there is no requirement for these representation
to be joint features and simply having multiple representations per each samples is
sufficient for our framework to work.
To develop our optimization method, we focus on a slightly different problem which has the same characteristics of our joint feature selection problem but
provides us with an easy to comprehend dataset and tools for benchmarking our
method. Chapters 10 and 11 are dedicated to developing this method and in chapter
12 we discuss how our findings are compatible with the joint feature problem.
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Chapter 10

A topological framework for training
Latent Variable Models
We discuss the properties of a class of latent variable models that assumes each
labeled sample is associated with a set of different features, with no prior knowledge
of which feature is the most relevant feature to be used. Deformable-Part Models
(DPM) can be seen as good examples of such models. These models are usually
considered to be expensive to train and very sensitive to the initialization. In
this chapter, we focus on the learning of such models by introducing a topological
framework and show how it is possible to both reduce the learning complexity and
produce more robust decision boundaries. To experimentally evaluate our method
and compare with previously published frameworks, we focus on the problem of
image classification with object localization. In this problem, the correct location
of the objects is unknown, during both training and testing stages, and is considered
as a latent variable.

10.1

Introduction

Latent variable models are well-known for their strength in automatically adapting
to variations of the data. In this chapter, we focus on a specific class of latent
variable models for discriminative learning. These models assume that a set of
feature vectors is associated with each labeled sample and the role of the latent
variable is to select one feature vector from this set, to be used in the calculations.
In both training and testing stages, these models assume that no prior knowledge
is provided about which features are to be used. Deformable Part Models (DPM)
[25, 26] can be seen as a good example of these models. With the aid of Latent SVM
framework, DPM provides a level of freedom for samples, in terms of relocatable
structures, to adapt to the intra-class variation. As the result of this flexibility,
the appearance of the samples becomes more unified and the training framework
can learn a more robust classifier over the training samples. A good practice of
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Figure 10.1: This figure shows how the localization is done in our framework.
Since the location of the object is not known, the blue box corresponds to the
initial location of the object. During the training, the model allows the position of
this box to change in order to find a better correspondence between the positive
samples. The red bounding box is the location that corresponds to the object after
the training.

the model discussed in [25] can be found within the DPM framework. In their
work, the method does not assume the ground truth bounding boxes are perfectly
aligned and leaves it to the model to relocate the bounding boxes and find a better
alignment between the samples. The location of this alignment is regarded as
a latent variable. In a more complex example [110, 47], the task is to train an
object detector without having prior knowledge of the location of the objects and
considering it as a latent variable. In their work, it is left to the learning framework
to both locate the objects in the training images and learn the detector. Looking
at the solutions provided for these examples, we can see that they are either guided
by a high level of supervision, such as considering the alignment to be close to the
user annotation [26, 2], or guided by the bias of the dataset, such as considering
the initial location to be in the center of the image in a dataset where most of the
objects are already located close to the center of the images [110, 47]. In general,
such weakly supervised learning problems are considered to be among the hardest
problems in computer vision and to our knowledge no successful solution has been
proposed for them. This is because, with no prior knowledge of how an object looks
like and acknowledging the fact that different image descriptors such as HOG [12]
and SIFT [61] are not accurate enough, finding the perfect correspondence between
the images becomes a very challenging and computationally expensive problem.
In this chapter, we propose a topological framework for the training of such
latent variable models and address the problems of learning complexity and supervision in these models. In our framework, a sequence of sets of feature vectors is
used to find an optimal decision boundary (Explained in §10.2). As we will discuss,
these sets play an important role in our framework. While their size will directly
relate to the computational complexity of the method, their content will determine
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to which solution the method will converge. We will argue that the strategy that
is used for populating these sets plays a key role in the quality of the resulting
decision boundary. Finally, to experimentally evaluate our method, we look at the
problem of object classification with latent localization. This setup will provide us
with an easy to evaluate framework which is very challenging to solve. Fig. 10.1,
shows examples of this problem. In each image the blue box is the location that is
initially considered to be the location of the object and the red box is the location
found after the training is finished.
We organize this chapter as following : In §10.2, we provide a proper definition
of the problem and in §10.3, §10.4 and §10.5, we describe different strategies for
solving this problem. In §10.7, we experimentally evaluate these strategies and
discuss the initialization problem. Finally, §10.8 concludes the chapter.

10.2

Problem Definition

To formulate the problem, we assume that a dataset of labeled images D = {(xn , yn )}N
n=1
is provided, with xn being the image and yn ∈ {−1, 1} being the binary label associated with it. For each image, there is a latent variable hn ∈ Z(xn ) which localizes
a fixed size bounding box. The content of this bounding box is encoded by the
feature vector Φ(xn , hn ) ∈ Rd . In this problem, the task of the learning algorithm
is to classify the images xn according to the labeling yi , while correctly localizing
the object. If the accurate value of hn is known for the training examples, then
the problem becomes a standard detector training problem. However, with the assumption that this value is unknown, the training task becomes significantly more
challenging. This is due to the fact that wrong fixation of this value can lead to
training of inefficient models. The Latent SVM model (LSVM) [25] addresses this
problem by minimizing the objective function
LD (w) =
where

N
X
1
||w||2 + C
max(0, 1 − yn fw (xn )),
2
n=1

fw (xn ) = max wT Φ(xn , z).
z∈Z(xn )

(10.1)

(10.2)

This optimization is usually done by iterating between fixing the latent variables
based on computed w and optimizing the model parameters w over the fixed problem. These iterations usually start by an initial fixation of the latent variables.
Looking at the problem of image classification with latent localization, our goal
is to locate a feature vector that exists in all positive images and does not in
negative images. Knowing about this feature vector allows us to localize the object
(Localization) and score the image based on this localization (Classification). Since
we do not have a prior knowledge of this feature vector in the training set, the
training algorithm tries different fixations of latent variables until it converges to
a proper solution with respect to the labeling of the images. In this chapter, we
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look at this problem from a topological point of view [113, 74] and discuss the
advantages of such perspective. Here, each image can be seen as a set of features,
given by
Cn = {Φ(xn , h) : h ∈ Z(xn )}.

(10.3)

There are exactly N such sets, each corresponding to an image and any feature vector that can potentially be involved in the training exists in the set X = ∪N
n=1 Cn ⊂
Rd . The sets C = {C1 , . . . , CN } can be seen as a cover for some topological space
(X, τ ) with τ ⊂ 2X .
In a topological space, two elements a, b ∈ X are related iff there exists a
set A ∈ τ such that a, b ∈ A. The elements of A does not necessarily have a
geometrical relation with each other. This can be seen in the elements of each
Cn . These elements are related since they come from the same image and not
because there is a geometrical relation between them. In this chapter, we will refer
to a set A ∈ τ geometrical iff its elements have a geometrical relation with each
other. As an example, A ∈ τ geometrical if it is populated by the elements of
each Cn , with the property that they are optimal in a geometrical sense (Eq. 10.4
and Eq. 10.16). Using these definitions, we can formulate the problem in terms
of constructing a sequence of geometrical sets A1 , . . . , AM ∈ τ with the property
that the set Am+1 is populated based on the elements of Am , by selecting feature
vectors from the elements cover sets C1 , . . . , CN . Our aim here, is to construct a
geometrical sequence in a manner that the set it converges to, successfully encodes
the required geometrical properties that are necessary for localizing the object,
while having a minimal size. Throughout this chapter, we assume that the binary
labeling of the elements of each Am is known.
A good example of this procedure is the LSVM framework. The set Am contains
the one element from each image which corresponds to an initial fixation of the
latent variables. A decision boundary wm ∈ Rd is trained over the elements of this
set. Having this decision boundary, the set Am+1 is populated by the elements that
maximize wm from each Cn and every element from Ap (p < m+1) that is considered
as hard negative. Such hard negative mining is considered to be essential for the
convergence of the LSVM framework [25]. By following this procedure, we produce
a sequence of sets A1 , A2 , · · · ∈ τ with the property that if i < j then LD (wj ) <
LD (wi ). Clearly, the sets {Am }M
m=1 control how the learning procedure proceeds.
The content of these sets determines to which solution the method converges to
and the size of these sets controls the complexity of the problem. Usually, training
on larger sets requires more complex learning algorithms. While there are many
computational advantages in keeping the size of these sets small, doing so can make
the problem unstable and prevent the sequence from converging to a solution.
The contributions of this chapter are different strategies that can be used for
constructing this sequence. We will discuss, how by taking different strategies it is
possible to obtain an efficient and robust learning framework for such latent variable
models. We will motivate these strategies from both theoretical and analytical
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perspectives. Finally, will show how our framework can be used to obtain a proper
initialization for the training procedure.

10.3

Decision Boundary Strategy (DBS)

In this section, we discuss the conditions that are required for keeping the size of Am
sets low. Here, we assume that each Am contains at least one feature vector from
each image, which gives us the lower bound |Am | ≥ N . However, we will consider
the worst case scenario, where for each m, |Am | = N . Since N  |X|, there is
a significant computational advantage in keeping the size of these sets low, which
renders the process of making the intermediate models more simple. A downside
of this assumption is the fact that at each iteration the model is trained on a very
small fraction of the overall feature vectors and this can prevent the method from
converging to a solution. To analyze this behaviour, we assume the set Am has
exactly N elements and each coming from a different cover set (image) Cn . Since
the elements of Am are labeled, we can train the linear classifier wm over this set
and let
Am+1 = {Ψ(Cn , wm ) : n ∈ {1, . . . , N }},
(10.4)
where

(10.5)

T
Ψ(Cn , wm ) = arg max wm
f.
f ∈Cn

(n)

(n)

To determine the relation between Am and Am+1 , let am ∈ Am and am+1 ∈ Am+1
be the elements coming from Cn and we state their relation through the following
theorem.
(n)

(n)

Theorem 10.1. Using the definitions above, if am ∈ Am and am+1 ∈ Am+1 then
(n)

T (n)
T
wm
am ≤ wm
am+1 .

(10.6)

Proof. Considering Eq. 10.5, the proof is straight forward.
This theorem states that the set Am+1 is populated by feature vectors with
higher scores than the elements of Am with respect to the decision boundary wm .
In other words, by obtaining a feature vector with higher score, we are populating Am+1 with more positive-like feature vectors coming from both positive and
negative images. This can result in a large difference between the elements of Am
and Am+1 , specially in the elements coming from negative images. This difference
will cause wm+1 (trained over Am+1 ) to focus on completely different attributes of
the feature vectors compared to wm . This difference can also be motivated from
a different perspective, namely that we have N labeled vectors and we are replacing a significant number of them by vectors that look more similar to the positive
vectors. Clearly, the decision boundary of the original vectors is different from the
one trained over the replaced vectors.
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In general, we would like to have a relation between the sets Am and Am+1
which translates to a relation between wm and wm+1 . As mentioned, in studies
such as [25], this relation is encoded by adding the previously mined hard negatives
to Am+1 . By doing so, they enforce a similarity between the decision boundaries
wm and wm+1 since most of the negative vectors used in their training is shared
between them. Here, our goal is to keep |Am | = N and still encode such a relation
between Am and Am+1 . To do so, the following theorem states that if we add a
correction term to the decision boundary of wm−1 , based on the content of the set
Am , rather than using a newly trained decision boundary, then we can formulate
such relation.
Theorem 10.2. Assuming that the elements of Am are selected by the decision
0
boundary wm−1 and wm
is the decision boundary trained over Am . If we let
(10.7)

0
wm = wm−1 + α(wm
− wm−1 ),

for some α ∈ [0, 1) and select the elements of Am+1 using wm then the following
inequalities always hold:
(n)

(n)

T
T
0
T
wm
am+1 − wm−1
a(n)
m ≤ α(wm − wm−1 ) am+1

(10.8)

T
T
0
T (n)
wm
am+1 − wm−1
a(n)
m ≥ α(wm − wm−1 ) am

(10.9)

(n)

Proof. Considering Eq. 10.5, we have
(n)

and

(n)

(10.11)

T
T (n)
wm
am+1 ≥ wm
am .

We also have
(n)

and

(10.10)

T
T
−wm−1
a(n)
m ≤ −wm−1 am+1

(n)

(n)

T
T
0
wm
am+1 = wm−1
am+1 + α(wm
− wm−1 )T am+1

(10.12)

T
T (n)
0
T (n)
−wm−1
a(n)
m = −wm am + α(wm − wm−1 ) am .

(10.13)

Now, combining 10.10 and 10.12 gives 10.8, and combining 10.11 and 10.13
gives 10.9.
It is clear from Eq. 10.7 that the smaller the value of αt , the more similar wm
will be to wm−1 . While many strategies can be revised for choosing this value, we
will assume that this value will decrease as the sequence advances and we selected
1
it to be αm = m
. Here, in the early iterations, the value of αm is rather large and
this allows large changes in the elements Am and after these iterations, as the value
of αw becomes smaller, the updates will simply fine tune the decision boundary.
It should be mentioned that even though we are keeping the size of the sets Am
small, it is always guaranteed (Eq. 10.5) that it is populated with hardest negative
feature vectors in the dataset with respect to the decision boundary. Because of
this fact, the solution found by our method will be similar to the solution found by
previously published methods.
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10.4

Euclidean Distance Strategy (EDS)

So far, we have discussed the problem in which each set in the sequence {Am }M
m=1
is populated, using a decision boundary obtained from the previous members of
the sequence. In this section, we construct a sequence with its members populated
based on euclidean distance rather than decision boundaries. We will show how
using this strategy it is possible to find different feature vectors that are shared by
all images and use them as an initialization seed to find better decision boundaries.
To formulate this problem, for a given set of images C = {C1 , . . . , CN }, we wish
to find a point p ∈ Rd such that a feature vector close to it exists in all images. To
properly define this, we wish for this point to minimize the cost
LC (p) =
where

N
1 X
kp − Θ(Cn , p)k2 ,
N n=1

Θ(Cn , p) = arg min kp − f k2 .
f ∈Cn

(10.14)

(10.15)

To find such a point, we construct a sequence of sets {Bm }M
m=1 ⊂ τ with the
property that
Bm+1 = {Θ(Cn , p(m) ) : n ∈ {1, . . . , N }},
(10.16)
where p(m) is calculated as the mean of the elements in Bm . Without loss of
generality, we can assume either p(0) or B1 are given. The following theorem shows
that the cost function 10.14 decreases with the increase of m.

Theorem 10.3. Given an imageset C and the points p(m) and p(m+1) defined as
above, the following statement always hold:
LC (p(m+1) ) ≤ LC (p(m) )

Proof. To avoid clutter in the proof, for all p, q ∈ R we define

(10.17)

d

∆n (p, q) = kp − Θ(Cn , q)k2 .
Since p(m+1) =

1
M

PN

n=1

(10.18)

Θ(Cn , pm ), it is easy to verify that

N
N
1 X
1 X
(m+1)
(m)
∆n (p
,p ) ≤
∆i (p(m) , p(m) ).
N n=1
N n=1

(10.19)

We also conclude from the definition of Θ(Cn , p) that
∆n (p(m+1) , p(m+1) ) ≤ ∆n (p(m+1) , p(m) )

(10.20)

LC (p(m+1) ) ≤ LC (p(m) ).

(10.21)

Combining the inequalities 10.19 and 10.20, gives us
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This theorem shows that the sequence {Bm }M
m=1 always converges to a point
cluster in X with the property that each member of this cluster comes from a
different image Cn . This cluster can then be used to initialize the method discussed
in the previous section.
We can safely assume that a feature vector that is shared by the positive images,
has a high likelihood of being the object of interest. To practically use this theorem,
we will produce several of such clusters over the positive images and use cross
validation to pick the most robust initialization. To guarantee that we converge
to distinct clusters, for each Bm we will remove the elements that are closer to an
already found cluster center than p(m−1) . In this case, the size Bm can be smaller
than N . This formulation can be seen as a clustering method.

10.5

Mixed Strategies (MS)

In this section, we will discuss two heuristic mixed strategies for constructing the
sequence. Here, not only do we wish to select the feature vectors based on their
discriminative properties but also impose an euclidean similarity between the positive samples. To avoid confusion with the previous sections, these sequences will
be denoted by {Sm }M
i=1 ⊂ τ . Similar to §10.3, |Sm | = N for all m and we assume
that a decision boundary wm is trained over Sm . For each image we define
T
Cnm = {f ∈ Cn : wm
f > 0},

(10.22)

to be the set that contains every positively classified feature vector of Cn with
respect to wm . We also define p(m) ∈ Rd to be the mean of the feature vectors
within the set
T
P m = {Ψ(Cn , wm ) : wm
Ψ(Cn , wm ) > 0, ∀n},
(10.23)
and n(m) ∈ Rd to be the mean of the elements within

T
N m = {Ψ(Cn , wm ) : wm
Ψ(Cn , wm ) ≤ 0, ∀n}.

(10.24)

Using these definitions, we define
Sm+1 = {Ω(Cn , wm ) : n ∈ {1, . . . , N },
where


Ω(Cn , wm ) =

Ψ(Cn , wm )
Cnm = ∅
.
m
(m)
Θ(Cn , p ) Cnm 6= ∅

(10.25)

(10.26)

In other words, this strategy picks the positively scored feature vector that is the
closest to the average positive feature, and, when no positive features are detected,
it simply picks the one with the highest score. We will refer to this strategy as “MS
(1)”. Similarly, we also consider another strategy in which we pick the positively
scored feature vector which is both close to positive average and away from the
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negative average. The feature selection process of this strategy is defined similar
to Eq. 10.26 with the difference that Θ(Cnm , p(m) ) is replaced by
2

2

Θ0 (Cn , p, n) = arg max e−kp−f k − e−kn−f k .
f ∈Cn

(10.27)

We will refer to this strategy as “MS (2)”.

10.6

Optimization Algorithm and Complexity Analysis

In the strategies described in §10.3 and §10.5, each iteration consists of two parts.
The first part is the feature selection in which we use the decision boundary wm to
populate the set Am+1 , as described in the following algorithm :
Algorithm 10.1 Iterative algorithm with gradual model update
Input: w0 , {(xn , Cn , yn )}N
n=1
Output: w?
1:
2:
3:
4:
5:
6:
7:
8:

m←1
while not converged do
αm ← 1/m
Calculate Am given wm−1 and a pre-set strategy
0
← Calculate a decision boundary based on Am and y
wm
0
− wm−1 )
wm = wm−1 + αm (wm
m←m+1
end while

To do so, we need to evaluate every feature vector in every cover set Cn to find
the best candidate and this process has the complexity order of O(|X|). While,
depending on the data and structures of Cn , for special cases we might be able to
reduce the complexity using dynamic programming, we do not consider such a case
in our discussions. The second step is to train new decision boundary using the
contents of Am+1 , where its size can grow as large as |X|. We consider this stage
to be the complexity bottleneck of the training algorithm. This is because, even
the most efficient SVM solvers, with the complexity order of O(n), have to iterate
through elements of Am+1 several times. In this chapter, we keep |Am+1 | = N
with N  |X|. This lowers the complexity of the learning algorithm from O(|X|)
to O(N ). This gives us a computational advantage over the methods such as [110]
where they assume that every feature vector from the negative images contributes
to the training of every intermediate model.
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Method
LSVM
KLSVM
DBS
MS (1)
MS (2)

Classifier
Linear Classifier
RBF Kernel
Linear Classifier
Linear Classifier
Linear Classifier

Acc. (%)
75.07 ± 4.18
84.49 ± 3.63
80.15 ± 2.79
80.44 ± 4.43
85.26 ± 3.80

Ref.
[110]
[110]
Section 10.3
Section 10.5
Section 10.5

Learning Time (Sec.)
17.7
26.30
29.56

Table 10.1: This table gives a comparison between the different strategies discussed
in this chapter and compares them to the previously published methods. In all these
examples, we have assumed that the initial bounding boxes are located at the center
of the images. This table shows how by changing the strategy of populating the
sets of the sequence, while keeping the learning framework unchanged, it is possible
to obtain a significantly more robust decision boundary. The reported time is for
training of the decision boundaries of all six classes.

10.7

Experiments and Results

To experimentally analyze the properties of the discussed method and compare it
with previously published methods, this chapter uses the mammals dataset [36]
which has been used to benchmark the methods in [47, 110] and follows their
experimental setting. In these experiments, it is assumed that the objects have
the same size and the main challenge is considered to be the localization of the
object. To describe the image, we have used the HOG descriptor [12, 103]. Each
experiment is repeated 10 times on random 50% splits of the dataset and the average
performance is reported. While we use different strategies for training, the outcome
of the training procedure is always a linear decision boundary for each class is used
to fix the latent variables on the test images similar to [47, 110, 25]. We do not use
any other information at the testing stage. The linear SVM models used in this
chapter are trained using the LibLinear package [22]. The timing of the codes is
done on a single core of Intel Xeon 2.67GHz cpu using Matlab R2012b.
We divide the experiments into two parts. The first part, compares the performance of our formulation with the baseline [110] under the assumption that the
latent variables are initially fixed at the center of each image. In the second part
of the experiments, we discuss how having different initializations will affect the
quality of the decision boundaries.
As mentioned, in this section we follow the experimental setup of [47, 110] and
assume that the latent variables are initially fixed at the center of each image. For
this experiment, we employ the strategies DBS (§10.3), MS (1) and MS (2) (§10.5).
Since the strategy EDS (§10.4) is not discriminative, it does not apply to this
experiment. In table 10.1, we can see a comparison between the decision boundaries
produced using different strategies and the baseline provided by [110]. As it can be
seen, DBS is out performing the LSVM framework while using significantly lower
number feature vectors for training. This difference can be caused by the fact that
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Figure 10.2: This figure shows how the hinge loss (Eq. 10.1) is minimized by our
method on both training and testing sets. This visualization is based on only one
of the classes of the dataset and a similar behaviour is observed for all the classes.

DBS uses less hard negatives, but a stepping mechanism to fine tune itself to find
a better decision boundary. The strategy MS (1), which pushes positive features
to look more similar, gives us a very small improvement over DBS with a higher
standard deviation. Finally, MS (2) strategy, which pushes the positive features to
be similar but away from negatives, produces the most precise decision boundary.
It is interesting to see that the linear decision boundary produced by this strategy
outperforms the KLSVM method with RBF kernel.
The results in table 10.1 show the importance of our discussions in this chapter.
While starting from the same initial fixation, different strategies taken to produce
the sequence yield to significant difference in the quality of the decision boundary
found by our method. In these experiments, we have demonstrated that with an
effective strategy it is possible to produce a linear decision boundary that outperforms the previously published non-linear models.

Convergence
As mentioned in §10.3, our method converges when a decision boundary reselects
the set it was produced on. In practice, there are different ways of measuring this
convergence. In this work we have considered the hinge loss to verify if the method
has converged. This measure is both a proper approximation for our original definition of convergence and also relates our method to other methods which are based
on decreasing the loss function given in Eq. 10.1. Fig. 10.2 (RIGHT), show how
this loss is decreased by our method on both training and testing sets. In this
figure, it should be noticed that MS (2) is more effective compared to the DBS in
decreasing the loss and this is clearly reflected on the results given in Table 10.1.
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10.8

Discussion and Conclusion

In this chapter, we have addressed the problem of computational complexity and
initialization issues in the training of latent variable models. The framework introduced in this chapter uses a sequence of feature sets to converge to a solution. As
we have demonstrated, these sets play a key role in our framework. The complexity
can be controlled with the size of these sets and the quality of the decision boundary is directly related to the content of these sets. Our experiments show that it is
possible to train robust decision boundaries while limiting the size of these sets. In
this chapter, we have also addressed the problem of initialization of the discussed
latent variable models. The linear decision boundaries discussed in §10.3 can be
replaced with any discriminative model that resides in a linear algebraic space including kernel methods. Doing so will highly affect how the sets of the topological
sequence are populated and the study of these effects is left to future works.
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Chapter 11

Initialization Framework for Latent
Variable Models
In this chapter, we discuss the properties of a class of latent variable models that assumes each labeled sample is associated with set of different features, with no prior
knowledge of which feature is the most relevant feature to be used. DeformablePart Models (DPM) can be seen as good example of such models. While Latent
SVM framework (LSVM) has proven to be an efficient tool for solving these models,
we will argue that the solution found by this tool is very sensitive to the initialization. To decrease this dependency, we propose a novel clustering procedure, for
these problems, to find cluster centers that are shared by several sample sets while
ignoring the rest of the cluster centers. As we will show, these cluster centers will
provide a robust initialization for the LSVM framework.

11.1

Introduction

In this chapter, we address the problem of supervision in the mentioned models
and ask the questions, “Will the training framework still hold if no cue about
the object is given to the model?”, and if the model doesn’t hold, “How can we
formulate the desirable solution and automatically push the latent variables toward
this solution?”. The experiments of the previous chapter, assume that the initial
bounding box of the object is located at the center of the image. Considering the
fact that most objects of the mammals dataset are located close to the center of
each image, the aim of this chapter is to analyze how sensitive is the method to
this initialization. While it is usually encouraged in computer vision to exploit
the bias the datasets to obtain higher accuracy, finding a such an initialization
bias for the joint feature problem is close to impossible. For this reason, we are
interested to understand how the initialization of the model affects the final decision
boundary. To answer these questions, we formulate this problem as a weaklysupervised clustering problem and show that the cluster centers provide an efficient
109

initialization for the Latent SVM model. To experimentally evaluate our method,
we look at the problem of object classification with latent localization as discussed in
the previous chapter. This setup will provide us with an easy to evaluate framework
which is very challenging to solve.
In this chapter we follow the terminology of the previous chapter. We guide
the discussions by introduce three algorithms for finding modes in the joint feature
space. Here, we will argue of the algorithm based on the Euclidean distance strategy
discussed in §10.4, is a generalization of the standard k-means algorithm.

11.2

Methodology

While individually each cloud contains scattered points in the joint feature space,
a group of them can reveal different properties of this space. A set of feature
N
clouds C = {Cn }n=1 can be seen as a topological cover for the topological space
d
(X, τ ) where by definition X = ∪N
n=1 Cn ⊂ R . Here the set X contains all the
features within elements of C. Since the size of the set X can grow large, it is not
always feasible to use all its points for learning. To solve this problem, this chapter
employs different sequences of sets in τ for finding modes of X. The sets forming
these sequences are constructed from the sets within the cover and the points within
them have strong geometrical relation with each other.
Construction of these geometrical sets is the key idea for finding modes in the
joint feature space. For a given point p ∈ Rd the set Ap is defined as
Ap = {Θ(Cn , p) : n ∈ {1, . . . , N }}.

(11.1)

With every elements of Ap coming from a different set in the cover the contents of
this set are concentrated around point p rather than being scattered in the joint
feature space. Figure 11.1 shows the set Ap for different given values of p.
In this chapter, three algorithms are presented for analyzing the behaviour of
the feature clouds and computing the cluster centers in the joint feature space.
Each algorithm assumes that a topological cover C = {Cn }N
n=1 with the mentioned
properties is provided. Without loss of generality it can be assume that the size of
every element in C is m. The value of m plays an important role in the problem
since with m = 1 each set in the cover contains only one point (|C| = |X|) the
problem is reduced to a normal clustering problem. To verify the performance
of the algorithms, we apply them to the task of finding 3 and 4 modes in the
synthetic data and compare the results with the k-means algorithm. Here, for all
methods we use the same initialization. As previously mentioned, we assume that
the size of each is Cn is equal to m. To build the synthetic data which simulates
the conditions of the problem, 1500 data points were randomly sampled from 4
distributions. These points were randomly distributed in 100 sets each containing
15 points. In this toy problem, each set was considered to be a data sample with
15 different latent locations to choose from.
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Figure 11.1: In this figure we are demonstrating the concept of geometric sets. In each
graph the red dots correspond to set Ap defined by equation 11.1 and are extracted using
the point p (green dot). Here, the difference between the set Ap and the cover sets are
shown as the elements of the cover sets are scattered in the joint feature space while the
elements of the set Ap are concentrated around the point p.

Algorithm 1
Alg. 11.1 is motivated by the standard k-means algorithm, where only points
closest to their corresponding cluster center contribute to the computation of the
new mean. As it can be seen in 11.1, the content of Ap depend on the point p.
Here, we simply remove the elements of Ap that are closer to the other centers than
p.
Algorithm 11.1 EM (Hard Assignment):
N

Input: C = {Cn }n=1 , K
Output: K modes in the joint feature space
1:
2:
3:
4:
5:
6:
7:
8:
9:

(0)

(0)

Sample {p1 , . . . , pk } from the elements of C
i←0
while not converged do
for k ← 1 to K do
(i)
(i)
(i)
Bk ← {a ∈ Ap(i) : ∀j 6= k (ka − pk k < ka − pj k)}
j
P
(i+1)
(i)
pk
← ( a∈B (i) a)/|Bk |
k
end for
i←i+1
end while

It can be easily verified that if ∀n, |Cn | = 1 (or m = 1) then this algorithm
becomes identical to the standard k-means algorithm. This fact can be seen in Fig.
11.2, which shows the result of the execution of this algorithm on synthetic data.
This figure clearly shows that this algorithm does not converge to the modes when
m > 1. This is because when we increase the m, the points distributed in Ap and
its subsets introduce new local minimums to the problem. Also with m > 1 the
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Figure 11.2: This figure shows the behaviour of the Alg. 11.1 on the synthetic data.
It should be noticed that with m = 1 this algorithm becomes identical to standard
k-means. As for the case m > 1, this figure clearly shows how our manipulation of
the elements of Ap prevents the method from converging to proper modes.
optimization focuses on local structures in the data since Ap no longer describes
the whole dataset.

Algorithm 2
Algorithm 11.2 is motivated by the soft k-means algorithm, where a weighted sum
of all samples contribute on the computation of the modes. Here, rather than
removing elements from Ap , we weight each sample according to the other already
found modes. The results of running this algorithm on a synthetic data can be seen
in figure 11.3. This figure shows the following properties of this algorithm :
• With m = 1 the algorithm becomes identical to the soft k-means algorithm.
• With m > 1 all the initial points converge in a greedy manner to the closet
mode.
• The convergence of one points does not have a large effect on the other points
and the convergence is done independently from the other points.
• Unlike algorithm 11.1 different sequences may converge to the same point.

Algorithm 3
Properties shown in the previous algorithms, such as how different subsets of Ap
affect the convergence problem (algorithm 11.1) and the greedy manner of the convergence toward the closest cluster center (algorithm 11.2), can be used for building
TRITA-CSC-A 2014:08 • ISSN-1653-5723 • ISRN-KTH/CSC/A–14/08-SE • ISBN 978-91-7595-139-3

Finding 3 cluster centers − Synthetic Data

Finding 3 cluster centers − Synthetic Data

4

4

3

3

2

2

1

1

0

0
All Points
Kmeans
Algo2 m=15
Algo2 m=1
Initial Points

−1

0

1

2

3

4

5

6

All Points
Kmeans
Algo2 m=15
Algo2 m=1
Initial Points

−1

7

0

1

2

3

4

5

6

7

Figure 11.3: This figure shows the behaviour of Alg. 11.2 on the synthetic data.
As it can be seen unlike Alg. 11.2, the method converges to the modes of data in
a greedy manner.
Algorithm 11.2 EM (Soft Assignment):
N

Input: C = {Cn }n=1 , K
Output: K modes in the joint feature space
(0)

(0)

Sample {p1 , . . . , pk } from the elements of C
i←0
while not converged do
4:
for k ← 1 to K do
5:
for a ∈ Ap(i) do
k
PK
(i)
(i)
6:
wak ← exp(−1.ka − pk k)/( l=1 exp(−1.ka − pl k))
7:
end for P
P
(i+1)
8:
pk
← ( a∈A (i) waj .a)/( a∈A (i) waj )
1:
2:
3:

p
j

p
j

end for
10:
i←i+1
11: end while
9:

a robust algorithm for locating distinct modes. 11.3 uses a different approach for
finding the modes, where the modes are found sequentially. Here, a new mode is
located based on a list of already located modes in the joint feature space.
Figure 11.4 shows the behaviour of this algorithm on the synthetic data and the
following properties of this algorithm can be noticed :
• As it can be seen the case m = 1 is no longer applicable to this algorithm since
the first point will converge to the center of the data rather than a cluster
center.
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Figure 11.4: This figure shows the behaviour of Alg. 11.3 on synthetic data. The
case m = 1 is no longer applicable to this algorithm. This algorithm sequentially
discovers the existing cluster centers. Once a center is discovered the algorithm
prevents other points from converging to that center by manipulating the elements
of Ap .
Algorithm 11.3 Point Optimization:
N

Input: C = {Cn }n=1 , K
Output: k cluster centers in the joint feature space
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

P ← ∅ // Computed Centers
for k ← 1 to k do
(0)
pk ← Sample from C with respect to P
i←0
while not converged do
(i)
A(i) ← {a ∈ Ap(i) : ∀p ∈ P (ka − pk k < ka − pk)}
k
P
(i+1)
pk
← ( a∈A(i) a)/|A(i) |
i←i+1
end while
P ← P ∪ {p?k }
end for
• Since the convergence of each point is done individually new initial points can
be select with respect to the already found centers. This is a useful tool for
processing undiscovered regions of the data.
• Unlike k-means that finds cluster centers that balance the data, the focus
of this algorithm is on finding cluster centers that have points concentrated
around them.
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Figure 11.5: This figure shows the behaviour of Alg. 11.3 on synthetic data and compares
it with the kmeans algorithm. As we can see Alg. 11.3 converges to the center of the
distributions and confirms our analysis in §10.4. (LEFT) An example of the mode are
found sequentially by Alg. 11.3 (RIGHT) To show the difference between kmeans and
Alg. 11.3, the synthetic data in this figure is produced by sampling from eight distributions
are marked by three colors {blue, cyan, magenta}. We have divided the sets into two
groups with the first groups sampling from blue and cyan distributions and the second
sampling from magenta and cyan distributions. The distributions shared by all sets are
the cyan distributions and as we can see while the centers found by kmeans are not close
to these distributions, Alg. 11.3 converges to the center of these distributions.

• It should be mentioned that similar to algorithm 11.3 each initial point converges to the closest cluster center with the difference that the points close to
already discovered cluster centers are removed from Ap by this algorithm.

Method Properties
As was demonstrated in algorithms 11.2 and 11.3 each initial point converges to
the closest cluster center. This convergence is guaranteed, due to the discussions
in chapter 10. For every point p(0) in the joint feature space, there is a closest
distribution D, where most of the elements of Ap are sampled from. Updating
process will result in p(i) getting closer to the center of D. The convergence occurs
once p(n) reaches the center of D, since it will be surrounded by the points coming
from D. In algorithm 11.3, during the optimization of a point p, the already
discovered cluster centers manipulate the contents of Ap . This manipulation will
cause p to converge to the closest high density region in the data with respect to the
remaining elements of Ap . Since the algorithm searches locally for cluster centers
the characteristics of this high density region is governed by which centers have
been discovered and where a new point is initiated. A cluster center can be seen
as a limit point in the topological space where the density of the points increase as
we get closer to it.
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Fig. 11.5(Left), shows the behaviour of Alg. 11.3 on synthetic data. In this
data, each image is simulated as a set of points randomly sampled from different
distributions (Explained in the appendix). This figure shows, how Alg. 11.2 converges to the data modes and avoids already found distributions. In this example,
every set (image) contains at least one point from each distribution. To highlight
the difference between kmeans and Alg. 11.3, we construct a slightly different synthetic data. Here, rather than populating the sets with points coming from all
distributions, we divide the sets in to two groups and follow a different strategy
for populating each group. As it can be see in Fig. 11.5(Right), eight distributions
are marked by three colors {blue, cyan, magenta}. We sample from blue and cyan
distributions to construct the sets of the first group and from magenta and cyan
distributions to construct the sets of the second group. Clearly, the solution we
are interested in should belong to all sets and come from a cyan distribution. We
execute kmeans on all the data points to find two cluster centers and execute Alg.
11.3 using the initial points demonstrated in this figure. Here, it is expected from
kmeans to divide all the data points into two clusters. As it can be seen, neither
of the cluster centers found by kmeans is close to the cyan distributions. On the
other hand, the centers found by Alg. 11.3, are located at the center of both cyan
distributions. In other words, while kmeans tends to divide the data into several
partitions, Alg. 11.3 focuses on locating modes of the data with the property that a
feature vector close to them exists in every sample, a property that is not necessarily
true for the centers found by kmeans or other existing clustering algorithms.

11.3

Experiments and Results

To experimentally analyze the effects of the initialization on the outcome of latent
variable models, this chapter uses the mammals dataset [36] which has been used
to benchmark the methods in [47, 110] and follows their experimental setting. In
these experiments, it is assumed that the objects have the same size and the main
challenge is considered to be the localization of the object. To describe the image,
we have used the HOG descriptor [12, 103]. The latent svm implementation used
in this chapter is based on [25] and as we can see in table 11.1, our implementation
slightly outperforms the results presented in [110] for linear models, using the same
assumptions. Each experiment is repeated 10 times on random splits of the dataset
into training and testing sets and the mean performance is reported.
We compare several strategies of initialization {center, random, top left, kmeans,
Alg. 11.3 } and measure their effect as the performance of the resulting detector
on the test set.
• Center : In this case the initial location is selected to be the center of each
image. As we can see in table 11.1, this initialization provides us with the
best performance despite the fact that this initialization has nothing to do
with the content of the image.
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Init. Type
Center
Random
Top Left
Kmeans (10 Centers)
EDS (10 Centers)

Acc. (%)
80.15 ± 2.79
66.93 ± 3.56
61.75 ± 3.06
69.85 ± 2.15
78.47 ± 3.91

Time (Sec.)
5.0
0.6

Table 11.1: Comparison between the classification rates obtained using different
initialization methods. The large difference between these numbers shows the sensitivity of the local variable models to initialization and how important is it to have
robust methods for initializing them. In this table, each experiment was repeated
10 times and the average performance is reported. The timing presented in this
table only corresponds to the calculation time of the centers and not the time spent
on cross validation of the points.
• Random: In this case the initial location is selected randomly. Ideally on
a non-biased dataset the performance of the random initialization should be
close to the center localization but as we can see in table 11.1, there is a
significant performance drop when the random initialization is used.
• Top Left: This initialization type was chosen to make sure that initial locations has minimal overlap with the target objects. As it can be seen in table
11.1, the lowest performance is achieved when this overlap is minimized.
• Kmeans: We use kmeans as a baseline for the performance of Alg. 11.3. In
order to use kmeans for the initialization, we first cluster all the feature vectors
coming from the positive training set into 10 clusters. To pick which cluster
center which is the most representative, we divide the training set in half and
cross validate LSVM method while initialized with different centers. As it
can be seen in table 11.1, the performance significantly improves compared to
choosing a random initialization. Here, once the most representative center
is selected, the LSVM is trained over the whole training set and only this
boundary is used for evaluating the test images and no other information is
used at the testing stage.
• Alg. 11.3: Similar to the setting for kmeans, 10 modes were produced using
Alg. 11.3 and the most representative was used for initialization of LSVM.
Similarly, only the decision boundary trained using the most representative
center is used at the testing stage. As it can be seen in table 11.1 the results
significantly outperforms the baselines.
It should be mentioned that in most cases there should be no difference between
the performance of center, random, top left initialization strategies, due to the fact
that these initializations have nothing to do with the content of the image. In the
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Figure 11.6: This figure shows how the hinge loss (Eq. 10.1) is minimized by our
method on both training and testing sets. This visualization is based on only one
of the classes of the dataset and a similar behaviour is observed for all the classes.

case of this problem, the significant performance gained when the initial location
placed at the center of the image, comes from the fact that most objects in this
dataset are located in the center and placing the initial location at the center of
the images gives the largest cover of the objects. In other words, by doing so we
assume that for most objects, we already know the location of the object. In reality
and on larger datasets, the performance of such initialization should be closer to
top left initialization since the chance of covering the object using random selection
or picking the center location decreases.
To highlight this problem, we apply the same model to the car class of the
CALTECH-101 [24] dataset. The goal here is to use the discussions of this chapter
to train a car model and benchmark it as an object detector. This dataset is interesting because, while the objects look rather similar across different images, each
image contains many of the latent locations that do not overlap with the object.
Here, we consider four different initializations {Annotation, Center, Random, Top
Left}. Fig. 11.6 shows the results of this experiment. Since this dataset is considered as one of the simplest available datasets, there is no surprise that by initializing
at the annotation we obtain close to perfect classification and localization. Since
this dataset also has the bias of most objects being located around the center of the
image, we can see that the accuracy of the model is still high with center initialization. As it can be seen, once the initialization becomes more noisy, we see a large
decrease in the accuracy of the model in both classification and localization. When
initialized with top left location, the initialization has no overlap with the object.
As we can see, the model trained under this condition completely fails to localize
the object. The relatively higher classification performance of this initialization indicates there are other structures that are also shared by the positive images which
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do not over lap with the object.

11.4

Conclusion

In this chapter, we have shown how different initialization strategies can effect
the outcome of the LSVM framework. To reduce the effects of the initialization,
we have formulated what a desired solution looks like in terms of cluster centers
and proposed an algorithm for finding these cluster centers. As our experiments
show, LSVM framework trains a reasonably accurate model using the initialization
provided by our method, without taking advantage of dataset bias or being guided
by user annotation.
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Chapter 12

Joint Features (2)
The aim of this chapter is to apply the discussions of this thesis to the joint feature
selection problem described in chapter 7. Here, we will argue how the joint feature
section problem is equivalent to the latent variable models discussed in the previous
chapters. We will describe why the method from chapter 7 does not scale to larger
datasets and discuss what needs to be changed to make the method scale. We will
demonstrate how using joint features trained based on the discussion of chapters 10
and 11 we can improve the quality of the QVBD descriptor on a more challenging
dataset [53].

12.1

Introduction

The task of finding local classifiers becomes significantly more challenging as the
number of categories and the number of images in the dataset increases. Throughout the thesis, we have discussed how different properties of the dataset and parameters of the problem can affect the quality of QVBD. In this chapter, our aim is to
conclude the discussion by showing how the joint feature selection framework from
chapter 7 can be successfully applied to a significantly more challenging dataset.
We first discuss how the joint feature selection problem can be presented as
the latent variable model framework discussed in previous chapters and we will
demonstrate how our initialization framework is an essential for finding better joint
feature classifiers. With this established, we will discuss different architectures that
can be used for building joint features and we will argue why the joint feature
selection problem is a highly task dependant problem. Due to this dependency, we
simply select an architecture and modify the framework from chapter 7 to become
more robust and scalable. These modification are general and do not depend on the
joint feature architecture. Finally, we experimentally evaluate the new framework
by applying it to the 15 scenes [53] dataset.
To achieve our goal, we present this chapter as following : In §12.2, we will
provide evidence that our joint feature selection model is indeed equivalent to the
121

Figure 12.1: This figure demonstrates four instances of a given visual word (Red patches)
that are appearing in a completely different context on the object class. As it can be seen,
there are no trivial solutions on where to place the part features (Green patches) to
obtain a robust representation across all samples for this word. In this work, we rely on
the optimization method to find such a robust representation across all samples. This can
be seen as pattern recognition and data analysis problem, with no trivial solution.

latent variable models discussed in the previous section. In §12.3, we will discuss
different architectures that can be used for building joint features. In §12.4, we
will revisit the joint feature framework from chapter 7 and argue what needs to be
changed in order to make the framework scalable and we apply the new framework
to the 15 Scenes dataset. Finally §12.5 concludes this chapter.

12.2

Latent Variable Models

In this problem, SIFT features [61, 103] are densely extracted from each image and
the task of feature selection is to pair one feature (root) with several other SIFT
features (parts) in its spatial neighborhood to form a larger joint feature, similar
to the joint feature extraction in chapter 7. The process of building such joint
features can be formulated as deformable part model, connecting the root feature
to the other features. Here, a robust features selection can be obtained by pairing
the root feature with more discriminative features based the object category. Such
a selection encodes category specific information into the feature and results in a
more informative local feature.
To formulate the problem, we focus on the car class of the MSRCv2 dataset
[108]. Although this dataset is considered as an easy dataset for object recognition,
it will provide us with several challenging datasets to examine the behaviour of the
joint feature selection problem.
We initially divide the dataset into a training and testing set and extract dense
SIFT features from every image with a 5 pixel step. Here a local feature that
appears on the object is considered as positive and the rest as negative. Here, we
are interested in SIFT features that are similar and use them as candidates for
joint features selection. To lower the variation in the local features, we cluster the
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features, coming from the training set, into a visual vocabulary using standard kmeans algorithm. The features assigned to each word are considered to be visually
similar and can be used as candidates for the feature selection process. While the
features assigned to each word can be seen a separate dataset for testing the joint
feature selection problem. For the features assigned to each word, we can train
a linear classifier to measure how representative these features are for the object
class, according to discussions in chapter 4. The features assigned to each word can
be seen as a different dataset for benchmarking the joint feature selection problem.
Here, we are interested in more challenging datasets where the features frequently
appear on the object category, but the root is not good representatives for the
category. This process is summarized as follows :
1. We initially divide the dataset into two training and testing datasets
2. Calculate visual vocabulary of sizes {100, 500, 1000}, using the features obtained from the training set using standard kmeans algorithm
3. Among the words, we select 5 least representative (01-loss) words of each
vocabulary for our experiments.
In our experiments, the spatial neighborhood with 60 pixel radius, of each feature
is divided into four quadrants and each support feature is picked from one of these
quadrants. A joint representation for the sample is then made by concatenating
these features. Using this setting, each sample has approximately 4.5×107 different
representation to choose from, which is considerably larger than the number of
samples we use in each trial. This data is very challenging because both, the
roots are chosen from the least informative features and for each feature there is a
significantly large number of representations to choose from. As it is demonstrated
in Fig. 12.1, there is no control on the context in which the visual word appears.
This adds to the complexity of the problem since the representations available to
different samples are not necessarily related in semantical way. In our experiments
it is left to the optimization method to find a proper subset of representations to
describe the samples with.
To provide a fair comparison between the algorithms, we have implemented
Latent SVM model according to [25] and tuned the method to perform well on our
data. To train the linear models used by algorithm 10.1, we employ Liblinear [22].
These implementations are considered to be the most robust implementations for
training linear SVM models. To compare the performance, we train the models
over all 5 datasets obtained from each vocabulary and average the results. In our
experiments for L-SVM and Alg. 10.1, the initial model was considered as a all one
vector and for Alg. 11.3 + Alg. 10.1, we have followed the methodology of chapter
11, by first finding 10 different representations using Alg. 11.3 and selecting the
best candidate for building the initial models using a 2 fold cross validation process.
Table 12.1 shows the classification accuracy of different models on test set. As it
can be seen, 10.1 has a comparable performance with SGD, even tough it doesn’t
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Vocabulary Size
100 (ACC.)
100 (AP.)
500 (ACC.)
500 (AP.)
1000 (ACC.)
1000 (AP.)

Root
72.2 ± 0.8
0.33 ± 0.14
65.8 ± 14.3
0.26 ± 0.14
63.5 ± 6.3
0.32 ± 0.09

L-SVM [25]
72.6 ± 1.0
0.61 ± 0.06
71.7 ± 9.7
0.65 ± 0.15
70.5 ± 4.8
0.63 ± 0.06

Alg. 10.1
77.5 ± 2.6
0.67 ± 0.07
73.3 ± 6.8
0.57 ± 0.22
70.3 ± 4.9
0.70 ± 0.06

Alg. 11.3 + 10.1
78.5 ± 2.4
0.74 ± 0.06
74.6 ± 7.8
0.72 ± 0.13
74.2 ± 5.4
0.79 ± 0.09

Table 12.1: This table compares the performance of the different methods by their accuracy (ACC.) and average precision (AP.). Here, the smaller the vocabularies have more
instances of each word. This results in the word being more frequent both on foreground
and background. As it can be seen, the combination (Alg. 11.3 + Alg. 10.1) produces
the most robust joint representations. To benchmark each vocabulary data, we run the
methods on the instances of each word individually and present the average ACC and AP.

focus on hard negative mining but the accuracy significantly increases when Alg.
10.1 is initialized with a model coming from Alg. 11.3.
As it can be seen these results and conclusions are very similar to the conclusion
made for the mammals dataset [36] and this shows that the joint feature model
belongs to the class of latent variable models discussed in chapters 10 and 11.

12.3

Joint Cloud Architecture

While many studies suggest specific universal joint feature structures can benefit
the visual recognition process, our studies have shown that different joint feature
structure are suitable for different tasks. In our framework, we assume that joint
features are specifically designed to capture certain information from the images.
In this section, our aim is to look at different ways a joint feature can be designed
and discuss how our framework is capable of handling all different cases. We will
refer to a structure by which a joint is selected as an architecture.

Spatial Architectures
Spatial architectures are considered as prior information and are usually hard coded
in the method. Although it is possible to learn the architectures, learning them
is not is the scope of this thesis. Fig. 12.2 (top-right), shows all patches that
are in the spatial neighborhood of the root feature (center) from three different
scales. An architecture is simply a subset of a partitioning of the neighboring
features. For the sake of demonstration, we have divided the features in each scale
into four quadrants, thus obtaining a partitioning which contains twelve disjoint
sets of features. Two different architectures are shown in Fig. 12.2 (bottom-left)
and Fig. 12.2 (bottom-right). Here, we have both demonstrated the joint cloud
architecture and an instance of a joint feature selected from each of them. The
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Figure 12.2: Joint feature spatial architecture. (Left) The Arc1 only depends on
the patch itself. (Middle) The Arc2 Depends on the central patch together with
a selection of patches in the scale below (Details) the central patch. (Right) The
Arc4 Depends on the central patch and a selection of patches from from the scale
level below (Details) and the scale level above (Context) the central patch.
joint features produced by different architectures encodes different information,
for example each joint feature produced with the architecture shown in Fig. 12.2
(bottom-right), captures the contextual information of the local features and the
goal of the optimization process will become finding features that not only share
the same appearance but belong to the same context on the image.
Since, our goal is not to show what is the best architecture but to show how
we can use them in our advantage to improve the quality of the descriptor, we will
employ the architecture shown in Fig. 12.2 (bottom-right) in our experiment on
the 15 scenes dataset.

Vocabulary Architectures
While the spatial architecture focuses on the local neighborhoods for defining the
cloud architecture, with the vocabulary architecture we will define an image level
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cloud architecture. For this definition, we assume that a visual vocabulary V is
available and without loss of generality we can assume that our interest patch is
assigned to a word v1 ∈ V . Now it is possible to find other words in V that are
statistically co-dependent on v1 , with respect to an object category and use this
information to construct the cloud architecture. For each word of the vocabulary,
define
Sv = {x ∈ I|l(x) = v},
(12.1)

to be the set of all local features in an image I that are labeled as v. Now for
a selected set of words, v1 , . . . , vN , we can define the vocabulary architecture as
Sv1 × · · · × Svn .
The main advantage of this definition is the fact that we are considering discriminative information in constructing the architecture, while simple lack of a
certain visual word can highly affect the framework. Exploring the properties of
this architecture is left to the feature works of this thesis.

12.4

Framework Improvement

In this section, we revisit the joint feature framework from chapter 7 and modify it
based on the discussions of this thesis. As previously mentioned, we do not consider
the feature architecture as a part of the framework and our improvements will focus
on more fundamental concepts.

Optimization
In chapter 7, our optimization for finding joint features simply started from a ones
vector. As our discussions in chapters 10 and 12 show, such an initialization is not
enough to force the optimization process to converge to a proper solution. For this
reason, we will adapt the initialization framework from chapter 12 for finding proper
initial joint features. During this process, we will also replace the main optimization
process with the optimization process discussed in chapter 10. The main different
between the two different algorithm is the fact that the former optimization method
finds the most optimal decision boundary at each step rather than relying on many
approximations.

Joint Classifiers
As we discussed in chapter 7, we would like to simply identify which single classifiers
do not contribute to our decision and replace then with joint classifiers. Ideally, are
goal was to build such joint classifiers from the local features that were removed.
While this idea can be applied to small datasets, the joint classifiers built upon weak
local features does not necessarily contain the required information. To address this
problem, we simply calculate joint features for all words and let the framework pick
the most informative classifiers.
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Feature Selection
A key component of the framework in chapter 7 is a measure that sorts the classifiers
by how they contribute to the recognition task. While, we originally used the 01loss for this sorting, our studies in chapter 8 show that the weights assigned to these
classifiers by linear svm provides a more robust selection mechanism.

Scale Adjustment
As the number of classes in a dataset increases, the ratio of negative feature to
positive feature increases. This increase has a direct affect on the responses obtained
by pushing them toward the negatives. This might cause the responses obtained
from the joint classifiers to belong to a different scale than the original single feature
classifiers. To ensure that the combined descriptor has the highest performance,
we should adjust the responses obtained from the classifiers so that the responses
obtained from both single and joint classifier reside in the same scale space.

Updated Framework
The following algorithm summarizes our modifications to the joint feature selection
framework : In this algorithm, rather than picking the best initialization via crossAlgorithm 12.1 Joint Feature Selection
Input: Labeled Dataset with N categories
Output: Joint QVBD
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

S-POOL ← ∅, Single Classifier Pool
J-POOL ← ∅, Joint Classifier Pool
for n ← 1 to N do
Train single classifiers w.r.t. class n and add them to S-POOL
Train joint classifiers (2 for each word) w.r.t. class n and
add them to J-POOL
end for
for n ← 1 to N do
Sort S-POOL based on category n
Sort J-POOL based on category n
Replace the bottom 5% of S-POOL with top classifiers from J-POOL
Build QVBD for classification of class n
end for

validation, as used in chapter 11, we simply add all the trained joint classifiers from
all initializations to the J-POOL and let the selection mechanism decide which
classifiers are good enough to be used in the final descriptor. The number of
different joint classifiers trained by this algorithm at each run step is two times the
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number of categories times the number of words. To get an idea of how many joint
classifiers needs to be trained, for a vocabulary with 1000 words, we need to train
30000 different joint classifier. The scale of this training is the motivation behind
the discussion in chapter 10, where we developed a low cost, yet accurate algorithm
for training such joint feature classifiers. Finally, the responses obtained from the
joint feature are multiplied by 0.15 to scale them to the level of the single classifiers.
To evaluate this framework on the 15 scenes dataset [53], we use the same
experimental setting from chapter 4. In this setting, 100 images from each category
were gathered in the training set and the rest compiled the testing set. To describe
the images, SIFT features were extracted from the images at every 8 pixels from
a single scale. In our experiment images were resized so that the maximum side
of the image is less that 600 pixels. To build the QVBD visual vocabularies of
sizes {50, 100, 250, 500, 750, 1000, 1500, 2000} were trained over the training set
using the standard k-means algorithm. To validate the results, the experiment was
repeated 10 times on random partitioning of the dataset and the average results
are reported.
To build the joint cloud architecture, we resize each image to half the size and
extract standard sift features from the resized image and used these features as
support features. The architecture used in this experiment is visualized in Fig.
12.2 (bottom-right).
The results of this experiment can be seen in Fig. 12.3. Here, we compare three
different descriptors, the single QVBD, the joint QVBD and single + joint QVBD.
These descriptors are described as following :
• Single QVBD : This descriptor is built according to the discussions in chapter 4 by taking the responses from the classifiers within the single classifiers
pool.
• Joint QVBD : This descriptor is built by taking the responses coming from
the classifiers within the joint classifiers pool. No normalization is used when
concatenating these responses.
• Single + Joint QVBD : this descriptor is built according to Alg. 12.1
by replacing the worst 5% of single classifiers with the best joint classifiers
with respect to each category. We multiply the response of the joint feature
classifier by 0.15 to scale it with the responses coming from the single feature
classifiers.
As it can be seen in Fig. 12.3, while the joint classifiers on their own do not perform
well but combining a small fraction of them with the single classifiers significantly
improves the classification performance.
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Figure 12.3: This figure compares the average performance of different descriptors with
respect to the size of the vocabulary. Here the max descriptor (QVBD) shows a better
performance than bag-of-words histogram in almost all vocabulary sizes.

12.5

Discussion

In this chapter, we have focused different properties of joint feature classifiers.
Initially, we showed that our joint feature selection problem is in fact the latent
variable model problem discussed in chapters 10 and 11. Later, we argued how there
are many different ways of building cloud architectures for finding joint features
and picked one to conduct experiments on the 15 scenes dataset [53]. Finally,
we experimentally demonstrated that it is possible to significantly improve the
classification results by simply replacing only 5% of the classifier responses in our
descriptor.
In this section, we have provided experimental evidence for the discussions of
the thesis. The single QVBD is composed of a series of independently collected and
normalized components in terms of classifier responses. As demonstrated earlier,
it is possible to remove a fraction of these responses without affecting the overall
quality of the descriptor. The goal of this thesis was to show it is possible to obtain
other independent measurements that by placing them in the descriptor, we increase
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its quality. This is clearly highlighted by the experiments of this chapter. This way
it is clear, that the performance gained is the result of replaced components which
push more samples that where previously miss-classified to be classified correctly.
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Chapter 13

Discussion and Conclusion
In this thesis, we have discussed several topics of computer vision that are involved
in the task of image classification and developed several methods that can be employed to address this problem. To conclude, we summarize the contributions of
this thesis and discuss how our method relates to some of the state of the art object
recognition methods.

13.1

Summary of the Thesis

The aim of many studies in computer vision is to devise a platform to improve
the performance of certain classes of image descriptors. In these studies, the base
descriptor is usually used as the baseline benchmark and the statistics it gathers
do not contribute to the descriptor with higher performance. This thesis has introduced a descriptor that provides feedback on how its performance can be improved.
Since a descriptor is designed to capture statistical information for a specific task,
our framework measures how different components of the descriptor contribute to
this task and uses this information to provide feedback on the performance of the
descriptor. With this setting, a descriptor with higher performance can be achieved
by simply replacing the components that do not contribute to the task by more sophisticated components. Designing such a descriptor requires several steps and not
every descriptor can be used in this manner. These steps are discussed in the different chapters of this thesis. Here, we provide a short summary of our discussions
in each chapter and list their contributions.
Chapters 2 and 3 provide a background on the challenges posed by the image
classification task and motivate why our descriptor is beneficial for the task of
visual recognition. In these chapters, we discuss the different properties an ideal
descriptor should posses and show how most of the available descriptors do not have
these properties. The main idea behind designing such a descriptor is acknowledging
the fact that no one single summarization technique can capture the complexity of
the structures within images and to obtain a robust method, we need descriptors
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that can employ several techniques for collecting information from the image.
We define and analyze our base descriptor in chapters 4 and 5. In these chapters, we compare our methods performance to several other methods on different
datasets. Our base descriptor is relatively simple compared to many of the state-ofthe-art descriptors but it delivers an acceptable performance. While it is possible
to increase the performance of the method by introducing more heuristics into the
framework, our aim was to take advantage of this simplicity for better understanding of the main concept. Chapter 6 provides further experiments and analysis to
enhance our understanding of how information is encoded within our descriptor. In
this chapter, we show how most of the relevant information is encoded in the first
few leading directions of the data.
In chapters 7 and 8, we discuss how the components of our descriptor can
be replaced to improve the classification performance. In these chapters, we provide several heuristic measures that can be used for sorting the components of our
method based on their accuracy. This way we can determine which components
contribute to the task of image classification and which do not. We have also shown
how by replacing the components that do not contribute, we can obtain a descriptor
that is closer to the ideal form of our descriptor and has a better performance. To
provide experimental evidence for our discussions, in chapter 7 we have introduced
a class of joint feature classifiers that can be used as replacement components.
While, these components prove to be sufficient for improving the performance of
our descriptor on small datasets, we argue how finding such components on larger
datasets requires further study of this feature selection problem.
To address the feature selection problem, in chapter 9, we describe how our
joint feature selection problem can be formulated as a latent variable problem and
provide a complete study of this problem in chapters 10 and 11. This work will
provide us with tools that are used in chapter 12 to modify the joint feature selection
framework from 7 and show how it is possible to increase the performance of our
descriptor on larger datasets.

13.2

Discussion

The discussions of this thesis show how statistics gathered via a discriminative
processes are far more robust than frequency based statistics that are normally
collected from the image. This fact is also verified by some of the most recent
studies in computer vision [42, 18], where they attempt to describe image with
a set of local classifiers. There are many advantages in collecting discriminative
statistics as opposed to collecting frequency statistics from the image. Here, we
will summarize some of these advantages :
• Learning a classifier for extracting discriminative statistics from the images
is significantly easier than either selecting or learning a metric distance for
counting the number of such structures in the image.
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• Verifying how certain we are a potential structure appears in the image is a
rather well-defined problem than counting the number of such structures with
respect to an ill-defined metric.
• Discriminative statistics can easily target structures of different sizes and
shapes, while use of metric distances have proven to be efficient when the
dimensionality of the features are low.
• Last but not least, measuring different discriminative properties of image can
be done independently and measurements that do not provide information
can be easily removed.
Our discussions show that discriminative learning is important and essential
for learning features that are used for describing images. Similarly, Deep learning [46, 54, 45] can be seen as one of the most successful methods to date that
employs discriminative measurements for describing images. To provide a robust
framework that can target structures of various sizes deep learning uses an artificial
neural network [3], to learn discriminative structures on different object categories.
The responses obtained from these classifiers have proven to be a robust source of
statistics for different applications [31, 23].

13.3

Future Works

The main aim of this thesis was to test the hypothesis that it is possible to improve
the quality of the descriptor by iterating between “how statistics are collected from
the image” and “training discriminative models”. To achieve our goal and make our
arguments easy to understand, we have made several assumptions in our framework that are there to simplify the problem and changing them could significantly
improve the performance. Here, we list a number of such assumptions.
• To relate our method to the previously published methods, we have assumed
that our framework is based on a visual vocabulary. As discussed in chapter
3, the process of building a visual vocabulary, is not a well-define process
which makes assumptions that do not fit the noisy data that is collected
from the images. Due to this part of the framework, we are unable to train
our method on larger, hence more discriminative, patches for building the
independent components that are employed by our method. Removing this
dependency on visual vocabularies would allow us to target larger structure
in image and obtain more discriminative components.
• Another assumption made by our framework, is considering that the components used by our framework produce a single dimensional response. While
this assumption proves to fit in our framework, nothing prevents us of from
employing more complex independent components that produce a multi dimensional responses.
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• In this work, we have avoided the use of spatial pyramid kernels [53] for
describing images. The decision to exclude such kernels was to make the
process of feature selection simpler to understand. Our initial studies on
these kernels show that it is possible to significantly improve the performance
of our method by employing them.
• In this thesis to find replacement components, we have devised a spatial joint
feature selection problem with a pre-defined architecture. As mentioned in
the previous chapters there are many ways of improving the performance of
these components.
These improvements can be seen as the most relevant future works of the content
of this theses.

13.4

Conclusion

The focus of this thesis was on a very fundamental problem in computer vision,
which is usually ignored by most methods. While most computer vision methods
focus on mining patterns in already extracted statistics, our goal aim was to relate
the feature extraction problem to the task in hand and extract statistics that are
beneficial to the task.
To achieve our goal, we have devised a framework that can iteratively train
discriminative models and collect statistics based on the trained model. Our framework enables us to keep the statistics that are deemed to be informative and look
for replacement statistics for the ones that are not informative. This procedure is
beneficial since the slight performance increase obtained by collecting more complex
statistics comes with a significantly large computational cost. In our framework, we
take the advantage of the fact that most of the statistics is gathered by the simple
statistics and only a small fraction of the data, which gives us the performance
edge, is calculated by the more sophisticated measurements.
By designing such a framework, we have shown how it is possible to significantly
improve the performance of our descriptor on multiple datasets by only replacing
a small fraction of this descriptor. Here, we have provided a successful strategy for
finding joint features in a discriminative manner and we have demonstrated how
they can be employed by our framework. Our analysis, show how by relating the
data collection process to the task in hand, we can obtain a well-defined procedure
for improving the performance of different classification problems.
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