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Abstract

Big data processing has recently gained a lot of attention both from academia
and industry. The term refers to tools, methods, techniques and frameworks
built to collect, store, process and analyze massive amounts of data. Big data
can be structured, unstructured or semi-structured. Data is generated from
various different sources and can arrive in the system at various rates. In order
to process these large amounts of heterogeneous data in an inexpensive and
efficient way, massive parallelism is often used. The common architecture of a
big data processing system consists of a shared-nothing cluster of commodity
machines. However, even in such a highly parallel setting, processing is
often very time-consuming. Applications may take up to hours or even
days to produce useful results, making interactive analysis and debugging
cumbersome.

One of the main problems is that good performance requires both good data
locality and good resource utilization. A characteristic of big data analytics is
that the amount of data that is processed is typically large in comparison with
the amount of computation done on it. In this case, processing can benefit from
data locality, which can be achieved by moving the computation close the to
data, rather than vice versa. Good utilization of resources means that the data
processing is done with maximal parallelization. Both locality and resource
utilization are aspects of the programming framework’s runtime system.
Requiring the programmer to work explicitly with parallel process creation and
process placement is not desirable. Thus, specifying good optimization that
would relieve the programmer from low-level, error-prone instrumentation to
achieve good performance is essential.

The main goal of this thesis is to study, design and implement performance
optimizations for big data frameworks. This work contributes methods and
techniques to build tools for easy and efficient processing of very large data
sets. It describes ways to make systems faster, by inventing ways to shorten
job completion times. Another major goal is to facilitate the application
development in distributed data-intensive computation platforms and
make big-data analytics accessible to non-experts, so that users with limited
programming experience can benefit from analyzing enormous datasets.

The thesis provides results from a study of existing optimizations in
MapReduce and Hadoop related systems. The study presents a comparison
and classification of existing systems, based on their main contribution. It then
summarizes the current state of the research field and identifies trends and
open issues, while also providing our vision on future directions.

Next, this thesis presents a set of performance optimization techniques and
corresponding tools fordata-intensive computing platforms;

PonIC, a project that ports the high-level dataflow framework Pig, on top
of the data-parallel computing framework Stratosphere. The results of this

http://urn.kb.se/resolve?urn=urn:nbn:se:kth:diva-145329


ISBN: 978-91-7595-143-0 | TRITA-ICT-ECS AVH 14:11 | ISSN 1653-6363
http://urn.kb.se/resolve?urn=urn:nbn:se:kth:diva-145329

work show that Pig can highly benefit from using Stratosphereas the backend
system and gain performance, without any loss of expressiveness. The work
also identifies the features of Pig that negatively impact execution time and
presents a way of integrating Pig with different backends.

HOP-S, a system that uses in-memory random sampling to return
approximate, yet accurate query answers. It uses a simple, yet efficient random
sampling technique implementation, which significantly improves the accuracy
of online aggregation.

An optimization that exploits computation redundancy in analysis programs
and m2r2, a system that stores intermediate results and uses plan matching
and rewriting in order to reuse results in future queries. Our prototype on top
of the Pig framework demonstrates significantly reduced query response times.

Finally, an optimization framework for iterative fixed points, which exploits
asymmetry in large-scale graph analysis. The framework uses a mathematical
model to explain several optimizations and to formally specify the conditions
under which, optimized iterative algorithms are equivalent to the general
solution.
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