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Abstract

T
his Master’s Thesis in mathematical statistics has the two major purposes;
(i) to model and measure the risk associated with a special type of reinsur-
ance contract, the catastrophe bond, and (ii) to analyze and develop methods
of portfolio optimization suitable for a portfolio of catastrophe bonds. Two

pathways of modeling potential catastrophe bond losses are analyzed; one method
directly modeling potential contract losses and one method modeling the underlying
contract loss governing variables. The first method is simple in its structure but with
the disadvantage of the inability to introduce a dependence structure between the
losses of different contracts in a simple and flexible way. The second modeling method
uses a stochastic number of stochastic events representation connected into a multi-
variate dependence structure using the theory of copulas.

Results show that the choice of risk measure is of great importance when analyz-
ing catastrophe bonds and their related risks. As an example, the measure Value at
Risk often fails to capture the essence of catastrophe bond risk, which in turn means
that portfolio optimization with respect to the same might lead to a systematic obscu-
rity of risk. Two coherent risk measures were investigated, the spectral risk measure
and the Expected Shortfall measure. Both measures provides good representation of
the risk of a portfolio consisting of catastrophe bonds.

This thesis extends and applies a well-known optimization method of Conditional
Value at Risk to obtain a method of optimization of spectral risk measures. The op-
timization results show that expected shortfall optimization leads to portfolios being
advantageous at the specific point at which it is optimized but that their characteristics
may be disadvantageous at other parts of the loss distribution. Portfolios optimized for
the spectral risk measure were shown to possess good characteristics across the entire
loss distribution. Optimization results were compared to the popular mean-variance
portfolio optimization approach. The comparison shows that the mean-variance ap-
proach handles the special distribution of catastrophe bond losses in an over-simplistic
way, and that it has a severe lack of flexibility towards focusing on different aspects
of risk. The spectral risk measure optimization procedure was demonstrated to be
the most flexible and possibly the most appropriate way to optimize a portfolio of
catastrophe bonds.





Abstract

D
etta examensarbete i matematisk statistik har de tv̊a huvudsyftena att; (i)
modellera och mäta riskerna med en speciell typ av återförsäkringskontrakt,
katastrofobligationer, och (ii) att analysera och utveckla metoder för opti-
mering som lämpar sig för en portfölj av katastrofobligationer. Tv̊a olika

inriktningar för att modellera förluster knutna till katastrofobligationer analyseras;
en metod som direkt beskriver kontraktsförlusterna och en metod som beskriver de
underliggande variablerna som leder till kontraktsförluster. Den första metoden är en-
kel till sin struktur, men med nackdelen att det inte är möjligt att införa beroenden
mellan olika kontrakts förluster p̊a ett enkelt och flexibelt sätt. Den andra metoden
använder ett betraktningssätt med ett stokastiskt antal stokastiska händelser kopplad
till en beroendestrukturmed med hjälp av copulas.

Resultaten visar att valet av riskm̊att är av stor betydelse vid analys av katastrofobli-
gationer och dess tillhörande risker. Som ett exempel, måttet Value at Risk misslyckas
att mäta risk i flera fall vilket i sin tur innebär att portföljoptimering med avseende
p̊a densamma skulle kunna leda till ett systematisk döljande av risk. Tv̊a koherenta
riskmått befanns vara tillfredsställande för att mäta risk relaterad till katastrofobliga-
tioner, Expected Shortfall och genom ett spektralt riskmått.

Detta examensarbete använder och tillämpar en välkänd optimeringsmetod för Con-
ditional Value at Risk för att erh̊alla en metod för optimering av spektrala riskmått.
Optimeringsresultaten visar att expected shortfall optimering leder till portföljer som
är fördelaktiga vid den punkt där optimering skett, men att deras egenskaper kan
vara l̊angt sämre i andra delar av förlustfördelningen. Portföljer optimerade för det
spektrala riskm̊attet visade sig ha goda egenskaper över hela förlustfördelningen. De
analyserade optimeringsmetoderna jämfördes med den populära optimeringsmetoden
att minimera varians. Jämförelsen visar att varians hanterar den särskilda fördelningen
av katastrofobligationsförluster p̊a ett alltför förenklat sätt. Att minimera varians har
en allvarlig brist p̊a flexibilitet i och med att det inte är möjligt att fokusera p̊a olika
delar av fördelningen. Optimering av det spektrala riskmåttet visade sig vara det mest
flexibla och kanske det bästa sättet att optimera en portfölj av katastrofobligationer.





Definitions and Concepts

R, Rn, Rn,m Real numbers in 1, n and n×m dimensions.
R+ The set {x ∈ R : x > 0}.
R0 The set {x ∈ R : x ≥ 0}.
N Natural numbers, 0, 1, 2, 3, . . .
N+ Positive natural numbers, 1, 2, 3, . . .
⊆ A is a subset (possibly with equality) of B if A ⊆ B.
( Strict inclusion, i.e. A ⊆ B but not A = B.
(), [] Open and closed intervals in R. [) and (] are semi-closed intervals.
{a, b} Integer interval, a, b ∈ N and a ≤ b.
min{X, Y } The minimum of X and Y .
max{X, Y } The maximum of X and Y .
min{Xi : i ∈ I} The minimum of all Xi’s given that i belongs to the index set I.
max{Xi : i ∈ I} The maximum of all Xi’s given that i belongs to the index set I.
�̂ Approximation or estimate of the function or variable �.
(X|Y ) Evaluation of X given Y , i.e. Y is known or an observed quantity.

I {A} The indicator function, I{A} =

{
1 If A holds

0 If A does not hold

H(x) The Heaviside step function, H(x) =

{
1 x ≥ 0

0 x < 0

⊥⊥ X is independent from Y if X ⊥⊥ Y .
E [X] Expected value of the random variable X.
Var (X) Variance of X.
U(a, b) Uniform continuous probability distribution between a and b.
N (µ, σ2) Gaussian distribution with mean µ and variance σ2.
VaRp(X) Level p value at risk of the random variable X.
ESp(X) Level p expected shortfall of X.
CVaRp(C) Level p conditional value at risk of X.
ρψ(X) Spectral risk measure of X with the risk aversion function ψ.
ρψ|γ(X) Spectral risk measure of X with the exponential risk aversion function.
CA Catastrophe bond attachment level.
CE Catastrophe bond exhaustion level.
CL Catastrophe bond layer size, CL = CE − CA.
EL Expected loss, EL = E[L] where L is the loss random variable.
PA Probability of attachment, the probability that a loss occurs.
PE Probability of exhaustion, the probability of contract default.
pA Cumulative attachment probability, pA = 1− PA.
pE Cumulative exhaustion probability, pE = 1− PE.
R0 Return of a risk-free zero-coupon bond with face value 1 with context

dependent maturity. It holds that R0 = 1/B0 where B0 is the current
spot price of the risk-free zero-coupon bond.
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Chapter 1
Introduction

1.1 Background

R
einsurance forms an integral part of the risk management of most insurance
companies. The general idea of reinsurance is that an insurance company may
decrease its risk by entering into a contract under which a reinsurer will as-
sume certain specified risks in exchange for one or several premium payments.

There are many different risks that insurance companies can be exposed to and each
risk may depend on one or several risk factors. Risks associated with different types
of events, called perils, and different geographic regions have different characteristics
and dependences with respects to other perils and geographic regions. There are perils
and geographic regions that may involve more risk for an insurance company to be
exposed to than others. Consider an insurance company which insures privately and
publicly owned houses within a particular geographic area. It is then clear that this
type of insurance may be linked to some risk if there is some common risk factor that
all, or several, of the insured properties are exposed to. Examples of such common
risk factors may be earthquakes, hurricanes or other natural catastrophes. Insurance
companies operating in areas exposed to natural catastrophes face large risks which
need to be understood and managed to remain solvent and to comply with regulations
such as Solvency 1 or Solvency 2. To manage a large risk, insurance companies can
use reinsurance contracts.

There are several global reinsurance companies such as Munich Re1, Swiss Re2 and
Hannover Re3. However, the general concept of reinsurance has in recent years found
an application as a financial product not only directed towards reinsurance companies.
These products are known as an insurance linked securities commonly abbrevi-
ated as ILS’s. An ILS works as an alternative method of reinsurance for an insurance
company, often supplementary to traditional reinsurance contracts. Insurance linked
securities may be of a wide variety of types, and thus, only a special case of an ILS is
treated in this thesis, catastrophe bonds with non-proportional risk structures.

1www.munichre.com
2www.swissre.com
3www.hannover-re.com

1
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From an investors point of view, a catastrophe bond investment is associated with
some risk which may be of a very different nature from that associated with common
stocks or corporate bonds. Thus, it is important to have a flexible and reliable frame-
work for modeling losses and to measure risk pertaining to one or several catastrophe
bonds. Furthermore, as combinations of several catastrophe bonds may be difficult
to analyze due their complex individual distributions and possible dependence struc-
tures, it is interesting to investigate whether or not mathematical optimization can
be used to construct investment portfolios of several catastrophe bonds being optimal
with respect to some measure of risk.

1.2 Objective and Scope

The objective of this thesis is to develop a flexible yet reliable framework to describe
and analyze the characteristics of catastrophe bonds. Since there are several inves-
tigated fields within this thesis, the objective and scope is best described as a set
of questions which are to be answered throughout the thesis. The following main
questions are analyzed:

Thesis Questions:

1. Can catastrophe bond losses be described and modeled using a parametric stochas-
tic model?

2. Is it possible to, in a flexible yet reliable way, model dependence between the losses
of different catastrophe bonds?

3. What is the most appropriate way to measure catastrophe bond related risk?

4. Is it possible to construct a minimum risk portfolio of catastrophe bonds based
on the most appropriate risk measure?

5. Which optimization method yields the best portfolios with the most flexibility
towards emphasizing different aspects of risk?

If this thesis was to be placed within a specific category of science, perhaps the
best descriptive label would be risk analysis within a financial or reinsurance context.

Even though assumptions and restrictions will be clearly defined throughout the thesis,
some of the most important limitations and restrictions are stated here to lessen the
possibility of confusion and to tell the reader what is not treated through this report.
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Thesis Restrictions:
This thesis will not:

1. Treat credit risk corresponding to financial contracts. It will be assumed that the
credit risk is zero.

2. Treat operational risk, such as the failure of any of the involved parties of a
contract to supply necessary information which then may increase the risk of the
contract.

3. Investigate or use real-world natural catastrophe data.

Whereas restriction 1 and 2 are made straight from the start due to the main
focus of this thesis, restriction 3 is made in order to allow the construction a wide
array of models that can be applied to any type of related risk. Therefore, it is not of
particular interest what characteristic a specific category of risk possesses but rather
the fact that the proposed models are flexible enough to capture its potential charac-
teristics. It should be noted that even though the term catastrophe bond is heavily
used throughout this report, there is nothing restricting the presented models to be
transferred to a different context with similar characteristics. The term catastrophe
bond is used for notational convenience and due to the cooperation with the Third
Swedish National Pension Fund and their interest in the considered investment type.
Furthermore, the proposed method of optimizing a spectral risk measure is not in any
sense confined to portfolios consisting of catastrophe bonds. Given an appropriate set
of parameters and input data, the proposed optimization methods can be used with
any set of variables.

1.3 Intended Reader

The intended reader of this thesis is a person with prior, albeit basic, knowledge in
probability theory, mathematical optimization and risk management principles of the
financial or insurance industry. However, this thesis aims to maximize the number of
possible readers by making it possible for a novice in any of the above stated areas
to obtain the necessary theory and concepts through the appendices supplied in this
thesis. Thus, it will be assumed that some prior knowledge of probability theory is
possessed by the reader. A reader not acquainted with concepts such as the probability
density function, cumulative distribution function or the probability quantile function
should consider reading Appendix A or consult a textbook in probability theory such as
An Intermediate Course in Probability by (Gut, 2009). Some concepts, such as Copulas
or the quantile transformation theorem, may be unfamiliar to a master’s student of
mathematical statistics. In such a case, Appendix A can be used as an encyclopedia
of the relevant probability theory topics of this thesis. A reader not familiar with risk
management principles should not be worried, the needed theory is included in Chapter
4. For further information concerning risk management principles, one could consult
a textbook such as Risk and Portfolio Analysis: Principles and Methods by (Hult,
Lindskog, Hammarlid, & Rehn, 2012). As a large portion of this thesis is devoted to
the development and analysis of optimization methods based on linear programming,
it is useful to have some knowledge of the subject. However, relevant concepts and
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a useful algorithm for solving large scale linear optimization problems are given in
Appendix B.

1.4 Thesis Outline

Chapter 2 introduces the reader to the area of insurance linked securities and the
treated sub case and main focus of this thesis, catastrophe bonds. Throughout Chapter
2, important concepts defining the structure and characterstics of the catastrophe
bonds are introduced. The characteristics of a catastrophe bond, which will mainly
refer to the losses of the catastrophe bond, are based on and directly governed by the
definitions and defining concepts of Chapter 2. Chapter 3 introduces two methods of
possible modeling approaches of catastrophe bond losses and introduces and discusses
dependence concepts relating to the considered models. Multivariate extensions of the
developed univariate marginal distributions are modeled using the theory of copulas.
Chapter 4 discusses the usefulness and the properties of some of the most common risk
measures and tries to answer the question regarding which measure that is best suited
for the case of catastrophe bonds based upon the models developed in Chapter 3.
Chapter 5 discusses methods of optimization of the chosen risk measures of Chapter
4. Implementation and accuracy of some of the methods and approximations are
discussed in Chapter 6. Finally, Chapter 7 is devoted to showing results corresponding
to the considered optimization methods. Some time is then spent at summarizing and
discussing the main conclusions in Chapter 8.



Chapter 2
Catastrophe Bonds

I
n this chapter, the structure underlying an insurance linked security and a general
type of catastrophe bond will be outlined. The term insurance linked security is
often abbreviated as ILS and as the name entails, an insurance linked security
is a financial security. In short, the ILS contract is a deal between the investors

and the insurance company connected by an intermediary. The insurance company
which the ILS applies to, and whose risks is to be transferred by the ILS, will be
called the sponsor. The counterparty, which assume the defined risk, will be called
investors. The structure of the ILS is determined by the special purpose vehicle,
denoted SPV, which will transfer the defined risk from the sponsor to the investors.
There exists several different types of insurance linked securities and some examples
are reinsurance swaps and sidecars, catastrophe bonds and catastrophe options com-
bined with a variety of SPV types. This thesis will treat what is commonly referred
to as Catastrophe Bonds, a special type of ILS. However, the aim is not to treat
every possible type catastrophe bond as this would lead to confusion and distraction
from the main objectives of this thesis. Thus, only some types of catastrophe bonds
are treated. It should be noted that the treated types constitute the most common
structures and that instruments with more complicated structures are most often only
extensions of the cases treated in this work. The relation between general reinsurance,
ILS, catastrophe bonds and the treated sub-case is shown in Figure 2.1.

When a catastrophe bond is issued, a total contract size is determined by the sponsor
and the objective is to raise this amount of cash from the capital market, i.e. from
the investors, to achieve a fully collateralized catastrophe bond. There is, however, no
guarantee that enough cash will be raised as this depends on the investors’ interest
in the specific contract and its structure. When an investor invests in a catastro-
phe bond at the time of its issuance, in the primary market, the amount paid by
the investor, i.e. the total price excluding potential transaction costs, is the original
principal amount. The degree of participation of one investor can be determined as
the individual investor’s original principal amount divided by the total contract size.

5
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Figure 2.1: General reinsurance, ILS, catastrophe bonds and the treated special case
(left) and flowchart of the catastrophe bond structure (right).

Typically, the total capital raised to collaterize the contract is placed in an account
which will solely be used to cover insurance claims defined under the contract SPV.
The capital is generally invested with a very low risk within the collateral account
using investments with a very high credit rating. The investors will receive a, often
quarterly paid, coupon throughout the investment period. It is common that the
coupon is paid a quarter later, introducing a lag of 3 months. The size of the coupon
is given as a percentage to be applied on the applicable remaining principal amount of
the collateral account at a specified time after possible sponsor recoveries have been
withdrawn from the account. The remaining principal amount after withdrawals of
sponsor recoveries will be referred to as the outstanding principal amount. The
compensation paid by the sponsor to the investor are the coupons and interest rate
returns from the collateral account. A simplistic flowchart that shows the relation
between the SPV, the investors and the sponsor is shown in Figure 2.1. An example
of a generic catastrophe bond cash flow is given in example 2.1.

Example 2.1. Catastrophe bond cash flow example
Consider a two year contract with an original principal amount of $100, an annual
coupon of size 10% to be paid on the outstanding principal amount at the end of
the applicable period together with a quarterly payment structure with a lag of three
months. Assume that the rate corresponding to the collateral account is zero. The
following investor cash flow is obtained if and only if no catastrophic event occurs
affecting the catastrophe bond:

Time (months) 0 3 6 9 12 15 18 21 24
Cash flow -100 2.5 2.5 2.5 2.5 2.5 2.5 2.5 102.5

Thus, the investor pays the principal amount $100 at time zero and receives a quarterly
coupon payment of 2.5% of $100 each 3 months starting from month 3. At the maturity
at month 24, the investor receives the principal amount and the remaining quarterly
coupon and thus the total sum of the cash flows is $20. This would not have been
the case if the catastrophe bond had been affected by a catastrophic event. Let us
assume that a catastrophic event has occurred which allows recoveries from the SPV
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to the sponsor equal to the full amount of the collateral account, the original principal
amount, between month 12 and month 15. Then the following investor cash flow is
obtained:

Time (months) 0 3 6 9 12 15 18 21 24
Cash flow -100 2.5 2.5 2.5 2.5 0 0 0 0

In this case, the total summed cash flow is -$90 which means that the investor has lost
money on the deal. Another important case is the partial loss situation. Consider the
case where a catastrophic event has occurred which reduces the amount of cash in the
collateral account by 50% between month 12 and month 15. Then the following cash
flow arises:

Time (months) 0 3 6 9 12 15 18 21 24
Cash flow -100 2.5 2.5 2.5 2.5 1.25 1.25 1.25 51.25

From month 12, quarterly coupons payments are made with a size corresponding to
2.5% of the outstanding principal amount $50 which also is received at maturity. The
total summed cash flow is -$35 which also is a loss but not as large as the previous. �

It should be noted that there exist no general structure of payments that is appli-
cable to all catastrophe bonds. It is often the case that there exists a first year coupon
guarantee which means that the coupons corresponding to the first year are always
given to the investor. In the case of a quarterly paid coupon structure, the four first
coupon payments are, in such a case, always given to the investors. It should be noted
that the different payment structures are not considered being the most interesting
characteristic of the catastrophe bond in this thesis. Even though it is important to
have a knowledge of the payment structure in order calculate several bond-related
measures, such as the duration of the contract, this thesis will focus on risk-modeling
rather than the payment structures. In this thesis, the payment structure will be sim-
plified so that it does not obscure the characteristics of contract losses. Typically, it
will be assumed that the risk free rate is zero and that the contract has a length of
exactly one year in which the investor always receives the coupon payment based on
the original principal amount.

2.1 Catastrophe Bond Market and Pricing

There are two distinct markets for catastrophe bonds, the primary market where the
catastrophe bond is issued and the secondary market where an already issued catastro-
phe bond can be sold or bought during its active period. The two different catastrophe
bond markets are described below.

2.1.1 Primary Market

When a catastrophe bond is issued, the aim is to raise capital to cover potential claims
of the sponsor. The contract size of the instrument is specified by the sponsor at is-
suance and the objective of the sponsor is to raise capital from the investors. Since
the investor will cover losses defined by the SPV, a coupon is given by the sponsor to
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the investors, through the SPV, as a means of compensation. At the issuance of the
catastrophe bond, the bidding is made with respect to the coupon, i.e. an auction is
made with respect to the size of the coupon instead of a price which is common for a
general bond. When a contract deal has been signed, the amount paid by the investor
is the degree of participation with respect to the total ILS size, i.e. the investor pays
the original principal amount to the SPV. The fact that the auction of a catastrophe
bond is not made with respect to the price corresponding to a fixed coupon separates
this instrument from an ordinary coupon bearing bond. After issuance of a catastro-
phe bond, the coupon is fixed as determined by the amount written when signing the
deal.

The pricing of a catastrophe bond depends on several variables and beliefs of the
investors. However, the aim of this thesis is not to develop pricing models for catas-
trophe bonds. In a very simplistic view, to create a fair deal for the investor, the
coupons should be higher than or equal to the expected loss during the specified pe-
riod. Consider a contract with a length of 1 year. Denote the expected 1 year loss by
EL and the one year return corresponding to the coupons by CILS. Then the following
should hold for a fair pricing of a catastrophe bond in the primary market

CILS = EL + h

where h ≥ 0 is the risk-adjusted premium. Thus, the estimation of the expected loss
is fundamental to the valuation of the coupons of a catastrophe bond. There exist
other variables which affect the pricing, and it is not uncommon that the expected
loss and the returns may be relatively close to each other creating a low risk-adjusted
premium. The coupon is related to the investors’ view of risk of the specified contract
and the notion of risk cannot be reduced to a simple measure of the expected loss.
Furthermore, liquidity may be an issue since if there are very few investors interested
in a contract the size of the premium may be increased. This process may continue
to the point where the sponsor considers the deal unfair and decides to cancel the
contract issuance.

2.1.2 Secondary Market

Many catastrophe bonds are listed on a secondary market such as the Bermuda Stock
Exchange1 or Cayman Islands Stock Exchange2. However, in general, most contracts
are traded OTC rather than over the exchanges after issuance and before maturity. The
price of a catastrophe bond in the secondary market is a variable and the coupons are
fixed. The catastrophe bond price could be compared to the price of a typical coupon
bearing bond but with the distinction that the risk now has a different interpretation.
For a catastrophe bond, the risk has its origin in the occurrence of catastrophes rather
than the risk of failure of the borrower to honor the repayment of the lended capital
as is the case of a common bond. As in the case of the primary market, there are
several variables that influence the price of the ILS. The most important example is
the markets view of the underlying risks which may be changed during the term of the
contract. Typically, perils such as hurricanes or windstorms have significant seasonal

1http://www.bsx.com/Comp-InsLinkSec.asp
2http://www.csx.com.ky/
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components and variations. As an example, Atlantic hurricanes are much more likely
to occur in August, September or October than any other month of the year. Thus
the pricing of a contract may depend on this information and the current time of the
year. See for example (Ragnarsson, 2008). Consider a one year contract with risks
solely corresponding to Atlantic hurricanes. Let us assume that it has maturity in
June 1st and today is December 1st. Then, since the most risky period of the contract
has passed, it is expected that this is be incorporated in the price. For the same
contract, if instead assuming that the contract has maturity December 1st and today
is June 1st, the price in this example should be lower than the price in the previous
example. This of course only holds if everything else is equal, ceteris paribus. The
price of a catastrophe bond will also quite naturally depend on if a catastrophic event
has occurred that has reduced the size of the outstanding principal amount. It should
be noted that it may be very hard or even impossible to sell a contract if a catastrophe
has occurred affecting the catastrophe bond. This is because the extent of the damages
caused by the catastrophe may not be directly known and therefore, recoveries to the
sponsor from the SPV may take some time to settle and that there might be a very
high uncertainty concerning the estimation of the sponsor’s losses. As will be discussed
later on, the losses of a typical catastrophe bond are not always based on the actual
sponsor losses.

2.2 Perils and Geographic Areas

Each catastrophe bond has a corresponding legal document which defines how underly-
ing parameters affecting the contract losses are defined, calculated and how they affect
the SPV and the investors. Different instruments may have different risk exposure
areas and different risk perils, e.g. geographic area or types of catastrophes. A table
of commonly encountered perils with corresponding exposure areas is given below:

Peril: Geographic area:
Hurricane: US East Coast
Earthquake: US California

Japan
Mexico
Turkey

Windstorm: Northern Europe

It should be noted that there exist several other perils linked to natural catastrophes
and perils which have nothing to do with the classical sense of the word. Some examples
of less common perils are extreme mortality caused by influenza outbreaks or extreme
lottery winnings.

2.3 Trigger Mechanics

Losses that affect the investor of the catastrophe bond are not always based on the
losses of the sponsor. In this section, the different types of underlying quantities that
govern the contract losses are presented. There are different trigger mechanisms of
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which calculation of possible investor losses are to be based on. An external modeling
agent is responsible for calculating the value of one of the following trigger mechanisms
which then is used to determine the catastrophe bond losses.

1. Indemnity: Actual losses of the sponsor are determined. The losses are deter-
mined with respect to definitions of covered perils and geographic areas as well
as covered properties and or business defined in the contract. This type of trigger
mechanism requires extensive definitions of insured properties and/or business
on top of the definitions of covered perils and geographic areas.

2. Modeled loss: Event parameters, such as wind speed or earthquake magnitude,
are used in a catastrophe model which estimates the financial impact on the
sponsor. This calculation is done by a pre-specified and approved loss calculation
agent defined in the contract.

3. Industry loss index: An index corresponding to losses of the insurance in-
dustry. As an example, Property Claims Services (PCS)3 and PERILS 4 provide
such calculation services. The industry loss index can be used to estimate the
sponsor losses with the help of a pre specified calculation agent.

4. Parametric: Objective measurements of catastrophe parameters are used with
the help of a pre specified model. Event parameters such as earthquake mag-
nitude or hurricane wind speed are often available shortly after an event has
occurred which makes this trigger mechanism faster to use than other mecha-
nisms.

There are obvious differences between the trigger mechanisms and there is no general
best choice of trigger mechanism to be used in a catastrophe bond. The reason for this
is that there will be a trade-off between what is optimal for the investor and what is
optimal for the issuer. Perhaps the best choice for the issuer is to use the indemnity
trigger. With this choice, the basis risk is minimized for the sponsor. In this context,
the basis risk is the risk of the sponsor getting less insurance recovery from the SPV
compared to the theoretical recoveries based on the sponsor’s actual loss. The basis
risk for the sponsor has its origin in a situation where the sponsor has a loss that
should be covered by the catastrophe bond but thas such a recovery is not permitted.
As an example, using an industry loss index, the basis risk of the sponsor is increased
since there is a possibility that the industry loss index is less affected by a catastrophic
event than the sponsor. Modeled loss and a parametric model may have less basis risk
than using an industry loss index whereas they all have higher basis risk than if using
the indemnity trigger since it is based on the sponsors actual losses.

From the investors’ point of view, besides the risk corresponding to the covered perils,
geographic areas and the counterparty credit risk pertaining to the collateral account,
there is a risk pertaining to the calculation of the trigger value. The investor wants
to maximize the transparency of the trigger value calculation as well as minimize the
potential time between event occurrence and the time where the recovery claims are
completely settled. Consider the situation of an event occurring while the contract is

3http://www.verisk.com/property-claim-services/
4http://www.perils.org/
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active. It may be the case that a considerable amount of time is required to determine
the trigger value with, say, the indemnity trigger. During this time, the cash is held
at the collateral account and typically, a so called extension period occurs of during
which claims, with occurrence during the active period, may be added that affects
the SPV. Such an extension period may be as long as 36 months after the scheduled
maturity of the contract. Thus, it may be best for the sponsor to avoid the indemnity
trigger in favor of a parametric or an industry loss index trigger as they typically have
shorter time between occurrence and settlement. The parametric trigger may have
the shortest time between event occurrence and complete settlement of claims but at
the same time induce quite large basis risk for the sponsor. The indemnity trigger has
potentially the lowest extent of transparency in terms of loss determination which is
sub optimal for the investors. The risk of failure of the modeling agent is known as
an operational risk. In this thesis, both credit risk and operational risks are assumed
to have no effect. Furthermore, it will not be of any particular interest which trigger
mechanic is chosen as will be explained in the next section.

2.4 Generalized View of the Investor

The trigger mechanism determines which quantity that will affect the losses of the
catastrophe bond, e.g. actual sponsor losses or based on some parametric model. As
the underlying quantity is not always the actual sponsor loss, there will be a slight
problem when defining an expression to define the so called input signal that the SPV
uses to determine the losses of the investor. The expression underlying sponsor losses
may be intuitive and easy to understand but is also misleading as it will only be a
correct expression in the case of the indemnity trigger. However, from this point it
will not be of any particular interest or significance what trigger mechanism is used
and therefore, a generalized view is presented. For a given trigger mechanism, the
determined value of the trigger upon a catastrophic event will be seen as an input
signal. In a generalized view, the input signal is transformed by the catastrophe bond
SPV into catastrophe bond losses (output signal) meaning losses of the investor. The
input signal, no matter the choice of trigger mechanism, will be denoted Underlying
Losses and the output signal Instrument Losses. This simplified way of looking
at the problem is shown in Figure 2.2. It should be kept in mind that the chosen
stipulative definition, underlying losses, is a simplified expression for something more
complex. As an example, the underlying loss will not in general be in units of money.
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Figure 2.2: Generalized view of a catastrophe bond from an investors point of view.

Before explaining the limited case intended to be treated in this thesis, some no-
tations and concepts of the transformation of underlying losses into instrument losses
must be defined.

2.5 Underlying Losses and Instrument Losses

Suppose that the values of the underlying losses are given of which the instrument
losses are to be based on. The objective is now to state the different parameters
affecting the catastrophe bond upon the given underlying losses. The case treated in
this thesis is a non-proportional risk for the investor with respect to the underlying
losses, an expression which will become clear later in this section. To define how
catastrophe bond losses are affected by the underlying losses, the two main types of
calculations must be defined.

1. Annual Aggregate: Underlying losses are aggregated, i.e. summed, during
one year. The annually aggregated losses are then treated as one variable. The
annual aggregate loss is defined by

Lagg =
∑
i∈I

Li

where I denotes the index set of all relevant events during the specified year. Li
is the underlying loss corresponding to an event with index in I.

2. Per Occurrence: This case is a bit more involved and does not permit a simple
expression without defining further concepts. In general, underlying losses are
viewed individually in which the occurrence of one event giving a value over a
certain level will affect the instrument. Another event will affect the instrument
again in the same way, but is not possible to lose more than the original principal
amount over the investment period. If per occurrence is used, Locc denotes the
risk period occurrence loss. If there is only one event during a specified period
being over the specified level, the annual occurrence loss is given by

L̃occ = max {Li : i ∈ I}
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where I denotes the index set of all relevant events during the specified period
and Li is the underlying loss corresponding to an event with index in I. The
given equation is commonly used as a general model for the per occurrence losses.
However, this is not generally a correct model but merely an approximation.

To determine the instrument losses, parameters which define the loss properties of the
treated instrument must be defined.

1. Attachment level: Defines the level of underlying losses as a breakpoint of
when recoveries to the sponsor are taken from the collateral account, i.e. the
breakpoint where instrument losses starts to occur. The attachment level is
denoted by CA.

2. Exhaustion level: Defines the level of underlying losses as a roof of when
reached, no more recoveries to the sponsor will be covered by the catastrophe
bond, i.e. where the instrument loss equals the original principal amount. The
exhaustion level is denoted by CE.

3. Layer size: The layer size is defined by CL = CE−CA. Typically, the layer size
of a catastrophe bond will be equal to the total contract size.

2.5.1 Instrument Losses and Returns

The calculation methods that are to be presented may seem unintuitive at first and
therefore the following definitions are presented hoping to make the process more
transparent and clear. Even though some concepts have been encountered before,
they are stated again for clarification.

Definition 2.1. Loss Determination Concepts
Original principal amount: The initial investment size of the investor. Also equal
to the contracts size, i.e. the layer size, times the degree of participation of the in-
vestor.
Outstanding principal amount: The original principal amount minus the aggre-
gated principal reductions over the applicable risk period. If the value is less than zero,
it is set to zero. Furthermore, it cannot be greater than the original principal amount.
Principal reduction: An amount between zero and the original principle amount
determined either by an (annual) aggregate or per occurrence type calculation.
Risk period: A period of time under which principal reductions are calculated, e.g.
a year.
Contract term: The total length of the contract, given in years.

Definition 2.2. Risk Period Aggregate Principal Reduction Amount
Let CA denote the attachment level, K the original principal amount, CL the layer size
and Lagg the period t aggregated underlying losses. Then the period t annual aggregate
principal reduction amount is given by

L
(agg)
CB,t = min

{
max {Lagg, CA} − CA

CL
, 1

}
·K

= min

{
max {Lagg − CA, 0}

CL
, 1

}
·K

(2.1)
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This directly shows one of the most important characteristics of a catastrophe bond,
that LCB is proportional to Lagg between CA and CE but not proportional outside this
interval. It is from this structure that the expression non-proportional risk originates
from. It is clear that the maximum of LCB is K which means that an investor cannot
lose more than the original principal amount, of course excluding transaction costs.
Therefore, since the catastrophe bond coupon size is predefined and bounded, the
potential losses and returns of the catastrophe bond in the investors view, forms a
bounded interval. The annual instrument losses in the case of the per occurrence
calculation method is given by the following.

Definition 2.3. Risk Period Occurrence Principal Reduction Amount
Let CA denote the attachment level, K the original principal amount, CL the layer

size and Li the underlying loss with index i. The event loss payment amount of event
i is defined by

Li = min

{
max{Li, CA} − CA

CL
, 1

}
·K

= min

{
max{Li − CA, 0}

CL
, 1

}
·K

(2.2)

Consider the time period denoted by t having N events. Then the per occurrence
principal reduction amount over period t is given by

L
(occ)
CB,t = min

{
N∑
i=1

Li, K

}
(2.3)

Definition 2.4. Outstanding Principal Amount
Consider a contract with term T and an original principal amount K. The outstanding
principal amount at the end of period 1 ≤ T ≤ T is given the following

KT = max

{
K −

T∑
i=1

L
(∗)
CB,i, K

}
(2.4)

where (∗) denotes either aggregate or occurrence.

As mentioned earlier, a common simplification of the occurrence structure is to
use the maximum underlying loss over the considered period. Then the approximated
principal reduction amount is given by.

Definition 2.5. Approximation: Risk Period Occurrence Principal Reduc-
tion Amount
Let CA denote the attachment level, K the original principal amount and CL the layer

size. Then the per occurrence principal reduction amount over the period t is given by

L̂
(occ)
CB,t = min

{
max{Lmax − CA, 0}

CL
, 1

}
·K (2.5)

Where Lmax is the maximum underlying loss during the period t.
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As the coupon and interest rate payments are determined by the value of the
outstanding principal amount at certain times, in this thesis on an annual basis, it may
be good to treat the above periods losses as annual periods. Hence, the names annual
aggregate and annual occurrence are permitted. From this point and forward,
the considered risk period will be one year which means that risks are analyzed on
individual annual bases. Now, it is time to move on to state some further concepts
that will be used.

Instrument premium: Coupon and interest rate payments.
Instrument result: Instrument premium minus instrument loss.

The term of a catastrophe bond is typically longer than 1 year which means that
some routine for defining instrument results during the active period of the con-
tract must be derived. The coupons are paid on the applicable outstanding principal
amount. As the outstanding principle amount depend on previous instrument losses,
the instrument premium will also depend on previous instrument losses. The objective
is now to state formulas for the instrument results over the full contract term. Since
the risk of the sponsor’s failure to supply a coupon is ignored, the premium will be
assumed to be paid on an annual basis, at the end of each year instead of the typical
quarterly payment structure. Furthermore, there will not be premium payment lag.
Therefore, the following assumption is made

The premium payment for year i is paid at the end of year i based on the outstanding
principle amount at the end of year i.

This will not be a restrictive assumption as the results given below will follow to any
arbitrary setting by simply replacing the expression year with the applicable period,
e.g. if premiums are paid on the outstanding principle amount at the end of every
quarter (of a year), then replace year by quarter. However, in such a case, annual
aggregate and occurrence will also have to be redefined.

Since a contract typically has a term longer than one year and that it is often the
case that a first year coupon guarantee is given, the results over the full term must be
considered. It may be a too harsh assumption to view each contract as if they were 1
year contracts. In this section, results for the full active period of a contract will be
called aggregated results which should not be confused with the annual aggregate
calculation type. Before the main results of this section are given, some clarifications
should be made. The expression deterministic level means that the contract attach-
ment level and layer size and constant and cannot be moved by a triggering event.
The concept of the dropdown layer and the triggering event will be treated later.
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Definition 2.6. Consider a catastrophe bond with contract term equal to T ∈ N+,
annual coupon equal to c and an annual, applicable, interest rate equal to r. Both
the coupon and the interest rate are given as fractions to be paid on the applicable
outstanding principal amount. Let K denote the original principal amount and KT

the outstanding principal amount at the end of year T .
Instrument premium
The premium payments of year i is given by

Ri = Ki (c+ r) (2.6)

where R1 = K (c+ r) if there is a first year coupon guarantee. The year 1 ≤ T ≤ T
aggregated premium payments is given by

RT =
T∑
i=1

Ri (2.7)

Instrument result
The year 1 ≤ T ≤ T instrument result is given by

RT = RT − (K −KT ) (2.8)

Discounted loss
The year 1 ≤ T ≤ T discounted loss is defined by

LT =
(K −KT )−RT

(1 + r)T
(2.9)

Dropdown layer

Now, the concept of non-constant levels of attachment and exhaustion are treated.
There exist several structures and dropdown layer types, but in this section only the
most common case is treated. In a simplified informal way, the dropdown layer can
be described by; if the annual loss is higher than a specified level, then the levels of
attachment and exhaustion is lowered for years after the current year. To describe this
in more detail, the following parameters are defined:

CTrg Trigger value
CA,1 Level of attachment before triggering event
CA,2 Level of attachment after triggering event
CE,1 Level of exhaustion before triggering event
CE,2 Level of exhaustion after triggering event
CL,1 CL,1 = CE,1 − CA,1, layer size before triggering event.
CL,2 CL,2 = CE,2 − CA,2, layer size after triggering event.
c1 Coupon before triggering event
c2 Coupon after triggering event

Table 2.1: Dropdown structure parameters
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It will always hold that CTrg < CE,1 since otherwise, there are no further recoveries
justified from the SPV to the sponsor as the contract is already completely exhausted.
In a typical situation it holds that CTrg < CA,1. This relates to the idea behind the
dropdown layer since some risks, such as earthquake risks, may show signs of an in-
crease in activity after some event has happened, e.g. aftershocks after an earthquake
has occurred. The risk of aftershocks will thus increase the probability that future
catastrophes will occur. Thus, if such signs are found during the active period of the
ILS contract, the sponsor may want to incorporate the increased risk by utilizing a
dropdown layer in which recoveries from the SPV to the sponsor becomes more likely.
Thus, if a trigger event is encountered, the sponsor will receive, in some sense, a wider
reinsurance deal. However, the risk for the investor is increased when the dropdown
layer is activated and therefore, a higher coupon is often supplied.

With the definition of the aggregate and occurrence risk period principal reduction
amounts, it turns it to be easy to calculate losses whilst utilizing a dropdown layer.
Instead of using a deterministic attachment level CA and a deterministic layer size
CL in Definitons 2.2 and 2.3, one uses CA,n and CL,n instead. The choice of n is as
follows; during the first year, n is chosen to be n = 1 and if during any year i ≥ 1 it
is the case that L̂ ≥ CTrg, then the index n is n = 2 during all years j ≥ i + 1. In

this case, L̂ denotes Lagg for the applicable year for annual aggregate or the largest
event during the applicable year in the case of the (annual) per occurrence method.
Furthermore, when determining the instrument premiums, the coupon cn is used with
the same logic.

2.6 Introduction to Loss Modeling

Given a model for the underlying losses, it is possible to estimate the instrument losses
by using the known instrument SPV structure. For different risk perils, there exist
different risk models which are used to estimate the underlying sponsor losses. For
example, in the case of hurricanes with landfall in the United States Gulf coast, there
is a large set of historical events that can be used to estimate the frequency and sever-
ity of future hurricane events at different locations. This data can then be used to
estimate sponsor financial losses with respect to the insured properties within a des-
ignated geographic area. In the case of Atlantic hurricanes, data exists for both very
severe events and less severe events making predictions possible with possibly quite few
assumptions. However, there are contracts having exposures which have significantly
fewer historical observations and possibly no historical data of very severe catastro-
phes. In these cases, models that simulate possible catastrophe events may be built
one quite large assumptions and thus, very high uncertainty may arise in its results.
As an example, modeling the risk of extreme mortality due to influenza outbreaks
may involve quite large modeling assumptions since the number of known outbreaks
of influenza giving rise to extreme levels of deaths are quite low. There are several
companies which focus on estimation of the underlying losses due to many different
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perils, some examples of such companies are AIR Worldwide5, EQE-CAT 6, and RMS 7.

Within the treated area of catastrophe bonds with non-proportional risks, the fol-
lowing statistical terms are important.

1. Attachment probability: The Probability that the level CA is reached, de-
noted PA. In other words, the probability that the investor will lose money.

2. Exhaustion probability: The probability that the level CE is reached, denoted
PE. In other words, the probability that the investor will lose the entire invested
capital, i.e. no principal amount will be paid at maturity.

3. Expected loss: The expected loss of the contract, denoted EL.

2.7 Real World Catastrophe Bond Examples

These examples are intended to show two real world examples of catastrophe bonds
and some of their given parameters.

Example 2.2. Cat bond example 1: Calypso Capital II Ltd.

SPV: Calypso Capital II Ltd. Class A
Sponsor: AXA Global P&C
Trigger mechanism: Industry loss index
Perils: European windstorm
Size: e 185 million
Risk period: Jan 1, 2014 - Dec 31 2016
Interest spread: 2.6%
Annual PA: 1.45%
Annual PE: 0.61%
Annual EL: 0.96%

This contract has a quite common structure. Losses are based on an industry loss
index and it has a 3 year term. The expected loss is well below the interest spread
which means that this deal is fair. This could be considered being a contract with
a reasonably low risk. The Interest rate spread is the annual coupon which then
determines the return of the contract on top of what is given by the return from the
interest rate swap deal. The displayed data of this example can be found in (Artemis,
2013) and (Aon Benfield, 2013). �

Example 2.3. Cat bond example 2: Muteki Ltd.
This contract is interesting in two aspects, the first being its special structure and the
second being that it was exhausted due to the 2011 Japanese Tohoku earthquake.

5www.air-worldwide.com
6www.eqeqcat.com
7www.rms.com
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SPV: Muteki Ltd.
Sponsor: Zenkyoren
Trigger mechanism: Parametric index
Perils: Japanese earthquake
Size: $300 million
Risk period: May 14, 2008 - May 14 2011
Interest spread: 4.4% (before dropdown)
Interest spread: 7.9% (after dropdown)
Annual PA: 1.02% (before dropdown)
Annual PE: 0.6% (before dropdown)
Annual EL: 0.79% (before dropdown)
Annual EL: 1.94% (after dropdown)
Dropdown trigger probability: 4%
Dropdown PA: 2.78%

This contract features a dropdown trigger which means that if an event occurs that
reaches over the specified level of the parametric index, the contract becomes more
risky for the investors since the levels of attachment and exhaustion are lowered. Drop-
down triggers can be quite common when dealing with earthquake risks since earth-
quakes typically have after-shock earthquakes that the sponsor want to incorporate
in the contract. Calculations of a generalized 1 year statistic such as the annualized
attachment probability can be a bit more difficult in such a case since the dropdown
event and its statistics must be incorporated. In some cases, the dropdown can only
be executed the year after the dropdown event has occurred. The displayed data of
this example can be found in (Munich Re, 2008). �



Chapter 3
Modeling of Losses

T
he starting point of an estimation of properties of a catastrophe bond is
to have some idea of the distributional characteristics of its losses. In this
chapter, two methods of creating univariate and multivariate distributions of
the catastrophe bonds defined in Chapter 2 are presented. There are two

different paths that can be taken when modeling the characteristics of the instrument
losses, either modeling the catastrophe bond losses directly or modeling the underlying
loss distribution and then applying the specific contract structure. As it turns out,
dependence cannot be modeled in a satisfactory way whilst directly modeling the
instrument losses due to the discontinuous characteristics of the loss distributions.
However, dependence using copulas can be modeled together with the quasi-continuous
distributions arising from the underlying loss distributions. This chapter is commenced
with the direct modeling of instrument losses followed by the discussion of models
modeling the underlying loss distributions. Finally, dependence structures using the
theory of copulas are discussed.

3.1 Direct Modeling of Instrument Losses

It is clear that when examining the loss calculation methods of Chapter 2, the instru-
ment losses will be on some closed interval. This is due to the fact that it is only
possible to lose the original principal amount and that the coupon is deterministic and
bounded. Without loss of generality, it is assumed that losses of any instrument are
on the interval [0, 1]. This is possible since the interval can be scaled at a later time by
applying a positive constant. The distribution of losses will, unless the probability of
attachment is 0 and the probability of exhaustion is 1, have point masses and therefore
a partially continuous distribution with two point masses is used. Firstly, the partially
continuous distribution with two point masses is defined which will be referred to as
the Two-Point distribution.

20
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Definition 3.1. Two-Point Distribution
Let Fcont(x) be a continuous function defined on the interval x ∈ [0, 1) with support
[pA, pE) and let pA ∈ [0, 1], pE ∈ [0, 1] and pE > pA. Then the Two-Point distribution
cumulative distribution function, CDF, is defined as

F (x) =


pA x = 0

Fcont(x) 0 ≤ x < 1

1 x = 1

Let F−1
cont(p) be the inverse of Fcont(x), which maps is x ∈ [0, 1) to p ∈ [pA, pE). The

Two-Point distribution quantile function is defined as

F−1(p) =


0 0 ≤ p < pA

F−1
cont(p) pA ≤ p < pE

1 pE ≤ p ≤ 1

The parameter pA is called the cumulative probability of attachment and the param-
eter pE the cumulative probability of exhaustion.

Note that if pE = pA, the continuous part is ignored and this distribution reduces
to a Bernoulli distribution. It is important to note that the parameters pA and pE in
this definition are not the same as the probability of attachment and exhaustion. In
this case, it holds that pA = 1 − PA and pE = 1 − PE where PA is the probability of
attachment and PE the probability of exhaustion.

The structure of the two-point distribution finds its explanation in the way catastro-
phe bond losses are calculated based on the underlying losses. As shown in Chapter 2,
the underlying losses are either summed (aggregate contracts) or treated individually
(occurrence contracts) followed by an investigation of how this quantity relates to the
level of attachment and exhaustion. Consequently, there will be scenarios giving rise
to both full contract loss, no contract loss and partial contract losses. Thus, there is
generally a non-zero probability of achieveing both no contract loss and a total con-
tract exhaustion. These two cases are then connected by a continuous section.

A continuous function which fulfills the requirements of Definition 3.1 is of interest.
The idea of the continuous part is to capture the characteristic of the underlying loss
distribution in the section of the contract layer. Having determined an appropriate
model for the continuous part of the two-point distribution, the loss distribution of
a catastrophe bond contract may be modeled using only the parameters PA and PE,
parameters which are often supplied as estimates when being offered to purchase a
catastrophe bond.

To determine an appropriate continuous function to be used with the two-point distri-
bution, key properties is the ability to capture different characteristics albeit having
a bounded support. It may be natural to look for a probability distribution function
defined on a closed interval which may then be modified to fulfill the criteria of Defi-
nition 3.1. A highly flexible probability distribution with bounded support is the Beta
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distribution defined in Definition A.16. However, the problem with the Beta distribu-
tion is that the CDF does not have a closed form which means that estimations and
simulation using the Beta distribution becomes difficult. Furthermore, as the cumu-
lative distribution function and the quantile function are of most interest, it becomes
quite hard to justify the suitability of the Beta distribution in this context. Now,
a distribution with similar characteristics, the Kumaraswamy distribution defined in
Definition A.17, is investigated. Values from the Beta distribution CDF, and the Ku-
maraswamy distribution CDF, PDF and quantile function are shown in Figure 3.1 for
a range of the parameters (a, b) of the Kumaraswamy distribution and (α, β) for the
Beta distribution respectively.
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Figure 3.1: Beta distribution CDF (upper left), Kumaraswamy CDF (upper right), Ku-
maraswamy density function (lower left) and Kumaraswamy quantile function (lower
right).

It is evident that the Kumaraswamy distribution has very similar characteristics
as compared to the Beta distribution but with the advantage of a CDF and quantile
function with a closed form. It is also clear that, for the Kumaraswamy CDF, choos-
ing a = b = 1 yields a linear CDF which corresponds to a uniform distribution on
this interval. A value of a < 1 yields a CDF appearing to be concave in the region
corresponding to x ∈ [0, 0.5) and a convex appearance for a > 1. For a choice of b < 1,
it appears that the region corresponding to x ∈ (0.5, 1] has a convex shape whereas
for b > 1 the shape appears to be concave.
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It is simple to modify the Kumaraswamy distribution to fulfill the criteria of Defi-
nition 3.1. Consider the modification

Fcont(x) = pA +
(

1− (1− xa)b
)

(pE − pA)

with corresponding inverse function

F−1
cont(p) =

(
1−

(
1− p− pA

pE − pA

) 1
b

) 1
a

It is clear that for the given domains in Definition 3.1, the following mappings hold

x 7→ Fcont(x)

Fcont : [0, 1) 7→ [pA, pE)

And equivalently for the inverse

p 7→ F−1
cont(p)

F−1
cont : [pA, pE) 7→ [0, 1)

Thus, the Two-Point Kumaraswamy distribution is defined by the following.

Definition 3.2. Two-Point Kumaraswamy Distribution
Let a ∈ R+, b ∈ R+, pA ∈ [0, 1] ,pE ∈ [0, 1] and pE > pA. Then the Two-point
Kumaraswamy CDF is defined as

F (x) =


pA x = 0

pA +
(

1− (1− xa)b
)

(pE − pA) 0 ≤ x < 1

1 x = 1

The Two-Point Kumaraswamy quantile function is defined as

F−1(p) =


0 0 ≤ p < pA(

1−
(

1− p−pA
pE−pA

) 1
b

) 1
a

pA ≤ p < pE

1 pE ≤ p ≤ 1

An example of the CDF and quantile function of the Two-Point Kumaraswamy
distribution are shown in Figure 3.2.
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Figure 3.2: Two-point Kumaraswamy distribution CDF and quantile function using
pA = 0.6, pE = 0.8, a = 0.75 and b = 1.5. Solid dots are attainable values whereas
hollow dots are not.

Thus, it is clear that the point masses give rise to flat spots in the quantile function.
In this example, the quantile function has a continuous section with a convex shape.
The shape of the continuous section relates to how the underlying losses, with arith-
metic depending on the contract type, behaves in the continuous region of the contract.
This behavior may differ between contracts and therefore the two-point Kumaraswamy
distribution is suitable since it may capture a wide range of characteristics.

3.1.1 Generating outcomes from the Two-Point Kumaraswamy Distribu-
tion

Consider the generated (pseudorandom) U(0, 1) numbers u1, u2, . . . , uNsim
. An method

for generating pseudorandom numbers, x1, x2, . . . , xNsim
, from the Two-Point Kumaraswamy

distribution is to use the following

xi =


0 If ui ≤ pA(

1−
(

1− ui−pA
pE−pA

) 1
b

) 1
a

If pA ≤ ui < pE

1 If ui ≥ pE

This is repeated for all indices 1, 2, . . . , Nsim to create the pseudorandom sample
x1, x2, . . . , xNsim

.

3.1.2 Uncertainty in the Generated Sample

It is clear that when generating a sample coming from a probability distribution, there
will be some uncertainty in the generated sample with low sample sizes. From the two-
point Kumaraswamy distribution, it is likely that the theoretical pA and pE parameters
do no align with the empirical counterparts of a finite sample. To investigate this, a
hypothetical contract with parameters pA = 0.9, pE = 0.95 and a = b = 1 was
considered. Simulations from the Two-Point Kumaraswamy distribution was made
using, in the first case, 1 000 samples and, in the second case, 100 000 samples. This
procedure was repeated 100 times to investigate the distribution of the generated
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data. Each generated sample was ordered and plotted in the same plot 100 times for
each simulation size respectively. The generated outcome is on the y-axis and the
cumulative probability is on the x-axis, i.e. the value 1 on the x-axis corresponds to
the worst possible outcome. The results are shown in Figure 3.3.
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Figure 3.3: Generated numbers from the Two-Point Kumaraswamy distribution using
pA = 0.9, pE = 0.95 and a = b = 1. The left plot corresponds to 100 repetitions of
simulations of size 1 000, the right plot correspond to 100 repetitions of simulations of
size 100 000.

Since the attachment and exhaustion probabilities of the generated data become
closer to their theoretical counterparts as the sample size is increased, it is clear that the
simulation size is of importance when it comes to accuracy when using this simulation
method. Furthermore, when using a lower simulation size, it is more likely that the
appearance of the partial losses of the generated sample differs significantly from the
expected theoretical appearance. In this example, it is expected that the ordered
partial losses are linearly increasing and this is more perceptible using the higher
sample size. It should be noted that a very high sample size may be costly in terms
of computation time and computer memory.

3.1.3 Two-Point Kumaraswamy Parameter Estimation

Given some underlying data, it is possible to estimate the parameters of the Two
Point Kumaraswamy distribution. Since the only part of the instrument loss distribu-
tion that is of interest in this estimation is the section between contract attachment
and exhaustion, the part of the distribution occurring between the attachment and
exhaustions probabilities is extracted and the pA and pE parameters are estimated
directly from the data. Observations of instrument losses corresponding to the section
between probability of attachment and exhaustion are denoted x =

(
x1 x2 . . . xn

)
.

The least squares problem of fitting a Kumaraswamy distribution to the set of ob-
servations x1, x2, . . . , xn with respect to the parameters a and b is given by

arg min
a,b

n∑
i=1

(
xi,n − F−1

X|a,b

(
n− i+ 1

n+ 1

))2
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where xi,n is the ith largest element of the observations, i.e. from the ordered sample
1 ≥ x1,n ≥ x2,n ≥ . . . xn,n ≥ 0.

It is also possible to fit the Kumaraswamy distribution to the observations x by us-
ing maximum likelihood estimation. The maximum likelihood problem of finding the
parameters a and b is given by

arg min
a,b

n∏
i=1

fX|a,b(xi)

In estimations, it may be of interest to use the log-likelihood function of the Ku-
maraswamy distribution. The likelihood function of the Kumaraswamy distribution is
expressed as

L(a, b|x) =
n∏
i=1

abxa−1
i (1− xai )b−1

leading to the following log likelihood function

log (L(a, b|x)) =
n∑
i=1

log(a) + log(b) + (a− 1) log(xi) + (b− 1) log(1− xai )

The log likelihood function can then be used with some suitable estimation method to
obtain estimates of a and b.
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3.2 Modeling of Underlying Losses

In this section, a flexible model that can capture the characteristics of the underlying
losses of a catastrophe bond is developed. The importance of the developed model will
become clear at a later step when discussing dependence structures. In order to lessen
the possibility of confusion, the main modeling workflow is presented:

(a) Step 1: Develop a model that captures the distributional characteristics of the
severity of underlying losses and the number of occurrences of catastrophic events
during a specified period of time, e.g. during a year. According to the specific
contract calculation type, the annual aggregate or occurrence loss will be deter-
mined and used as marginal distributions for the underlying loss distributions of
the contracts.

(b) Step 2: This step aims to combine the marginal distributions of step 1 to capture
the dependence between underlying losses to create a multivariate distribution of
underlying losses.

(c) Step 3: Define catastrophe bond contracts and transform samples from the mul-
tivariate distribution of processed underlying losses into a samples from the mul-
tivariate distribution of instrument losses using the methods of Section 2.5.

To simplify the process of finding a suitable model for the underlying losses, the fol-
lowing assumptions will be made regarding the underlying loss distributions:

(i) The risk period underlying loss distribution can be divided into two independent
parts, a distribution modeling the severity of each individual event, called the
event severity distribution, and one distribution modeling the number of
events during the considered period, i.e. during one year, denoted frequency
distribution.

(ii) The event severity distribution is continuous and has support [0,∞).

(iii) The frequency distribution is discrete and has support {0, 1, 2, 3, . . .}.

3.2.1 Event Severity Distribution

One of the easiest continuous distributions with support [0,∞) is the exponential
distribution. This distribution has some sever limitations. First, it carries only one
parameter which in turn means that it will not be flexible when aiming to fit it to some
underlying quantity. Furthermore, it is considered being a light-tailed distribution
which means that it may be incorrect to use it if the underlying data that is to be
modeled shows signs of a heavy tail. There exists several heavy tailed distributions
with semi-infinite support, e.g. the Pareto family of distributions or the Weibull
distribution where the latter is only heavy-tailed under some conditions. However,
these distributions are typically not very flexible and are almost never used to model
a full distribution but rather parts of the distribution, such as the tail. The objective
here is to model a large spectrum of possible underlying losses so that a large variety
of contracts can be defined and calculated based on the values of the underlying loss
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model. Therefore, a flexible distribution is tractable. Of course, flexibility can be
achieved by creating a distribution having a very high amount of parameters, but this
may lead to other problems such as difficulty of parameter choice and an inability to
control the distribution characteristics upon the value of the parameters. Therefore,
a flexible model with as few parameters as possible is tractable. A model that fulfills
these requirements is the Polynomial Exponential distribution.

Polynomial Exponential Distribution

The third degree polynomial exponential model is defined by the following transfor-
mation of Y ∼ Exp(1)

f(Y |θ) = θ0 + θ1Y + θ2Y
2 + θ3Y

3 (3.1)

In order for the Polynomial Exponential model to be called a distribution, it is required
that f(Y |θ) is monotonically increasing. This property may be investigated using the
following proposition.

Proposition 3.1. Suppose f : R 7→ R is differentiable in the interval (a, b) ⊂ R. Then

(a) If f ′(x) ≥ 0 ∀x ∈ (a, b), then f is monotonically increasing on (a, b).

(b) If f ′(x) = 0 ∀x ∈ (a, b), then f is constant on (a, b).

(c) If f ′(x) ≤ 0 ∀x ∈ (a, b), the f is monotonically decreasing on (a, b).

Proof. By the mean value theorem, see (Rudin, 1976), if f is a real valued function on
the closed interval [a, b] in R being differentiable on (a, b), there exists a point x ∈ (a, b)
s.t.

f ′(x) =
f(b)− f(a)

b− a
(3.2)

which then also holds for some x ∈ (xa, xb) where xa < xb and (xa, xb) ⊆ (a, b), i.e.

f(xb)− f(xa) = (xb − xa)f ′(x)

and thus the proposition follows.

First of all, catastrophe bond losses themselves are positive when separating them
from the returns, i.e. the premiums. Thus, the aim is to model positive stochastic
variables which in turn means that it is important to make sure that the random
variable f(Y |θ) can only take positive values. This can be achieved by using the
constraint θi ≥ 0 i = 0, 1, 2, 3. Furthermore, when the random variable Y approaches
zero it holds that limY→0 f(Y |θ) = θ0. Thus, in the present case when trying to
model a distribution taking values [0,∞), it is best to assume that θ0 = 0. Thus,
the following model will be analyzed. The model is stated as a definition due to its
recurrence throughout this thesis.

Definition 3.3. Positive Polynomial Exponential Model
The positive third degree polynomial exponential model is defined by the following trans-
formation of Y ∼ Exp(1)

g(Y |θ) = θ1Y + θ2Y
2 + θ3Y

3

θi ≥ 0, i = 1, 2, 3
(3.3)
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With the given constraints of the θ coefficients, it is clear that

g′(Y |θ) = θ1 + 2θ2Y + 3θ3Y
2 ≥ 0, ∀ Y ∈ [0,∞)

which in turn means that g(Y |θ) is monotonically increasing since the exponential
random variable only takes values larger than or equal to zero. Since Equation (3.3) is
a strictly increasing transformation of Y and since F−1

Y (p) = − ln(1− p), the following
holds by employing Theorem A.1

F−1
g(Y |θ)(p) = θ1 ln

(
1

1− p

)
+ θ2

(
ln

(
1

1− p

))2

+ θ3

(
ln

(
1

1− p

))3

= −θ1 ln(1− p) + θ2 (ln(1− p))2 − θ3 (ln(1− p))3

(3.4)

This shows that the quantile function of the considered polynomial exponential model
is merely a linear combination of the quantile function of the exponential distribu-
tion, taken to an appropriate power, which in turn makes it a simple task to generate
(pseudo) random numbers from the model.

Now, some characteristics of the polynomial exponential model will be analyzed. It
is fairly simple to calculate the expected value and the variance of the Polynomial
Exponential model. As shown in Proposition A.1, E[Y ] = 1 and E[Y n] = n! and thus
the expected value of g(Y |θ) is given by

E[g(Y |θ)] = θ1 + θ2 + θ3 (3.5)

The second moment of g(Y |θ) is given by

E[g(Y |θ)2] = E
[(
θ1Y + θ2Y

2 + θ3Y
3
)2
]

= θ2
1Y

2 + 2θ1θ2Y
3 + 2θ1θ3Y

4 + θ2
2Y

4 + 2θ2θ3Y
5 + θ2

3Y
6

= 2θ2
1 + 12θ1θ2 + 48θ1θ3 + 24θ2

2 + 240θ2θ3 + 720θ2
3

Furthermore,

(E[g(Y |θ)])2 = (θ1 + θ2 + θ3)2

= θ2
1 + 2θ1θ2 + 2θ1θ3 + θ2

2 + 2θ2θ3 + θ2
3

Then the variance can be expressed as

Var(g(Y |θ)) = 2θ2
1 + 12θ1θ2 + 48θ1θ3 + 24θ2

2 + 240θ2θ3 + 720θ2
3

−
(
θ2

1 + 2θ1θ2 + 2θ1θ3 + θ2
2 + 2θ2θ3 + θ2

3

)
= θ2

1 + 10θ1θ2 + 46θ1θ3 + 23θ2
2 + 238θ2θ3 + 719θ2

3

The inverse g(Y |θ)−1 is the unique real root of the polynomial θ1y + θ2y
2 + θ3y

3 − x
which is a standard, but not trivial, calculus result given by

g(x|θ)−1 = − θ2

3θ3

−
3
√

2(3θ1θ3 − θ2
2)

3θ3

1

γ(x|θ)
+
γ(x|θ)

3 3
√

2θ3

(3.6)
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where

γ(x|θ) =
3

√√
(9θ1θ2θ3 − 2θ3

2 + 27θ2
2x)

2
+ 4 (3θ1θ3 − θ2

2)
3

+ 9θ1θ2θ3 − 2θ3
2 + 27θ2

3x

Consider the following

P (g(Y |θ) ≤ x) = P
(
Y ≤ g(x|θ)−1

)
= 1− e−g(x|θ)−1

Then the probability density function is given by

fg(Y |θ)(x) =
e−g(x|θ)−1

θ1 + 2θ2g(x|θ)−1 + 3θ3 (g(x|θ)−1)2

This is a quite complicated expression which in turn means that it may be hard
to estimate the model coefficients using maximum likelihood estimation. Since the
quantile function F−1

g(Y |θ)(p) is very simple, it is an easy task to fit the model to a set
of observations using least squares estimation. The constrained least squares problem
of fitting the parameters θ = (θ0, θ1, θ2, θ3) is linear and is given by

arg min
θ

n∑
k=1

(
zk,n −

3∑
j=1

θj(−1)j ln

(
1− n− k + 1

n+ 1

)j)2

subject to θi ≥ 0, i = 1, 2, 3.

Without respect to the coefficient constraints, one can solve the least squares problem
using

θ̂ =
(
CTC

)−1
CTz

where

C =


c1,1 c1,2 c1,3

c2,1 c2,2 c2,3
...

...
...

cn,1 cn,2 cn,3


and ck,j = (−1)j ln

(
1− n−k+1

n+1

)j
. It may be the case (hopefully) that the solution

fulfills the coefficient constraints automatically. If not, more sophisticated methods of
finding the parameters of the polynomial exponential model must be used. However,
such methods will not be investigated.

The proposed model may have some interesting properties which will be examined
here. Since it is of interest to model a variety of extreme events, it is of interest to see
the behavior of the distribution of f(x|θ) in its tail, i.e. as x → ∞. The following is
defined

Ψ(x|θ3) = 1− e−x1/3/θ3 (3.7)

Note that the dominating term of F−1
g(Y |θ)(p) as p→ 1 is θ3

(
ln
(

1
1−p

))3

, i.e.

F−1
g(Y |θ)(p) ∼ θ3

(
ln

(
1

1− p

))3

as p→ 1 (3.8)
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Then the following holds

lim
p→1

Ψ
(
Fg(Y |θ)(p)

)
p

= lim
p→1

1− exp

{(
−
(
F−1
g(Y |θ)(p)

))1/3

/θ3

}
p

= lim
p→1

1− exp (ln (1− p))
p

= 1

This shows that when examining the extreme tail, i.e. as p→ 1, the simpler function
Ψ(x|θ3) can be investigated instead of the much more complicated function Fg(Y |θ)(x),
i.e. Ψ(x|θ3) can be seen as a limit function of Fg(Y |θ)(x) as x → ∞. A distribution
function F (x) is said to be heavy-tailed if

lim
x→∞

F (x)

e−λx
=∞, ∀λ ∈ {λ ∈ R|λ > 0}

In the case of the polynomial exponential function using Ψ(x|θ3) as the limit function
of Fg(Y |θ)(x) as x→∞, it is rather obvious that the polynomial exponential model is
heavy-tailed if θ3 6= 0 since

lim
x→∞

e−x
1/3/θ3

e−λx
=∞, ∀λ ∈ {λ ∈ R|λ > 0}.

However, the distribution will, by the same argument, still be heavy-tailed if θ2 6= 0
but θ3 = 0. It will not be heavy-tailed if θ2 = θ3 = 0. A quick investigation reveals that
Equation (3.7) coincides with the CDF of the Weibull distribution, defined in Definition
A.15, where θ3 is then called the scale parameter and 1/3 its shape parameter.

3.2.2 Frequency Distribution

The objective is to find a discrete distribution with support {0, 1, 2, 3, . . .}. One im-
portant property is the ability to capture the two following characteristics:

(1) The probability function is monotonic (decreasing) meaning that the most likely
outcome is zero, the next most likely outcome is one and so forth.

(2) The probability function is not monotonic meaning that it may be the case that
n > 0 is the most likely scenario and all other outcomes are achieved with less
probability.

By the use of examples, a couple of different common discrete distributions are dis-
cussed as potential candidates for the frequency distribution.

Example 3.1. Geometric distribution
The geometric distribution with success probability ρ ∈ (0, 1] and support k ∈ {0, 1, 2, . . .}
has probability function given by

p(k) = (1− ρ)kρ, ∀k ∈ {0, 1, 2, . . .}

Since this function is not continuous, it is not possible to use Theorem 3.1 to determine
if the function is decreasing. However, since (1− ρ) ∈ [0, 1) it is easy to see that

p(0) ≥ p(1) ≥ p(2) ≥ · · · ≥ 0,∀ρ ∈ (0, 1]

with equality if and only if ρ = 1. The conclusion is that the geometric distribution
cannot of the second type. �
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Example 3.2. Poisson Distribution
The Poisson distribution with parameter λ ∈ R+ has the desired support and the
probability function is given by

p(k) =
λk

k!
e−λ

By a simple example, it is easy to verify that the Poisson distribution can be of type
two, e.g. by choosing λ = 5. However, can it be of type 1 to? By choosing 0 < λ ≤ 1
it holds that

1 = λ0 ≥ λ1 ≥ λ2 ≥ · · · (3.9)

with equality if and only if λ = 1. Since e−λ

k!
is strictly decreasing in k, the Poisson

distribution can be of type 1 if and only if 0 < λ ≤ 1. However, as the Poisson
distribution only carries one parameter, it is questionable whether it can be flexible
enough to capture a wide range of characteristics. �

Example 3.3. Binomial Distribution
The binomial distribution with number of trials parameter n ∈ N+ and success prob-
ability parameter ρ ∈ [0, 1] has the probability function

p(k) =

(
n

k

)
ρk(1− ρ)n−k

As in the case of the Poisson distribution, it is easy to show by example that this distri-
bution can be of type 2. However, this distribution only has support k ∈ {0, 1, 2 . . . , n}
which will severely limit its ability to capture potentially important characteristics. �

Example 3.4. Negative Binomial Distribution
The negative binomial distribution with parameters r ∈ N+ and ρ ∈ (0, 1) has the
probability function

p(k) =

(
k + r − 1

k

)
(1− ρ)rρk

which can be of both type 1 and type 2. The latter is shown by the simple example of
choosing ρ = 0.5 and r = 5. The former is possible with the choice of r = 1 in which
the following holds

1 = p(0) = ρ0 > p(1) > p(2) > · · · > 0, ∀ρ ∈ (0, 1)

It is concluded that the negative binomial distribution has the desired support, that
it may be flexible due to the two-parameter representation and that it can take both
of two considered types. �

With the examples given above, it was decided to use the Negative Binomial dis-
tribution or the Poisson distribution for modeling the frequency distribution. Values
of the Negative Binomial probability function for a series of values of r ∈ N+ and
ρ ∈ (0, 1) are given in Figure 3.4 together with the same for the Poisson distribution
for a series of values of λ.
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Figure 3.4: Negative binomial probability function for a series of values of r and ρ
(left) as well as the Poisson distribution for values of λ (right).

As explained in step 1 of the main modeling approach, underlying loss marginal
distributions will be created. The problem will then how one should model the combi-
nation of contracts so that the marginal distributions can be used for combinations of
both aggregate and occurrence contracts. In the case of an annual aggregate contract,
it is possible to extract a random variable of the aggregated, summed, underlying
losses during the considered year t as

L
(agg)
t =

{∑Nt
i=1 Li Nt ≥ 1

0 Nt = 0
(3.10)

where Nt denotes the amount of events during year t, i.e. an outcome of the frequency
distribution, and Li the corresponding underlying loss, which is an outcome of the
event severity distribution. As will be discussed later, this expression has an obvious
point mass in 0, which can be adjusted for with a suitable technique. As hinted in the
main modeling steps, the contract structure, i.e. the investigation of whether or not the
variable is within the layer of the contract, will be done after a multivariate distribution
has been created. This approach ensures that there will be no (at least important)
point masses which for multivariate modeling purposes, using copulas, is important.
The latter statement will become clear later in this chapter. For the occurrence type
contract, it is not possible to simply wait to apply the contract structure until the end
as the actual occurrence losses uses the contract structure for each event. However,
an approximated method can be used in which only the maximum event each period
is used, i.e. using the calculation type defined in Definition 2.5. In the case of an
occurrence type contract, let the marginal distribution over each risk period consist of
the following

L
(occ)
t =

{
max{L1, L2, . . . , LNt} Nt ≥ 1

0 Nt = 0
(3.11)

Thus, our marginal distributions will be either L
(occ)
t or L

(agg)
t depending on the contract

type.
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3.3 Multivariate Models

The Multivariate extension of the univariate models proposed in this chapter is neces-
sary to allow a deeper understanding of the considered problem of assessing risk and
optimizing risk in a portfolio of multiple catastrophe bonds. This section aims to de-
velop a multivariate extension using copulas of the described underlying loss models.
However, it turns out that it may be dangerous to model so-called non-continuous
marginal distributions with copulas. A clarification of the expression non-continuous
marginal distributions must be made.

Non-continuous in the context of random variables refers to either discontinuities of
the attainable values of the random variable or discontinuities in the CDF of the

random variable (or both).

Thus, the presence of probability point masses will be considered a case of a non-
continuous distribution. Let us begin the discussion of multivariate models and their
application to the presented loss models with the simplest case, independence.

3.3.1 Independence

Assuming independence between instrument losses gives a simple yet usable structure
to investigate the properties of a portfolio consisting of several instruments. The case of
independence may in many contexts be a quite harsh assumption. This, however, might
not be the case when dealing with natural catastrophes as some risks are independent
due to their underlying risks being independent. Therefore, the case of independence is
useful within the area of catastrophe bonds. Independence is defined by the following

P(A ∩B) = P(A) · P(B)

where A and B are events. When considering two random variables X and Y with
CDF’s FX(x) and FY (y) respectively, independence is defined as

FX,Y (x, y) = FX(x)FY (y)

and in such a case, the following notation is used X ⊥⊥ Y .

Even though independence may in many cases be an over simplistic approximation
of a complicated reality, its importance should not be underestimated. In the consid-
ered context of natural catastrophe risks, independence is something very important
and often assumed without loss of generality. An example of a typical independence
situation in the current context is the risk of earthquake and hurricane events, two risks
which have underlying physical processes which are independent of each other. Thus
it is possible to assume independence between these risks and the loss distributions
that they give rise to. It is trivial to generate random (pseudo) random numbers from
an independent multivariate distribution. From a technical viewpoint, this is achieved
by employing the independence copula. It might be an over complication to involve
the term copula in this case since the generation process actually involves nothing
copula related at all. However, this is done to create a unified theory of multivariate
catastrophe bond models.
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Method 3.1. Generating outcomes from the independence copula
Consider the random variables X1, X2, . . . , XN and let Nsim denote the number of
samples. Generate Ui,j from U(0, 1) and repeat through i = 1, 2, . . . , Nsim and j =
1, 2, . . . , n so that a matrix U ∈ [0, 1]Nsim,N is obtained. Let F−1

X1
, F−1

X2
, . . . , F−1

XN
be the quantile functions of the random variables X1, X2, . . . , Xn. Then the (pseudo)
random numbers generated by the independence copula with the considered marginals
are given by

Li,j = F−1
Xj

(Ui,j)

creating a matrix L ∈ RNsim,n (or a subset of RNsim,n depending on the considered
marginal distributions).

As an example, this method can be used together with a two point distribution to
achieve a pseudorandom sample matrix L of independent two point distributed losses.
A justification of the use of the independence copula and the risks of modeling non-
continuous marginals with other dependence structures will be treated in a subsequent
section.

If the independence copula is used, it turns out to be an easy task to evaluate the
theoretical portfolio cumulative attachment probability.

Proposition 3.2. Let Xk, k = 1, 2, . . . , N , be independent and Two Point distributed
(in accordance with Definition 3.1) with cumulative attachment probabilities pA,k. A
portfolio with weights 0 < ωk ≤ 1 ∀k = 1, 2, . . . , N has a portfolio cumulative attach-
ment probability given by

pA,portfolio =
N∏
k=1

pA,k (3.12)

Proof. The portfolio weights, 0 < ωk < 1, are scale parameters and then it is clear
that the following holds for the CDF of each variable

FωkXk(ωkxk) = FXk(xk) if 0 < ωk ≤ 1

It is required that the weights are positive since otherwise a negative argument inside
the CDF will be obtained for which it is not defined. Similarly, it is also required that
the weights are less than or equal to one. Since Xi ⊥⊥ Xj for all i 6= j, it holds that

FX1,...,XN (x1, . . . , xN) =
N∏
k=1

FXk(xk)

Thus, in the case of the portfolio with weight vector ω where 0 < ωk ≤ 1 ∀k =
1, 2, . . . , n the following holds

Fω1X1,...,ωNXN (ω1x1, . . . , ωNxN) =
N∏
k=1

FωkXk(ωkxk) =
N∏
k=1

FXk(xk)
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The portfolio attachment probability when using the Two Point distribution with
cumulative attachment probabilities pA,k is then given by

pA,portfolio = lim
ε↘0

N∏
k=1

FXk(ε) =
N∏
k=1

pA,k

For this to hold, it will again be required that the weights are non-zero since a weight
equal to zero amounts to eliminating that instrument from the portfolio. For the
proposition to hold for weight j equal to zero, it would furthermore be required that

N∏
k=1 & k 6=j

pA,k =
N∏
k=1

pA,k

and since this is not true in general one may conclude that the statement does not
hold for a portfolio with a weight equal to zero. However, letting ωk = 0 for one or
several instruments (denote this portfolio by portfolio 2), it holds that

pA,portfolio ≤ pA,portfolio 2

which is obvious since all pA,k ∈ [0, 1].

A similar result holds for the portfolio exhaustion probability in the case of inde-
pendence. If PE,i is the exhaustion probability of instrument i and all instruments are
independent, the portfolio exhaustion probability is given by

PE,portfolio =
n∏
i=1

PE,i

The proof of this is analogous to the previous proposition.

3.3.2 Dependence Structures

The theory of statistical dependence structures and multivariate models, and in par-
ticular copulas, are areas of research that has received a lot of attention during the
last decades. The general idea with the theory presented in this section is to make it
possible to justify some techniques of modeling a portfolio consisting of catastrophe
bonds with dependence structures. Since dependence will be modeled using copulas,
their restrictions and limits must be discussed in order to make sure that the copula ap-
proach works as intended. First, some concepts regarding dependence are introduced
and discussed.

Definition 3.4. Positive Quadrant Dependent
Let X = (X1, X2) be a random vector with a bivariate CDF F . It is said that X or F
is positive quadrant dependent if

P (X1 > x1, X2 > x2) ≥ P (X1 > x1)P (X2 > x2), ∀x1, x2 ∈ R
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The definition of negative quadrant dependent is analogous. In the commonly
encountered continuous case, the dependence structure is uniquely determined by the
copula, see Sklar’s Theorem (Theorem A.2). The fact that the copula is not unique
if any of the marginal distributions are non-continuous means that difficulties will
arise. In a case of non-continuous margins, there will exists several possible copulas
which will be denoted by CH . One of the problems that arise whilst working with
non-continuous marginal distributions is that the copulas do not alone determine the
dependence structure. In other words, traditional measures of association, such as
Kendall’s tau or Spearman’s rho, may depend on the marginal distributions. Therefore,
investigations must be made to make clear whether a copula approach is suitable if the
marginal distributions are non-continuous. An interesting proposition was proposed
by (Marshall, 1996).

Proposition 3.3. If H is positive (negative) quadrant dependent, then among the
various copulas of H there is at least one that is positive (negative) quadrant dependent.

See (Marshall, 1996) for the proof. This shows that even though the marginals are
non-continuous, positive quadrant dependence may be inherited from the distribution
to the copula. Thus, it is (at least) possible to know that the dependence is not
reversed when using non-continuous marginals. But this is no guarantee that the
copula approach is good in such a case since this is a quite weak assurance. There are
further problems if the marginals are non-continuous. In the most extreme case where
the marginals are completely discrete, i.e. modeling of count data, the following holds:

Proposition 3.4. If (X1, X2) ∼ H(x1, x2) = C(F1(x1), F2(x2)) where H is the bi-
variate distribution of the random variables X1 and X2 with corresponding marginal
distribution functions F1 and F2 respectively. Then it holds that

C(u1, u2) = C⊥⊥ ⇒ X1 ⊥⊥ X2

X1 ⊥⊥ X2 6⇒ C(u1, u2) = C⊥⊥

Proof. The first statement is obvious from the fact that C⊥⊥ (F1(x1), (F2(x2)) = F1(x1)F2(x2) =
H⊥⊥ (x1, x2), i.e. that X1 and X2 are independent. To prove the second statement, let
X1 andX2 be independent Bernoulli distributed with P (x1 = 0) = p1 and P (x2 = 0) =
p2. Assume that p1 = p2 = 1

2
. Then it holds that C ∈ CH if and only if C(p1, p2) =

P (X1 = 0, X2 = 0) = p1p2 = C⊥⊥. Now, consider the copula

C =
W(p1, p2) +M(p1, p2)

2

where W(p1, p2) = max(0, p1 + p2 − 1) is the Frechet-Hoeffding lower bound and
M(p1, p2) = min(p1, p2) is the Frechet-Hoeffding upper bound. In fact the copula C
exist since it is between the Frechet-Hoeffding bounds. Then the following is obtained

C

(
1

2
,
1

2

)
=

max
(
0, 1

2
+ 1

2
− 1
)

+ min
(

1
2
, 1

2

)
2

=
1

4
= p1p2

which then shows that this copula implies independence between X1 and X2 even
though C 6= C⊥⊥ and thus proving the second statement. This proof is analogous to
the one displayed in (Genest & Nešlehová, 2007).
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Since a general distribution may be a mixture between continuous sections and
discrete sections, such as in the case of modeling catastrophe bonds, Proposition 3.4
should be kept in mind as a limitation when working with discrete or general non-
continuous distributions. In the commonly encountered case of continuous marginal
distributions, the dependence structure will be completely determined by the copula
which is a tractable property that makes estimation of the copula from a given set
of data easy. Given a parametric copula, CΘ, with parameters Θ, the dependence
structure can be determined by some estimation method with Θ as variables. If the
random variables are non-continuous, it will not in general hold that the commonly
encountered rank correlation measures Kendall’s tau and Spearman’s rho are indepen-
dent of the marginal distributions. A more theoretical proof of this can be found in
(Nešlehová, 2007). Instead of involving an exhausting amount of new theory here to
prove why it may be a bad idea to model non-continuous distributions with copulas, a
pathological example is presented aiming to show one of the dangerous consequences
of modeling non-continuous distributions with copulas.

Example 3.5. Copulas with non-continuous marginal distributions
A simple example is constructed to show the possible dangers of using copulas with
non-continuous marginal distributions. Let us begin with an extreme case of 2 random
variables having Bernoulli distributions with success probabilities (i.e. probability of
outcome equal to 1) given as

p1 = 0.1

p2 = 0.05

This case has an interpretation in the context of catastrophe bonds as instruments
with equal probabilities of attachment and exhaustion (equal to pi for instrument i).
Let the correlation matrix to be used for modeling be given by

R =

(
1 0.5

0.5 1

)
For simplicity, let us use the Gaussian copula. Then it holds that the off-diagonal
entries of R is the linear correlation coefficient ρ = 0.5. A simulation approach is then
used with a large number of samples, Nsim, from the copula with the above marginals.
From the results, the linear correlation is estimated, ρ̂. If the copula approach works as
intended it to, i.e. that the dependence is only derived from the copula , it is expected
that the following holds:

lim
Nsim→∞

ρ̂ = ρ

The case of Bernoulli distributions will be tested against the simplest possible case,
using two standard normal marginal distributions. It is then clear that the combination
of the Gaussian copula and the standard normal marginal distributions reduce to an
elliptical distribution with zero mean vector correlation matrix R. From Proposition
A.9, it is clear that the estimate of Kendall’s tau can be transformed into an estimate
of the linear correlation parameter using the following relation

ρ̂ = sin
(π

2
τ̂
)

(3.13)

where τ̂ is an estimate of Kendall’s tau. With the choice of 100 000 samples, by
estimating Kendall’s tau for the Bernoulli distributions, the following linear correlation
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parameter was obtained
ρ̂1 = 0.3364 6≈ ρ

whereas for the standard normal marginals yielded

ρ̂2 = 0.4966 ≈ ρ

It is possible to extend this example to the case of two two-point Kumaraswamy
distributions with parameters, say a1 = a2 = b1 = b2 = 1, and as an example one can
take

pA,1 = 0.90 pE,1 = 0.95

pA,2 = 0.85 pE,2 = 0.90

This experiment yielded the following estimate

ρ̂3 = 0.3915 6≈ ρ

Since neither of the considered non-continuous marginal distributions yielded correla-
tion estimates remotely close to the expected value, this example shows the dangers
of modeling non-continuous marginal distributions with copulas. In the present case
with quite complicated marginal distributions, it is important that the dependence
structure originates solely from the chosen copula model, something that is clearly not
the case for the considered non-continuous marginal distributions. �

With this simplified example in mind, it is possible to conclude that it may be
dangerous to model non-continuous marginal distributions with copulas in the sense
that the dependence structure depends on both the copula and its combination with
the marginal distributions. This in turn making it hard to model dependence since
the combination of marginal distributions and copula may be very hard to analyze
analytically. Therefore, the following conclusion and restriction is made throughout
the rest of this thesis.

Non-continuous marginal distributions will not be modeled with copulas other than
the independence copula. When a non-continuous marginal distribution is

encountered, it will be made continuous if possible and if not, it will be modeled only
with the independence copula.

The reason for using the independence copula together with the non-continuous marginal
distributions is that it is known that the independence copula infers independence be-
tween the modeled variables even in the extreme case of count data as a consequence
of Proposition 3.4.

Since the two-point Kumaraswamy distributions are non-continuous in its fundamental
structure, there is no appropriate way to transform them to continuous approxima-
tions without destroying their important characteristics as models for the distributions
of catastrophe bonds. Therefore, the two-point Kumaraswamy distributions will only
be modeled using the independence copula. However, the combination of the under-
lying event severity distribution together with a frequency distribution can easily be
transformed into a continuous distribution which can then be modeled together with
a copula.
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3.3.3 Multivariate Model for Underlying Losses

Recall Equations (3.11) and (3.10) involving the event severity distribution and the
frequency distribution. The problem is that neither Equation (3.11) or (3.10) give
rise to continuous distributions functions as a consequence of the point mass in the
outcome 0. This point mass originates in the case that no event occurs during a year,
i.e. when there is an outcome zero of the frequency distribution. To make it possible
to model the underlying losses together with copulas, a small number ε is introduced
so that in the case of a frequency distribution outcome of zero, the underlying loss
result is instead given by L

(occ)
t = L

(agg)
t = εL where L is generated from a continuous

random variable. The idea is that the outcome of this expression so small that it will
never have an effect when applying the contract terms but that it ensures that there
is no point mass. Then, the following model for individual marginal distributions is
obtained

Lt,j =


∑Nt

i=1 L
(j)
i Nt ≥ 1 & Annual aggregate

max
{
L

(j)
1 , L

(j)
2 , . . . , L

(j)
Nt

}
Nt ≥ 1 & Annual occurrence

εL Nt = 0

(3.14)

where Nt is an outcome of the frequency distribution of instrument j, L
(j)
1 , L

(j)
2 , . . . , L

(j)
Nt

are the Nt outcomes of the event severity distribution of instrument j. Furthermore,
L is an outcome of a continuous random variable so that, with probability 1, it holds
that εL < CA,j, where CA,j is the attachment level of instrument j and ε is a constant.

Within the setting of multiple catastrophe bonds exposed to an unequal amount of
events during each risk period and having different loss calculation methods, the no-
tion of dependence and correlation may be a bit more involved than one might initially
think. Both from a mathematicians point of view but also from a more general view-
point. The idea is to capture the dependence between different contracts over the
period under which risk is measured, e.g. annually. The question is then in what way
this should be done and how dependence should be looked upon in the final product,
the instrument losses. The näıve way of looking at dependence is to say that the
individual events of one contract share a dependence with the individual events of
another contract. As will be discussed, this might be a an over simplistic method of
expressing dependence. Furthermore, it may give some difficult complications from a
mathematicians point of view since different contracts may have a different number of
events during an analyzed risk period, making it hard or even impossible to model the
situation using, e.g., a copula. Initially, one important and simplifying assumption is
stated:

The underlying losses for one considered contract is assumed to be i.i.d throughout

modeled time (over the considered values of t in Equation (3.14)), i.e. Lt,j
d
=Lt+T,j

and Lt,j ⊥⊥ Lt+T,j where T ∈ Z and T 6= 0 for the second statement.

Thus, there is no time series dependence structure introduced when simulating multiple
samples from Equation (3.14). The following two types of dependence will be discussed:
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(i) Dependence between the individual events of contract A and the events of con-
tract B.

(ii) Dependence between the annual aggregate/occurrence loss of contract A and
contract B, i.e. dependence between the values of Equation (3.14) for contracts
A and B.

The idea behind (ii) is that two contracts may have dependent annual aggregate/occurrence
losses even though the two contracts are never be exposed to the same exact events.
Furthermore, type (i) may fail to account for dependence between frequency distribu-
tions of different contracts. To explain the usefulness of (ii), an example is given.

Example 3.6. Catastrophe bond dependence
Consider two catastrophe bond contracts A and B. Assume that A and B are never
exposed to the same events. Then using dependence structure (i) the contracts should
be considered independent. Now, assume that the number of occurrences and/or the
severity of the events of A depends the characteristics of the collection of events of B.
Then it may be the case that Lt,A and Lt,B are correlated even though A and B are
never explicitly exposed to the same events. Then the annual aggregate/occurrence
losses may be dependent even though the contracts share no common event. In reality,
this may arise in the case of risks of cyclone or hurricanes where two contracts may
have disjoint exposure areas, and disjoint individual event sets, but that the number
of events and their severity may be dependent between contracts, possibly due to some
natural trend, and thus the contract annual aggregate or occurrence estimates may be
dependent. �

With this example, it is possible to conclude that the easiest and most suitable
way to assess dependence in the considered context is to use type (ii).

Dependence in the context of modeling underlying loss distributions will refer to the
dependence of the values of 3.14 for different contracts compared at equal points in

time.

The statement compared at equal point in time refers to the assumption that losses
will not be treated as a time series, i.e. independence between different periods of risk
will be assumed. Throughout the rest of this section, dependence will be of type (ii).
To this point, a framework of continuous marginal distributions have been constructed
that describe the annual aggregate/occurrence underlying losses. The objective is now
to connect the marginal distributions into a multivariate distribution using a copula.
For simplicity, it will be assumed that the multivariate distribution of multiple under-
lying losses can be described using some multivariate copula. Examples of such copulas
are the commonly used Gaussian or the student’s copulas as outlined in Section A.4.3.
Note that there are significant differences in the characteristics of different copulas.
One example is the notion of tail dependence which is a property of the copula and
gives the asymptotic dependence far out in the tail. In many modeling situations,
e.g. modeling stock returns with copulas, it may be very important to investigate tail
dependence. However, in the present case, the severity of events far out in the tail are
not that important since the results will pass through a filter in which all underlying
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losses above the exhaustion level gives 100% instrument loss. It should be stressed that
this simplistic viewpoint may be wrong depending on the where the contract layer is
situated with respect to the underlying loss distribution. If the layer is situated at
a place considered far out in the tail, tail dependence characteristics of the copula
may be more important than if the layer is placed elsewhere. Furthermore, both the
Gaussian and the Student’s t copula are symmetric which mean that for each copula,
the left side of the distribution is treated similarly as the right side of the distribution,
which in fact might be wrong in this case. It is important to note that the Gaussian
copula has no tail dependence whereas the Student’s copula has, as an example see
(Embrechts, Lindskog, & McNeil, 2003). From this point, less energy will be spent on
motivation justifications of which copula is appropriate since the important conclusion
is that it is possible to model catastrophe bonds with copulas. With more informa-
tion concerning the involved risks, a copula can be chosen reflecting the estimated
real-world correlation and characteristics of dependence. However, such estimation
techniques are not the objective of this thesis.

Now, the method of generating outcomes from given marginal distributions through a
copula is stated.

Method 3.2. Consider the case of n marginal distributions and a given copula C
with univariate CDF CΘ, where Θ denotes copula parameters. The first step in the
process of generating outcomes from the marginal distributions through the copula is
to generate X ∈ Rn from the multivariate (copula) distribution with multivariate CDF
CMV

Θ . Let F−1
Lj

denote the quantile function of the marginal distribution pertaining to
variable number 1 ≤ j ≤ n. Then the generated outcomes from the combination of
marginal distributions and copula, Z ∈ Rn, are given by the relation:

Z =


F−1
L1

(CΘ(X1))
F−1
L2

(CΘ(X2))
...

F−1
Ln

(CΘ(Xn))


It will not be attempted to obtain an explicit expression of the quantile function of
the cases of Equation (3.14). The reason being that the random sum of polynomial
exponential variables or the maximum of a set of a random number of polynomial
exponential distributions may be very difficult to treat analytically. Luckily, it turns
out that for modeling purposes using copulas, this is not necessary. Since it is fairly
simple to generate outcomes from Equation (3.14), one may construct a set of empirical
quantiles with accuracy depending on the amount of simulations. For a high enough
number of samples, it is expected that the empirical quantiles align with the true
quantile functions. Let l

(j)
1 , l

(j)
2 , . . . , l

(j)
N denote the N sample outcomes of Equation

(3.14) for instrument j. As given by Equation (A.58), one may estimate the value of
F−1
Lj

(p) by

F̂−1
Lj

(p) = l
(j)
[N(1−p)]+1,N

where l
(j)
1,N ≥ l

(j)
2,N ≥ · · · ≥ l

(j)
N,N denotes the ordered sample losses of instrument j

and [·] denotes the integer part of the given expression. Now, the main algorithm for
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modeling catastrophe bonds with copulas is presented.

Algorithm 3.1. Modeling Catastrophe Bonds With Copulas
Define the following

n Number of instruments.
Nj Event frequency distribution of instrument j.
Lj Distribution of event severity of instrument j.
Nmd Number of empirical quantile samples.

F̂−1
Lj

(p) Empirical estimate of F−1
Lj

(p) given the samples Lt,j, t = 1, 2, . . . , Nmd.

CΘ Copula univariate CDF.
CMV

Θ Copula multivariate CDF with parameters Θ.
N Sample size.
CA,j & CL,j Attachment level and layer size of instrument j.

For (j = 1 to n)
For (i = 1 to Nmd)
Generate Ni,j from Nj.
Generate Ni,j samples from Lj and compute Li,j by Equation (3.14).
End For (i)

Compute F̂−1
Lj

(p)

End For (j)
For (k = 1 to N)
Generate X from the the copula multivariate distribution with CDF CMV

Θ and
compute the results according to

Zk =
(
F̂−1
L1

(CΘ(X1)) F̂−1
L2

(CΘ(X2)) · · · F̂−1
Ln

(CΘ(Xn))

)
End For (k)
Let the resulting matrix be

Z =
(
ZT

1 ZT
2 · · · ZT

N

)T
Apply f(l|CA,jCL,j) = min {max{l − CA,j, 0}, CL,j} on every row of columns i =
1, 2 . . . , n of Z to obtain a matrix LCB ∈ RN,n of modeled catastrophe bond losses.

The above algorithm require that all instruments have the same term, i.e. the same
time to maturity. This may be a harsh assumption to begin with and therefore, mul-
tiyear modeling will not be treated but should be considered an easy generalization of
the above algorithm. Also note that the treatment of occurrence contracts is merely
an approximated solution whose accuracy will be examined at a later time.



Chapter 4
Risk Measurement Principles

T
he basic principle of a risk measure is to capture potential harmful or danger-
ous performance of a quantity. Within the current setting, risk is most often
measured in monetary units or using variables relating to monetary units.
Let the analyzed variable be denoted by X. The variable X may be the value

of a reinsurance contract, a stock or bond portfolio, the value of some property or
anything that can be measured in some (monetary) unit. From now on, X will be a
random variable with some known or unknown distribution. In this initial discussion,
it will not be of any particular interest what X stands for or reflects.

The question what will the characteristics of quantity X be? is within this context ill
posed as the answer most likely depends on when in time it is measured. A better
question is instead what will the characteristics of quantity X be in future time t?
Thus, a risk measure should be coupled with a definition of the relevant time horizon.
Furthermore, the word characteristic is quite vague and therefore, a suitable measure,
i.e. a function mapping X to a real number, must be stated. The risk of X will be
the (real) value of a measure evaluated at the time t in the future. This chapter will
first discuss the basic theory of risk measurement principles, define the most important
risk measures and then turn to apply them to the specific case of catastrophe bonds.
The aim is to answer the question, which is the most appropriate way to measure
catastrophe bond related risk?

44
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4.1 Theory

There are some basic properties that are relevant for a risk measure. These properties
are given in Definition 4.1.

Definition 4.1. Let ρ(X) denote a risk measure applied on the random variable X at
the future time t.

1. Translational invariance:
ρ(X+cR0) = ρ(X)−c, ∀c ∈ R where R0 = 1/B0 and B0 is the spot price at time
zero of an applicable risk-free zero-coupon bond with maturity at time t. Observe
that R0 = 1 if the risk free rate is 0.

2. Monotonicity:
If Y ≤ X then ρ(X) ≤ ρ(Y ).

3. Convexity:
ρ(λX + (1− λ)Y ) ≤ λρ(X) + (1− λ)ρ(Y ), ∀λ ∈ {λ ∈ R : λ ∈ [0, 1]}.

4. Normalization:
ρ(0) = 0.

5. Positive homogeneity:
ρ(λX) = λρ(X), ∀λ ≥ 0.

6. Subbadditivity:
ρ(X + Y ) ≤ ρ(X) + ρ(Y ).

If a risk measure has all of the six properties, the risk measure is said to be coherent.

Before some risk measures are presented, a short discussion concerning the 6 stated
properties and their importance is given below.

1. Translational invariance means that purchasing an amount of risk-free zero-
coupon bonds will reduces the risk of the position with the same amount. Then,
it is easy to see that variance is not translational invariant since

Var(X + cR0) = E[(X + cR0)2]− E[X + cR0]2

= E[X2] + 2cR0E[X] + c2R2
0 − E[X]2 − 2cR0E[X]− c2R2

0

= Var(X) 6= Var(X)− c

The translational invariance property is considered one of the most fundamental
properties of a risk measure. Thus, it becomes hard, even at this stage, to
motivate variance as an appropriate measure of risk.

2. Monotonicity means that if a variable X is always greater than or equal to a
variable Y , then it must hold that the risk of X is lower than or equal to the
risk of Y . This is a fundamental property that is also quite intuitive.
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3. The principle of convexity is treated in basic courses of mathematics and is
assumed to be well understood. However, as the main goal of this thesis is
to optimize a portfolio based on a measure of risk, it may be important and
even vital that the chosen risk measure is convex allowing the use of convex
optimization methods.

4. Normalization means that the risk of nothing is nothing, in other words that
it is acceptable to not take any position at all.

5. Positive homogeneity means if the portfolio is linearly scaled by a positive
scalar, then the risk is scaled by the same factor. If the risk measure possesses
this property, the risk of a scaled portfolio, e.g. normed to a specified value, can
be analyzed and then scaled at a later step in the process to obtain the answer.
As an example, the risk of a portfolio with value one at time zero can be treated
and then scaled at a later step according to the actual portfolio size. It is clear
that variance does not possess this property since Var(λX) = λ2Var(X) but that
its square root, the standard deviation, does.

6. Subadditivity means that diversification, i.e. spreading the risk over several
investments, should be rewarded. As a consequence, a risk measure lacking
this property may produce an opportunity to hide risk in the tail meaning that
risk evaluated using a certain setting may be significantly lower than the risk
evaluated at another point further out in the tail.

Now, the most common measure of risk will be defined. This thesis will mainly discuss
Value at Risk, Expected shortfall and the spectral risk measure. However, since the
optimization methods employed in Chapter 5 is based on a risk measure closely related
to, but not always equal to, expected shortfall, the measure conditional value at risk
must also be defined. Under certain conditions, all risk measures analyzed in this
thesis relate in some way or another to value at risk and thus it seems appropriate to
start there. If not explicitly stated, all measures of risk are evaluated at the time 1
in the future and today is time 0. The quantity R0 refers to the price at time 0 of
a risk-free zero coupon bond with maturity at time 1. Given the random variable X
on which risk is to be measured with respect to, L = −X/R0 is called the discounted
loss.

Definition 4.2. Value at Risk (VaR)
The α level value at risk of X with loss L is defined by

VaRα(X) = inf {x ∈ R : FL(x) ≥ 1− α} (4.1)

where FL(x) is the cumulative distribution function of L.

If FL is strictly increasing and continuous, it can be shown that the α level VaR
can be found using the quantile function of L by

VaRα(X) = F−1
L (1− α) (4.2)

See (Hult et al., 2012) page 165-166 or (Acerbi & Tasche, 2002) page 2. VaR is not
a coherent measure of risk since it lacks both the convexity and the subadditivity
property. A commonly encountered coherent risk measure is the following.
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Definition 4.3. Expected Shortfall (ES)
(Acerbi & Tasche, 2002) defines the α level expected shortfall as

ESα(X) = − 1

α

(
E
[
XI
{
X ≤ x(α)

}]
+ x(α)

(
α− P

(
X ≤ x(α)

)))
(4.3)

where
x(α) = inf{x ∈ R : P (X ≤ x) ≥ α}

However, (Hult et al., 2012) defines the α level expected shortfall as

ESα(X) =
1

α

∫ α

0

VaRu(X)du (4.4)

A measure of risk closely related to Expected shortfall is the following.

Definition 4.4. Conditional Value at Risk (CVaR)
(Acerbi & Tasche, 2002) defines the α level conditional value at risk by

CVaRα(X) = inf

{
E[(X − s)−]

α
− s : s ∈ R

}
(4.5)

where π− = (−π)+ and

π+ =

{
π π > 0

0 π ≤ 0

However, (Rockfellar & Uryasev, 2002) defines the β = 1 − α level conditional value
at risk by

CVaRβ = mean of the β-tail distribution of f(x, y) (4.6)

where f(x, y) is the portfolio realization with respect to the decision x and the random
returns variables governed by y. The expectation is taken with the distribution having
the cumulative distribution function

Ψβ(x, ζ) =

{
0 ζ < ζβ

(Ψ(x, ζ)− β) /(1− β) ζ ≥ ζβ

where
Ψ(ζ) = P (y|f(x, y) < ζ)

and the value at risk by
ζβ = min {ζ|Ψ(x, ζ) ≥ α}

This thesis will assume that expected shortfall and expected shortfall coincides
which is motivated by the following.

Proposition 4.1. Let X be a real integrable random variable on some probability space
(Ω,A, P ) and α ∈ (0, 1) be fixed. Then

ESα = CVaRα(X)

For further information, see (Acerbi & Tasche, 2002). This shows that if integra-
bility can be justified, CVaR and ES coincides. The following assumption is made
throughout this thesis:
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It is assumed that expected shortfall and conditional value at risk coincides.

A proof of the coherence of expected shortfall can be found in(Acerbi & Tasche, 2002)
and a proof of the coherence of conditional value at risk can be found in (Rockfellar
& Uryasev, 2002).

At several steps of the process of this thesis, it will be of interest to examine the
empirical estimates of VaR and ES. The empirical estimate of VaR of a sample of size
n is given by the empirical quantile defined in Definition A.30, i.e.

̂VaRp(X) = L[np]+1,n

with the same notation as found in Definition A.30. An extension of this is the
empirical estimate of expected shortfall given by

ÊSp(X) =
1

p

 [np]∑
i=1

Li,n
n

+

(
p− [np]

n

)
L[np]+1,n


with motivation found in (Hult et al., 2012) page 212.

Finally, the spectral risk measure is defined.

Definition 4.5. Spectral Risk Measure
Let L denote the discounted loss corresponding to the random variable X and F−1

L (p)
denote the p-quantile of L. The spectral risk measure is defined by

ρψ(X) = −
∫ 1

0

ψ(u)F−1
X/R0

(u)du (4.7)

where the function ψ(u) is defined on the interval [0, 1], is a (positive) decreasing
function which integrates to 1.

The function ψ(u) is called the risk aversion function. The most notable property
of the risk aversion function is that it does not depend on the random variable X.

Proposition 4.2. The spectral risk measure defined in Definition 4.5 is a coherent
measure of risk.

Proof. See (Acerbi, 2002) or (Hult et al., 2012).

It can be shown that, in which it is again referred to (Hult et al., 2012), a spectral
risk measure has the alternative representation

ρψ(X) = −
∫ 1

0

dψ

du
uESu(X)du− ψ(1)E[X/R0] (4.8)

By looking at the structure of the spectral risk measure and comparing it to expected
shortfall, it is clear that expected shortfall can be explained as a special case of the
spectral risk measure with the risk aversion function given by

ψESp(u) =
1

p
I{u ∈ (0, p)} (4.9)
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For the spectral risk measure, the exponential risk aversion function, abbreviated as
ERAF, will be heavily used throughout this thesis. The ERAF is defined by

ψ(u, γ) =
γe−γu

1− e−γ
, γ > 0

The expression ρψ|γ refers to the spectral risk measure evaluated using the ERAF. A
plot of the ERAF for a series of values of the parameter γ is given in Figure 4.1.
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Figure 4.1: Exponential risk aversion function for a series of values of γ.

It is clear that when increasing γ, the behavior of the tail is emphasized. The
problem is that whilst expected shortfall yields risk estimates that are easy to interpret
such as given that we are in a specific part of the tail, how large do we expect the loss to
be?, the spectral risk measure yields no such easy interpretation. As an example, using
the ERAF, what part of the tail is emphasized using a specific γ? By definition, a risk
aversion function integrates to 1. Thus, it is possible to see the risk aversion function
as a type of probability density function defined on 0 ≤ u ≤ 1. Thus, an expected value
of the risk aversion function can be calculated, denoted a risk aversion expectation.
For the risk aversion function defined in (4.9), the following is obtained

EES =

∫ 1

0

u

p
I{u ∈ (0, p)}du =

∫ 1

0

u

p
(1−H(u− p)) du =

1

2p

[(
p2 − u2

)
H(u− p) + u2

]1
0

=
1

2p

((
p2 − 1

)
H(0) + 1− p2H(−p)

)
=

1

2p

((
p2 − 1

)
+ 1
)

=
p

2

This of course has no meaningful interpretation by itself. However, if the same thing
is done for the ERAF, it will be possible to place them into a relation. For the ERAF,
the following is obtained:

Eψ|γ =

∫ 1

0

u
γe−γu

1− e−γ
du =

1

1− eγ
+

1

γ
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By letting EES = Eψ|γ, one may find a γ equivalent for a given p by finding the γ
that solves the equivalence. This method of relating γ to a given p will be denoted as
(γ|p) equivalent. Values of Eψ|γ is plotted in a log-log plot in Figure 4.2. It becomes
evident that for the ERAF, the choice of γ may be slightly difficult. For low values
of γ, quite small changes in Eψ|γ is obtained when, say taking γ times 10. For larger
values, say γ > 5, increasing γ by a factor 10 decreases Eψ|γ by a factor 10−1. Relating
this to the (γ|p) equivalent, it will roughly hold that taking p times a factor 10−1, γ
should be multiplied by a factor 10 to obtain the equivalence in terms of risk aversion
expectation.
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Figure 4.2: Eψ|γ for a series of values of γ.
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4.2 Application

In this section, four common measures of risk will be discussed, their properties and
how they are expected to behave in the considered context of catastrophe bonds. The
following measures will be discussed:

(i) Variance

(ii) Value at Risk

(iii) Expected Shortfall

(iv) Spectral Risk Measure

It is of course noted that variance is not really a measure of risk, but since it is heavily
used to optimize the risk of a portfolio, it will be tested and discussed. First of all, an
investigation of how a portfolio consisting of catastrophe bonds behave is investigated
and from that results conclusions concerning what risk measure may be appropriate
can hopefully be drawn. The following test scenarios will be analyzed:

(A) One catastrophe bond

(B) Multiple independent catastrophe bonds

(C) Varying instrument weights

4.2.1 Case A: One Catastrophe Bond

A set of data resembling samples from the distribution of catastrophe bond losses by
using the two point Kumaraswamy distribution with parameters

pA = 0.85

pE = 0.95

a = 1

b = 1

is constructed. Values of the four measures applied on the quantile values of the
two point Kumaraswamy distribution are shown in Figure 4.3 for a range of the risk
measure parameters. It is referred to Chapter 5 and 6 for a discussion regarding the
implementation of the spectral risk measure.
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Figure 4.3: Values of VaR, ES and a spectral risk measure using an exponential risk
aversion function.

The noticeable difference between the three figures is that Value at Risk gives rise
to abrupt changes at the probability of attachment and probability of exhaustion. This
is not surprising since value at risk is just the quantile function of the loss. With VaR
there is a possibility of hiding risk in the tail in the sense that if the probability of at-
tachment is lower than the chosen VaR level, the position will look riskless in terms of
VaR. A remedy for this is then to use Expected shortfall which roughly calculates the
expected value of every VaR point with lower probability than the chosen VaR level.
Thus, the possibility to hide risk in the tail is reduced or eliminated using expected
shortfall. It is of course hard to draw any real conclusions about which risk measure
to choose just from the appearance of these three graphs. However, one may at this
step distinguish that VaR may be a bad choice because of the possibility of hiding
risk in the tail. Since one of the main goals is to develop an optimization procedure,
the question is whether it will be a good idea to optimize VaR since it may then be
the case that the (hypothetical) optimizer will hide all risk in the tail producing a
seemingly perfect portfolio. However, this portfolio may be very risky measured in
VaR at some other level or with another risk measure.

Note that whereas VaR and expected shortfall have easily interpretable results, the
spectral risk measure may produce results that are harder to interpret. The interesting
aspect regarding the spectral risk measure is its ability to look, with an appropriate
choice of risk aversion function, at all aspects of the underlying distribution. Thus
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the spectral risk measure may capture the sense of riskiness in the full distribution
whereas VaR and ES only looks at selected parts of the distribution.

4.2.2 Case B: Multiple Independent Catastrophe Bonds

A test setting was created using 10 two point Kumaraswamy distributions with pa-
rameters given in Table 4.1.

a b pA pE
CB 1 0.5 0.7 0.9 0.95
CB 2 0.9 1.0 0.91 0.96
CB 3 1.1 0.8 0.92 0.97
CB 4 0.8 1.4 0.93 0.98
CB 5 0.8 1.1 0.94 0.99
CB 6 1.0 1.0 0.89 0.94
CB 7 0.8 1.2 0.88 0.93
CB 8 0.8 1.0 0.87 0.92
CB 9 0.7 1.1 0.86 0.91
CB 10 0.8 1.1 0.85 0.9

Table 4.1: Two-Point Kumaraswamy distribution parameters.

First of all, it is of interest to investigate how a simple portfolio, say an equally
weighted portfolio behaves in terms of the considered measures of risk. Thus, an
initial investment size of one and each instrument having the weight 0.1 was used when
creating the results using a sample of size 100 000 generated using the independence
copula. The results are shown in Figure 4.4.
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Figure 4.4: Measures of risk for an equally weighted portfolio.

When using marginal distributions with point masses, it is expected that there will
be flat spots in the resulting VaR curve. These flat spots correspond to combinations
of one or several point masses, i.e. contract exhaustions or contracts with loss zero,
from one or several instruments simultaneously. The flat spots will occur with value
Lflatspot = k · ωk where k = 0, 1, 2, . . . , N and in this easy example with an equally
weighted portfolio with 10 instruments it is clear that the first non-zero flat spot has
a value of 0.1, and the second with value the 0.2. With independence, it is unlikely
to encounter complete exhaustion of several instruments at the same time, and thus,
higher order flat spots than 6 simultaneous exhaustions were not seen when using 100
000 samples in the presented example. It is clear that whereas VaR has several flat
spots, expected shortfall and the spectral risk measure have smooth curves with re-
spect to their parameters.

General results and distributional properties can also be viewed in terms of histograms.
A Histogram for the generated results of the equally weighted portfolio is shown in
Figure 4.5.
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Figure 4.5: Histogram of portfolio losses.

The problem is that the flat spots dominate the histogram such that involved
conclusions may be difficult to draw by looking only at the histogram. However, it is
at least clear that the distribution of losses is heavily skewed.

4.2.3 Case C: Varying Instrument Weights

Using the same experimental setting as given in Table 4.1, it is of interest to investigate
the behavior of a risk measure when manipulating the instrument weights. Consider
the case where the instrument weights are given by the following relation

ω̃T =
(

1−ωj
N−1

1−ωj
N−1

· · · ωj
1−ωj
N−1

· · · 1−ωj
N−1

)
which means that instrument j is given a weight and all other weights are equally
weighted amongst each other and so that weights sum to one. Without loss of general-
ity, only the case j = 1 will be considered. Varying the weights of the first instrument
between zero and one and measuring risk using VaR, ES, the spectral risk measure
and variance, the results of Figure 4.6 were obtained.
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Figure 4.6: Risk measure values whilst varying ω1.

In this experiment, it seems as if ES, the spectral risk measure and variance all
show similar properties. The most interesting part of the results is the results pertain-
ing to VaR since risk might be decreased when investing more and more in one single
asset. This is a clear consequency of the lack of subadditivty since VaR does not pick
up on the risk decreasing effect of diversification. Thus, it is clearly visible that VaR
has the possibility of hiding risk in the tail further motivating it as a poor measure of
risk in the considered context. However, this was not the case for every chosen VaR
level and thus, in the light of this experiment, it seems as if value at risk may give
ambiguous results with respect to the choice of the level. However, it is concluded that
ES, ρψ|γ and variance all yield results that favour diversification.

With this warm-up setting, a piece of slightly more involved results can be shown.
For ω1 = 0, 0.1, 0.2, . . . , 1, VaR, ES and ρψ|γ values were calculated with respect to
their underlying parameters (on the x-axis). The results are shown in Figure 4.7.
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Figure 4.7: Risk measure values whilst varying ω1.

From these graphs, it is clear that the VaR curve changes in a slightly complex
way when changing the weight which may lead to some problems when trying to an-
alyze which level should be chosen in a hypothetical portfolio optimization situation.
Furthermore, with this augmented experiment, it is again possible to see that VaR
has the ability to hide risk in the tail. The latter statement follows from the fact the
full distribution of losses is confined to p < 0.1 when only investing in asset 1 making
it possibly to measure VaRp′ = 0 if p′ > 0.1 is examined. Expected shortfall and the
spectral risk measure gives results that seem to favor diversification in combination
with the lack of a hiding-risk-in-the-tail opportunity. Furthermore, since the ES and
ρψ|γ results do not change heavily for small changes in the underlying specific param-
eter, it seems easier to choose a risk measure parameter in a hypothetical portfolio
optimization situation.

4.3 Conclusions

Variance is not considered being an appropriate measure of risk since it, as an ex-
ample, lacks the translation invariance property. Regardless of this fact, variance is
often used as the objective function in portfolio optimization. One of the problems is
that variance looks at the full distribution and equally weights all possible scenarios.
Thus, there is no ability to control what parts of the distribution that are of interest
as in the case of the other considered risk measures. Another obvious shortcoming
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of variance in the case of measuring risk for financial assets is that not all deviations
from the measured point (the expected value) are bad. Variance will count both good
deviations (winnings) and bad deviations (losses) and thus the resulting optimized
portfolio will be a portfolio where movements are restricted. In the case where posi-
tive returns are stochastic, e.g. in the case of a stock portfolio, one want to maximize
the returns and minimize the losses. Variance minimizes them both making it possibly
a bad choice. In the considered catastrophe bond case, the coupon is deterministic and
thus the maximum value of the distribution of multiple assets (the weighted sum of
the coupons plus possibly the risk-free rate) is a known value. Then it would perhaps
be better to look at deviations from the maximum point. This should not be a diffi-
cult modification from the original variance framework where deviations are measured
from the expected value. However, the resulting measure stills lacks the important
ability of choosing which part of the distribution that is of interest or a general em-
phasis of the tail of the distribution. It is concluded that variance is not a satisfactory
measure of measuring risk related to catastrophe bonds. However, it is not possible to
conclude that a mean-variance approach of portfolio optimization should be discarded.

Both the spectral risk measure and expected shortfall are coherent measures of risk
whereas VaR and variance are not. Thus, both ES and the spectral risk measure are
convex and subadditive which are two properties that are important when optimizing
a portfolio consisting of several instruments. Convexity is important since it makes it
possible to utilize convex optimization procedures and subadditivity since it ensures
that diversification of the instruments are promoted. The behavior of VaR in the above
presented cases and its lack of coherence means that VaR may be both an unreliable
risk measure and difficult to optimize for a portfolio consisting of catastrophe bonds.
The conclusion is that, from the four considered measures of risk, expected shortfall
and the spectral risk measure are the most favorable in terms of measuring risk. As
shown in Chapter 5, optimization problems based on both ES and the spectral risk
measure can be solved using linear programming. The use of variance as a portfolio
optimization method will be analyzed together with expected shortfall and ρψ|γ in
Chapter 7 but the main focus will not be on the variance approach as it is merely
included as a reference for comparison.



Chapter 5
Portfolio Optimization

A
s concluded in the previous chapter, Value at Risk is an inappropriate way of
measuring risk related to catastrophe bonds, or for that sake any distribution
with similar characteristics. This chapter is be devoted to the development
of methods of portfolio optimization based on expected shortfall and on the

spectral risk measure. There exists a well-known method of optimizing the risk measure
Conditional Value at Risk as proposed by (Rockfellar & Uryasev, 2000). This method
will be heavily used throughout this section. However, as it is assumed that CVaR and
ES coincide, it was decided to restrain the use of the expression conditional value at
risk as this, quite frankly, is a confusing expression. In excess of the assumption that
CVaR coincides with ES, it will be assumed that the optimization method of CVaR
propsed by (Rockfellar & Uryasev, 2000) also optimizes expected shortfall.

5.1 General Investment Problem

Suppose a function f is considered where f : Rn 7→ R. A feasible set of decision vectors,
of which optimization is to be made with respect to, is denoted by ω ∈ Ω ⊆ Rn. The
feasible region could be enclosed by some simple linear constraints or something more
involved such as a non-linear function of the decision vector. A typical optimization
problem is given by

minimize
ω

f (ω)

subject to g (ω) ∈ G
ω ∈ Ω

Where g is some function and G is the feasible region. In other word, G is the set of
constraints that apply to the function g. In the simplest case, these constraints are
linear equality or inequality constraints.

The objective of the asset allocation problem is to find, using a measure of risk
f : Rn 7→ R, the value of the decision vector ω which minimizes the risk of a fea-
sible portfolio. The risk should be put into parity with the portfolio return to create
a so-called trade-off problem. As an example, if one would allow investments in a

59
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hypothetical risk-free asset, any risk minimization without regarding the return will
result in a portfolio only consisting of the risk free asset. The idea behind the trade-off
problem is to allow some risk in favor of a return higher than the risk free return. In
this thesis, the risk free investment will generally be ignored since a catastrophe bond
portfolio is likely to be part of a larger set of asset portfolios and thus, the risk free
assets are most likely placed in a separate bond portfolio.

5.1.1 Optimization Constraints

To achieve an optimized portfolio, with respect to some objective function, that fulfills
special list of requirements, it is necessary to introduce optimization constraints. The
most fundamental requirement corresponding to catastrophe bonds is that no short
positions are allowed. Therefore it is required that

ωk ≥ 0 ∀k ∈ {1, 2, . . . , n}

Depending on how the problem is defined, it is possible to define the weights as a
fraction of the total portfolio size or as an amount corresponding to the portfolio size.
In the first case, the sum of all weights would relate to 1 and in the latter case it would
hold that the sum of the weights related to the portfolio size. Let us denote this upper
bound of the sum of weights by V0 and define it as the budget constraint. Budget
constraint of the following form will be used:

n∑
i=1

ωi = V0

Budget constraints of the type
∑n

i=1 ωi ≤ V0 will not be analyzed. There could also
possibly be constraints relating to the size of the individual positions. The max-
imum allowed investment in one instrument will be noted ωmax, i.e. ωk ≤ ωmax
∀k ∈ {1, 2, . . . , n}. These weight constraints are all linear.

In some cases, there might exists regulatory constraints that govern how the port-
folio can be allocated. As an example, for a catastrophe bond portfolio, it might be
the case that no more than a specified amount may be exposed in a single risk exposure
category. Each catastrophe bond belongs to one or more exposure categories and there
is a possibility that the contract is exhausted due to events in only one of those cate-
gories. Therefore, if a contract is exposed to several risk categories; it will be treated as
if the instrument has the full exposure (the whole investment in the instrument) within
all of its risk categories. Thus a binary matrix Aexposure ∈ {0, 1}m,n, where m ∈ N
is the amount of risk categories, may be defined. Then if element Aexposure(i, j) = 1
then instrument j has exposure within category i and if Aexposure(i, j) = 0 there is no
exposure for that instrument in that category. Thus a constraint may defined as

Aexposureω ≤ bexposure

Typically, the vector bexposure only has one unique value. This single value relates to
the total amount of money that may be exposed to a single risk category and will be
denoted bexp and thus bTexposure =

(
bexp, bexp, . . . , bexp

)
. This should merely be seen as
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a possible constraint, and therefore it will not be applied in this thesis.

A common constraint used in portfolio optimization is the return constraint which
dictates the return of the portfolios in the set of feasible solutions. Depending on how
the optimization problem is defined, it is possible to have a constraint only relating to
the coupons as ∑n

i=1 ωici ≥ µ0 or
∑n

i=1 ωici = µ0

This may however be too simplistic since the maximum return may not be what the
investor is interested in. Thus an expected return constraint may be considered

E[X] ≥ µ0 or E[X] = µ0

where the expected value can be found by taking the mean of the generated portfolio
returns samples, which is a linear relation with respect to the instrument weights. As
it turned out, all optimization constraints are linear and may thus be put in the form

Aineqω ≤ bineq and Aeqω ≤ beq

for suitable choices of the matrices Aineq and Aeq and the vectors bineq and beq.



CHAPTER 5. PORTFOLIO OPTIMIZATION 62

5.2 Expected Shortfall Optimization

The linear programming problem of CVaR optimization of a linear portfolio was first
shown by (Rockfellar & Uryasev, 2000). It was later shown by the same authors that
this optimization procedure holds for a general distribution, i.e. a distribution with
point masses. The portfolio instrument weights are denoted by ω ∈ Rn, where n is the
number of instruments, and the corresponding losses for the sample (sample year) k
by Lk ∈ Rn. Using N samples of data for each instrument, i.e. simulation size N , the
loss matrix is denoted by L ∈ RN,n and the individual instrument expected returns
as µj (j = 1, 2, . . . , n). As the CVaR optimization of (Rockfellar & Uryasev, 2000)
is assumed to also optimize expected shortfall, this optimization procedure will be
referred to as expected shortfall optimization rather than CVaR optimization. Then
the expected shortfall optimization problem at level α is given by:

Optimization Problem 5.1. Level α ES Optimization - Primal Form

minimize
γ,β,ω

γ +
1

Nα

N∑
k=1

βk

subject to − Lkω + γ + βk ≥ 0, ∀k = 1, . . . , N.
n∑
j=1

µjωj ≥ µ0.

n∑
j=1

ωj = 1.

βk ≥ 0, ∀k = 1, . . . , N.

ωj ≥ 0, ∀j = 1, . . . , n.

This optimization problem can be out into standard form according to

minimize
γ,β,ω

γ +
1

Nα

N∑
k=1

βk

subject to Lkω − γ − βk ≤ 0, ∀k = 1, . . . , N.

µ0 −
n∑
j=1

µjωj ≤ 0.

n∑
j=1

ωj − 1 = 0.

βk ≥ 0, ∀k = 1, . . . , N.

ωj ≥ 0, ∀j = 1, . . . , n.

This optimization problem has N + n+ 2 variables and N + 2 equality and inequality
constraint combined. The dual form of the optimization problem will be considered
with the dual variables λ1 ≥ 0, λ2 ≥ 0, . . . , λN ≥ 0 corresponding to the first constraint,
φ ≥ 0 corresponding to the second constraint and ψ ∈ R corresponding to the third



CHAPTER 5. PORTFOLIO OPTIMIZATION 63

constraint in the primal problem of standard form. The primal variables are the
variables of the original, primal optimization problem. Now, define the quantity L
where the objective function and the constraint multiplied by the dual variables are
summed. The idea is to isolate terms of mixtures between primal and dual variables
and expressions only containing the dual variables. The expressions with only dual
variables will be the objective function of the dual problem which will be maximized
with respect to the dual variables. The expressions consisting of constants and dual
variables that are multiplied by a primal variable will the constraints of dual problem
with the logic as follows;

• If the corresponding primal variable is non-negative, then the expression will be
larger than or equal to zero.

• If the corresponding primal variable is non-positive, then the expression will be
less than or equal to zero.

• If the corresponding primal variable is unrestricted, then the expression will be
equal to zero.

From the problem defined in the standard form, the following expression for L is
obtained

L = γ +
1

Nα

N∑
k=1

βk +
N∑
k=1

λK (Lkω − γ − βk) + φ

(
µ0 −

n∑
j=1

µjωj

)
+ ψ

(
n∑
j=1

ωj − 1

)

=
n∑
j=1

ωj

(
N∑
k=1

Lk,jλk − φµj + ψ

)
+ γ

(
1−

N∑
k=1

λk

)
+

N∑
k=1

βk

(
1

Nα
− λk

)
+ φµ0 − ψ

It is clear that γ is free which the means that 1−
∑N

k=1 λk = 0, i.e. that
∑N

k=1 λk = 1.
It is also known that βk ≥ 0, which then says that 1

Nα
− λk ≥ 0, i.e. that λk ≤ 1

Nα
.

Finally, since ωk ≤ 0 one sees that
∑N

k=1 Lk,jλk−φµj+ψ ≥ 0. Then, dual optimization
problem can be defined as

Optimization Problem 5.2. Level α ES Optimization - Dual Form

maximize
λ,φ,ψ

φµ0 − ψ

subject to
N∑
k=1

λk = 1.

N∑
k=1

Lk,jλk − φµj + ψ ≥ 0, ∀j = 1, . . . , n.

0 ≤ λk ≤
1

Nα
, ∀k = 1, . . . , N.

φ ≥ 0, ψ ∈ R.
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Note that if one allows φ ∈ R, the return constraint is transformed into an equality
constraint. In other words

φ ≥ 0⇔
n∑
j=1

µjωj ≥ µ0

φ ∈ R⇔
n∑
j=1

µjωj = µ0

For the full optimization problem allowing additional equality and inequality con-
straints the following ES dual optimization problem is presented. Let A(ineq) ∈ RNineq ,n,
b(ineq) ∈ RNineq , A(eq) ∈ RNeq ,n and b(eq) ∈ RNeq .

Optimization Problem 5.3. Level α ES Optimization
Dual form with additional constraints:

minimize
λ,φ,ψ,θ,ϑ

− φµ0 + ψ +

Nineq∑
i=1

θib
(ineq)
i +

Neq∑
l=1

ϑlb
(eq)
l

subject to
N∑
k=1

λk = 1

N∑
k=1

Lk,jλk − φµj + ψ +

Nineq∑
i=1

θiA
(ineq)
i,j +

Neq∑
l=1

ϑlA
(eq)
l,j ≥ 0, ∀j ∈ {1, n}

0 ≤ λk ≤
1

Nα
, ∀k = 1, . . . , N

φ ≥ 0, ψ ∈ R
θi ≥ 0, ∀i = 1, . . . , Nineq

ϑl ∈ R, ∀l = 1, . . . , Neq.



CHAPTER 5. PORTFOLIO OPTIMIZATION 65

5.3 Optimization of a Spectral Risk Measure

First of all, it is assumed that Theorem 14 of (Rockfellar & Uryasev, 2002) hold for a
sum of different CVaR points, i.e. that

min
x∈X

n∑
j=1

φαj(x) = min
(x,ζ)∈X×R

n∑
j=1

Fαj(x, ζj)

where φα(x) is the α CVaR with respect to the decision, weight, vector x and

Fα(x, ζ) = ζ +
1

1− α
E [max{f(x, y)− ζ, 0}]

for the loss function f(x, y) with respect to the return variables y. It should be noted
that this result is of course important for the proposed optimization methods to be
justified but that the result in itself is in a way trivial because of the linearity of the
expressions and that γj is not related to γi for i 6= j.

Consider the spectral risk measure with risk aversion function ψ(u) on [0, 1] which
is decreasing and integrates to one. Furthermore, it is assumed that the function ψ(u)
is differentiable with respect to u. Recall, from Equation (4.8), that if the risk aversion
function is differentiable, the spectral risk measure (of X) can be written as

ρψ(X) = −
∫ 1

0

dψ

du
uESu(X)du− ψ(1)E[X/R0] (5.1)

Thus, it is clear that this problem reduces to finding the integral from 0 to 1 of the
function

fψ(u|X) =
dψ

du
(u) · u · ESu(X) (5.2)

From now on, it will be assumed that X denotes an observed quantity rather than a
random variable. Thus, given X, one may drop the notation that expected shortfall
depends on X, i.e. let ESu(X) = ESu. The objective is now to develop a procedure that
approximates the integral of fψ(u|X) (= fψ(u)) and thus approximating the value of
ρψ(X). It should be noted that whereas the spectral risk measure itself is a coherent
measure of risk, it will not in general hold that the approximations of the spectral
risk measure are coherent. However, it will be assumed coherence holds given that
the approximations are accurate. Accuracy of the approximations will be assessed in
Chapter 6.

5.3.1 Composite Trapezoidal Approximation

The simplest, but not in any way assumed to be the best, way of approximating an
integral is to use the well-known Trapezoidal rule. The following approximation is
made: ∫ b

a

f(x)dx ≈ b− a
2
· (f(a) + f(b)) (5.3)
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However, it would be a too harsh approximation to use this in its present form. There-
fore the trapezoidal approximation is made in several smaller intervals to achieve the
following. ∫ b

a

f(x)dx =

∫ a2

a1=a

f(x)dx+

∫ a3

a2

f(x)dx+ . . .+

∫ aN+1=b

an

f(x)dx

≈
N+1∑
i=1

ai+1 − ai
2

· (f(ai) + f(ai+1))

which is known as the composite trapezoidal approximation.

In this case, let the grid of Nu + 1 u points be constructed such that 0 = u1 <
u2 < . . . < uNu+1 = 1 and where the distance between every consecutive grid point be
h = 1/Nu. This yields the following formula∫ 1

0

fψ(u)du ≈ 1

2Nu

(
fψ(0) + fψ(1) + 2

Nu∑
i=2

fψ(ui)

)
(5.4)

where it is noted that
fψ(0) = 0

fψ(1) = −dψ
du

(1) · E[X/R0]

which holds since ES1(X/R0) = −E[X/R0]. Then, the following formula is obtained∫ 1

0

fψ(u)du ≈ 1

2Nu

(
−dψ
du

(1) · E[X/R0] + 2
Nu∑
i=2

dψ

du
(ui) · ui · ESui

)
(5.5)

Collecting the terms of the spectral risk measure, the following approximation formula
is obtained

ρ̂ψ(X) = − 1

Nu

Nu∑
i=2

dψ

du
(ui) · ui · ESui(X) + E[X/R0]

(
1

2Nu

dψ

du
(1)− ψ(1)

)
(5.6)

5.3.2 Gaussian-Legendre Quadrature

It is well known that the composite trapezoidal approximation may have poor conver-
gence in the sense that a high number of grid points are needed to obtain accuracy in
the integral approximation. There exists several other more refined and involved meth-
ods of approximating the considered integral. In this section, the Gaussian-Legendre
Quadrature method will be considered. The general idea is to make the following
approximation ∫ 1

−1

f(x)dx =
∞∑
i=1

wif(xi) ≈
Nu∑
i=1

wif(xi) (5.7)

Where wi are weights and the points xi called the abscissas. The idea is to find wi,
xi and N so that the approximation becomes accurate. It can be shown that the
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abscissas for the degree Nu integral approximation are given by the roots of the degree
Nu Legendre polynomial, PNu(x), and the weights are given by the following formula

wi =
2

(1− x2
i )
(
P ′Nu(xi)

)2 (5.8)

where P ′Nu(x) of PNu(X), see Legendre polynomial (Abromowitz & Stegun, 1972) page
887. Since the interval in the considered context is not [−1, 1], an interval transforma-
tion must be made. In general, it holds that∫ b

a

f(x)dx =
b− a

2

∫ 1

−1

f

(
b− a

2
t+

a+ b

2

)
dt (5.9)

so that in the present case the following is achieved∫ 1

0

fψ(u)du ≈ 1

2

Nu∑
i=1

wifψ

(
1

2
xi +

1

2

)
(5.10)

By collecting the terms of the spectral risk measure, the following approximation i
obtained

ρ̂ψ(X) = −1

2

Nu∑
i=1

wifψ

(
1

2
xi +

1

2

)
− ψ(1)E[X/R0] (5.11)

where fψ(u) = ψ′(u)uESu(X).

5.3.3 Optimization Procedures

Throughout, all computations given below, n will denote the number of instruments
in the portfolio, N the sample size of the investigated data and L ∈ RN,n the matrix of
losses with N rows and n columns. The vector ω denotes the portfolio weights. First
note that given the (discounted) loss Lk,i = −Xk,i/R0 for the k = 1, 2, . . . , N samples
and i = 1, 2, . . . , n instruments the following may be estimated

E[X/R0] = − 1

N

N∑
k=1

n∑
i=1

Lk,iωi

By utilizing the ES optimization method, the following procedure is obtained: For

each time an expected shortfall expression in the expression of ρ̂ψ(X) is encountered,

the ES optimization method is utilized to obtain the objective function value of ρ̂ψ(X).
In a schematic view, the following is made at each integration point

ESuj ⇒ minimize
γj ,ω,βj

γj +
1

Nuj

N∑
k=1

βj,k

subject to − Lkω + γ + βj,k, ∀k = 1, 2 . . . , N

(5.12)

where Lk denotes the kth row of the loss matrix L.

Both the primal form optimization problems and the corresponding dual form op-
timization problems will be presented due to circumstances that will become clear in a
subsequent chapter. The primal form optimization problem will be abbreviated PFO
and the dual form optimization problem will be denoted DFO.
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Composite Trapezoidal Approximation

By the procedure defined above combined with the additional constraints that weight
should sum to one and that

∑n
i=1 ωiµi ≥ µ0, the following optimization problem is

obtained:

minimize
γ,ω,β

− 1

q

q∑
j=2

(
γj +

1

Nuj

N∑
k=1

βj,k

)
ψ′(uj)uj +

1

N

N∑
k=1

n∑
i=1

Lk,iωiψ

subject to
n∑
i=1

Lk,iωi − γj − βj,k ≤ 0, ∀j = 2, . . . , Nu, ∀k = 1, 2, . . . , N

n∑
i=1

µiωi ≥ µ0.

n∑
i=1

ωi = 1

βj,k ≥ 0, ∀j = 2, . . . , Nu, ∀k = 1, 2, . . . , N

ωi ≥ 0, ∀i = 1, . . . , n

γj ∈ R, ∀j = 2, . . . , Nu.

This optimization problem is a bit confusing since the variables βj,k and λj are irrele-
vant for the choice j = 1 (and j = Nu+1). This source of confusion may be eliminated
by allowing a re-indexing of the indices pertaining to the samples of u. In this new
notation, let α1 = u2, α2 = u3, . . . , αp = uNu . This means that p = Nu − 1 and then
the following optimization problem is possible

Optimization Problem 5.4. PFO: Composite Trapezoidal ρψ(X)

minimize
γ,ω,β

− 1

p+ 1

p∑
j=1

(
γj +

1

Nαj

N∑
k=1

βj,k

)
ψ′(αj)αj +

1

N

N∑
k=1

n∑
i=1

Lk,iωiψ

subject to
n∑
i=1

Lk,iωi − γj − βj,k ≤ 0, ∀j = 1, . . . , p, ∀k = 1, 2, . . . , N

µ0 −
n∑
i=1

µiωi ≤ 0

n∑
i=1

ωi = 1

βj,k ≥ 0, ∀j = 1, . . . , p, ∀k = 1, 2, . . . , N

ωi ≥ 0, ∀i = 1, . . . , n

γj ∈ R, ∀j = 1, . . . , p

where ψ =
(

1
2q
ψ′(1)− ψ(1)

)
, and α1 = 1

p+1
, α2 = 2

p+1
, . . . , αp = 1− 1

p+1
.

A quick investigation reveals that this problem has (p × N + p + n) variables,
(N×p+1) inequality constraints and 1 equality constraint. This problem will be very
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time consuming to solve in its primal form. Therefore, the dual problem is defined.
The dual variables λj,k ≥ 0 (corresponding to the first standard form constraint), φ ≥ 0
(corresponding to the second standard form constraint) and ϕ ∈ R (corresponding to
the third standard form constraint) are introduced giving the following.

L = − 1

p+ 1

p∑
j=1

(
γj +

1

Nαj

N∑
k=1

βj,k

)
ψ′(αj)αj +

1

N

N∑
k=1

n∑
i=1

Lk,iωiψ

+

p∑
j=1

N∑
k=1

λj,k

(
n∑
i=1

Lk,iωi − γj − βj,k

)
+ φ

(
µ0 −

n∑
i=1

µiωi

)
+ ϕ

(
n∑
j=1

ωj − 1

)

=
n∑
i=1

ωi

(
1

N

N∑
k=1

Lk,iψ +

p∑
j=1

N∑
k=1

λj,kLk,i − φµi + ϕ

)

+

p∑
j=1

N∑
k=1

βj,k

(
− ψ′(αj)

(p+ 1)N
− λj,k

)
+

p∑
j=1

γj

(
−ψ

′(αj)αj
p+ 1

−
N∑
k=1

λj,k

)
+ φµ0 − ϕ

This yields the following dual optimization problem

Optimization Problem 5.5. DFO: Composite Trapezoidal ρψ(X)

minimize
λ,φ,ϕ

ϕ− µ0φ

subject to
1

N

N∑
k=1

Lk,iψ +

p∑
j=1

N∑
k=1

λj,kLk,i − φµi + ϕ ≥ 0, ∀j = 1, . . . , p

ψ′(αj)

N(p+ 1)
+ λj,k ≤ 0

ψ′(αj)αj
p+ 1

+
N∑
k=1

λj,k = 0, ∀j = 1, 2, . . . , p

λj,k ≥ 0, ∀j = 1, 2, . . . , p, ∀k = 1, 2, . . . , N

φ ≥ 0, ϕ ∈ R

where ψ =
(

1
2(p+1)

ψ′(1)− ψ(1)
)

, and α1 = 1
p+1

, α2 = 2
p+1

, . . . , αp = 1− 1
p+1

.
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Gaussian-Legendre Quadrature

For the sake of a shorter notation, let tj = 1
2
(xj + 1). By the procedure defined

in Section 5.3.2 combined with the additional constraints that weight should sum
to one and that

∑n
i=1 ωiµi ≥ µ0, the following optimization problem of integration

approximation degree Nu is obtained:

Optimization Problem 5.6. PFO: Gauss-Legendre ρψ(X)

minimize
γ,ω,β

− 1

2

Nu∑
j=1

wjψ
′ (tj) tj

(
γj +

1

Ntj

N∑
k=1

βj,k

)
+

1

N

N∑
k=1

n∑
i=1

Lk,iωiψ(1)

subject to
n∑
i=1

Lk,iωi − γj − βj,k ≤ 0, ∀j = 2, . . . , Nu, ∀k = 1, 2, . . . , N

n∑
i=1

µiωi ≥ µ0.

n∑
i=1

ωi = 1

βj,k ≥ 0, ∀j = 2, . . . , Nu, ∀k = 1, 2, . . . , N

ωi ≥ 0, ∀i = 1, . . . , n

γj ∈ R, ∀j = 2, . . . , Nu.

where tj = 1
2
(xj + 1), xj is the Gauss-Legendre abscissa and wj the Gauss-Legendre

weight for coordinate j given Nu grid samples.

This problem has (Nu×N+p+n) variables, (N×Nu+1) inequality constraints and
1 equality constraint. The dual variables λj,k ≥ 0 (corresponding to the first standard
form constraint), φ ≥ 0 (corresponding to the second standard form constraint) and
ϕ ∈ R (corresponding to the third standard form constraint) are introduced creating
the following

L = −1

2

Nu∑
j=1

wjψ
′ (tj) tj

(
γj +

1

Ntj

N∑
k=1

βj,k

)
+

1

N

N∑
k=1

n∑
i=1

Lk,iωiψ(1)

+
Nu∑
j=1

N∑
k=1

λj,k

(
n∑
i=1

Lk,iωi − γj − βj,k

)
+ φ

(
µ0 −

n∑
i=1

µiωi

)
+ ϕ

(
n∑
j=1

ωj − 1

)

=
n∑
i=1

ωi

(
1

N

N∑
k=1

Lk,iψ(1) +
Nu∑
j=1

N∑
k=1

λj,kLk,i − φµi + ϕ

)

+
Nu∑
j=1

N∑
k=1

βj,k

(
− 1

2N
wjψ

′ (tj)− λj,k
)

+
Nu∑
j=1

γj

(
−1

2
wjψ

′ (tj) tj −
N∑
k=1

λj,k

)
+ φµ0 − ϕ

This yields the following dual optimization problem
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Optimization Problem 5.7. DFO: Gauss-Legendre ρψ(X)

minimize
λ,φ,ϕ

ϕ− µ0φ

subject to
1

N

N∑
k=1

Lk,iψ(1) +
Nu∑
j=1

N∑
k=1

λj,kLk,i − φµi + ϕ ≥ 0, ∀j = 1, . . . , Nu

1

2
wjψ

′ (tj) tj +
N∑
k=1

λj,k = 0, ∀j = 1, 2, . . . , Nu

λj,k ≥ 0, ∀j = 1, 2, . . . , Nu, ∀k = 1, 2, . . . , N

1

2N
wjψ

′ (tj) + λj,k ≤ 0, ∀j = 1, 2 . . . , Nu, ∀k = 1, 2, . . . , N

φ ≥ 0, ϕ ∈ R

where tj = 1
2
(xj + 1), xj is the Gauss-Legendre abscissa and wj the Gauss-Legendre

weight for coordinate j given Nu grid samples.

The Complete DFO Problems

Now, additional constraints will be added to achieve the complete linear optimization
problems.

A(ineq)ω ≤ b(ineq)

A(eq)ω = b(eq)

Let A(ineq) consists of Nineq rows and A(eq) consist of Neq rows. Then it is easy to show
that the complete dual form optimization problems for the two considered approxima-
tions are given by Optimization Problem 5.8 and 5.9.
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Optimization Problem 5.8. Complete DFO: Composite Trapezoidal ρψ(X)

minimize
λ,φ,ϕ,θ,ϑ

ϕ− µ0φ+

Nineq∑
η=1

θηb
(ineq)
η +

Neq∑
l=1

ϑlb
(eq)
l

Subject to the following constraints:

1

N

N∑
k=1

Lk,iϕ+

p∑
j=1

N∑
k=1

λj,kLk,i − φµi + ϕ+

Nineq∑
η=1

θηA
(ineq)
η,j +

Neq∑
l=1

ϑlA
(eq)
l,j ≥ 0, ∀i ∈ {1, n}

ψ′(αj)

N(p+ 1)
+ λj,k ≤ 0, ∀j = 1, 2, . . . , p, k = 1, 2, . . . , N

ψ′(αj)αj
p+ 1

+
N∑
k=1

λj,k = 0, ∀j = 1, 2, . . . , p

λj,k ≥ 0, ∀j = 1, 2, . . . , p, ∀k = 1, 2, . . . , N

φ ≥ 0, ϕ ∈ R

θη ≥ 0, ∀η = 1, , 2 . . . , Nineq

ϑl ∈ R, ∀l = 1, 2, . . . , Neq

where ψ =
(

1
2(p+1)

ψ′(1)− ψ(1)
)

, and α1 = 1
p+1

, α2 = 2
p+1

, . . . , αp = 1− 1
p+1

.
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Optimization Problem 5.9. Complete DFO: Gauss-Legendre ρψ(X)

minimize
λ,φ,ϕ,θ,ϑ

ϕ− µ0φ+

Nineq∑
η=1

θηb
(ineq)
η +

Neq∑
l=1

ϑlb
(eq)
l

Subject to the following constraints:

1

N

N∑
k=1

Lk,iψ(1)+
Nu∑
j=1

N∑
k=1

λj,kLk,i−φµi+ϕ+

Nineq∑
η=1

θηA
(ineq)
η,j +

Neq∑
l=1

ϑlA
(eq)
l,j ≥ 0, ∀i ∈ {1, n}

1

2N
wjψ

′ (tj) + λj,k ≤ 0, ∀j = 1, 2, . . . , Nu, k = 1, 2, . . . , N

1

2
wjψ

′ (tj) tj +
N∑
k=1

λj,k = 0, ∀j = 1, 2, . . . , Nu

λj,k ≥ 0, ∀j = 1, 2, . . . , Nu, ∀k = 1, 2, . . . , N

φ ≥ 0, ϕ ∈ R

θη ≥ 0, ∀η = 1, , 2 . . . , Nineq

ϑl ∈ R, ∀l = 1, 2, . . . , Neq

where tj = 1
2
(xj + 1), xj is the Gauss-Legendre abscissa and wj the Gauss-Legendre

weight for coordinate j given Nu grid samples.

As in the case of the ES optimization, it is fairly simple to modify the problem to
require equality in the return constraint. This is possible by doing the following:

φ ≥ 0⇔
n∑
j=1

µjωj ≥ µ0

φ ∈ R⇔
n∑
j=1

µjωj = µ0



Chapter 6
Implementation

W
ithin this chapter, implementation strategies will be discussed relating
both to approximations but also to the execution times of the considered
problems. This study is commenced with a discussion regarding the in-
tegral approximation of the spectral risk measure. This is then followed

by an investigation of the accuracy of Definition 2.5 as compared to 2.3. Finally,
optimization algorithm implementation and execution times are analyzed.

6.1 Accuracy of ρ̂ψ(X)

For simplicity, only the exponential risk aversion function defined by

ψ(u, γ) =
γe−γu

1− e−γ
, γ > 0 (6.1)

with derivative
dψ

du
= − γ2e−γu

1− e−γ
(6.2)

is analyzed.

6.1.1 Experimental Settings

To make it possible to carry out a numerical analysis, two different test settings were
created; one continuous case and one discontinuous. In the first case, a lognormal
distribution was assumed and in the second case, a two point Kumaraswamy distri-
bution was used. Since in the situation of catastrophe bonds, a portfolio will consist
of several point masses combined with continuous parts, it is interesting to see how
the considered approximation handles point masses. In both cases 100 000, samples
from the chosen distribution was generated and used in the analysis of the accuracy

of ρ̂ψ(X). The risk free rate was assumed to be zero.

Continuous Case

The random variable X having the distribution

X = e0.1+0.1Y

74
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where Y ∼ N (0, 1) is examined. 100 000 samples from the distribution of X was

generated and used in the analysis of the accuracy of ρ̂ψ(X). The risk free rate was
assumed to be zero and the loss function L defined by L = 1−X was used where 1 is
the initial investment.

Partially Discontinuous Case

The random variable X = µ − L where the loss L has a two-point Kumaraswamy
distribution is examined. The parameters are given as; pA = 0.85, pE = 0.95 and
a = b = 1 (linear continuous part) and the return (coupon) was set to µ = 0.1 with a
1 year term and a (first) year coupon guarantee. Furthermore, the risk free rate was
set to zero. Note that with this construction, the maximum possible loss is 0.9 and
not 1.

6.1.2 Composite Trapezoidal Approximation

Since the proposed composite trapezoidal method of the spectral risk measure is merely
an approximation, it is of interest to examine how good fit it yields for a finite number
of u grid sample points. The assumption that a value arbitrary close to the actual value
can be obtained by choosing a large enough grid which follows from the assumption
that

ρψ(X) = lim
#u→∞

ρ̂ψ(X) (6.3)

where is the number of grid sample points. This experiment is commenced by analyzing
what happens when the parameter γ is changed when having a fixed number of u
sample points. It is expected that the accuracy increases as the number of integration
points increases. Using different values of the sample size, the approximations for the
two experimental settings are compared against the expected real value in Figure 6.1.
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Figure 6.1: The value of the expected real value of ρψ (solid line) and the values
of composite trapezoidal approximations for different grid sizes (N). The left plot
corresponds to experimental setting 1 and the right to setting 2.

When increasing γ of the ERAF, the accuracy decreases for a fixed N . It is also
clear that every estimate is an underestimate of the actual value. Something that may
be harder to distinguish is that when increasing γ, the approximated values tends to
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zero. This is due to the fact that a high γ means that the risk aversion function is
almost fully centered at a very low u which in turn means that if N is not large, very
few or even no point of the sample will be present where the aversion function puts
most of its weight. Thus, there is a possibility that the approximation will fail to
capture any risk at all. To estimate the accuracy, the absolute errors are shown in
Table 6.1 together with the estimated true value of ρψ|γ.

Setting γ N = 5 N = 10 N = 20 N = 30 ρψ|γ
1 0.00 0.00 0.00 0.00 -0.08
10 0.04 0.01 0.00 0.00 0.05
25 0.09 0.06 0.02 0.01 0.09

1 50 0.12 0.11 0.06 0.04 0.12
100 0.14 0.14 0.13 0.10 0.14
150 0.15 0.15 0.15 0.14 0.15
250 0.17 0.17 0.17 0.17 0.17

1 0.01 0.00 0.00 0.00 0.05
10 0.35 0.09 0.02 0.01 0.52
25 0.77 0.42 0.12 0.05 0.80

2 50 0.88 0.80 0.38 0.19 0.88
100 0.90 0.90 0.77 0.54 0.90
150 0.90 0.90 0.88 0.76 0.90
250 0.90 0.90 0.90 0.89 0.90

Table 6.1: |ρψ(X) − ρ̂ψ(X)| for the Composite Trapezoidal approximation together
with the reference estimate of ρψ|γ(X).

Begin by noting that the second setting may be slightly easier to analyze since it is
quite likely that a contract exhaustion occurs and that a loss in such a case is equal to
0.9. For the first setting, the loss converges to 1, but it is very unlikely that it occurs
in that case. Judging from the results in Table 6.1, it is clear that the relative error
increases when letting γ grow. It is also clear that the relative error decreases when
increasing the number of integration points N . Furthermore, it is concluded that a
very high amount of integration points are needed to obtain accuracy together with
a high γ. As an example, using γ = 250 together with N = 30 one sees that the
composite trapezoidal approximation captures no risk at all, i.e. the relative error is
as large as the risk. Overall, it is expected that a very high amount of integration
points are needed to achieve accuracy using the composite trapezoidal approximation.

6.1.3 Gaussian Legendre Quadrature

For a series of the number of integration points N , the convergence of the Gauss-
Legendre integration of the spectral risk measure is shown in Figure 6.2.
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Figure 6.2: The value of the expected real value of ρψ (solid line) and the values of
Gauss-Legendre approximations for different (N). Left plot corresponds to experimen-
tal setting 1 and the right to 2.

For the examined values, it is clear that for lower N , there may be a significant
overestimate of the approximated value. In the light of this problem, it is also evident
that this method may yield unrealistic results. In this example it is not possible to
lose more than the initial amount, in this case 1. For low N , the overestimated value is
significantly higher than 1 which in turn should not be possible. It is evident that the
convergence of this method is very fast, and the overshoot decreases as N increases
and thus the overestimation does not seem to be a very large problem. To estimate
the accuracy, the absolute errors are shown in Table 6.2.

Setting γ N = 5 N = 10 N = 20 N = 30 ρψ
1 2.5·10−5 2.0·10−6 1.0·10−6 ≈ 0 -0.08
10 2.1·10−3 8.1·10−5 7.0·10−6 ≈ 0 0.05
25 2.4·10−2 6.1·10−4 3.0·10−5 ≈ 0 0.09

1 50 2.0·10−2 5.3·10−3 1.2·10−4 1.0·10−5 0.12
100 8.8·10−2 3.8·10−2 6.1·10−4 5.0·10−5 0.14
150 1.4·10−1 5.0·10−2 2.1·10−3 1.5·10−4 0.15
250 1.7·10−1 1.6·10−2 1.5·10−2 6.1·10−4 0.17

1 1.2·10−3 2.6·10−5 5.0·10−6 3.0·10−6 0.05
10 1.1·10−2 3.9·10−4 1.4·10−4 5.0·10−5 0.52
25 2.1·10−1 3.5·10−3 4.5·10−4 7.0·10−5 0.80

2 50 3.1·10−1 1.3·10−2 4.3·10−4 5.0·10−5 0.88
100 4.4·10−1 2.1·10−1 2.0·10−5 1.0·10−5 0.90
150 8.0·10−1 3.5·10−1 1.6·10−3 3.0·10−5 0.90
250 9.0·10−1 3.8·10−2 5.0·10−2 7.0·10−5 0.90

Table 6.2: |ρψ(X)− ρ̂ψ(X)| for the Gauss-Legendre approximation together with the
estimated true values of ρψ|γ.

When comparing the values of Table 6.2 to Table 6.1, it is clear that the Gaussian
Legendre approximation is much more efficient than the composite trapezoidal approx-
imation, something directly visible whilst comparing Figures 6.1 and 6.2. Whereas the
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composite trapezoidal yielded results being underestimates of the real risk, the Gaus-
sian Legendre approximation yields polynomial like approximations, which may both
constitute over and under estimates. Thus, it is important to use an appropriate
number of integration points.

Experiment Conclusion

The conclusion is that for the investigated experimental settings, which tries to mimic
the situation of a portfolio with instruments having continuous distributions as well as
the situation where there are point masses, the Gauss-Legendre method is significantly
more efficient and reliable than the composite trapezoidal method. It is also concluded
that for a ERAF parameter value less than 50, it seems reasonable to use N = 10−20
for the Gauss-Legendre approximation. It is concluded that the error grows as the
ERAF γ increases. Furthermore, it is clear that the composite trapezoidal approx-
imation underestimates the risk whereas the Gaussian Legendre approximation may
both over- and underestimate the risk. Furthermore, it is clear the Gaussian Legendre
approximation may produce results which are unphysical in the sense that a result
larger than what should be possible may be obtained. It is assumed that this does
not constitute a problem provided the user has some control of the combination of the
ERAF γ and the number of integration points.

Due to the overall size of the spectral risk measure optimization problem, it is
favorable to minimize the number integration points whilst retaining accuracy. Since

a very high number of integration point are needed to obtain accuracy in the
composite trapezoidal approximation, the Gaussian Legendre approximation will be

analyzed in favor of the composite trapezoidal approximation.
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6.2 Accuracy of L̂
(occ)
CB

The derived method of modeling catastrophe bonds with copulas depends on the ap-
proximation of the (annual) occurrence type approximation defined in Definition 2.5.
It is therefore important to check under which circumstances this approximation be-
haves in an appropriate way and under which circumstances the approximation is
inaccurate. A test setting using a Poisson event frequency distribution with varying
parameter λ and polynomial exponential distribution is created. The following static
parameters were used.

Name Value (Description)
θ1 0 (Polynomial exponential parameter)
θ2 0 (Polynomial exponential parameter)
θ3 30 (Polynomial exponential parameter)
CA 2000 (Contract attachment level)
CL 300 (Contract Layer size)
K 1 (Original principal amount)
T 1 (Contract length)

Table 6.3: Test settings for L̂
(occ)
CB accuracy investigation.

First of all it is possible to conclude that, using the methods of section 3.2.1, the
analyzed situation has a a quite small expected value of θ3 = 30 but with a standard
deviation of

√
719θ2

3 ≈ 800. The expected results is that the maximum approximation
is accurate when faced with a low number of occurrences per period (year) and that the
approximation will become less accurate when having multiple events contributing to
the real occurrence type contract loss during a period. In this way, it is also expected
that the maximum approximation will give rise to lower estimates of risk such has
expected loss. It is also interesting to investigate how the expected loss (EL), the
probability of attachment (PA) and the probability of exhaustion (PE) are affected by
the approximation and the choice of the Poisson λ. A higher λ increases the likelihood
of a high number of events per year. The test was carried out using 100 000 repetitions
of losses calculated using both Definition 2.5 and 2.3 given outcomes of the frequency
and event severity distribution. The resulting calculated losses are given in Table 6.4.
The column Change refers to the estimate from the full occurrence calculation divided
by the estimate from the maximum approximation minus one (also given in percent).



CHAPTER 6. IMPLEMENTATION 80

Full Proxy Change
EL λ = 2 3.03 % 3.03 % 0.02 %

λ = 10 14.44 % 14.44 % 0.04 %
λ = 50 54.63 % 54.55 % 0.14 %
λ = 100 79.35 % 79.20 % 0.19 %

PA λ = 2 3.31 % 93.31 % 0 %
λ = 10 15.81 % 15.81 % 0 %
λ = 50 57.83 % 57.83 % 0 %
λ = 100 82.26 % 82.26 % 0 %

PE λ = 2 2.75 % 2.75 % 0 %
λ = 10 13.24 % 13.23 % 0.12 %
λ = 50 51.22 % 50.98 % 0.48 %
λ = 100 76.42 % 76.00 % 0.56 %

Table 6.4: Results of the L̂
(occ)
CB accuracy investigation using θ3 = 30.

This investigation reveals that the probability of attachment remains unchanged
when utilizing the approximation. This is expected since the difference between the
full and the approximated calculation method occurs when there is more than one
qualifying event per year with value being over the attachment level. This is due to
the fact that several events with loses under the attachment level cannot contribute
to an instrument loss. Then all qualifying events must have losses larger than the
attachment level (equal to the attachment level gives no loss) which in turn means
that the sum of those instrument losses is larger than zero giving rise to losses not
contributing to the estimation of the attachment probability. The samples giving rise
to instrument losses equal to zero (underlying losses less than or equal to the attach-
ment level) are treated equal for the full method and the approximated method and
thus there should be no difference in the value of the attachment probability between
the considered calculation methods.

It is clear that both the expected loss and the probability of exhaustion are affected
by the approximation. It is also clear that the difference increases as the number of
events per year is increased, i.e. when increasing the Poisson distribution λ. In the
considered case, a λ as high as 50 or above gives very large risk estimates which in
turn means that a choice of λ of this size should be considered extreme. Since λ is the
mean of the Poisson distribution, a very high λ means that it is expected that a very
high amount of events per year which may be unrealistic for many types of exposures.
Since all values in the Change column are small even at very high choices of λ, the
conclusion is that it seems reasonably safe to use the maximum approximation in cases
where the expected number of events is not extremely high. To make it possible to
draw any conclusions from the experiment, it should be examined what happens when
the event severity distribution becomes more extreme. Therefore, consider the case
of θ1 = θ2 = 0 and θ3 = 60, i.e. a mean value of 60 and a standard deviation of√

719 · 602 ≈ 1600. With all other parameters held as in the earlier experiment, the
expected loss and probabilities of attachment/exhaustion were analyzed for a different
choices of the Poisson distribution λ and the results are shown in Table 6.5.
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Full Proxy Change
EL λ = 2 7.21 % 7.21 % 0.00 %

λ = 10 31.12 % 31.10 % 0.06 %
λ = 50 84.48 % 84.37 % 0.13 %
λ = 100 97.54 % 97.48 % 0.06 %

PA λ = 2 7.77 % 7.77 % 0 %
λ = 10 33.14 % 33.14 % 0 %
λ = 50 86.60 % 86.60 % 0 %
λ = 100 98.15 % 98.15 % 0 %

PE λ = 2 6.70 % 6.70 % 0.00 %
λ = 10 29.20 % 29.13 % 0.24 %
λ = 50 82.40 % 82.10 % 0.37 %
λ = 100 96.91 % 96.72 % 0.20 %

Table 6.5: Results of the L̂
(occ)
CB accuracy investigation using θ3 = 60.

From this augmented experiment, it is possible to see that the difference in expected
loss and probability of exhaustion increase for the approximation first increases as λ
increases but then as the frequency distribution becomes more extreme the difference
becomes negligible. It should be noted that a combination of λ > 10 and θ3 = 60
yields values that should be considered extremely high and since all values approach
the maximum possible value of 1, their inter-differences will subsequently tend to
zero. Since the difference in the considered risk parameters between the full annual

occurrence loss calculation and the approximation L̂
(occ)
CB are small even in the most

extreme of cases, it is possible to draw the following conclusion:

The annual occurrence approximation defined in Definition 2.5 is accurate except in
the case of a very high event frequency per risk period. In the considered case of

(natural) catastrophe bonds, it is expected that outcomes of the frequency distribution
are moderately sized. Thus the maximum event approximation is considered accurate

for the modeling purposes of this thesis.

6.3 Optimization

6.3.1 Solution Algorithm

The easiest algorithm, in the sense that it is most often taught in introductory courses
in optimization theory, is the Simplex algorithm. However, it turned out to be very
inefficient and close to impossible to solve the considered problems whilst utilizing this
algorithm. The reason being the overall size of the considered problems. Therefore,
a dual-primal interior point method was used which are known to be more efficient
for large linear problems. More information about such an interior point method
and what it actually calculates is given in Appendix B. By the construction of both
the ES and the spectral risk measure optimization procedures, it is expected that
the involved constraint matrices are sparse. Therefore, sparse methods of solving the
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steps of a optimization algorithm should be used. This is a quite natural extension
of the Mehrortra predictor corrector method of Algorithm B.1 in which the explained
special formulation of the main calculation steps of each iteration of the algorithm can
be solved by sparse Cholesky factorization which may be both fast and reliable. See
Appendix B for more information. One interesting aspect of the considered problems
is that the some of the complicated constraint matrices of the primal forms transform
into simple upper and lower bounds for the dual variables in the corresponding dual
forms. Upper and lower bounds of variables are rather easy to treat in an optimization
algorithm since they amount to a (very) sparse addition to the linear constraint matrix
originating from the way a general linear problem is transformed into standard form
as explained in Definition B.1.

6.3.2 Execution Time

To investigate the possible applications of the considered optimization methods, an in-
vestigation of the execution time of the optimization problems were considered. Since
the execution time will depend on the chosen optimization algorithm, what computer
is used and what data is supplied, these numbers will only give an indication of how
the execution times can be compared between methods and when increasing the sam-
ple size. It was decided to use a well known algorithm implemented in MATLAB, i.e.
MATLAB’s linear interior-point method of the optimization toolbox. The data was
generated using the independence copula with 10 Two-Point Kumaraswamy marginal
distributions with parameters and annual coupons defined in section 7.1.2. The level
of the ES optimization was chosen to α = 0.05. The Gaussian Legendre spectral opti-
mization method was considered together with the exponential risk aversion function
with parameter γ = 25. The only applied constraints, except the constraints needed
for the optimization method, was; weights summing to one, non-negative weights and
that the expected return exceeded a predefined level of 5%. The time was measured
including assembly of all relevant optimization constraint matrices as these have to be
re-constructed when underlying data has been changed. The parameters of the interior
point method, i.e. tolerances or equivalent, were not changed between any of the in-
vestigations in this study and the tolerance was set to 10−8 which is the default setting
for the considered algorithm. The resulting execution times measured in seconds are
shown in Table 6.6.
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Optimizer Samples Primal (tP ) Dual (tD) tP/tD
100 0.18 s 0.36 s 0.5
500 0.27 s 0.38 s 0.7

1 000 0.52 s 0.40 s 1.3
ES 5 000 5.90 s 0.92 s 6.4

10 000 21.84 s 1.82 s 12.0
50 000 305.73 s 11.51 s 26.6
100 000 N/A 40.01 s N/A
500 000 N/A 307.17 s N/A

100 0.42 s 0.18 s 2.3
500 2.80 s 0.54 s 5.2

ρψ|γ 1 000 9.81 s 1.18 s 8.3
5 000 294.30 s 12.10 s 24.3
10 000 N/A 32.47 s N/A
50 000 N/A 377.27 s N/A

Table 6.6: Execution time of optimization in seconds.

Examining the execution time for the ES optimization, it is clear that above ap-
proximately 1 000 samples, the dual formulation is more time efficient than the primal
formulation. For the spectral optimization, the dual solution is more time efficient
for all considered sample sizes. A value N/A means that either the computer ran out
of memory or that the execution time was not finished after 1 hour. The computer
used for testing has a hexa-core Intel Xeon E5-2620 2 GHz processor and 16 GB of
RAM. The conclusion from this study is that when increasing the sample size, the
dual formulations become dramatically more efficient than solving the primal prob-
lems. Furthermore, the spectral optimization method may require a lot more time
than optimizing ES. With the results of this experiment, it is possible to state the
following:

Since the dual optimization problems yield the exact same weights as the primal
problems, only the dual problems will be considered due to the increased efficiency for

large sample sizes.



Chapter 7
Optimization Results

F
ollowing the theoretical derivations of the described optimization methods
of expected shortfall and the spectral risk measure, it is of interest to see how
these behave in practice. Since the distributions of losses of a portfolio of catas-
trophe bonds may be slightly difficult to understand at first, a well-known and

easy to interpret test scenario is considered alongside the catastrophe bond scenarios.
In this chapter several important investigations are carried out. First of all, general
results, asymptotic tail portfolios and efficient frontiers are analyzed. Secondly, the
convergence of the spectral risk measure optimization into expected shortfall optimiza-
tion is analyzed together with optimization based on elliptical distributions. Finally
and perhaps of most importance, the characteristics of the portfolios optimized using
expected shortfall, the spectral risk measure and minimum variance are compared.
This chapter is finally concluded with a note on VaR and why this cannot be op-
timized using the spectral risk measure. Note that in this chapter, p denotes the
expected shortfall level.

7.1 Experimental Settings

The case of lognormal distributions, both generated from the independence copula but
also with a dependence structure are analyzed alongside two constructed catastrophe
bond scenarios. Thus, four test scenarios are created. The aim of the lognormal
scenarios is to show how the considered optimization methods work when dealing with
continuous distributions in contrast to the non-continuous distributions of catastrophe
bonds. But the idea is also to be able to understand how the optimization procedures

Setting Marginal Distributions Copula
1 Lognormal Independence
2 Lognormal Gaussian
3 Two-Point Kumaraswamy Independence
4 Algorithm 3.1 Gaussian

Table 7.1: Experimental settings.

84
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chooses weights depending on the dependence structure. It should be noted that
even though the same copula, i.e. the Gaussian copula, with the same correlation
matrix is used to create dependence in both the lognormal and catastrophe bond
dependence settings, their instrument dependences may be unequal due to the way the
catastrophe bond losses are generated. As explained in Algorithm 3.1, it is the annual
aggregate or maximum loss underlying loss distributions that share the dependence
inherited from the copula, not the actual instrument losses. The actual catastrophe
bond losses are based on these marginal distributions by letting them pass through
the attachment/exhaustion filter.

7.1.1 Setting 1 and 2: Lognormal Distributions

Ten hypothetical instruments are treated having the marginal distributions

Xi = eµi+σiZi , i = 1, 2, . . . , 10

where Zi ∼ N (0, 1). In the first setting, it holds that and Zi ⊥⊥ Zj for j 6= i, i.e. results
are generated using the independence copula. In the second setting, the outcomes are
generated using the Gaussian copula together with the correlation matrix given in
Table 7.5. An initial investment of 1 was assumed and thus the loss is given by

Li = 1−Xi (7.1)

The parameters for the different i are as follows.

i 1 2 3 4 5 6 7 8 9 10
µi 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09 0.1
σi 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09 0.1

Table 7.2: Setting 1 and 2 parameters.

7.1.2 Setting 3 and 4: Catastrophe Bonds

Setting 3 and 4 are devoted to the analysis of catastrophe bond-like data obtained
using two methods of modeling the instrument losses. Setting 3 uses the described
method of two-point Kumaraswamy distributions and setting 4 uses modeling of the
underlying loss distributions together with a dependence structure. Ten hypothetical
instruments where constructed with parameters listed in Table 7.4 and abbreviations
clarified in Table 7.3. Setting 4 utilizes event severity distributions modeled with
polynomial exponential models together with either Poisson or Negative binomial fre-
quency distributions. The results of setting 4 are generated with the help of Algorithm
3.1 utilizing a Gaussian copula with correlation matrix given in 7.5. The two-point
Kumaraswamy parameters of setting 3 are estimates using the achieved marginal dis-
tributions of setting 4 with the help of the methods of section 3.1.3. In a sense, setting
3 can be viewed as an independent version of setting 4. However, some caution must
be taken as these settings are not generated in parallel in the sense that they are
not based on the same underlying (pseudo) random numbers generated by the com-
puter and thus their marginal distributions may not perfectly align between settings,
especially for lower sample sizes.
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CA Attachment level
CL Layer size
Annual Type Annual aggregate or occurrence
pA Cumulative probability of attachment
pE Cumulative probability of exhaustion
Annual Spread Annual coupon
Ntype Type of event frequency distribution
Neg Bin r Negative Binomial r parameter
Neg Bin p Negative Binomial p parameter
Poisson λ Poisson parameter
θ1 Polynomial Exponential first degree parameter
θ2 Polynomial Exponential second degree parameter
θ3 Polynomial Exponential third degree parameter
Kumaraswamy a Kumaraswamy distribution a parameter
Kumaraswamy b Kumaraswamy distribution b parameter
EL Estimate of expected loss based on setting 4

Table 7.3: Clarification of parameter abbreviations.

Nr 1 Nr 2 Nr 3 Nr 4 Nr 5 Nr 6 Nr 7 Nr 8 Nr 9 Nr 10
Nr 1 1.0
Nr 2 1.0 0.3
Nr 3 1.0 0.6 0.1
Nr 4 0.6 1.0 0.3 0.5 0.4 0.4
Nr 5 0.3 1.0 0.2 0.4
Nr 6 0.5 1.0 0.1
Nr 7 1.0
Nr 8 0.4 0.2 1.0 0.3
Nr 9 1.0
Nr 10 0.3 0.1 0.4 0.4 0.1 0.3 1.0

Table 7.5: Non-zero entries of the correlation matrix to be used with setting 2 and 4.
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7.2 Treated Experiments

7.2.1 Parameter Variation

In this experiment, it is investigated how optimization results depend on the optimiza-
tion parameter, the p level in the case of expected shortfall and the ERAF γ in the
case of the spectral risk measure, i.e. the spectral risk measure is evaluated with the
exponential risk aversion function. Data with sample sizes of 10 000 was generated
from the four settings and held fixed throughout the experiment so that optimization
results from different methods may be compared. Each setting was optimized using
the following return constraints:

Setting 1 & 2: E[X] ≥ 0.05
Setting 3 & 4: E[X] ≥ 0.05

The idea with this experiment is to see how the weights of a portfolio change when
changing the goal function parameter, i.e. the p in the case of ESp optimization and
the γ parameter in the case of the ρψ|γ optimization. The problem is then that whereas
it is easy to choose an appropriate p, the choice of γ is more difficult. Furthermore, the
aim is to see how expected shortfall minimization can be compared to optimization
of the spectral risk measure. Therefore, in this experiment, γ was chosen to be (γ|p)
equivalent to the p’s for the ES minimization as explained in Chapter 4. Thus, results
pertaining to the spectral risk measure will be compared against the same parameter
p as in the case of Expected shortfall. The γ corresponding to a given p can be found
by utilizing Figure 4.2. The ES p parameter was varied linearly in the interval p ∈
(0, 0.3] and consequently, the ERAF γ was varied in the interval γ ∈ [6.6071, 200] (not
linearly). The spectral risk measure optimization was carried out using the Gaussian-
Legendre approximation with degree 20. The resulting optimization weights are shown
using both area plots, were the height of each color correspond to an instrument weight,
and simple graphs were portfolio weights are plotted individually. The results of setting
1 and 2 are shown in Figure 7.1 and 7.2 respectively. The results of setting 3 and 4
are shown in Figure 7.3 and 7.4 respectively.
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Figure 7.1: Weights from ESp minimization (the two upper plots) and ρψ|γ minimiza-
tion (the two bottom plots) for setting 1. The p of the ρψ|γ minimization relates to γ
through the (γ|p) equivalence.
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Figure 7.2: Weights from ESp minimization (the two upper plots) and ρψ|γ minimiza-
tion (the two bottom plots) for setting 2. The p of the ρψ|γ minimization relates to γ
through the (γ|p) equivalence.
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Figure 7.3: Weights from ESp minimization (the two upper plots) and ρψ|γ minimiza-
tion (the two bottom plots) for setting 3. The p of the ρψ|γ minimization relates to γ
through the (γ|p) equivalence.
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Figure 7.4: Weights from ESp minimization (the two upper plots) and ρψ|γ minimiza-
tion (the two bottom plots) for setting 4. The p of the ρψ|γ minimization relates to γ
through the (γ|p) equivalence.

There are several interesting aspect visible in the results of this experiment. First,
let us investigate the results pertaining to setting 1 and 2. Whereas the weights differ
between setting 1 and 2, especially far out in the tail, some other aspects remain the
same. First, it it is visible that when decreasing p, some weights increase and some
decrease. This process seems to be almost monotone until p becomes small. Since
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this holds for both optimization methods, it is most likely a result of the underlying
data, the lognormal distributions. For setting 1 and 2 respectively, it is clear that the
weights are similar for both the ES and the ρψ|γ methods. Possible reasons for the
high resemblance will not be treated here. However, one could say that in the case of
setting 1 and 2, ρψ|γ yields results comparable to that of ES minimization but with
less oscillations of the weights. Namely, the ES optimization weights have oscillations
in their weight curves with oscillation amplitude increasing as p decreases. This has
a clear and simple explanation in the way that ES and its empirical estimator are
constructed. Given a sample size of Nsim, expected shortfall roughly amounts to cal-
culating the mean value of the [pNsim]+1 worst outcomes. Thus, when p is decreased,
the sample that the ES calculation is based on quickly becomes rather small. Thus a
high level of uncertainty may be linked to an estimate of ESp for small p and a (rea-
sonably) sized sample. Then it should also be possible to motivate that optimization
far out in the tail should yield weights being unpredictable. As a consequence of this,
the weight estimates of the ES method for values of p under 5% seem to be highly
unpredictable. For the ρψ|γ method, oscillations are negligible until a value of p below,
say, 2.5%. Thus, it is concluded that the ρψ|γ weights are more stable than the ES
weights. However, it should be noted that there is no underlying magic in the ρψ|γ
methods producing fully stable results for all values of the ERAF γ parameter. When
γ is increased, more and more of the extreme tail is emphasized. Using a finite sample
size, a higher γ will mean that a larger emphasis is placed on only a few, extreme,
outcomes. Thus, weight oscillations for high γ’s are likely analogous to the ES op-
timization. As noted previously in this text, the spectral risk measure is roughly a
weighted average of expected shortfall points. This is the foundation of the considered
ρψ optimization method and thus this may also motivate why this procedure yields
more stable weights than the ES method. With the optimization several ES points
simultaneously, it should not come as a surprise that the ρψ|γ method yield weights
with less weight oscillations than compared to only optimizing a single ES point.

Now, setting 3 and 4 are analyzed, the catastrophe bond portfolios. The first no-
ticeable feature is that the ES and the ρψ|γ methods do not yield, even remotely,
similar weights as was the case for setting 1 and 2. Whereas the ES method yields
weights varying to large extent through the p spectrum, the ρψ|γ method weights are
quite stable for all p > 2.5%. In turn, this means that the choice of p is of great im-
portance in the case of the ESp minimization method. As an example, minimization of
ES for p slightly above 20% yields a totally different portfolio than when minimizing
ES for p slightly below 20%. The same analogy holds for settings 3 and p ≈ 12% and
for p ≈ 8% for setting 4. As a consequence, one might ask the question; how should p
be chosen? If a slightly different p yields a fundamentally different portfolio, how can
an investor be sure about which p to be used? In the light of this experiment, it is con-
cluded that ES minimization may give abrupt weight changes in optimization weights
for small changes of the p parameter. As for the ρψ|γ method, weights remains quite
stable when varying p and that it is clear that small changes in p does not yield large,
abrupt, changes in the weights. In the light of this reasoning, it is possible to argue that
the ρψ|γ method may be slightly safer to use than the simpler ES minimization method.

When comparing the results of setting 3 and 4, it is clear that the introduction of
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a dependence structure greatly alters the results. In the case of the ρψ|γ method, the
weights are more evenly distributed for setting 3 than for setting 4. This is a direct
consequence of the dependence shared between the instruments. The behavior of the
portfolios are to be analyzed more in depth later in this chapter.

7.2.2 Asymptotic Tail Behavior

It is interesting to see what happens when utilizing the optimization methods to opti-
mize the considered measures of risk far out in the tail of the portfolio loss distribution.
All experiments of this section are carried out using the following return constraint

E[X] ≥ 0

since the goal is to find the minimum risk portfolio unconditional on its resulting
return. One could have chosen E[X] ≥ −∞, but a (risky) portfolio with negative ex-
pected return would not be used in reality and thus one may ignore negative expected
return scenarios. Furthermore, all settings have instruments with individual positive
expected returns.

Due to the special characteristics of the catastrophe bond, the extreme (loss) tail
corresponds to several contract exhaustions occurring simultaneously. Since only (and
expected in most real-world cases) positive dependence is investigated between catas-
trophe bonds, it is expected that the optimal solution when optimizing far out in the
tail is a portfolio that minimizes the probability of simultaneous contract exhaustions
which in turn would favor instruments with a low degree if dependence with respect to
other instruments. In the case of independent catastrophe bonds, it is expected that
this portfolio is equally weighted. Thus, the following hypothesis is formed:

H1 :The asymptotic tail portfolio of setting 3 is equally weighted.

In the case of dependence, this is not expected to hold since the optimizer should
favor instruments that are less correlated with other instruments from those who are
correlated with several instruments. Thus, it is harder to form a testable hypothesis
in such a case. The immediate question regarding the first hypothesis is, will not the
individual instrument characteristics influence the portfolio weights even far out in the
tail? The idea is that far enough out in the tail, the individual catastrophe bond char-
acteristics will not influence the results since all results are almost equally unfavorable.

In the case of the lognormal distributions, it is expected that the independent portfolio
optimized far out in the tail places largest weight on the instrument with the lowest σ
and the least weight on the instrument with the highest σ. The following hypothesis
is then formed:

H2 :The asymptotic tail portfolio of setting 1 have weights sorted according to the
order of the inverses of the instruments σ parameters.

This should not in general be the case of the dependent lognormal instruments portfolio
since the dependence structure may render an instrument unfavorable even though it
has a low risk as viewed separately. Thus, it is expected that instruments having
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(large and positive) dependences with several other instruments should be less favored
as compared to instruments considered diversifying, especially when optimizing far
out in the tail. This is expected to hold no matter if it is a catastrophe bond or a
lognormal portfolio that is analyzed. Then the following hypothesis follows:

H3 :Optimization far out in the tail will favor instruments with low dependences.

The third hypothesis means that instruments having a high extent of (positive) depen-
dences with respect to other instruments in the portfolio should be less favored when
optimizing far out in the tail. In particular, instrument 4 and 10 should have a low
weight when optimizing far out in the tail.

The question regarding what is meant with the expression far out in the tail, and
whether or not it is possible to carry out optimization very far out in the tail when
having a finite sample size, arises. At first, one might think that the experiment can
be carried out by letting p tend to zero or γ grow very large and then analyze the
results. However, this might yield unreliable results. As an example, consider the case
of p = 0.005% together with 100 000 samples. In the case of ES, this will tell us what
the average loss of the 0.005% worst losses is. But the problem is that this figure
will be based upon the average out of 5 numbers which then means that a very high
uncertainty will be incorporated both in the measure of risk itself, but in turn also in
the optimization weights. To avoid extremely unreliable results, it was decided not to
investigate lower values of p than what yields at least 50 sample points to be averaged
in the tail using the chosen sample size. This means that if 100 000 samples are used,
a p as low as 0.05% and not lower will be considered. Due to the computation time
needed for very high sample sizes, it was decided to use 100 000 samples. In the case of
the spectral risk measure optimization method, it was decided to use the exponential
risk aversion function with γ = 10, 50, 100 and 500 together with 30 Gaussian-Legendre
integration points. The results for the ES optimization are presented in Table 7.6 and
in Table 7.7 for the ρψ optimization. The instrument weights are placed in columns
for easier comparison and the settings with dependence structures are marked in gray.
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p ω1 ω2 ω3 ω4 ω5 ω6 ω7 ω8 ω9 ω10

S 1 5% 0.0% 7.5% 13.4% 14.1% 13.9% 12.2% 10.9% 10.2% 9.1% 8.5%
1% 18.3% 16.9% 13.7% 10.9% 9.0% 8.0% 6.8% 6.1% 5.3% 5.0%

0.1% 36.5% 17.8% 11.3% 7.4% 7.1% 5.5% 4.4% 3.6% 3.4% 3.0%
0.05% 38.7% 17.8% 11.7% 7.1% 6.2% 4.9% 5.0% 2.7% 3.4% 2.4%

S 2 5% 0.0% 21.1% 21.3% 0.0% 11.5% 13.5% 12.1% 8.6% 10.0% 1.9%
1% 35.9% 19.9% 14.5% 0.0% 6.8% 7.3% 6.3% 4.6% 4.6% 0.0%

0.1% 48.2% 18.9% 11.1% 0.0% 5.0% 5.9% 3.9% 3.6% 3.4% 0.0%
0.05% 47.0% 18.9% 11.8% 0.0% 5.8% 6.4% 3.2% 3.5% 3.4% 0.0%

S 3 5% 12.1% 8.8% 9.8% 12.1% 7.8% 12.1% 9.4% 11.7% 4.3% 12.1%
1% 11.1% 9.4% 9.4% 10.3% 9.4% 10.3% 9.4% 10.3% 9.4% 11.0%

0.1% 12.6% 8.5% 8.0% 10.7% 8.3% 10.7% 8.3% 10.7% 8.0% 14.3%
0.05% 10.3% 9.8% 7.9% 11.4% 9.0% 10.9% 9.0% 10.9% 8.5% 12.2%

S 4 5% 13.1% 10.1% 12.4% 0.8% 4.9% 13.1% 13.0% 11.2% 8.3% 13.1%
1% 17.1% 10.8% 10.8% 0.0% 7.1% 10.8% 10.8% 10.8% 10.8% 10.8%

0.1% 16.1% 9.8% 10.2% 0.0% 8.2% 14.5% 14.0% 10.2% 8.7% 8.2%
0.05% 15.2% 9.8% 9.8% 0.0% 8.3% 15.1% 15.1% 9.8% 9.8% 7.1%

Table 7.6: ESp tail portfolio optimization of settings 1-4 (denoted S 1 - S 4). Settings
with instrument dependences are marked in gray.

γ ω1 ω2 ω3 ω4 ω5 ω6 ω7 ω8 ω9 ω10

S 1 10 0.0% 0.0% 0.0% 11.1% 15.4% 15.9% 15.3% 14.9% 13.9% 13.5%
50 0.0% 13.3% 14.8% 13.8% 13.0% 11.1% 9.6% 8.9% 8.0% 7.4%
100 7.4% 18.1% 14.7% 12.2% 11.1% 9.3% 7.9% 7.2% 6.4% 5.8%
500 30.1% 16.5% 12.1% 8.9% 8.1% 6.5% 5.2% 4.7% 4.2% 3.6%

S 2 10 0.0% 0.0% 9.2% 0.0% 9.9% 19.8% 19.9% 13.9% 17.8% 9.6%
50 19.5% 20.8% 17.4% 0.0% 9.1% 10.1% 9.0% 6.4% 7.0% 0.6%
100 32.5% 20.2% 14.8% 0.0% 7.4% 8.0% 6.9% 4.9% 5.3% 0.0%
500 43.7% 18.9% 12.6% 0.0% 5.5% 6.3% 5.1% 3.8% 4.0% 0.0%

S 3 10 15.9% 8.0% 8.0% 9.5% 8.0% 9.5% 8.0% 9.5% 8.0% 15.9%
50 14.5% 8.1% 8.4% 11.6% 7.1% 10.5% 8.4% 10.5% 6.4% 14.5%
100 13.4% 7.6% 8.5% 12.3% 7.3% 11.3% 8.5% 10.5% 7.3% 13.4%
500 12.2% 8.5% 8.8% 11.9% 8.4% 10.8% 8.6% 10.2% 8.5% 12.2%

S 4 10 18.3% 8.7% 8.7% 4.3% 7.1% 9.7% 8.8% 8.7% 8.6% 17.0%
50 17.8% 9.7% 10.4% 1.7% 7.0% 13.6% 10.4% 10.4% 8.7% 10.4%
100 18.0% 9.8% 10.0% 1.0% 8.0% 14.8% 10.3% 10.0% 9.0% 9.2%
500 16.6% 9.9% 11.3% 0.0% 6.7% 15.2% 11.3% 10.5% 9.9% 8.6%

Table 7.7: ρψ|γ tail portfolio optimization of settings 1-4 (denoted S 1 - S 4). Settings
with instrument dependences are marked in gray.

The analysis is commenced by investigating the result of the ES tail optimization.
First of all, the weights of the first setting is, except for some exceptions, sorted in the
same order as the sizes of the inverses of the instrument σ parameters. Thus, setting 1
seems to converge to a result supporting hypothesis H2. However, the lowest tested p
of 0.05% gives values not entirely supporting this claim. Nonetheless, it is likely that
this, rather small, deviation from the expected result originates from the, randomly,
generated data sample in combination with the inherited uncertainty in the calculation
of ES this far this out in the tail (i.e. with only 50 sample points considered). Thus,
based on this experiment, it is possible to find support for the second hypothesis in
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the case of the ES optimization.

Now turning to setting 3. It is slightly hard to judge whether or not one can draw
the conclusion that weights converge to 1/10 (equally weighted) by the outcomes of
this experiment. However, the weights are close to 1/10 and the question is whether
any of the considered p’s can be considered being far enough out in the tail. Using an
independent portfolio with n instruments having probabilities of exhaustion given by
PE,i, a total portfolio exhaustion is expected to occur with probability

PE,portfolio =
n∏
i=1

PE,i

which typically occur with a very small value, especially if the portfolio consists of
several instruments. As an example, if all probabilities of exhaustion are of size 0.1
(which should be considered quite high) and the portfolio consists of 10 instruments,
the portfolio exhaustion probability will be 10−10. This should be consider being an
extremely small number in terms of ES optimization. To obtain a result that could
directly prove the second hypothesis, a p in the same magnitude as this number should
be examined. But the problem is then that the amount of samples needed to even
compute an ES estimate at this level is extremely high and thus, it becomes impracti-
cal or even impossible to carry out a ES optimization to directly be able to falsify the
first hypothesis. Thus, this experiment does not make it possible to reject nor accept
hypothesis H1 even though the weights are close to 1/10 at the considered levels.

By investigating settings 2 and 4, in which instruments are allowed to have a pos-
itive dependence structure towards each other, it is of particular interest to see what
happens with instrument 4 and 10. The reason of this interest is that these instru-
ments should be considered the least diversifying instruments by judging from the
given correlation matrix. It is immediately clear that at the level p = 5%, none of
these instruments receive a zero optimization weight. But when p is decreased, instru-
ment 4 quickly converges to zero and the weight of instrument 10 decreases albeit not
reaching zero. This can be explained by the fact that the fourth instrument is more
risky than the tenth. This result gives support to the third hypothesis.

Now, the spectral risk measure optimization results are analyzed. First, recall that
the ERAF γ should be high when emphasizing the tail of the distribution. In the case
of setting 1, it is clear that the weights converge to a result in accordance with the
second hypothesis, i.e. that ω1 > ω2 > . . . > ω10.

For the spectral risk measure, it seems to be the case that the optimized weights
converge to an equally weighted portfolio when increasing γ. Weights being under
1/10 increases and weights being over 1/10 decreases as γ increases. It is possible to
conclude that the first hypothesis is supported by the outcome of this particular exper-
iment. However, it is still not straight forward to reject or accept the first hypothesis
based on the outcomes of this experiment.

Whilst investigating settings 2 and 4 it is clear that the ρψ optimization yields re-
sults that does not favor instruments 4 and 10 when increasing γ. Thus, it is possible
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to conclude that the third hypothesis is supported by this experiment.

7.2.3 Expected Return Variation

Given an expected return, it is interesting to see what risk of the portfolio that can
be achieved. In other words, given an expected return constrained with equality, what
is the minimum possible risk? In the case of mean-variance optimization, the graph
that is obtained with expected return on the y-axis and (minimum) standard deviation
on the x-axis is often called the efficient frontier. To create the complete efficient
frontier, it is vital that the expected return is constrained with equality. The reason
is that it may be possible to construct portfolios with less return but with the same
risk as a portfolio with higher return. Such portfolios are of course not optimal from
an investors point view, but the idea is here to create a complete view of the possible
risk return characteristics. In this experiment, the ES and ρψ|γ efficient frontiers are
to be compared to the results of the following mean-variance optimization problem:

minimize
ω

ωTΣω

subject to
n∑
i=1

ωi = 1

ωTµ = µ0

(7.2)

It will be assumed that the solution of this problem can be found without any problem
given the appropriate input covariance matrix Σ and mean vector µ. To achieve the
desired efficient frontiers, the expected return is varied from the setting specific lowest
attainable expected return to the highest attainable expected return constrained with
equality. Only the fourth setting will be analyzed and in this case and the following
expected returns are analyzed:

E[X] ∈ [0.017, 0.127]

The efficient frontiers are shown in Figure 7.5.
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Figure 7.5: Efficient frontiers of setting 4 for ESp(X) using p = 0.5%, 1%, 5%, 10%
(upper left), ρψ|γ(X) using γ = 5, 10, 25, 50 (upper right) and minimum variance (bot-
tom).

These plots gives some information about the optimized portfolios that might be
hard to see in other experiments. It is first concluded that the extreme values of
µ0 occur for portfolios with very little diversification in the sense that the only way
to achieve the highest (or lowest) attainable expected return is to choose a portfolio
consisting of only one instrument, the instrument with the highest (lowest) expected
return. Thus, these portfolios should not benefit from the effects of diversification.
This is clearly visible in these plots as the risk is heavily increased for ES and ρψ|γ
when reaching either the lowest or highest attainable expected returns. It should be
noted that the use of efficient frontiers when dealing with the considered optimization
problems might lead to some confusion as to which (p or γ) level that should be cho-
sen. It is clear that the plotted efficient frontiers have very different characteristics
depending on the parameter choice. As a consequence, choosing a high p or a low γ
might lead to efficient frontiers not explicitly showing that the risk is increased when
choosing only one, possible low risk instrument, but missing out on the benefits of
diversification. However, the effect is not large enough to cause concern as to whether
it is possible to hide risk in the tail. It is concluded that the parameter choice is
context dependent and that if efficient frontiers are used, perhaps several parameter
choices should be considered.
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Given a fulfilled return constraint, the question arises which (optimal) portfolio that
should be chosen. This is of course a whole subject of study in itself and it will not be
attempted to answer it rigorously. However, one very simple way to answer the ques-
tion is to see which portfolio gives the lowest risk no matter the expected return. In a
sense, one could say that this is the optimal portfolio. However, it is still required that
the expected return is positive since otherwise, it would be better to place the money
under the pillow waiting for a better investment opportunity to present itself. The ab-
solute minimum risk portfolio can found by looking at the specific efficient frontier and
the portfolio pertaining to the lowest possible x-axis value on the specific portfolio line.

It has already been concluded that variance might be a poor measure of risk in the
case of a portfolio of catastrophe bonds, or instruments having the same distribu-
tional characteristics. With this reasoning, it could possibly be a bad choice to choose
a portfolio upon the minimized value of variance. However, this is a very common
method of portfolio optimization. Depending on the context, a minimum variance ap-
proach might be a good choice. As an example, one could say that the mean-variance
optimization approach directly assumes that the distributional characteristics of the
portfolio can be explained using the set of instrument expected returns together with
a (linear) covariance matrix. This might be an over simplistic view of the problem
situation since correlation might not be of a linear type but assumed to be so in the
minimum variance approach. Furthermore, the variance approach treats both sides of
a distribution equally which may be a bad choice when the distributions are skewed.
In a later step, the mean-variance optimization approach will be compared to the
expected shortfall and the ρψ|γ approaches.

7.3 Convergence of ρψ(X) into ESp(X)

By using that expected shortfall can be expressed as a spectral risk measure with the
use of the risk aversion function given by Equation (4.9), it is possible to optimize
expected shortfall with the use of the spectral risk measure. At first, this might seem
to be the case of a closed circle reasoning since the optimization method of the spec-
tral risk measure relies on the method of optimizing expected shortfall. However, this
analysis might be seen as a way on controlling whether the optimization of ρψ delivers
the expected results. Furthermore, it might be the case that this ”smoother version”
of expected shortfall delivers results that are more robust than the expected shortfall
method does.

By examining Equation (4.9), it is clear that it can be written in terms of the Heaviside
step function defined as

H(x) =

{
1 x ≥ 0

0 x < 0

Thus Equation (4.9) can be written as

ψESp(u) =
1

p
(1−H(u− p))
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A common way to approximate the Heaviside step function is by using the following
equation

H(x) ≈ 1

1 + e−2kx

where the approximation becomes more accurate as k is increased. It is important to
note that this approximation yields an approximation of the so called half convention
of the step function which means that H(x) = 0.5 at x = 0. This will be noted
but ignored throughout this section. With the presented approximation, the following
approximation of ψESp(u) may be constructed:

ψ̂ESp(u) =
1

p

(
1− 1

e−2k(u−p)

)
≈ ψESp(u) (7.3)

Since the spectral risk measure explicitly uses the derivative of the risk aversion func-
tion, it is noted that

d

du
ψ̂ESp(u) = −2k

p

e2k(u−p)

(e2k(u−p) + 1)
2 (7.4)

Values of Equations 7.3 and 7.4 are shown in Figure 7.6 for some choices of k.
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Figure 7.6: Approximated risk aversion function of expected shortfall at the p level
0.5 for the spectral risk measure together with its derivative.

It is not surprising that the values of Equation (7.4) becomes large (in absolute
value) at the point p when choosing a large k. The equation itself is obviously linear
in the choice of k at the considered point, but it also holds that the derivative of the
Heaviside step function at this point is equal to the Dirac delta function which in turn
is infinite at the considered point. This aspect might lead to numerical problems inside
the optimization algorithm since the optimization method of the spectral risk measure
explicitly uses the derivative of the risk aversion function. As an example, it is not
a problem to have infinite bounds on variables, as explained in Appendix B, however
it might be problematic to have a right hand side of an equality constraint equal to
infinity. In the case of the dual versions of the spectral risk measure optimization
methods, it might then be the case that partial sums of the lambda dual variables
should be equal to infinity which may lead to problems in the interior point solution
algorithm. Furthermore, when increasing k, one must increase the number of Gaussian-
Legendre integration points so that the concentration of Equation (7.4) is not missed
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due to a lack of integration points. Therefore, 30 Gauss-Legendre points were used in
the following experiment. The results are shown in Figure 7.8 in which weights are
placed in columns to make it easier to see the convergence. The results were analyzed
on setting 4 together with 10 000 samples.

k CB 1 CB 2 CB 3 CB 4 CB 5 CB 6 CB 7 CB 8 CB 9 CB 10

5 22.66% 6.69% 9.11% 2.99% 6.28% 15.80% 6.69% 6.69% 6.69% 16.40%
10 27.12% 7.73% 7.73% 1.24% 7.28% 10.27% 7.73% 7.73% 7.73% 15.45%
15 29.52% 7.89% 7.89% 0.38% 7.52% 8.90% 7.89% 7.89% 7.89% 14.22%
20 30.69% 7.97% 7.97% 0.16% 7.54% 8.22% 7.97% 7.97% 7.97% 13.52%
25 31.82% 8.05% 8.05% 0.00% 7.38% 8.05% 8.05% 8.05% 8.05% 12.50%
30 32.83% 8.08% 8.08% 0.00% 7.30% 8.08% 8.08% 8.08% 8.08% 11.37%
35 32.78% 8.12% 8.12% 0.00% 7.06% 8.12% 8.12% 8.12% 8.12% 11.43%

ES 32.82% 8.12% 8.12% 0.00% 7.07% 8.12% 8.12% 8.12% 8.12% 11.39%

Table 7.8: Convergence of spectral optimization weights for setting 3 into ESp optimal
weights using p = 0.1.

Allowing for some small deviations, it is clear that as k increases, the spectral
optimization method yields the same weights as the ES optimization method. It
should be noted that a very high k could not be used due to numerical problems of the
employed interior point algorithm, possibly as a combination of the chosen number of
integration points together with the dense concentration of the derivative of the risk
aversion function. Similar convergence of results were obtained for setting 1, 2 and 3
but are left out since they show the same behavior as for setting 4. It should be noted
that some settings did not require as high k for convergence as was the case for setting
4.

7.3.1 Potential Stability Increase in ES Optimization

As proposed, the risk aversion function given by Equation (7.3) could possibly lead to
a more robust way of assessing ES optimization weights. Therefore, the experiments
of Section 7.2.1 relating to the ES optimization are tried again but with the spectral
risk measure together with the mentioned risk aversion function to see whether or
not and increased robustness can be achieved whilst varying the optimization p level.
This is especially interesting for setting 3 and 4, which showed significant oscillations
in weights whilst varying the p level in the original experiment. Before starting the
experiments, note that if a high k is used, the derivative of the risk aversion function
will take a very large (negative) value situated compactly at the chosen ES p point.
Then, it might be the case that the integration approximation behaves poorly. As an
example, using 10 Gaussian-Legendre points, expected shortfall at the following levels
are examined

98.69% 93.25% 83.97% 71.66% 57.44% 42.55% 28.33% 16.02% 6.74% 1.30%

Then it is clear that choosing 10 integration points, it will not be possible to evaluate
expected shortfall below the level 1.30%. Furthermore, as distances between some
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of the integration points are rather large, a high k can possibly lead to a vanishing
objective function in the sense that the main concentration of the integrand occurs for
points not considered in the integration approximation. The resulting dangers of this
can be seen in the second row of plots in Figure 7.7 which is done using 10 Gaussian-
Legendre integration points. It is clear that the weights are considerably different
from the direct ES optimization counterpart in row 1. To obtain results that with
a higher accuracy resembles the ES optimization, 30 Gaussian-Legendre integration
points where used where the following p levels are considered:

99.84% 99.18% 98.00% 96.31% 94.13% 91.48% 88.39% 84.89% 81.03% 76.83%
72.35% 67.64% 62.73% 57.69% 52.57% 47.43% 42.31% 37.27% 32.36% 27.65%
23.17% 18.97% 15.11% 11.61% 8.52% 5.87% 3.69% 2.00% 0.82% 0.16%

By looking at the spacing of these integration points, one sees that there is still quite
few points in the interval (0, 0.3] which is analyzed in this experiment. Thus, event
this (rather high) amount of points may give inaccurate results. The results pertaining
to the 30 Gaussian Legendre integration points are given in the third row of Figure
7.7. In both ES approximations, k = 50 was used.
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Figure 7.7: Weights from ES minimization using p ∈ (0, 0.3] for setting 3 (top) and
ES optimization together with the spectral risk measure approximation of ES with 10
integration points (middle) and 30 integration points (bottom).

By looking at the third row of result in Figure 7.7, it is clear that the plot looks
very similar to the top row of results. Furthermore, at first sight it looks as if the
solutions are more stable in the sense that the weights do not oscillate as much when
varying p. However, it is not possible to directly draw the conclusion that the spectral
risk measure optimization of ES directly leads to more stable results than the ordinary
ES optimization. Partly because of the fact that k should probably be increased to
get an even more accurate ES approximation. Furthermore, it is likely that the results
from the bottom row change if an even higher amount of Gaussian-Legendre points
are used. This means that it is not possible to say whether to perceived increase of
stability is related to the method itself or the that a too small number of integration
points are used. As an example, the middle row of results looks very stable but the
problem is then that these results are not at all similar to the actual ES results. For
the special risk aversion function utilized in this example, it seems as if an adaptive
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integration algorithm would be better by focusing more on the specific p level and
its immediate neighborhood, and thus the Gaussian Legendre approximation may be
considered inefficient for this type of risk aversion function. It is possible to conclude
that it is not possible to say that an increased stability can be achieved by optimizing
ES through the spectral risk measure method based upon the outcomes of this exper-
iment. Furthermore, it is worth noting that the third row of plots took several hours
to complete whereas the original ES results takes well under an hour. However, the
results clearly shows the convergence of ρψ(X) into ESp(X).

7.4 Optimization of Elliptical Distributions

In this section, an elliptical representation of returns, R ∈ Rn, is considered. For
simplicity, the Gaussian variance mixture distribution will be considered. The returns
are given by the following relation

R = µ+WAZ

where Z are n independent N (0, 1) distributions, µ is the mean vector, Σ = AAT is a
dispersion matrix and W a non-negative random variable independent form Z. Given
a vector of weights ω ∈ [0, 1]n, the following expresses the value of a portfolio of assets
in the future time T :

XT = ωTµ+
(
ωTΣω

)1/2
WZT

where ZT ∼ N (0, 1). In this case, the variance is given by

Var (XT ) = ωTΣωVar(WZT )

With the help of Theorem A.1, the quantile function of XT is expressed as

F−1
XT

(p) = ωTµ+
(
ωTΣω

)1/2
F−1
WZT

(p) (7.5)

The period T result is defined by RT = XT − X0R0. By exploiting the coherence
properties of the spectral risk measure, it is possible to write

ρψ (RT ) = −
∫ 1

0

ψ(u)FXT /R0(u)du+X0

=
1

R0

(
−ωTµ−

(
ωTΣω

)1/2
∫ 1

0

ψ(u)F−1
WZT

(u)du

)
+X0

(7.6)

It is first noted that
∫ 1

0
ψ(u)F−1

WZT
(u)du does not depend on the weights of the portfolio

and thus considered being a constant and the same applies for the initial investment
amount X0. If an optimization method is constructed in which the expected portfolio
return is set as an equality, i.e.

minimize
ω

ρψ (RT )

subject to
n∑
i=1

ωi = 1

ωTµ = µ0

(7.7)
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it is clear that minimization of a (any) spectral risk measure amounts to minimization
of variance. This follows from the fact that minimization of af(x) + b with respect
to x is the same as minimization f(x) if a > 0 and b are constants. In this case,
ωTµ is a constant and that (minus) the integral expression is a positive coefficient.

Furthermore, since ωTΣω ≥ 0, minimization of
(
ωTΣω

)1/2
yields the same results

as minimizing ωTΣω. Thus, theoretically, one can minimize (7.7) with the following
method

minimize
ω

ωTΣω

subject to
n∑
i=1

ωi = 1

ωTµ = µ0

(7.8)

As the main focus of this thesis is linear programming problems, it will be assumed
that given appropriate inputs, (7.8) can be solved without any problems arising. How-
ever, one problem will, in spite of this, still arise. The quadratic programming method
works by utilizing the predefined covariance matrix and the linear equality constraints
which are deterministic. The problem is that the ES and the spectral optimization
methods are based on samples drawn from the considered distribution. Therefore, a
slightly more complicated methods must be used in order to investigate if the results
converge to one unified solution. One possibility is to predefine a covariance matrix
and a mean vector and then draw samples from the resulting elliptical distribution and
use this to optimize ES and ρψ|γ. However, since very large samples sizes are not pos-
sible to use due to the overall sizes of the optimization problems, it is not possible to
guarantee that the resulting generated samples from the elliptical distribution ”looks
like coming from the elliptical distribution”. In other words, the estimated mean vec-
tor and covariance matrix of the generated sample may differ significantly from the
predetermined counterparts. Furthermore, since return is constrained with equality,
small changes in the mean of the sample may give large differences in weights. A
remedy of these problems is to use a stochastic programming approach. Samples from
the elliptical distribution are generated several times and at each time, ES, variance
and the spectral risk measure are optimizes based on the generated sample. From the
resulting statistics of weights, the mean weights are analyzed. This process will be
denoted as a stochastic optimization approach and it is described more in depth
below.

At each re-sampling, 1 000 samples from the Gaussian elliptical distribution with
covariance matrix and mean vector given by

Σ =


6.4 2.6 4.3 5.1 2.5
2.6 3.4 2.3 2.9 1.5
4.3 2.3 6.5 4.5 2.2
5.1 2.9 4.5 10.9 2.5
2.5 1.5 2.2 2.5 3.1


µ =

(
0.05 0.08 0.09 0.04 0.01

)
are generated. From the generated sample, the covariance matrix Σ̂ and the mean
vector µ̂ are estimated and used for optimizing with the minimum-variance approach
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based on quadratic programming. From the full generated sample matrix, the ES and
ρψ optimal weights are assessed using Optimization Methods 5.2 and 5.7 (with equality
return constraints). At each step, the return is constrained to the values of the mean
of the mean vector, i.e. µ0 = 1

n

∑n
i=1 µ̂i. This process was repeated 10, 100, 500, 1

000 and 10 000 times respectively and the mean value of the weights are presented in
Table 7.9.

Samples Function ω1 ω2 ω3 ω4 ω5

10 min var 2.77% 33.09% 10.79% 5.54% 47.81%
min ES 2.45% 34.21% 11.02% 5.10% 47.22%
min ρψ 2.49% 33.47% 12.21% 4.58% 47.25%

100 min var 5.05% 39.80% 9.61% 4.71% 40.83%
min ES 5.04% 39.89% 9.40% 5.01% 40.64%
min ρψ 4.93% 40.51% 9.31% 4.91% 40.35%

500 min var 4.20% 41.01% 10.48% 3.96% 40.35%
min ES 4.50% 40.68% 10.65% 4.04% 40.13%
min ρψ 4.59% 40.91% 10.52% 3.96% 40.02%

1 000 min var 4.33% 39.76% 10.44% 3.34% 42.14%
min ES 4.63% 39.43% 10.57% 3.44% 41.94%
min ρψ 4.61% 39.48% 10.49% 3.44% 41.98%

10 000 min var 4.35% 40.41% 10.38% 3.51% 41.36%
min ES 4.54% 40.17% 10.43% 3.63% 41.22%
min ρψ 4.54% 40.20% 10.43% 3.62% 41.20%

Table 7.9: Minimization of variance, ES0.1 and ρψ|γ using γ = 20.

When looking past the obvious uncertainties in location of the mean weights at
lower sample sizes, it is clear that for any considered sample size, the weights for
the three different optimization objective functions are very similar when comparing
instrument-wise mean weights. However, as the sample size is increased, the deviations
of different mean weights decrease. It is possible to conclude that in the case of elliptical
distributions, optimization of variance, ES and the spectral risk measure theoretically
yield the same optimized portfolio weights and that asymptotically, the considered
stochastic optimization method yields the same weights at large samples sizes looking
at the mean weights of the achieved weights statistics.

7.5 Portfolio Characteristics

In this section, optimal portfolios based on variance, expected shortfall and ρψ|γ min-
imization are analyzed and compared. To begin with, the obvious problem is the fact
that every portfolio will be optimal with respect to the quantity that it is optimized
with respect to. Then how should the portfolios be compared? As concluded in Chap-
ter 4, VaR may be dangerous to use if only looked at a specific level. However, if
the full VaR spectrum is investigated, i.e. the full empirical quantile function of the
losses, a useful view of the distribution might be obtained. To compare the optimized
portfolios, the full curves of VaR, ES and ρψ|γ are shown.
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Another problem arising concerns what type of return constraint that should be chosen
to make it possible to compare the portfolios. One the one hand, if expected return is
constrained with equality, it is likely that no portfolio will be truly optimal in the sense
that a lower objective function value could be obtained at a different expected return
than the constrained value. One the other hand, if expected return is constrained
with inequality, some portfolios will have more expected return than others. It is most
often the case that an investor places expected return in some correspondence with the
portfolio risk, i.e. an efficient frontier viewpoint of the problem. Then if one portfolio
has a higher expected return than another, it is likely that more risk is allowed in that
portfolio. Thus, it will be difficult to compare the actual ”value” or ”attractiveness”
of a specific portfolio if it cannot be compared under equal evaluation terms. Further-
more, it is not the objective of this thesis to derive some heuristic relation between the
investors risk acceptance with respect to portfolio risk. With this reasoning, it will be
better to constrain the optimization problems with equality. Thus, all portfolios of the
considered experiment are constrained to E[X] = 5%. Furthermore, this analysis will
be focused solely on the thesis specific environment of catastrophe bonds, i.e. settings
3 and 4.

As this thesis discusses the subject of portfolio optimization, it would be wrong to
ignore to analyze the most common type of portfolio optimization, the mean-variance
approach. It has already been concluded that variance is a bad measure of risk, espe-
cially for catastrophe bonds. With this reasoning, one might expect that the minimum
variance yields portfolios with blunt characteristics. However, will this be the case?
The answer of this question can only be found by experiment. The following optimizers
will be analyzed:

(A) min Var(X) given E[X] = 5%.

(B) min ESp(X) using p = 5%, p = 10% given E[X] = 5%.

(C) min ρψ(X) using the ERAF together with γ = 10, γ = 25 given E[X] = 5%.

To clarify what is mean by optimization procedure A, the following quadratic
problem is considered:

minimize
ω

ωTΣω

subject to
n∑
i=1

ωi = 1

ωTµ = 5%

where Σ is the (estimated) covariance matrix of the setting specific data set and µ the
mean vector. As mentioned earlier, it is assumed that the minimum variance portfolio
can be found without any problems, e.g. using the quadprog function of MATLAB’s
Optimization Toolbox together with a suitable choice of algorithm such as the interior-
point-convex algorithm. All in all, there are five portfolios to be compared. The results
are shown in Figures 7.8 to 7.13. Some complementary data are given in Table 7.10.
Note that the plots do not have the same y-axis values which is made deliberately to
maximize the resolution of the curves in the plots. All experiments where carried out
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on the same result matrices with 10 000 samples. Furthermore, 20 Gaussian-Legendre
integration points were used for the spectral risk measure optimization. It is noted
that due to the relatively small sample size, results may look different if re-generating
the data set. However, it is possible to compare the portfolios as they are, depending
on the setting, based on the exact same data set.
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Figure 7.8: Setting 3 VaR curves for E[X] = 5%.
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Figure 7.9: Setting 4 VaR curves for E[X] = 5%.
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Figure 7.10: Setting 3 ES curves for E[X] = 5%.
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Figure 7.11: Setting 4 ES curves for E[X] = 5%.
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Figure 7.12: Setting 3 ρψ|γ curves for E[X] = 5%.
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Figure 7.13: Setting 4 ρψ|γ curves for E[X] = 5%.
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Optimizer → Var ES0.05 ES0.1 ρψ|10 ρψ|25

Premium 7.56% 7.64% 7.71% 7.63% 7.61%
PA 12.38% 12.04% 7.25% 10.11% 11.86%
Std 4.44% 4.53% 4.65% 4.48% 4.47%
ES0.25 1.46% 1.66% 1.73% 1.53% 1.58%
ES0.15 3.66% 3.83% 3.28% 3.30% 3.69%
ES0.1 5.49% 5.78% 5.05% 5.36% 5.58%

Setting 3 ES0.05 8.94% 8.40% 9.45% 8.93% 8.56%
ES0.025 11.63% 11.94% 12.78% 12.12% 11.42%
ρψ|5 0.33% 0.44% 0.41% 0.32% 0.37%
ρψ|10 3.57% 3.69% 3.64% 3.50% 3.58%
ρψ|20 6.74% 6.81% 6.99% 6.71% 6.66%
ρψ|25 7.73% 7.78% 8.15% 7.75% 7.61%
ρψ|50 10.67% 10.78% 11.97% 10.90% 10.44%
Premium 7.62% 7.60% 7.78% 7.71% 7.67%
PA 15.22% 15.11% 19.70% 19.74% 15.38%
Std 4.82% 4.95% 5.08% 4.88% 4.85%
ES0.25 1.90% 2.13% 2.27% 2.05% 2.07%
ES0.15 4.49% 5.30% 3.97% 4.00% 4.48%
ES0.1 6.42% 6.82% 5.79% 6.00% 6.30%

Setting 4 ES0.05 10.55% 10.10% 10.84% 10.47% 10.28%
ES0.025 14.30% 14.36% 15.47% 14.49% 14.21%
ρψ|5 0.72% 0.86% 0.80% 0.72% 0.75%
ρψ|10 4.36% 4.61% 4.38% 4.27% 4.36%
ρψ|20 8.08% 8.29% 8.25% 7.97% 7.99%
ρψ|25 9.28% 9.43% 9.63% 9.22% 9.16%
ρψ|50 12.98% 13.07% 14.40% 13.22% 12.88%

Table 7.10: Values of optimized portfolios of setting 3 and 4 using E[X] = 5%. Values
of the optimized quantities of specific objective functions are marked in contrasting
colors.

The first striking feature is that all the considered portfolios seem to give very sim-
ilar portfolio VaR and ES curves when viewing the full spectrum of levels, i.e. when
looking at the upper left subplot of every plot. Therefore, piecewise close-ups of the
curves are offered so that more in depth comparisons can be made. When comparing
the close-up plots, it is evident that there are significant differences between the port-
folios and that the difference seems to grow when looking further out in the tail. It is
expected that every portfolio is best at the specific quantity that is is optimized with
respect to. This can be checked by looking at the contrasted cells in Table 7.10 where
it is seen that these cells all constitute the lowest values in their specific rows. A first
look at the Figures show surprisingly good results for the minimum variance portfolio.
However, its analysis is left until the end.

When looking at the VaR curves, it is clear that it is rather difficult to compare
the portfolios due to the several flat spots originating from one or several simultane-
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ous contract exhaustions. It is generally good to have a curve with low VaR (of course
preferably a negative value since this constitutes a positive return). The only real
useful conclusion that can be drawn from the portfolio VaR curves is that no curve is
constantly better than another curve. This is of course a trivial results and if it would
have been the case that a portfolio was strictly dominated by another portfolio (at all
VaR levels), something would have been truly wrong in the optimization procedure.
After all, all the considered measures uses the VaR curve in one way or another. Vari-
ance checks the (squared) deviations of all outcomes (which is the same as the full
VaR curve), expected shortfall examines the expected value of parts of the VaR curve
and the spectral risk measure depends on ES and thus on (a large portion or in theory
the full) the VaR curve. Thus, no optimized portfolio can have a strictly dominated
VaR curve since this would directly say that this portfolio is suboptimal.

When investigating the ES curves, it is clear that it is significantly easier to distinguish
important characteristics of the portfolios due to the continuous and convex shape of
expected shortfall than when inspecting the VaR curves. Due to the expected return
equality constraint, all ES curves have the value 5% at the level p = 100%. It is clear
that the ES0.1 portfolio has the best value for the point ES0.1 giving a risk of 8.40% for
setting 3 and 10.1% for setting 4. By looking at Table 7.10, it is clear that the differ-
ence between the worst ES0.1 point and the best is 0.73 percentage points for setting
3 and 1.03 percentage points for setting 4. It is of course context dependent whether
or not these deviations should be considered large. Similarly for the ES0.05 portfolio
evaluated at the point ES0.05, the difference is 1.05 percentage points for setting 3
and 0.74 percentage point for setting 4. A striking feature of the optimized expected
shortfall portfolios is that they are quite good at their specific tasks but that they may
be considered heavily punished at other parts of the ESp spectrum. To explain this
feature, the settings are separated to decrease confusion when discussing some of the
results.
Setting 3:
As mentioned, the optimized ES0.05 portfolio is slightly better than all other portfolios
(in terms of ES) at p = 0.05, i.e. 1.05 percentage points better than the worst portfolio
at this point. At the level p = 11.6%, the optimized ES0.05 portfolio is 0.82 percentage
points worse (in terms of ES) than the best portfolio at this point, the ES0.1 portfolio.
Thus, the ES0.05 portfolio has an almost equally sized disadvantage at several parts of
the spectrum than what its advantage is at the specific point at which it is optimized.
Similarly, at the level p = 0.1, the ES0.1 portfolio is slightly better than the worst
portfolio at this point, the ES0.05 portfolio, with a difference of 0.73 percentage points.
However, far out in the tail, this portfolio is up to 5 percentage points worse than the
best ”tail” portfolio, the ρψ|25 portfolio. Thus, the disadvantage of the ES0.1 portfolio
at some points of the spectrum is significantly larger than its advantage at the point
at which it is optimized.
Setting 4:
The optimized ES0.05 portfolio is slightly better than all other portfolios (in terms of
ES) at p = 0.05 with a maximum difference of 0.74 percentage points. As an example,
at the level p = 14.3% the optimized ES0.05 portfolio is 1.36 percentage points worse
(in terms of ES) than the best portfolio at this point, the ES0.1 portfolio. Thus the
ES0.05 portfolio is even worse at several parts of the spectrum than what its advantage
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is at the specific point at which it is optimized. Similarly, at the level p = 0.1, the
optimized ES0.1 portfolio is slightly better than the worst portfolio at this point, the
ES0.05 portfolio with a difference of 1.03 percentage points. However, far out in the tail,
this portfolio is more than 6 percentage points worse than the best ”tail” portfolio,
the ρψ|25 portfolio. Thus, the disadvantage of the ES0.1 portfolio is significantly larger
than its advantage at the point at which it is optimized.

These results show the advantage of optimization methods that focus on the full
distribution rather than selected parts, such as ES optimization. Whereas the ρψ|γ
optimization yield portfolios having good characteristics through the full ES spec-
trum, ES optimization do not. It all boils down to the question concerning the actual
use of the optimization procedure. If there is an explicit concern corresponding to the
tail of the distribution, expected shortfall might be good optimization method and
offers the possibility to control and optimize (minimize) the risk of the tail. Another
possibility is to use the the spectral risk measure used together with an appropriate
risk aversion function. To this point, the ρψ|γ function has only been analyzed in terms
of its property as a risk measure and whether or not it gives feasible and stable results.
Now, the actual characteristics of the ρψ|γ optimized portfolios will be analyzed. This
analysis is commenced by looking at the ES curves. The first striking result in terms
of ES is that neither the ρψ|10 nor the ρψ|20 give rise to the worst expected shortfall
at any point of all considered portfolios and for any of the two settings. An informal
explanation of this results is by the very construction of the risk measure itself. The
spectral risk measure is roughly a weighted average of expected shortfall points and
thus, if a risk aversion function is used which places weight on the full spectrum, such
as the ERAF, it seems plausible to expect that neither of the considered ES points
of the optimal ρψ|γ portfolio should extremely bad. It is obvious that both the ρψ|10

and the ρψ|20 portfolios are dominated by a ESp optimzed portfolio evalauted at the
ES p point. The results show that the dominance is large, but in fact, the advantage
of the ρψ portfolio may be even greater at other levels than their disadvantage at p
specifically. It is at this point possible to conclude that optimization of ρψ|γ yields
portfolio which show good characteristics throughout the full ES spectrum and that
flexibility can be achieved by different choices of γ.

Now, the ρψ|γ curves of the considered portfolios are analyzed. As in the case of
the ES curves, results are shown for each setting separately.
Setting 4:
When looking at Table 7.10, is is clear that the ρψ|10 portfolio is slightly better than
the second best portfolio at γ = 10, the ρψ25 and minimum variance portfolio with a
difference of 0.09 percentage points. The maximum advantage of the ρψ|10 portfolio
was 0.34 percentage points and occurred with respect to the ES0.05 portfolio. Simi-
larly, the ρψ|25 portfolio was 0.46 percentage points better than the worst portfolio at
γ = 25, the ES0.1 portfolio. The difference with respect to the next best portfolio at
γ = 25, the ρψ|10 portfolio, was 0.05 percentage points. Very far out in the tail, i.e.
using γ = 500, it is clear that the ES0.1 portfolio is much more risky (in terms of ρψ)
than the best portfolio at this point, the ρψ|25 portfolio, with a difference of as much
as 4.5 percentage points.
Setting 3:
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The ρψ|10 portfolio is slightly better than the second best portfolio at γ = 10, the min-
imum variance portfolio with a difference of 0.06 percentage points. The maximum
advantage of the ρψ|10 portfolio was 0.19 percentage points and occurred with respect
to the ES0.05 portfolio. Similarly, the ρψ|25 portfolio was 0.55 percentage points better
than the worst portfolio at γ = 25, the ES0.1 portfolio. The difference with respect
to the next best portfolio at γ = 25, again the minimum variance portfolio, was 0.12
percentage points. Very far out in the tail, i.e. using γ = 500, it is clear that the ES0.1

portfolio is much more risky (in terms of ρψ) than the best portfolio at this point, the
ρψ|25 portfolio, with a difference of as much as 5.3 percentage points.

Thus, based on these observation and an ocular inspection of the Figures, the ρψ|25 is
the best tail portfolio out of the considered. Now, it is time to analyze the minimum
variance portfolio and its corresponding results. At first sight, it might be surprising
how well the minimum variance portfolio actually behaves with respect to the other
considered portfolios. In fact, in many aspects the minimum variance portfolio behaves
very much like the ρψ|25 portfolio, but in fact never better in terms of ρψ|γ. An ex-
planation why the minimum variance portfolio behaves so good might be found in the
expected return constraint. The minimum variance approach is known for its diversi-
fying aspects which increases if instruments being negatively correlated are included.
In our case, correlation may only be positive (or zero) and thus diversification should
work by excluding massively correlated instruments (such as instrument 4 and 10 as
explained by an earlier analysis). Since the variance approach minimizes quadratic de-
viations from the expected value, which is constant in this experiment, it is likely that
severe outcomes are punished in a suitable way. However, the lack of flexibility of the
min variance approach means that given a specific expected return there is only one
solution. And this solution cannot be influenced by the investors view towards risk.
Despite the obvious construction of variance, why should the deviations be squared
and no taken to any other (even natural number) power?

At this point, it could be useful to motivate which risk measure that is most ap-
propriate given a specific situation and their most important characteristics.

Minimum Variance Optimization:

The minimum variance approach is best used when the underlying distribution is of
elliptic type. However, it yields tractable properties when optimized using expected
return constrained with equality. However, it has a lack of flexibility towards focusing
on different parts of the distribution of losses.

Expected Shortfall Optimization:

The expected shortfall approach should be employed if there is a specific p level that is
of interest. However, if optimizing ESp, the value of ESu may be disadvantageous for
u 6= p. The expected shortfall optimization procedure is relatively easy to implement
but requires an efficient solution algorithm and relatively large computation time.
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Spectral Risk Measure Optimization:

The spectral risk measure optimization procedure has several flexible options and could
be extended to a variety of risk aversion types. As a consequence, there are several pit-
falls. As an example, it must be investigated how the integral approximation behaves
with respect to the combination of the chosen risk aversion function and the analyzed
data. Optimization results of catastrophe bonds together with the ERAF yields portfo-
lios with stable weights having interesting portfolio characteristics in terms of expected
shortfall and ρψ itself. This approach is slightly more complicated to implement as com-
pared to the ESp(X) approach and requires extensive computation time in combination
with an efficient (interior-point) algorithm.

With this analysis in mind, it is concluded that if there is no specific motivation
towards the minimization of a specific ES point, expected shortfall is not considered
being particularly successful method of portfolio optimization. Due to the interesting
results shown by the minimum variance and ρψ ERAF portfolios, these methods are
to be analyzed further. The question is, is ρψ|γ optimization better than the mean-
variance approach?

7.6 Min Variance or Min ρψ?

As explained in the previous section, if the investor is not particularly interested in
a specific ESp(X) point, it is better to use an optimizer that looks at all parts of the
distribution. Whereas ρψ might offer an intelligent way of telling the optimizer the
investor’s view of risk, the mean-variance approach is blunt and offers no options at
all. In spite of this, the minimum variance approach delivered results with interesting
characteristics. Is it possible to develop a deeper motivation of when to use the min-
imum variance approach and when to use the ρψ approach? In this experiment, it is
tested how the minimum variance approach behaves with respect to the optimized ρψ
ERAF portfolios for different expected returns (constrained with equality) and choices
of the ERAF γ. The following three expected returns are considered:

E[X] = 4%

E[X] = 7%

E[X] = 10%

together with γ = 25, 50, 100, 250, 500. To ensure accuracy, 30 Gaussian Legendre
points were used. Only the fourth setting is analyzed in this experiment with the
same 10 000 generated samples as in the previous experiment. The resulting ES and
ρψ|γ curves are shown in Figures 7.14 to 7.19 together with some complementary values
in Table 7.11.
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Figure 7.14: Setting 4 ES curves for E[X] = 4%.
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Figure 7.15: Setting 4 ρψ|γ curves for E[X] = 4%.
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Figure 7.16: Setting 4 ES curves for E[X] = 7%.
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Figure 7.17: Setting 4 ρψ|γ curves for E[X] = 7%.
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Figure 7.18: Setting 4 ES curves for E[X] = 10%.
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Figure 7.19: Setting 4 ρψ|γcurves for E[X] = 10%.
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E[X] ↓ Optimizer → Var ρψ|10 ρψ|50 ρψ|100 ρψ|250

Premium 6.03% 6.11% 5.98% 6.09% 6.12%
PA 10.48% 7.69% 15.87% 10.11% 10.64%
Std(X) 4.58% 4.78% 4.84% 5.06% 5.05%
ρψ|5 0.98% 0.89% 1.36% 1.60% 1.61%

ρψ|10 4.69% 4.44% 5.43% 5.90% 5.92%

4% ρψ|25 10.73% 10.72% 11.23% 11.97% 12.19%

ρψ|50 15.95% 17.07% 15.35% 15.64% 16.08%

ρψ|75 19.05% 21.28% 17.72% 17.49% 17.92%

ρψ|100 21.13% 24.33% 19.36% 18.82% 19.13%

ρψ|150 23.80% 28.46% 21.60% 20.81% 20.84%

ρψ|250 26.62% 32.88% 24.32% 23.57% 23.12%

ρψ|500 29.94% 37.04% 28.18% 27.77% 26.70%

Premium 10.80% 11.01% 10.93% 10.92% 10.86%
PA 16.59% 22.83% 17.31% 16.96% 18.46%
Std(X) 6.50% 6.66% 6.60% 6.57% 6.55%
ρψ|5 0.86% 0.88% 0.90% 0.87% 0.89%

ρψ|10 5.41% 5.17% 5.27% 5.23% 5.36%

7% ρψ|25 10.68% 10.13% 10.13% 10.16% 10.40%

ρψ|50 14.32% 13.99% 13.81% 13.85% 14.02%

ρψ|75 16.43% 16.14% 15.99% 15.99% 16.14%

ρψ|100 17.89% 17.53% 17.44% 17.43% 17.57%

ρψ|150 19.85% 19.36% 19.32% 19.28% 19.42%

ρψ|250 22.10% 21.74% 21.47% 21.47% 21.49%

ρψ|500 24.89% 25.53% 24.31% 24.50% 24.16%

Premium 15.59% 15.71% 15.71% 15.71% 15.81%
PA 15.76% 15.93% 15.93% 15.93% 20.01%
Std(X) 11.19% 11.26% 11.26% 11.26% 11.33%
ρψ|5 3.16% 3.16% 3.16% 3.16% 3.32%

ρψ|10 11.48% 11.19% 11.19% 11.19% 11.42%

10% ρψ|25 20.79% 19.61% 19.61% 19.61% 20.04%

ρψ|50 26.86% 25.30% 25.30% 25.31% 25.81%

ρψ|75 30.61% 29.18% 29.18% 29.19% 29.60%

ρψ|100 33.38% 32.09% 32.09% 32.09% 32.39%

ρψ|150 37.31% 36.06% 36.06% 36.06% 36.19%

ρψ|250 41.92% 40.35% 40.35% 40.35% 40.26%

ρψ|500 46.76% 44.76% 44.76% 44.76% 44.48%

Table 7.11: Values of setting 4 optimized using ρψ|γ and minimum variance. Portfolios
investigated at their optimized values are shown in contrasting colors.

With this experiment, it seems plausible to conclude that if ρψ|γ optimization is
carried out on a range of different γ’s, the portfolio optimized with the highest γ will
also be the portfolio with the lowest value of ρψ|Γ where Γ ≥ γ of the considered
portfolios. This is an interesting property that was not analogous in the expected
shortfall case in which optimization at a specific point could possible lead to a very
disadvantageous portfolio analyzed at another point further out in the tail. In this
augmented experiment where a wider range of γ’s are optimized, it becomes clear that
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the ρψ|γ optimization starts to deviate significantly with respect to the minimum vari-
ance portfolio for high γ’s.

It is first noted that in the results of the pervious section, it looked like the ES and ρψ|γ
curves of the minimum variance and the ρψ|25 portfolios were almost identical. Thus, it
is reasonable to assume that the minimum variance approach emphasizes parts of the
distribution in a way comparable to the ρψ|25 portfolio. Since there are three investi-
gated expected returns, their individual analysis’s are separated. First of all, in Table
7.11, it is clear that all analyzed ρψ|γ values of all optimized E[X] = 4% portfolios are
higher than their corresponding values for the E[X] = 7% portfolios. Thus, it is safe
to conclude that all E[X] = 4% portfolios are riskier than their counterparts in the
case of E[X] = 7%, possible as a consequence of the low expected return (equality)
constraint. In other words, the portfolio is forced to accept either risky instruments
with lower expected returns or choose just a few low return instruments so that the
return constraint is fulfilled albeit creating a less diversified portfolio. All E[X] = 10%
portfolios had higher ρψγ values than their counterparts in the cases of E[X] = 4% and
E[X] = 7% which is most likely due to the analogous but reversed argument that a less
diversified portfolio is created since the very high expected return must be achieved
by choosing just a few (possibly risky) high return instruments. In contrast to the
argument that the E[X] = 4% portfolios carry more risk than the E[X] = 7% portfo-
lios. the standard deviations of the E[X] = 4% portfolios are lower than that of the
E[X] = 7% portfolios. Rather than proving the converse of the previously concluded,
this shows some of the dangers of the use of standard deviation (variance) as a risk
measure since it looks at the full distribution ignoring what side of the distribution
that should be considered good and which side bad. Thus, a low premium in com-
bination with some low risk instruments might look good in terms of variance, since
then the deviations from the mean value might be small, but in terms of a (coherent)
risk measure, such as ρψ, considered to be a more risky investment.
E[X] = 4%:
It is possible to see that the ρψ|10 portfolio emphasizes the tail of the distribution the
least and receives both high ES and high ρψ in the tail, i.e. from p < 0.03 and γ > 40.
Furthermore, the ρψ|250 portfolio is the best portfolio when looking far out in the tail.
This is expected since this portfolio should emphasize the tail more than the other
portfolios. In this example, it becomes clear that the minimum variance approach still
produces portfolios that seem to work pretty good in a wide viewpoint albeit with an
inability to emphasize the tail.
E[X] = 7%:
The analysis from the case E[X] = 4% carries partly over to this setting, at least for
the ρψ|γ portfolios in the sense that a low γ gives a better portfolio not to far out in
the tail and a high γ yields a good tail portfolio. This is not surprising but a good
check of whether or not the optimizer delivers the expected results. In this case it
is clear that the minimum variance portfolio has several parts of the distribution in
which it is both best or worst in terms of ES. In terms of ρψ|γ, it behaves quite poor
but is surpassed in tail risk for γ > 350 by the ρψ|10 portfolio.
E[X] = 10%:
Before a discussion is commenced, it is important to note that the portfolios con-
strained with E[X] = 10% should not be considered well diversified. As seen in Table
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7.11, the portfolio premiums are of sizes above 15% which indicate that a lot of the
9th instrument must be used since it is the only instrument with a coupon above 15%.
Thus, it is expected that the resulting portfolios have little diversification and quite
high risks. A consequence of the high return constraint was that the ρψ|10, ρψ|50 and
ρψ|100 portfolios were nearly identical and thus this case is slightly difficult to draw
any conclusions from. However, it is possible to see that in this, more risky portfolio,
the min variance portfolio is slightly better in terms of ES for p > 0.17 (i.e. not in the
tail) but not performing well in the tail. Furthermore, it behaves the poorest in terms
of ρψ at all γ levels.

In this augmented experiment, it is possible to conclude that a low (constrained with
equality) expected return might lead to higher risk than a portfolio having higher
expected return. This is of course nothing new as it could have be seen directly in
the efficient frontiers of Figure 7.5. However, the point was that depending on how
risk is measured, there might be an ambiguity concerning for what expected return
the lowest possible risk can be achieved. From the efficient frontiers of Figure 7.5
(which are analyzed on the same data as this experiment), it is clear that the lowest
standard deviation occurs for an expected return approximately E[X] = 4% which in
turn means that decrease of diversification might not increase the risk until an ever
lower expected return is analyzed. From the ρψ|γ portfolios, is is possible to see that
the lowest possible risk(s) occur for an expected return E[X] ≈ 5.5% which is another
way of showing what was concluded above, i.e. the benefits of diversification and its
relation to expected return. For portfolios optimized with ρψ|γ for a series of γs, the
portfolio with the highest γ also has the lowest value of ρψ|Γ for all values Γ ≥ γ than
the other, analyzed portfolios.

The minimum variance approach might favor a low return, a consequence of the
quadratic approach which ignores the sign of the deviations from the expected value.
Furthermore, the minimum variance approach has a severe lack of flexibility and is
unable to create portfolios with good tail properties as compared to the ρψ|γ approach.
The main conclusion is the following.

The spectral risk measure approach is the most flexible and empirically the best way to
optimize a portfolio consisting of instruments having point masses on a double bounded
interval, e.g. a portfolio of catastrophe bonds. The spectral risk measure can be for-
mulated to optimize expected shortfall and together with an appropriate risk aversion
function and associated parameter, it may give results very similar to the minimum
variance approach. Thus, the spectral risk measure optimization approach has the ben-
efit of a very high flexibility towards emphasizing the risk of different parts of the loss
spectrum, something that the mean-variance approach lacks.
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7.7 A Note on VaRp(X) in relation to ρψ(X)

When discussing the topic of how the spectral risk measure could be used to optimize
expected shortfall, it is possible that an interested reader might get the idea that this
might lead to a potential Value at Risk optimization strategy by choosing some appro-
priate risk aversion function. In this section, it will be shown that this is not possible
since the risk aversion function must be decreasing for the optimization procedure to
work. For simplicity, and without loss of generality of the point brought forward in
this section, it is assumed that the random variable X is continuous and has a strictly
increasing CDF. The value at Risk can be written in terms of L = −X/R0 as

VaRp(X) = F−1
L (1− p) = −F−1

X/R0
(p)

The second equality follows from Proposition 6.4 of (Hult et al., 2012). First, recall
that the spectral risk measure is defined as

ρψ(X) = −1

p

∫ 1

0

ψ(u)F−1
X/R0

(u)du

With the Dirac delta function δ(X), should it not be possible to do the following?

VaRp(X) = −1

p

∫ 1

0

δ(x− p)F−1
X/R0

(u)du

In fact, the above equation holds, but the problem is that ψ(x|p) = δ(x − p) is not
a decreasing function, but let us ignore that for a second. A possible approximate
function for the Dirac delta function is the following Gaussian type construction

δ(x) = lim
σ↘0

δσ(x) = lim
σ↘0

1

σ
√
π
e−x

2/σ2

The derivative of δσ(x) is given by

d

dx
δσ(x) = −2xe−x

2/σ2

a3
√
π

The values of δσ(x− p) and its derivative are shown in Figure 7.20.
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Figure 7.20: δσ(x− p) and its derivative using p = 0.5.
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As hinted, the problem is that the risk aversion function is not decreasing. This
has the effect that its derivative may take positive values, which also clearly is the
case. When looking at the structure of the spectral risk measure optimization problem
defined in Optimization Problem 5.7, the following constraint is used:

1

2N
ωjψ

′(tj) + λj,k ≤ 0, ∀j = 1, 2, . . . , Nu

λj,k ≥ 0, ∀j = 1, 2, . . . , Nu, ∀k = 1, 2, . . . , N
(7.9)

Now, recall that ωj is positive by definition and that tj ∈ (0, 1). Then, together with a
risk aversion function whose derivative may take positive values, it is clear that the set
of constraints in (7.9) constitute a contradiction. The conclusion is then the following:

The spectral risk measure optimization method cannot be used to optimize Value at
Risk.



Chapter 8
Conclusions and Discussion

I
n this chapter, the main conclusions of this thesis are highlighted and discussed.
The aim of this chapter is to give answers to the questions posed in Chapter 1 and to
summarize the findings made in the different chapters. Due to the several different
topics discussed throughout this thesis, the related conclusions and discussions are

divided into parts corresponding to their recurrence throughout the text.

8.1 Modeling of Losses

The main conclusions regarding modeling of catastrophe bond losses are summarized
by the following:

Loss Modeling Conclusions:

1. The loss characteristics of a catastrophe bond can be described using a two-point
distribution, e.g. the two-point Kumaraswamy distribution.

2. It is not possible, in an easy and flexible way, to model dependence between direct
catastrophe bond loss models using copulas.

3. The underlying quantity governing the catastrophe bond losses, the underlying
loss, can be modeled with a continuous event severity distribution together with
a discrete frequency distributions. An example of a flexible event severity distri-
bution is the polynomial exponential distribution which has a heavy tail and has
the ability to capture a wide range of characteristics.

4. The model of conclusion 3, with a slight modification, can be coupled into a
dependence structure using copulas in simple and flexible way.

With the help of the two-point distribution, it is possible to model the loss char-
acteristics of a catastrophe bond no matter its underlying loss calculation type, i.e.
annual aggregate or occurrence. The structure of the two-point distribution is simple
and gives an easy way to model a catastrophe bonds with a only few parameters.
The main idea with the two-point distribution is to divide the distribution into two

126
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point masses corresponding to no loss and total contract exhaustion and couple these
outcomes with a continuous distribution in between. Due to the many possible dis-
tributional characteristics that the continuous part might possess, a Beta distribution
relative was considered, the Kumaraswamy distribution. The Kumaraswamy distribu-
tion has the flexibility of the Beta distribution but with the advantage of an analytic
CDF and quantile function. Even though there are several advantages with the two-
point distribution approach to model catastrophe bond losses, e.g. intuitive and easy
to use, there are several disadvantages. The first problem is the difficulty to asses the
parameters of the continuous part. The continuous part of the two-point distribution
has its origin in the continuous distribution of the underlying loss. Thus, to construct
the two-point distributions, one must have some knowledge of the underlying distri-
bution in excess of the knowledge of the location of the point masses. Then, if a good
view of the underlying loss distribution is already possessed, the importance of the
two-point distribution is heavily diminished. When a contract is issued, estimates of
the probability of attachment and exhaustion are often provided. Without further
knowledge of the distribution, one might use a two-point Kumaraswamy distribution
with a = b = 1, i.e. a linear continuous part, together with the given attachment and
exhaustion probability estimates to achieve an approximated view of the instrument.
Due to the two-point masses, it will be hard to define a multivariate distribution by a
simple extension of the two-point distribution to an arbitrary dimension, e.g. compare
with the Gaussian distribution which can be generalized into any dimension. There-
fore, the theory of copulas was considered as a means of connecting the univariate
marginal distributions aiming to construct a dependence between catastrophe bond
losses. The two point masses of the marginal distributions create several problems.
The point masses lead to a discontinuous CDF which in turn means that the copula
that governs the dependence properties is not unique. It also turned out to be the case
that if the marginal distributions are non-continuous a non-independence copula might
lead to independence between the marginal distributions. Even though not sounding
like something alarming, it still means that some control of the process is lost and that
unexpected results might appear if the marginal distributions are non-continuous. Fur-
thermore, if a continuous marginal distribution is used, the dependence structure of the
combination the marginal distributions and the copula is inherited solely from the cop-
ula. Thus, in that case, modeling dependence should be considered easy and reliable
since it amounts to the task of choosing the most appropriate copula independently
from the marginal distributions. This is not the case when considering non-continuous
marginal distributions in which dependence is also inherited from the marginal distri-
butions. This was proven using an example in which the correlation measured from
outcomes of an experiment using non-continuous marginal distributions did not con-
verge to given input correlation parameter as was the case when continuous marginal
distributions were used. Thus, it was concluded that the copula approach of modeling
direct catastrophe bonds losses is generally unreliable and inflexible except for the case
when using the independence copula.

In the light of the conclusions regarding copula modeling of non-continuous distribu-
tions, it was decided to try another path towards multivariate modeling for catastrophe
bond losses. The underlying losses, may it be actual insurance company losses or the
of a parametric index can be described using a combination of continuous and discrete
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random variables. The severity of individual events are modeled with a continuous
event severity distribution and the number of events during the risk period is modeled
using a discrete frequency distribution. It turned out that two appropriate frequency
distributions having the desired characteristics was the Poisson and the Negative Bi-
nomial distribution. The simplest possible way to model the individual event severities
is to use an exponential distribution. This choice puts severe limitations on the flex-
ibility of the event severity distribution. First of all, the exponential distribution has
a light tail which means that it has the inability to model distributions with heavy
tails. There are of course several distributions which have heavy tails, e.g. Pareto
type distributions. However, the construction of the catastrophe bond means that if
a value of the underlying loss is above the exhaustion level of the contract, the value
itself is not of particular interest since it yields total contract exhaustion. Therefore
the asymptotic behavior of the event severity distribution might be of less interest
as compared to its ability to capture a wide range of characteristics pertaining to
more central parts of the distribution. Thus, a distribution was cteated fulfilling the
specifications of the event severity distribution, the positive polynomial exponential
model. The polynomial exponential distribution can be carried over to an arbitrary
dimension. However, it is not wise to design a model giving a good fit with respect to
underlying historical observations or equivalent just by letting the model have a high
amount of parameters. It was decided to use 3 parameters, both because it allows for
an analytic expression of the PDF, but also since this yields a fairly simple expression
of the variance of the distribution. It should be noted that it is possible to use a higher
degree of the model but that in such a case, the characteristics of the model may be
slightly harder to control.

The stochastic representation of the underlying loss distribution has a point mass
in the outcome 0. For modeling purposes in which the underlying loss distributions is
supposed to be used to calculate catastrophe bond losses, the point mass is insignificant
and can be deleted by a simple modification. The point mass occurs if the frequency
distribution yields a value 0. In such a case, a small outcome of a continuous random
variable is generated. Thus, it is possible to ensure continuity of the stochastic sum
making it possible to model dependence with copulas without the problems described
earlier. This thesis did not treat which copula that is most suitable to model the
dependence of the underlying loss distributions, and therefore the simplest copula was
used to carry out investigations and experiments, the Gaussian copula.
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8.2 Risk Measurement Principles

The main conclusions regarding risk measurement of catastrophe bonds are summa-
rized by the following:

Risk Measurement Principles Conclusions:

1. Variance is not an appropriate way to measure risk within the considered context
of catastrophe bonds.

2. Value at Risk yields results that are easy to interpret. However, it introduces a
possible to hide risk in the tail, rendering it unsuitable for measuring risk in the
case of catastrophe bonds.

3. Expected shortfall is intuitive and seems to be appropriate to use together with
catastrophe bonds.

4. The spectral risk measure has useful properties but might, generally, be less in-
tuitive than expected shortfall. The spectral risk measure is highly flexible and
investigates the full distributional properties of the distribution in a suitable way.

First of all, since a catastrophe bond has a skewed distribution with a known maxi-
mum return given by the premium but stochastic losses, the expected value is in many
ways a bad point to measure deviations from. A better choice for the considered case
would have been to measure deviations from the maximum value, both since its value
known and since everything below this value is unfavorable. This could have been a
possible path to follow and could have been investigated deeper. But the problem is
not just that variance treats skewed distributions in a simplistic way since it also lacks
several properties that a measure should posses in order to measure risk in a suitable
way. Thinking from a portfolio optimization viewpoint, the inability to explicitly in-
vestigate the behavior of the tail of the distribution means that variance is inflexible.
Since a typical catastrophe bond puts large probability on a no-loss outcome and then
a smaller probability on a contract exhaustion connected with a continuous part, it
might be the case that it is the actual tail that is of most interest. This carries over
to the case in which several instruments are considered in a portfolio. It should be
possible to control and measure the risk explicitly bound to the tail of the distribution
where it is also expected that severe losses occur. Furthermore, when using variance
to measure risk, it is in some sense directly assumed that the full characteristic of the
investigated distribution is described by a dispersion matrix (e.g. a covariance matrix)
and possibly a mean vector, i.e. that the investigated distribution is elliptic. However,
many distributions, such as the catastrophe bond distributions, are typically far from
elliptical.

In some sense, the simplest risk measure is Value at Risk. It was concluded that
value at risk might yield intuitive results but that its lack of subadditivity presents
a clear danger that risk may be hidden in the tail. In combination with the lack of
convexity, it was concluded that VaR should not be used as an objective function for
portfolio optimization.
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Expected shortfall is of course slightly more difficult to interpret but still a rather
uncomplicated way of measuring risk. It was concluded that expected shortfall is an
appropriate measure of risk for catastrophe bonds. Furthermore, expected shortfall
decreases the possibility to hide risk in the tail together with convexity which opens up
the possibility of a fairly simple optimization procedure. The spectral risk measure is
highly flexible since the risk aversion can be chosen arbitrary provided it fulfills some
conditions. It can be shown that expected shortfall is spectral risk measure, but also
that any spectral risk measure can be described in terms of expected shortfall. It was
concluded that given an appropriate risk aversion function, such as the exponential
risk aversion function, the spectral risk is a suitable way of measuring risk pertaining
to a portfolio of one or several catastrophe bonds.

8.3 Portfolio Optimization

The main conclusions regarding the derivation of the portfolio optimization methods
are summarized by the following:

Portfolio Optimization Conclusion:

1. Both expected shortfall and the spectral risk measure can, theoretically, be opti-
mized using linear programming.

2. There are several methods of obtaining the optimization method of the spectral
risk measure by utilizing different numerical integration techniques.

In Chapter 5 it was shown that the two risk measures considered being the most
suitable measures of risk to use with the considered asset type can be optimized utiliz-
ing linear programming. As discussed in Appendix B, the dual formulation of a linear
optimization problem may sometimes be lead to a more efficient solution when working
with, as an example, a dual-primal interior point algorithm such as the Mehrortra’s
predictor corrector algorithm. Therefore, dual formulations of the proposed primal
optimization problems were introduced. The main conclusion of this chapter is that
it is, theoretically, possible to optimize expected shortfall and a spectral risk measure,
no matter the distribution of the underlying multivariate distribution.
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8.4 Implementation

In Chapter 6 it was concluded that:

Implementation Conclusion:

1. The Gaussian-Legendre approximation of the spectral risk measure is very effi-
cient together with an exponential risk aversion function.

2. The composite trapezoidal approximation converges but is very inefficient.

3. Annual occurrence losses of Definition 2.3 can, with high accuracy, be approxi-
mated by the maximum approximation of Definition 2.5.

4. The dual formulation of the optimization problems of Chapter 5 are more efficient
than their primal counterparts, especially for large sample sizes.

In Chapter 6, strategies for implementation of the considered methods were ana-
lyzed. It was concluded that the composite trapezoidal approximation of the spectral
risk measure integral is every inefficient in the sense that it requires a very high amount
of integration points. In contrast, the Gaussian-Legendre approximation was shown
to be very efficient. However, it was also concluded that whereas the composite trape-
zoidal approximation underestimates the risk, the Gaussian-Legendre approximation
can both exaggerate risk and overestimate the risk. It was concluded that the Gaus-
sian Legendre approximation first exaggerates the risk and then underestimates it
when moving further out in the tail. However, in the considered example with an
exponential risk aversion function, it was estimates that the potential underestimate
would occur for such high γ’s that a moderate number of integration points (10-20)
suffices for computational accuracy. It should be noted that this reasoning applies to
exponential risk aversion function and that a higher (or lower) number of integration
points may be needed if another risk aversion function is used.

In order to motivate the use of the stochastic underlying loss representation of Chapter
3, the accuracy of the maximum approximation of occurrence type calculations had
to be assessed. It was concluded that the approximation is accurate enough for all
modeling purposes.

It was also concluded that the dual formulation of the developed optimization problems
were more efficient for large sample sizes then their primal counterparts, i.e. several
times faster with increasing speed advantage as the sample size increased. At reason-
ably high sample sizes, it was not even possible to carry out the primal optimization
problem of the spectral risk measure. Therefore it was concluded that, since the primal
and dual problems yield the exact same results which follows from Theorem B.1, only
the dual problems were to be analyzed in the results section.
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8.5 Optimization Results

Chapter 7 served as the final chapter connecting the pervious chapters of this thesis
aiming to draw conclusions regadring optimization of a portfolio of catastrophe bonds.

Optimization Results Conclusions:

1. Expected shortfall minimization yields portfolios with weights that can change
abruptly by a small change in the ES p parameter. Furthermore, ES minimization
yields weights linked to a high degree of uncertainty meaning that the optimization
weights showed significant oscillations when varying p. The oscillations increased
in amplitude when decreasing p.

2. The spectral risk measure together with the exponential risk aversion function
yields results that do not change abruptly when varying γ by a (context dependent)
small amount. Furthermore, the ρψ|γ approach give rise to more stable results
than the ES minimization method, i.e. the weights did not oscillate as much as
in the case of ES minimization.

3. Both ES, ρψ|γ and mean-variance optimization yields utilizable efficient frontiers
that are easy to interpret.

4. Under the right conditions, ρψ converges in theory to ES. By experiment, this
was shown to also hold in practice.

5. If the underlying distribution is elliptic, optimization of both ES and ρψ amounts
to minimization of variance (with some modification in a case of a general return
constraint). It was shown that with a stochastic optimization approach, this
results holds in practice as well.

6. Expected shortfall minimization at a specific level p yields advantageous portfolios
evaluated at ESp but with the disadvantage of poor characteristics at other parts
of the ES spectrum. By experiment, it was shown that the possible advantage
at the optimized point might be smaller than the possible disadvantage at other
points of the ES spectrum compared to other portfolios.

7. Both the spectral risk measure and the minimum variance portfolio give rise
to portfolios which distributes the risk in an appropriate way across the entire
ES spectrum. However, the spectral risk measure has a high flexibility towards
focusing on different parts of the loss spectrum, something that the mean-variance
approach lacks.

First of all, it is important that optimization using a specific context dependent
optimization parameter, such as the expected shortfall p, yields comparable results as
when optimizing using a slightly different parameter choice. This was not in general
the case for the expected shortfall minimization approach. In turn, this means that it
may be unsafe to only optimize a portfolio at a specific p point since a fundamentally
different portfolio may be obtained using p + ε where ε may be quite small. This
can be seen as a lack of stability of the optimization approach. In contrast of this,
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the spectral risk measure showed general stability with respect to the parameter choice.

Another noticeable result was that expected shortfall minimization yielded weights
with significant oscillations, meaning that when varying the p parameter, an imag-
ined stable weight curve could be distinguished around which the actual optimization
weights oscillated. It is of course expected that optimization using a moderately sized
sample may yield an inherited uncertainty in the portfolio weights. However, in some
cases it may be troublesome to obtain a very large sample. Consider the case of an-
alyzing stock market data, then it will probably the case that observations very far
back in time may not be of particular interest for the current situation. Of course, us-
ing a parametric model, an arbitrary sized sample could be obtained. However, such
modeling may introduce unwanted assumptions. In the light of this, it is tractable
that stability is not just inherited from the largeness of the sample size but also from
how the risk measure itself works. Since the spectral risk measure, using the ERAF,
together with a moderately sized γ, focuses on several parts of the ES spectrum, it
should also be possible to see this as a motivation of its stability increase as compared
to simple ES minimization. The stability increase of the spectral risk measure, with
the ERAF, compared to the ES minimization method was clearly visible in the results.

The results show that both in theory and in practice, the spectral risk measure op-
timization approach can be used to optimize expected shortfall. Furthermore, it can
be shown that if the underlying distribution is elliptic, optimization of any spectral
risk measure amounts to a mean-variance type optimization procedure. This was also
shown to hold in practice.

With intuition, it was possible to define some hypothesis regarding how a portfolio
should look like when optimizing far out in the tail. The problem was that expected
shortfall optimization (very) far out in the tail is not possible and thus making it
hard to judge whether or not the expected results for an asymptotic tail portfolio
hold in practice for the ES minimization procedure. However, for the spectral risk
measure it was easier to draw conclusions as to whether the presented hypothesizes
hold. The most important results is that when considering a portfolio with indepen-
dent catastrophe bonds, the optimal portfolio far out in the tail should be equally
weighted. This was in part shown to hold for the spectral risk measure portfolio but
that the same conclusion was more difficult to draw for the expected shortfall portfolio.

When comparing the portfolios optimized using ES, ρψ|γ and variance, the first strik-
ing feature was that the mean-variance approach yielded results being surprisingly
well-behaved, at least when constraining return with equality. It should be noted that
due to the treatment of the special catastrophe bond distributions, the mean-variance
approach yielded portfolios with very low premiums when optimizing disregarding the
expected return constraint. However, such portfolio may be quite risky in evaluated
with another measure of risk. This result could be directly seen in the presented
efficient-frontiers which showed that the expected return corresponding to the abso-
lute minimum variance portfolio is a suboptimal return evaluated using either ES or
ρψ|γ in the sense that using these measures, a lower risk can be achieved with a higher
return. In spite of this, the minimum variance approach may be considered being
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an appropriate out-of-the-box optimization procedure, even in the case of cacastrophe
bonds. However, it has a severe lack of flexibility since it is impossible to tell the
optimizer what parts of the distribution that should be emphasized. Thus, given a
specific return constraint, one portfolio will be achieved with the mean-variance ap-
proach whereas an infinite range of different portfolio can be achieved with the spectral
risk measure capturing possibly all different types of investor risk perspectives.

It was concluded that expected shortfall minimization should be used if there is a
specific interest in a specific expected shortfall point. The explanation is that the pos-
sible benefit at the optimized point may actually be much less than its disadvantage at
another point of the ES spectrum. This directly shows the usefulness of the spectral
risk measure since it can be described as a weighted expectation of expected shortfall
through the full probability space. Thus, it is expected that with an appropriate risk
aversion function, the spectral risk measure will yield portfolios being good at several
parts of the expected shortfall spectrum. This was also concluded in the results in
which the spectral risk measure portfolios behaved good at all parts of the ES spec-
trum producing portfolios with overall good risk characteristics. The main conclusion
is that the spectral risk measure is the best way to optimize a portfolio of catastrophe
bonds.
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8.6 Summary

The aim of this thesis was to answer the following questions:

1. Can catastrophe bond losses be described and modeled using a parametric stochas-
tic model?

2. Is it possible to, in a flexible yet reliable way, model dependence between the losses
of different catastrophe bonds?

3. What is the most appropriate way to measure catastrophe bond related risk?

4. Is it possible to construct a minimum risk portfolio of catastrophe bonds based
on the most appropriate risk measure?

5. Which optimization method yields the best portfolios with the most flexibility
towards emphasizing different aspects of risk?

The first question has the answer yes. It is possible to model catastrophe bond losses,
either by a two-point distribution or with the representation of a stochastic frequency
distribution together with a stochastic event severity distribution.

The answer to the second question is both yes and no. Dependence modeling us-
ing copulas is flexible and reliable to use in the case where the marginal distributions
are continuous, but not necessarily the case if the marginal distributions have proba-
bility point masses. Thus, a two-point distribution is not suitable for copula modeling.
However, the model of underlying losses was proven to be suitable for copula modeling.

The third question finds its answer in expected shortfall and the spectral risk measure.
Both share some important properties and minimizes the possibility obscuring risk in
the tail of the distribution.

The fourth question has the answer yes, both expected shortfall and the spectral
risk measure can be optimized.

The fifth and final question has no direct answer since it depends on who is asking
the question. The direct answer would be: The spectral risk measure. However, there
are several pitfalls of this procedure. First of all, it requires an intimate knowledge
of the chosen risk aversion function since this directly governs the results. Secondly,
the presented procedure is merely an approximation and thus, its accuracy must be
investigated, something that may be context dependent. Finally, it might be quite
difficult to implement and furthermore, it requires a good linear interior-point algo-
rithm. Therefore, if the question was asked by a person looking for a simple method
yielding suitable results on the fly, the answer would instead be: The mean-variance
approach. Consequently, there will be a trade of between the simplicity of the opti-
mization method and its flexibility. The variance approach is simple but inflexible and
the spectral risk measure approach is flexible but fairly challenging to work with.
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Appendix A
General Probability Theory and
Statistics

A.1 Basic Probability Theory and Statistics

This section aims to explain the absolute basic foundation of probability theory and
statistics and related concepts relevant to this thesis. A reader acquainted with the
discussed topics of this section may safely jump to the next section. Some of the
topics of this chapter have been given more attention than others aiming to reflect the
relevant topics of the methods developed at subsequent chapters.

Definition A.1. Probability Space
The probability space is denoted (Ω,F ,P) where

Ω denotes the sample space, i.e. the set of all possible outcomes.

F is a set of subsets of Ω, the set of possible events. F is a sigma-algebra.

P : F 7→ [0, 1] denotes the assignment of probabilities to the events. P satisfies the
three axioms of Kolmogorov:

1. For all A ∈ F , there exists a number P(A) ∈ R s.t. P(A) ≥ 0.

2. P(Ω) = 1.

3. If {An}∞n=1 is a collection of pairwise disjoint events and

A = ∪∞n=1An

then

P(A) =
∞∑
n=1

P(An)

Definition A.2. Sigma-Algebra
The collection A of subsets of Ω is called a sigma-algebra if the following holds:

1. Ω ⊆ A.
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2. If A ⊆ A, then Ac ⊆ A.

3. If An ∈ A for every n ∈ N+ (countable collection), then ∪∞n=1An ⊆ A.

If A is a sigma-algebra in Ω the pair (Ω,A) is called a measurable space. Furthermore,
a function f : A 7→ B between two measurable spaces A and B is said to be a measurable
function if for X ⊆ B the pre-image f−1(X) defined by

f−1(X) = {a ∈ A : f(x) ∈ X}

is measurable for every measurable set.

Definition A.3. Random Variable
A random variable X is a measurable function mapping the probability space Ω to the
real numbers.

X : Ω 7→ R.

The expression random variable is abbreviated RV.

Definition A.4. Cumulative Distribution Function
The cumulative distribution function pertaining to the random variable X is defined
as

FX(x) = P(X ≤ x), −∞ < x <∞ (A.1)

FX(x) is non-decreasing and
lim
x→∞

FX(x) = 1 (A.2)

The cumulative distribution function is abbreviated CDF.

Definition A.5. Probability Density Function (Continuous RV’s)
For a continuous random variable X, the probability density function is denoted by
fX(x). The probability density function has the following property

FX(x) =

∫ x

−∞
fX(t)dt, −∞ < x <∞ (A.3)

The probability density function is abbreviated PDF.

Definition A.6. Probability Function (Discrete RV’s)
For a discrete random variable X, the probability function is denoted by pX(x). The
probability function has the following property

FX(x) =
∑
t≤x

pX(t), −∞ < x <∞ (A.4)

Definition A.7. Probability Quantile Function
Given the CDF FX(x) = P(X ≤ x) = p corresponding to the random variable X, the
probability quantile function is defined as

F−1
X = inf {x ∈ R : FX(x) ≥ p} (A.5)
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Definition A.8. Expected Value
Given the the continuous random variable X with event set Ω and PDF f , the expected
value is defined as

E[X] =

∫
Ω

xf(x)dx (A.6)

Given the discrete random variable taking values xi ∈ Ω with probabilities pi, the
expected value is given by

E[X] =
∑
i∈I

xipi (A.7)

where I is the index set corresponding to the event set Ω.

Definition A.9. Variance
The variance of the random variable X is defined by

Var(X) = E
[
(X − E[X])2] (A.8)

The standard deviation of X is defined as the square root of Var(X).

A.2 Univariate distributions

Definition A.10. Continuous Uniform Distribution
Given −∞ < a < b <∞, the continuous uniform distribution CDF is given by

F (x|a, b) =


0 x < a
x−a
b−a x ∈ [a, b)

1 x ≥ b

(A.9)

and the PDF is given by

f(x|a, b) =

{
1
b−a x ∈ [a, b]

0 x /∈ [a, b]
(A.10)

If X is uniformly distributed on the interval (a, b), the notation X ∼ U(a, b) is used.

Definition A.11. Exponential Distribution
Given the parameter λ ∈ R+, the exponential distribution CDF is given by

F (x|λ) =

{
1− e−λx x ≥ 0

0 x < 0
(A.11)

and the exponential distribution PDF is given by

f(x|λ) =

{
λe−λx x ≥ 0

0 x < 0
(A.12)

The quantile function of the exponential distribution is given by

F−1(p|λ) = − ln(1− p)
λ

(A.13)
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Definition A.12. Normal (Gaussian) Distribution
Given the parameters µ ∈ R and σ ∈ R+, the PDF of the normal distribution is given
by

f(x|µ, σ) =
1

σ
√

2π
e−

(x−µ)2

2σ2 (A.14)

The CDF of the normal distribution is given by

F (x|µ, σ) =
1

2

(
1 + erfc

(
x− µ√

2σ2

))
(A.15)

where

erfc(x) =
2√
2π

∫ x

0

e−t
2

dt (A.16)

The quantile function of the normal distribution is denoted F−1(p|µ, σ2). The µ pa-
rameter is called the mean and σ is called the standard deviation. If µ = 0 and σ = 1,
the following is defined

Φ(x) = F (x|0, 1) (A.17)

Φ−1(p) = F−1(p|0, 1) (A.18)

φ(x) = f(x|0, 1) (A.19)

If X is normally distributed with mean µ and standard deviation σ, the notation X ∼
N (µ, σ2) is used.

Definition A.13. Generalized Student’s t Distribution
Given the parameters ν ∈ R+, µ ∈ R and σ ∈ R+, the PDF of the generalized student’s
t distribution is given by

f(x|ν, µ, σ) =
Γ
(
ν+1

2

)
√
νπΓ

(
1
2

) (1 +
(x− µ)2

σ

)− ν+1
2

(A.20)

The CDF is denoted F (x|ν, µ, σ) but is neither easy to write or permits a closed
form expression. The quantile of the generalized Student’s t distribution is denoted
F−1(p|ν, µ, σ). The parameter ν is called the degrees of freedom, µ the location and σ
the scale parameter. If µ = 1 and σ = 1, the following is defined

tν(x) = F (x|ν, 0, 1) (A.21)

t−1
ν (x) = F−1(p|ν, 0, 1) (A.22)

gν(x) = f(x|ν, 0, 1) (A.23)

Definition A.14. Bernoulli Distribution
The probability function of the Bernoulli distribution is given by

p(k) =

{
1− p k = 0

p k = 1
(A.24)

where p ∈ (0, 1) and k ∈ {0, 1}. The CDF is given by

F (k) =


0 k < 0

1− p k ∈ [0, 1)

1 k ≥ 1

(A.25)
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Definition A.15. Weibull Distribution
Given the parameters λ ∈ R+ and k ∈ R+. The PDF of the Weibull distribution is

given by

f(x|λ, k) =

{
k
λ

(
x
λ

)k−1
exp

{
−
(
x
λ

)k}
x ≥ 0

0 x < 0
(A.26)

the CDF of the Weibull distribution is given by

F (x|λ, k) =

{
1− exp

{
−
(
x
λ

)k}
x ≥ 0

0 x < 0
(A.27)

the parameter λ is called the scale parameter and k the shape parameter.

Definition A.16. Beta Distribution
Given the parameters α ∈ R+ and β ∈ R+, the PDF of the Beta distribution is given

by

f(x|α, β) =

{
Γ(α+β)

Γ(α)Γ(β)
xα−1(1− x)β−1 x ∈ [0, 1]

0 x /∈ [0, 1]
(A.28)

The parameters α and β are called shape parameter.

Definition A.17. Kumaraswamy Distribution
Given the parameters a ∈ R+ and b ∈ R+, the PDF of the Kumaraswamy distribution

is given by

f(x|a, b) =

{
abxa−1(1− xa)b−1 x ∈ [0, 1]

0 x /∈ [0, 1]
(A.29)

The CDF of the Kumaraswamy distribution is given by

F (x|a, b) =

{
1− (1− xa)b x ∈ [0, 1]

0 x /∈ [0, 1]
(A.30)

The inverse of the cumulative distribution function is

F−1(p|a, b) =
(

1− (1− p)
1
b

) 1
b

(A.31)

Definition A.18. Poisson Distribution
The probability function of the Poisson distribution is given by

p(k) =
λk

k!
e−λ (A.32)

where k ∈ N and λ ∈ R+ is the mean of the distribution.

Definition A.19. Negative Binomial Distribution
The probability function of the negative binomial distribution is given by

p(k) =

(
k + r − 1

k

)
(1− ρ)rρk (A.33)

where k ∈ N, r ∈ N+ is the number of failures until closure of the experiment and
ρ ∈ (0, 1) is the success probability of each experiment.
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Definition A.20. Moment Generating Function
The moment generating function of a random variable X is defined by

MX(t) = E [exp(tX)], t ∈ R (A.34)

The moments of the exponential distribution must be analyzed. It follows immedi-
ately that the mean of the exponential distribution is given by 1

λ
which can be shown

by simple integration. Let X be exponentially distributed with parameter λ. Then
the expected value of X is given by

E[X] =

∫ ∞
0

x · λe−λxdx =

[
−(λx+ 1)e−λx

λ

]∞
0

=
1

λ
(A.35)

However, it turns out that the moment generating function is not defined for the
exponential distribution for all values of x ≥ 0 which can be seen by the following (Let
X be exponentially distributed with parameter λ)

MX =

∫ ∞
0

etxλe−λxdx = λ
1

t− λ
[
e(t−λ)x

]∞
0

=
λ

λ− t
(A.36)

which then requires that t < λ. However, it is not difficult to derive an expression for
an arbitrary moment of the exponential distribution.

Proposition A.1. Let X be exponentially distributed with parameter λ and n ∈ N be
given. Then the nth moment of the exponential distribution is given by

E [Xn] =
n!

λn
(A.37)

Proof.

E [Xn] =

∫ ∞
0

xnλe−λx = {Integration by parts}

=
[
−xne−λx

]∞
0

+

∫ ∞
0

nxn−1e−λx =
n

λ
E
[
xn−1

]
The above equation holds for n > 0 and since the base case of n = 0 yields E [X0] = 1,
the result follows by induction.

Proposition A.2. Let X be Kumaraswamy distributed with parameters a and b, then
the nth moment of X is given by

E[Xn] =
bΓ
(
1 + n

a

)
Γ(b)

Γ
(
1 + b+ n

a

) (A.38)

See (Kumaraswamy, 1980) for further information.
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A.3 Transformation Theorems

Proposition A.3. If F is a continuous distribution function with probability quantile
function F−1(p), it holds that

F
(
F−1(p)

)
= p (A.39)

Proof. Let X be a random variable. By the definition of the probability quantile
function, it is clear that

F
(
F−1(p)

)
= F (inf{y ∈ R : F (y) ≥ p}) ≥ p

Take y < F−1(p) which then by the above means that also F (y) < p. If it holds that
F (y) = P (X ≤ y) < p for every y s.t. y < F−1(p), it also holds that P(X < F−1(p)) ≤
p. Then one can write

p ≤ F
(
F−1(p)

)
= P

(
X < F−1(p)

)
+ P

(
X = F−1(p)

)
≤ p+ P

(
X = F−1(p)

)
=
{

Continuity yields that P
(
X = F−1(p)

)
= 0

}
= p

Thus, F (F−1(p)) = p.

Proposition A.4. The Probability Transform
Let X be a random variable with CDF F , then it holds that

F (X) ∼ U(0, 1) (A.40)

if and only if F is continuous.

Proof. Let U ∼ U(0, 1). Then it holds that U ≤ F (x) if and only if F−1(U) ≤ x. This
yields P (F−1(U) ≤ x) = P (U ≤ F (x)) = F (x). Note that P(F (X) = p) = 0 if F is
continuous. Then,

P(F (X) ≤ p) = P(F (X) < p) + P(F (X) = p) = P(F (X) < p) = 1− P(F (X) ≥ p)

= 1− P(X ≥ F−1(p)) = P(X < F−1(p)) = F (F−1(p))

and hence F (X) ∼ U(0, 1). The if and only if part follows from the fact that F (X) 6∼
U(0, 1) if F is not continuous. This is obvious since if F is discontinuous at, say x, then
0 < P(X = x) ≤ P(F (X) = F (x)) which in turn means that F (X) has a probability
point mass and can subsequently not be U(0, 1).

Theorem A.1. Let g : R 7→ R be a non-decreasing and left continuous function. For
any random variable X with probability quantile function denoted F−1

X it holds that

F−1
g(X)(p) = g

(
F−1
X (p)

)
, ∀p ∈ (0, 1) (A.41)

Proof. Let Y = g(X). Since g is non-decreasing it holds that

X ≤ F−1
X (p)⇒ g(X) ≤ g

(
F−1
X (p)

)
Since FX is right continuous, FX

(
F−1
X (p)

)
≥ p and therefore

P
(
Y ≤ g

(
F−1
X (p)

))
= P

(
g(X) ≤ g

(
F−1
X (p)

))
≥ P

(
X ≤ F−1

X (p)
)
≥ p
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By the definition of the quantile function it follows that F−1
Y (p) ≤ g

(
F−1
X (p)

)
. To

prove this with equality, the reversed inequality must be proved.

Since g is left continuous and non-decreasing, for every y ∈ R and ε there exists a
δ > 0 s.t. (it is assumed that x ∈ R)

{x : x ∈ (y − δ, y]} ⊆ {x : g(x) ∈ (g(y)− ε, g(y)]}

Since g is non-decreasing the following holds

{x : g(x) ≤ g(y)} = {x : x ≤ y} ∪ {x : g(x) = g(y), x > y}

{x : g(x) ≤ g(y)− ε} ⊆ {x : x ≤ y}
This then yields

{x : g(x) ≤ g(y)− ε} ⊆ {x : x ≤ y − δ}
Then

P
(
X ≤ g

(
F−1
X (p)

)
− ε
)

= P
(
g(X) ≤ g

(
F−1
X (p)

)
− ε
)

= { FX is right continuous }
≤ P

(
X ≤ F−1

X (p)− δ
)
< p

Then it follows that g
(
F−1
X (p)

)
≤ F−1

Y (p) which completes the proof.

A.4 Multivariate Analysis

A.4.1 Multivariate Distributions

Definition A.21. Multivariate Gaussian Distribution
The multivariate Gaussian distribution is characterized by its multivariate PDF given
by

f(x|µ,Σ) =
1√

(2π)ndet(Σ)
exp

{
−1

2
(x− µ)TΣ−1(x− µ)

}
(A.42)

where Σ is a real symmetric and positive-definite matrix called the covariance matrix
and µ ∈ Rn the location vector. If µ = 0 and Σ is a correlation matrix (denoted by
R), then the following is defined

ΦR(x) = f(x|0,R) (A.43)

Definition A.22. Multivariate Student’s t Distribution
The multivariate Student’s t distribution is characterized by its multivariate PDF given
by

f(x|ν,µ,Σ) =
Γ
(
ν+n

2

)
Γ
(
ν
2

)
(νπ)n/2

√
det(Σ)

(
1 + 1

ν
(x− µ)TΣ−1(x− µ)

)(ν+n)/2
(A.44)

where Σ is a real symmetric and positive-definite matrix called the scale matrix, µ ∈ Rn

is the location vector and ν ∈ R+ the degrees of freedom. The CDF is denoted by
F (x|ν,µ,Σ). If µ = 0 and Σ is a correlation matrix (denoted by R), define

tν,R(x) = F (x|ν,0,R) (A.45)

gν,R(x) = f(x|ν,0,R) (A.46)
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A.4.2 Elliptical Distributions

Definition A.23. Spherical Distribution
The random vector X ∈ Rn is spherically distributed if

OX =
d
=X (A.47)

for every orthogonal matrix O.

Proposition A.5. Given the spherically distributed vector X ∈ Rn it holds that

ωTX
d
= ‖ω‖X1 for any vector ω ∈ Rn (A.48)

Proof. Take ω to be a non-zero vector, since otherwise the result is in fact trivial.

Define o = ω
‖ω‖ . Since X is spherically distributed, it holds that ωTX

d
= ‖ω‖X1 for

any vector ω ∈ Rn and thus, choose O having its first row equal to oT . Then it holds
that

ωTX = ‖ω‖oTX = ‖ω‖{OY}1
d
= ‖ω‖X1

where {OY}1 denotes the first element of the random vector OY.

Definition A.24. Elliptical Distribution
A random vector X ∈ Rn has an elliptical distribution if there exists a vector µ and a
matrix A such that

X
d
=µ+ AY (A.49)

where Y ∈ Rn is a spherical distribution.

Proposition A.6. If X is elliptically distributed such that

X
d
=µ+ AY

where Y is spherically distributed, it holds that

ωTX
d
=ωTµ+

(
ωTΣω

)1/2
Y1 for any vector ω ∈ Rn (A.50)

where Σ = AAT .

This proposition is a consequence of proposition A.5. A common elliptical dis-

tribution is the Gaussian variance mixture distribution X
d
=µ + WAZ where Z is a

multivariate Gaussian distribution with zero mean vector and covariance matrix given
by the identity matrix and W a non-negative random variable independent from Z.
Note that W may also be a non-negative constant. Using W = 1, the multivariate
Gaussian distribution with mean vector µ and covaraince matrix Σ is obtained. With

the choice of W 2 d
= ν/Sν , where Sν has a so-called Chi-Square distribution, the mul-

tivariate Student’s t distribution with ν degrees of freedom, dispersion matrix Σ and
location vector µ is obtained.
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A.4.3 Copulas

Definition A.25. Copula
A copulas is a multivariate distribution with all univariate margins F1, F2, . . . , Fn hav-
ing the following property

Fi ∼ U (0, 1), ∀i = 1, 2, . . . , n (A.51)

The simplest copula is the independence copula defined by the following.

Definition A.26. The n-dimensional independence copula is defined by

C⊥⊥(u1, . . . , un) =
n∏
i=1

ui (A.52)

Essential to the theory of copulas is the following theorem.

Theorem A.2. Sklar’s Theorem
Let H be a n-dimensional distribution function with univariate marginal distribution
functions F1, F2, . . . , Fn. Then there exists a copula C such that for every vector x ∈ Rn

H (x1, x2, . . . , xn) = C (F1(x1), F2(x2), . . . , Fn(xn)) (A.53)

The copulas C is uniquely determined on RanF1×RanF2×· · ·×RanFn. If F1, F2, . . . , Fn
are all continuous, then the copulas C is unique. Furthermore, if C is a n-dimensional
copula, then the function H is an n-dimensional distribution functions with margins
F1, F2, . . . , Fn.

There are several possible methods of proving this theorem. For a proof using
arguments of topology, see (Durante, Fernández-Sánchez, & Sempi, 2013). Next, two
commonly encountered copulas are defined.

Definition A.27. Gaussian Copula
Let R be a correlation matrix and n the amount of random variables. Then the Gaus-
sian copula is defined by

CGa
R = ΦR

(
Φ−1 (u1) ,Φ−1 (u2) , . . . ,Φ−1 (un)

)
(A.54)

Definition A.28. Student’s t Copula
Let R be a correlation matrix, ν the degrees of freedom and n the amount of random
variables. Then the Student’s t copula is defined by

Ct
ν,R(u1, u2, . . . , un) = tν,R

(
t−1
ν (u1), t−1

ν (u2), . . . , t−1
ν (un)

)
(A.55)

A.5 Applied Mathematical Statistics

A.5.1 Empirical CDF and Quantile

Definition A.29. Empiricial CDF
Given a set of observations {xi}ni=1, the empirical CDF is defined by

Fn(x) =
1

n

n∑
k=1

I {xk ≤ x} (A.56)
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The empirical CDF pertaining to the random sample {Xi}ni=1 is defined by

Fn,X(x) =
1

n

n∑
i=1

I {Xk ≤ x} (A.57)

Definition A.30. Empirical Quantile
The empirical quantile of the random sample {Xi}ni=1 is defined by

F−1
n,X(p) = X[n(1−p)]+1,n (A.58)

where Xk,n is the ordered sample given by

X1,n ≥ X2,n ≥ · · · ≥ Xn,n (A.59)

and [·] denotes the integer part of the · expression.

A.5.2 Measure of Concordance

Concordance is a measure of agreement between two variables. A bivariate random
vector X is said to be more concordant than X∗ if the following holds for their bivariate
distribution functions FX and FX∗ :

FX(x1, x2) ≥ FX∗(x1, x2)

A set of axioms for a measure of concordance was introduced by (Scarsini, 1984) and
here presented in the form presented by (Nešlehová, 2007).

Definition A.31. Given a probability space with sample space Ω where L(Ω) enotes
the set of all real-valued continuous random variables, κ : L(Ω)× L(Ω) 7→ R is called
a measure of concordance if the following holds:

1. Symmetry: κ(X1, X2) = κ(X2, X2)

2. Normalization: −1 ≤ κ(X1, X2) ≤ 1

3. Independence: κ(X1, X2) if X1 ⊥⊥ X2

4. Bounds: κ(X1, X2) = 1 if X2 = f(X1) almost surely for s strictly increasing
transformation f on the range of X1 and κ(X1, X2) = −1 if X2 = f(X1) almost
surely for a strictly decreasing transformation f on the range of X1

5. Change of sign: If T is a strictly monotone transformation on the range of X1,
then

κ(T (X1), X2) =

{
κ(X1, X2) T increasing

−κ(X1, X2) T decreasing

6. Continuity: If (Xn
1 , X

n
2 ) are pairs of (continuous) random variables converging

in law to (X1, X2) (which are both continuous), then

lim
n→∞

κ(Xn
1 , X

n
2 ) = κ(X1, X2)
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7. Coherence: If (X∗1 , X
∗
2 ) is more concordant than (X1, X2), then

κ(X∗1 , X
∗
2 ) ≥ (X1, X2)

Let X = (X1, X2) and Y = (Y1, Y2) be two bivariate random vectors. Now, let us
introduce the concordance function Q defined by

Q(X,Y) = P ((X1 − Y1)(X2 − Y2) > 0)− P ((X1 − Y1)(X2 − Y2) < 0) (A.60)

In (Nelsen, 1999) it was shown that the concordance function can be expressed in
terms of the corresponding copula if X and Y has continuous marginal distributions,
i.e. that

Q(X,Y) = 4

∫ ∫
[0,1]2

CX(u, v)dCX(u, v)− 1 = 4

∫ ∫
[0,1]2

CY(u, v)dCX(u, v)− 1

(A.61)

A.5.3 Rank Correlation

Two measures of dependence are Kendall’s tau and Spearman’s rho defined by

Definition A.32. Kendall’s tau
Kendall’s tau for the random vector X = (X1, X2) is defined by

τ (X) = P
[(
X1 − X̃1

)(
X2 − X̃2

)
> 0
]
− P

[(
X1 − X̃1

)(
X2 − X̃2

)
< 0
]

(A.62)

where
(
X̃1, X̃2

)
is an independent copy of X.

Definition A.33. Spearman’s rho
Spearman’s rho for the random vector X = (X1, X2) is defined by

ρ (X) = 3
(
P
[(
X1 − X̃1

) (
X2 − X̌2

)
> 0
]
− P

[(
X1 − X̃1

) (
X2 − X̌2

)
< 0
])
(A.63)

where
(
X̃1, X̃2

)
and

(
X̌1, X̌2

)
are independent copies of X.

If the random variables are continuous, there is a simple relationship between the
copula and the Kendall’s tau according to the following proposition.

Proposition A.7. Let X = (X1, X2) be a vector of continuous random variables and
copula C. Kendall’s tau for X is then given by

τ(X) = Q(C,C) = 4

∫ ∫
[0,1]2

C(u, v)dC(u, v)− 1 (A.64)

which can be equivalently written as

τ(X) = 4E [C(U, V )]− 1 (A.65)

where U, V ∼ U(0, 1).
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This shows that if the random variables are continuous, Kendall’s tau does only
depend on the copula. For more information and a simple proof, see (Joe, 1997) or
(Embrechts et al., 2003). There exist a similar result for Spearman’s rho which can be
found in the same references.

Proposition A.8. Let X = (X1, X2) be a vector of continuous random variables and
copula C. Spearman’s rho for X is the given by

ρ (X) = 3Q(C,C⊥⊥) = 12

∫ ∫
[0,1]2

uvdC(u, v)−3 = 12

∫ ∫
[0,1]2

C(u, v)dudv−3 (A.66)

Given a Gaussian copula with continuous marginal distributions, the following
proposition shows how to transform the Kendall’s tau estimate to the rank correlation
to an estimate of the linear (Pearson) correlation.

Proposition A.9. Consider the case of 2 continuous marginal distributions with a
(bivariate) Gaussian copula with correlation parameter ρ. Then it holds that

ρ = sin
(π

2
τ
)

(A.67)

where τ is Kendall’s tau. .

This is a very common result used when discussing copulas, for a proof one may
consider reading (Kepner, Harper, & Keith, 1989).



Appendix B
Optimization

This thesis will treat optimization problems solely in linear form. This is not the case
of a restriction but is due to the fact that the quantities to be optimized, with methods
described in chapter 5, turn out to be of linear type. Furthermore, it also turns out
that all constraints are linear and thus the theory of linear programming must be
analyzed treated. This chapter does not aim to be a comprehensive treatment of
optimization methods but will give a description of relevant theorems that are needed
to understand the characteristics of a linear optimization problem. Furthermore, the
two most common algorithms of linear optimization are introduced.

B.1 Linear Programming

A typical optimization problem is defined in the following way

minimize
x

f (x)

subject to x ∈ F
(B.1)

where x ∈ Rn are the optimization variables, F is a set of allowed solutions, also called
the feasible set, and f(x) : Rn 7→ R is the objective function. If the objective function
is linear, e.g. f(x) = cTx where c ∈ Rn, and the feasible set is of the type (or a
combination of the following)

F :


Ax = b A ∈ RN,n and b ∈ RN

Ab ≤ b A ∈ RN,n and b ∈ RN

Ab ≥ b A ∈ RN,n and b ∈ RN

ai < xi < bi ai < bi and ai, bi ∈ R, ∀i = 1, 2, . . . , n

(B.2)

then the optimization problem is linear. Note that the problem is still linear if ai = bi
but then the solution for the ith variable is trivial. To obtain a general treatment of an
optimization procedure, an optimization problem should be transformed in a so called
standard form. In the literature, there exists different formulations of the standard
form but in this thesis, the following standard form will be used:

150
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Definition B.1. Linear Optimization: Standard Form

minimize
x

cTx

subject to Ax = b

xi ≥ 0, ∀i = 1, 2, . . . , n

(B.3)

where x, c ∈ Rn (column vectors of size n), b ∈ RN (column vector of size N) and
A ∈ RN,n (N × n matrix).

Any linear optimization problem can be put into the defined standard form. First,
note that Ax ≤ b⇔−Ax ≥ −b. Let I denote the identity matrix, the operation [x; y]
denote row concatenation (of two column vectors) and the operation [A,B] denote
column concatenation (of two matrices). Standard form can then be obtained by
using the following table:

1. Ax ≤ b ⇒ Let y ≥ 0 and z = [x; y] s.t. [A, I]z = b
2. xi < bi <∞ ⇒ Add as inequality constraint and use step 1.
3. xi > ai > −∞ ⇒ Add as inequality constraint and use step 1.
4. xi > −∞ ⇒ Substitute xi with ui − vi (ui, vi ≥ 0) everywhere.
5. maximize cTx ⇒ minimize − cTx

Table B.1: Linear optimization standard form conversion table

Every variable added to achieve equality from inequality is called a slack variable.
Note that the [X, Y ] notation means column-wise matrix concatenation and [X;Y ]
means row-wise matrix concatenation.

B.1.1 Duality

This section will not be an in depth treatment of duality theory but rather a short
introduction (or a reminder) of the most important aspects of the field. First, to every
primal problem P

P :


minimize

x
cTx

subject to Ax = b

xi ≥ 0, ∀i = 1, 2, . . . , n

(B.4)

there exists a dual problem D

D :


maximize

y
yTb

subject to ATy ≤ c

xi ∈ R, ∀i = 1, 2, . . . , n

(B.5)

The following theorem is fundamental.
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Theorem B.1. The Duality Theorem
For every feasible solution x to the primal problem (P ) and every feasible solution y

to the corresponding dual problem (D) it holds that

cTx ≥ bTy (B.6)

with equality if x is the optimal solution to (P ) and y is the optimal solution to (D).

Proof. Let FP and FD denote the feasible sets for the primal and the dual problems
respectively. If x ∈ FP and y ∈ FD, it holds that

cTx− bTy = xTc− xTATy + yTAx− yTb = xT
(
c− ATy

)
+ yT (Ax− b)

which is greater than or equal to zero since it holds that

x ≥ 0

c− ATy ≥ 0

Ax− b = 0

thus proving the first part. To prove the statement of equality and optimality, let
x̂ ∈ FP and ŷ ∈ FD be such that cT x̂ = bT ŷ. Then for any x ∈ FP and y ∈ FD, it
will hold that

cTx ≥ bT ŷ = cT x̂ ≥ bTy

But this shows that cT x̂ ≤ cTx for every x ∈ FP thus showing that x̂ is optimal for
the primal problem. Furthermore, bT ŷ ≥ bTy for every y ∈ FD showing that ŷ is
optimal for the dual problem (since it should be maximized).

This theorem shows that optimization of the dual problem is equivalent to opti-
mizing the primal problem. In other words, what is meant with equivalence is that
the (optimal) dual variables corresponding to the optimized primal problem will cor-
respond to the optimized variables obtained when optimizing the dual problem. De-
pending on the optimization algorithm, it is often possible to obtain the dual variables
of the optimized primal problem (and vice versa) making it possible to solve the dual
problem instead of the primal problem. Depending on the problem, this may lead to
a more efficiently obtained solution of the optimization problem.

Fundamental to understanding the optimal solutions of a linear optimization prob-
lem is the following:

The optimal solution to a linear programming problem will be an extreme point of the
feasible set, i.e. a corner point of of the convex polyhedron created by the linear

constraints.

This is an important result but it will not be proved.

B.2 The Simplex Algorithm

The Simplex Algorithm has its foundation in that the optimal solution will be a corner
point of the feasible set. Thus the Simplex Algorithm jumps between different corners
of the feasible set in search for a corner giving the lowest objective function value.
However, for very large problems the Simplex method may be inefficient.
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B.3 Interior Point Algorithms

An interior point algorithm works in the very different way as compared to the Simplex
method. As hinted by the name, an interior point method looks inside the feasible
region and follows a path towards the optimal solution. The latter is not entirely true
since there exist methods, such as the IPF algorithm described in (Wright, 1997) that
initiates from an infeasible point. There exists several interior point methods and as an
example, the Mehrortra predictor-corrector method is widely used. Since many interior
point methods share a common structure, the Mehrotra predictor-corrector algorithm
is presented so that some conclusions can be draw regarding how to efficiently solve a
linear optimization problem.

B.3.1 Mehrotra’s Predictor-Corrector Algorithm

Throughout this section, it will be assumed that the optimization problem is in the
standard form given by Definition B.1. To state the Mehrortra’s predictor-corrector
algorithm, the following definitions are needed.

First, let x denote the n primal variables, λ the dual variables and s denote the
n slack variables.

rc = ATλ+ s− c (B.7)

rb = Ax− b (B.8)

The following equation two equations are needed:0 AT I
A 0 0
S 0 X

∆xaff

∆λaff

∆saff

 =

 −rc
rb

−XSe

 (B.9)

0 AT I
A 0 0
S 0 X

∆xcc

∆λcc

∆scc

 =

 0
0

σµe−∆Xaff∆Saffe

 (B.10)

where capital letters means diagonal matrices of the corresponding lower case letter
vectors, e.g.

X =

x1 0
. . .

0 xn


Furthermore,

e =
(
1 . . . 1

)T
of dimension depending on its application. This algorithm is not exactly the same
as the original algorithm presented by (Mehrotra, 1992) but rather in the form of
(Wright, 1997). Note that xk denotes k as an index and not an exponent.
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Algorithm B.1. Mehrotra’s Predictor-Corrector Algorithm
Initiate: Let the starting point be

(
x0,λ0, s0

)
, where x0, s0 > 0. Let Con-

tinue=True.
While (Continue)
Set (x,λ, s) =

(
xk,λk, sk

)
. Solve Equation (B.9) and calculate

αprimaff = arg max
{
α ∈ [0, 1] : xk + α∆xaff ≥ 0

}
αdualaff = arg max

{
α ∈ [0, 1] : sk + α∆saff ≥ 0

}
µaff =

(
xk + αprimaff ∆xaff

)T (
sk + αdualaff ∆saff

)
/n

Set µ = (xk)T s/n and let the parameter σ be given by

σ =

(
µaff
µ

)3

Now, solve Equation (B.10) and compute the following(
∆xk,∆λk,∆sk

)
=
(
∆xaff ,∆λaff ,∆saff

)
+ (∆xcc,∆λcc,∆scc)

αprimmax = arg max
{
α ≥ 0 : xk + αxk ≥ 0

}
αdualmax = arg max

{
α ≥ 0 : sk + α∆sk ≥ 0

}
Now, let αprimk = min {0.99 · αprimmax , 1} and αdualk = min

{
0.99 · αdualmax, 1

}
and update to

the new coordinates according to

xk+1 = xk + αprimk ∆xk

λk+1 = λk + αdualk ∆λk

sk+1 = sk + αdualk ∆sk

If (Termination)
Set Continue=False
End If
End While

The termination of the algorithm can be based on the tolerance of the objective func-
tion value or if the maximum allowed iterations are exceeded. For a choice of termi-
nation strategy, see (Wright, 1997) page 226. The solution of Equations (B.9) and
(B.10) are the probable causes of time consumption of this method. Therefore, it may
be better to look at a simpler way of solving these linear systems of equations. It can
be shown that the solution of Equation (B.9) can instead be found by the following

AD2AT∆λaff = −rb + A
(
−S−1Xrc + S−1XSe

)
(B.11)

∆saff = −rc − AT∆λ

∆xaff = −S−1 (XSe +X∆s)
(B.12)

Furthermore, the solution to Equation system (B.10) can be found by the following

AD2AT∆λcc = −rb + A
(
−S−1Xrc + S−1 − σµe + ∆Xaff∆Saffe

)
(B.13)
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∆scc = −rc − AT∆λ

∆xcc = −S−1
(
−σµe + ∆Xaff∆Saffe +X∆s

) (B.14)

where D = S−1/2X1/2. Since S, X, D, ∆Xaff and ∆Saff are all diagonal matrices, the
above equations are rather easy to solve. Furthermore, Equations (B.11) and (B.13)
can be solved efficiently by (sparse) Cholesky techniques. This shows that if A is sparse,
a great increase in efficiency may be achieved by solving Equations (B.11) and (B.13)
using a sparse Cholesky method to save time and computer power. Implementation
of Equations (B.11) and (B.13) may also be lead to a more efficient implementation
than Equations (B.9) and (B.10) since it is known that several matrices are diagonal
matrices with simple inverses and products with respect to other matrices and vectors.

B.3.2 Algorithm Efficiency due to Problem Formulation

In a subsequent chapter, dual form optimization problems will be presented as com-
plements to their primal forms. One question will arise: If a dual-primal method is
used to solve the linear programming problem, will it matter whether the
primal or the dual formulation is inserted into the optimization algorithm?
Without knowledge of how a dual-primal algorithm works, the answer would be no
since both the primal and dual solutions are calculated simultaneously. But this is
wrong since it is still the, if the primal form is considered, the primal form A matrix
that is inserted into the algorithm. Since the dual form A matrix is not in general
structured in the same way as the primal form A matrix, the answer is YES! It may
be the case that the solution of the above stated system of equations are easier to solve
whilst considering the dual form problem instead of the primal form problem (or vice
versa), perhaps due to increased sparsity. Therefore, it may be the case that the dual
form may be favorable compared to the primal form.
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