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Abstract 
 

This report simulates an evacuation scenario in a crowded building and attempts to optimize the flow 

of agents during the process. Each agent is autonomous and assumed to know the map. Agents also 

have the ability to communicate between themselves, as well as using sight to perceive the 

environment around them. The purpose is to design a set of rules making the agents evacuate 

efficiently, which then can applied in real world situation for training people in evacuation strategies. 

The model used is a time and space discrete setting, where agents move in a discrete graph, and 

have several exits to choose between. The number of agents is large, making crowd control an 

important factor. The simulation is run with a number of numerical algorithms such as path planning 

and logical reasoning. The algorithms are programmed into a simulation program allowing the 

evacuation to be shown in real time. The results shows the importance of agents communicating, 

and clear paths to emergency exits.  
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Introduction 
1.1 Optimization 
Optimization is the science that deals with trying to find the best way of doing something using 

mathematics. It can for instance be to maximize the area of a rectangle within a circle, finding the 

quickest way to explore an unknown space, or determine the shortest route between two points. In 

this report optimization is used to plan and execute an evacuation in a crowded building with 

multiple exits as fast as possible.  

Generally speaking, an optimization problem can be solved either analytically or numerically. An 

analytical solution, or approximated solution is developed with the help of mathematical functions 

modelling the environments and the agents moving in the building. The speed of an agent moving in 

dimension n in an analytically modelled setting can be described with the following differential 

equation.  

𝑥�̇� = 𝑓𝑚𝑎𝑝(𝑥𝑛, 𝑡) 

Here 𝑥𝑛 is the position of an agent in dimension 𝑛, and 𝑓𝑚𝑎𝑝 a continuous function that describes 

how the building around the agent affects its speed. Since agent must be kept from going into walls 

and other agents, a rejecting force must be modelled within 𝑓𝑚𝑎𝑝. The result is that 𝑓𝑚𝑎𝑝 becomes a 

very complicated function that is difficult to predict and get an overview of.  

The other way to model the environment is numerically. An agent will then move in discrete time 

steps called turns. The differential equation described in (1) then becomes 

𝑥𝑛𝑡+1
= 𝑥𝑛𝑡

+ ℎ ∗ 𝑓𝑚𝑎𝑝(𝑥𝑛𝑡
, 𝑡) 

Here the position of the agent at time t+1 is described as the position at t plus h, which is a 

step length constant, times 𝑓𝑚𝑎𝑝(𝑥𝑛𝑡
, 𝑡). Here the map function 𝑓𝑚𝑎𝑝(𝑥𝑛𝑡

, 𝑡) isn’t a proper 

mathematical function like in (1), but rather an artificial intelligence unit deciding where the agent 

should head next with the help of decision making numerical algorithms. For simplicity, scalability, 

repeatability and the possibility for real-time viewing as the agents move along, the numerical 

approach has been used within this project.  

The algorithms and methods developed within this project are not depending on a certain map 

condition or number of agents, but rather is designed to be scalable to an arbitrary size, using an 

arbitrary map size and quantity of agents. For demonstration purposes a number of example settings 

has been presented in the results section.  

1.2 Previous research 
There has previously been research on using optimization to plan evacuations. In 2012 Salvador 

Casadesús-Pursals and Federico Garriga-Garzón publicized their report “Building evacuation: 

Principles for the analysis of basic structures through dynamic flow networks1”. The report deals with 

how the architectural layout of a building may affect the evacuation time, and how decision making 

and reasoning of the evacuees should be taken into consideration when designing buildings. Another 

example of similar research is a report called “Studies on the Evacuation Model for Limited Visibility 

and Evacuation Optimization in an Emergency2” by Chen Hai-Tao, Zhang Li-Hong, Yang Peng and Yu 

Run-Cang written in 2013, where they test evacuation simulations under limited visibility conditions. 

A report called “Evacuation planning using multiobjective evolutionary optimization approach3” was 

written in 2008 by Mohammad Saadatseresht, which uses a multiobjective algorithm along with the 

geographical information systems to optimize an evacuation scenario in a given building.  

(1) 

(2) 
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There are more studies on how optimization can be applied to make an evacuation scenario more 

efficient, but there has been no reports as of yet with using a combination of visual and 

communicating abilities in an autonomous agent evacuation scenario.  

1.3 Problem formulation 
The goal for this project is to  

1. Model an evacuation in a crowded building where every agent is autonomous and operating 

in a known 2 dimensional time and space discrete setting with multiple exits to choose 

between as well as a large crowd of other agents to maneuver around.  

2. Design an agent control system using vision and communication abilities to make the 

evacuation as efficient as possible. 

Model 
2.1 Setting 
The setting for the evacuation scenario is a building of arbitrary size with walls and multiple exits. The 

building is discretized in space, meaning that in consists of a finite number of spots that can be 

described with a coordinate position for every dimension n. Every such spot is called a node, and 

together they make up a structure called a graph. Upon the nodes in the graph, people, or agents can 

move.  

Since this project is about evacuating people in a one story building, there is really only need to 

model the map in 2 dimensions, restricting agent movement to the x and y direction. For simplicity 

sake, every node in the setting graph will have two integer coordinates x and y, and the distance 

between each node is 1. Nodes can be of three types in this project: 

 Normal type, meaning it permits a maximum of one agent to occupy at a given time t.  

 Wall type, it does not allow an agent to occupy it at any given time t 

 Exit type. It permits a maximum of one agent to occupy it at a given time t. Every agent that 

occupies the node will be removed from the graph in the next turn, and another agent may 

move there instead.  

The people that are trying to evacuate the building are called agents. Agents can move around in the 

graph, and their objective is to get to the exit nodes as quickly as possible. At every turn every agent 

that has not yet exited must occupy a node. When the simulation program is first started, agents are 

given starting positions on random nodes throughout the map, and when the simulation starts, 

agents can start moving from node to node, complying with.  

|𝑥𝑡+1 − 𝑥𝑡| ∈ {0,1} 

|𝑦𝑡+1 − 𝑦𝑡| ∈ {0,1} 

Here x and y represent the coordinates of the node the agent is occupying at t and t+1 respectively. 

As can be seen, an agent may move at maximum one step per turn, either diagonally, horizontally or 

vertically. If the node isn’t adjacent to a wall, this gives the agent 8 possibilities of movement. An 

agent may also choose not to move, and stay at the same node as the previous turn.  

When moving to another node, the agents must abide by these rules: 

 An agent cannot move to a wall node 

 An agent cannot move to a node that is occupied by another agent 

 Only one agent can move to an exit node, and therefore escape, per turn 

(3) 
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Agents within this project are assumed to have knowledge of the map layout, including the location 

of each of the three exits, as well as their respective capacities. Agents also have a vision ability, 

making them able to perceive other agents around them. The vision ability can be thought of a light 

source placed on the node that an agent is currently occupying, shining in 360 degrees around the 

node. Travelling in straight lines from the light source, every node in the map that the light shines on 

will be visible to that agent in that specific turn. If there is a wall between the agent and a node, that 

node is not visible for the agent. Using this ability the agent can get a perception of other agents 

around it that it may have to maneuver around or head away from. There is no maximum distance 

that the light ray can travel, and consequently no maximum viewing distance for an agent.  

To help an agent make a decision on what path to take, a number of decision making and calculation 

algorithms are used. One of the most important is a path-planning ability that makes the agent able 

to calculate the optimal path from its present position to any of the three exits. To make that 

happen, an established numerical algorithm called the A* path-finding algorithm is used, that is 

described further in section 3.1. Comparing the length of the paths to the exits, an agent can learn 

which exit is physically closest, but although this is important information, it is not enough to make 

the agent know which exit will be the fastest to reach. The goal of the project isn’t about optimizing 

every agent path, so that they move as short of a distance as possible, but rather to optimize the 

time it takes for every agent to exit. If there are a lot of other agents heading to the same exit as the 

agent, the agent is most likely going to be delayed, since when every agent move closer to the exit, 

all the nodes around the exit starts getting occupied, and due to the rule that two agents cannot 

occupy the same node, the agent has to wait his turn.  

It is clear that if the exits are placed so that 75 % of the agents have their starting positions closer to 

one exit than the other two, and all of those agents base their choice of exit only on the A* path-

finding algorithm, there will come a time when that exit has a lot of agents lined up outside of it, 

while the other two are empty. That of course leaves the evacuation only going on 33% capacity, and 

is not ideal from an optimization standpoint. In order to remedy this issue, a number of additional 

decision making algorithms are employed, giving each agent a deeper understanding of the 

environment around them, and therefore a better base upon which to make decisions.  

One such algorithm is a logical waiting time calculator that helps the agent to identify the waiting 

time for a particular exit. As previously mentioned, all the agents in the graph can travel at the same 

maximum speed of 1 node per turn. Since no agents can jump or have a discontinuity in its 

movement, this means that an agent can never overtake another agent that is heading in the same 

direction. When an agent performs a look around in order to identify agents around it and it sees an 

agent that has a shorter path to whichever exit that agent is heading to than it has, it will know that if 

it should decide to head to that exit, it will never be able to get there faster than the agent ahead of 

it, and therefore may have to wait for that agent to exit. Consequently, if it can see a lot of agents 

ahead of it, all heading to the same exit, and having a shorter path to get there than it, the agent will 

know that if it chooses to try to get out of that exit, it will have to wait for all those agents. This isn’t 

necessarily a problem, as long as the agents that are ahead are fewer than the path to get to that exit 

is long, assuming exactly one agent exits per turn. If there are more agents ahead than the path is 

long however, there will a waiting time corresponding to the difference between the two. If for 

instance an agent performs the A* algorithm it knows that the distance to exit A is 20 and the 

distance to exit B is 30. It then looks around and sees 35 agents heading to exit A that have a shorter 

path than itself to exit A, and 25 agents heading to exit B that have a shorter path than itself to exit B, 

the best exit to take is exit B, which will take 30 turns to get out with. There are of course 25 agents 

ahead that have to get out before it, but the path to get to exit B takes 30 turns to complete, and 
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those 25 agents are all out before the agent reaches exit B. Exit A would take 30 turns to get to, but 

by then there is still 5 agents ahead that hasn’t gotten out yet, that the agent has to wait for. The 

total exit time is therefore 35 for exit A. The above paragraph can be summarized with the following 

equality:  

𝑇𝑖𝑚𝑒 𝑡𝑜 𝑒𝑥𝑖𝑡 = max(𝑎𝑔𝑒𝑛𝑡𝑠 𝑎ℎ𝑒𝑎𝑑, 𝑙𝑒𝑛𝑔𝑡ℎ 𝑜𝑓 𝑝𝑎𝑡ℎ) 

In every turn, the A* path-finding algorithm is performed, as well as the agent look-around function 

and the time to exit calculation. The length of the paths and the number of agents ahead in line are 

all stored within the agent memory.  

If a simulation is tried with the A* algorithm as well as the agent vision and time to exit equality, the 

simulation is starting to look optimal, however there is one big issue that arises. Nowhere within the 

setting is the ability for agents to communicate and exchange information between themselves 

modelled, and the simulation becomes a sort of free for all race towards the exits. The issue with 

that is that agents on one the left side of the map may have information about the state of how 

jammed the exits are on that side, that agents on the right side do not have, because there may be a 

wall in between and they can’t see what is going on there. The agents on the right side may then try 

to go to the left side at the same time the agents on the left side try to go to the right side, because 

both sides underestimate the number of agents lining up outside of respective side’s exits. In a 

normal evacuation scenario, people are of course able to draw conclusions about agent movements 

like those, for instance nobody would try to get to an exit that other people are getting away from. 

People are also able to exchange information by communicating with each other in order to get an 

idea of how the situation is in a part of the map that they cannot see. In order to simulate this within 

this project, and to give the agents a sort of artificial intelligence, agents that see other agents going 

in the opposite direction that what they think is right will ask those agents for information, so that 

they are not left in the dark with crucial information when it comes to decide what path to take. This 

mechanism is more thoroughly explained in section 3.3.  

To summarize the above, whenever an agent has to make a decision to go chose an exit to go 

towards, it will do the following tasks in one turn before it moves: 

1. It will calculate the distance to all three exits using the A* path finding algorithm. The three 

lengths of each path is saved. There are two heuristical exceptions to this rule discussed in 

section 3.1 

2. It will look around and observe other agents. Agents that are ahead in line to an exit will be 

counted, and the exit path length and quantity of agents ahead will be compared to decide 

which exit is the best to head to.  

3. It will query agents that are ahead of it for information on how many agents are ahead.  

4. The agent will choose the exit that has the least time to exit.  

5. If an agent is trying to move to a node that is occupied, it will try to go around the other 

agent. If it cannot go around, it will wait.  

6. If the agent has reached its exit, it will be removed from the map 

This, however does not necessarily needs to be done every turn. The A* algorithm in particular has a 

relatively high complexity for complicated paths, and in order to speed the optimization up, the 

procedure above is only done every x turns, the larger the x, the faster the algorithm is. If at time τ, 

the agent is not supposed to do the procedure, it will instead do a revised one where step 1 and 4 

are excluded, meaning an agent cannot change heading during that turn, which also would be 

impossible if it cannot perform an A* search.  

(4) 
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It can still communicate and look around, however, and thus still contributes to the mutual 

understanding of its surrounding. In order for the agent to be able to perform these tasks, a 

simulation program has been written that implements the control algorithms and show the agents 

moving in real time.  

It is important to note that the control system within this report is decentralized, meaning that there 

is no master controller observing the global environment deciding where each agent should go; but 

rather that is decided from what the agents can see around them in their local environment, making 

the process autonomous on an individual level. The fact that agents can communicate between 

themselves makes the process less diverse decision making wise, but it is still far from centrally 

governed. Because of this built-in limitation, there will always be some errors in the control and path 

choice, and consequently the result will probably not be optimal in a global sense. The goal here 

however, is to make it “optimal enough”, within some error of margin.  

Any evacuation process can be called optimal in a global if there are agent exiting through all exits 

during the entire evacuation time. If for instance there are 300 agents in a building, and each of the 

three exits can evacuate one agent per second, the global minimum for evacuating will be 100 turns, 

complying with:  

𝑡ℎ𝑒𝑜𝑟𝑖𝑡𝑖𝑐𝑎𝑙 𝑔𝑙𝑜𝑏𝑎𝑙 𝑚𝑖𝑛𝑖𝑢𝑚𝑢𝑚 𝑒𝑣𝑎𝑐 𝑡𝑖𝑚𝑒 =  
𝑎𝑔𝑒𝑛𝑡𝑠

∑ 𝑐𝑎𝑝𝑎𝑐𝑖𝑡𝑦(𝑒𝑥𝑖𝑡)𝑒𝑥𝑖𝑡𝑠
 

The denominator in (5) is the sum of each exits agent handling capacity per turn. If for instance there 

are two exits that can handle two agents per turn, and one exit that can handle one agent per turn, 

the total agent handling capacity is 5 per turn. In the example above the denominator is 3.  

One reason why the theoretical global min can never be achieved, even with a perfect and flawless 

control system is that it requires agents to be placed so that they are physically able to reach the 

exits as soon as the simulation starts. At turn 1 there has to be one agent one step from each exit, 

one agent two steps from each exit, and one agent three steps from each exit and so on. The starting 

positions of all the agents within this project is randomized, so it is highly unlikely that they will 

oblige by this configuration. Another reason to why the global min cannot be achieved is because of 

a non-synchronous agent queue movement described further in section 2.2. Due to these reasons, 

there really is no way of telling what the theoretical global minimum is.   

There are still ways to rate the system however, using the formula:  

𝑝𝑒𝑟𝑓𝑜𝑟𝑚𝑎𝑛𝑐𝑒 =  
𝑡ℎ𝑒𝑜𝑟𝑒𝑡𝑖𝑐𝑎𝑙 𝑒𝑣𝑎𝑐 𝑡𝑖𝑚𝑒

𝑡𝑜𝑡𝑎𝑙 𝑒𝑣𝑎𝑐 𝑡𝑖𝑚𝑒
 

This constant doesn’t say much on its own, but it can be used as a comparison between various 

configurations of the system. To get a complete performance review, an observation of the 

evacuation in progress should also be used.   

Another way to measure the effectiveness of the evacuation is how much time an agent spends on 

traversing the map. Although and agent may have to wait in line before it can exit it is still important 

to reach that line as fast as possible, in order to avoid the dangers of moving through a hazardous 

situation like a fire in a building. If every exit has a high capacity, there may also not be lines outside 

of them, and as soon as an agent reaches them, it may exit the building. In order to measure the total 

time spend in traversing the map, the following formula is used:  

(6) 

(5) 
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𝑓𝑖𝑒𝑙𝑑 𝑡𝑖𝑚𝑒 =  ∑ ∑ 𝐴𝑖𝑛 𝑓𝑖𝑒𝑙𝑑

𝑎𝑔𝑒𝑛𝑡𝑠𝑡𝑢𝑟𝑛𝑠

 

𝐴𝑤𝑎𝑖𝑡𝑛𝑔 here has the value of 1 if agent A is waiting. If there are 10 agents on the map, and all of 

them spend 5 turns to get to an exit, then the field time is 50. A low field time means that agents 

reach their exit quickly, which is desirable. A high field time usually indicates that a lot of agents 

switch exit and walk back in their own footsteps.  

2.2 Program outline 
The program is structured in an object oriented architecture and written in Java. On the top is the 

Main object that initiates the loop object, and calls it to update the map and view objects at regular 

intervals. When the loop object is created at first, it initiates the view and map objects. The view 

object is what making the graphics visible, painting the map and agents as they move about. The map 

object controls the agents and the nodes, manages the agent movement and the agent’s interactions 

with the nodes. Upon initiation, the agent object in turn will initiate an A* object in order to calculate 

path’s to the exits.  

 

Figure 1. UML diagram of program, and startup sequence 

When the program is first initiated, the loop, view and map object are all initiated. Upon initialization 

the map object will create a matrix of nodes that constitutes the graph upon which the agent moves. 

The size of the graph, and the positions of the walls and exit, as well as the number of exits is 

arbitrary, and can be set to whichever value the user wants to have, since no algorithms or methods 

used within this project depends on a certain map in order to work as expected. Within the code for 

the map is the walls and exits, which are specialized nodes, are written. In order to speed up the 

simulation a map may have waypoints put up at strategic places. Waypoints function as a sort of in 

between points that agents can head to when they are at remote parts of the map, so that they do 

not have to slow down the simulation by performing high complexity A* calculations.  

(7) 
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Figure 2. Agent update sequence 

After the objects all have been initialized, they are regularly updated when the main object calls for 

the loop to iterate. Each iteration, the agent list is updated, meaning that the list is iterated through 

and each agent is told to update its position, by doing the tasks described in section 1.1, calculating 

path and executing a movement. The new positions of each agent are written into the node matrix, 

so that the map object can keep track of which nodes are occupied. When the view is updated, the 

agent list is iterated through and the new position of each agent is painted in a graphics window.  

Since the agents are all kept in a list, and the agent update function is called by iterating through that 

list, agent 0 will always be the first agent every turn to make a move. A consequence of that is that 

agent 0 will base its perception of the map on agents further down the list that has not yet updated 

its position. If agent 0 for instance is in the last position in a line somewhere in the map, this will have 

the effect of the line not moving synchronous, since agent 0 is trying to go around the second to last 

agent in the lineup, that have an index lower down in the list. Another example if is agent 0 is 

choosing between two exits that have very similar time to exit values; as the list is iterated through 

agents that are ahead of agent 0 in the line to an exit may change exit and no longer be ahead of 

agent 0, making its decision based on old information. The consequence for all this in the view is 

shown as a glitch like effect, when an agent may switch back and forth between exits. These glitches 

however never lasts more than one turn, and does not affect the overall optimization process to a 

significant degree.  

Algorithms 
3.1 The A* path finding algorithm 
The A* path finding algorithm is well established within numerical computing for computing the 

quickest path in a node graph from node A to node B. It is used in a slightly modified way within this 

report.   
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Figure 3. A* sequence 

When started A* selects node A (the start node) to be the “base node”. It then adds the nodes 

adjacent to the base node, e.g. the nodes that an agent can move to in one step, which if the node is 

at least one step away from the closest wall are the 8 adjacent nodes around it, to a list called the 

“open list”. The algorithm then writes to a field in the adjacent node objects called “parent”, which 

basically is a pointer to another node. When the nodes around the base node are added to the open 

list, the parent pointer of those nodes are set to the base node. As the algorithm progresses, it is 

possible to follow these parent pointers back to the start node, thus creating a path within the map 

called the parent path. The purpose of the algorithm is that, whenever the algorithm touches node B 

(the target node), creating a path by following the parent path will be the shortest path between 

node A and node B. If the base node lies next to a wall, the algorithm does not touch the wall nodes; 

they are ignored, thus making sure that no part of the parent path will constitute of a wall node, 

which would break the agent movement rules.  

Apart from the parent field in each node object, there are two other fields that helps the A* 

algorithm to determine the quickest path, called F and G. F is a heuristic value indicating a nodes 

physical distance to the target node. F is calculated with the formula:  

𝐹 =  |𝑥𝑒𝑥𝑖𝑡 − 𝑥 | + |𝑦𝑒𝑥𝑖𝑡 − 𝑦 |  

Here x and y are the coordinates of the node the algorithm is touching, and  𝑥𝑒𝑥𝑖𝑡 and 𝑦𝑒𝑥𝑖𝑡 are the 

coordinates of the target node. It is obvious from this function that F will be low if the node is close 

to the target node, and high if the node is far from the exit node. It is important however to keep in 

mind that a low F value does not necessarily mean that the path an agent has to follow to the target 

node is short. It can be the case, that the start and exit node lies on opposite sides of a wall, making F 

have the value 2, which is very low, but for an agent to actually reach the target node, it has to take a 

very long path around the entire map, making F not be an accurate indicator of path length. This is 

why F is called a heuristic function; because it is only a guess how far the path to the exit is.  

A* algorithms doesn’t enforce the use of F like presented here, it is possible to use a different 

heuristic, if one can be found to give a better result. It is important however to remember that the 

choice of the F heuristic function will not affect the quality of the optimal path; it will be the same 

(8) 
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regardless of what heuristic used, as will be seen later. It will however affect computation speed 

drastically. The heuristic presented in this report will give very good complexity if the path from node 

A to node B is free of obstacles in the form of walls. Should that be the case, one can clearly see that 

just following the direction given in F, the algorithm should always aim for the node with the lowest 

F, and the path will progress in a straight line from A to B. There are of course less optimal cases, 

when as mentioned before, a lot of walls stand between the start and finish node. In those cases A* 

with this heuristic has a very poor complexity. In order to improve the computation time for path-

finding for agents located at those remote places in the map, another heuristic has been used in this 

project, where agents are heading toward waypoints located in between the exit and the start node, 

decreasing the computation time drastically.  

F, however is not enough to plan an optimal path, as it is not only important to head as straight as 

possible for the target node, but also to keep the distance travelled, the parent path as short as 

possible. To get an idea of how long the path is at any given time, the variable G is used. It is defined 

as follows.  

𝐺 =  10𝑎 + 14𝑏 

Here a and b corresponds to how many times the parent path has moved in a straight line and in a 

diagonal line when moving between two nodes. If the parent path moves two times vertically and 

one time diagonally to get to a node, the G value for that node would be 34. Readers with 

mathematical interest are sure to realize that 14 in this case is a round of 10 times the square root of 

2, using the Pythagorean Theorem to make an approximate diagonal distance between two nodes. 

Of course, 14 is not exactly 10 times the square root of 2, but it is close enough to still be valid as a 

path-finding heuristic.  

When the adjacent nodes has been added to the open list, the parent, F and G fields written, the A* 

algorithm decide which node in the open list to become its new base node by iterating through it and 

selecting whichever node entry that has the lowest value of F+G. This, of course corresponds to a 

node that both have a short path from the start, as well as being in a generally closer location in 

respect to the exit. Now that a new base node has been selected, it is removed from the open list 

and added to a “closed list”, meaning that the A* algorithm cannot use that node again for path-

building, as it has already been used. This is to prevent the algorithm from looping over the same 

nodes over and over again. After that the process is repeated again. All the adjacent nodes are added 

to the open list, but this time with one exception. If an adjacent node is already on the open list, it 

does not need to be added again. It will therefore be ignored, but not before an important task has 

been carried out. First of all the G value of the node is recalculated, but instead of using the nodes 

own parent path, the new G value is the G value of the base node plus 14 or 10 depending on if the 

node is diagonally or not diagonally placed in respect to the base node. If the new G value is lower 

than the old, it means that a better path to that node has been discovered. Consequently the G value 

of the node is updated to the new G value, and the parent changed to the base node. If the new G 

value is higher than the old one, nothing is done. The process above is repeated until the A* 

algorithm touched the target node. When that happens, the algorithm has fulfilled its goal, and the 

shortest path from start to finish will be the parent path from the target node to the start node. The 

time this takes of course depends on how many nodes the algorithm had to touch. A complicated 

path means that the algorithm had to touch many nodes, and therefore the time to find the shortest 

path is long.  

Every decision making turn the agents will perform one A* algorithm calculation per exit, and save 

the length of the paths. Decision making algorithms, described later on, will decide which exit is the 

(9) 
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best exit to head to. The agents then move the first step of their newly calculated path towards the 

exit. There are however two exceptions to how the A* algorithm is used.  

1. Due to the high complexity of the A* algorithm when an agent is at a remote position in the 

map, an intermediary waypoint is used as a target instead of all three exits in order to speed 

up calculation time. When the agents has reached the waypoint, which in this project is in 

the form of a line, they will start doing the A* calculation to the three exits like the other 

agents. A waypoint is map specific and must be placed manually in the map along with the 

walls and exits. It must be placed so that it doesn’t affect the agents time to exit; i.e. so that 

it lies in the general path of all the exits, so that the agents aren’t led somewhere where they 

have to spend time getting back from in order to exit.  

2. Also for complexity and calculation speed purposes, when an agent has reached the line 

outside of an exit; it will no longer do the A* to other exits, only to the exit it is lined up 

outside of. Although this may seem like a non-optimal compromise, it does not have an 

effect on the end result. An agent that has reached an exit and starting to line up will always 

exit trough that exit, since if the agent find it best at time t, it will also do so at t + Δ, for all Δ. 

The reasoning behind that assumption is that since no other agents can push themselves in 

before the agent, the number of agents ahead of it will decrease by one per turn, making the 

agent having to wait for Δ less agents at time t + Δ, thus making it less likely for it to switch 

exits as time increases. In order to save computation time, the agent will follow the same 

rules as the agents heading for a waypoint, described in exception 1.  

3.2 The look-around function 
The look around function has been discussed briefly in section 2.1. It is a way for an agent to “see” 

around like a normal person evacuating a building could. The agent then uses the information it can 

gather about the agents around it to make decisions on what exit to head for.   

 

Figure 4. Agent look-around function 

As stated in section 2.1, the look-around function can be described as a light source emitting rays 

from the agent performing it. The way this is done algorithmically is with a nested loop. The outer 

loop decides a target, a node to where a light ray should head. This target always is the bottom right 

corner of the map at the start. After the target has been set, the angle that a line from the agent to 
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the target forms with the x axle is calculated and named 𝜃. After that the second loop starts to draw 

up a line towards the target using the following equation system:  

𝑥𝑠+1 = 𝑥𝑠 + cos(𝜃) 

𝑦𝑠+1 = 𝑦𝑠 + sin(𝜃) 

Here 𝑥𝑠 and 𝑦𝑠 are the coordinates of the endpoint of the line as it is being drawn. In each iteration 

the round of 𝑥𝑠 and 𝑦𝑠 is calculated, and the node with coordinates 𝑟𝑜𝑢𝑛𝑑(𝑥𝑠), 𝑟𝑜𝑢𝑛𝑑(𝑦𝑠) is marked 

as visible. If an agent is occupying that node, and has a shorter path to the exit it is heading to than 

the agent performing the look-around, it is added to a list of agents ahead as described in section 2.1. 

When the node with coordinates 𝑟𝑜𝑢𝑛𝑑(𝑥𝑠), 𝑟𝑜𝑢𝑛𝑑(𝑦𝑠) is either the target node or a wall, the inner 

loop is broken, symbolizing an end to the emitted ray of light. The outer loop then changes the target 

one step, and the whole process is repeated again. Since the targets lies on the edge of the map, 𝜃 

may change only a little bit, and a light ray heading for the target in the second iteration may hit a 

node that has already been seen in the first iteration. To prevent agents from being calculated twice, 

each node that has been marked as visible is added to a hash-table, which is checked prior to 

marking any new node. The outer loop will switch the target, starting at the bottom right corner, 

following the edge of the map until all the nodes at the edge of the map has been used as targets, 

and the target is back to the bottom right corner. Since the targets are always on the edge of the 

map, the emitted light rays will never miss out any nodes; if there were no walls every node would 

be visible from every location in the map.  

 

Figure 5. Agent look-around 

In figure 5, the black agent has performed a look-around. All the agents that are ahead in getting to 

an exit are marked with a black dot. If the agent decides to head for the red or green exit, it will have 

to wait for those agent to exit first. The agents not marked with a black dot are not ahead of the 

black agent, and although they are seen, their presence is not taken into account when calculating 

waiting time.  

If an exit is very crowded, and an agent decides to head for another exit, it may go around a corner, 

so that it can no longer see the old exit. If the agent then performs a look-around, he will see very 

few agents going towards the old exit, and therefore may want to head back, believing there is no 

line. This is of course not what would happen in real life, since people have the ability to remember 

how crowded the previous exit were. In order to simulate this within the model, a memorizing ability 

has been added to each agent. Every time the agent look around, it will memorize how many agents 

(10

) 
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are ahead of it in line. If in one turn, they look around and see much fewer agents, the present agent 

will discard that information and instead go for what it remembers. Agents lined up outside of an exit 

are of course exiting every turn. The memory of the agent takes that into account, and decreases the 

memory by the exits handling capacity each turn. Should the agent look around, and detect more 

agents than is in the memory, the memory will be set to what the agent can see.  

3.3 Agent to agent communication 
When testing a scenario with the algorithms above, some problems arise. One of them is that the 

agents base their perception of the environment solely on their knowledge of the map (the static 

environment), and what they can see around them (other agents), and what they remember. 

Although this may seem sufficient for a fast evacuation, it isn’t, like can be seen in this example.  

An agent is approaching exit 1. It looks around, and sees that there is 100 agents heading there that 

are ahead of him. There is 50 agents heading to exit 2 that are ahead of him, and the path to exit 2 is 

only 75 steps. The agent cannot see exit 2, but with only 50 agents ahead, and a distance of 75, that 

exit seems like a good choice. As the agent starts heading towards that exit, it has to go around a 

corner. However, there are other agents in the way, heading back to exit 1. The agent cannot get 

through them, and has to wait until they pass. The reason the agents are heading away from exit 2 is 

of course that they are on the other side of the corner, and can see that exit 2 is too crowded, and 

has decided to head for exit 1. Now the situation is that agents are trying to get past each other, 

which isn’t good from an optimization perspective. Real persons would of course recognize the 

situation and deduce that the agents that are in front of them and heading away is a signal that the 

exit they are heading away from is too crowded; if you see people heading away from where you are 

going in an evacuation scenario, you would follow them, instead of trying to get past them. If the 

agents are left unchecked, they will eventually work their way past the opposing agents, only to go 

around the corner, and see the exit with their own eyes. It is not until that moment that they realize 

they should have stayed at exit 1. It is important to remember though, since there is a situation when 

2 groups of agents has decided to go away from their respective exits at the same time, it is not 

immediately clear which group of agents that made the right decision whether to stay or leave their 

exits. In figure 6, a situation like the one previously described is shown. A group of agents on the left 

has decided to leave the green and red exit because of the crowding, and instead head towards the 

blue exit. At the exact same time, another group of agents on the right side has decided to leave the 

blue exit and head towards the green exit. There is also a group of agents below the green group that 

are too far behind the green group to want to go to the green exit, and instead are heading to the 

red exit. The situation, then is a bit chaotic, with agents trying to go past each other. The reason 

behind the complicated situation is that the green agents cannot see the agents waiting in line next 

to the green exit, they can only see the agents lined up by the red and blue exit. The blue agents on 

the other hand cannot see the other blue agents lined up outside of the blue exit, instead they can 

only see the green and the red exit. When the agents then try to go their respective exits, they get 

caught up, and stalls in their movement. It can be seen in the graph that a few of the blue agent has 

managed to get past the crowd, and are heading to the green exit. They, of course remember the 

situation by the green exit, and know that the blue exit is the best to head for at the moment. One 

thing that should be remembered is that it is not obvious from an observer’s point of view whether 

the green or blue agents are “right”, in heading as they do, it all depends on the situation next to 

their respective exits. In the figure 6, it looks like there are more agents at the green exit, and 

therefore the right decision would be for the agents trying to get to the green exit to get back.  
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Figure 6. Example scenario 

 

Another example would be the red agents below the horizontal wall. They cannot see the red exit, 

and thinks there are only a few agents there. If they would know they would probably head to the 

blue or green exit.  

In order to permit agents to share information with others a rule is created that whenever an agent 

sees another agent closer to the exit it is heading to, it will query that agent for information about 

what it remembers about that exit. If that agent remembers that there are more agents ahead, than 

the first agent does, the first agent will discard its own memory of how many agents are ahead for 

the exit it is heading too, and instead remember what the other agent does. This gives both agents 

the same memory of that exit, and lets the first agent have the same information as the second 

agent, so that it does not actually have to go within viewing distance of the exit too see for itself. The 

rule of course works both way. The second agent will also query the first agent about information, 

since it is closer to the target the second agent is heading for. The end result will be that both agents 

will share their respective information about the exit with each other. Whichever exit of the two that 

has the least amount of agents will be the one they both are going to head to, unless of course they 

decide that both exits are too crowded, and head to the third one instead.  

3.4 Going around agents 
After all of the decision making has been done, and an agent has decided what node to head for, it 

will check that node to see if it already is occupied by another agent. Instead of just passively waiting 

for that node to be unoccupied, the agent will try to get around the obstacle. The way this is done 
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within this project is with two movement options described in figure 7. 

 

Figure 7. Going-around function 

The green nodes symbolize the primary options for an agent to move to. A move to a primary node is 

a 45 degree deviation from the planned path, and a move to the secondary move is a 90 degree 

deviation from the planned path. The path planner only plans one turn ahead, as opposed to a 

multistep obstacle avoidance planner. If the obstacle is larger than just one agent, the going around 

function will be called again next turn. If both of the primary options are free the agent will make a 

randomized choice between the two, in order to stay unbiased. If only one of the primary is 

unoccupied the agent will go there. If both primary nodes are occupied, the agent will try the 

secondary nodes marked in read the same way it tried the primary, with a randomized choice if both 

are unoccupied, and a move to one if one is unoccupied. If no primary or secondary nodes are 

unoccupied, the agent will not move that turn. It might simply be that there are a lot of other agents 

waiting by the exit, and the best choice is for an agent to wait its turn.  
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Figure 8. Going-around function flowchart 

Test cases 
The methodology and algorithms described in this report are generic and work for an arbitrary map 

with an arbitrary quantity of agents. For demonstration purposes a number of example maps are 

used to show the result of an evacuation using the system previously described. For scenario I to VI, x 

is one, meaning an agent can change heading every turn.  

The first scenario is a relatively open map with three walls running through. There are three exits, 

and the size of the map is 100 nodes in width and 80 nodes in height. One waypoint in the form of a 

line is located at the center to guide the agents in the lower parts of the map towards it, since the 

every agent from those parts has to pass through that line in order to reach an exit node.  

The second scenario uses the same map as the first one, but here the blue exit has double capacity, 

i.e. it allows two agents per turn to exit. To compensate for this, every agent will have their memory 

of agents at that blue exit decreased by two per turn instead of one, and each time any blue agent 

takes the max of path length and agents ahead, agents ahead will be divided by two. The third and 

fourth and fifth scenario use a new map with a more realistic multi room outlay. In the third scenario 

all three exits has the capacity of one agent exiting per turn. In the fourth scenario the green and 

blue exit have the capacity of two agents exiting per turn, while the red have the capacity of one. The 

fifth scenario is exactly like the third scenario, but with agent communication turned off as a 

reference. Scenario VI is a variant of scenario IV, but with a minimum agent to agent communications 

distance of 5.  

Scenario VII to XIV, uses the same setup as scenario III, but with x equal to 2, 4, 8, 16, 32, 64, 128 and 

256.  
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Table 1. Results 

 

Results and discussion 
 

Scenario Map Exits capacity System config Total field 
time 

Evac 
time 

Total 
efficiency 

I 1 1,1,1 Standard 38457 279 96 

II 1 1,2,1 Standard 45939 213 94 

III 2 1,1,1 Standard 58585 288 95 

IV 2 2,2,1 Standard 41158 209 76,5 

V 2 1,1,1 No communication 71547 388 69 

VI 2 2,2,1 Max com range 5 40688 214 75 

VII 2 1,1,1 Decide every 2 turns 55701 290 92 

VIII 2 1,1,1 Decide every 4 turns 60287 289 93 

IX 2 1,1,1 Decide every 8 turns 66147 291 92 

X 2 1,1,1 Decide every 16 turns 67218 295 90 

XI 2 1,1,1 Decide every 32 turns 62791 288 92 

XII 2 1,1,1 Decide every 64 turns 53571 288 92 

XIII 2 1,1,1 Decide every 128 turns 56148 319 84 

XIV 2 1,1,1 Decide every 256 turns 48002 319 84 

 

 

Slides of the evacuation scenarios I to V are shown in appendix A. The first scenario shows the agents 

splitting up between the three exits, and starting to head to the exit that will let them escape as fast 

as possible. The agents that are heading for the waypoint are marked in grey.  

At t=1, since no agent has a memory, they will all base their choice of exit on what they can see. The 

result are spread out patches of agents throughout the map. The agents heading for the red exit are 

spread out in two patches, one next to the exit, and one next to a wall in a portion of the map where 

the red exit is not seen. Agents within that patch cannot see the other red agents by the exit, and 

consequently think that it is a good idea to head to that exit. All tough it is not shown in appendix A, 

most of the agents within the patch will most likely not head to the red exit, mainly because they will 

communicate with the green agents above them and learn that the exit has more agents lined up 

with a shorter path.  

The situation for the green and blue agents are very similar with both having two groups of agents in 

the map, one next to the exit and one in a position hidden from the exit. Careful readers may also 

see some rogue agents that are not part of an agent group, these are most likely agents with indexes 

high up in the agent list, that have based their exit choice on old information. None of the rogue 

agents however will continue on their present heading, they will communicate with the agents 

around them, and react accordingly in the next turn. For more on glitches like these, see section 3.2. 

At t=30 a mix of red and blue agents can be seen in the middle of the map, those agents cannot quite 

decide which of the two to pick, and therefore are changing every turn. As can be seen in t=60, most 

agents chose the blue exit.  

At t=90, most agents that are not next to an exit are located within one group at the center of the 

map. The A* path planner has planned each of the blue agents within the group to be as short as 

possible to the blue exit, however that means that most of them are next to the upper wall. When all 

agents try to take that path, the flow is congested, and the agents move slower. This phenomena will 

be more visible in scenario IV and 5, where a map with many narrow door openings is used. The 
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congestion, however will have little implications on the optimization results, since the blue exit 

already is working at capacity. At t=150 all the agents have chosen their respective exits, and the rest 

of the evacuation process becomes a wait for all agents to exit.  

The performance according to the criteria (6) varies between simulations. It may depend on when a 

particular agent communicates with other agents, when an agent makes a move, starting positions 

and other factors. The optimization accuracy varies is an average about 94%, varying between 92% 

and 96%. In the example posted in appendix A, the accuracy was 94%, and a total evacuation was 

achieved in 282 turns. The global optimal optimization time is unknown, but under unrealistically 

perfect conditions it is 800/3 = 267 turns. That makes the achieved result to be within 7% margin, 

although the actual margin will be considerably smaller than that.  

The second scenario was similar to the first scenario, but with the blue exit able to handle two agents 

per turn instead of one. The simulation differs from scenario I in that there are a lot more agents 

going for the blue exit as predicted, and the total evacuation time is shorter. With the rating from (6), 

the effectiveness is slightly lower than in scenario I, varying between 89 and 93 percent, with an 

average of 91%. The main reason for this is the difficulty for the blue agents to reach the high-

capacity blue exit fast enough. This is also reflected in the higher field time. Total evacuation time 

was 216 turns.  

The map in scenario III is different from scenario I and 2. It has a more realistic layout with rooms and 

door openings. The map is also much more sectioned with walls running across most of it, making it 

very difficult for agents to see far. At t=1 this can be clearly seen as there is a massive 

overrepresentation of red agents in the map, due the fact that all of them are within sections and 

cannot see each other. At t=30 those red agents are getting closer to the red exit at the bottom, and 

some of them are starting to learn that there are a lot more of them than they first thought. At t=60, 

this fact has been communicated to most of the other red agents and they start heading to other 

exits. Unlike in the first map, where agents could see for a longer distance, the agents here have to 

travel a lot closer to the exits in order to understand the situation there. At t=90 to t=120, there is a 

group of agents in the center that is indecisive of which exit to take, given that their decision making 

situation is harder when they cannot see any exit. The efficiency is less than in scenario I and 2, 

varying between 88 and 92, and with a total evacuation time of 293 turns. This is somewhat to be 

expected considering the limited vision and tighter spaces in map B.  

Scenario IV uses the same map as scenario III, but with the green and blue exit at double capacity. In 

this scenario less agents travel towards the red exit, and therefore avoid some of the more 

complicated layouts in the map. In scenario III the blue exit only had single agent capacity, which that 

the door in the large room to the right never became a bottleneck. Here, however it does. Since the 

agents can evacuate so quickly through then blue exit, by the time the agents in the room finally 

come out into the corridor, there are very few agents lined up by the blue exit, giving those agents 

no reason to not all head to the blue exit, instead of splitting up between the blue and green like in 

scenario III. This makes the green exit empty considerably faster than the blue and red exits that 

empty about the same time while, giving the green exit a very low efficiency rating of 62 %. Because 

of this internal bottleneck, the efficiency rating (6) may not be ideal to rate to measure the efficiency 

of the evacuation. Using that system, however, a benchmark for scenario IV is 76 % efficiency for a 

total evacuation time of 209 turns.  

Scenario V is identical to scenario III, but the agent communications ability has been turned off for 

reference. The results show a very poorly executed evacuation. At t=60, a small group of blue agents 

are trying to get out of a door, but cannot go through because of a big group of red agents trying to 
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get in. Since the groups are unable to communicate, the blue agents cannot tell the red agents to 

turn back. The same phenomena can be seen throughout the entire evacuation in the room in the 

lower right side. Here, red and green agents are trying to get past each other with difficulty, due to 

the narrow doorways. The evacuation is not done until turn 388, which is 93 turns more than 

scenario III, using the same exit capacities. Both the efficiency and field time is significantly worse 

compared to scenario III.  

Scenario VI is a variant of scenario IV where a minimum agent to agent communication distance has 

been set to 5. The result does not differ much from scenario IV, the only difference is that the 

communication between the agents takes a few turns longer to reach all agents in a group. There is 

however always an unbroken chain of agents that can relay the information from an agent to other 

agents further back. The efficiency is on average only 2 % worse than in scenario IV, which shows the 

power of the communication ability, even when imposing a distance limit.  

Scenario VII to XIV uses a system configuration where agents can only switch exit heading every x 

turns, for x = 2,4,8,16,32,64,128 and 256. This speeds up the algorithm significantly, since a complete 

A* only has to be done every x turns. For x up to 64 there is no significant change in the total 

evacuation time. For x equal to 128 and 256, there is a decline in performance of about 10 %. The 

evacuation at the higher intervals is quite chaotic, reminiscent of scenario V, where agents are in 

locked up positions throughout the map. Although the agents cannot switch heading during most of 

the evacuations, they can still communicate to other agents and learn the current situation of the 

map. Using this information, when it is time to switch, they all have a good view of the map and 

know where to go. The big drawback is the field time, which is increased for x equal to 2 to 64. At the 

higher intervals, the field time is smaller, since it is difficult for agents to switch between exits, and 

they therefore stay with their first heading instead of going back and forth over the map. The 

increased field time means that agents spend more time in dangerous areas in the map, which is not 

desired in any evacuation.  

 
Figure 9. Scenario VII to XIV plot of table 1 
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Conclusion 
 

The purpose of this project was to investigate if it is possible to design a set of relatively simple rules 

that a person in an evacuation scenario can be taught so that an evacuation process in a known 

building, such as a workplace can planned more efficiently. The simulation showed that with a simple 

system of vision, communication and calculation, some fairly optimal results can be obtained. There 

are two factors that stand out from the result. The first is the importance of information sharing and 

communication. In the same map (see scenario III and V) with the same number of agents, the ability 

to communicate made the evacuation about 30 % more effective, so although an evacuation is a 

chaotic event, to communicate the best exits to other people will make the evacuation more 

efficient. The other find is the importance of having clear evacuation paths in building, it should be 

avoided to have exits in small rooms where visibility is limited, because this makes it difficult for the 

agents to get an overview of how crowded the exit is.  
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Appendix A – Simulation view 
 

Gray agents are heading to their waypoint and has not yet decided which exit to go to.  

 

 

Figure 10. Scenario I evacuation slides 
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Figure 11. Scenario II evacuation slides 

 

Figure 12. Scenario III evacuation slides 
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Figure 13. Scenario IV evacuation slides 

 

Figure 14. Scenario V evacuation slides 
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