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Sammanfattning 
 

Begreppet om det uppkopplade samhället är en verklighet idag. Internet har en stor inverkan på 
vår vardag och nätoperatörer tillhandahåller den underliggande infrastrukturen och driftsätta 
tjänster för att möta kundernas krav. Datas mångfald som transporteras genom operatörsnäten 
ökar med införandet av nya hög bandbredd tjänster och över innehålls nätverket. Med detta 
distribuerar eller drivar operatörerna nätverk för att möta dessa krav utan hänsyn till 
energieffektiviteten. Eftersom priset på el fortsätter att växa, tenderar detta att bli ett problem 
med allvarliga konsekvenser. För att lösa detta problem har en trend mot mer 
energieffektivanätverk vuxit fram. 

I denna avhandling undersöker vi ett sätt att underlätta införandet av nya energieffektivitet 
paradigm för fasta nät. Mot detta syfte undersöker vi energieffektivitetsprogram väljer man en 
som vi tror är mer realistiskt möjligt att distribuera. Vidare anger vi de insatsvaror som behövs 
för den valda " gröna " routing strategi. Dessutom studerar vi befintliga och nya protokoll som 
kan ge grundläggande nätverksövervakning funktioner som gör det möjligt för förvärvandet av 
dessa ingångar. Till slut föreslås en Software Defined Nätverk (SDN)  för att underlätta 
utvecklingen av energieffektiva medvetna nätverk. Detaljerna i en grundläggande SDN 
övervakning program presenteras från en abstrakt arkitektonisk synvinkel och tre mönster som 
härrör från denna grundläggande arkitektur diskuteras. De tre mönster är nämligen All_Flow , 
First_Switch och Port_FlowRemoved. De två första genomfördes som steg mot att förstå den 
fulla kapaciteten att utföra övervakning i SDN aktiverat nätverk och gav värdefull input mot att 
förverkliga den tredje. Deras användning och fel diskuteras eftersom de kan ge insikter för 
framtida implementeringar. Den Port_FlowRemoved som föreslås ger den mest passande resultat 
för övervakning ändamål till hands  och övervakar att hämta de identifierade ingångar för den 
valda " gröna " nätverk strategi. Differentier faktor bland de tre mönster gäller hur de samlar in 
de nödvändiga insatsvaror från nätverket. En snabb prototyp skapas för att validera den 
föreslagna arkitekturen och på så sätt ger giltigheten av idén.
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Abstract 
 

The notion of the networked society is more than ever true nowadays. The Internet has a big 
impact on our daily lives. Network operators provide the underlying infrastructure and 
continuously deploy services in order to meet customer demands. The amount of data 
transported through operator networks is also increasing with the introduction of new high-
bandwidth services and over the network content. That being said, operators, most often deploy 
or operate networks to meet these demands without any regard to energy-efficiency. As the price 
of electricity continues to grow, this tends to become a problem with serious implications. To 
solve this problem a trend towards more energy efficient networks has emerged.  

In this thesis, we investigate a way to facilitate the introduction of new energy efficiency 
paradigms for fixed networks. Towards this end, we investigate the energy efficiency schemes 
proposed up to now and select one that we believe is more realistic to deploy. Furthermore, we 
specify the inputs required for the selected “green” routing approach. Moreover, we study 
existing and new protocols that can provide basic network monitoring functionality that enables 
the acquirement of these inputs. In the end, a Software Defined Networking (SDN) approach is 
proposed to facilitate the development of energy-efficient aware networks. The details of a basic 
SDN monitoring application are presented from an abstract architectural point of view and three 
designs stemming from this basic architecture are discussed. The three designs are namely 
All_Flow, First_Switch and Port_FlowRemoved. The first two were implemented as steps 
towards understanding the full capabilities of performing monitoring in SDN enabled networks 
and provided useful input towards realizing the third one as a proof of concept. Their usage and 
faults are discussed as they can provide useful insight for possible future implementations. The 
Port_FlowRemoved is the design and implementation that is suggested as providing the most 
fitting results for the monitoring purpose at hand. This purpose is to retrieve the identified inputs 
for the selected “green” networking approach. The differentiation factor among the three designs 
is how they collect the required inputs from the network. A fast-prototype is created as a proof of 
concept in order to validate the proposed architecture and thus empower the validity of the idea.  

 

Keywords: Software Defined Networking, Traffic Monitoring, Network Monitoring, Energy-
Efficient Networks 
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CHAPTER 1 - INTRODUCTION 
 

1.1 Thesis Motivation 
 

It is true that networks that form the Internet are indispensible in today’s networked society. 
Although in the early days of its existence, the Internet, was used by few people mainly to 
transfer small pieces of information, it is nowadays used by billions of users in every aspect of 
their lives [1]. New services have enabled users to work from remote locations, being offered 
health care services remotely, using voice transmission over packet switched networks, 
exchanging big data files using overlay peer-to-peer technology and most of all being able to 
stream video. Even traditional telephony operators offer triple-play bundles of Internet, Voice 
and Video as a basic package. These services led to an exponential growth of data traffic passing 
through operators’ networks, which is still increasing at high rate [2]. This increase will most 
likely intensify in the coming years as the notions of Internet of Things [3][4] and Cloud 
Services gain wide acceptance. Cloud services comprise of large data centers created using 
commodity hardware that is interconnected using a data center network. In the past decade, 
networks have undergone significant changes mainly in order to handle the ever-increasing 
traffic requirements. From simple networks that were easy to manage, they have transformed 
into complicated networks that are difficult to manage, utilizing different management 
infrastructures and having high operational expenditure (OPEX) [5].  

 

In order to meet service requirements, network operators, usually overprovision their networks 
with more resources than necessary while network equipment vendors have been focusing on 
providing better forwarding performance. These actions neglect the power consumption of 
network elements. Nonetheless, power consumption has an increasing impact on different 
aspects from operational cost to environmental legislation and marketing. For this reason, energy 
efficient forwarding approaches have started to gain lots of attention.  

 

In the current Internet architecture, the normal state is that all nodes and links are active, possibly 
with the exception for passive backup equipment. Hence, network equipment is rarely, if ever, 
put into power saving mode. This is depicted in Figure 1.1-1, scenario A where interfaces, 
although not used to carry any traffic, are still active, consuming energy. 
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Figure 1.1-1 – Example of unused backup resources 

 

Furthermore, the network relies on the nodes to rapidly detect if a link is down and then reroute 
the traffic along an alternative path. In addition to traditional routing, traffic engineering may be 
used, for instance to avoid hot spots and instead spread traffic over multiple paths in order to 
achieve a better utilization of the network. This is depicted in Figure 1.1-1 scenario B where 
traffic load is distributed across two available paths from A to D.  

 

A green forwarding approach would take different criteria into consideration. A key aspect in 
order to facilitate an energy efficient forwarding scheme is to deduct the necessary inputs for 
such a mechanism. Subsequently, the next important thing would be finding a method to acquire 
these inputs. This method should allow for an easier deployment of the green routing scheme. 

1.2 Thesis Scope 
 

The purpose of this work is to investigate protocols and mechanisms that facilitate the 
deployment of an energy efficient forwarding mechanism in fixed networks. Part of this study is 
to identify the necessary inputs to the forwarding mechanism and deduct a way to acquire them 
within the green networking scope. The actual design and implementation of green traffic 
forwarding is outside the scope of this work. For a full-scale energy efficient network 
deployment there are more elements required. One such additional element could be for example 
an energy model, which will provide information about the energy consumed per interface for 
every network node. In this thesis we mainly investigate the monitoring perspective although 
forwarding is also discussed briefly as it is tightly linked to the monitoring process. The thesis 
should provide an answer to the following questions:  

- What is a realistic, simple to implement, scalable energy efficient networking mechanism? 

- What are the necessary inputs for an energy efficient networking mechanism from a monitoring 
perspective? 
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- What is a good monitoring solution in regards to facilitating the selected green networking 
scheme decided after answering the first question? 

1.3 Methodology 
 
In order to reach the goals of this thesis, different approaches are used. An inductive aproach is 
used in the following sense. Through a comprehensive literature study we aim to identify an 
architecture that enables the application of energy-efficiency principals in wired networks. This 
first of all involves understanding the underlying principals of energy efficient schemes in wired 
networks. Furthermore, it is essential to understand the importance of network monitoring and 
how it is currently performed in order to decide the best way to provision the necessary inputs to 
such a mechanism. By critically evaluating the background study of these areas we come up with 
a new suggested architecture that at least provides the same level of performance but is easier to 
implement and offers the advantage of simplicity and flexibility. Moreover, an empirical method 
is used to test the validity of our study, evaluate the feasibility of the proposed architecture, but 
also to discover limitations, suggestions and improvements that can be considered in the future in 
order to use the architecture in a real production or research network. 

1.4 Audience 
 

This thesis’ expected audience is comprised of telecom industry professionals and BSc/MSc 
students with a background in ICT. A basic knowledge of data communication and 
telecommunication is required. 

1.5 Structure of the Thesis 
 
In Chapter 2 energy efficiency approaches in wired networks are discussed in order to pinpoint a 
realistic energy efficient application paradigm and its’ required inputs. In Chapter 3 network 
monitoring is discussed. The basic inputs for a “green” forwarding approach from a monitoring 
perspective are identified and a background study on existing protocols used to acquire them is 
presented. Chapter 4 goes through a detailed presentation of Software Defined Networking 
notions followed in Chapter 5 by the presentation of a monitoring prototype that enables “green” 
forwarding decision making. Three different design approaches are discussed. Chapter 6 presents 
the verification of the monitoring fast-prototypes that were created as a proof of concept. 
Furthermore we present and discuss validation results for each of the different approaches, even 
if they do not work as expected, as we believe that knowledge acquired towards selecting the 
monitoring design that sufficiently fits the monitoring purpose at hand, might be useful for other 
future implementations. In Chapter 7 we discuss the social, ethical, economic, environmental and 
ecologically sustainable development aspects of this work. Chapter 8 presents the conclusions of 
this work and future work. 
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CHAPTER 2 - ENERGY EFFICIENT NETWORKS  
 

2.1 Introduction 
 

Traditional fixed networks are built optimized to deliver high performance and availability. 
However, a new reality emerges due to the ever-increasing data traffic requirements. An 
exponential increase in data traffic is taking place and is expected to continue to do so [2][6]. 
Network equipment vendors have opted to tackle this problem by producing more high-
performance devices not taking into account the increased power consumption of these devices. 
Operators on their end chose to either use higher-performance devices or increase their network 
capacity by adding more forwarding network elements [7]. This in turn increases the overall 
power consumption of their network. Network growth may be constrained not only by the ability 
of forwarding speed of routers and electronics but also by its’ energy consumption. 

 

Since the ICT sector has historically being attributed with many innovative solutions to the 
energy waste problem [8] it would seem odd not to apply energy-aware principles to itself. In the 
last few years, energy-efficient networking has gained popularity due to economical and 
ecological issues. Towards this end network operators are researching how to optimize their 
overall network power consumption. Energy efficiency is the term most often used in connection 
to the economic aspect while green networking is the term used in connection to the 
environmental and sustainability aspects. The terms are used interchangeably throughout this 
report to refer to the same notion. 
 

At the moment, calculating the overall energy consumption of a network or creating an accurate 
model is not feasible, making it difficult to calculate the exact cost of operation that stems from 
energy requirements. Nonetheless, an overview of the energy consumption of a Telecom 
operator is described in [9]. Power awareness in network design, configuration and management 
is advocated in [10] where a measurement study of the power consumption of various 
configurations of widely used core and edge routers was also conducted. 

Energy consumption of network devices is still based on the specific configuration under 
investigation. There is no universal procedure on how to measure the energy consumption and 
thus each vendor publishes its own data with next to little meaning. An effort to standardize 
energy consumption testing for comparison reason is under way by the ECR Initiative [11]. In 
[12], the notion of the efficiency metric is introduced to allow for comparison between network 
devices of different vendors in regards to energy efficiency while in [13] a more thorough 
explanation of energy efficiency metrics, test procedures and measurement methodologies is  
argued. 

 

It is true that energy consumption is a big expense for network operators and companies that 
utilize big data centers. Specifically for operators, in [14] it is being noted that on average 13% 
of electric power is used in offices and retail, 11% is used in data centers and the remaining 76% 
is used in the network. Electricity prices are increasing in the past decade [15][16] and for this 
reason we can expect that the operational expenditure of network infrastructures will also 
increase significantly in the years to come. Cutting down electricity costs is a big step towards 
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increasing profitability for network operators and can only be viewed in a positive way [17]. A 
study performed by Bolla et al. [18] indicates that the power consumption reduction by using 
power-saving schemes in the network infrastructure can reach 70% which is translated into 
savings of 133 million euros per year.  

 

Moreover the reduction of energy consumption is also very important for environmental reasons 
related to Green House Gases (GHG). As governmental and authoritative bodies are enforcing 
legislations to ensure an environmentally sustainable future, network operators must adapt to 
these rules. An example of these rules is the introduction of the EU Emissions Trading System 
[19] by the European Union or the carbon tax introduced in Australia. It is evident that GHG 
reduction objectives have an impact on the ICT sector, even more so when considering its’ 
contribution to overall emissions. The ICT sector accounted for approximately 2% of the 
worldwide CO2 emission in 2007 [20] and this contribution is expected to increase significantly 
in the near future [21]. 

 

As a conclusion it is becoming evident that network operators will be forced to implement some 
sort of energy efficiency scheme in the near future. The goals of this energy-efficient scheme 
may even be contradictory to those of traditional networking schemes used at the moment. An 
overview of the background research related to energy efficient fixed networks is presented in 
the next section. 

2.2 Important Trends 
 

The pioneer research of Gupta et al. laid the foundation for green networking research. In [22] 
they suggested directions towards sleeping components, aggregation of traffic along a few routes 
only, green design and also discussed some of the impacts on Internet protocols. Most of the 
following research moved towards these guidelines.  

An excellent work summarizing some of the green networking research can be found in [23]. 
Different approaches can be categorized based on their timescale as on-line and off-line. The 
former approaches can act at runtime while the latter approaches are mainly used during the 
network planning phase. Furthermore, approaches can also be divided based on the 
communication layer they apply to, as depicted in Figure 2.2-1. They can be divided into data-
link, network, transport, application layer solutions or cross-layer solutions. Different approaches 
can be complementary to one another. We will mainly focus on data-link and network 
approaches as they gather much of the focus of ICT research. 
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Figure 2.2-1 - Green Networking Approaches Clasiffication 

 

The main focus on data-link approaches is Adaptive Link Rate (ALR) by rate switching or 
sleeping during the inter-arrival period of frames. ALR aims to reduce the power consumed for 
transmitting in response to low utilization. The IEEE Energy Efficient Ethernet Task Force was 
introduced in 2010 [24]. In the first case, the notion is for the link to operate in the most optimal 
line transmission rate correlating to the real-time demands of the traffic. As different possible 
transmission rates have different energy requirements, significant savings are possible by 
operating at lower transmission rates. In the second case, it important to find the desired 
compromise between packet loss/delay and energy savings. Different sleeping modes such as full 
sleeping, buffering while sleeping or shadow ports are discussed in [25]. Another part of the 
research community is focused on providing an accurate prediction as to when to put the link on 
sleep mode [26]. In [27] a complex online energy-aware traffic management technique is 
suggested based on the networking hardware’s ability to use rate switching and sleeping between 
the inter-arrival period of packets. This suggested approach requires specific hardware and 
cannot be applied to already deployed networks. The evaluation was performed using ns-2 
simulator and the ISP topologies published by the Rocketfuel project [28]. A comparison study 
between the two approaches (rate switching and sleeping) was conducted in [29]. The evaluation 
and comparison was based on packet-level simulation (using ns2) with real-world network 
topologies and traffic workloads (Abilene, Intel). 

Network level approaches also have a major part to play in the reduction of energy consumption. 
Networking systems are designed and dimensioned with over-provisioning and redundancy in 
mind. Networks are planned to handle peak traffic, with extra capacity to allow for burst events. 
This results in networks consuming more energy than necessary during low traffic periods. 
Moreover, networks are also designed to provide redundancy. This leads to devices or spare 
links being powered-on without carrying any load just in case another device fails, adding in this 
way to the overall energy consumption of the network. The aim of energy-aware routing is to 
aggregate traffic flows to a minimum subset of network devices and links so that the rest can be 
put to sleep. The solution should preserve QoS and path redundancy constraints.  

This problem is usually addressed in the design phase (off-line solution) and is characterized as a 
multi-commodity flow problem which is known to be NP-hard. In many cases though, it would 
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be optimal to have an on-line solution which can more realistically meet network operator 
requirements. In [30] the problem is addressed as a design problem formulated using ILP 
formulation and some heuristics are proposed. Their performance was evaluated in order to 
showcase that it is possible to power off some network devices while still fully guaranteeing the 
QoS and connectivity constraints.  

In [31] a Network Traffic Consolidation algorithm is proposed for use in data centers. It routes 
traffic so that it consolidates on fewer links by removing all redundancy in the network. The 
algorithm was evaluated using network traces from a production data center along with two other 
algorithms. Although not directly relevant to energy-aware routing in big operator networks it is 
indicative of the direction towards these solutions. The concept of Energy Profile Aware Routing 
is suggested in [32]. Based on energy profiles acquired for network equipment and actual load 
information, off-line traffic routing decisions can be taken in order to reduce the energy 
consumption of the network. In [33] a simple algorithm is proposed to select the network 
equipment that must be powered on in order to guarantee the service in a realistic IP network 
topology. The reported energy consumption savings are 23%. 

An excellent work is presented in [34]. The authors propose an intra-domain traffic engineering 
mechanism, which maximizes the number of links that can be put into sleep under given 
performance constraints such as link utilization and packet delay. The problem is formulated as a 
Mixed Integer Programming (MIP) problem with the total power saving as the objective to be 
maximized. Performance requirements such as maximum link utilization (MLU) and network 
delay are considered as constraints in the problem. A practical heuristic is then proposed. The 
central management controller collects network topology and traffic matrix from OSPF’s Link 
State Advertisements (LSAs). The link load information is part of the Traffic Engineering Link 
State Advertisement (TE-LSA) defined in RFC3630. Afterwards, the controller solves the 
problem to get which links to be turned on or off, and distributes this information to routers via 
the Traffic Engineering Metric (TE-Metric) attribute, another extension to OSPF defined in RFC 
3630. The Abilene and Gent network topologies and traffic data were used to evaluate GreenTE 
in ns2. The suggested approach resulted in energy savings of 27% to 42% compared to 
traditional routing, under the constraint of the maximum link utilization being 50%.  

When network level approaches to the energy conservation problem are being investigated it is 
important to take into consideration the possible effects that may arise from pruning the network. 
Link reduction schemes leave the network prone to disconnection from a single failed link or 
switch, and provide little extra capacity to absorb additional traffic. Furthermore, a network 
operated close to its capacity will increase the chance of dropped and/or delayed packets [35]. 

Finally, it is important to note that actual network efficiency is difficult to calculate as changes in 
the simple routing process may have an adverse effect on other components. This may lead to 
increased usage of CPU cycles, increased cooling needs, increased management traffic and 
processing. These effects may result in an unforeseen increase in power consumption. 

2.3 Lessons Learned 
 

Network operators can only implement some of the proposed data link approaches in a small part 
of their network at the moment but not network-wide. The reason is that the network devices that 
the network operator is currently using do many times not support the features required. In case 
operators want to use some of the proposed data link approaches, they are forced to upgrade their 
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whole network infrastructure. This upgrade is both costly and inefficient for the network 
operators. 

Network layer approaches are more realistic at the moment. Green routing might contradict 
traditional routing and traffic engineering. Different criteria should be taken into consideration 
and the outcome of a green routing approach will be different than traditional routing as nodes 
would need to be put into a power saving mode or be shut down completely. Under certain 
conditions, this will lead to green routing moving traffic flows in certain parts of the network in 
order to put some parts of the network in a power saving state. 

A green routing solution should be simple and easy to deploy. Moreover an operator should be 
capable of making changes on demand to it or experiment with new paradigms without being 
constrained by vendor devices that implement a proprietary solution. This also enables the 
possibility to make future improvements as advances in technology allow. 

With that in mind, we consider the basic idea proposed by Gupta et al. of highly utilizing links 
and shutting-off or putting in less-power consuming state the links that are not used, the most 
prominent at this point. GreenTE that is based on this idea is an excellent proposal to start with 
but it is primarily working off-line (the optimization problem must be solved periodically 
depending on how often the matrix changes and by how much), requires specific protocols to be 
run on top of the infrastructure (OSPF-TE and MPLS), the TM is not calculated directly and 
does not provide the ability to acquire fine-grained network state information that might become 
useful for future alternations to the forwarding process. Nonetheless, the underlying notion is a 
realistic implementation of an energy-efficient routing approach.  

Based on the literature review and having the idea presented in the previous paragraph in mind, 
we conclude that a number of characteristics that depict the network state are needed as input to 
a green routing decision engine. To be able to perform traffic aggregation over a minimum set of 
links, the basic necessary inputs needed to depict the network state are the link loads and up-to-
date routing information for the given topology. That is because by having this information we 
can distinguish between lightly loaded links that can have the traffic flowing over them 
offloaded to other links without disjoining any network endpoints. Moreover, a historic traffic 
demand representation can also be a useful input in case we want to include historic data in the 
forwarding calculations in order to be able to deal with statistically verified burst traffic periods. 
For example, during rush hour we can estimate the volume of traffic from a source to a 
destination and consider if we should perform traffic aggregation or have more links in 
operational state. 
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CHAPTER 3 - NETWORK MONITORING 
 

3.1 Introduction 
 

Network monitoring refers to the act of monitoring traffic parameters that depict the network’s 
state as accurately as possible.  The goal is to have a real representation of the network properties 
so that the overall network performance can be evaluated or decisions can be made based on the 
network’s state. Network monitoring can also provide only partial information about specific 
metrics that are important to take a specific action. Since the traffic volume and characteristics 
traversing a communication network are constantly changing, it is important to have a 
continuous monitoring process that provides updated information.  

Importance 

The Internet is based on the idea of best effort delivery so that routers are simplified and the 
network can be more efficiently used. However, nowadays more and more services require 
Quality of Service (QoS) guarantees and Internet Service Providers (ISPs) are obligated to offer 
some kind of QoS differentiation among offered services [36]. For that reason network 
monitoring is of utmost importance to ISPs. It enables ISPs to detect network anomalies, 
dimension their network infrastructure in an efficient way and most of all operate their networks 
in a way that meets their Service License Agreements (SLA).  

Applications 

An important issue is the dimensioning of the network in order to be able to accommodate the 
current as well as future traffic demand. If the dimensioning is not carried out properly it might 
result in a case where parts of the network are congested due to non-optimal allocation of 
resources or failed links. In the case of non-optimal network dimensioning, the network might 
not be appropriate to handle the volume of traffic needed or it might be extremely costly to 
upgrade. 

 

Nowadays, most operators, if not all, overprovision their network capacity in order to avoid 
congestion that may result in degradation of offered services. This overprovisioning tactic also 
leads to a lot of spare network resources that are unutilized. This is not a cost effective way to 
use the resources at hand. This has led to the need for control of how the traffic is moving 
throughout the network. In order to tackle these problems the concept of traffic engineering has 
come to light. This concept has also been paraphrased as “put the traffic where the bandwidth 
is”. Traffic engineering is heavily used in today’s networks and network monitoring is integral to 
it. 

Congestion in the network during operation can be dealt with in several ways such as admission 
control or load balancing.  

Admission control refers to the act of treating incoming packets differently based on some 
criteria. Packets entering the network are classified into traffic classes based on parameters that 
can be found in the packet’s header or payload. These traffic classes are subject to different 
treatment policies in terms of rate limit, queue prioritization etc. This way, traffic flows that are 
given quality of service guarantees are favorably treated and have more available bandwidth 
even under a congested environment. This scheme emphasizes on providing “better” network 
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conditions for specific flows and not in utilizing the network resources to avoid congestion in a 
network-wide fashion.  

Load balancing is a technique of offloading the heavily congested parts of the network if free 
resources are available. It can be characterized as an approach that takes into account the overall 
resource usage of the network in contrast to admission control approaches. Load balancing is a 
traffic engineering task where traffic is routed based on input information and required 
performance constraints. Traffic is distributed among many different paths towards its 
destination in order to avoid contributing to congested links taking into account available 
resources. 

 

 



  13 

 
Figure 3.1-1 - A Traffic Engineering Scenario 

 

In Figure 3.1-1 above we can see three flows of 3,5Mb/s each that have as an ingress point 
Router A and as an egress point Router F. In traditional routing all three flows are routed through 
the same minimal cost route to their destination as depicted in Case 1. That is through the A-C 
link. This leads to the congestion of the link as it can only accommodate 10Mb/s. When load 
balancing, the same traffic volume, can be equally distributed through alternate means as in both 
cases 2 and 3. The same traffic is routed through multiple links, each of which has the capacity 
to accommodate the required demand. In Case 2 the link load threshold is set to 75% while in 
Case 3 to 50%. Based on the constraints set, traffic is routed differently as depicted in Cases 2 
and 3. 

 

For all the operator network management tasks described above, including routing and traffic 
engineering applications such as load balancing as well as network capacity dimensioning, 
certain network information is required as input. For this reason network monitoring is integral 
to these processes and of outmost importance for the operators.  

An example of the necessary network information is the following. The load balancing problem 
described above could be formulated as an optimization problem with a traffic matrix as an 
input, the function to optimize being the minimization of the link utilization throughout the 
network and the outcome being the optimal routing for the traffic from source to destination. By 
minimizing the link utilization on most links, there would be enough extra capacity to 
accommodate variations in the traffic volume. In the case above the necessary inputs from the 
network monitoring process should be the traffic volumes on the links, routing information and 
the expected volume of traffic from every source to every destination. 

In Figure 3.1-1 we have a representation of the traffic that needs to be delivered. Depending on 
the minimum acceptable value of the link utilization, different options for routing the traffic are 
available.  

For a detailed overview of traffic engineering from the perspective of routing optimization refer 
to [37]. 
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Types 

Network monitoring techniques can be categorized in two distinct types: active and passive 
[38][39]. The difference between the two lies on the generation of additional traffic in order to 
perform the monitoring task at hand. Passive methods do not use any injected probes but are 
“passively” measuring the traffic characteristics. Passive methods require the installation of 
dedicated hardware at different network points. The upside is that they do not produce any 
additional management packet overhead. Active measurements make use of extra packets in 
order to acquire the traffic characteristics either in the form of active probes or as management 
protocol exchange messages. For example, using a network utility such as ping to deduct the 
round trip time (RTT) is considered as sending active probes. Although both types are used for 
different network monitoring purposes, the obvious trade-off between the two is the generated 
overhead and accuracy.  

Green Networking and Network Monitoring 

From a green routing point of view, network monitoring is equally important. Green routing can 
also be seen as a traffic engineering approach similar to the ones described before. The necessary 
inputs for a green forwarding scheme were identified in the literature study presented in the 
previous chapter. A network monitoring process is responsible for acquiring these measurements 
from the network infrastructure. The definition of these inputs is presented in the next section 
along with the monitoring methods used currently to acquire them. 

3.2 Identified inputs for Green Networking 

3.2.1 Routing Matrix 

A routing matrix is a representation of how traffic flows are routed through the network. It can 
be depicted in many ways. One is as a two-dimensional matrix where the entries can have one of 
two values: zero and one. If a flow traverses a link then the value is 1, if not then the value is 0. 
If the order that the flow traverses the links needs to be stored, it can be represented as a two-
dimensional matrix that has increasing integer values starting at 1 for every link it traverses. An 
example is if traffic goes from A to B to C then, link A-B has a value of 1 and link B-C has a 
value of 2. An illustration of a routing matrix can be seen in Figure 3.2-1 where three flows 
traverse the network. Flow 1 from A to B, flow 2 from A to D and flow 3 from C to B. The 
resulting traffic matrix is presented using the notion described above. The routing matrix is 
considered as fixed during the observation period (i.e it does not change during the monitoring 
interval) but can change during the operational time of the network. 
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Figure 3.2-1 - Illustration of A Routing Matrix 

 

The most commonly used approach to retrieving information about the routing matrix is by 
inspecting the routing tables of the network’s nodes using the Simple Network Management 
Protocol (SNMP) [40]. 

3.2.2 Link Utilization 

Link Utilization represents the fraction of the link capacity that is being used and is a value 
between zero and one, expressed as: Link Utilization = Usage / Capacity. Zero is when the link 
is not used and 1 when it is used in its full capacity. The percent utilization of the link can be 
calculated by multiplying the link utilization by 100. In that case percent utilization can be 
expressed as: Percent Link Utilization = (Link Utilization) * 100. 

Link Usage or else Link Load is the actual number of bits transmitted across a link from any 
source, including those sources that may not be directly attached to either side of the link, over a 
monitoring interval time.  

Link Capacity, is the theoretical maximum amount of data that the link can carry. [41] [42] 

Measurement of link utilization is based on port counters. In traditional IP networks, the most 
common way of acquiring port counters is by using SNMP. An example of using SNMP to 
acquire link counters is explained in detail in the next section. 

3.2.3 TM 

A traffic matrix (TM) is a representation of the volume of traffic traversing the network between 
each ingress and egress pair of nodes in the network. A traffic demand matrix is a representation 
of the traffic demands that need to be routed through a network between each ingress and egress 
pair of nodes, irrespectively whether the full amount of traffic was delivered or not. The two 
terms are used interchangeably in the rest of this document to represent the traffic demand. 
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Figure 3.2-2 - Traffic Matrix Illustration 

 

In Figure 3.2-2, three flows of 1 second duration each, traverse the network from A to B, A to D 
and C to B. The volume of traffic for each flow can be represented in a two-dimensional matrix 
where columns and rows represent possible sources and destinations. In the figure above, flow 1 
has a traffic volume total of 3Mb, flow 2 of 10Mb and flow 3 of 7Mb. This is represented in the 
associated traffic matrix table as the total traffic volume between source-destination pairs. So, 
the index of Node A – Node B holds a value of 3, the index of Node C - Node B has a value of 7 
and the index of Node A – Node D has a value of 10. 

 

The TM is rarely readily available in todays IP networks. It can either be directly measured using 
flow-monitoring tools or has to be indirectly inferred by mathematical estimation methods. The 
development of estimation techniques that provide relatively accurate traffic matrices has been a 
very active field of research in the past decades. In reality the traffic matrix is hard to compute 
and is constantly changing since the data traffic demand is never the same.  

The traffic matrix inference problem is described in more detail hereafter.  

“Given a single set of link counts y and routing matrix A, find the traffic matrix x such that 
conditions y = Ax are satisfied” [43] 

 
Figure 3.2-3 - The Traffic Matrix Calculation Problem 
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Figure 3.2-3, illustrates the TM estimation problem. In a three-node network, three flows exist. 
Matrix Y represents the total traffic volume on a link. Matrix A represents the routing matrix, i.e 
what links the flow is going through. Matrix X represents the traffic volume of a specific flow.  

The linear equation above describes the relation between the traffic matrix, the link loads and the 
routing matrix. In the case of direct measurements where the Origin-Destination pair (OD-pair) 
traffic volumes can be accurately calculated and the routing matrix is known, it’s a 
straightforward process to calculate the link loads. However, indirectly calculating the traffic 
matrix, from the routing matrix and the link measurements, is not possible. There is no unique 
solution to this problem as in most realistic networks the number of OD pairs is much larger than 
the number of links. This means that the problem is under-constrained. In order to solve this ill-
posed problem, additional information is needed. The additional information can be assumptions 
about the traffic distribution, additional measurements, or some prior traffic matrix. 

 
Classification of Traffic Matrix Calculation Methods 
Traffic matrix calculation methods can be categorized in two distinct types: indirect (inference) 
and direct. 

Several mathematical estimation methods have been proposed in order to infer the traffic matrix 
from link count measurements when direct measurement of end-to-end flows is not possible. 
Most of the estimation methods can be categorized based on the two commonly used 
assumptions. The first, and most used, method is the gravity model assumption. It states that “the 
traffic exchanged between locations is proportional to the volume of traffic entering and exiting 
at those locations” [44]. The second method is the mean-variance relation. The assumption is 
that “the variance of a traffic flow is dependent on the mean volume of that traffic flow through a 
power-law function” [43]. Moreover, there are also suggested approaches that use direct 
measurements as part of the estimation process as in [45]. In that case the problem is to minimize 
the overhead by minimizing the measuring period and at the same time keeping the estimation 
error acceptable. For a more detailed classification of traffic matrix inference methods refer to 
section 3.3 of [43]. 

Calculation of the traffic matrix through direct measurements is also possible. Nonetheless, 
direct precise measurement of end-to-end flows to calculate the traffic matrix especially in large 
IP networks is considered difficult to implement due to the large number of OD pairs, the high 
volume of traffic at each link and the lack of measurement infrastructure. This process induces a 
significant amount of management traffic and processing overhead [45]. Measurement tools 
needed are also usually not available throughout the network and such methods consume high 
amount of CPU cycles [46]. To reduce the overhead, methods based on packet sampling are 
often used to provide results with sufficient accuracy. 

 
Obtaining the Data 
Protocols used in order to obtain the required data for the calculation of the TM vary, based on 
the network architecture and the measurement method. For indirect measurement of the TM in 
traditional IP networks, SNMP is the most commonly used protocol, as almost every network 
device supports SNMP. More information about SNMP and its’ use can be found in the next 
section. Direct measurement of the traffic matrix is also possible by utilizing flow-monitoring 
protocols. These protocols include Netflow [47], IP Flow Information eXport (IPFIX) [48] and 
the inherent reporting capabilities of the OpenFlow protocol [49]. The first two, are protocols 
that have been adopted for many years by network equipment manufacturers and are being used 
by network operators for a variety of tasks in traditional IP networks. The OpenFlow protocol 
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was introduced a few years back and has since then matured and currently used by both 
academics and industry. 

All three protocols mentioned above are considered tools that enable the measurement of the 
OD-pair counts. SNMP and Netflow/IPFIX protocols are presented in the next section while the 
SDN architecture and the OpenFlow protocol in the next chapter. 

3.3 Protocols for Network Monitoring 

3.3.1 Simple Network Management Protocol – SNMP 

SNMP is an Internet protocol standard for managing IP devices, produced by bodies of the 
Internet Engineering Task Force (IETF). In reality it is more than one protocol. It is published as 
a set of RFCs. It is a management framework, which is being constituted by a set of standards for 
network management, including the architecture of functional components, the application layer 
protocol for their communication, an information base and a set of objects. Its’ power lies in the 
decoupling of the actual communication protocol from the information model used to represent 
the managed device’s status. SNMP is the most widely used management framework today, with 
most if not all, network devices supporting SNMP. Such devices are routers, switches, servers, 
and printers.  

 
Figure 3.3-1 - SNMP Architecture 

 

From an architectural standpoint, as can be seen in Figure 3.3-1, the network is compiled of 
managed devices and one or more management stations. The two functional components of 
SNMP are the manager and the agent. The manager is the process running on the management 
station and requests information about the managed devices. The agent is the process running on 
the managed device and is responsible for collecting information via local lookups for the device 
it is running on. It is also responsible for translating that information to an SNMP specific form 
and providing them to the manager when requested. A management program is a process running 
on the management station whose task is to make decisions based on the data received from 
SNMP. 
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The SNMP Management Information (SMI) [50], is modeled as managed objects and relations 
among them. It provides guidelines for defining Management Information Bases (MIBs), object 
types and object identifiers. These definitions are written in the ASN.1 language (Abstract 
Syntax Notation 1).  

A MIB defines which information the managed system can offer and the structure of the 
management data on the managed node. A MIB is a collection of objects, grouped together for 
specific management purposes. All objects are organized in the global MIB tree and each MIB is 
a sub-tree of the global tree. The purpose of the MIB tree is to provide unique naming for the 
managed objects. This is achieved through the use of unique hierarchical object identifiers 
(OIDs). The leaf objects of the tree contain object instances with the state and control variables 
of the managed system. The most popular MIB, which is implemented almost in all systems, is 
MIB-II [51]. Different manufacturers depending on specific management tasks they want to 
implement, often define their own custom-device MIBs. The following Figure 3.3-2 depicts the 
place of MIB II in the structure of MIB. 

 
Figure 3.3-2 - MIB Structure 

 

Object types in SNMP can be of two types, scalar or complex. There are many scalar types such 
as integer, string, IPaddress, etc. There is though only one complex type, table. A table is a table 
of scalar objects, constructed as a sequence of records.  

An SNMP application layer protocol in the Internet protocol architecture is also defined as part 
of the set of RFCs regarding SNMP. SNMP defines the message format (Protocol Data Units - 
PDUs) and how the data is exchanged between an SNMP agent and an SNMP manager. SNMP 
runs on top of UDP. SNMP can be characterized as following both a “pull” and “push” model. 
When the manager requests information from the agent then it is considered as a “pull” method. 
But the agent has also the ability to “push” information to the manager in the form of a trap 
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message. The agent receives incoming requests on port 161. The manager receives notifications 
(traps) on port 162.  

A set of operations is defined in SNMP that in turn are carried out by the exchange of specific 
PDUs. Although SNMP has table objects, operations are only defined for scalar objects. This 
way, operations on tables are performed as operations on elements. The basic operations (the 
ones defined for SNMPv1) are Get, GetNext, Set and Trap. In the following versions of SNMP 
(SNMPv2, v3) two more operations were introduced, GetBulk and Inform.  

o Get: retrieves the value of a leaf object’s instance. 

o GetNext: retrieves the value of the next lexicographical ordered leaf object’s instance in 
the MIB. It allows listing the elements of a table or of the leaf objects.  

o Set: changes the leaf object’s value. Rarely used due to weak security of early SNMP 
versions. 

o Trap: is an unsolicited notification sent from the agent to the manager when a trappable 
event occurs.  

o GetBulk: is an optimized version of GetNext. It allows for multiple iterations of GetNext 
for the OIDs specified in the request. The values are all provided in a single response 
message.  

o Inform: introduced to address the issue of unreliable delivery of traps by the manager 
sending back an ACK upon receipt.  

 

SNMP has a few advantages. It incorporates a simple data model, has a few operations and runs 
on top of UDP that is congestion unaware.  It also has low complexity on the agent side making 
it possible to run in even small devices. This has led to be considered the standard management 
protocol and every networked device having an SNMP agent.  

Nonetheless there are also disadvantages to its’ use. Firstly, in SNMP all the complexity resides 
on the management station while the agents are “dump” and cannot communicate among them. 
The collection of intelligence on the management station can lead to potential problems, as there 
is a single point of failure. Moreover, SNMP has limited expressiveness. Management 
commands have to be expressed as operations on single object values. Furthermore, it also has 
limited scalability. As the network size becomes larger, the polling model of SNMP can lead to 
high management traffic, long execution time and high load on the management station. Running 
on top of UDP can also mean that under network congestion, the accuracy might be 
compromised due to the unreliable transport. Another important drawback is the weak security in 
SNMPv1. Authentication of clients is based on a community value that is transmitted in clear 
text. Community names are used to define where an SNMP message is destined. As a result of 
this poor security feature, even today, SNMP is primarily used as a read-only monitoring tool 
without using the “set” function.  

In order to address some of the issues of SNMPv1, SNMPv2c and SNMPv3 were later 
introduced. SNMPv2c (RFC 1901 – 1908) mainly introduced the support for retrieving large 
amounts of management data via GetBulk and SNMPv3 (RFC 3410 – 3418) introduced a 
stronger security model that supports authentication, data integrity and data confidentiality at the 
cost of increased complexity. SNMPv3 though is complex and the security features require a 
Public Key Infrastructure (PKI) that is not easy to support in even small devices. IETF considers 
SNMPv3 as the current standard version of SNMP although the majority of devices support 
SNMPv2 due to its’ simplicity and easy implementation. Since SNMPv2c does not provide any 
security, it is mainly used for monitoring purposes.  
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A possible conceptual description of how SNMP can be used to retrieve information about the 
link counts is described in this following paragraph. The SNMP manager requests from each 
agent, running on every router, the required data. This action is performed in a periodic way. The 
polling interval varies and is usually proportional to the amount of polled nodes but a typical 
value is five minutes. Using the SNMP operations described above, the values of the ifInOctets 
and ifOutOctets MIB objects can be retrieved. ifInOctets represents the total number of octets 
received on the interface and ifOutOctets represent the total number of octets transmitted out of 
the interface. Each interface is uniquely identifiable by a unique values stored in the ifIndex 
variable. 

 
Figure 3.3-3 - Acquiring link counts via SNMP 

 

As depicted in the Figure 3.3-3 above, by adding IfInOctets and IfOutOctets of an interface you 
can calculate the total number of bytes that passed through the interface up to that point in time. 
By subtracting the previous value from the current polled value, you can calculate how many 
packets were transmitted or received for this monitoring period only. By dividing that number 
with the time between the two polling instances you can deduct the traffic throughput in B/s. By 
following this procedure a continuous monitoring of the link counters can be achieved. More 
detailed metrics can be deducted by using a multitude of SNMP objects and more complex 
calculations. 

As the polling time is not exactly the same in all routers (as the request from the manager will 
reach the agents in different time points), there might be inaccuracies when such a method is 
used. The same thing might happen in case the required SNMP message is not delivered to the 
manager due to the unreliable nature of the transport protocol used in SNMP. 

 

The major drawback of SNMP is that information retrieved by SNMP counters is not granular 
enough as it does not provide fine-grained flow specific information. Moreover, using SNMP 
does not provide information necessary to monitor other metrics such as delay. In order to 
measure these other metrics, additional mechanisms are needed. 
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3.3.2 Netflow / IP Flow Information eXport Protocol - IPFIX 

Netflow [52] is a Cisco Systems' protocol developed to provide traffic monitoring services of IP 
data networks. The two most used versions of Netflow are v5 and v9 [53]. In essence, Netflow 
enables the collection of IP traffic information from network flows.  

The IP Flow Information eXport Protocol is a protocol created by IETF as a means of 
standardizing the efforts for a flow information tool and providing an open protocol that can be 
used for network management operations. IETF has published IPFIX as a set of standards from 
the IPFIX group [54]. The IPFIX standards requirements were outlined in RFC 3917 in October 
2004. IPFIX is heavily based on the proprietary Netflow v9 protocol and follows all the same 
underlying principals [55]. For that reason in this section Netflow v9 is discussed unless 
otherwise stated. 

 

In Netflow, a flow is defined as a unidirectional sequence of packets with some common 
properties that pass through a network device within a certain time interval. Common properties 
can be any combination of IP packet attributes but more commonly the ones used are: IP source 
address, IP destination address, Source port, Destination port, Layer 3 protocol type, Class of 
Service, Router or Switch interface. 

 
Figure 3.3-4 - NetFlow Architecture 

 

From an architectural standpoint as can be seen in Figure 3.3-4 there are network devices 
(routers, switches) that run the Netflow services called Exporters and one or more devices 
(monitoring servers) that gather the Netflow flow records called Collectors.  

An Exporter observes packets entering one or more interfaces (Observation Points) and creates a 
new flow entry whenever a new flow is observed. In case the observed packet belongs to an 
already existing flow, it also increments the flow statistics it keeps in the Netflow Cache. The 
flow statistics stored by the Exporter can then be exported to one or more Collectors in the form 
of flow data records.  

A flow data record can contain a lot of fine-grained information about IP flows. Some of them 
are found in Table 3.3-1.  

 
 



  23 

Table 3.3-1 - NetFlow, Subset of Flow Data Record Information 

IN_BYTES INPUT_SNMP 

IN_PKTS OUTPUT_SNMP 

FLOWS IPV4_SRC_ADDR 

PROTOCOL IPV4_DST_ADDR 

SRC_TOS SRC_MASK 

TCP_FLAGS DST_MASK 

L4_SRC_PORT IPV4_NEXT_HOP 

L4_DST_PORT MIN_PKT_LNGTH 

IF_NAME SRC_VLAN 

Etc.  

 

An export packet containing flow information is sent to the Collector under the following cases:  

1. If a flow becomes inactive, which happens when the flow-specific timer expires. The flow-
specific timer is reset whenever a packet belonging to that flow is observed.  

2. If a flow is long lasting, the Exporter can export the flow records on a regular basis based on a 
timer. 

3. If the Exporter detects the end of the flow, i.e detects the FIN or RST TCP flags on the 
packet’s header. 

4. For internal reasons like low memory or counters’ wrapping, the flow information might be 
sent before the actual expiry of the flow. 

 

 
Figure 3.3-5 - NetFlow Reporting [53] 
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Netflow is usually running on top of User Datagram Protocol (UDP). Normally, the Exporter 
stops keeping track of flow records once they have been exported to the Collector. Since UDP 
does not handle retransmission of lost packets, this might lead to severe faults in the monitoring 
accuracy, in case a packet is lost due to network congestion. This is more important in v9 where 
aggregates of many flows can be sent into a single record. Netflow v9 though is transport 
protocol independent, meaning, that it can use other congestion-aware protocols such as Stream 
Control Transmission Protocol (SCTP). The IP address and the port of the Collector must be 
defined on the Exporter. 

 

An export packet consists of a packet header and one or more flow sets. Flow sets are collection 
of records that must be interpreted by the Collector. Flow sets can be of three types: template, 
data and options template. An export packet can contain just template flow sets, just data sets or 
a combination of the three. A template flow set is a collection of template records, a data flow set 
is a collection of data records or options data records and an options template flow set is a 
collection of option template records. Template records are used in order to define the format of 
data records that are to be received in the future. A Collector caches the template records in order 
to be able to interpret correctly the values in a data record it receives. A data record contains IP 
flow information. In order for the Collector to interpret a data record, the data record is 
associated with a template record by using the unique Template ID of a template record. The 
Template ID is unique for every template record generated per Exporter. Consequently, the 
Collector has to also maintain information about the Exporter’s address in order to distinguish 
among the Template IDs of multiple Exporters. Template records must be updated if a new 
template is received with the same Template ID and a more recent reception time. Template 
records also have a limited lifespan. If the template records are not refreshed within that time 
period by the Exporter, then they expire and can no longer be used to interpret data records 
received. Option template records define the option data records. Option data records provide 
information about the Netflow process itself.  

 

The export packet layout is depicted in the following Figure 3.3-6.  

 
Figure 3.3-6 - NetFlow Export Packet Layout [53] 
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The packet header, as can be seen in Figure 3.3-6, has a number of fields. Version declares the 
Netflow version used. Count declares the number of flow sets in the packet. UNIX seconds 
depicts the generation time of the packet. Sequence number is used to check whether any export 
packets have been lost and is incremented every time a new export packet is exported from the 
Exporter. Source ID is used to in combination with the source IP address by the Collector to 
uniquely identify export streams originating from the same Exporter. 

 

Netflow lacks in terms of security features. The protocol provides no options that can ensure the 
confidentiality, integrity or authentication of the communication between Exporter and 
Collector.  

 

Netflow has been used in research to derive the traffic matrix of a given network on its own or as 
a tool to provide partial information that can be used for inference of the traffic matrix along 
with link counters derived from SNMP, when Netflow is not deployed network-wide. Such an 
approach is suggested in [56] where the authors suggest a novel inference technique that, by 
statistically correlating SNMP byte counts and sampled NetFlow records, allows for a more 
accurate estimation of traffic matrices than obtainable from either information source alone.  

In [57] the authors present of methodology for populating a demand model from flow-level 
measurements using Netflow and interdomain routing information. The demand model captures 
the volume of data, the entry point into the ISP network and the destination reachability 
information. Analysis of the measured demands derived using this model, revealed significant 
variations in demand sizes and popularities by time-of-day, but a certain amount of stability 
between consecutive days. 

In [39] the authors present a passive QoS measurement and monitoring system based on the 
IPFIX protocol. More precisely they used a proposal of an IPFIX extension that allowed for 
exporting per packet information. The monitoring system derived the one way delay/loss and 
jitter. 

 

To conclude, Netflow/IPFIX provides fine-grained flow information that can be used for a 
variety of network management task by ISPs. Nonetheless, Netflow/IPFIX-enabled network 
devices are usually more costly and network monitoring using these protocols is based on 
aggressive sampling as it induces further CPU load to the network devices. Currently, routers are 
fairly complex and need to perform CPU intensive actions. These include the per-packet 
forwarding decision that must be made on wire speed. As Netflow/IPFIX operations running on 
these routers require substantial CPU cycles especially for high-speed links, the additional CPU 
overhead is considered restrictive to their network-wide deployment and most of the time 
sampling is used. Moreover, in order to get a full network view, other network protocols must 
also be used. For example, SNMP is needed to acquire link-level statistics. 
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CHAPTER 4 - Software Defined Networking 
 

4.1 History overview and the need for SDN 
 

Traditional Approach 

Traditionally the network architecture consists of networking devices operating at different OSI 
levels. For example in a classical network architecture a layer 2 switch operates on the link layer 
of OSI while a layer 3 router operates on the network layer. Each device analyzes packet headers 
based on the OSI layer it operates on, takes decisions on how to forward the packets based on the 
header values of that layer and finally enforces the forwarding decision by sending the packet out 
of one of its’ interfaces. Both the decision-making and the actual act of forwarding the packet are 
executed in the same physical node. In other words, both the control and data plane reside on the 
same machine. In this traditional scenario the control plane uses routing protocols that enable the 
exchange of routing information in order to decide how to forward a packet. Once a decision has 
been made, the rules on how to forward packets are communicated internally to the data plane 
hardware in order for it to perform the actual forwarding. There is an obvious tight 
interconnection between the control plane and data plane on the same machine. According to 
[58] this leads to complicated network management and forces vendors and network operators to 
avoid the deployment of newly introduced technologies due to the fear of breaking the fragile 
and complex network that they have already set up.  As a consequence, this limits the 
introduction of new ideas into production networks but more important hinders the research 
towards finding better solutions to up-to-date problems. This is also advocated in [49] where it is 
stated that the big amount of installed equipment and protocols and the fear of experimenting 
with production traffic sets up a barrier for innovative ideas. It is actually stated that an optimal 
network architecture should be the opposite of the traditional networks. It should be comprised 
of simple, non proprietary hardware and be agile enough to meet future requirements without the 
need for expensive equipment upgrades. All this led to the introduction of a new concept which 
is named Software Defined Networking.  

 

SDN 

The Software Defined Networking (SDN) concept is based on the principle that software is agile. 
It is easier to implement changes just in software than it is to implement changes in a tightly 
coupled software/hardware system. Software Defined Networks are based on a decoupled 
architecture where the control plane and data plane are separated and there is no need for them to 
reside in the same physical node anymore. In contrast to traditional networks, the control logic is 
moved to a centralized node/server which has a global view of the network. The data plane is 
comprised of simple forwarding elements that enforce the decisions of the centralized control 
logic. The forwarding or policing decisions that the control logic makes are not any more bound 
by the limited knowledge or capabilities of the hardware platform that hosts the data plane. 
Different network applications can run on the control plane, enabling different functionalities in 
the network.  
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Benefits 

The fact that you can run multiple applications that add new functionality over the same 
underlying infrastructure makes it easier to test and verify new ideas and at the same time boosts 
creativity and innovation. This effect is also enhanced by ideas related to SDN, such as that of 
virtualized networks [59] or Network as a Service (NaaS) [60]. The same physical network 
infrastructure is used to provide a certain amount of network resources to the user. Each 
virtualized network runs independently of the rest. This enables to run and test applications over 
the same production network without affecting its normal function [61]. 

Research Work towards SDN 

Centralized control over the network infrastructure is not a new thing and in reality many 
supporting ideas towards SDN were presented as early as 1982. Some of them are presented 
below. 

In 1982 a centralized network architecture, Network Control Point, was suggested in [62]. NCP 
was suggested to address issues with circuit switches that calls went through. It was a processing 
system external to the switch.  

Programmability in networks was a hot topic in the 90s and especially in connection to the 
Active Networks concept. Active networks were networks where switches performed custom 
computations on packets.  A good overview of active networking research can be found in [63]. 
A notable approach to programmable switches was Open Signaling (Columbia) [64]. 

In connection to network virtualization, in [65] the authors suggest a way to give control over the 
same underlying physical ATM network to many different users. The reason for that was the 
belief that each virtual network could realize a network architecture that was best suited to 
accommodate a service with specific requirements.  

More recently the idea of a Routing Control Platform (RCP) [66] was suggested. The aim of 
RCP is to select Border Gateway Protocol routes for an Autonomous System (AS) in a 
centralized location. It achieves that by taking into account topology and external destination 
information. Upon deciding the best routes, it is possible to push these decisions to the AS 
routers by using iBGP. The aim of this idea was to improve the scalability of IP networks due to 
BGP implosion. 

Finally, the authors of [67] and [68] suggested an architecture that is considered the foundation 
of OpenFlow which is further discussed later on. 

4.2 Architecture 
 

The main aim of SDN is to abstract the traditional architecture in order to provide a platform 
where software applications dictate the behavior of the network. It aims to severe the tight 
coupling of software and hardware on the same physical node, i.e to decouple the control plane 
from the data plane.  In order to do that a separate centralized network operating system or 
controller takes up all the control functions and the data plane is comprised of simple, 
commodity forwarding elements that perform just basic tasks such as simple lookups, switching, 
buffering and providing different QoS by queuing. The controller communicates with the 
switches over a secure channel and gives instructions on how to handle incoming packets. These 
instructions are installed in local tables, in TCAM memory, in the form of rules. Packet 
forwarding is done based on simple lookups on local rule tables and by examining the packet 
header.  
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Figure 4.2-1 - Basic SDN Architecture 

 

Figure 4.2-1 above depicts the basic architecture of a SDN. 

The physical network architecture varies depending on the network type (e.g data-center 
network, wide area network etc) and in many cases virtual switches can also be used. Providing a 
common network infrastructure with many instances of software switches can be beneficial for 
example in the case of a large data-center that provides multiple services.  

The communication between the control plane and the data plane is handled through a protocol 
that provides all the necessary interfaces in order for the controller to access and manage 
efficiently the forwarding nodes. This is called the Southbound interface/API. Communication 
between the controllers should also be possible and the protocol used for that is mentioned as the 
East/Westbound interface/API. A suggestion for inter-controller communication can be found in 
[69]. The Northbound interface/API is the one used between the controller and higher level 
applications to exchange information. The Northbound API is not yet standardized although 
lately efforts are made to create network programming languages such as Frenetic [70] and 
Pyretic [71] that make the management and creation of network-wide policies easier. 

 

There are a lot of benefits that stem from SDN as it has also been previously mentioned. To sum 
up, SDN is based on low cost forwarding elements making both CAPEX and OPEX low. 
Network upgrades are easier and interoperability among vendors is also possible as long as the 
same Southbound API is supported. Since the data plane and control plane are decoupled, 
forwarding decisions can be made based on a variety of criteria and not only based on local node 
information and packet headers. This enables more fined-grained control and enables the 
introduction of new forwarding paradigms. Finally, as mentioned before, the flexible nature of 
an SDN network increases the innovation as new solutions can be introduced in the form of 
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software applications that can be easily run on a virtualized slice of the underlying network 
infrastructure. Innovation is thus increased. 

The main issue that SDN networks face is the same as in any centralized management 
architecture, scalability. As the number of nodes increases, the volume of management traffic 
also increases, especially in the case where the controller needs to interact often with the data 
plane. This problem has brought up a very interesting field of research that deals with distributed 
architectures for SDN controllers. Another problem that is also common in another form today 
(table implosion in full BGP tables), is the fears that TCAM memory that is used for the data 
plane rules might be a potential bottleneck.  

4.3 OpenFlow 
 

OpenFlow is an implementation of the Southbound interface and is an attempt to standardize a 
part of SDN by the Open Network Foundation (ONF) [72]. It is a protocol that is used for the 
communication between the controller and the forwarding nodes. The basic functionality is to 
enable the communication between the control plane and the data plane. The control plane is 
using the protocol to send instructions to the data plane on how to handle incoming flows or 
retrieve information from it. The data plane is using the protocol to provide information to the 
control plane or inform about network events. 

In OpenFlow the control plane is found in the centralized OpenFlow controller and the data 
plane is comprised of OpenFlow switches. The OpenFlow controller listens on the default port 
6633 and can communicate with the OpenFlow switches via the OpenFlow protocol, through an 
encrypted channel using TLS encryption. The controller and switch can perform mutual 
authentication of signed certificates. This ensures secure communication. The following Figure 
4.3-1 depicts the basic architecture.  

 
Figure 4.3-1 - Basic OpenFlow Architecture 

 

The OpenFlow protocol enables the controller to add, update and delete flow entries from the 
switch. Each entry consists of matching fields, a set of zero or more actions and activity 
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counters. In other words, it provides remote management of a switch’s flow table. The 
OpenFlow switches store information about flows and actions in flow tables. 

At this point it is important to explain the concept of a flow in OpenFlow. A packet is said to 
belong to a flow when it has the same match criteria as other packets belonging to that flow. A 
flow can be short-lived or long-lived. A packet is considered to belong to the same flow if it is 
received by the switch over a specified time period. That time period can also be set by utilizing 
the OpenFlow protocol. Matching fields for the incoming header are presented in the following 
Table 4.3-1. 

 

Table 4.3-1 - OpenFlow v1.0 Flow Packet Matching Fields 

Ingress Port 

Ethernet Source Address 

Ethernet Destination Address 

Ethernet Type 

VLAN ID 

VLAN Priority 

IP Source Address 

IP Destination Address 

IP Protocol 

IP ToS bits 

Transport Protocol Source Port 

Transport Protocol Destination Port 

 

Once a packet is received by an OpenFlow switch, the ingress port and the packet headers are 
examined. They are then matched with all entries in the flow table to find a match. A flow entry 
that specifies an exact match is always preferred, i.e it has the highest priority. If a flow entry is 
wild-carded then a priority value is also set. Higher values have higher priority and higher 
priority entries must match before lower priority ones. In the case of a tie, the OpenFlow 
specification states that the implementation of the switch can choose any ordering, i.e the switch 
manufacturer is free to create his own tiebreak rules if necessary. If a match is found then the 
switch executes the associated action set. Moreover upon receipt of the packet and depending on 
if the packet matched any flow rules, it modifies related counters. If no match is found in the 
flow table, the packet is buffered and the packet’s header is sent to the controller in the form of a 
flow request message. The controller is then responsible to decide what are the actions that must 
be taken for that packet and sends instructions to the switch in the form of a flow modification 
message. OpenFlow messages will be explained in more detail later on. Once the switch receives 
the new instructions it installs a new flow entry in the flow table and executes the actions for the 
buffered packets.  The following Figure 4.3-2 depicts the process described above. 
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Figure 4.3-2 - OpenFlow switch Forwarding Process 

 

The different fields of a flow entry are explained hereafter in more detail. 

 
Matchfield
This field is used to map incoming packets to actions. Every packet that has the same matchfield 
is treated the same way as it is considered to belong to the same flow. Each field can contain an 
exact value to be matched or some of them can be wild-carded. The match fields are highlighted 
in 

: 

Table 4.3-1. A flow table match field will match all possible values in the packet’s header if it 
has a value of ANY.  

 

Counters
Counters are used to monitor a variety of information in different levels on OpenFlow switches. 
Counters are maintained per-table, per-flow, per-port and per queue. Each counter is incremented 
based on if it matched certain criteria. For example, a port counter received on a specific port 
will increment the port counter but will only increment a flow entry counter if it matches one. 
The counters are of integer type and wrap around with no indication. If a specific counter is not 
supported by the switch its value should be set to -1. A table of counters is presented in 

: 

Table 
4.3-2. 

 

Table 4.3-2 - OpenFlow v1.0 Switch Counters 

Level Counter 

Per Table Active Entries 

Packet Lookups 

Packet Matches 

Per Flow 

Received Packets 

Received Bytes 

Duration (seconds) 

Duration (nanoseconds) 
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Per Port 

Received Packets 

Transmitted Packets 

Received Bytes 

Transmitted Bytes 

Receive Drops 

Transmit Drops 

Receive Errors 

Transmit Errors 

Receive Frame Alignment Errors 

Receive Overrun Errors 

Receive CRC Errors 

Collisions 

Per Queue 

Transmit Packets 

Transmit Bytes 

Transmit Overrun Errors 

 

Actions
After matching an incoming packet and updating the relevant counters, an action or action set 
dictates how to process the packet. This means that each flow entry is associated with a zero or 
more actions. If no forward action is associated with the matching flow entry then the packet is 
dropped. The set of actions is processed in the order they are specified. An OpenFlow switch 
must always support some required actions and optionally can also support some other optional 
ones. During initial connection to the controller, the switch indicates which out of the optional 
actions it supports. The following 

: 

Table 4.3-3 summarizes the required and optional actions. 

 

Table 4.3-3 - OpenFlow v1.0  Actions 

 Action  

Required Forward All  

Controller 

Local (to the switch’s local 
networking stack) 

Table 

In_Port 

Drop  

Optional 

Forward Normal (Traditional L2, L3 
processing) 

Flood (minimum spanning tree) 

Enqueue (Provides basic  
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QoS support) 

Modify Field  

 

An overview of the messages supported by OpenFlow is presented in the following paragraphs. 
The three types of messages defined are controller-to-switch, asynchronous and symmetric.  

 
The controller-to-switch messages are sent by the controller towards the switch in order to 
manage the switch or get information about the switches state. A response message from the 
switch is not required for all messages of this type. The different type of controller-to-switch 
messages are: 

Features: ϮAfter the initial communication setup between the controller and the switch, the 
controller sends this message in order to acquire information about the capabilities of the switch. 
The switch responds with a features reply message that specifies the capabilities. 

Configuration: ϮThis message is sent by the controller to change configuration parameters of 
the switch. 

Modify-State: ϮThese messages are sent by the  controller to the switch in order to modify the 
switch’s state. Using these messages the controller can add/delete/modify entries in the switch’s 
flow table and set switch port properties. 

Read-State: Ϯ These messages are sent by the controller to the switch in order to collect statistics 
of different levels from the switch.  

Send-Packet : ϮThese messages are used to send packets out a specific port on a switch.  

Barrier: ϮRequest and reply barrier messages are used to ensure message dependencies have 
been met or to inform the controller of completed operations. 

 
The asynchronous messages are sent by a switch without any prior communication from the 
controller’s part in order to inform the controller of packet arrivals, switch states changes or 
errors. The different types of asynchronous messages are: 

Packet-in : ϮA Packet -in message is sent from the switch to the controller every time a packet is 
received and no matching entry is found in the switch’s flow table. If the switch can buffer 
packets it sends just the packet header to the controller along with a buffer id to be used in the 
reply by the controller. Buffered packets that are associated with this buffer id are then treated 
based on the newly installed flow entry when a reply from the controller is received. If the 
switch doesn’t support buffering or if the buffer is full, the whole packet is sent to the controller. 

Flow-Removed: ϮA flow -removed message is sent from the switch to the controller when a flow 
is removed from the switch’s flow table. In order for a flow-removed message to be sent, the 
controller should explicitly state that when installing a new flow entry by using a flow 
modification message.  

Port-status: ϮA port -status message is sent by the switch to the controller every time the 
switch’s port configuration changes. 

Error: This message is used in order for the switches to be able to notify the controller of 
problems. 

 
Messages that can be sent by either party between the controller and the switch are of symmetric 
type. The different types of symmetric messages are: 
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Hello: ϮHello messages are exchanged during the initial connection between the controller and 
the switch. 

Echo: ϮWhen an echo request is sent by either the controller or the switch, the other party must 
send an echo reply. Echo messages are utilized as a way of deducting if a switch or controller is 
still alive and also for getting latency or bandwidth information about the connection between 
the controller and the switch. 

Vendor: ϮThi s type of messages are defined in order to provide extensible functionality for 
messages of symmetric type. This type can be used for experimental purposes. 

 
After describing the messages and the necessary messages are understood it is useful to describe 
the initial communication setup between a controller and a switch.  

The switch connects to the controller at a user-configurable fixed IP address, using a user-
specified port. After the connection is established the controller and the switch exchange 
OFTP_HELLO messages with the version field set to the highest version supported by the 
sender. The OpenFlow version to be used is the lowest version of the two, the one that it sent and 
the one that it received. If this version is supported then the connection is established. If the 
version is not supported an OFTP_ERROR message is sent back to the sender to inform him of 
the fact and the connection is torn down. Relevant information about the switches state, for 
example operating mode of ports, port status etc, is also derived after the initial communication 
establishment between the controller and the switch. After the initial connection setup, the 
controller behaves based on the software application that is used to control the network behavior 
while the switch can start sending PACKET_IN messages to the controller. 

 

The description of the OpenFlow protocol above was based on version 1.0 [73] which is used in 
this work. Later version of the OpenFlow protocol introduce multiple flow tables, pipelining, 
group tables and support for MPLS operations on MPLS header tags. Although the current 
version of OpenFlow is version 1.4, version 1.0 is still the most widely used and accepted today. 

4.4 Network Monitoring with OpenFlow 
 

In this section a short overview of important background work that involved the use of 
OpenFlow in network monitoring is presented. Moreover, the basic reasoning as to how 
OpenFlow can be used in the context of green networking is presented.  

 

The OpenFlow protocol can also be used to monitor the state of the switches that comprise the 
network. It provides inherently reporting capabilities through the counters kept in every switch. 
The controller can gain fine-grained information by requesting or else polling for information 
from the switch via the OpenFlow controller-to-switch Read-State messages. These are the 
ofp_flow_stats_request, ofp_aggregate_stats_request, ofp_table_stats, ofp_port_stats_request, 
ofp_queue_stats. The switch, in reply, provides relevant information to the controller once it 
receives one of the above messages. By using the ofp_flow_stats_request message the controller 
can retrieve information specific for individual flows and by using the 
ofp_aggregate_stats_request message it can retrieve more coarse-grained information about a set 
of aggregated flows. More information about the use of OpenFlow messages for monitoring will 
be discussed in the next chapter. 
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In light of the increased interest in SDN, efforts have been made to directly measure the TM 
using OpenFlow as a monitoring tool. A notable utilization of the OpenFlow protocol for 
monitoring purposes is made in OpenTM [74]. The presented work is an effort of calculating the 
traffic matrix in an OpenFlow enabled network. OpenTM is a traffic matrix estimator for 
OpenFlow networks. It was written as an application for NOX, an open-source OpenFlow 
controller. The solution was tested on a small testbed and proved to provide an accurate TM (to a 
value within 3% of the average rate) quicker than traditional schemes. It should be noted though 
that the scope of the work is limited to networks where maintaining per-flow counters is likely 
tractable, meaning that more investigation is needed to evaluate the performance in larger scale 
networks. 

Moreover, in [75] OpenFlow is used as a tool for passive monitoring in order to measure the 
number of packets/bytes per flow.  

 

Another work that utilized the monitoring capabilities of OpenFlow is [76]. In this work the 
authors explored a measurement framework where packets are matched against a small set of 
rules installed in OpenFlow switches and counters are updated for the highest priority match. A 
separate controller then reads these counters and reactively alters the rules to pinpoint large 
traffic aggregates. 

 

To conclude this chapter, it is evident that the SDN architecture and the OpenFlow protocols can 
be used for a variety of tasks including network monitoring. In the next chapter a prototype 
application for an OpenFlow controller is presented to deduct the capabilities of OpenFlow in 
connection to the green networking concept.  
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CHAPTER 5 - SDN MONITORING PROTOTYPE 
 

In this chapter we present the basic architecture of a SDN monitoring application based on 
OpenFlow. We discuss three different designs, namely, All_Flow, First_Switch and 
Port_FlowRemoved. The aim is to investigate the monitoring capabilities of OpenFlow in the 
context of green networking. The application can be used to provide the necessary inputs for an 
energy efficiency forwarding mechanism. The tools used for the implementation are also 
introduced to the reader in this section.  

5.1 Requirements 
 

The monitoring application must follow a set of requirements in order to be used in the context 
of green networking. These are: 

 

1. Up-to-date topology information: When the network topology changes, the monitoring system 
must still provide up to date information. This is possible by utilizing the OpenFlow protocol to 
inform the controller of network changes.  

2. Link utilization information: The application must provide link utilization information for 
every active link of the network. By active link we denote a link that is actually used to transport 
data during a poling period.  

3. Historic traffic demand information: The application must provide traffic demand information 
that can be stored and later be used as input by the green forwarding mechanism. 

4. Accuracy: The application must report network information with a small error, that is the 
difference between the reported values and the real values must be small. The application must 
have similar or better error margins than the currently used mechanisms. OpenFlow has the 
advantage of not utilizing sampling and OpenFlow switches by default count every packet.  

5. Reasonable overhead: The management overhead produced by the application must be of the 
same or better performance than the currently used mechanisms. With that in mind, the produced 
overhead must be scalable within the scope defined in the next section. Processing overhead, i.e 
additional processing resources needed and additional processing time, on the monitored node 
must also be minimal. Since OpenFlow switches keep statistics by default, no additional 
processing overhead is imposed on them. 

6. Sufficient granularity: The application must provide enough granularity for the purpose at 
hand, i.e to facilitate green forwarding decisions. In the next section the reasoning behind the 
selected granularity is further explained.  

7. Future extensibility: The application must be designed in a way that the information available 
to the controller can also be used for other future purposes. At the same time, the application 
must be easily extensible to accommodate for future changes.  
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5.2 Implementation Scope / Assumptions 
 

In this section, for the ease of prototyping, we would like to define the scope of our 
implementation. We present assumptions and delimitations of the proposed architecture and the 
developed SDN application. We define the scope and limitations based on the SDN architecture 
presented in Figure 4.2-1. 

 

Data Plane:
The monitored network is a wired network of only a few nodes, representing a core or 
aggregation network. The implementation was tested in a four-node network.  

  

A single centralized controller is used. Although scalability issues might arise when the network 
size increases, a single controller is considered enough to handle this number of nodes and for 
this reason a distributed controller is not considered. An interesting work that shows that for 
most network topologies a single controller is sufficient is presented in [77]. The implementation 
presented in a later section is based on a Python-based controller. In case higher performance is 
required, another controller must be used like NOX-MT[78]. 

Control Plane: 

Application:
The application is used to monitor a network where flow aggregates enter. This means that the 
application is not designed to provide micro-flow information but rather is used on a network 
traversed by a set of few medium-lived flows. 

  

Southbound Communication Channel:
The communication between the controller and the switches is out of band. This assumes a 
dedicated communication channel where data plane traffic is not sharing the same resources with 
the control plane traffic. The communication channel between the controller and the switches is 
assumed to have sufficient bandwidth to accommodate the control traffic needs without 
problems, i.e delay or lost packets. The main reason for using out of band control in our work 
was for simplicity as Mininet, by default, uses out of band control between the controller and the 
switches. 

  

Other:
A network state granularity of 5 seconds is considered adequate for the purpose of monitoring 
the network under investigation. This means that we will have a picture of the network’s state 
averaged over a period of 5 seconds. A more detailed explanation can be found in section 5.5.1. 

  

Since the underlying platform was a low performing system and Mininet utilizes the resources of 
the underlying system to emulate links, the bandwidth of the links was set to 10Mb for easier 
verification. 
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5.3 Mininet 
 

The proposed architecture was verified by using the Mininet [79] emulator. A short overview of 
Mininet is presented hereafter.  

 

Mininet was firstly introduced in [80]. Mininet is an emulator based on container-based 
virtualization. Its main purpose is to create realistic virtual network topologies that can be used 
to develop and experiment with OpenFlow and SDN. To achieve this, it utilizes the Linux 
lightweight virtualization mechanisms, processes and virtual Ethernet pairs in network 
namespaces. Network namespaces are containers for network state. Processes of a namespace 
have separated interfaces, ports and routing tables.  

Links are emulated by using Veth pairs. Hosts are simple shell processes residing in their own 
network namespaces and switches are software OpenFlow switches that should provide the same 
functionality as hardware switches. Open vSwitch [81] is such a software switch that was used 
for the current work. Controllers can be located either in the emulated network or in a real 
network outside the virtualized environment. The controller should of course have IP 
connectivity to the machine where Mininet is running.  

Mininet provides an extensible CLI and Python API that facilitates the rapid prototyping of a 
software defined network.  

The main limitation of Mininet is that it cannot exceed the CPU or bandwidth available on the 
physical machine.  

5.4 POX 
 

A SDN controller, POX [82], was used in this work in order to create a fast prototype to 
illustrate, validate and discuss the monitoring functionality of OpenFlow in the context of energy 
efficiency in fixed networks. In this section we present an introduction to POX and its’ 
functionality so that the reader can more easily follow the detailed description of the proposed 
architectures in the next section. 

POX, as already mentioned, is a Python, research-oriented OpenFlow controller that provides a 
relatively straightforward Application Programming Interface (API). The POX API can be used 
for creating fast prototypes of SDN applications. It already provides a number of useful 
functionalities, such as network topology discovery, as well as wrapper functions to common 
Python processes. An advantage of POX is that it can “run” on any system that has a Python 
interpreter.  

The main aim of POX is twofold. First, to provide all the necessary functionality for the 
communication between the control plane and the data plane, i.e provide an API that realizes the 
OpenFlow protocol. Second, to provide the mechanisms to create the “logic“ of the controller. In 
the following paragraphs some of the key features of the POX API are further explained.  

The first thing that the reader has to understand is that POX uses the concept of 
components/modules. Each component can be characterized as a stand-alone piece of code (a 
Python module) that can be invoked in POX, to perform or enforce a desired behavior in the 
SDN. For example a component might be responsible for network discovery, another for packet 
forwarding etc. Multiple components can be invoked in parallel but it is the programmer’s 
responsibility to ensure that there are no conflicts between the components. A number of 
components already exist in the main distribution version of POX and can be used out of the 
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box. Some components are always fired-up on controller startup seamlessly (by default) as they 
perform basic operations. Such a component is openflow.of_01, which is responsible for the 
communication with OpenFlow 1.0 switches.  

At this point it is important to emphasize the importance of events in POX. Events are extremely 
important, as the logic behind the controller is event driven. Most OpenFlow related events are 
raised in response to a message received from an OpenFlow switch. For example a new flow 
request to the controller will trigger an event and a handler function must be callbacked to 
process it. POX has well defined events but also provides the mechanisms to create custom 
events and create listeners for these events. The listeners can listen for the events with 
differentiated priority. A listener that listens for an event with higher priority gets the chance to 
handle this event first and it can even suppress the event so other listeners will not be able to 
“hear” it. Figure 5.4-1 below depicts the event-driven nature of POX. 

 
Figure 5.4-1 - POX Event Handling 

 

Another very important feature of POX is the ability for components to interact with each other. 
This is facilitated by the Core object. The core object is a central point for much of POX’s API. 
In Python you would have to import each module into the other so that they could interact. The 
Core object eliminates this necessity. The components are registered on the Core object and 
every component will query the Core object to gain access to data of another component. As 
dependencies between components are not hard-coded, this proves to be a flexible way to 
interchange components. 

As many applications need the ability to construct and analyze packets, POX provides a library 
that can be used for parsing and constructing packets. Packet types supported include, Ethernet, 
ARP, IPv4, ICMP, TCP, UDP, LLDP.  

Next thing that we should emphasize is that POX handles synchronization and cooperation 
between components internally. This means that the developer of a POX component should not 
worry about possible deadlocks or multi-thread communications issues. 
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Finally, as POX realizes the OpenFlow protocol, it contains classes (libopenflow_01.py) that 
correspond to the OpenFlow messages and provides all the necessary methods that applications 
can use in order to utilize them.   

5.5 Proposed Prototype Architecture 

5.5.1 General Architecture/Concept 

In this following section we describe the general idea for SDN based monitoring in the context 
of green networking. We provide the basic overview of the modules that need to be implemented 
and we describe in general what function each should perform (wherever possible in connection 
with the green networking idea). Moreover, we describe how the POX API can be used when 
implementing a prototype that realizes this conceptual architecture in POX.  
 
The following Figure 5.5-1 depicts the basic components of the proposed architecture. 
Components of green color are components that had to be implemented as part of this work. 
 

 
Figure 5.5-1 - Component Architecture for proposed SDN Green Networking solution 

 
The basic components are a topology discovery component, a topology component, a forwarding 
component and a monitoring component. All these modules interact through the POX Core 
component. The topology discovery component is already included in the distribution of POX 
and was re-used. The focus of our work is the implementation of the monitoring component but 
since all components are necessary for a functional solution, all of them are discussed to some 
extent. A basic simple topology and forwarding component was created as part of this work in 
order to test the functionality of the monitoring component. The functionality and interaction for 
each component is explained hereafter.  
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Topology Discovery 
 

The topology discovery component (openflow.discovery) is responsible for determining the 
network topology. This component is already included with the POX distribution used for this 
work. The network topology component listens for “Connection Up” events. Connection Up 
events are triggered whenever a new switch connects to the controller. Once a new switch is 
connected, the network discovery component registers this switch as connected. Following that, 
it uses LLDP messages, by installing appropriate flow rules, to deduct the network topology and 
detect network changes. For network changes detection, an expiry timer is used. The timer 
expires if no LLDP message has been received in the specified time period. Upon discovery of 
network change (either by addition/removal of switches or link changes) relevant events are 
raised. By having a “listener” for these events, an event handler can be triggered which takes 
action based on it.  

 

 
Figure 5.5-2 - Topology Discovery Component Flow Chart 

 
Topology 
 
The topology component is the component that holds the network representation that can be used 
by other components that need access to this information. The topology component works in the 
following manner. It listens for link events generated by the topology discovery and creates 
instances of switch and link objects that hold relevant information. These objects hold 
information that provide an up-to-date view of the network. 
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The switch object can hold information about how to communicate with this switch, neighboring 
switches and link status for the switch as well as other user-defined information. When a switch 
connects to the controller, the controller associates it with a connection object that can be used 
by the controller to communicate with this specific switch. Furthermore, a Datapath ID (DPID) 
uniquely identifies each switch. This information although kept in openflow.connection, can also 
be held by the switch object for easier reference and to avoid traversing through the list of all the 
connections to find the specific connection every time the controller wants to communicate with 
it. If the switch object also stores information about the neighboring nodes, then this can be used 
as a graph that the forwarding module can use to calculate the forwarding paths. 
 
The link object holds information about the link end-points, the link utilization during the 
previous monitoring period etc. The link object is instantiated and initialized with the values 
received when a new link is detected by means of the link event generated by the topology 
discovery component. Once a link down event from the network topology component is “heard”, 
the link instance is removed. The link is uniquely identified by the following attributes: the 
connected switched and the connected ports in each switch. By iterating through a list of link 
objects, the forwarding module acquires all the necessary information to fulfill its’ purpose. 
Additionally, the monitoring module updates the link objects in the topology component with the 
latest information about the link state in terms of load and utilization. 
 
In the current work only the link object is used, as the information stored in it is sufficient to 
perform all the required actions. The basic information needed is the link endpoints, i.e switch-
port, and a storage of link specific information, i.e link utilization information. Although the 
switch object is not used, prototype definitions are implemented for future use.  
 
The topology module raises a custom topology-converged event when the topology has 
converged. In our case, the topology is considered converged if no link event has been “heard” 
for a specified amount of time.  
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Figure 5.5-3 - Topology Component Flow Chart 

 
Forwarding 
 
Since the forwarding mechanism is out of scope for this work, we only discuss the forwarding 
mechanism from an abstract point of view. By this we mean that we only explain in a very basic 
level how a forwarding module should work in the context of green networking. Nonetheless, it 
is important for the reader to understand the scope under which the monitoring module should 
operate. As a result of what mentioned before, only a basic forwarding paradigm is implemented 
in the prototype implementation in order to verify that the output of the monitoring component 
can be used as input by the forwarding component. 
 
An abstract sequence of how reactive forwarding decisions are taken and enforced in an 
OpenFlow architecture is depicted in Figure 5.5-4 below. 
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Figure 5.5-4 - Basic Forwarding Component Flow Chart 

 
A “packet in” message/event is sent from the switch when the packet header cannot be matched 
against any flow entry in the switch’s flow table. The packet-in contains a fraction of the packet 
header (default is 128bytes) and a buffer ID that the switch is using to buffer packets of that 
flow. If packet buffering is not possible at the switch the full packet is sent to the controller. The 
controller is listening for a packet in event and upon receipt of a packet-in the controller based on 
the information available in the packet header decides how the switch should forward packets 
belonging to that flow. Subsequently, it installs the appropriate rules in the switch’s flow table by 
sending a “flow-modification” message back to the switch.  
 
The forwarding component can use two approaches to handle setting up the forwarding path for 
a flow. In the first case the controller waits to receive the packet-in message from every switch 
and send back a flow-mod reply on how this specific switch should handle the flow. In other 
words it sets up the forwarding path in fragments, per switch. This approach although simplified 
and easy to implement, induces additional signaling between the controller and the switches. 
That is because every switch in the forwarding path must send a packet to the controller. The 
second approach is much more efficient. The idea is for the controller to set-up the whole 
forwarding path for the flow when the first packet-in for the flow is received. In this approach 
the controller sends out flow-mod messages to all switches in the forwarding path. This way, 
when the packet reaches the second in sequence switch in the forwarding path, a flow rule will 
already be installed in its’ flow table and it will forward the packet accordingly.  
 
The forwarding component should interact with the topology component. The input from the 
topology component should be the current topology and its status. Moreover, the forwarding 
component could retrieve historic network information that is externally stored. Based on this 
input it should forward traffic flows accordingly.  
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A forwarding component can act in two ways, proactively or reactively. In the first case, the 
forwarding component should make calculations on how to forward traffic flows on startup and 
install the necessary flow rules in the switches before actual traffic starts to flow. It can then 
periodically make recalculations and reconfigurations on a pre-defined interval irrespective of 
the network state at that moment. The advantage with that approach is that apart from the initial 
signaling overhead, no further communication is needed between the data plane and the 
controller. This also minimizes latency, as packets do not need to be buffered until the controller 
makes a decision and then install the flow rule at the switch. Of course, it is possible to adjust the 
reconfiguration period based on statistics that are derived from the historic network state. For 
example, in case the historic information suggest that a spike in total traffic demand is very 
likely around noon, then the forwarding component could be configured in such a way so that it 
takes action before that point in time. In the second case, where the controller acts reactively,  
 
The forwarding component must also be responsible about keeping information about what 
flows are currently active. A flow can be considered active as long as the controller has not 
received a flow-removed message for that flow. Additionally the controller can have an expiry 
timer set to the same value as the “hard timeout” timer set for this flow. Upon expiry of this 
timer the flow can be considered uninstalled. At this point it is important to mention the two time 
out timers associated with every installed flow rule. These are the idle timeout timer and the hard 
timeout timer. If no packet has matched the flow rule in the last idle timeout seconds, or it has 
been hard timeout seconds since the flow was inserted, the switch removes the entry and sends a 
flow-removed message. 
 
The forwarding component could use any well-known algorithm such as Dijkstra’s algorithm to 
find out the forwarding path but in the case of green networking a custom algorithm must be 
used. The idea of how the forwarding component should act in the scope of green networking is 
as follows: The forwarding module should take into account the network state as well as 
historical data to keep some links in suspended state by aggregating traffic flows over a 
minimum set of links. An example of this would be the following. When a packet-in reaches the 
controller, the forwarding component, uses the network topology to calculate the path for this 
flow. Part of the selection process is the load of the links in the path. As long as the load of a link 
does not exceed a predefined value, for example 70%, this link is considered to have a higher 
preference over a lighter loaded link. Moreover, once the packet is identified as belonging to a 
specific flow, historical data can be retrieved in order to identify the volume of traffic induced by 
that flow historically. This can be used so that if the flow will cause a link to exceed the 
predefined load limit it will not be forwarded through that path but instead another path might be 
considered. The following Figure 5.5-5 depicts the idea described above.  
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Figure 5.5-5 - Example of Green Forwarding based on Monitoring Input 

 
In the implemented prototype, the forwarding component performs forwarding reactively but 
based on pre-calculated paths. Upon reception of a packet-in message, the forwarding message 
decides which flow the packet belongs to and chooses among pre-calculated paths based on the 
following criteria. If the first path is connected (there is end-to-end connectivity or in other 
words no links are broken) and the link load of every link is under a specified percentage, then 
this path is used. If these conditions are not met for the primary path, then the secondary path is 
evaluated. In case the conditions are not met for the latter path then if the previous path was 
disqualified due to link load, we fall back to that path. 
 
It must be mentioned at this point that the forwarding component is fired up on start-up only 
when the topology has converged. This is achieved by listening for the topology-converged 
event generated by the topology component.  
 
Monitoring 
 
The main differentiation factor between the design variations described in the next section is the 
way the network monitoring is performed. In the following paragraph we will briefly present the 
common underlying characteristics that are shared among all examined variations.  
 
Our monitoring component is used to monitor aggregated traffic. All traffic from the same 
source to the same destination belongs to the same flow. For this reason, the maximum number 
of flows that can exist in a network of N egress/ingress nodes is equal to the maximum number 
of source-destination pairs. That is ܰ כ (ܰ െ 1). Moreover, every flow might experience an 
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amount of packet loss/drops as it passes through the network’s switches. This is the reason why 
every switch that the flow passes through might register different values. 
 
The monitoring component is fired-up when the forwarding component is operational. The 
monitoring component is responsible for updating the topology component’s representation of 
the network with up-to-date information about the network state as well as store flow traffic 
demand information for future use. This requires that the monitoring component has access to 
the information of the topology component. Moreover, it must interact with the forwarding 
module to derive information about which switches have active flows passing through them at 
any given moment. To achieve its monitoring purpose, the monitoring component will use the 
OpenFlow protocol messages to request information from the OpenFlow switches. The switches, 
in response, will send the information derived from their own local counters. This paradigm is 
active polling-based monitoring. Moreover, it will also have to passively acquire the traffic 
demand information by utilizing the information available to the controller when a flow expires. 
As monitoring is based on polling, it is important to mention at this point two issues associated 
with polling, that are also considered as assumptions of this work. The first one is the timing 
issues associated with any polling scheme and the second is the effect of the polling interval on 
the reported values.  
 
Figure 5.5-6 below depicts the timing issues mentioned above.  
 

 
Figure 5.5-6 - Polling Interval Calculation 

 
T5 - T1 is the polling interval. It is possible to calculate the data transmitted between T3 and T7, 
but it is impossible to measure the exact time period T7-T3. We can only estimate it by T5-T1. 
For that reason in our implementation we have a predefined polling interval. 
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Additionally, we assume that T4 < T5, i.e., we assume that we will have always received a reply 
before sending the next request. If a request is to be sent and the previous reply hasn't arrived 
yet, then the reply should be considered as lost and further handling must be done for it. For that 
reason it is important that the polling interval must be bigger than the round-trip-time. As the 
round-trip time may vary between consecutive polls (in our case where we have out-of-band 
signaling, variations will mostly arise due to different processing load on the controller between 
polls), the selected polling interval must considered this fact and accommodate for variations.  
 
The polling interval is important as information acquired between two consecutive request-
response points are averaged over that time period. This means that the reported traffic, when 
averaged over the whole polling interval, might not be indicative of the actual traffic situation. In 
a scenario where there are long periods of inactivity and traffic bursts this is especially true. This 
can be better understood by looking at the example depicted in Figure 5.5-7 below.  
 

 
Figure 5.5-7 - Polling Period Averaging 

 
In order to remedy this issue we can of course poll every second, but this induces a lot of 
management traffic and is not optimal as the network size increases. Moreover, it imposes more 
processing requirements to the controller, which might lead to inaccuracies due to the effect of 
polling interval as described above. Thus, we have to decide on an acceptable polling interval 
based on observed behavior for the network under investigation. In our case, we consider a 
polling interval of 5 seconds to be sufficient, since we deal with aggregated traffic. Additionally, 
for the purpose of green networking, knowing the network state in such granularity is considered 
sufficient.  
 
Bringing it all together 
 
The overall function of the controller’s components in the proposed architecture can be 
summarized as follows: 
Once a switch connects to the controller, the controller associates this switch with a connection 
object and its unique DPID that can be used for communicating with that switch in the future. 
The topology discovery component sets-up a flow rule to the connected switch so that the switch 
can implement a network topology discovery scheme based on LLDP messages. Moreover, the 
topology discovery component raises a link event to inform all interested components about the 
fact that a new link was detected. The topology component in turn upon hearing this event 
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creates a link object and initializes it with the necessary information. These are the connected 
switches, the connected ports in each switch, the links load etc. After a specified period of time, 
the topology module generates a topology-converged event. On hearing the topology-converged 
event, the forwarding component is started. When the forwarding component is started, the 
monitoring component also starts being operational. When a packet reaches a data path switch 
for the first time, the switch would find no matching rule in its flow table and a packet_in 
message will be sent to the controller. The forwarding module will decide how the flow, that the 
packet belongs to, must be forwarded based on the matching criteria. It will subsequently send 
out flow_mod messages to all switches involved to set up the forwarding path. The forwarding 
module will also keep information that this flow is currently active and the flow path through the 
network. In parallel, the monitoring component will provide up-to-date information about the 
network state as well as store flow traffic demand information for future use. The exact behavior 
of the monitoring module varies based on how the information is acquired. In the following 
section we present three different designs of the monitoring component. 

5.5.2 All_Flow 

In the All_Flow design the link utilization is calculated based on flow information derived from 
all the switches. It requires network-wide deployment of OpenFlow switches. Figure 5.5-8 
depicts the processes of the monitoring component when using this design. 
When the controller receives a packet_in message, it passes on the message to the forwarding 
module to decide on how this new flow should be handled. After the decision is made, the 
controller sends a flow_mod message to install a new rule to all the switches in the path the flow 
will traverse. The flow rule installed has the idle_timeout timer set to a value larger than the 
polling interval. The reason for this is that the switch should not remove the flow until at least 
one polling has been performed while this flow is active. The monitoring component, every 5 
seconds, sends a flow_stats_request for individual flow statistics to all the switches that have 
active flows traversing them. The switches respond with a flow_stats_reply message containing 
individual counter information about all the flow entries present in its flow table when it received 
the request. The controller increments the total count of the switch’s links that it received the 
reply from. The counters are updated for any link connecting this switch with the next one in a 
flow’s path. After receiving all replies, the controller calculates how much the link utilization for 
each link is, by subtracting the current total from the previous polling period’s total byte count. 
There is a possibility that a flow is removed during the period. In order for the calculation to be 
correct, the removed flow byte count must be removed from the link’s calculated total byte 
count, once a flow_removed message is received. A flow_removed message signifies the 
removal of a flow from a switch’s flow table and includes information about the duration of the 
flow and the total byte/packet count for the flow. When that happens, the monitoring component 
removes the flow’s total byte count included in this message from the appropriate link of the 
switch that it received the message from. The forwarding module upon reception of this message 
will deactivate this flow. An example of how the value of the link’s byte count is handled 
through the process described above, is depicted in Figure 5.5-9.  
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Figure 5.5-8 - Monitoring: All_Flow Flow Chart 

 

 
Figure 5.5-9 - Example of Counter Update in All_Flow scheme 
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5.5.3 First_Switch 

The First_Switch design, is an approach that tries to minimize the drawbacks of the All_Flow 
design. In this case, only the first switch on the path of a flow is queried to gather information. 
The monitoring module sends a flow_stats_request message only to the first switch in the path of 
every active flow in order to gather flow information and calculate the link load of subsequent 
links in the flow’s path. When the controller receives a flow_stats_reply from a switch, it checks 
for which flows this switch is the first in their path, and adds the byte count of the flow to the 
link counters throughout the flow’s path. Once all switches have replied within the polling 
period, the controller calculates the link loads for every link, and writes the information to the 
appropriate file.  
The forwarding module when installing a flow rule to setup a flow path, instructs only the first 
switch to send a flow_removed message when it removes the flow from its flow table. The 
historic traffic demand matrix is constructed using the flow information included in the 
flow_removed message. As an alternative, it might be argued that the last switch could be used 
instead of the first switch. Although it sounds logical that the last switch will have more accurate 
information about a flow’s status it is always relevant to the monitoring purpose at hand. When 
polling the last switch, the flow has passed through the entire network and the volume of traffic 
received would be after any packet loss/drops. On the other hand, this is not indicative of the 
traffic demand, which in our case is more important than the exact volume of traffic received. An 
example would be a flow having 10 packets when entering the network at node A and 8 packets 
when reaching node B, the last node before exiting the network. The traffic demand would be 10 
for that flow as the total number of packets that should have been delivered is 10 although only 8 
were delivered in the end due to packet loss throughout the network. Knowing the traffic demand 
is more important in our case than knowing the exact volume of traffic that was successfully 
delivered. 
 

 
Figure 5.5-10 - Monitoring: First_Switch Flow Chart 
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This approach is important when having only partial deployment of SDN switches. Using this 
implementation, by deploying OpenFlow enabled switches on the network edge, it is possible to 
provide at least accurate traffic demand information.  

5.5.4 Port_FlowRemoved 

The Port_FlowRemoved design described hereafter is proposed, as the level of granularity 
provided by the port information is enough for the green forwarding architecture that was 
suggested to be used in this work. This scheme requires network-wide deployment of OpenFlow 
enabled switches. The monitoring module in this case requests port information, by sending a 
port_stats_request, from all the switches that are traversed by active flows. The controller 
receives a port_stats_reply in response. This message contains port specific counters for the 
switch that generated the response. These include, bytes sent and received over every port. For 
every response that the controller receives, the controller updates the current polling interval’s 
counter for all links of the switch that it received the answer from. Upon receiving a reply from 
all switches the controller calculates the difference between the previous and the current polling 
interval and writes this information to a file. In order to calculate the traffic demand matrix, the 
information contained in the flow_removed message is used. The forwarding component 
instructs the first switch in the path of every flow to generate a flow_removed message when the 
flow is removed from its flow table. When the monitoring component receives the 
flow_removed message, it writes the historic traffic demand information in a file. The 
flow_removed message includes the duration of the flow and the total byte count of the flow. 
The average traffic volume demand per second is calculated by averaging the total byte count 
over the time period the flow was active.  

 
Figure 5.5-11 - Monitoring: Port_FlowRemoved Flow Chart 
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Figure 5.5-12 - Example of Counter Update in Port_FlowRemoved scheme 
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CHAPTER 6 - VALIDATION AND DISCUSSION OF 
PROPOSED PROTOTYPE VARIATIONS 

 

In this chapter we present the validation of the proposed monitoring designs detailed in the 
previous chapter and a discussion about the observed evaluation results.  

6.1 Test Environment  
 

The implementation was tested for validation and basic evaluation purposes using the following 
setup. 

A virtual machine of 2.5GB hard disk space with one processor core of an Intel Dual core 2Ghz 
processor and 1024MB of RAM. The operating system (OS) running on the virtual machine was 
Ubuntu 12.10 with kernel version 3.5.0-17. The emulator used was Mininet version 2.0.0. POX 
0.2.0 (carp) was used as the OpenFlow remote controller and Open vSwitch version 1.4.3 was 
used as an OpenFlow enabled switch.  

Figure 6.1-1 presents the static Mininet topology that was used to test the monitoring application.  

 

 
Figure 6.1-1 - Mininet topology 

 
The test topology is comprised of four OpenFlow Switches connected via 10MBps links as 
shown in the figure above. Each switch has a connected host that is used as a source or sink for 
the generated traffic. Moreover, each switch has a direct connection to the controller. This 
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topology is sufficient for the verification tests that need to be executed. It provides the ability for 
a flow to traverse multiple links, for a link to be traversed by multiple flows and provides two 
paths from any source to any destination. 
 
The Iperf application was used in order to generate traffic and Wireshark was used as a baseline 
to verify the reported results from the monitoring application. 
 

The monitoring application generates two files that store information about link utilization and 
historic TM info. These files are the LinkStats and TMInfo respectively. The LinkStats file is 
where the monitoring component stores link information per polling period and the TMInfo file 
is where traffic demand information is stored. The file contents are the following. 

LinkStats:  
Polling period timestamp ; switch1 ; port1 ; switch2 ; port2 ; byte count for link ; link capacity ; 
link utilization percentage 

TMInfo: 
Flow start timestamp ; flow end timestamp ; flow source ; flow destination ; flow’s total byte 
count ; flow’s average byte/sec 

6.2 Test Description 
 

For each design proposed, we verify its basic functionality on the static topology described 
above by running a set of tests. These tests are namely, One Flow Simple Test, Multi-Flow Test, 
Presence of Loss Test, Redirection Test. Following the validation, we discuss notable points for 
each design implementation. In most cases we present the results drawn from looking at the 
LinkStats / TMInfo files generated by the monitoring component and comparing against 
Wireshark / Iperf reports.  

6.2.1 One Flow Simple Test 

The purpose of the first test, One Flow Simple Test, was to validate that the results reported for a 
single flow between two switches were accurate. For this reason a single udp flow of 1Mbps was 
generated using Iperf, between s5 and s6. Figure 6.2-1 depicts the first test.  
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Figure 6.2-1 - One Flow Simple Test 

6.2.2 Multi-Flow Test 

In the second test, Multi-Flow Test, we verify that the prototype behaves as expected in a multi-
flow environment. Using Iperf, we generate udp traffic between three nodes and compare the 
results against Wireshark and Iperf reports. Figure 6.2-2 depicts the second test. 

 

 
Figure 6.2-2 - Multi-Flow Test 

6.2.3 Presence of Loss Test 

In the third test, Presence of Loss Test, was conducted to evaluate the suggested design 
implementations in the presence of lost packets. The network topology was slightly modified to 
induce lost packets on the link connecting s5 and s6, using NetEm’s tc [83], a functionality 
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provided by Mininet. We then generate udp traffic and compare the reported results to draw 
useful conclusions. Figure 6.2-3 depicts the performed test. 

 

 
Figure 6.2-3 - Presence Of Loss Test 

 

6.2.4 Redirection Test 

The purpose of the fourth and last test, Redirection Test, was to test the suggested redirection, 
which is based on the link utilization of the previous polling period. To do that, we use Iperf to 
generate udp traffic between two nodes. This flow, loads the link connecting s5 and s6 over 50% 
of its’ capacity. Subsequently a second flow is started that should normally use a primary path 
using this overloaded link. This flow should be redirected using a secondary path instead as a 
link of the primary path is overloaded. Figure 6.2-4 depicts the test performed. 

 

 
Figure 6.2-4 - Redirection Test 
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6.3 Test Results & Discussion 
 

Each test was run multiple times and the result values presented in the following section are the 
mean of all executions. The standard deviation is also presented to verify the consistency of the 
reported results. One Flow Simple Test and Multi-Flow Test were executed for all design 
implementations. Presence of Loss Test and Redirection Test were only executed for the 
First_Flow and Port_FlowRemoved design implementations. The reason that they were only 
executed for these, is that the All_Flow design implementation was proven to be problematic and 
not performing as expected. It cannot be considered as a working prototype in that sense. 
Nonetheless, it was consider proper to include as it provided some useful insight towards 
reaching a working monitoring solution for the monitoring purpose at hand. The results of the 
different designs are not directly compared among each other. The intention is not to compare 
the designs among them but highlight how accurate each can be, under what conditions, what are 
their advantages or drawbacks and how they can be improved.  

 In the rest of this section, we will present the test results for each design implementation and 
comments based on the results. Additional figures derived from a single execution of the tests 
can be found in Appendix B. The resulting data tables from all the executions can also be found 
in Appendix B. 

6.3.1 All_Flow 

The following Figure 6.3-1 presents a comparison between the reported byte counts per flow per 
reporting tool, for the one flow simple test when using the All_Flow implementation. It presents 
the total byte count of the flow traversing the network, as it was reported by the different tools. 

 

 
Figure 6.3-1 - All_Flow - One Flow Simple Test – Reported Flow Byte Count per Reporting Tool 
 

The output from the one flow simple test, verifies that the monitoring module in the All_Flow 
implementation, provides accurate link results if traffic volume from all flows that traverse a link 
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are counted towards its utilization. At the same time, the reported flow traffic demand is 
accurate.  

In Figure 6.3-1 we can see that there is, on average, a difference of 0.05% between what 
All_Flow reported as traffic demand for the flow traversing the network compared to what 
Wireshark reported as the total received bytes. Since there is no loss in this scenario, the received 
bytes and the traffic demand must be equal. The difference between All_Flow and Iperf is 
2.79%. The reason for this difference, is that Iperf does not account for packet headers [84]. Due 
to that, we can say that Wireshark values are more accurate and we should use these as a baseline 
for comparisons.  

 

 
Figure 6.3-2 – All_Flow – One Flow Simple Test – Reported Link Byte Count per Reporting Tool 
 

As presented above in Figure 6.3-2, adding the LinkStats byte counts per polling period, adds up 
to the total bytes reported in the TMinfo file. The reported link count total from Wireshark was 
1934640 bytes, while All_Flow reported 1932336 bytes having 0.11% difference. This means 
that the monitoring module successfully reported the correct monitored traffic, on the correct 
links. The difference can be attributed to the fact that Wireshark also accounts for other types of 
traffic, while All_Flow counts towards link utilization only the flows that match the criteria I 
have set when installing the flow forwarding rules. The reason being that we only have 
information about how these flows are forwarded in the network and can subsequently update 
the proper link counters. 

 

The following Figure 6.3-3 presents a summary of the results for the multi-flow test. The 
reported total byte count per flow for each reporting tool is presented. 
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Figure 6.3-3 - All_Flow - Multi-Flow Test – Reported Flow Byte Count per Reporting Tool 

 

Based on Iperf, the volume of the flow between s5 - s6 was 1876951 bytes (1.79Mbytes) and 
between s7 – s6 was 1026555 bytes (979Kbytes), totaling to 2903506 bytes. Wireshark reported 
1932336 bytes for the flow between s5-s6 and 1032696 bytes for the flow between s7-s6. 
All_Flow, reported in TMInfo, 1931202 bytes on average for the flow between s5-s6 and 
1032696 bytes for the flow between s7-s6, matching very closely the reported values from 
Wireshark. Nonetheless, the reported average bytes/sec is slightly different between the two, 
118Kbytes/sec for All_Flow and 125Kbytes/sec for Wireshark. The reason for this could be that 
the All_Flow implementation rounds up the duration of a flow in granularity of a second. With 
that in mind, the reported byte per second results might have been averaged over a slightly larger 
period by the All_Flow implementation. The difference between All_Flow and Iperf is still 
around 2.86% for the flow between s5-s6 due to the same reason explained in the previous test. 

1026000 

1027000 

1028000 

1029000 

1030000 

1031000 

1032000 

1033000 

1034000 

�ZĞƉŽƌƚĞĚ��ǇƚĞ��ŽƵŶƚ�&ůŽǁ�Ɛϳ-Ɛϲ� 

By
te

s 

Byte Count Flow s7-s6 

/ƉĞƌĨ 

�ůůͺ&ůŽǁ 

tŝƌĞƐŚĂƌŬ 

1870000 

1880000 

1890000 

1900000 

1910000 

1920000 

1930000 

1940000 

�ZĞƉŽƌƚĞĚ��ǇƚĞ��ŽƵŶƚ�&ůŽǁ�Ɛϱ-Ɛϲ 

By
te

s 

Byte Count Flow s5-s6 

/ƉĞƌĨ 

�ůůͺ&ůŽǁ 

tŝƌĞƐŚĂƌŬ 



  62 

 

 
Figure 6.3-4 - All_Flow - Multi-Flow Test – Reported Link Byte Count per Reporting Tool 

 

As presented in Figure 6.3-4 above, there is a difference of 0.14%, on average, between the 
reported link counts of Wireshark and All_Flow. The reason is the same as the one explained in 
the One Flow Simple Test. 
 

Based on the observed results we can say that the All_Flow implementation does report accurate 
results for the monitored flows. Nonetheless, in order to provide accurate link utilization 
information, appropriate flow rules that cover all possible kinds of traffic that might pass over a 
link must be installed, and handled when flow counters for individual flows are received. For 
example, ARP traffic must also be taken into consideration and added to the total number of 
bytes that passed over a link. The same applies for LLDP generated traffic. This induces 
additional complexity and at the same time the management overhead will be larger as the size 
of the flow stats reply messages will be larger, due to including information about more flows. In 
our All_Flow implementation, we only accounted for traffic matching the flow rules that we 
installed for forwarding traffic between the source-destination pairs. Any LLDP, ARP or other 
traffic will not be counted towards any link utilization. This will result in a very small difference 
between the actual link utilization and the reported one in our case. The reason for this is that 
LLDP does not produce much overhead and we do not have any ARP traffic.  

Another drawback is that there are problems with having this design working with network 
changes or in the presence of loss, and more specifically in cases where a flow removed message 
is generated when a link breaks. To solve this, additional logic is required in the controller 
increasing the complexity further. The controller has to keep a synchronized view of every 
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switch’s flow table. This is necessary in order to handle dynamic network changes when using 
this design. By keeping flow information per switch, it is possible to alter this implementation in 
such a way to not need the flow_removed messages to perform correct measurements. A possible 
example of such an implementation would be like the following: A flow_id is kept per switch, 
along with the flow counts reported for that flow by this switch. After each polling, the flow_id 
storage is checked and all flows, that the controller received no flow information about, are 
discarded. When receiving new flow information for that switch in a polling period, we check 
first if the flow_id was also present during the previous period. In case it was, then we subtract 
the two values and the result is the byte count contributed by this flow for that polling period. In 
case the flow_id was not present, then the byte count for that flow during this polling interval is 
the one reported. This example was not tested, nor implemented in this work, but it is discussed 
in order to give useful insight to those who want to improve upon it or use the idea for a future 
implementations. 
 
The All_Flow approach is important when the controller might be used in order to also perform 
operations, other than simple green forwarding, that require individual flow information. The 
reason for this, is that individual flow information is reported by the switches and is available to 
the controller. This individual flow information, is not necessary to perform the suggested green 
forwarding scheme as there are other ways of retrieving the required inputs, such as in the 
Port_FlowRemoved design. Due to that reason and the fact that this implementation proved to be 
non-working in the case loss is induced in the network, this design implementation is not 
considered further. 

6.3.2 First_Switch 

The following Figure 6.3-5 presents an overview of the result of the one flow simple test for the 
First_Switch design implementation.  

 

 
Figure 6.3-5 – First_Switch - One Flow Simple Test - Reported Flow Byte Count per Reporting 

Tool 
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The output for one flow simple test, verifies that the monitoring module in the First_Switch 
implementation, provides both accurate link results and historic traffic demand information in a 
static, without loss, network.  

First_Switch reported in the TMInfo file the traffic volume of flow between s5-s6, on average, as 
1930824 bytes. Wireshark reported 1932714 bytes for the same flow having a difference of only 
0.09%. 

 

 
Figure 6.3-6 – First_Switch – One Flow Simple Test – Reported Link Byte Count per Reporting 

Tool 
 

As presented in Figure 6.3-6 above, adding the LinkStats byte counts per polling period adds up 
to the total bytes reported in the TMinfo. This means that the monitoring module successfully 
reported the correct monitored traffic on the correct links. The reported link count total from 
Wireshark was 1934832 bytes, while First_Switch reported in average 1922326 bytes in the 
LinkStats file. There is a difference of 0.23% between the Wireshark reported total and the 
First_Switch reported total. The difference between First_Switch and Iperf is 2.86%, which is 
normal. The reason for this difference is the same as described in the results of the same test for 
the All_Flow case. 

 

The following Figure 6.3-7 presents the results for the multi-flow test for the First_Switch design 
implementation.  
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Figure 6.3-7 – First_Switch - Multi-Flow Test – Reported Flow Byte Count per Reporting Tool 

 

Wireshark reported 1932336 bytes for the flow between s5-s6 and 1032696 bytes for the flow 
between s7-s6 on average. First_Switch, reported on average in TMInfo, 1928556 bytes for the 
flow between s5-s6 and 1031562 bytes for the flow between s7-s6. The difference between the 
result reported by Wireshark and TMInfo is 0.19% for the flow between s5-s6 and 0.10% for the 
flow between s7-s6. 

The reported average bytes/sec is almost identical, 125.7Kbytes/sec for First_Switch and 
125Kbytes/sec for Wireshark. 
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Figure 6.3-8 – First_Switch - Multi-Flow Test – Reported Link Byte Count per Reporting Tool 

 

As presented in Figure 6.3-8 above, the difference between the reported link counts from 
First_Switch and Wireshark is on average 0.26% for the link between s5-s6 and 0.17% for the 
link between s7-s5. 

As a result, we can conclude that First_Switch, is accurately reporting link utilization and traffic 
demand information in a multi-flow, lossless network. 

 

The following Figure 6.3-9 presents the results of the Presence of Loss Test for the First_Switch 
design implementation. 

 
Figure 6.3-9 – First_Switch – Presence of Loss Test - Reported Byte Count per Reporting Tool 

 

Among test executions, the average loss induced on link s5-s6 was 10%. Iperf reported the 
received volume of traffic for the flow between s7 - s6 was 1698693 bytes (1.62Mbytes) which 
is inline with the induced loss (Iperf reported 1876951 bytes sent from the source). As depicted 
in the figure above, First_Switch, reported in average in the TMInfo file, 1931580 bytes for the 
flow between s7-s6. Wireshark, reported 1932336 bytes as sent from the source (traffic demand) 
and 1741824 bytes as delivered to the destination.  
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The difference between First_Switch and Wireshark when it comes to traffic demand is 0%. The 
difference between the traffic demand value reported in the TMInfo file by First_Switch and the 
reported traffic delivered to the destination by Wireshark is on average 10.01%. This is inline 
with the configured loss in this test.  

 

 
Figure 6.3-10 – First_Switch – Presence of Loss Test – Reported Link Byte Count per Reporting 

Tool 
 

In the LinkStats file, it was reported that the byte count for the link between s7-s5 was on 
average 1931580 bytes and for the link between s5-s6 was 1931580 bytes. Wireshark reported on 
average for the same links 1932971 bytes and 1742428 bytes respectively. The difference 
between the result reported by Wireshark and LinkStats, is 0.07% for the link between s7-s5 and 
9.79% for the link between s5-s6. The reported results from Wireshark are accurate in both 
cases, as based on the configured topology there was a 10% loss on the link between s5-s6. It is 
obvious that the value reported by First_Switch for the link utilization of the “lossy” link is not 
accurate.  

 

From the aforementioned results, we can conclude that the traffic demand information is correct 
in the First_Switch implementation. That is because the traffic demand information represents 
the volume of traffic generated by a traffic flow. Wireshark and Iperf, report the successfully 
received volume. Since in our work we are interested in how much a flow will contribute and not 
how much was actually delivered, we consider the results provided by the First_Switch to be 
accurate.  

On the other hand, we can see that the reported LinkStats are inaccurate. The difference between 
the actual link load and the one reported by First_Switch for a “lossy” link will be equal to the 
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accumulated loss up to that link. The reason is that First_Switch adds the whole volume of the 
flow in all links in the flow’s path.  

 

Figure 6.3-11 presents the results of the Redirection Test for the First_Switch design 
implementation. 

As can be seen by the output debug messages of the application, the flow was redirected as 
expected due to a link of the primary path being over-utilized. This is also validated by the 
information stored in the LinkStats file. When the second flow was started, the link between s5-
s6 was 61% loaded and thus the flow between s7-s6 was forwarded via s7-s8, s8-s6. The link 
counters of the LinkStats file verify this.  

 

 

 
Figure 6.3-11 – First_Switch – Redirection Test Results 
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Both in this case, as well as in the case described above, the flows that are considered to be 
contributing to the link load are those that are matched against the flow rules we installed for 
forwarding traffic between source-destination pairs. Any other type of traffic is not considered 
when calculating the link load.  

 
As flow_removed messages are important in calculating the link loads in this case too, 
inaccuracies will arise when a link breaks and for this reason it is important to consider the 
consequences and make relevant changes to the code to accommodate for this in a better future 
implementation. An example of how link breakage can affect the reported results is described 
hereafter. As only the first switch generates a flow_removed message, if a link in the middle of 
the flow’s path breaks, then the first switch will still keep receiving traffic and thus updating the 
links that are subsequent to the broken link. This will lead to the links following the broken one, 
reporting link utilization much higher than they should. This problem is more of a forwarding 
problem though. If the controller’s forwarding module reacts immediately on network change, 
then the flow’s path will change and the correct links will be updated. The case described was 
not tested, nor implemented in this work, but it is mentioned for future improvements. 

 

In the First_Switch case, assigning the value received from the first switch to all subsequent 
links in the path of the flow, describes the worst-case scenario when it comes to utilization. In 
reality, in subsequent switches, packets might be dropped and thus link load, induced by that 
flow, will be less. The only way to have exact accurate link utilization figures based on flow 
information is to poll all switches as suggested in the All_Flow implementation. The 
First_Switch design is nevertheless a way to generate less management overhead and scale the 
solution to larger network sizes. When using the All_Flow implementation, the total 
management overhead in terms of number of request-reply messages exchanged between the 
controller and the switches will be equal to the number of all switches that are traversed by 
active flows x 2. In the case of the First_Switch implementation, the number of request-reply 
messages exchanged between the controller and the switches will be equal to the number of 
ingress switches that are traversed by active flows x 2. 

6.3.3 Port_FlowRemoved 

The following Figure 6.3-12 presents the one flow simple test results for the Port_FlowRemoved 
design implementation.  
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Figure 6.3-12 – Port_FlowRemoved - One Flow Simple Test - Reported Flow Byte Count per 

Reporting Tool 
 
The output for one flow simple test, verifies that the monitoring module in the 
Port_FlowRemoved implementation, provides both accurate link results and historic traffic 
demand information.  

The reported total for the flow between s7-s5 by Wireshark was on average 1934709 bytes. The 
difference with the average value reported in TMInfo is 0.3%, so we conclude that the historic 
traffic demand information reported by Port_FlowRemoved is sufficiently accurate. 

 

 
Figure 6.3-13 – Port_FlowRemoved - One Flow Simple Test - Reported Link Byte Count per 

Reporting Tool 
 

When adding the LinkStats byte counts per polling period the sum is 0.18% larger than the total 
byte count reported for the flow in TMinfo. The reason is that in Port_FlowRemoved, the total 
number of bytes that went over a link is not calculated based on flow information but is based on 
port counters. This means that we take into account traffic irrespective of its’ layer in the OSI 
model. In this case, LLDP messages that traversed the links are also counted and this is why the 
reported byte counts in the LinkStats are higher. Wireshark for the same link reported on average 
1933585 bytes, 0.05% difference with what Port_FlowRemoved reported. Based on that, we 
conclude that that the monitoring module successfully reported correct information for the 
correct links.  
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The following Figure 6.3-14 presents the multi-flow test results for the Port_FlowRemoved 
design implementation.  

 

 

  
Figure 6.3-14 – Port_FlowRemoved - Multi-Flow Test – Reported Flow Byte Count per 

Reporting Tool 
 

As depicted in the Figure 6.3-14 above, Wireshark reported 1932336 bytes for the flow between 
s5-s6 and 1032696 bytes for the flow between s7-s6. Port_FlowRemoved, reported in the 
TMInfo file, 1930824 bytes on average for the flow between s5-s6 and 1030050 bytes for the 
flow between s7-s6. The difference between the result reported by Wireshark and TMInfo is 
0.07% for the flow between s5-s6 and 0.25% for the flow between s7-s6. Based on that, we 
conclude that Port_Flow removed reports accurate traffic demand information in a multi-flow 
lossless environment. 

1026000 

1027000 

1028000 

1029000 

1030000 

1031000 

1032000 

1033000 

1034000 

�ZĞƉŽƌƚĞĚ��ǇƚĞ��ŽƵŶƚ�&ůŽǁ�Ɛϳ-Ɛϲ 

By
te

s 

Byte Count Flow s7-s6 

/ƉĞƌĨ 

WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ 

tŝƌĞƐŚĂƌŬ 

1840000 
1850000 
1860000 
1870000 
1880000 
1890000 
1900000 
1910000 
1920000 
1930000 
1940000 

�ZĞƉŽƌƚĞĚ��ǇƚĞ��ŽƵŶƚ�&ůŽǁ�Ɛϱ-Ɛϲ 

By
te

s 

Byte Count Flow s5-s6 

/ƉĞƌĨ 

WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ 

tŝƌĞƐŚĂƌŬ 



  72 

 
Figure 6.3-15 – Port_FlowRemoved - Multi-Flow Test – Reported Link Byte Count per 

Reporting Tool 
 

Adding the byte counts of all the periods as recorded in the LinkStats file, on average, sums up 
to 2965226 bytes for the link between s5-s6 and 1032890 bytes for the link between s7-s5. 
Wireshark reported on average 2967350 bytes and 1033516 bytes for the same links. The 
difference is 0.06% for link between s7-s5 and 0.06% for link between s5-s6. 

The difference between the reported flow values in TMInfo and the total of adding the link byte 
counts of the TMInfo is 0.14%. The reason for this difference is the same as the one described in 
the one flow simple test.  
The results from the multi-flow test indicate that Port_FlowRemoved accurately reports the 
required information in a multi-flow environment. 

 

The following Figure 6.3-16 presents the results of the Presence of Loss Test for the 
Port_FlowRemoved design implementation. 
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Figure 6.3-16 – Port_FlowRemoved – Presence of Loss Test - Reported Byte Count per 

Reporting Tool 
 

Among test executions, the average loss induced on link s5-s6 was 11%. The deviation observed 
in the Iperf results, which is also observed in Wireshark, is due to the different percentage of loss 
induced among different test executions. Iperf reported the received volume of traffic for the 
flow between s7 - s6 was 1683034 bytes, which is inline with the induced loss (Iperf sent 
1876951 bytes from the source). As depicted in the figure above, Port_FlowRemoved, reported 
on average in the TMInfo file, 1928178 bytes for the flow between s7-s6. Wireshark, reported 
1932336 bytes as sent from the source (traffic demand) and 1731618 bytes as delivered to the 
destination.  

The difference between Port_FlowRemoved and Wireshark when it comes to traffic demand is 
0.23%. The difference between the traffic demand value reported in TMInfo file by 
Port_FlowRemoved and the reported traffic delivered to the destination by Wireshark is on 
average 9.93%. This is inline with the configured loss in this test. Based on these results, the 
traffic demand information reported by Port_FlowRemoved can be considered accurate. 
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Figure 6.3-17 - Port_FlowRemoved – Presence of Loss Test – Reported Link Byte Count per 

Reporting Tool 
 

In the LinkStats file, it was reported that the byte count for the link between s7-s5 was on 
average 1932623 bytes and for the link between s5-s6 was 1731874.25 bytes. Wireshark reported 
on average for the same links 1932992 bytes and 1732212 bytes respectively. The difference 
between the result reported by Wireshark and TMInfo, is 0.03% for the link between s7-s5 and 
0.03% for the link between s5-s6. The deviation is observed in both Port_FlowRemoved and 
Wireshark and is associated with the slightly different percentage of loss induced by netem in 
different executions. Based on these facts, we can conclude that the link byte counts reported by 
Port_FlowRemoved are accurate in the presence of “lossy” links.  

 

Figure 6.3-18 below presents the results of the Redirection Test for the Port_FlowRemoved 
design implementation. 
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Figure 6.3-18 – Port_FlowRemoved – Redirection Test Results 

 

As can be seen by the output debug messages of the application, the flow was redirected as 
expected due to a link of the primary path being over-utilized. This is also validated by the 
information stored in the LinkStats file. When the second flow was started, the link between s5-
s6 was 61% loaded and thus the flow between s7-s6 was forwarded via s7-s8, s8-s6. The link 
counters of the LinkStats file verify this.  

 

The two previous design implementations, namely All_Flow and First_Switch, were found to 
provide inaccurate results under certain circumstances. Solving the problems leading to this, will 
end up to increased complexity in the controller for the monitoring purpose at hand. 

The Port_FlowRemoved design does not suffer from the flaws of the previously discussed 
designs when it comes to network changes, as it is not based on flow removed information to 
calculate the link loads. The port_flowRemoved design removes the complexity of having to 
account for many different types of traffic as well as from the problem that arose with having to 
use the flow_removed message to make correct calculations. In contrast to the other designs, the 
statistics are not gathered per flow but per port. This way, link utilization is calculated 
irrespective of traffic type. Moreover, the constraint that the flow rule installed at the switches 
should have a timeout timer larger than the polling interval is lifted. This fact, makes the 
implementation suitable for performing monitoring even in networks that are traversed by short-
lived flows. This solution of course leads to not having fine-grained information to the 
controller, which is not a problem for the green forwarding scheme selected for this work.  

The Port_FlowRemoved design implementation provides both accurate link utilization 
information for every link and accurate historic traffic demand information. Moreover, it has the 
same monitoring overhead as the All_Flow design, in terms of number of request-reply messages 
exchanged between the controller and the switches. For these reasons, this is the monitoring 
design suggested for the purpose of providing the necessary inputs for the green forwarding 
scheme.  
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CHAPTER 7 – DISCUSSION 
 
In this chapter we discuss limitations of the current work as well as social, economic and 
sustainability impacts. 

7.1 Implementation related discussion 
 
The implementations derived as part of this work, in no way represent a full scale solution. They 
only act as basic implementations / proof of concepts to highlight the possibilities of providing 
satisfactory monitoring using the OpenFlow protocol in order to facilitate green networking 
solutions. The implementation was created as an extension of the literature study and it was used 
as a way to investigate possible areas that need to be taken into consideration when using 
OpenFlow to provide monitoring of the network state in the scope of green networking.  
 
The implementations are based on flat lists and search operations through these lists are 
expensive. A future implementation should use maps or other types of storage available in 
Pythoin, that provide better performance. 
 
Hard-coded values are used in the prototype implementations. Open vSwitches do not report the 
actual bandwidth value of a link, set by using TCLink under Mininet. Instead, the value reported 
is always 10GB-Copper after initial switch-controller session establishment, although this does 
not depict the emulated performance of the link. The reason for this is that the reported 
information is not coming from TC but from the veth pair information which is hardcoded in the 
Linux kernel. With that in mind, the true values from message exchanging via OpenFlow cannot 
be retrieved. When using real OpenFlow switches, the feature reply message will contain the true 
values and these can be used to derive the exact capacity of a link. For the reason described, the 
link capacity value is hard-coded to represent the actual TC bandwidth-limited value (10 Mbyte 
or 80Mbit = 10.485.760 byte). 
 
The forwarding component of the current implementations is based on pre-calculated paths 
between the source-destination pairs. As described in Section 5.5.1 a design choice is important 
here, to have a reactive or proactive forwarding component. For a more sophisticated green 
networking forwarding mechanism to be designed, there is a need to create additional structures 
that will represent the topology information in a way that can be more easily used for that 
purpose.  
 
The current implementations do not handle network changes in the sense that they do not change 
the forwarding rules when a link or a node goes down. The topological information are of course 
updated and the monitoring module performs its calculations based always on up-to-date 
information. The necessary events are triggered when a link or node goes down and it is up to the 
forwarding module that implements the green forwarding mechanism to handle these. 
 
Aggregation is static. The aggregated traffic is associated with a switch in the physical topology. 
In reality, as SDN does not have the concept of layer 3 routing, a dynamic way of correlating IP 
prefixes with physical input ports must be devised. On the same note, the ARP requests were not 
handled and static entries were created in the hosts that generated the traffic for the evaluation. 
Handling of ARP request/response must also be handled in a full-scale implementation. 
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Using the All_Flow implementation creates more overhead than using aggregate_stats_request to 
the switch (larger response messages as the switches provide statistics for individual flows that 
are summed up by the controller) but provides the ability for more fine-grained control in the 
future. Aggregate stats request is a way to minimize overhead but the controller then does not 
have access to fine-grained flow information as the switches reply with the aggregated counts for 
all flows that match the criteria specified in the request. In our case, since the maximum number 
of flows in the network under investigation is small, we used individual statistics requests in 
order not to impose additional processing requirements to the switches. 

7.2 Social/Economic/Sustainability Impacts 
 
The economic and sustainability impacts relevant to the scope of this work have been discussed 
in detail in section 2.1. Nonetheless, it is important to note that there are also social impacts 
related to this work. In the increasingly competitive mobile telecommunication sector, operators 
are turning to emerging markets. Emerging markets offer a large untapped customer base. In 
order to satisfy the demand for growth, an increasing number of radio base stations as well as 
transport networks’ equipment, needs to be installed. This in turn creates the need for equipment 
installation to areas where off grid renewable energy solutions are required and energy efficient 
networks are important [85]. In developing countries, electricity can be considered a valuable 
resource. By enabling the flexible deployment of energy efficient fixed network solutions, it is 
possible to have an impact on how people connect and exchange information in developing 
countries. Moreover, cost savings from implementing an energy efficient network can be 
invested either to help local communities to improve their daily life or to further improve and 
deploy new technologies that will in turn offer new job opportunities to individuals or a better 
business innovation environment, which can enable new business ventures.  
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CHAPTER 8 – CONCLUSIONS AND FUTURE WORK 
 

8.1 Conclusions 
 

The purpose of this work was to investigate protocols and mechanisms that facilitate the 
deployment of an energy efficient forwarding mechanism in fixed networks. We provide a 
literature study that covers energy efficiency approaches and suggest to use a green forwarding 
architecture where traffic flows are aggregated over a minimal set of links as long as a pre-
defined link utilization limit is not reached. Furthermore, through the literature review, we 
identify a set of inputs necessary for the suggested “green” routing approach. Moreover, we 
study and present existing and new protocols that can provide basic network monitoring 
functionality that enables the acquirement of these inputs in the scope of the proposed 
architecture.  

The Software Defined Networking (SDN) approach is further investigated as a means to 
facilitate the development of energy-efficient aware networks. The details of a basic SDN 
monitoring application are presented from an abstract architectural point of view and three 
design variations of this basic architecture are implemented in order to discover the capabilities 
of OpenFlow as a tool to provide the network’s state through monitoring. The three design 
designs discussed, collect the required inputs from the network using different means. The 
All_Flow and First_Switch designs are using flow information to calculate the link utilization 
while Port_FlowRemoved uses port information to perform the same task. Based on the 
observed behavior of the fast-prototypes created for each of the design variations, we present 
useful conclusions that were drawn for each one of them.  

Each variation proposed is good for different purposes.  

The All_Flow design is good if we need fine-grained flow information to the controller to 
perform a task. For the monitoring purpose at hand, providing link load information and traffic 
demands on the controller, this design is found to be unnecessary complex.  

The First_Switch design is good to use when only partial deployment of OpenFlow switches is 
possible. In this case we can at least provide accurate traffic demand information to the 
controller. When network-wide deployment of OpenFlow switches is possible, using this design 
is suggested only in case where management overhead must be kept to a minimal and a reactive 
controller is used. The reason being that it will lead to inaccurate results for links that have 
packet loss. Due to these limitations, the First_Switch design implementation is not suggested to 
be used for the purpose of monitoring for green networking. 

Since we only need link utilization and historic flow information for the scope of the suggested 
green networking approach, we suggest using the Port_FlowRemoved design implementation. In 
the context of monitoring for green networking, the Port_FlowRemoved implementation is 
proved to be the most suitable as it provides all the necessary information to perform the task 
with minimal complexity and sufficient accuracy. 
 
We conclude that SDN facilitates the Green Networking paradigm as it allows for fast and 
custom-built forwarding decisions. OpenFlow inherently provides the means to make smart 
decisions on the controller. The different monitoring designs proposed here also highlight the 
possibility to provide even more granular information to the control to facilitate even smarter 
actions with the trade-off of more costly operations.  
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The suggested OpenFlow monitoring design implementation, Port_FlowRemoved, provides the 
same level of overhead as traditional schemes for the purpose of providing information for green 
networking. The main advantage of using OpenFlow is that it can provide both monitoring and 
enforcement capabilities under the umbrella of the same protocol. This provides the flexibility of 
tweaking the monitoring application and the forwarding mechanism at will, based on 
requirements. Moreover, using the Port_FlowRemoved design, we can gain accurate traffic 
demand information per flow, something not possible when using traditional monitoring 
protocols such as SNMP. This accurate picture of the historic traffic demands per flow is very 
important in the context of green networking, as it allows us to take clever decisions. 

8.2 Future Work 
 
Green forwarding takes a small portion of the network’s state metrics into account. The 
implications of performing green forwarding, in regard to QoS metrics, must be further 
investigated. For example, packet loss, delay and jitter characteristics might change in such a 
way that it is impractical for ISPs to implement an energy-efficient approach. From a monitoring 
perspective delay and packet loss metrics should be possible to acquire through the use of the 
OpenFlow protocol. Furthermore, the implementation of the forwarding component, which can 
use the information provided from the monitoring component, is very important. 
 
If new energy efficient features become available, later versions of OpenFlow should expose 
these capabilities through the OpenFlow API in order to provide the ability to use them. This will 
make it even easier to facilitate central energy efficient management and open up new 
possibilities for multi-level operations (both link and routing at the same time).  
 
As the components developed in this work are only prototype implementations developed in 
order to highlight the feasibility of the idea, there is a lot of room for future improvements area. 
More optimized, fully working implementations of the All_Flow and First_Switch designs can 
be developed, based on the suggestions that can be found in the results section. Moreover, the 
Port_FlowRemoved component can be re-written (refactored) to improve its performance and 
remove some of the limitations mentioned in the discussion section.  
 
Finally, experiments on a real environment and on a higher performance test bed can be 
performed to better evaluate the proposed monitoring designs.  
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APPENDIX A: SUPLEMENTARY INFORMATION 
 

In the following section we present how you can use Mininet to perform the tests that were also 
executed for this thesis.  

First you need to start the virtual machine and also establish a few ssh connections to it with X 
forwarding enabled. Do this by using ssh –X mininet@<ip_address>.  

To start wireshark use the following command on a ssh session you have established to the 
mininet virtual machine: 
sudo wireshark & 

In order to start a custom Mininet topology a script can be created and placed under the 
mininet/custom directory. In order to start the static topology created for this work, run the 
following set of commands: 
cd mininet/custom 
sudo python topo-4sw-4host.py | python topo-4sw-4host-loss.py 

You can start xterm instances for each one of the hosts by issuing the following command under 
mininet: 

xterm h1, xterm h2, xterm h3, xterm h4 

 

The components implemented in this work should be placed in the top-level directory of POX 
called "ext", as POX automatically adds this direcotry to the Python search path. The four files 
that need to be placed there are MyTopoClasses, openflow.discovery, MyTopology, Forwarding, 
Monitoring. 
You can invoke POX and the custom component by issuing the command:  
./pox.py component_name. An example follows: 
cd pox 
./pox.py log.level –INFO openflow.discovery MyTopology Forwarding Monitoring 
 
In order to run the components with different levels of logging for each component the following 
command demonstrates how to do so: 
./pox.py log.level --WARNING --openflow=DEBUG --openflow.discovery=INFO 

The output of the monitoring application is saved in two files under the same directory: 
- TMInfo -> Historic Traffic Demand Matrix 
- LinkStats -> Link Status for each polling period 
 

In order to generate traffic from one mininet host to another, you can use the iperf commands to 
setup a server and a client in any of the xterm windows: 
 
iperf -c 192.168.2.1 -u -t 15 -b 1m 
iperf -s -u -i  
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APPENDIX B: RESULT DATA TABLES 
 
�ůůͺ&ůŽǁ�- KŶĞ�&ůŽǁ�^ŝŵƉůĞ�dĞƐƚ�ZĞƉŽƌƚĞĚ��ǇƚĞƐ 

   

         &ůŽǁ /ŶĨŽƌŵĂƚŝŽŶ 
       

         &ůŽǁ�Ɛϱ-Ɛϲ 
       

ZƵŶ /ƉĞƌĨ �ůůͺ&ůŽǁ tŝƌĞƐŚĂƌŬ 
�ůůͺ&ůŽǁ�

�ŝĨĨĞƌĞŶĐĞ�ǁŝƚŚ�
tŝƌĞƐŚĂƌŬ 

    

1 1876951 1932336 1933848 0.078186083 
    2 1876951 1930824 1932336 0.078247261 
    3 1876951 1930824 1932336 0.078247261 
    4 1876951 1932336 1932336 0 
    DĞĂŶ 1876951 1931580 1932714 0.058670151 
    ^ƚ�Ğǀ 0 872.953607 756 0.039113445 
    ^ƚ�ƌƌŽƌ 0 436.4768035 378 0.019556722 
    

         >ŝŶŬ�/ŶĨŽƌŵĂƚŝŽŶ 
       

         >ŝŶŬ�Ɛϱ-Ɛϲ 
       

ZƵŶ 
WŽů�WĞƌŝŽĚ�ϭ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

dŽƚĂů�>ŝŶŬ�^ƚĂƚƐ 
�ŝĨĨĞƌĞŶĐĞ�

�ĞƚǁĞĞŶ�dŽƚĂů�
>ŝŶŬ^ƚĂƚƐ�Θ�dD/ŶĨŽ 

tŝƌĞƐŚĂƌŬ 
�ŝĨĞƌƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�- 

tŝƌĞƐŚĂƌŬ 

1 385560 644112 644112 258552 1932336 0     

2 394632 642600 644112 250992 1932336 0.078247261 1934627 0.11842076 

3 382536 642600 644112 263088 1932336 0.078247261 1934627 0.11842076 
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4 501984 644112 642600 143640 1932336 0 1934668 0.120537477 

DĞĂŶ         1932336 0.039123631 1934640.667 0.119126333 

^ƚ�Ğǀ         0 0.045176077 23.67136104 0.001222087 

^ƚ�ƌƌŽƌ         0 0.022588039 13.66666667 0.000705572 
 

�ůůͺ&ůŽǁ�- DƵůƚŝ-&ůŽǁ�ZĞƉŽƌƚĞĚ�&ůŽǁ��ǇƚĞƐ 
    

         &ůŽǁ�/ŶĨŽƌŵĂƚŝŽŶ 
   

    

     
    

&ůŽǁ�Ɛϳ-Ɛϲ 
       

ZƵŶ /ƉĞƌĨ �ůůͺ&ůŽǁ tŝƌĞƐŚĂƌŬ 

�ůůͺ&ůŽǁ�
�ŝĨĨĞƌĞŶĐĞ�

ǁŝƚŚ�
tŝƌĞƐŚĂƌŬ 

    

1 1026555 1032696 1032696 0 
    2 1026555 1032696 1032696 0 
    3 1026555 1032696 1032696 0 
    4 1026555 1032696 1032696 0 
    DĞĂŶ 1026555 1032696 1032696 0 
    ^ƚ�Ğǀ 0 0 0 0 
    ^ƚ�ƌƌŽƌ 0 0 0 0 
    

         &ůŽǁ�Ɛϱ-Ɛϲ 
       

ZƵŶ /ƉĞƌĨ �ůůͺ&ůŽǁ tŝƌĞƐŚĂƌŬ 

�ůůͺ&ůŽǁ�
�ŝĨĨĞƌĞŶĐĞ�

ǁŝƚŚ�
tŝƌĞƐŚĂƌŬ 

    

1 1876951 1932336 1932336 0 
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2 1876951 1932336 1932336 0 
    3 1876951 1930824 1932336 0.078247261 
    4 1876951 1929312 1932336 0.156494523 
    DĞĂŶ 1876951 1931202 1932336 0.058685446 
    ^ƚ�Ğǀ 0 1447.629787 0 0.074916049 
    ^ƚ�ƌƌŽƌ 0 723.8148935 0 0.037458025 
    

         &ůŽǁ�dŽƚĂů 
       

ZƵŶ /ƉĞƌĨ �ůůͺ&ůŽǁ tŝƌĞƐŚĂƌŬ 

�ůůͺ&ůŽǁ�
�ŝĨĨĞƌĞŶĐĞ�

ǁŝƚŚ�
tŝƌĞƐŚĂƌŬ 

    

1 2903506 2965032 2965032 0 
    2 2903506 2965032 2965032 0 
    3 2903506 2963520 2965032 0.050994391 
    4 2903506 2962008 2965032 0.101988781 
    DĞĂŶ 2903506 2963898 2965032 0.038245793 
    ^ƚ�Ğǀ 0 1447.629787 0 0.048823412 
    ^ƚ�ƌƌŽƌ 0 723.8148935 0 0.024411706 
    

         >ŝŶŬ�/ŶĨŽƌŵĂƚŝŽŶ 
       

         >ŝŶŬ�Ɛϳ-Ɛϱ 
       

ZƵŶ 

WŽů�
WĞƌŝŽĚ�ϭ�

- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�
3 - 

>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

>ŝŶŬ^ƚĂƚƐ�
dŽƚĂů 

�ŝĨĨĞƌĞŶĐĞ�
�ĞƚǁĞĞŶ�dŽƚĂů�

>ŝŶŬ^ƚĂƚƐ�Θ�dD/ŶĨŽ 
dŽƚĂů�tŝƌĞƐŚĂƌŬ 

�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�- 
tŝƌĞƐŚĂƌŬ 

1 3024 574560 453600 0 1031184 0.146412884     
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2 0 458136 574560 0 1032696 0 1033598 0.087267971 

3 0 161784 642600 225288 1029672 0.292825769 1033475 0.367981809 

4 0 3024 585144 443016 1031184 0.146412884 1033557 0.229595465 

DĞĂŶ         1031184 0.146412884 1033543.333 0.228281748 

^ƚ�Ğǀ         1234.54283 0.119545619 62.6285345 0.14036153 

^ƚ�ƌƌŽƌ         617.2714152 0.05977281 36.15860125 0.081037767 

         >ŝŶŬ�Ɛϱ-Ɛϲ 
       

ZƵŶ 

WŽů�
WĞƌŝŽĚ�ϭ�

- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�
3 - 

>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

>ŝŶŬ^ƚĂƚƐ�
dŽƚĂů 

�ŝĨĨĞƌĞŶĐĞ�
�ĞƚǁĞĞŶ�dŽƚĂů�

>ŝŶŬ^ƚĂƚƐ�Θ�dD/ŶĨŽ 
dŽƚĂů�tŝƌĞƐŚĂƌŬ 

�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�- 
tŝƌĞƐŚĂƌŬ 

1 439992 1220184 1097712 207144 2965032 0     

2 449064 1053864 1270080 192024 2965032 0 2967446 0.081349416 

3 418824 1008504 1285200 249480 2962008 0.051020408 2967364 0.180496899 

4 768096 644112 1056888 492912 2962008 0 2967405 0.181876084 

DĞĂŶ         2963520 0.012755102 2967405 0.147907466 

^ƚ�Ğǀ         1745.907214 0.025510204 41 0.057645087 

^ƚ�ƌƌŽƌ         872.953607 0.012755102 23.67136104 0.033281406 
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&ŝƌƐƚͺ^ǁŝƚĐŚ�- KŶĞ�&ůŽǁ�^ŝŵƉůĞ�dĞƐƚ�ZĞƉŽƌƚĞĚ��ǇƚĞƐ 
    

         &ůŽǁ�/ŶĨŽƌŵĂƚŝŽŶ 
       

         &ůŽǁ�Ɛϱ-Ɛϲ 
       

ZƵŶ /ƉĞƌĨ &ŝƌƐƚͺ^ǁŝƚĐŚ tŝƌĞƐŚĂƌŬ 
&ŝƌƐƚͺ^ǁŝƚĐŚ�

�ŝĨĨĞƌĞŶĐĞ�ǁŝƚŚ�
tŝƌĞƐŚĂƌŬ 

    

1 1876951 1932336 1933848 0.078186083 
    2 1876951 1930824 1932336 0.078247261 
    3 1876951 1927800 1932336 0.234741784 
    4 1876951 1932336 1932336 0 
    DĞĂŶ 1876951 1930824 1932714 0.097793782 
    ^ƚ�Ğǀ 0 2138.290906 756 0.098463034 
    ^ƚ�ƌƌŽƌ 0 1069.145453 378 0.049231517 
    

         >ŝŶŬ�/ŶĨŽƌŵĂƚŝŽŶ 
       

         >ŝŶŬ�Ɛϱ-Ɛϲ 
       

ZƵŶ 
WŽů�WĞƌŝŽĚ�ϭ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

dŽƚĂů�>ŝŶŬ^ƚĂƚƐ 

�ŝĨĨĞƌĞŶĐĞ�
�ĞƚǁĞĞŶ�dŽƚĂů�
>ŝŶŬ^ƚĂƚƐ�Θ�
dD/ŶĨŽ 

tŝƌĞƐŚĂƌŬ 
�ŝĨĞƌƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�- 

tŝƌĞƐŚĂƌŬ 

1 296352 644112 644112 347760 1932336 0     

2 319032 642600 644112 325080 1930824 0 1934914 0.211378904 

3 228312 642600 644112 412776 1927800 0 1934873 0.365553708 

4 441504 644112 642600 204120 1932336 0 1934709 0.122654105 

DĞĂŶ         1930824 0 1934832 0.233195572 
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^ƚ�Ğǀ         2138.290906 0 108.4758038 0.122910657 

^ƚ�ƌƌŽƌ         1069.145453 0 62.6285345 0.070962501 
 
 

&ŝƌƐƚͺ^ǁŝƚĐŚ�- DƵůƚŝ-&ůŽǁ�dĞƐƚ�ZĞƉŽƌƚĞĚ��ǇƚĞƐ 
    

         &ůŽǁ�/ŶĨŽƌŵĂƚŝŽŶ   
     

 
   

     &ůŽǁ�Ɛϳ-Ɛϲ 
       

ZƵŶ /ƉĞƌĨ &ŝƌƐƚͺ^ǁŝƚĐŚ tŝƌĞƐŚĂƌŬ 
&ŝƌƐƚͺ^ǁŝƚĐŚ�
�ŝĨĨĞƌĞŶĐĞ�

ǁŝƚŚ�tŝƌĞƐŚĂƌŬ 

    1 1026555 1031184 1032696 0.146412884 
    2 1026555 1032696 1032696 0 
    3 1026555 1029672 1032696 0.292825769 
    4 1026555 1032696 1032696 0 
    DĞĂŶ 1026555 1031562 1032696 0.109809663 
    ^ƚ�Ğǀ 0 1447.629787 0 0.140179664 
    ^ƚ�ƌƌŽƌ 0 723.8148935 0 0.070089832 
    

      

 

 
 

  &ůŽǁ�Ɛϱ-Ɛϲ 
       

ZƵŶ /ƉĞƌĨ &ŝƌƐƚͺ^ǁŝƚĐŚ tŝƌĞƐŚĂƌŬ 
&ŝƌƐƚͺ^ǁŝƚĐŚ�
�ŝĨĨĞƌĞŶĐĞ�

ǁŝƚŚ�tŝƌĞƐŚĂƌŬ 

    1 1876951 1930824 1932336 0.078247261 
    2 1876951 1927800 1932336 0.234741784 
    3 1876951 1929312 1932336 0.156494523 
    4 1876951 1926288 1932336 0.312989045 
    DĞĂŶ 1876951 1928556 1932336 0.195618153 
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^ƚ�Ğǀ 0 1951.983606 0 0.10101678 
    ^ƚ�ƌƌŽƌ 0 975.9918032 0 0.05050839 
    

  

 
 

      &ůŽǁ�dŽƚĂů 
       

ZƵŶ /ƉĞƌĨ &ŝƌƐƚͺ^ǁŝƚĐŚ tŝƌĞƐŚĂƌŬ 
&ŝƌƐƚͺ^ǁŝƚĐŚ�
�ŝĨĨĞƌĞŶĐĞ�

ǁŝƚŚ�tŝƌĞƐŚĂƌŬ 
    1 2903506 2962008 2965032 0.101988781 
    2 2903506 2960496 2965032 0.152983172 
    3 2903506 2958984 2965032 0.203977562 
    4 2903506 2958984 2965032 0.203977562 
    DĞĂŶ 2903506 2960118 2965032 0.16573177 
    ^ƚ�Ğǀ 0 1447.629787 0 0.048823412 
    ^ƚ�ƌƌŽƌ 0 723.8148935 0 0.024411706 
    

         >ŝŶŬ�/ŶĨŽƌŵĂƚŝŽŶ 
       

         >ŝŶŬ�Ɛϳ-Ɛϱ 
       

ZƵŶ 
WŽů�WĞƌŝŽĚ�

1 - 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�
3 - 

>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

>ŝŶŬ^ƚĂƚƐ�dŽƚĂů 
�ŝĨĨĞƌĞŶĐĞ��ĞƚǁĞĞŶ�dŽƚĂů�>ŝŶŬ^ƚĂƚƐ�Θ�

dD/ŶĨŽ 
dŽƚĂů�tŝƌĞƐŚĂƌŬ 

�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�
- tŝƌĞƐŚĂƌŬ 

1 0 544320 486864 0 1031184 0     

2 0 382536 642600 7560 1032696 0 1033557 0.083304549 

3 0 312984 642600 74088 1029672 0 1033516 0.371934252 

4 0 291816 642600 98280 1032696 0 1033557 0.083304549 

DĞĂŶ         1031562 0 1033543.333 0.17951445 

^ƚ�Ğǀ         1447.629787 0 23.67136104 0.166640436 

^ƚ�ƌƌŽƌ         723.8148935 0 13.66666667 0.096209901 
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       >ŝŶŬ�Ɛϱ-Ɛϲ 
       

ZƵŶ 
WŽů�WĞƌŝŽĚ�

1 - 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�
3 - 

>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

>ŝŶŬ^ƚĂƚƐ�dŽƚĂů 
�ŝĨĨĞƌĞŶĐĞ��ĞƚǁĞĞŶ�dŽƚĂů�>ŝŶŬ^ƚĂƚƐ�Θ�

dD/ŶĨŽ 
dŽƚĂů�tŝƌĞƐŚĂƌŬ 

�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�
- tŝƌĞƐŚĂƌŬ 

1 433944 1188432 1130976 208656 2962008 0     

2 340200 1025136 1286712 308448 2960496 0 2967446 0.234208137 

3 391608 955584 1286712 325080 2958984 0 2967446 0.285161044 

4 453600 934416 1285200 285768 2958984 0 2967405 0.283783306 

DĞĂŶ         2960118 0 2967432.333 0.267717496 

^ƚ�Ğǀ         1447.629787 0 23.67136104 0.029028131 

^ƚ�ƌƌŽƌ         723.8148935 0 13.66666667 0.016759399 
 
 

&ŝƌƐƚͺ^ǁŝƚĐŚ�- DƵůƚŝ-&ůŽǁ�dĞƐƚ�ZĞƉŽƌƚĞĚ��ǇƚĞƐ 
    

         &ůŽǁ�/ŶĨŽƌŵĂƚŝŽŶ   
     

 
   

     &ůŽǁ�Ɛϳ-Ɛϲ 
       

ZƵŶ /ƉĞƌĨ &ŝƌƐƚͺ^ǁŝƚĐŚ tŝƌĞƐŚĂƌŬ 
&ŝƌƐƚͺ^ǁŝƚĐŚ�

�ŝĨĨĞƌĞŶĐĞ�ǁŝƚŚ�
tŝƌĞƐŚĂƌŬ 

    1 1026555 1031184 1032696 0.146412884 
    2 1026555 1032696 1032696 0 
    3 1026555 1029672 1032696 0.292825769 
    4 1026555 1032696 1032696 0 
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DĞĂŶ 1026555 1031562 1032696 0.109809663 
    ^ƚ�Ğǀ 0 1447.629787 0 0.140179664 
    ^ƚ�ƌƌŽƌ 0 723.8148935 0 0.070089832 
    

         &ůŽǁ�Ɛϱ-Ɛϲ 
       

ZƵŶ /ƉĞƌĨ &ŝƌƐƚͺ^ǁŝƚĐŚ tŝƌĞƐŚĂƌŬ 
&ŝƌƐƚͺ^ǁŝƚĐŚ�

�ŝĨĨĞƌĞŶĐĞ�ǁŝƚŚ�
tŝƌĞƐŚĂƌŬ 

    1 1876951 1930824 1932336 0.078247261 
    2 1876951 1927800 1932336 0.234741784 
    3 1876951 1929312 1932336 0.156494523 
    4 1876951 1926288 1932336 0.312989045 
    DĞĂŶ 1876951 1928556 1932336 0.195618153 
    ^ƚ�Ğǀ 0 1951.983606 0 0.10101678 
    ^ƚ�ƌƌŽƌ 0 975.9918032 0 0.05050839 
    

         &ůŽǁ�dŽƚĂů 
       

ZƵŶ /ƉĞƌĨ &ŝƌƐƚͺ^ǁŝƚĐŚ tŝƌĞƐŚĂƌŬ 
&ŝƌƐƚͺ^ǁŝƚĐŚ�

�ŝĨĨĞƌĞŶĐĞ�ǁŝƚŚ�
tŝƌĞƐŚĂƌŬ 

    1 2903506 2962008 2965032 0.101988781 
    2 2903506 2960496 2965032 0.152983172 
    3 2903506 2958984 2965032 0.203977562 
    4 2903506 2958984 2965032 0.203977562 
    DĞĂŶ 2903506 2960118 2965032 0.16573177 
    ^ƚ�Ğǀ 0 1447.629787 0 0.048823412 
    ^ƚ�ƌƌŽƌ 0 723.8148935 0 0.024411706 
    

 

 
 

       >ŝŶŬ�/ŶĨŽƌŵĂƚŝŽŶ 
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         >ŝŶŬ�Ɛϳ-Ɛϱ 
       

ZƵŶ 
WŽů�WĞƌŝŽĚ�ϭ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- >ŝŶŬ^ƚĂƚƐ >ŝŶŬ^ƚĂƚƐ�dŽƚĂů 

�ŝĨĨĞƌĞŶĐĞ�
�ĞƚǁĞĞŶ�dŽƚĂů�
>ŝŶŬ^ƚĂƚƐ�Θ�
dD/ŶĨŽ 

dŽƚĂů�tŝƌĞƐŚĂƌŬ 
�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�

- tŝƌĞƐŚĂƌŬ 

1 0 544320 486864 0 1031184 0     

2 0 382536 642600 7560 1032696 0 1033557 0.083304549 

3 0 312984 642600 74088 1029672 0 1033516 0.371934252 

4 0 291816 642600 98280 1032696 0 1033557 0.083304549 

DĞĂŶ         1031562 0 1033543.333 0.17951445 

^ƚ�Ğǀ         1447.629787 0 23.67136104 0.166640436 

^ƚ�ƌƌŽƌ         723.8148935 0 13.66666667 0.096209901 

         >ŝŶŬ�Ɛϱ-Ɛϲ 
       

ZƵŶ 
WŽů�WĞƌŝŽĚ�ϭ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- >ŝŶŬ^ƚĂƚƐ >ŝŶŬ^ƚĂƚƐ�dŽƚĂů 

�ŝĨĨĞƌĞŶĐĞ�
�ĞƚǁĞĞŶ�dŽƚĂů�
>ŝŶŬ^ƚĂƚƐ�Θ�
dD/ŶĨŽ 

dŽƚĂů�tŝƌĞƐŚĂƌŬ 
�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�

- tŝƌĞƐŚĂƌŬ 

1 433944 1188432 1130976 208656 2962008 0     

2 340200 1025136 1286712 308448 2960496 0 2967446 0.234208137 

3 391608 955584 1286712 325080 2958984 0 2967446 0.285161044 

4 453600 934416 1285200 285768 2958984 0 2967405 0.283783306 

DĞĂŶ         2960118 0 2967432.333 0.267717496 

^ƚ�Ğǀ         1447.629787 0 23.67136104 0.029028131 

^ƚ�ƌƌŽƌ         723.8148935 0 13.66666667 0.016759399 
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&ŝƌƐƚͺ^ǁŝƚĐŚ�- WƌĞƐĞŶĐĞ�ŽĨ�>ŽƐƐ�dĞƐƚ�&ůŽǁΖƐ�ZĞƉŽƌƚĞĚ��ǇƚĞƐ 
  

        &ůŽǁ�/ŶĨŽƌŵĂƚŝŽŶ 
      

        &ůŽǁ�Ɛϳ-Ɛϲ 
      

ZƵŶ /ƉĞƌĨ�;�ĞůŝǀĞƌĞĚͿ 
&ŝƌƐƚͺ^ǁŝƚĐŚ�
;�ĞŵĂŶĚͿ 

tŝƌĞƐŚĂƌŬ�
;�ĞůŝǀĞƌĞĚͿ 

tŝƌĞƐŚĂƌŬ�
;�ĞŵĂŶĚͿ 

�ŝĨĨĞƌĞŶĐĞ�
&ŝƌƐƚͺ^ǁŝƚĐŚ�ǁŝƚŚ�

tŝƌĞƐŚĂƌŬ�
;�ĞŵĂŶĚͿ 

�ŝĨĨĞƌĞŶĐĞ�&ŝƌƐƚͺ^ǁŝƚĐŚ�
ǁŝƚŚ�tŝƌĞƐŚĂƌŬ�
;�ĞůŝǀĞƌĞĚͿ 

/ƉĞƌĨ�ZĞƉŽƌƚĞĚ�>ŽƐƐ 

1 1698693 1929312 1750896       0.094 
2 1678000 1932336 1731240 1932336 0 10.40688576 0.1 
3 1698693 1932336 1744848 1932336 0 9.702660407 0.097 
4 1688207 1932336 1740312 1932336 0 9.937402191 0.099 

DĞĂŶ 1690898.25 1931580 1741824 1932336 0 10.01564945 0.0975 

^ƚ�Ğǀ 9918.399312 1512 8281.565069 0 0 0.358573998   

^ƚ�ƌƌŽƌ 4959.199656 756 4140.782535 0 0 0.207022794   

        >ŝŶŬ�/ŶĨŽƌŵĂƚŝŽŶ 
      

        >ŝŶŬ�Ɛϳ-Ɛϱ 
      

ZƵŶ 
WŽů�WĞƌŝŽĚ�ϭ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

>ŝŶŬ^ƚĂƚƐ�dŽƚĂů dŽƚĂů�tŝƌĞƐŚĂƌŬ 
�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�

- tŝƌĞƐŚĂƌŬ 

1 243432 644112 644112 397656 1929312 1932336 0.156494523 

2 359856 644112 642600 285768 1932336 1933279 0.048777233 

3 426384 644112 642600 219240 1932336 1933115 0.040297654 

4 542808 644112 642600 102816 1932336 1933156 0.042417684 

DĞĂŶ         1931580 1932971.5 0.071996773 

^ƚ�Ğǀ         1512 429.3596006 0.056446947 
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^ƚ�ƌƌŽƌ         756 214.6798003 0.028223473 

        >ŝŶŬ�Ɛϱ-Ɛϲ 
      

ZƵŶ 
WŽů�WĞƌŝŽĚ�ϭ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

>ŝŶŬ^ƚĂƚƐ�dŽƚĂů dŽƚĂů�tŝƌĞƐŚĂƌŬ 
�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�

- tŝƌĞƐŚĂƌŬ 

1 243432 644112 644112 397656 1929312 1750896 9.247648903 

2 359856 644112 642600 285768 1932336 1732142 10.36020651 

3 426384 644112 642600 219240 1932336 1745586 9.664468291 

4 542808 644112 642600 102816 1932336 1741091 9.897088291 

DĞĂŶ         1931580 1742428.75 9.792352998 

^ƚ�Ğǀ         1512 7942.907754 0.464214081 

^ƚ�ƌƌŽƌ         756 3971.453877 0.23210704 
 
 

WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ�- KŶĞ�&ůŽǁ�^ŝŵƉůĞ�dĞƐƚ�ZĞƉŽƌƚĞĚ��ǇƚĞƐ 
    

         &ůŽǁ�/ŶĨŽƌŵĂƚŝŽŶ 
  

     
 

   
     &ůŽǁ�Ɛϱ-Ɛϲ 

  
     

ZƵŶ /ƉĞƌĨ WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ tŝƌĞƐŚĂƌŬ 
WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ�
�ŝĨĨĞƌĞŶĐĞ�ǁŝƚŚ�

tŝƌĞƐŚĂƌŬ     

1 1876951 1927800 1934709 0.357107968 
    2 1876951 1927800 1934832 0.363442407 
    3 1876951 1930824 1934750 0.202920274 
    4 1876951 1929312 1934668 0.276843365 
    DĞĂŶ 1876951 1928934 1934739.75 0.300078504 
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^ƚ�Ğǀ 0 1447.629787 70.02083023 0.075822023 
    ^ƚ�ƌƌŽƌ 0 723.8148935 35.01041512 0.037911011 
    

         >ŝŶŬ�/ŶĨŽƌŵĂƚŝŽŶ 
       

         >ŝŶŬ�Ɛϱ-Ɛϲ 
       

ZƵŶ 

WŽů�
WĞƌŝŽĚ�ϭ�

- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

dŽƚĂů�>ŝŶŬ^ƚĂƚƐ 
�ŝĨĨĞƌĞŶĐĞ��ĞƚǁĞĞŶ�
dŽƚĂů�>ŝŶŬ^ƚĂƚƐ�Θ�

dD/ŶĨŽ 
dŽƚĂů�tŝƌĞƐŚĂƌŬ 

�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�- 
tŝƌĞƐŚĂƌŬ 

1 134691 644112 647177 506561 1932541 0.245324679     

2 303953 645665 647177 335705 1932500 0.243208279 1933680 0.061023541 

3 435497 642641 648730 205673 1932541 0.088846757 1933541 0.051718583 

4 544402 645665 644153 98321 1932541 0.167085718 1933541 0.051718583 

DĞĂŶ         1932530.75 0.186116358 1933587.333 0.054820235 

^ƚ�Ğǀ         20.5 0.074360952 80.25168742 0.00537222 

^ƚ�ƌƌŽƌ         10.25 0.037180476 46.33333333 0.003101653 
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WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ�- DƵůƚŝ-&ůŽǁ�dĞƐƚ�ZĞƉŽƌƚĞĚ��ǇƚĞƐ 
    

         &ůŽǁ�/ŶĨŽƌŵĂƚŝŽŶ 
       

         &ůŽǁ�Ɛϳ-Ɛϲ 
       

ZƵŶ /ƉĞƌĨ WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ tŝƌĞƐŚĂƌŬ 
WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ�
�ŝĨĨĞƌĞŶĐĞ�ǁŝƚŚ�

tŝƌĞƐŚĂƌŬ 
    

1 1026555 1032696 1032696 0 
    2 1026555 1031184 1032696 0.146412884 
    3 1026555 1031184 1032696 0.146412884 
    4 1026555 1025136 1032696 0.732064422 
    DĞĂŶ 1026555 1030050 1032696 0.256222548 
    ^ƚ�Ğǀ 0 3352.641943 0 0.324649456 
    ^ƚ�ƌƌŽƌ 0 1676.320972 0 0.162324728 
    

         &ůŽǁ�Ɛϱ-Ɛϲ 
       

ZƵŶ /ƉĞƌĨ WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ tŝƌĞƐŚĂƌŬ 
WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ�
�ŝĨĨĞƌĞŶĐĞ�ǁŝƚŚ�

tŝƌĞƐŚĂƌŬ 

    1 1876951 1929312 1932336 0.156494523 
    2 1876951 1930824 1932336 0.078247261 
    3 1876951 1930824 1932336 0.078247261 
    4 1876951 1932336 1932336 0 
    DĞĂŶ 1876951 1930824 1932336 0.078247261 
    ^ƚ�Ğǀ 0 1234.54283 0 0.063888621 
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^ƚ�ƌƌŽƌ 0 617.2714152 0 0.031944311 
    

         &ůŽǁ�dŽƚĂů 
       

ZƵŶ /ƉĞƌĨ WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ tŝƌĞƐŚĂƌŬ 
WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ�
�ŝĨĨĞƌĞŶĐĞ�ǁŝƚŚ�

tŝƌĞƐŚĂƌŬ 

    1 2903506 2962008 2965032 0.101988781 
    2 2903506 2962008 2965032 0.101988781 
    3 2903506 2962008 2965032 0.101988781 
    4 2903506 2957472 2965032 0.254971953 
    DĞĂŶ 2903506 2960874 2965032 0.140234574 
    ^ƚ�Ğǀ 0 2268 0 0.076491586 
    ^ƚ�ƌƌŽƌ 0 1134 0 0.038245793 
    

         >ŝŶŬ�/ŶĨŽƌŵĂƚŝŽŶ 
       

         >ŝŶŬ�Ɛϳ-Ɛϱ 
       

ZƵŶ 
WŽů�WĞƌŝŽĚ�ϭ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϯ�
- >ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

>ŝŶŬ^ƚĂƚƐ�dŽƚĂů 
�ŝĨĨĞƌĞŶĐĞ��ĞƚǁĞĞŶ�

dŽƚĂů�>ŝŶŬ^ƚĂƚƐ�Θ�dD/ŶĨŽ 
dŽƚĂů�tŝƌĞƐŚĂƌŬ 

�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�- 
tŝƌĞƐŚĂƌŬ 

1 0 639740 393161 0 1032901 0.019847013     

2 82 391649 641088 0 1032819 0.158304601 1033639 0.079331372 

3 123 411264 621473 41 1032901 0.166230839 1033475 0.055540773 

4 123 556457 476321 41 1032942 0.755705548 1033434 0.047608265 

DĞĂŶ         1032890.75 0.275022 1033516 0.060826803 

^ƚ�Ğǀ         51.59053531 0.327429084 108.4758038 0.016508951 

^ƚ�ƌƌŽƌ         25.79526765 0.163714542 62.6285345 0.009531447 

         



  103 

         >ŝŶŬ�Ɛϱ-Ɛϲ 
       

ZƵŶ 
WŽů�WĞƌŝŽĚ�ϭ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϯ�
- >ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ >ŝŶŬ^ƚĂƚƐ�dŽƚĂů 

�ŝĨĨĞƌĞŶĐĞ��ĞƚǁĞĞŶ�
dŽƚĂů�>ŝŶŬ^ƚĂƚƐ�Θ�dD/ŶĨŽ dŽƚĂů�tŝƌĞƐŚĂƌŬ 

�ŝĨĨĞƌĞŶĐĞ�>ŝŶŬ^ƚĂƚƐ�- 
tŝƌĞƐŚĂƌŬ 

1 316049 644153 1282217 722777 2965196 0.107513972     

2 482410 1034249 1288306 160272 2965237 0.108895174 2967446 0.074441119 

3 524746 1056929 1265626 117936 2965237 0.108895174 2967323 0.070299054 

4 562505 1202122 1120433 80177 2965237 0.26186777 2967282 0.06891829 

DĞĂŶ         2965226.75 0.146793023 2967350.333 0.071219487 

^ƚ�Ğǀ         20.5 0.076719261 85.34830598 0.002874162 

^ƚ�ƌƌŽƌ         10.25 0.038359631 49.27586743 0.001659398 
 
 

WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ�- WƌĞƐĞŶĐĞ�ŽĨ�>ŽƐƐ�dĞƐƚ�&ůŽǁΖƐ�ZĞƉŽƌƚĞĚ��ǇƚĞƐ 
   

        &ůŽǁ�/ŶĨŽƌŵĂƚŝŽŶ 
      

        &ůŽǁ�Ɛϳ-Ɛϲ 
      

ZƵŶ 
/ƉĞƌĨ�

;�ĞůŝǀĞƌĞĚͿ 
WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ�

;�ĞŵĂŶĚͿ 
tŝƌĞƐŚĂƌŬ�
;�ĞůŝǀĞƌĞĚͿ 

tŝƌĞƐŚĂƌŬ�
;�ĞŵĂŶĚͿ 

�ŝĨĨĞƌĞŶĐĞ�WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ�
ǁŝƚŚ�tŝƌĞƐŚĂƌŬ�;�ĞŵĂŶĚͿ 

�ŝĨĨĞƌĞŶĐĞ�WŽƌƚͺ&ůŽǁZĞŵŽǀĞĚ�
ǁŝƚŚ�tŝƌĞƐŚĂƌŬ�;�ĞůŝǀĞƌĞĚͿ 

/ƉĞƌĨ�ZĞƉŽƌƚĞĚ�
>ŽƐƐ 

1 1667236 1929312 1717632       11% 
2 1730150 1924776 1776600 1932336 0.391236307 7.698350353 8% 
3 1678000 1929312 1726704 1932336 0.156494523 10.5015674 11% 
4 1656750 1929312 1705536 1932336 0.156494523 11.59874608 12% 

DĞĂŶ 1683034 1928178 1731618 1932336 0.234741784 9.932887944 11% 

^ƚ�Ğǀ 32586.72568 2268 31216.48411 0 0.135528232 2.011422121   

^ƚ�ƌƌŽƌ 16293.36284 1134 15608.24205 0 0.078247261 1.161295103   
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        >ŝŶŬ�/ŶĨŽƌŵĂƚŝŽŶ 
      

        >ŝŶŬ�Ɛϳ-Ɛϱ 
      

ZƵŶ 
WŽů�WĞƌŝŽĚ�ϭ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- >ŝŶŬ^ƚĂƚƐ 
WŽů�WĞƌŝŽĚ�ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

>ŝŶŬ^ƚĂƚƐ�dŽƚĂů dŽƚĂů�tŝƌĞƐŚĂƌŬ 
�ŝĨĨĞƌĞŶĐĞ�
>ŝŶŬ^ƚĂƚƐ�- 
tŝƌĞƐŚĂƌŬ 

1 470683 644153 644153 173880 1932869 1932336 0.027575588 

2 331210 647136 647218 306977 1932541 1933402 0.044532901 

3 488499 647136 645665 151282 1932582 1933115 0.027572079 

4 526217 644153 647177 114953 1932500 1933115 0.031813938 

DĞĂŶ         1932623 1932992 0.032873627 

^ƚ�Ğǀ         167.3817991 457.7823355 0.008025734 

^ƚ�ƌƌŽƌ         83.69089955 228.8911677 0.004012867 

        >ŝŶŬ�Ɛϱ-Ɛϲ 
      

ZƵŶ 
WŽů�WĞƌŝŽĚ�ϭ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�Ϯ�- >ŝŶŬ^ƚĂƚƐ 
WŽů�WĞƌŝŽĚ�ϯ�- 
>ŝŶŬ^ƚĂƚƐ 

WŽů�WĞƌŝŽĚ�ϰ�- 
>ŝŶŬ^ƚĂƚƐ 

>ŝŶŬ^ƚĂƚƐ�dŽƚĂů dŽƚĂů�tŝƌĞƐŚĂƌŬ 
�ŝĨĨĞƌĞŶĐĞ�
>ŝŶŬ^ƚĂƚƐ�- 
tŝƌĞƐŚĂƌŬ 

1 417722 583632 557969 158801 1718124 1717632 0.028635884 

2 310042 597281 589721 279761 1776805 1777502 0.039212333 

3 443098 580649 571536 131585 1726868 1727442 0.033228323 

4 459730 564017 576072 105881 1705700 1706274 0.033640552 

DĞĂŶ         1731874.25 1732212.5 0.033679273 

^ƚ�Ğǀ         31187.58072 31407.50039 0.004330334 

^ƚ�ƌƌŽƌ         15593.79036 15703.7502 0.002165167 
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