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Abstract

This thesis deals with combinatorial problems taken from bioinformatics. In
particular, we study the problem of inferring distances between bacterial species
by looking at their respective gene orders. We regard one of the gene orders as
a permutation of the other. Given a set of valid operations, we seek the most
parsimonious way to sort this permutation. We also look at the more complex
problem of combining a set of species into a phylogenetic tree, which shows the
relationships between all species.

The computer program Derange II by Blanchette and Sankoff uses a greedy
algorithm to estimate the evolutionary distance between two species. The suc-
cess depends on a set of weights, which may be specified by the user. We have
examined which weights are optimal, and also the quality of this program using
optimal weights.

Derange II has been extended to solve the median problem, that is finding
the permutation that is closest to three other permutations. We then use this
new version to build phylogenetic trees directly from gene order permutations.
In some situations, this new method works much better than previous methods.

There is an analytical expression for the evolutionary distance between two
species if the set of allowed operations includes only inversions (reversing a
segment of genes). Allowing transpositions (swapping two adjacent segments)
as well, we have found a (1+ε)-approximation for this distance, where we have
weighted the different operations according to our results on the Derange II
weights.

iii



Sammanfattning

Denna avhandling behandlar kombinatoriska problem inom bioinformatik, i
synnerhet problemet att bestämma det evolutionära avst̊andet mellan tv̊a arter
bakterier genom att betrakta deras genordningar. Den ena bakteriens genord-
ning kan ses som en permutation av den andra bakteriens genordning. Utifr̊an
en mängd till̊atna operationer söker vi det effektivaste sättet att sortera denna
permutation. Vi betraktar även det mer komplicerade problemet att bestämma
släktförh̊allandena mellan ett större antal arter, genom att skapa ett fylo-
genetiskt träd.

Datorprogrammet Derange II av Blanchette och Sankoff använder en girig
algoritm för att uppskatta det evolutionära avst̊andet mellan tv̊a arter. Pro-
grammet g̊ar att kalibrera genom att de olika operationerna ges olika vikt. Vi
har undersökt vilka vikter som ger bäst resultat, och även hur bra detta resultat
är.

Genom att utöka Derange II har vi skapat ett program som finner median
av tre permutationer, dvs den permutation som ligger närmast dessa tre per-
mutationer. Denna nya version använder vi för att skapa fylogenetiska träd
direkt fr̊an genordningspermutationerna. För vissa probleminstanser fungerar
detta betydligt bättre än tidigare kända metoder.

Om vi enbart till̊ater inversioner (omkastning av ett segment av gener) s̊a
finns ett analytiskt uttryck för det minsta antal operationer som krävs, för att
sortera en permutation. Givet att vi även till̊ater transpositioner (tv̊a bred-
vidliggande segment byter plats) har vi funnit en (1+ε)-approximation för den
bästa sorteringen, under förutsättning att vi viktar operationerna i enlighet
med de vikter, som var optimala för Derange.
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Chapter 1

Introduction

Ever since the days of Carl von Linné, and probably some time before, people
have sought to bring order among the vast number of species found in nature.
Linné’s large contributions to science was his taxonomy of plants, mammals
and other organisms, in which these organisms were given a family name and
a specific name. The families were then ordered in larger structures; a house
mouse (Mus musculus) may for instance be describe as a species which is a
mouse, which is a rodent, which is a mammal, which is a vertebrate, which
is a eucharyote (there are also a lot of steps in between). In this way, Linné
organised all species (or, to use a more adequate biological term, taxa) he knew
and were able to investigate, in a sort of family tree.

In those days, the primary method of inferring relationships between dif-
ferent organisms was by inspection. For large animals and many plants, this
may work well, although not perfectly. For fungi or bacteria and other small
organisms, it is evident from Linné’s own results that inspection is not suffi-
cient. Fortunately, the advances of molecular biology may aid us to a better
taxonomy. A tree obtained by using data from molecular biology is known as
a phylogenetic tree.

The blueprint of every organism is contained in the genome. The genome
is specific for each species, and it changes only slowly over time. This is how
the species evolves, and the process is called evolution. By comparing the
genome of two species, we can therefore estimate the time since these two
species diverged (i.e. split into two species). This is known as the evolutionary
distance between the two species.

The genome consists of one or several long double helices of nucleotides.
These nucleotides are grouped into functional blocks called genes. Genes may
be directed in two ways, forwards or backwards, along the genome. The gene
structure can be used to estimate the evolutionary distance between different
species. Using the pairwise distances of all pairs of genomes, there are numerous
algorithms for generating a tree from these distances. Another possibility is to
construct a phylogenetic tree directly from the gene order.
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1.1 Which evolutionary distance measures do we con-
sider?

There are, by and large, two ways of comparing two genomes. One is to look at
local changes, which involve changing a single nucleotide, or adding or removing
one or a few nucleotides. The other way is to consider the order of the genes.
We will refer to gene order rearrangements as global changes. In this thesis, we
will only consider distances calculated from global changes.

Research on genome rearrangement was started as early as in the late 1930’s
by Dobzhansky and Sturtevant [14]. However, not much was done until Palmer
and Herbon [29] found that the mitochondrial genomes in cabbage and turnip
had very similar gene sequences (making a comparison hard), but with fairly
different gene orders. Since then, gene order distances have proved to be useful
tools for estimating evolutionary distances, by providing changes in a pace
suitable for evolutionary reconstruction.

If every gene is given a unique number, the gene order of one taxon is just
a permutation of the gene order of another taxon. Permutations are perhaps
the most prominent of all combinatorial objects, which explains why combina-
torialists have been involved in solving the problem of calculating evolutionary
distances from gene order. As we will see, graph theory (another common
combinatorial tool), will also be of extensive use.

It is commonly assumed that the three by far most frequent gene order
changing operations are inversions, transpositions and inverted transpo-
sitions (for their definitions see Figure 1.1), but it has not really been clarified
to what extent these operations occur in different taxa. We will thus not assume
anything about their mutual proportions. The evolutionary scenario imagined
is that a taxon is somehow divided into two taxa. These two taxa will then
evolve independently of each other, diverging their gene orders.

. . . πiπi+1 . . . πjπj+1 . . . - . . . πi − πj . . .− πi+1πj+1 . . .
- ¾

. . . πiπi+1 . . . πjπj+1 . . . πkπk+1 . . . - . . . πiπj+1 . . . πkπi+1 . . . πjπk+1 . . .
- -- -

. . . πiπi+1 . . . πjπj+1 . . . πkπk+1 . . . - . . . πi − πk . . .− πj+1πi+1 . . . πjπk+1 . . .
- ¾- -

Figure 1.1: Definitions of inversion, transposition and inverted transposition
on signed genomes. If we remove all signs, the definition holds for unsigned
genomes.

A distance measure between two organisms is then usually defined as the
minimal number of operations needed to transform the gene order of one organ-
ism to the gene order of the other. This would correspond to the total number
of operations that have taken place in the two taxa. For the operations men-
tioned above, there are no classical combinatorial results available. However,
some progress has been made during the last decade. We will summarise this
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development in section 1.3.
It should be pointed out that there is no guarantee that methods built on

this model will give the right distances. For instance, parallel evolution (when
two genomes evolve in the same manner independently of each other) can never
be spotted (it will always seem more likely that this evolution has taken place
before the genomes diverged). We should also note that if many operations take
place on a small segment of genes, the reconstruction will probably contain
some shortcuts. We will thus not find the true distance in general, but an
underestimate of it. Nevertheless, it is reasonable to believe that for mildly
rearranged genomes, there is a very strong correlation between the computed
distance and the true distance. Part of the work in this thesis has been to
explore this correlation (Chapter 2).

1.2 Our mathematical model and some useful defini-
tions for computing evolutionary distances using
inversions

As mentioned above, we will discard all information about the actual nucleotide
sequence, and concentrate on the gene order only. We are dealing exclusively
with circular genomes. Thus, each genome may be regarded as a circular
permutation on as many elements as there are genes. It is common practice
to number the genes such that one of the two genomes we are comparing is
identified with the identity permutation. It is then sufficient to study the other
permutation.

Given a permutation, there are numerous sequences of inversions and trans-
positions that transform it into the identity permutation. Each of these se-
quences correspond to a possible evolutionary scenario. Somehow, we have
to figure out which scenario is most likely. We will usually assume, that the
“shortest” scenario is the most likely. The shortest scenario may be defined as
a scenario that minimises some distance measure, for instance the number of
inversions.

Usually, we are able to read the direction of each gene in the genome. Then,
our permutation will be signed, letting the two signs indicate the two directions.
We will primarily consider signed permutations, unless otherwise is stated. One
example of a signed, circular permutation can be found in Figure 1.2.

Actually, some genes may be specific to one of the genomes we compare, and
some genes may exist in several copies in one genome. To avoid problems, we
will simply discard all genes that do not have a unique position in each genome
we consider. Dealing with duplicated genes and similar issues is a intriguing
subject, that has seen very little progress. I plan to address this in my doctoral
thesis.

We can turn an ordinary linear permutation into a circular permutation by
gluing the end elements together. In the same way, we can linearise a circular
permutation by cutting between any two elements. We adopt the convention of
reading the circular permutations counterclockwise and all linearisations will be
done by inverting both signs and reading direction if the permutation contains
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Figure 1.2: A circular, signed permutation (our model of a bacterial genome).

-1, then making a cut in front of 1 and finally adding n + 1 last, where n is the
length of the permutation. An example is shown in Figure 1.3.

-1

7
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6

4

8

3

-2

-3

-7

2

-8

1

-6

-4

-5

1 -7 -5 -6 -4 -3 -8 2 9

Figure 1.3: Transforming a circular permutation to its associated linear permu-
tation.

A breakpoint in a permutation is a pair of adjacent genes that are not
adjacent in a given reference permutation. For instance, if we compare a genome
to the identity permutation, the pair (πi, πi+1) is a breakpoint if and only if
πi+1 − πi 6= 1, if we consider the linearised version of the permutation. For
unsigned permutations, this would be written |πi+1 − πi| 6= 1. In our example,
there are breakpoints everywhere except for the pair (−4,−3) (since (−3) −
(−4) = 1).

The following definitions are taken from Bafna and Pevzner [2] and Han-
nenhalli and Pevzner [23]. They were used to calculate the inversion distance,
and will also be used in chapter 4.

We transform a signed, circular permutation π on n elements to an unsigned,
circular permutation π′ on 2n elements as follows. Replace each element x in
π by the pair (2x − 1, 2x) if x is positive and by the pair (−2x,−2x + 1)
otherwise. An example can be viewed in Figure 1.4. Then, to each operation in
π there is a corresponding operation in π′, where the cuts are placed after even
positions. We also see that the number of breakpoints in π equals the number
of breakpoints in π′.

Define the breakpoint graph on π′ by adding a black edge between π′i
and π′i+1 if there is a breakpoint between them and a grey edge between 2i
and 2i + 1, unless these are adjacent (Figure 1.5). These edges will then form
alternating cycles (when we traverse a cycle, the edges will be alternatingly
gray and black). The length of an alternating cycle is given by the number of
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Figure 1.4: Transforming a signed permutation of length 8 to an unsigned
permutation of length 16.

13 14
2

1

4

10
9

12

16

15

56
7

8

11 3

Figure 1.5: The breakpoint graph of a transformed permutation.

black edges in the cycle. In our example, we have three cycles, two of length two
and one of length three. Sometimes, we will draw black edges between π′i and
π′i+1 even if there is no breakpoint between them, and also grey edges between
these elements. We will then get a cycle of length one at each such place.

A cycle is oriented if, when we traverse it, at least one black edge is tra-
versed clockwise and at least one black edge is traversed counterclockwise. Oth-
erwise, the cycle is unoriented. We have but one oriented cycle in our example,
namely the one with vertices 1, 4, 5 and 16. If two grey edges from different cy-
cles intersect, then these cycles belong to the same component. Our example
contains two components: the first is the cycle of length three and the second
consists of the cycles of length two, which clearly have intersecting grey edges.
A component is oriented if at least one of its cycles is oriented and unori-
ented otherwise. We have one oriented component in our example. If there
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is an interval on the circle, which contains an unoriented component, but no
other unoriented components, then this component is a hurdle. Our 3-cycle is
clearly a hurdle. If a hurdle is surrounded by an unoriented component, which
does not surround any other hurdles, then removing the hurdle will turn the
mentioned unoriented component into a hurdle. The original hurdle is then
known as a super hurdle. If we have an odd number of super hurdles and no
other hurdles, the permutation is known as a fortress. Our example contains
no super hurdles, and is therefore not a fortress.

We say that an unoriented component is of odd length if all cycles in
the component are of odd length. We call an operation useful if it reduces the
distance sum optimally. For the inversion distance, this means that the distance
is reduced by one. Finally, the size s of a component π is given by b(π)− c(π),
where b(π) is the number of breakpoints and c(π) is the number of cycles in the
breakpoint graph of the transformed permutation π. This could also be written
n− cs(π), where cs(π) is the number of cycles in (the breakpoint graph of) π′,
including those of length 1, and n is the length of the permutation.

1.3 Previous results

To give the reader a flavour of the current state of the art, this section pro-
vides a brief summary of what has been accomplished on distance measures and
methods of building phylogenetic trees directly from gene orders. Some stan-
dard methods of constructing phylogenetic trees using previously calculated
distances between all pairs of taxa are also included.

1.3.1 Distance measures

The breakpoint measure

We have already seen one important example of a distance measure, namely
the breakpoint distance. The breakpoint distance is obviously easily calculated.
However, under most models the answer will definitely be more misleading than
other distance measures, such as the inversion distance. The primary reason for
this is that the number of breakpoints created by an inversion is not always the
same. Also, transpositions generally create more breakpoints than inversions.
Still, due to its simplicity, the breakpoint distance has enjoyed a high degree of
popularity.

In our example from the previous section, the breakpoint distance is 7 (just
count the number of black edges in the breakpoint graph).

Sorting using short transpositions only

Sorting a linear unsigned permutation using only transpositions of two adjacent
elements is a classical and easily solved problem. In each step, we take two
adjacent elements that are in the wrong order and transpose them. This is
repeated until we have all elements in the right order. It is fairly easy to see
that this algorithm always works and that we can not improve it.
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For circular permutations, the problem is harder, but there exists a polyno-
mial algorithm [25].

Sorting using inversions only on a signed permutation

This is the only biologically interesting case which has been properly solved
so far. The first polynomial time solution was proposed by Hannenhalli and
Pevzner in 1995 [23] and improvements in speed have been made by Berman
and Hannenhalli [4], Kaplan et al. [26] and, quite recently, by Bader et al. [1].
The time complexity is now down to linear time for computing the distance and
quadratic time for finding an optimal sequence of inversions.

The inversion distance between a permutation (a genome) π and the identity
permutation is given by

dInv(π) =

{
b(π)− c(π) + h(π) + 1, if π is a fortress,
b(π)− c(π) + h(π), otherwise,

where b(π) is the number of breakpoints, c(π) the number of cycles and h(π) is
the number of hurdles in π. This could also be written as

dInv(π) =

{
n− cs(π) + h(π) + 1, if π is a fortress,
n− cs(π) + h(π), otherwise,

where cs(π) is the number of cycles in π including those of length 1, and n is
the length of the permutation.

The technique used is built on the breakpoint graph of the transformed
permutation π′. Bafna and Pevzner found that no inversion could create more
than one new cycle, including the short ones. Thus, dInv(π) ≥ n − cs(π) =
b(π) − c(π). The third parameter, the hurdle, was then found by Hannenhalli
and Pevzner. To destroy a hurdle, i.e. to orient it, we need one inversion. For
super hurdles, this will not work, since the surrounding unoriented component
will turn into a hurdle. However, merging two super hurdles turns out to be
efficient. This actually increases n−cs(π) by one, but on the other hand destroys
two hurdles. Pairwise destruction of super hurdles works well unless we have an
odd number of super hurdles and no other hurdles to help them (π is a fortress).
Then we have to use an extra inversion to remove all breakpoints.

In our example, we have one oriented component with two 2-cycles and an
unoriented component with one 3-cycle. Both 2-cycles can be removed by one
inversion each, since removing the oriented cycle will orient the unoriented one.
The 3-cycle, however, must first be oriented and then removed with the aid of
two inversions. Altogether, we need five inversions, which is in accordance with
the equation above, since b(π) = 7, c(π) = 4 and h(π) = 1.

Sorting using inversions only on an unsigned permutation

If we have not been able to establish the reading direction of all genes, we are
stuck with an unsigned permutation. This permutation contains less informa-
tion than a signed permutation, and will thus require less operations to sort.
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This structural loss makes it impossible for us to find an effective way to com-
pute the distance (unless, as we will see, P = NP). For signed permutations,
we use the transformed permutation to determine the maximal cycle decom-
position of the breakpoint graph of the ordinary permutation (this is defined
in the same way as for the transformed permutation). But we can not apply
this trick for unsigned permutations (inversions on the transformed permuta-
tion π′ turn positive element in the corresponding permutation π into negative
elements and vice versa). In fact, Caprara has shown [7] that the problem of
determining the maximal cycle decomposition of the breakpoint graph of the
ordinary permutation is NP-hard. Thus the same goes for sorting unsigned
permutations, since any minimal sorting sequence of inversions will provide a
maximal cycle composition.

Sorting using transpositions only

This problem has been investigated by Bafna and Pevzner [3] and Christie [10].
Though not solved, some approximations have been found. For instance, since
a transposition can remove at most three breakpoints, it is trivial to see that
the number of operations needed to sort a permutation π using transpositions
only, dtrp(π), is bounded by b(π)/3 ≤ dtrp(π) ≤ b(π), where b(π) is the number
of breakpoints in π. Thus, we have a 3-approximation.

To improve on this result, we will look at the breakpoint graph, allowing
cycles of length one. The identity permutation will then consist of n (odd)
cycles.

A transposition that increases the number of cycles maximally will increase
the number of cycles by two (this is called a 2-move). The second best al-
ternative is maintaining the number of cycles (a 0-move). Bafna and Pevzner
showed that we can always apply either a 2-move or one 0-move followed by
two 2-moves. They also showed that this can also be done if we only consider
k-moves that increase the number of odd cycles by k. Then we have

n− codd(π)
2

≤ dtrp(π) ≤ 3
2

n− codd(π)
2

,

where codd(π) is the number of odd cycles in the transformed permutation
obtained from π. Thus, dtrp(π) is approximated within the factor 3/2.

Approximations of the maximal transposition distance

Some work have been done on the maximal transposition for any permutation
on n element, for instance by Bafna and Pevzner [3] and, improving their results,
by Eriksson et al. [19]. They show, using induction, that dtrp(n) ≤ b2n−2

3 c for
n ≥ 9, where dtrp = maxπ∈Sn+1 dtrp(π). They also show that a transposition
can not decrease the number of descents by more than two, which shows that
dtrp(n) ≥ dn+1

2 e.
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Prefix inversions

A problem similar to the ones above, though probably not relevant in a biolog-
ical context, is sorting a linear (signed or unsigned) permutation using prefix
inversions, i.e. inversions of the first k elements. This is known as the pancake
flipping problem, corresponding to the problem of sorting, by size, a stack of
pancakes by grabbing the top pancakes and flipping them over. If one side of
each pancake is burned, we get the signed version of the problem.

This problem has been studied by Gates and Papadimitriou [21], Cohen and
Blum [11] and Heydari and Sudborough [24]. Most results concern the maximal
number of prefix inversions needed to sort any stack of n pancakes, f(n) (this
is also the diameter of a certain parallel processing network). They have found
that (15/14)n ≤ f(n) ≤ (9/8)n+2, whereas the signed problem diameter g(n),
is conjectured to be limited by 3n/2 ≤ g(n) ≤ 3(n + 1)/2.

Combining inversions and transpositions

For biological reasons, a combined distance measure should be better than a
pure inversion or transposition measure. However, it is also harder to calcu-
late, and progress has been scarce in this area of research. The best results
have been obtained by Gu, Peng and Sudborough [22], who have found a 2-
approximation algorithm for the equally-weighted distance measure. A new
non-equally-weighted distance measure is the topic of chapter 4, where some
significant progress is presented.

For the equally-weighted distance, Gu et al. first observe that ∆b(π) −
∆codd(π) ≥ −2 for each move, where codd(π) is the number of odd cycles in
π. Then they apply the result on the inversion distance from Hannenhalli and
Pevzner, which gives that for oriented cycles, there is an inversion that reduce
∆b(π)−∆codd(π) by one, and for non-oriented cycles, they find operations that
reduce ∆b(π) −∆codd(π) by one (at least on a two move average). Thus, the
combined distance measure dcomb(π) is limited by

b(π)− codd(π)
2

≤ dcomb(π) ≤ b(π)− codd(π).

In both cases (oriented and non-oriented cycles), these good moves are easily
detectable in polynomial time.

In our example, b(π)−codd(π) = 6, but in fact we only need three operations
to remove all breakpoints.

Derange II — a useful heuristic

As always when we wish to accomplish something fast and efficient, the greedy
search is an alternative worth investigating. This has been done by Blanchette
and Sankoff [6] for the problem of finding the most parsimonious scenario ex-
plaining a gene order permutation, using all three operations with different
weights. Their greedy search implementation is called Derange II. Since it
involves three operations, it will thus give a more biologically relevant mea-
sure than the ones previously encountered, but on the other hand, Derange II
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provides only an approximative answer. The quality of this approximation is
investigated in chapter 2.

Derange II works by a greedy search for the sequence of d (d is typically 3
or 4) operations on π that minimises

d∑

k=1

w(Opk) + ∆Bk(π, τ),

where w(Opk) is the weight of the kth operation and ∆Bk(π, τ) is the difference
in the number of breakpoints between π and τ that comes from applying the
kth operation. This is done by searching through the sequences of d operations
that seem likely to be able to attain this minimum, and then choosing the first
operation in the sequence that gives the best result. This operation is applied,
and then we iterate.

There are a few difficulties connected to this approach. First, we do not
know how good answers we get. Second, we do not know in advance what the
weights should be. These problems will be treated in the next chapter.

Estimating the true distance from the shortest distance

When a genome is badly scrambled compared to another genome, we are likely
to underestimate the evolutionary distance between them. There have been
some work done on estimating the true distance from the shortest distance
found by the methods above. One example is a paper by Eriksson, Eriksson
and Sjöstrand [20], where a heat flow model is used to estimate the expected
inversion number after k random adjacent transpositions. Caprara and Lan-
cia [9] have shown that the expected number of breakpoints in an unsigned
permutation obtained by applying k random inversions is

E(Xk) = (n− 1)

(
1−

(
n− 3
n− 1

)k
)

.

They have also shown that the smallest inversion distance is a reliable distance
measure only if the number of inversions applied is less than n/2, where n is
the length of the permutation. Thus, for badly scrambled permutations, our
distance measures should be used with care.

1.3.2 Tree building algorithms

Most of this subsection is built on the standard textbooks [15] and [27]. We
quickly review two methods of building phylogenetic trees directly from distance
measures. It should be clear that these two methods both have their limitations.

UPGMA

UPGMA is short for Unweighted Pair Group Method of Arithmetic averages
and it is a simple, though usually not very accurate, method. It is based on
a distance function d(x, y), which may be chosen arbitrarily. The algorithm is
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the following. First, calculate the pairwise distances between all taxa involved.
Then, find the pair of taxa with shortest mutual distance, and group them
together. Also, create a node in the tree, and draw an edge between both these
taxa and the new node. The distance between this new cluster (the new node)
and the other taxa will be given by the arithmetical mean of the distances from
the taxa in the cluster. This will then be repeated, until all taxa have been
grouped together (we regard the cluster as a new taxon). The new nodes and
the edges will constitute the tree. The last node (the final cluster) is the root
of the tree.

If the distance between any two taxa always is proportional to the time
since they diverged (i.e., there exists a molecular clock), UPGMA will return
the correct tree. This is, however, not always true. There is a simple test to
find out whether UPGMA is likely to return the correct answer or not (the
ultrametric condition). The distances are said to be ultrametric if, for any
triplet of taxa x, y and z, the distances d(x, y), d(y, z) and d(x, z) are either
all equal, or two are equal and the third one is smaller. This condition clearly
holds when the distances are proportional to the divergence times.

Neighbour joining

Apart from the molecular clock property, which holds quite rarely in real cases,
there is another property of a tree which facilitates finding a correct topology.
This is the additivity, which means that the distances between any pair of
taxa in the tree is given by the sum of the distances of the edges connecting
the two taxa. When the distances are additive, we can reconstruct the correct
tree using the neighbour joining algorithm.

The algorithm is similar to UPGMA, but care is taken to assure that we
in each iterative step do not pick the closest leaves (taxa), but a pair of neigh-
bouring leaves. This is done by picking the two leaves x, y that minimise

D(x, y) = d(x, y)− (r(x) + r(y)),

where (letting L be the set of all leaves)

r(x) =
1

|L| − 2

∑

z∈L

d(x, z).

Then remove these leaves from L and add a new leave z to L, which corresponds
to the closest inner node to x and y. For all other nodes z′, the distance to z is
given by

d(z, z′) =
d(x, z′) + d(y, z′)− d(x, y)

2
.

1.3.3 Building trees directly from gene order permutations

A quite new area of research is building phylogenetic trees directly from gene
order. At present, the methods are interesting, but do not give better results
than simply doing neighbour joining on the breakpoint distance measure. We
present a new algorithm in Chapter 3, which seems to perform significantly
better than alternative methods on highly scrambled data.
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Finding the median is hard

For a set of three genomes π1, π2, π3 (or more generally, a set of n genomes), the
median of these genomes is a genome π that minimises the sum

∑
d(π, πi), for

some distance measure d. This is clearly a harder problem than the pairwise
distance problem, but also more rewarding. We will see in chapter 3 that solving
this problem would give a perfect phylogenetic tree, with respect to the distance
measure used.

However, it turns out that the median problem is hard to solve. While
the inversion distance for signed permutations is easily calculated, the median
problem using this distance is NP-hard, which was shown by Caprara [8]. In
fact, the median problem for the much simpler breakpoint distance measure
is also NP-hard (Pe’er and Shamir, [30]). Thus, for medians we are probably
stuck with approximations.

BPAnalysis

Although the median problem using breakpoint distances is NP-hard, it may
still be solved efficiently and reasonably accurate. The reason is that there
exists a reduction to the Traveling Salesperson Problem, for which we know
many accurate and well-implemented heuristics. This has been explored by
Blanchette, Bourque and Sankoff [5] in the algorithm BPAnalysis.

BPAnalysis works as follows. We analyse every possible topology, one at a
time (there are (2n − 5)!! = 1 · 3 · . . . · (2n − 5) possible tree topologies with n
leaves). For each such topology, we first choose a permutation for each inner
node. We then decrease the total length of the tree by choosing an inner node
and recalculating it, by solving the median problem for its three neighbours.
This is repeated until no nodes can be optimised further. Finally, the tree that
has the least total weight is chosen.

When building a tree from n genomes, we have to solve a large amount of
TSP instances for each of the (2n− 5)!! = 1 · 3 · . . . · (2n− 5) possible trees. The
time complexity is exponential in both the number of genomes and the number
of genes. However, by clever implementation [28], BPAnalysis has turned out
to be useful heuristic, although still quite time-consuming.

Maximum parsimony on binary encodings of genomes (MPBE)

This method was recently developed by Wyman et al. [32, 12], built on a method
of Cosner. It has some similarities to BPAnalysis, and in the final stage, it also
uses parts of BPAnalysis.

The first stage consists of constructing binary sequences encoding our dataset.
For each pair of genes that appear consecutively in at least one of the genomes,
we reserve a position in the sequence. Then, we get a sequence for each genome
by putting 1 in the positions were the corresponding pair of genes are adjacent
in the genome, and 0 at the other positions. We are then led to the problem
Binary Sequence Maximum Parsimony (BSMP): find the tree with the binary
sequences as leaves, such that the total Hamming distances over all edges in
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the tree is as small as possible. Not surprisingly, this problem is NP-hard, but
good heuristics exist.

The second stage of the algorithm consists of finding gene orders for the
inner nodes that minimise the total distance over all edges. This is done by
applying the BPAnalysis algorithm on the tree found in the first stage.

We should observe that all solutions to BSMP at the first stage are not
really feasible. A binary sequence which codes for a gene order has exactly n
(the number of genes) ones, but the binary sequences that minimise the total
Hamming distances may have any number of ones. Thus, even if we calculate
the correct answer to BSMP, it may not provide the best topology.

1.4 Overview of my results

This thesis is built mainly on three papers, [16, 17, 18].

Gene order rearrangements with Derange: weights and reliability
[18] (chapter 2):

This paper deals with the computer program Derange II. Derange II is cali-
brated by finding the proper weights, which are determined through simula-
tions. In doing this, we look for weights that do not only preserve the Derange
distance, but also the proportions of the different operations. An investigation
is also conducted on the reliability of Derange II. It turns out that, with opti-
mally chosen weights, Derange II is a reliable tool for estimating evolutionary
distances, regardless if the proportions of the operations. In the companion
paper [13], Derange II is applied on two Chlamydia species. Investigations on
these species led to the conclusion that short inversions (inversions of a single
gene) were common enough to be considered an operation in there own right.
This was implemented into Derange II. Several other investigations on these
species are also conducted, but this was done by my co-authors.

A new heuristic for constructing phylogenetic trees based on gene
order [16] (chapter 3):

This may be regarded as a sequel to the previous paper. Being a reliable tool
for estimating the evolutionary distances, Derange II is extended to solve the
median problem for three genomes. Examining the reliability of this method
shows fairly good accuracy, in spite of the fact that the median seldom is unique.
Using this extension, we have developed a heuristic algorithm for constructing
phylogenetic trees directly from the gene orders. This is the first method that
works significantly better than neighbour joining on breakpoint distances (for
at least some region in parameter space).

(1+ε)-approximation of sorting by reversals and transpositions [17]
(chapter 4):

Extending the algorithm of Hannenhalli and Pevzner for the inversion distance,
we propose a weighted combined distance measure. The weights were inspired

13



by the results on the Derange II weights, and are also given theoretical justifi-
cation. We show how the distance can be calculated with any desired precision
in polynomial time. This is a significant improvement on the results of Gu et
al. [22], who have established a 2-approximation only.
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Chapter 2

Showing the Strength of a
Properly Weighted Derange II

One of the ways of obtaining a distance measure mentioned in the introduction
was a heuristic named Derange II. Derange searches for a rearrangement sce-
nario that minimises a certain weighted sum of the evolutionary steps involved.
Note that such a scenario will not only provide us with a distance; it will also
tell us which types of evolutionary events are more common.

In this chapter, we will look into two important questions concerning De-
range. First, which weights should be used? We will take another approach
than in the original study of Blanchette et al. [6]. Second, is Derange reliable?
To our knowledge, there has been no previous thorough investigation concerning
how well Derange approximates the ”true” distance, that is, the actual number
of rearrangement steps.

We will start with a description of an extension of Derange, built on new
biological findings. We will then move on to determine the weights and looking
into the reliability of Derange, adjusting for any systematic errors and estimat-
ing the random ones.

2.1 Extending Derange

A recent investigation [13] of the gene orders of two Chlamydia species, Chlamy-
dia pneumoniae and Chlamydia trachomatis, indicates that short inversions
(inversions of a single gene) are so abundant that there is reason to consider
them separately from other inversions. We have therefore chosen to include
this fourth operation into Derange. Using this expanded version, we find that
almost half of the operations in the Chlamydia data are short inversions. There
is at present no indication of a similar length bias among transpositions.

We consider short inversions separately for two reasons: First, their abun-
dance suggests that there is some other mechanism involved. Second, we obtain
much more accurate results with different weights on short inversions and other
inversions, as we will see later on. The reason for this is that some of the short
inversions that get mixed up with other operations tend to disappear from our
view if they are not supported by a low weight.
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2.2 Finding the weights of Derange

As mentioned earlier, there are usually many possible evolutionary scenarios
explaining a given permutation. For example, three overlapping transpositions
may perhaps also be interpreted as five overlapping inversions. If the weights
are too biased in some direction, the result will be skewed. For instance, using
too large weights for transpositions and inverted transpositions, Derange will
always return more than 90 % inversions, regardless of the data. But finding
the equilibrium point between the four weights is not trivial.

2.2.1 The approach of Blanchette, Kunisawa and Sankoff

Blanchette et al. have described Derange in [6]. Their primary objective is
to find the weights for Derange and their conclusion is that the weight wT of
transpositions and wIT of inverted transpositions should both be somewhat
larger than 1 + wI , where wI is the weight of inversions. The argument goes
roughly as follows:

One can always find inversions resolving one breakpoint, but there is seldom
any inversion resolving more than one breakpoint. Similarly, one can almost
always find transpositions resolving two breakpoints, but seldom more. Thus,
if wT > 1+wI , then Derange will almost always use inversions. In the opposite
case there will be a bias towards using transpositions.

Blanchette et al. then proceeds with running Derange on some true data
and compare the results with runs on some random permutations, for a number
of different weights. For wT slightly larger than 1 + wI , they find a difference
between the results from the true data and the random data, a ”signal”, and
conclude that these weights are probably the best to use.

2.2.2 Another approach

We believe that there is another explanation for the ”signal” above. When
using weights favouring inversions, most random permutations are sorted using
inversions almost exclusively, but for the particular permutation in the real
data, some transpositions resolving three breakpoints exist. We claim that the
number of inversions found using those weights was probably much too high.
What we actually want is a good fit between the numbers reported by Derange
and the real numbers of inversions and transpositions used for constructing a
given permutation. Using simulated data, it is possible to find the weights with
the highest correlation between input and output.

2.2.3 Simulating data

The length of the gene order permutation obtained from the two Chlamydia
genomes is about 750 genes. We have therefore chosen this length for our
simulated data. We created 500 permutations by performing random operations
(inversions, short inversions, transpositions and inverted transpositions) until
a certain number of breakpoints was obtained. The number of breakpoints,
as well as the proportions of the different operations, were varied to cover a
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wide range of cases. The number of operations used and the proportion of each
operation was stored along with the permutation itself.

2.2.4 Weight optimisation

The permutations were run through Derange, giving a new set of proportions
and numbers of operations, which could be compared to the stored values. Using
the method of least squares, we tried to find the set of weights minimising the
deviation between input and output.

Table 2.1: Some test sets of weights.

Number Inv Trp I Trp S Inv
1 2 3.2 3.2 1.2
2 2 3.2 3.2 0.8
3 2 3.2 3.2 0.2
4 2 3.2 3.2 0
5 2 3.2 2.8 1.2
6 2 3.2 2.8 0.8
7 2 3.2 2.8 0.2
8 2 3.2 2.8 0
9 2 2.8 3.2 1.2
10 2 2.8 3.2 0.8
11 2 2.8 3.2 0.2
12 2 2.8 3.2 0
13 2 2.8 2.8 1.2
14 2 2.8 2.8 0.8
15 2 2.8 2.8 0.2
16 2 2.8 2.8 0
17 2 3 3 1.2
18 2 3 3 0.8
19 2 3 3 0.2
20 2 3 3 0
21 2 3 3 -0.2

Table 2.1 shows 21 different sets of weights that were tried. Weights on
transpositions and inverted transpositions that differ even more than 0.2 from
1 + wI give worse results.

The results can be viewed in Figure 2.1. We have one graph for each oper-
ation (1 - 4), as well as one for the sum of transpositions and inverted trans-
positions (5) and one for the total cost, the distance (6). We can directly see
that the sum of transpositions and inverted transpositions shows much better
results than these operations taken separately. It seems to be much easier to
determine the total proportion of transpositions and inverted transpositions
than their separate contributions. We will hence not try to distinguish between
them (and therefore below use the term transposition for both kinds).

17



0 5 10 15 20 25
−0.1

0

0.1

0.2

0.3
Inversions

0 5 10 15 20 25
−0.2

−0.1

0

0.1

0.2
Transpositions

0 5 10 15 20 25
−0.1

0

0.1

0.2

0.3
Inverted transpositions

0 5 10 15 20 25
−0.1

−0.05

0

0.05

0.1
Short inversions

0 5 10 15 20 25
−0.05

0

0.05

0.1

0.15
(Transp + inv transp)/2

0 5 10 15 20 25
−0.1

−0.05

0

0.05

0.1
Cost

Figure 2.1: Accuracy depending on weights. The naughts are the square root of
the mean of the squares differences. The crosses are the mean of the differences.
The weights used can be found in Table 2.1. At position 22, we have used the
same weights as in positions 19 (which we deemed optimal) on data including
many short transpositions. The results are as good as for data when short
transpositions are not overrepresented.

Using wI = 2, the main issue is whether the transposition and inverted
transposition weights should be larger than 3 or less than or equal to 3. From
graph 6 (cost) in Figure 2.1 it is clear that we do not want to use different
weights for transpositions and inverted transpositions. Using a large weight for
transpositions and inverted transpositions will give poor results for inversions
(graph 1), short inversions (graph 4) and transpositions (graph 5), so we reject
these weights as well. In the choice between wT = 3 and wT = 2.8, the first
alternative shows slightly better results for the cost (graph 6), and the best
result is obtained with wS = 0.2 (weight of short inversions).

2.2.5 Increasing the number of short operations

In position 22, we have the same weights as in position 19, but another set
of data. In order to imitate the Chlamydia data further [13], these simula-
tions have a high proportion of short operations, i.e. fairly short inversions and
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transpositions∗. As we can see, this does not affect the quality of the method.

Table 2.2: Derange II weights found using simulations

Operation Weight
Inversion 2.0
Transposition 3.0
Inverted Transposition 3.0
Short Inversion 0.2

In our further studies, we will use the weights in Table 2.2. It should be
pointed out that these weights are the best weights regardless of the proportions
between the different operations (within reasonable limits).

It is interesting to see that the weights of the ordinary operations are per-
fectly matched with the maximal number of breakpoints that the operations
can remove. Using the weights above, Derange will prefer a perfect transposi-
tion to a perfect inversion, and a transposition removing two breakpoints to an
inversion removing one, due to the structure of the program.

2.3 A better estimate of the proportions

As can be seen already from the crosses in Figure 2.1, the results from Derange
have small systematic errors. Figure 2.2 suggests a linear correction.

For each set of data one wishes to examine, some simulations have to be
run to determine the coefficients of the relationship.

Table 2.3: The coefficients of our calculations: a is the point of equilibrium and
b is the slope.

Operation a/b (150 bp) a/b (250 bp) a/b (350 bp)
Inversion 0.91/1.02 0.12/1.16 0.03/1.41
Transposition 0.21/0.70 0.20/0.44 0.15/0.35
Inverted Transposition 0.12/0.74 0.23/0.55 0.23/0.35
Short Inversion -0.31/1.01 -0.06/1.04 -0.18/1.06
Transp. + Inv. Transp 0.18/0.99 -0.22/0.96 -0.43/0.91

Letting p be the true proportion of an operation and q the calculated pro-
portion, we model the relationship as

p = b (q − a) + a.

The coefficients a (the point of equilibrium) and b (the slope) can be deter-
mined using simulations and the method of least squares. In Table 2.3, we have

∗With this we mean that both the transposed segment, as well as the distance it is trans-
posed, are fairly short
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Figure 2.2: Proportions of operations — Derange output as a function of De-
range input (150 breakpoints on a permutation of length 750). On the x-axis,
we have the proportions reported by Derange, and on the y-axis the true pro-
portion. The solid line is x = y and the dotted line is the linear estimation.
In the sixth graph, we see that the number of moves used by Derange usually
is slightly smaller (2–4 %) than the real number of moves. This is consistent
with the other graphs and the fact that Derange preserves the total cost (Figure
2.3) — Derange slightly overestimates heavy operations like transpositions and
underestimates short inversions.

Table 2.4: The reliability of our method on Chlamydia type simulated data

Operation Standard deviation
Inversion 3.1 %
Transposition 5.2 %
Inverted transposition 5.3 %
Short inversion 1.6 %
Transp + inv transp 2.7 %

gathered some examples of coefficients for our four operations. Evidently the
importance of making this correction increases with the number of breakpoints.
In other words, the more scrambled the data is, the greater is the systematic
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Figure 2.3: The distribution of the proportions. In the graphs we see the error
in the proportion of each operation. For inversions and transpositions (the
mean value), we are almost always within 6 % of the true value. Graph 6 shows
that the preservation of cost is excellent.

error of Derange. This also goes for the underestimation of the number of
moves.

2.4 Reliability

To test the reliability of our method, we have made another 500 simulations
of permutations of length 750 with 150 breakpoints, and compared the true
proportions with the proportions found by Derange followed by the linear cor-
rection. The result can be viewed in Table 2.4 and in Figure 2.3. From the
figure, we can clearly see that the results for the short inversions are usually
very accurate. We also have good results for inversions and the transposition
sum, but not for ordinary transpositions and inverted transpositions separated.
The precision of the cost calculation is excellent.

2.5 Conclusions

Derange II solves a more general, and biologically relevant problem than the
exact inversion distance algorithm. The standard implementation utilises three
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different kinds of operations, and in our extended version, a fourth operation is
included.

We have found that Derange does not only provide a reliable cost, but also
reliable proportions between the different kinds of operations. Running Derange
on real data should reveal at least part of the truth concerning the relative
frequencies of inversions and transpositions in different biological situations.
For example, in the Chlamydia data we found 13 % ordinary inversions, 38 %
short inversions and 49 % transpositions.

Another advantage is that Derange II is extendable to multiple genomes.
This is the topic of the next chapter.
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Chapter 3

Building Phylogenetic Trees
Using Yggdrasil

A standard way of constructing a phylogenetic tree from gene order data is to
compute the distance between every pair of taxa and then applying e.g. the
neighbour joining method to obtain a tree. It is obvious that information is
thrown away when only distances between pairs are used. We have therefore
investigated whether a method that builds a phylogenetic tree directly from the
genome data can outperform the standard method.

There have been previous attempts to accomplish this, the most prominent
ones being BPAnalysis (breakpoint analysis) by Blanchette and Sankoff [5] and
MPBE (Maximum Parsimony on Binary Encodings) by Cosner et al. [12]. The
complexity of these methods is worse than for the two-part methods mentioned
in the first paragraph (especially BPAnalysis has severe complexity problems,
although significant speed-ups have been made by Moret et al. [1]). Never-
theless, it seems that no regions in parameter space have been found, where
BPAnalysis or MPBE performs better than the seemingly simpleminded neigh-
bour joining [12]. In this paper we present a method that performs signifi-
cantly better than breakpoint distances and neighbour joining for certain sets
of genomes.

We have modified Derange to work on three related genomes simultane-
ously in order to find a good approximation of the median of these genomes
(recall that even finding the median of three genomes using the inversion or the
breakpoint distance is NP-hard). This can then be used to find the topology
of the phylogenetic tree, as well as to approximate the inner nodes.

3.1 Finding the median of three genomes

Consider the situation in Figure 3.1. We have three genomes (π, ρ and τ) and
the induced tree. We do not know what the median σ looks like, and we do
not know the distances between σ and the other three genomes. However, we
have access to the pairwise distances between the known genomes π, ρ and τ ,
as computed by Derange II.

If the genomes are not too far away from each other, there should be some
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π
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Figure 3.1: A tree with three known genomes (π, ρ, τ) and an unknown common
ancestor σ.

common features of, say, ρ and τ . Assuming no parallel evolution (i.e. π,
ρ and τ are assumed to have evolved differently), any common feature of ρ
and τ should be found also in the common ancestor σ. Thus operations on π
that simultaneously decrease the number of breakpoints between π and ρ and
between π and τ should make π approach σ. Symmetry gives that we can also
approach σ from ρ and from τ .

We now search for sequences of operations that minimise the sum

d∑

k=1

2w(Opk) + ∆Bk(ρ, τ) + ∆Bk(τ, π) + ∆Bk(π, ρ),

where w(Opk) is the weight of the kth operation and ∆Bk(ρ, τ) is the difference
in number of breakpoints between ρ and τ that comes from applying the kth
operation. This time, however, we may apply these operations to any of the
three genomes. We then choose the first of these operations, apply it to the
right genome, and iterate. The process terminates in a permutation that is an
approximation of σ.

This procedure has been implemented into Derange II and we will call this
new version Derange III. The accuracy of the program is discussed below.

3.2 Building a small tree

Building a tree with three genomes is trivial with Derange III. We will now
describe a method that builds a tree of any size. Due to the complexity of the
algorithm, for large sets of genomes it seems better to first build a small tree
using a selected subset of these genomes and then use the algorithm of the next
section to enlarge it by adding one genome at a time.

We will illustrate the algorithm in the case of five genomes, π1, . . . , π5,
related as in Figure 3.2 (of course, the tree structure is not known in advance).
The algorithm is easily generalised to any number of genomes.

The idea is the following. For all triples of genomes, find the median using
Derange III. In our example, the median of π1, π3 and π4 is the unknown σ2

and Derange III will thus find a permutation very similar to it. The expected
result of all calculations in this example can be found in Table 3.2.
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Figure 3.2: The true but unknown tree of π1, . . . , π5.

Genome 1 Genome 2 Genome 3 Inner node
π1 π2 π3 σ1

π1 π2 π4 σ1

π1 π2 π5 σ1

π1 π3 π4 σ2

π1 π3 π5 σ2

π2 π3 π4 σ2

π2 π3 π5 σ2

π1 π4 π5 σ3

π2 π4 π5 σ3

π3 π4 π5 σ3

Table 3.1: For each triple of genomes, we will find a genome that is very similar
to one of the unknown inner node.

If Derange III succeeds, the permutations found from the first three calcu-
lations in Table 3.2 should all be very close to σ1 and hence to each other, while
being far away from the rest. Thus, using Derange II we should be able to
identify this cluster of permutations. Similarly, it is possible to group together
all permutations that belong to any given inner node. To succeed, we need the
distances between the inner nodes to be significantly greater than the error of
Derange III.

The information in Table 3.2 is sufficient for a unique reconstruction of the
tree. In each group, look at the triples that belong to it. In the σ1 group, each
triple contains π1, each triple contains π2 and each triple contains one of the
other genomes. This is natural, since if we did not have some genome from each
direction from σ1, we would never get σ1. In the same way, to get σ2, the triple
must include π3, one of π1 and π2 and one of π4 and π5. Thus, if we want to
draw this tree, we start by drawing σ1 and three edges from it. Attached to one
edge we draw π1, to the second we attach π2 and to the third we attach an inner
node such that it has π1 and π2, but no other genomes, in one direction. This
is only fulfilled by σ2. We then continue in the same fashion until all genomes
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have been attached to the tree.

3.3 Extending an existing tree

It is very useful to be able to extend an existing tree by adding a new genome.
First, we might have found a new genome that we wish to incorporate into
an existing tree without having to recalculate the whole tree. Second, the
method described above has complexity problems when we increase the number
of genomes.

σ2

σ3σ1

π1

π2

π4

π5π3

π6

σ4

Figure 3.3: Adding π6 to the known tree by calculating the median of π6, σ1

and σ2. The new genome σ4 is found.

σ2

σ3σ1

π1

π2

π4

π5π3

π6

σ4

Figure 3.4: Adding π6 to the known tree by calculating the median of π6, σ1

and σ2. We will find the already known genome σ2 instead of σ4.

Suppose that we found the tree in Figure 3.2. We would now like to extend
it with π6. We have no idea where to insert it, but it is clear that we must add a
new inner node between two nodes in the tree. But where should this be done?
Is it perhaps between σ1 and σ2? If this is the case, running Derange III with
the triple π6, σ1 and σ2 would give a genome that is not close to any genome
previously found (see Figure 3.3). On the other hand, if the new node should
be added between another pair of genomes, say between σ3 and π4, running the
triple π6, σ1 and σ2 through Derange III would give a genome which is very
similar to σ2 (Figure 3.4). In this case, to find σ4, we would have to run π6, σ3

and π4 through Derange III, since σ4 should be added between σ3 and π4.
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We can thus discriminate between the edges that should not be broken by
inserting a new node between the nodes that define the edge, and the edge that
should be broken. All we have to do is let π6 move towards all pairs such that
these define an edge. When we encounter a genome that is not similar to any
of the genomes in the tree, we have found not only the topology of the enlarged
tree, but also the genome that is associated with the new node.

In practice, we only look at the edges belonging to the inner node closest to
the genome to be attached. For instance, if σ2 is the closest inner node to π6,
we need not check the triple π6, σ3 and π5. Since σ2 is closer to π6 than σ3, it
seems unlikely that we should have to pass σ3 to reach σ2 from π6 in the tree.

3.4 Reliability

3.4.1 Derange III

There are a couple of things that can go wrong when we calculate the median.
First of all we must assume that there is no parallel evolution, i.e. that no two
genomes evolve in a similar fashion. It is not totally clear that this is a justified
assumption, especially not for distant genomes, but it is clear that with parallel
evolution we can not solve the median problem using any method that looks at
gene order only. If two genomes evolve in a similar manner, they will remain
similar over large time scales, Their gene order will indicate that they have
separated quite recently.

A second difficulty is that in many cases, the median is not unique. However,
we have found strong indications that alternative medians are not too far away
from each other. If they were, our search for the median would sometimes lead
us far away from the true ancestor. This has not happened in our test runs.

In order to test the reliability of Derange III, we have done 100 simulations.
Using permutations of length 750, we have started from the identity permu-
tation and performed random operations (inversions, transpositions, inverted
transpositions and short transpositions) until a random number of breakpoints
are obtained (these numbers are evenly distributed between 50 and 250). This
is repeated three times, since we need three permutations as input. Then these
permutations are run through Derange III, and the result is compared to the
identity permutation, the true common ancestor in the simulation.

The mean error is 2.87 using the Derange distance (i.e. the total weight of
the operations needed to transform our calculated median to the true ancestor)
with weights as in chapter 2 (the mean distance between the ancestor and any of
the three genomes was somewhat larger than 100), and the mean error counting
breakpoints is 12.4. From this it is clear that the differences between the true
and the calculated median can be removed using mostly short inversions.

3.4.2 Yggdrasil

We have implemented a rough version of the tree building algorithm in a pro-
gram called Yggdrasil. In this preliminary version, we start by selecting a
reasonably large sample of triples of genomes. For each triple we calculate the
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median and then extend the tree by one genome at a time as described in sec-
tion 3.3. Among the trees found from different initial triples, we then choose
the tree that is found most times. We are currently working on a sharper im-
plementation and better methods of choosing a final tree from a series of tree
calculations.

We have done some tests on simulated trees. Our tests show that Yggdrasil
performs very well (in comparison with other methods) on trees with quite
distant genomes. For instance, we have done experiments on permutations of
length 40, for which we have simulated the evolution of 20 trees with topology
and approximate breakpoint distances as in Figure 3.5. These are obviously
not even close to linear in breakpoints distances, since the maximal breakpoint
distance is 40. Yggdrasil finds the correct tree in as many as 15 cases out of
20, compared to 2 cases for neighbour joining on breakpoint distances and 8 for
neighbour joining on Derange II distances. We firmly believe that the ability of
Yggdrasil to make correct predictions can be improved even further, by finding
more sophisticated methods for extracting the final tree from a series of tree
calculations.

152020

20

5

5

20 20

20

Figure 3.5: Simulated tree used to test the accuracy of Yggdrasil.

3.5 Discussion

We see that Yggdrasil seems to perform significantly better than Derange II and
neighbour joining for highly scrambled data, not to mention how it compares to
breakpoints and neighbour joining. From the discussion in Cosner et al. ([12]), it
seems that these two methods are the first feasible methods for gene order based
phylogeny for which there is evidence for better performance than breakpoints
and neighbour joining on any kind of data. Of these, Yggdrasil has so far been
the sharper one.

What kind of data is needed for the method to work properly? The method
is built on the assumption that we have genomes with a large intersection of
genes. If the intersection is too small, we risk losing too much information when
removing the non-common genes. But even if the intersection of all genomes is
small, the method might still be useful on subsets of closely related genomes.
These small trees will then be attached to each other by some rough measure,
such as gene content.
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The method presented above is a bit slow. The bottle neck is Derange
III, which for genomes of length 750 and some 300 breakpoints between each
pair will use about 10 minutes to find the answer in the current non-optimised
implementation. This issue will be addressed in an upcoming project.
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Chapter 4

An Analytic Expression for
the Evolutionary Distance
Using Both Inversions and
Transpositions

Previous results concerning the problem of sorting by inversions and transpo-
sitions boil down to a 2-approximation by Gu et al. [22] and heuristics like
Derange II. In chapter 2, we found the optimal weights (i.e. introducing least
bias) to be 2.0 for inversions and 3.0 for transpositions (including inverted
transpositions). Since the weights in Derange II are purely additive, this could
also be written as 1.0 for inversions and 2.0 for transpositions. This should be
understood in the light of the fact that in the generic case, the optimal inver-
sion will remove one breakpoint while the optimal transposition removes two
breakpoints. Thus we believe that there is very good reason to consider the
problem of sorting by weighted inversions and transpositions, with weights 1
and 2, respectively.

We propose the following problem: find the π-sorting scenario s (i.e. trans-
forming π to the identity) that minimises inv(s) + 2trp(s), where inv(s) and
trp(s) are the numbers of inversions and transpositions in s, respectively.

We give a closed formula for this minimal weighted distance. Our formula
is similar to the exact formula for the inversion case, given by Hannenhalli and
Pevzner [23]. We also show how to obtain a polynomial time algorithm for
computing this formula with an accuracy of (1 + ε), for any ε > 0. As an
example, we explicitly state a 7/6-approximation. We also argue that for most
applications the algorithm performs much better than guaranteed.

4.1 Expanding the inversion formula

Let SI
π denote the set of all scenarios transforming π into id using inversions

only, and let inv(s) denote the denote the number of inversions in a scenario
s. The inversion distance is defined as dInv(π) = mins∈SI

π
{inv(s)}. It has been
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shown in [23, 26], and mentioned in Chapter 1 that

dInv(π) =

{
b(π)− c(π) + h(π) + 1, if π is a fortress,
b(π)− c(π) + h(π), otherwise,

where b(π) is the number of breakpoints, c(π) is the number of cycles and h(π)
is the number of hurdles in π. We now define the distance between π and id
by d(π) = mins∈Sπ{inv(s)+2trp(s)}, where Sπ is the set of all scenarios trans-
forming π into id, allowing both inversions and transposition, and inv(s) and
trp(s) is the number of inversions and transpositions in scenario s, respectively.
The optimal scenario is at least as good as the optimal inversion scenario, so
d(π) ≤ dInv(π). In fact, we have the following theorem.

Theorem 4.1.1 The distance defined above is given by

d(π) =

{
b(π)− c(π) + ht(π) + 1, if π is a fortress,
b(π)− c(π) + ht(π), otherwise,

or, equivalently (counting short cycles as well),

d(π) =

{
n− cs(π) + ht(π) + 1, if π is a fortress,
n− cs(π) + ht(π), otherwise,

where ht(π) is the number of strong hurdles in π.

We must have ht(π) ≤ h(π), and indeed we will soon see that each strong
hurdle either is an ordinary hurdle, or surrounds one or more hurdles, which are
not strong hurdles. The implicit definition of a strong hurdle is the following.

Definition 4.1.2 Consider the set S of components π such that d(π) > b(π)−
c(π) (when using inversions only, this is the set of unoriented components).
We call this set the set of strongly unoriented components. If there is an
interval on the circle that contains the component c ∈ S, but no other member
of S, then c is a strong hurdle.

Note that we have still not provided any means for calculating ht(π). We
have, however, given a framework to work in. We are now able to concentrate
our efforts to revealing the nature of these strong hurdles.

Let us for a moment return to our example permutation from chapter 1.
Its breakpoint graph contained one unoriented component. This component
can be removed using one transposition, yielding ∆b − ∆c = −2. Thus, the
component is not strongly unoriented, and hence not a strong hurdle.

The definition of a fortress is analogous to the inversion case: π is a fortress
if we have an odd number of strong super hurdles and no other strong hurdles.
As we are unable to make a positive identification of all strong hurdles at this
stage, we can not always determine whether π is a fortress or not.
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Observation 4.1.3 In any scenario, each inverted transposition can be re-
placed by two inversions, without affecting the objective function. This means
that in calculating d(π), we need not bother with inverted transpositions. There-
fore, we will henceforth consider only inversions and ordinary transpositions.

This short lemma will be useful to us.

Lemma 4.1.4 Each strongly unoriented component is unoriented (in the in-
version sense).

Proof We know that for oriented components ρ, dinv(ρ) = b(ρ)− c(ρ). Since
for strongly unoriented components dinv(ρ) ≥ d(ρ) > b(ρ) − c(ρ), a strongly
unoriented component can not be oriented. ¤

We are now able to prove the theorem (although we should remember that
we are still unable to use the theorem to calculate d(π)).

Proof (of Theorem 4.1.1) It is easy to see that d(π) ≤ n− cs(π) + ht(π)(+1).
If we treat the strong hurdles as in the inversion case (and similarly if π is a
fortress), we need only ht(π) inversions to make all strongly unoriented com-
ponents oriented. All oriented components can be removed efficiently using
inversions, and the unoriented components which are not strongly unoriented
can, by definition, be removed efficiently.

We now need to show that we can not do better than the formula above.
From Hannenhalli and Pevzner we know that we can not decrease n− cs(π) by
more than 1 using an inversion. Similarly, a transposition will never decrease
n− cs(π) by more than 2, which is obtained by splitting a cycle in three cycles.
The question is whether transpositions can help us to remove strong hurdles
more efficiently than inversions.

Bafna and Pevzner have shown that applying a transposition can only
change the number of cycles by 0 or ±2. There are thus three possible ways of
applying a transposition. First, we can split a cycle into three parts (∆cs = 2).
If we do this to a strong hurdle, it must by definition remain a strong hurdle,
since otherwise it can be removed efficiently. This gives ∆ht = 0. Second, we
can let the transposition cut two cycles (∆cs = 0). To decrease the distance by
three, we would have to decrease the number of strong hurdles by three which is
clearly out of reach (only two strong hurdles may be affected by a transposition
on two cycles). Finally, if we merge three cycles (∆cs = −2), we would need to
remove five strong hurdles. This clearly is impossible.

It is conceivable that the fortress property could be removed by a transposi-
tion that reduce n− cs(π)+ht(π) by two and at the same time removes an odd
number of strong super hurdles. However, from the analysis above, we know
the transpositions that decrease n−cs(π)+ht(π) by two must decrease ht(π) by
an even number. Since a fortress contains no strong hurdles that are not strong
super hurdles, there are no transpositions that reduce n− cs(π)+ht(π)(+1) by
three.

33



Thus, we find that d(π) ≥ n− cs(π) + ht(π)(+1), and in combination with
the first inequality, d(π) = n− cs(π) + ht(π)(+1). ¤

1

2 3

4

5 6

Figure 4.1: The breakpoint graph of a cycle of length three which can be
removed by a single transposition.

4.1.1 The strong hurdles

Once we have identified all strongly unoriented components in a breakpoint
graph, we are able to calculate the number of strong hurdles. We thus need to
look into the question of determining which components are strongly unoriented.

From the lemma above, we found that all strongly oriented components
are oriented. The converse is not true. We have already seen that the unori-
ented cycle in Figure 4.1 can be removed with a single transposition. However,
many unoriented components are also strongly unoriented. Most of them are
characterised by the following lemma.

Lemma 4.1.5 If an unoriented component contains a cycle of even length,
then it is strongly unoriented.

Proof Since the component is unoriented, applying an inversion to it will
not increase the number of cycles. If we apply a transposition to it, it will
remain unoriented. Thus, the only way to remove it efficiently would be to
apply a series of transpositions, all increasing the number of cycles by two, or
to apply a transposition which do not increase the number of cycles, but on the
other hand reduce the number of strong hurdles by two. The latter alternative
implies that the component at hand is a strong hurdle, so then it must be
strongly unoriented.

Consider what happens if we split a cycle of even length into three cycles.
The sum of the length of these three new cycles must equal the length of the
original cycle, in particular it must be even. Three odd numbers never add to
an even number, so we must still have at least one cycle of even length, which
is shorter than the original cycle.

Eventually, the component must contain a cycle of length 2. There are no
useful transpositions that can be applied to this cycle, and hence the component
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is strongly unoriented. ¤

Concentrating on the unoriented components with cycles of odd lengths
only, we find that some of these are strongly unoriented and some are not. For
instance, there are two unoriented cycles of length three. One of them is the
cycle in which we may remove three breakpoints (Figure 4.1) and the other one
can be seen in Figure 4.2 (a). Note that this cycle can not be a component by
itself. This is, however, not true for the components in Figure 4.2 (b) and (c),
which are the two smallest strongly unoriented component of odd length.

(a) (b) (c)

Figure 4.2: A cycle of length three that can not be removed by a transposition
(a), the smallest strongly unoriented component of odd length (b) and the
second smallest strongly unoriented component of odd length (c).

4.2 The (7/6)-approximation and the (1+ ε)-approx-
imation of the distance

Even though we at this stage are unable to recognise all strongly unoriented
components in an efficient manner, we are still able to approximate the distance
reasonably well. We will first show that our identification of the two strongly
oriented components of size less than 6 that contain odd cycles exclusively, will
give us a 7/6-approximation (the size of a component ρ was defined in Chapter
1 as b(ρ)− c(ρ)). We will then show that if we have identified all odd strongly
unoriented components of size less than d, we can make a (1+ε)-approximation
for ε = 1/d.

First we look at the case when we know for sure that π is not a fortress,
and then we look at the case when π may be a fortress.

4.2.1 If π is not a fortress, then we have a 7/6-approximation

For all odd unoriented components with size less than six, we are able to dis-
tinguish between those that are strongly unoriented and those that are not.
In fact, the only strongly unoriented components in this set can be found in
Figure 4.2 (b) and (c). Thus, the smallest components that may be wrongly
deemed as strong hurdles are those of size 6. It is clear that hu(π) ≤ cu(π) and
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hu(π) ≤ bu(π)−cu(π)
6 , where hu(π), cu(π) and bu(π) are the number of compo-

nents, the number of cycles and the number of breakpoints in the odd unoriented
components of size 6 or larger, respectively. Letting the index o imply that the
component is oriented or that we know whether the component is strongly
unoriented or not, this gives

d(π) = b(π)− c(π) + ht(π)
= bo(π)− co(π) + ho(π) + bu(π)− cu(π) + hu(π)

≤ bo(π)− co(π) + ho(π) + bu(π)− cu(π) +
bu(π)− cu(π)

6

and

d(π) = b(π)− c(π) + ht(π)
= bo(π)− co(π) + ho(π) + bu(π)− cu(π) + hu(π)
≥ bo(π)− co(π) + ho(π) + bu(π)− cu(π)

and hence (putting do(π) = bo(π)− co(π) + ho(π))

d(π) ∈
[
do(π) + bu(π)− cu(π) , do(π) +

7(bu(π)− cu(π))
6

]
.

In most situations, do(π) will be quite large compared to bu(π)− cu(π) and
then the approximation is much better than 7/6. Thus, in practice we may use
this algorithm to get a reliable value for d(π).

4.2.2 If π may be a fortress, then we still have a 7/6-approxi-
mation

The analysis is similar to the one in the previous case. To simplify things a bit,
we look at the worst case. The effect of π being a fortress is most significant
if d(π) is small. We thus consider the case where we have six components,
arranged such that we have three possible strong super hurdles (it takes two
components to make a super hurdle, and there are no fortresses with only one
super hurdle). For each of these three pairs, we can either be sure that we have
a strong super hurdle, which gives b − c + h ≥ 5, or we may be ignorant to
whether this is the case or not, which gives b − c + h ≥ 9 (if we know that
we have a strong hurdle) or b − c + h ∈ [r, r + 1], where r ≥ 12 (if we are not
certain that any of the two components is strongly unoriented). The worst cases
is when are totally ignorant in each of the three pairs and r = 12. In that case,
we get

d(π) ∈ [3 · 12, 3 · 13 + 1] = [36, 40] ,

and since this is the worst case, we have a (10/9)-approximation, which is better
than 7/6. Again, this ratio will be significantly smaller in most applications.
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4.2.3 The (1 + ε)-approximation

In order to improve on the (7/6)-approximation, we need to be able to identify
strong hurdles among larger components. Since we have not yet found an easy
way to do this, we content ourselves with creating a table of all odd unoriented
components of a certain size, which are strongly unoriented. The table could
be created using, for instance, an exhaustive search.

Given a table of all strongly unoriented components of size less than d, and a
component π of size d or less, we will be able to tell if π is a strongly unoriented
component or not. Thus, applying the same calculations as in the 7/6 case
above, we find that (if π is not a fortress)

d(π) ∈
[
do(π) + bu(π)− cu(π) , do(π) +

(d + 1)(bu(π)− cu(π))
d

]
,

or (if π may be a fortress, worst case)

d(π) ∈ [2d + 2 · 5, 2d + 1 + 2 · 5 + 1] ,

We clearly have

lim
d→∞

d + 1
d

= 1

and

lim
d→∞

2d + 12
2d + 10

= 1.

4.3 The algorithm

We will now describe the (7/6)-approximation algorithm, which is easily gen-
eralised to the 1 + ε case. First remove, by applying a sequence of useful
transpositions, all odd unoriented components of size less than six, that are
not strongly unoriented. This can be done as follows: Find a black edge such
that its two adjacent grey edges are crossing. Cut this black edge and the two
black edges that are adjacent to the mentioned grey edges. This will always
be a useful transposition, and for these components, we can always continue
afterwards in a similar fashion.

After removing these components, we can apply the inversion algorithm of
Hannenhalli and Pevzner. The complexity of this algorithm is polynomial in the
length of the original permutation, as is the first step of our algorithm, since
identifying the unoriented components that are not strongly unoriented and
removing them can be done in linear time. Computing the inversion distance
can be done in linear time [1] and thus an approximation of the combined
distance can also be computed in linear time.

To get a (1 + ε)-approximation, all we have to do is to tabulate all odd
oriented components of size 1

ε , that are not strongly unoriented. We also need to
tabulate, for each such component, a sequence of transpositions that will remove
the component efficiently. It is clear that the algorithm is still polynomial, since
looking up a component in the table is done in constant time (for each ε).
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4.4 Discussion

The algorithm presented here relies on the creation of a table of components that
can be removed efficiently. Could this technique be used to find an algorithm
for any similar sorting problem such as sorting by transpositions? The answer
is no! To be able to take advantage of such a table, we must be sure that each
component should be treated separately. While this property holds here and in
the case of sorting by inversions, it does not seem to hold in general.

The next step is obviously to examine if there is an easy way to distin-
guish all strongly unoriented components. For odd unoriented components,
this property seems very elusive. It also seems hard to discover a useful se-
quence of transpositions that removes odd oriented components that are not
strongly unoriented. However, investigations on small components have given
very promising results. For cycles of length 7, we have the following result: If
the cycle is not a strongly unoriented component, then no transposition that
increase the number of cycles by two will give a strongly unoriented component.
This appears to be the case for cycles of length 9 as well, but no fully exhaustive
search has been conducted, due to limited computational resources.

If this pattern would hold, we could apply any sequence of breakpoint re-
moving transpositions to a component, until we either have removed the com-
ponent, or are unable to find any useful transpositions. In the first case, the
component is clearly not strongly unoriented, and in the second case it would
be strongly unoriented.
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Chapter 5

Discussion

This thesis has been devoted to methods used to calculate phylogenetic trees
from gene order. Some work at the basic level of estimating pairwise distances,
whereas others attempt to solve more complex questions.

Derange II originally started out as a method for estimating a “true” evolu-
tionary distance, in contrast to the inversion distance, the assumptions of which
seem to oversimplify the evolutionary process. Out empirical investigations in
Chapter 2 show that Derange II can be customised to solve this problem in
a good way. However, the new approximation algorithm has a proven perfor-
mance guarantee. Does this mean that Derange II is no longer of any use?

Probably not! Evolutionary distances are basically means for computing
phylogenetic trees. The extended Derange version helps Yggdrasil to do this
better than any other algorithm, at least for some parameters. There is also a lot
of development left to do. At present, Yggdrasil uses a simple method (majority
vote) to find the best tree. We will continue to look at more sophisticated
methods, to see if our results can be improved further.

Another issue is the question of determining which operations actually take
place. Distance calculating methods usually do not provide good answers to
this question. For instance, the method in chapter 4 uses inversions whenever
transpositions are not more efficient, but there is no reason to assume that this
reflects the true evolutionary process. Also, inverted transpositions are part of
the model, but in the algorithm, no inverted transposition is ever used (since
these do not give shorter distances). Again, this does not imply that inverted
transpositions are not part of the evolutionary process.

We may thus conclude that although we now have a good, easily calculated,
distance measure that seem biologically realistic, there still is a lot of work to
do. Both improved analytical methods and improved heuristics, like Yggdrasil,
will be called for to achieve the final goal: a reliable method for constructing
phylogenetic trees from gene order. It was the empirically determined proper
weights of Derange that led the way to the new distance measure presented in
this thesis.
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