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Abstract

When given a Bayesian network, a common use of it is calculating conditional probabilities.
This is known as inference. In order to be able to infer effectively, the structure of the Bayesian
network is required to have low treewidth. Therefore, the problem of learning the structure of
Bayesian networks with bounded treewidth is studied in this thesis. This is solved by reducing
the problem to a mixed integer linear problem using several formulation for the structure of the
Bayesian network as well as for bounding the treewidth of the structure. Solving the problem
in this way gives an algorithm known as an anytime algorithm which can be aborted during the
run and return a solution as well as an upper bound for the value of the best possible solution.
Tests show that several of these formulations are of practical use as implementations of them
prove solutions to be optimal or nearly optimal for several data sets.
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Nomenclature

D = (N,A) A directed graph

G = (V,E) An undirected graph

u, v, w Vertices in an undirected graph/nodes in a directed graph

{u, v} An edge between u and v

n The number of vertices/nodes in a graph or the number of variables in a Bayesian network

(u, v) An arc from u to v

BN A Bayesian network

Su The parent set to a node u

zSu Parent set variable for node u and potential parent set S

Fu Set of potential parent sets for u

f (A) The score of the structure D = (N,A)

f (u, Su) The local score of Su as a parent set to u

(X, T ) A tree decomposition

w The width of a tree decomposition

F Fill-in edges of a chordalization

α An elimination ordering

H(α) Chordalization corresponding to the elimination ordering α

mor(D) The moralized graph of D

tw(G) The treewidth of G

I An index set denoting integer variables in a MILP

z̃ The LP solution to an LP relaxation

2



oij The discrete ordering variable for variables i and j

pi The continuous ordering variable for variable i

C A cluster in a directed graph

yij Auxiliary variable encoding a root graph

R Set of roots in a root graph

α1
ij Auxiliary variable for the elimination ordering formulation

α2
ij Auxiliary variable for the elimination ordering formulation

t Grid point in the tree drawing formulation

E Set of grid edges

T Set of grid points

Sut Auxiliary variable used in the tree drawing formulation

pue Auxiliary variable used in the tree drawing formulation

qut Auxiliary variable used in the tree drawing formulation
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Chapter 1

Introduction

A Bayesian network is a representation of a distribution of random variables and conditional
dependencies between them. It can be used to model probabilistic relationships, notable for
modeling cancer progression [1]. The Bayesian network consists of two parts, the structure of the
Bayesian network and the parameters of it. The structure describes dependencies between the
random variables while the parameters describe conditional probabilities. The structure of the
Bayesian network is a directed acyclic graph (DAG). In many cases, the structure of the Bayesian
network is given. In the context of this thesis however, the structure of the Bayesian network is
learned from data.

It is well-known that learning the structure of a Bayesian network is NP-hard [2] but still,
extensive research in exact structure learning has been conducted in order to develop tools to
solve the problem. There are several ways to solve the exact structure learning problem including
a dynamic programming approach [3–6], various branch-and-bound techniques [7] and most
recently, casting the problem as an instance of Maximum Satisfiability [8]. Another technique
which is a state-of-the-art way of solving the problem is reducing it to a mixed integer linear
problem (MILP) and solving it using various formulations. The approach of reducing the problem
to a MILP is what is considered in this thesis where several of the formulations are discussed
and tested.

Given a Bayesian network, a commonly used task is doing inference on it. Here, inference refers to
calculating posterior probabilities of some set of random variables given values of some other set of
random variables. In the general case, inference on Bayesian networks is NP-hard [9]. A necessary
condition for inference to be tractable however is if the network has bounded treewidth, where
the bound on treewidth is some small number [10] [11]. Due to this, learning Bayesian network
of bounded treewidth is desired in order for the possibility of effective inference. Bounding the
treewidth of Bayesian networks is in some cases a trade-off between how well the structures
describes the data and the time complexity of inference. This is since in some cases, one needs to
remove dependencies of the random variables in the Bayesian network in order for the structure
to have a treewidth bounded by a pre-specified number.

Just as in the general case of learning the structure of Bayesian networks, learning the structure
of Bayesian networks of bounded treewidth is NP-hard if the bound on the treewidth is at least
two [12]. Even though the problem is NP-hard and therefore the chance of finding an exact
polynomial algorithm is small, it is of interest to have fast solvers for these problems. In this
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thesis mixed integer linear problems are formulated and solved in order to find the structure of
Bayesian networks, i.e., DAGs. Furthermore, formulations for guaranteeing bounded treewidth
are used. There are several ways to formulate both acyclicity and bounded treewidth and in
this thesis, three formulations for respective property yielding in total nine formulations are
considered.

The outline of the thesis is the following: In Chapter 2, the preliminaries needed to understand
the problem such as graph theory, MILPs and treewidth are introduced and defined. The for-
mulations for acyclicity and bounding the treewidth are presented in Chapter 3 and Chapter 4.
The details regarding the implementation used to test the different formulations are discussed in
Chapter 5 and in Chapter 6, the results of these tests are presented. Finally, in Chapter 7 some
conclusions regarding the results are made and suggestions for further research are presented.
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Chapter 2

Preliminaries

2.1 Graph Theory

The structures of Bayesian networks are described using graphs and therefore basic graph theory
definitions are required. The notation and definitions used in this thesis is similar to what is
used in the book by Diestel [13].

An undirected graph G = (V,E) is a pair comprising of a set of vertices denoted V and a set of
edges denoted E. The size of the vertex set |V | is denoted by n if not stated otherwise. The
edges are subsets of size two of V . An edge is denoted e and in particular, {u, v} denotes an
edge between the vertices u and v and we say that u and v are incident to {u, v}. If there is an
edge between u and v we say that u and v are adjacent. The set of all vertices adjacent to a
vertex is its neighbors. The number of neighbors to a vertex u is called the degree of u. A clique
of a graph is a subset of its vertex set such that there is an edge between any two vertices in the
subset. A clique is denoted by c and the size of a clique is the number of vertices in it.

A directed graph D = (N,A) is a pair comprising of a set of nodes denoted N and a set of arcs
denoted A. An arc is an ordered pair of the set of nodes with a parent and a child. The arc
where u is the parent and v is the child is denoted by (u, v) and we say that it is an arc from u
to v. The parent set of v is the set of all parents of v and is denoted by Sv. Note that a parent
set of a node can be empty.

A subgraph of an undirected graph is an undirected graph s.t. the vertex set of the subgraph is a
subset of the vertex set of the graph and the edge set of the subgraph is a subset of the edge set
of the graph. An induced subgraph of an undirected graph G = (V,E) is a set H s.t. H ⊆ V and
a set H(E) s.t. H(E) ⊆ E where the edge {u, v} is included in H(E) if and only if {u, v} ⊆ H.
Similarly, the induced subgraph of a directed graph D = (N,A) is a subset H ′ of the set of nodes
and a subset of the arcs H ′(A) s.t. the arc (u, v) is included in H ′(A) if and only if {u, v} ⊆ H ′
and (u, v) ∈ A.

A walk in an undirected graph is an alternating sequence of vertices and edges, beginning and
ending with a vertex, where each vertex is incident to both the edge that precedes it and the
edge that follows it in the sequence. A path is a walk where each vertex only occurs once in the
sequence and a cycle is a walk s.t. the first and last vertex of the sequence are the same and no
other vertex occurs more than once. The length of a walk, cycle or path is the number of edges
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in it and the distance between two vertices u, v is the length in the shortest path starting from
u and ending with v. A graph is connected if there is a path between any two vertices.

A connected undirected graph with no cycles is called a tree and a subgraph of a tree is called
a subtree. A rooted tree is a tree where there is one vertex distinguished from the other vertices
which is called the root of the tree. The descendants of a vertex u in a rooted tree are vertices
such that the distance to the root is longer than from u and there is a path from the descendant
to the root where u is included. Furthermore, the depth of a rooted tree is the largest distance
from any vertex to the root. The children of a vertex u are descendants such that their distance
to the root is one more that the distance to the root from u and the leaves of a rooted tree are
the vertices with no descendants. A rooted binary tree is a rooted tree s.t. every vertex has at
most two children and a full rooted binary tree of depth d is a binary tree such that every vertex
which is not a leaf has exactly two children and the largest distance to the root for any vertex is
d.

A directed walk in a directed graph is a an alternating sequence of nodes and arcs, beginning and
ending with a node where each node is the child in the arc that precedes it and the parent in
the arc that follows it in the sequence. A directed path is a directed walk where no node occurs
more than once and a directed cycle is a directed walk where the first and last node are the same
and no other node occours more than once. A directed graph with no directed cycle is called a
directed acyclic graph (DAG). A topological order of a directed graph is an ordering of the nodes
such that if there is an arc (u, v) in N then u must be ordered before v in the ordering . There
is a topological ordering of a directed graph if and only if the directed graph is a DAG.

2.2 Bayesian Networks

A Bayesian network (BN) is a representation of a joint probability distribution over a set of
random variables. The BN consists of a structure and parameters with respect to the structure.
The structure is represented by a directed acyclic graph, a DAG, which describes the condi-
tional dependencies while as the parameters represent conditional probability distributions for
the random variables.

A Bayesian network BN is therefore defined by the pair BN = (D,Θ) where D = (N,A) is
a DAG and Θ are parameters encoding probability distributions for each random variable. In
this thesis, only the problem of learning a structure D of the Bayesian network is considered.
Learning the parameters Θ given the structure and the set of data to which the BN is aimed
to describe is straightforward and the reader is referred to e.g. the book by Murphy [15] from
which much of the notation in this thesis is from.

2.3 Learning the Structure of a Bayesian Network

The Bayesian network is built to fit a dataset D. The dataset contains a number of samples,
y1,y2, . . . ,yM where M is the number of samples as well as a number of random variables for
each sample, x1,x2, . . . ,xn where n is the number of random variables. Hence, D = {yi}ni=1

and yi = (xi1, xi2, . . . , xin) for i = 1, 2, . . . ,M . To clarify, xij denotes the value of the j:th
random variable in sample i. Using the above, each node in the Bayesian network corresponds to
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a random variable. In order to demonstrate the concepts used in this thesis, a small (fictitious)
dataset is presented below.

Our Example Bayesian Network

As the author of this thesis is a Cross-country skier, consider the following dataset used for
building a Bayesian network: A Cross-country skiing race takes place in March and a set
of contestants, y1,y2, . . .yM are used as samples to be used to build a Bayesian network.
The values of four random variables (n = 4) are collected and their dependencies are to be
modeled:

x0 = The mean snow depth (for the season) in the contestants area (cm),
x1 = Amount of money the contestant has spent on equipment (SEK),
x2 = Amount of time the contestant has trained for the race (h),
x3 = The result for the contestant on the race (h).

The goal is to build a Bayesian network describing (according to the data) how these
random variables depend on each other.

As before, let the structure of the Bayesian network be a DAG D = (N,A) where N is the set
of random variables and A is the set of arcs which describes dependencies between the random
variables. In order to determine how well the structure fits the dataset D, the concept of the
score of the structure is needed. In this thesis, the score is decomposable meaning that the it can
be calculated by the sum of local scores for each pair of node and parent set to the node. These
local scores are calculated from the dataset D = {yi}Mi=1 and there are several ways to calculate
them. Notable examples include BD, BDeu and BIC but that is beyond the scope of this thesis,
more details can be found in the book by Murphy [15]. We hence have a set of potential parent
sets with a set of associated local scores.

Denote the local score as f (u, Su) where Su is the parent set of u in the graph. Note that the
empty set is a possible candidate for a parent set. Using the set of local scores, the score of the
structure f (A) is defined as

f (A) =
∑
u∈N

f (u, Su) .

Note that the score only depends on the arc set of the structure as the set of nodes is fixed,
every node represents one random variable. The problem is now a combinatorial optimization
problem, namely the problem of finding a parent set for each node yielding the highest scoring
structure under the constraint that the structure is a DAG, i.e.,[

max f (A)
s.t. D = (N,A) acyclic

]
. (2.1)

In practice, binary variables for all pairs of potential parent sets and nodes are defined in the
following way: If a parent set S is a potential parent set for u, zSu is introduced and defined in
the following way:

zSu =

{
1, if S is the parent set for u in D,
0, otherwise.

These variables are denoted the parent set variables. Let Fu denote the set of potential parent
sets for u. Furthermore, note that the empty set could be included in this set for any node. If
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the empty set is a potential parent set for a node u, then ∅ ∈ Fu. The set of binary variables
encode a directed graph. Using this, (2.1) can be written as

max
∑
u∈N

∑
S∈Fu

zSu · f (S, u) ,

s.t. every node has exactly one parent set,
the parent set variables encode a DAG

 . (2.2)

In order to simplify the problem, the number of potential parent sets can be restricted by e.g.
defining a maximum size for parent sets. Furthermore, it is possible to remove some local scores
which will never be used in an optimal structure by using pruning. The technique behind pruning
is described in Theorem 1 found below.

Theorem 1. Let f (u, Su) be the local score for node u with parent set Su. If f (u, Su) < f (u, S′u)
and S′u ⊂ Su, then Su can never be the parent set for u in an optimal solution.

Proof. Suppose that Su is the parent set for u in an optimal solution. Now, consider another
solution with all parent sets intact for all nodes except for u, where S′u is now the parent set.
This solution is still acyclic as it can be constructed from the original solution by removing arcs
as S′u ⊂ Su and removing arcs can never create cycles in a DAG. Furthermore, as f (u, Su) <
f (u, S′u), the score of the solution is higher. Hence, Su can never be the parent set for u in an
optimal solution.

In the next section, the concept of treewidth will be defined which will be added as a further
requirement on the DAG as described in (2.2). First, recall our example Bayesian network
previously considered, we will now learn the best scoring structure of it according to (2.2).
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The Structure of our Bayesian Network

In our example, we have now done pruning and limited the maximum size of parent sets
to arrive at the parent set variables as described in Table 2.1.

Table 2.1: Local scores for potential parent sets.

set z∅0 z∅1 z{2}1 z∅2 z{0}2 z{1}2 z{0,1}2 z∅3 z{1}3 z{2}3 z{0,1,2}3
score -1 -1 -7 -3.5 -5 -5 -3 -20 -5 -4 -2

Finding the best structure given the parent sets according to (2.2) yields the Bayesian
network illustrated in Figure 2.1 with the score f (A) = −7.0. The reader is encouraged
to verify this. We have now successfully learned the structure of a Bayesian network.

x2

x0 x1

x3

Figure 2.1: The best scoring structure for our example.

2.4 Treewidth

The treewidth is a measure on an undirected graph and can be seen as a measure of how close the
graph is to a tree. It plays an important role in many graph algorithms as the time complexity
of the algorithm often depends on the treewidth of the graph. In particular, the time complexity
of inference in a Bayesian network is dependent on the treewidth of its structure as treewidth
bounded by some small integer is required in order for inference to be tractable.

The treewidth of an undirected graph G can be defined in several different ways. In this thesis,
two definitions are presented. Using these definitions, the treewidth of a directed graph can be
defined. For the first definition, the concept of a tree decomposition of a graph is needed.

Definition 1. A tree decomposition of an undirected graph G = (V,E) is a pair (X, T ) where
X = {X1, X2, . . . , Xm} is a collection of subsets, bags, of V and T is a tree on X such that
(X, T ) satisfies

i V = ∪mi=1Xi,

ii for every {u, v} ∈ E, there is an i such that u ∈ Xi and v ∈ Xi,

iii for all tuples (i, j, k): if Xj is on the (unique) path from Xi to Xk, then Xi ∩Xk ⊆ Xj.
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The width of a tree decomposition w is defined as w = max
i
|Xi| − 1 and the treewidth, tw(G)

of a graph G is defined as the smallest number such that there is a tree decomposition of the
graph of width w, as formalized below [13, 14]. Such a tree decomposition is called an optimal
tree decomposition.

Definition 2 (Treewidth). The treewidth tw(G) of a graph G is

tw(G) := min
(X,T )

max
i
|Xi| − 1,

where (X, T ) is a tree decomposition of the graph G.

Another, equivalent definition of the treewidth is described below. Consider a cycle of an undi-
rected graph as defined in Section 2.1. Now, an edge between two vertices of the cycle which is
not included in the cycle itself is called a chord of the cycle. A chordless cycle of a graph is a
cycle that forms an induced subgraph of the graph and a graph is called a chordal graph if every
cycle of length greater than three has a chord. Any graph G = (V,E) can be transformed to a
chordal graph by adding a set of fill-in edges to its edge set.

The fill-in edges which when added to G makes G a chordal graph can be constructed by an
ordering of its vertices, we call such an ordering an elimination ordering and denote it α. The
fill-in edges F of G is constructed by, for every vertex u in the ordering, add edges to F between
the neighbors of u which are ordered higher in α and does not have an edge between them in G.
Adding the fill-in edges to the graph yields a chordalization of the graph as defined below.

Definition 3. A graph H = (V,E ∪F ) is called a chordalization of G = (V,E) if H is a chordal
graph. Here, F denotes the fill-in edges of the chordalization.

A chordalization of G constructed by α is also the fill-in graph or chordalization of G corre-
sponding to α. We denote a fill-in graph corresponding to α as H(α). An elimination ordering
is called a perfect elimination ordering if there are no fill-in edges in its corresponding fill-in
graph. Furthermore, there is a perfect elimination ordering of graph if and only if it is a chordal
graph [16]. If H is a chordalization of a graph, we define the width of H as the size of the largest
clique in H minus one. This allows for the second definition of the treewidth.

Definition 4 (Treewidth). The treewidth tw(G) of a graph G is the minimum width of all
chordalizations of G.

Note that as the treewidth of a graph is defined by the minimum width over all chordalizations of
it, an upper bound for the treewidth is the width of any chordalization. In Section 4.1 constraints
are placed on an ordering α s.t. its corresponding fill-in graph has width at most the desired
bound on treewidth.

The two definitions of treewidth are equivalent. We note that the treewidth of a graph is defined
as the smallest width of any tree decomposition and the minimum width in any chordalization
of the graph. Furthermore, any tree decomposition can be made into a chordalization s.t. the
width of the tree decomposition is the same as the width of the chordalization, this is described in
Algorithm 1. The other direction holds as well, recall that there is a perfect elimination ordering
of a graph if and only if it is a chordal graph. Hence, there is a perfect elimination ordering
corresponding to every chordalization. Given a perfect elimination ordering and a chordalization
of width k of a graph G, Algorithm 2 returns a tree decomposition of G of width k. Therefore
any chordalization has a corresponding tree decomposition of the same width and vice versa
which shows that the definitions are in fact equivalent [16].
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Algorithm 1 Algorithm for transforming a tree decomposition (X, T ) of G into a chordalization
H of the same width.

1: procedure ToChordalization((X, T ), G)
2: H ← G
3: for all bags Xi do
4: make the vertices of Xi a clique in H by filling in edges (if necessary)
5: end for
6: return H
7: end procedure

Algorithm 2 Algorithm for transforming a chordalization H(α) of G into a tree decomposition
(X, T ). Here, α is a perfect elimination ordering of H(α) numbered 1, 2, . . . , n and α[i] denotes
the i:th element of α.

1: procedure ToTreeDecomposition((α,H(α)))
2: X1 ← α[n]
3: T ← X1

4: for i = n− 1 to 1 do
5: find bag Xj containing all higher numbered neighbors of α[i] in H(α)
6: if Xj only contains the higher numbered neighbors of α[i] then
7: add α[i] to Xj

8: else
9: make a new bag Xi and connect it to Xj in T

10: add α[i] and its higher numbered neighbors in H(α) to Xi

11: end if
12: end for
13: return ({X1, X2, . . . }, T )
14: end procedure

Consider the following simple theorem, which provides an upper lower for the treewidth. It will
be used to prove a lower bound on the structure of our example Bayesian network.

Theorem 2. If a graph G contains a clique c then the treewidth of G is at least |c| − 1 where |c|
is the number of vertices in the clique.

Proof. A clique in G is also a clique in any fill-in graph of G. By Definition 4, the treewidth of
G is the size of the largest clique minus one in the fill-in graph with the smallest largest clique.
Therefore, as c is a clique in any fill-in graph of G, |c| − 1 is a lower bound for the treewidth of
G.

In order to define the treewidth of a directed graph and in particular a DAG, the concept of a
moralized graph is needed.

Definition 5. The moralized graph, mor(D) = (N,E), of a directed graph D = (N,A) is an
undirected graph such that {u, v} ∈ E if (u, v) ∈ A or (u,w), (v, w) ∈ A for some w ∈ N , i.e.,
u, v are both parents to some node w ∈ N .
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We are now ready to define the structure of directed graphs and in particular, the treewidth of
DAGs, i.e., the treewidth of structures of Bayesian networks.

Definition 6. The treewidth of a directed graph is the treewidth of its moralized graph.

Defined in this way, the treewidth of the structure corresponds to the time complexity of inference
which is desired as the aim of bounding the treewidth is tractable inference.

The framework for the problem studied is now in place and can be formulated as
max

∑
u∈N

∑
S∈Fu

zSu · f (S, u) ,

s.t. every node has exactly one parent set,
the parent set variables encode a DAG,
the treewidth of the DAG is at most k

 . (2.3)

Here, k is the pre-specified upper bound on the treewidth of the structure of the Bayesian
network. Three ways each for formulating the constraints of acyclicity and bounded treewidth
in (2.3) are described in Section 3 and Section 4 respectively. As in the general case of learning
the structure of Bayesian networks, it is NP-hard to find the best scoring structure of bounded
treewidth if the bound on the treewidth is at least two. Finding the best scoring structure of
treewidth one, i.e., a tree can be done in polynomial time [12].
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Bounding the Treewidth of our Structure

Recall the structure of our example Bayesian network previously obtained, D. Using the
definition of a moralized graph of a directed graph, the moralized graph of our DAG
mor(D) can be obtained. This is illustrated in Figure 2.2.

x2

x0 x1

x3

(a) The structure D of our Bayesian network.

x2

x0 x1

x3

(b) The moralized graph of our structure, mor(D).

Figure 2.2: The DAG corresponding to the structure of our Bayesian Network and the moralized
graph of the DAG.

As mor(D) is a clique on four vertices, by Theorem 2, tw(mor(D)) ≥ 3. Furthermore,
a valid tree decomposition of mor(D) is a single bag containing all vertices. Hence, by
Definition 2, tw(mor(D)) = 3 and by Definition 5, tw(D) = 3.

Now, say that we bound the treewidth of our structure by two as described in (2.3). The
resulting optimal structure according to (2.3) is illustrated in Figure 2.3a. Once again, the
local scores after pruning are found in Table 2.1.

x2

x0 x1

x3

(a) Best scoring DAG D′ s.t. tw(D′) ≤ 2.

x2

x0 x1

x3

(b) The moralized graph of our structure, mor(D′).

Figure 2.3: The best scoring DAG for treewidth bounded by two and its moralized graph.

Consider the tree decomposition ({X1, X2}, T ) where X1 = {x0,x1,x2}, X2 = {x2,x3}
and T = {{X1, X2}}. This is a valid tree decomposition of width 2. Hence, the treewidth
of the structure is bounded by two.
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2.5 Mixed Integer Linear Programming

In this section, basic concepts for mixed integer linear programs are presented as some of the
concepts are required in order to understand later parts of this thesis. Details regarding solving
mixed integer linear problems are omitted and the reader is referred to e.g., Vanderbei [17] or
Achterberg [18].

A linear optimization problem (LP) is a tuple (c, A, b) where c ∈ Rn is the function coefficient,
b ∈ Rm is the constraint coefficient and A ∈ Rm×n is the constraint matrix of the LP. The linear
optimization program corresponding to an LP (c, A, b) is to solve max cTx

s.t. Ax ≤ b
x ∈ Rn

 . (2.4)

Here, x = x1, x2, . . . , xn are the variables of the LP and Ax ≤ b is the set of constraints. If a
solution x̂ satisfies Ax̂ ≤ b we say that x̂ is feasible. A solution x̂ is optimal if it is feasible and
cT x̂ ≥ cTx∗ for all feasible solutions x∗.

A mixed integer linear problem (MILP) consists of a linear optimization problem and a possibly
empty set, the index set. The index set describes which variables are forced to be integers in
order for a solution to be allowed. Following the notation of Achterberg [18], a MILP is formally
defined below.

Definition 7. Given a linear problem, (c, A, b) where c ∈ Rn, b ∈ Rm, A ∈ Rm×n and a subset
I ⊆ {1, 2, . . . , n} = [n], the mixed integer linear program is to solve max cTx

s.t. Ax ≤ b
xj ∈ Z, ∀j ∈ I

 . (2.5)

Note that LPs are special cases of MILPs where the index set is the empty set. Furthermore,
another special case of MILPs is when all variables are forced to be integers, we call such a
problem an integer linear problem (ILP). As LPs are special cases of MILPs, the notation used
for MILPs is consistent with what was previously described for LPs. We call the equations

Ax ≤ b

and
xj ∈ Z for all j ∈ I

as the constraints of the MILP. A solution x̂ is feasible if it satisfies the constraints, and it is
optimal if it is feasible and cT x̂ ≥ cTx∗ for all feasible solutions x∗. Furthermore, the set of all
feasible solutions is called the feasible region. We call cT x̂ the objective value of x̂ and we call
cTx∗ the optimal value of the MILP if x∗ is the optimal solution. Furthermore, a relaxation of
a MILP is removing some constraints from it and in particular, when the second constraint in
(2.5), the integrality constraint, is removed an LP relaxation of the MILP is obtained as defined
below.
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Definition 8. An LP relaxation of a MILP on the form defined in (2.5) is defined as max cTx
s.t. A′x ≤ b′

x ∈ Rn

 , (2.6)

where A′, b′ includes at most all constraints in A, b.

In other words, an LP relaxation of a MILP is removing the integrality constraints and some,
possible no, linear constraints. Note that any constraints on the form Ax < b,Ax > b,Ax ≥ b
and Ax = b can be transformed into constraints on the form Ax ≤ b by changing A, b and adding
auxiliary variables. Hence, any constraints on the previously mentioned forms are referred to as
linear constraints and used in formulating MILPs without explanation.

Any solution that is feasible in the MILP is also feasible in a LP relaxation of it as the constraints
in the LP relaxation are at most all constraints in the MILP. Therefore, an optimal solution to
a MILPs LP relaxation provides an upper bound for the optimal solution to the MILP. As
LP relaxations are linear optimization problems, they are easy to solve using e.g., the simplex
method. There is no known easy method for MILPs in general which motivates the use of the
techniques to solve MILPs described below.

Branching

The idea of the branching technique is to build a search tree which is a rooted tree as defined in
Section 2.1 where every vertex of the tree is an LP relaxation of the MILP. The optimal value
of each LP is called the LP value of that LP and the corresponding solution is called the LP
solution. The root of this tree is often the LP relaxation of the MILP obtained by only removing
the integrality constraints and to branch an LP is to divide its feasible region into smaller disjoint
subregions. Therefore, each LP in the search tree has a corresponding feasible region.

An example of branching is to branch on one variable, say xj . Here j ∈ I and it is not integer
valued in the LP solution found in the corresponding LP of the search tree, i.e., we are branching
on a variable which is integer valued in a feasible solution to the MILP but is not integer valued
in the current LP solution. Now, xj is branched into two new LPs in the following way, let x̆j be
the value of xj in the LP solution, then the constraint added to the two new LPs are xj ≤ bx̆jc
and xj ≥ dx̆je respectively. Here, bx̆jc and dx̆je denotes the smallest following and the largest
previous integer of x̆j respectively. An example of the described branching is found in Figure
2.4.  max cTx

s.t. Ax ≤ b
x ∈ Rn




max cTx
s.t. Ax ≤ b

xj ≤ bx̆jc
x ∈ Rn




max cTx
s.t. Ax ≤ b

xj ≥ dx̆je
x ∈ Rn


Figure 2.4: Branching an LP on the variable xj . Note that x̆j is the value of xj in the LP solution of

the branched LP.
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Another example of branching is to fix the value of some variable and hence divide the feasible
region of an LP into smaller regions. Note that fixing a variable can be done using linear
constraints. For example, if the branching occurs on a binary variable, in one child, the binary
variable will be required to have the value 0 and in the other child, the variable will be required
to have the value 1. Hence, the feasible region is divided into two completely distinct domains.
This is a typical branching in the solver CPLEX used for solving MILPs in this thesis. See the
documentation for more details 1.

Cutting Planes

Another technique used to solve MILPs is the technique of cutting planes. Cutting planes are
constraints added during the branching process and when added, solutions which are feasible in
the relaxed problem but not in the MILP are removed from the feasible region. We say that this
cuts the feasible region and that the relaxation of the MILP is tightened during the algorithm.
There are two distinct type of cutting planes used in the implementations for this thesis.

• A cutting plane which cuts the feasible region considering only the integrality constraints
on the variables. Hence, such a cutting plane cuts solutions, which does not satisfy the
integrality constraints of the MILP from the feasible region. These cutting planes are built-
in in the solver and a commonly used such cutting plane is the gomory-cuts by Gomory [19].

• Custom made cutting planes which cuts away solutions violating some constraint for the
specific formulation, i.e., the linear constraints. The details regarding these cutting planes
are found in Section 5.2. These cutting planes are used when the root of the search tree
does not include all constraints of the MILP.

Branch-and-Cut Algorithm

The method used for solving MILPs in practice for this thesis is the branch-and-cut algorithm.
This algorithm takes use of branching and cutting planes. First, an LP relaxation of the MILP
is used as the root of the search tree. As mentioned, for some formulations, only the integrality
constraints of the MILP is removed and in other cases, the MILP is also relaxed in such a way
that not all linear constraints are added. Now, a search tree is built by branching and hence
dividing the feasible region into smaller subregions. Furthermore, the relaxation of the MILP is
tightened during the process by adding the two types of cutting planes.

During the process of solving, solutions feasible to the MILP are obtained with heuristics later
described or if an LP solution to an LP in the search tree also satisfies the constraints of the
MILP. We call the feasible solution with highest objective value found the incumbent solution
and the objective value of it the incumbent value. In addition to the heuristics described in
this thesis, which are custom made for the problem at hand, there are heuristics for general
MILPs such as rounding heuristics. In rounding heuristics, the variables of the LP solutions are
rounded to near integers with the hope that they will be feasible and have a high objective value.
Note that if the incumbent value is higher than the LP value of an LP in the search tree, the
optimal solution to the MILP can not be in the feasible region to that LP. Hence, that LP and its
descendants can be removed from the search tree and it is concluded that the optimal solution
is not in that region. This is called pruning.

1ILOG CPLEX 12.0 User’s Manual
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Furthermore, by using the branching technique, it is possible to obtain an upper bound for the
optimal value of the MILP. As the branching divides the feasible region into subregions, each
subregion has a local upper bound and the upper bound for the MILP is the maximum of the
local upper bounds. This is true as every local upper bound is an upper bound for the MILP as
it is the LP value of a relaxation of the MILP. This upper bound is henceforth referred to as the
upper bound of the MILP. Using the incumbent value and the upper bound of a MILP, the MIP
gap is defined as

MIP gap =
|incumbent value− upper bound|

|incumbent value|
.

Note that this the branch-and-cut algorithm is what is known as an anytime algorithm, i.e., an
algorithm that can return a feasible solution, the incumbent solution, at any step of the algorithm
given that an incumbent solution has been found. Furthermore, at any time of the branching,
an upper bound for the optimal solution is provided and hence, provided that an incumbent
solution has been found, the optimal value is guaranteed to be between these two values. That
is between the incumbent value and (1+MIP gap) times the incumbent value. Furthermore, if
the algorithm is given sufficient time and memory for the problem at hand, the MIP gap will
decrease as the upper bound and incumbent value will converge to the optimal value. When the
upper bound equals the incumbent solution, the incumbent solution is guaranteed to be optimal.

There are several possibilities to tweaking a branch-and-cut algorithm. For instance, one can
decide at which LP cutting planes and/or heuristics are applied and how to branch the search
tree. The implementations used in this thesis is discussed in more detail in Chapter 5.3.
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Chapter 3

Constraints for Acyclicity

In this section, three linear programming formulations for requiring the parent set variables to
encode DAGs are presented. Recall that the structure of a Bayesian network is required to be
a DAG. In this chapter, u, v denotes an ordered pair and u, v, w denotes an ordered triple. It is
assumed that u, v and w are distinct from each other.

3.1 Cluster Constraints

Cluster constraints for enforcing acyclicity in directed graphs were first introduced by Jaakkola
et al. [20] and the technique has been further developed by Cussens and Bartlett [21, 22]. We
call a subset of the set of nodes of the considered directed graph a cluster and denote it by C.
The constraints are based on the observation that for any cluster in a DAG, there must be at
least one node u s.t. its parent set Su is disjoint to the cluster. Recall that the parent set can
be the empty set and by definition, the empty set is disjoint to any other set.

If the observation above holds, the directed graph is guaranteed to be acyclic. Assume that it
is not, then there is at least one directed cycle. Consider the clusters consisting of all the nodes
in each directed cycle. For every such cluster, there are no nodes with parent sets disjoint to
the cluster. This is true as each node has at least one other node in the cluster in its parent
set as there is a directed cycle consisting of all the nodes. Hence, the cluster constraints are
guaranteed to enforce acyclicity. Furthermore, if the cluster constraints are enforced on a DAG,
the cluster constraints hold. Assume that it does not hold, then there is a cluster s.t. no nodes
in the cluster have a parent set disjoint to it but then the set of nodes in the cluster consists of
a directed cycle, which is a contradiction.

Recall that we describe a directed graph with the parent set variables zSu where zSu is equal to
one if and only if S is the parent set of u. Now, the cluster constraints as described above are
formulated as ∑

u∈C

∑
S:

S∩C=∅

zSu ≥ 1, ∀C ⊆ N,

where N is the node set of the directed graph. Furthermore, we require each node to have exactly
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one parent set. This is formulated as∑
S∈Fu

zSu = 1, ∀u ∈ N.

These two sets of constraints are sufficient in order to enforce the set of binary variables to
represent the structure of the Bayesian network and hence, the cluster constraints are∑

S∈Fu

zSu = 1, ∀u ∈ N, (3.1)

∑
u∈C

∑
S:

S∩C=∅

zSu ≥ 1, ∀C ⊆ N, (3.2)

zSu ∈ {0, 1}, ∀u ∈ N,S ∈ Fu. (3.3)

Let n = |N | and note that the cluster constraints, (3.2) consists of 2n linear constraints and
hence, it is not tractable to add all of them as linear constraints in the MILP. Instead, the cluster
constraints are added as cutting planes in the branch-and-cut algorithm. The set of constraints
enforcing each node to have exactly one parent set (3.1) however is added as constraints in the
root of the search tree. This is described in more detail in Section 5.2.

3.2 Discrete Ordering of Variables

The discrete ordering of variables formulation for learning Bayesian networks has previously been
used by Cussens [23]. Recall that, as described in Section 2.1, there is a topological ordering of
a directed graph if and only if the directed graph is acyclic. The discrete ordering of variables
takes use of this fact by introducing a set of auxiliary variables encoding a topological ordering
of the nodes.

For a directed graph D = (N,A) define, for every ordered pair u, v the discrete ordering variable
ouv as

ouv =

{
1, if u is ordered before v in the topological ordering,
0, otherwise.

In order for the set of discrete ordering variables to describe a topological order, some constraints
on them and the parent set variables are needed. As with the cluster constraints, we require that
every node has exactly one parent set. Furthermore, for every pair of nodes {u, v} ⊆ N , either u
is ordered before v or v is ordered before u in the topological ordering. This can be formulated
as the following set of linear constraints,

ouv + ovu = 1, ∀{u, v} ⊆ N.

It is also required that the topological ordering is transitive, i.e., if u < v and v < w then u < w.
This is enforced by

ouv + ovw + owu ≤ 2, ∀u, v, w ∈ N.

Finally, by the definition of a topological ordering, we must have that if there is an arc (u, v) in
the directed graph then u must be ordered before v. This can be formulated as∑

S∈Fv :
u∈S

zSv − ouv ≤ 0, ∀u, v ∈ N.
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Note that if there is an arc (u, v) in the directed graph then there is a binary variable zSu s.t.
v ∈ S which is equal to one. The above constraints guarantee that if this is this is the case then
ouv = 1 and hence, u is ordered before v which is what we wanted. Furthermore, if there is no
arc (u, v) in the structure, then ∑

S:
u∈S

zSv = 0

and the corresponding constraint is trivially satisfied. Using the described constraints, we have
the discrete ordering formulation as found below.∑

S∈Fu

zSu = 1, ∀u ∈ N, (3.4)

ouv + ovu = 1, ∀{u, v} ⊆ N, (3.5)

ouv + ovw + owu ≤ 2, ∀u, v, w ∈ N, (3.6)∑
S∈Fv :
u∈S

zSv − ouv ≤ 0, ∀u, v ∈ N (3.7)

zSu ∈ {0, 1}, ∀u ∈ N,S ∈ Fu, (3.8)

ouv ∈ {0, 1}, ∀u, v ∈ N. (3.9)

Once again, let n = |N |. Note that the discrete ordering formulation adds O(n3) constraints
from (3.6) and takes use of n2 − n auxiliary variables. The polynomial amount of constrains
makes the formulation suitable for adding all constraints in the root of the search tree. The
details regarding the implementation are described in more detail in Section 5.2.
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3.3 Continuous Ordering of Variables

As for the discrete ordering of variables formulation, the continuous ordering of variables formu-
lation is based on a topological ordering of the nodes in the directed graph. It was introduced
by Peharz and Franz Pernkopf [24] and has also been used by Farahani and Lagergren [1]. The
topological ordering is encoded by a set of auxiliary variables. For every node, u, the continuous
ordering variable pu s.t. pu ∈ [0, 1], is introduced. Now, the continuous ordering variables encode
a topological ordering of the directed graph in the following way: If pu < pv then u is ordered
before v in the topological ordering.

As in the previous formulations, it is required that every node has exactly one parent set. Fur-
thermore, recall that in a topological ordering of a directed graph, if there is an arc (u, v) in the
directed graph, u must be ordered before v in the ordering. Hence, the constraints∑

S∈Fv :
u∈S

zSv − pv + pu < 1, ∀u, v ∈ N

are added to the formulation. This yields the continuous ordering of variables formulation:∑
S∈Fu

zSu = 1, ∀u ∈ N, (3.10)

∑
S∈Fv :
u∈S

zSv − pv + pu < 1, ∀u, v ∈ N, (3.11)

zSu ∈ {0, 1}, ∀u ∈ N,S ∈ Fu, (3.12)

pu ∈ [0, 1], ∀u ∈ N. (3.13)

Note that the number of auxiliary variables added is n where n = |N | and the number of
constraints in the formulation is

O
(
nmax

u∈N
|Fu|

)
from (3.11). This bound on the number of constraints makes the formulation suitable to im-
plement with all constraints added in the root of the search tree which is discussed further in
Section 5.2.
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A directed graph violating the constraints using our example

Once again, we consider our example Bayesian network but disregard the local scores used
earlier. Now, assume we at some step of the branch-and-cut algorithm arrive at the solution
illustrated in Figure 3.1. It will be shown how this solution violates the constraints in the
three different formulations. Below, the node xi is denoted i for i = 1, 2, 3, 4.

x2

x0 x1

x3

Figure 3.1: A non-allowed structure for our Bayesian network as it contains a directed cycle.

• Cluster constraints: Consider the cluster C = {x0,x1,x2}. This cluster clearly
violates the cluster constraint (3.2) as there is no node with a parent set disjoint to
the nodes in the cluster. Therefore,∑

u∈{0,1,2}

∑
S:

S∩{0,1,2}=∅

zSu ≥ 1 (3.14)

is not satisfied.

• Discrete ordering of variables: Recall that in this formulation, if a node u is in
the parent set of v then, by the constraint (3.11), ouv is forced to be 1. By considering
the fact that x0 is in the parent set of x2, x1 is in the parent set of x0 and finally, x2

is in the parent set of x1 we get that o10 = o02 = o21 = 1. But this will not satisfy
the constraint

o10 + o02 + o21 ≤ 2

and hence, the structure is not a feasible solution in this formulation.

• Continuous ordering of variables: Recall the constraints∑
S∈Fv :
u∈S

zSv − pv + pu < 1, ∀u, v ∈ N (3.15)

used in this formulation. Now, once again consider the nodes {x0,x1,x2}. Using
(3.15) and once again noting that x0 is in the parent set of x2, x1 is in the parent
set of x0 and finally, x2 is in the parent set of x1 yields that we must have that
p2 < p1, p1 < p0 and p0 < p2 which clearly is not satisfiable.
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Chapter 4

Treewidth Constraints

In this section, three formulations for requiring the structure of the Bayesian network to have
bounded treewidth is presented. In this chapter, u, v denotes an ordered pair and u, v, w denotes
an ordered triple. It is assumed that u, v and w are distinct from each other if not stated
otherwise.

4.1 Elimination Ordering Formulation

The elimination ordering formulation was first formulated by Bodlaender and Koster [25] and
is based on the relationship between the largest clique in the fill-in graph generated by an
elimination ordering and the treewidth of the graph as described in Section 2.4. Recall that a
chordalization or a fill-in graph of a graph is generating by, for all vertices, adding edges between
all neighbors of the vertex ordered after it in the given elimination ordering. Furthermore,
recall that an upper bound on the treewidth is the size of the largest clique minus one in any
chordalization of it. This is true as the treewidth of a graph is equal to the smallest possible
largest clique in any chordalization generateded by any elimination ordering.

Hence, this formulation corresponds to finding an elimination ordering α of the considered graph,
G = (V,E), such that the largest clique in the fill-in graph corresponding to the ordering H(α)
is at most k + 1, where k is the desired upper bound on the treewidth [26].

In Grigoriev et al. [25], the constraints are formulated for the case where the edge set of the graph
is fixed and the goal of the optimization is to find a treewidth s.t. there exists an elimination
ordering satisfying the treewidth constraint. In the setting of this thesis however, the edge set
of graph is not fixed but rather changed during the optimization process and furthermore, the
bound on the treewidth is fixed. Hence, the constraints are modified here. Furthermore, recall
that we are bounding the treewidth of the moralized graph of the DAG.

The auxiliary binary variables α1
uv and α2

uv are introduced and are defined as the following,

α1
uv =

{
1, if u is ordered before v in α,
0, otherwise.

(4.1)

α2
uv =

{
1, if u is ordered before v in α and {u, v} is an edge in H(α),
0, otherwise.

(4.2)
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As previously described, it is required that the size of each clique in H(α) is at most k+ 1. This
is the same as any vertex only having k higher numbered neighbors in the elimination ordering.
Hence, this constraint is formulated as ∑

v∈N
α2
uv ≤ k, ∀u.

In order for the auxiliary variables defined in (4.1) to describe an ordering. For each pair of
vertices, {u, v} exactly one of them has to be first in the ordering. Hence,

α1
uv + α1

vu = 1, ∀{u, v} ⊆ N

is added as a set of constraints. Also, the ordering must be transitive so if, in α, u < v and
v < w then u < w. This is formulated as

α1
uv + α1

vw − α1
uw ≤ 1, ∀u, v, w ∈ N.

This formulation for guaranteeing transitivity of an order is equivalent to formulation used in the
discrete ordering formulation (3.6). Using the formulation used for the discrete ordering would
yield the constraints

α1
uv + α1

vw + α1
wu ≤ 2, ∀u, v, w ∈ N.

Furthermore, note that if u is after v in α and there is an edge {u, v} in H(α), i.e., by (4.2),
α2
uv = 1. Then, trivially α1

uv = 1. The other direction does not hold however. Hence, the set of
constraints

α2
uv − α1

uv ≤ 0, ∀u, v ∈ N

is neeeded and added to the formulation. Now, if {u, v} is an edge in the moralized graph of
the DAG, then α2

uv must be equal to one as {u, v} must be an edge in the fill-in graph as well.
There are two cases, for the first, either v ∈ Su or u ∈ Sv, i.e., either u is in the parent set of v
or v is in the parent set of u. This yields the constraints

α1
uv − α2

uv +
∑
zAu:
v∈A

zAu +
∑
zBv :
u∈B

zBv ≤ 1, ∀u, v ∈ N.

The second case for when there could be an edge {u, v} in the moralized graph of the DAG is
when there is an S s.t. S ∈ Fw and u, v ∈ S for some w, i.e., u and v belong the same potential
parent set of w. The set of constraints for this case is

α1
uv − α2

uv +
∑
zSw :

{u,v}⊆S

zSw ≤ 1, ∀w ∈ N, S ∈ Fw : {u, v} ⊆ S.

The final constraint implies that if {u, v} and {u,w} are edges in the fill-in graph and if u is
ordered before v and w, then {u,w} must also be an edge in the fill-in graph:

α1
vw + α2

uv + α2
uw − α2

vw ≤ 2, ∀u, v, w ∈ N.

Now, using the constraints described, α1
uv and α2

uv are constrained to describe an elimination
ordering which bounds the treewidth of the DAG described by the parent set variables to k as
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formulated below. ∑
v∈N

α2
uv ≤ k, ∀u (4.3)

α1
uv + α1

vu = 1, ∀{u, v} ⊆ N, (4.4)

α1
uv + α1

vw − α1
uw ≤ 1, ∀u, v, w ∈ N, (4.5)

α2
uv − α1

uv ≤ 0, ∀u, v ∈ N, (4.6)

α1
uv − α2

uv +
∑
zAu:
v∈A

zAu +
∑
zBv :
u∈B

zBv ≤ 1, ∀u, v ∈ N, (4.7)

α1
uv − α2

uv +
∑
zSw :

{u,v}⊆S

zSw ≤ 1, ∀w ∈ N, S ∈ Fw : {u, v} ⊆ S, (4.8)

α1
vw + α2

uv + α2
uw − α2

vw ≤ 2, ∀u, v, w ∈ N, (4.9)

α1
uv, α

2
uv ∈ {0, 1}, ∀u, v ∈ N, (4.10)

zSu ∈ {0, 1}, ∀u ∈ N,S ∈ Fu. (4.11)

The number of constraints added to the formulation is O(n3) from (4.5) and (4.9) and no other
set of constraint adds more. Therefore, the number of constraints added from this formulation
is O

(
n3
)
. The number of auxiliary variables added is 2n2 − 2n.

4.2 Tree Drawing Formulation

The tree drawing formulation was introduced by Grigoriev, Ensinch and Usotskaya [25] and is
based purely on geometric properties of tree decompositions. The formulation is based on the
following two observations:

i Any binary rooted tree on n′ vertices can be drawn on a n′ × (dlog(n′)e + 1) grid in a
certain way defined below [27].

ii It is known that for any G = (V,E), there is an optimal tree decomposition on the form
of a rooted binary tree as defined in Section 2.1 with at most 2n bags where n = |V | [28].
Here, an optimal tree decomposition denotes a tree decomposition with width equal to the
treewidth as described in Section 2.4.

By the two observations above and letting n′ = 2n, it is possible to draw an optimal tree
decomposition on the n′ × (dlog(n′)e + 1) grid. In the drawing, each bag in the tree is placed
on a point in the grid and edges between bags can only be drawn horizontally or vertically and
only between one unit on the grid. The tree is drawn in right-down manner meaning that the
children of a bag are downwards or right to it in the drawing. An example of a binary tree drawn
in a right-down manner is found in Figure 4.1.

Some definitions are required for this formulation. First, let i = 0, 1, . . . , n′− 1 be the horizontal
numbering of the grid and let j = 0, 1, . . . , dlog(n′)e be the vertical numbering. Furthermore, let
t = (i, j) be a point on the grid. Denote tr, tu, tl and tb to be the right, upper, left and bottom
neighbors of t. Note that by construction, there is always a unique upper left bag of the tree
which is a bag with no neighbors to the right- or upwards direction, this is called the upper left
bag of the tree. Also, we say that

t′ = (i′, j′) � t = (i, j)
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X5

X4

X2

X1 X6X3

X7

X8

Figure 4.1: An example of a rooted tree drawn on the 4 × 3 grid with the vertices X1, . . . , X7. Note
that in this formulation, the vertices will be the bags of a tree decomposition. In this
example, X1 is the root of the binary tree.

if i′ ≤ i and j′ ≤ j. Similarly,
t′ = (i′, j′) ≺ t = (i, j)

if i′ ≤ i, j′ ≤ j and t′ 6= t. Finally, denote the set of all grid points as T and the set of all
potential edges on the grid as E .

Now, consider a tree decomposition (X, T ) as defined in Definition 1 and furthermore, let T be
a rooted binary tree. We call such a tree decomposition a rooted binary tree decomposition. The
tree drawing formulation draws the rooted binary tree decomposition on the grid and forces each
bag on the grid to correspond to a set of size at most k + 1 where k is the desired upper bound
on the treewidth. By observation on the previous page, it is possible to find an optimal rooted
binary tree decomposition on 2n bags.

Consider the undirected graph G = (V,E) and let (X, T ) be a rooted binary tree decomposition
of G. For every vertex, u ∈ V , define Tu to be the subtree in (X, T ) consisting of all bags
including u. Let T (Tu) denote the set of points on the grid and E(Tu) is the set of edges on the
grid on which Tu is drawn. Now, the following, binary auxiliary variables are defined:

Sut =

{
1, if t is the upper left bag of Tu,
0, otherwise.

pue =

{
1, if e ∈ E(Tu),
0, otherwise.

qut =

{
1, if t ∈ T (Tu),
0, otherwise.

To understand these variables, consider the example of a the tree drawing in Figure 4.2. In that
drawing, the non-zero valued variables are

Su(0,0), Sv(0,0), Sw(0,0),

qu(0,0), qu(0,1), qu(1,0),

qv(0,0), qv(1,0),

qw(0,0), qv(0,1),

pu{(0,0),(0,1)}, pu{(0,0),(1,0)},

pv{(0,0),(1,0)}, pw{(0,0),(0,1)}.

In other words, (0, 0) is the upper left bags of all subtrees, u is drawn on the points (0, 0), (0, 1)
and (1, 0), v is drawn on the points (0, 0) and (1, 0) and w is drawn on (0, 0) and (0, 1). Finally,
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{u, v}{u, v, w}

{u,w}

Figure 4.2: A simple example of a rooted binary tree decomposition drawn in a right-down manner.

both the edges {(0, 0), (0, 1)} and {(0, 0), (1, 0)} are included in the subtree for u, Tu and for the
subtrees Tv, Tw, only the edge {(0, 0), (1, 0)} and {(0, 0), (0, 1)} is included respectively.

Similar to the elimination ordering formulation, the tree drawing formulation was formulated for
the case when the edge set of the graph was fixed and hence, the formulation has been modified.
First, there must be exactly one upper left bag in every subtree, which is constrained by∑

t∈T
Sut = 1, ∀u ∈ V. (4.12)

In order for the tree decomposition to be drawn in a right-down manner, it is necessary to enforce
that no bag drawn on point t is adjacent to both its upper and left neighbor. This is implied by

pv{tl,t} + pu{t,tu} ≤ 1, ∀u, v ∈ V, t ∈ T . (4.13)

Note that in (4.13), u and v can be the same variable so the constraint applies to every ordered
pair of vertices including pairs where the variables are the same. To ensure that the subtrees of
the drawing are connected, a series of constraints are introduced. The first states that if a vertex
u is included in a bag drawn on a point on the grid t, then either it is the upper left corner bag
of the subtree Tu or it has exactly one incident edge in the left or upward direction (it could also
have additional edges in the other directions):

qut − Sut − pu{tl,t} − pu{t,tu} = 0, ∀u ∈ V, t ∈ T . (4.14)

As each subtree is constrained to have exactly one upper left corner bag by (4.12), (4.14) ensures
that every grid point in every subtree is either the upper left corner of the subtree or there is one
edge included in the subtree in the left or upward direction from the grid point. Furthermore,
a vertical edge (horizontal edge) can not be included in a subtree if the left (upper) grid point
incident to the edge is not included in the subtree. This is enforced by

pu{t,tr} − qut ≤ 0, ∀u ∈ V, t ∈ T (4.15)

and
pu{tb,t} − qut ≤ 0, ∀u ∈ V, t ∈ T . (4.16)

Now, (4.14) ensures that every grid point in every subtree Tu is either the upper left grid point
or has exactly one edge between it and the grid point in the upper- or left direction and (4.15),
(4.16) ensures that no edge for Tu can be drawn if the upper/left grid point of the edge is not
included in the subtree. Hence, for every grid point in a subtree Tu, either it is connected in the
upper- or left direction or it is the upper left corner of the subtree and therefore, every subtree
is connected.

As the tree drawn is a tree decomposition, it must be the case that for any two vertices u, v in V
s.t. {u, v} ∈ E, their subtrees must overlap in the tree drawing. This corresponds to a bag in the
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tree decomposition containing the edge. This is enforced by the observation that two subtrees
intersect if and only if the upper left corner of one tree belongs to the other tree as well. Note
that, as in the case of elimination ordering, there are two cases for there being an edge {u, v} in
the moralized graph of the DAG. In the first case, u ∈ Sv or v ∈ Su and the constraints are

Sut +
∑
t′�t

Svt′ − qvt +
∑

zAv :u∈A
zAv +

∑
zBu:v∈B

zBu ≤ 2, ∀u, v ∈ V, t ∈ T ,

and
Sut +

∑
t′:

t′�t,t�t′

Svt′ +
∑

zAv :u∈A
zAv +

∑
zBu:v∈B

zBu ≤ 2, ∀u, v ∈ V, t ∈ T .

In the second case, u, v are in the same parent set to some vertex, w which yields the constraints

Sut +
∑
t′�t

Sut′ − qvt +
∑
zSw :

{u,v}⊆S

zSw ≤ 2, ∀w ∈ N, S ∈ Fw : {u, v} ⊆ S, t ∈ T ,

and
Sut +

∑
t′:

t′�t,t�t′

Sut′ +
∑
zSw :

{u,v}⊆S

zSw ≤ 2, ∀w ∈ N, S ∈ Fw : {u, v} ⊆ S, t ∈ T .

Finally, to bound the treewidth to k, the constraints∑
u∈V

qut ≤ k + 1,∀u ∈ V t ∈ T

are added implying that every bag contains at most k + 1 vertices. This gives us the set of
constraints for the tree drawing formulation as found on the next page:
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∑
t∈T

Sut = 1, ∀u ∈ V, (4.17)

pv{tl,t} + pu{t,tu} ≤ 1, ∀u, v ∈ V, t ∈ T , (4.18)

qut − Sut − pu{tl,t} − pu{t,tu} = 0, ∀u ∈ V, t ∈ T , (4.19)

pu{t,tr} − qut ≤ 0, ∀u ∈ V, t ∈ T , (4.20)

pu{tb,t} − qut ≤ 0, ∀u ∈ V, t ∈ T , (4.21)

Sut +
∑
t′�t

Svt′ − qvt +
∑

zAv:u∈A
zAv +

∑
zBu:v∈B

zBu ≤ 2, ∀u, v ∈ V, t ∈ T , (4.22)

Sut +
∑
t′:

t′�t,t�t′

Svt′ +
∑

zAv:u∈A
zAv +

∑
zBu:v∈B

zBu ≤ 2, ∀u, v ∈ V, t ∈ T , (4.23)

Sut +
∑
t′�t

Sut′ − qvt +
∑
zSw :

{u,v}⊆S

zSw ≤ 2, ∀w ∈ N, S ∈ Fw : {u, v} ⊆ S, t ∈ T ,

(4.24)

Sut +
∑
t′:

t′�t,t�t′

Sut′ +
∑
zSw :

{u,v}⊆S

zSw ≤ 2, ∀w ∈ N, S ∈ Fw : {u, v} ⊆ S, t ∈ T ,

(4.25)∑
u∈V

qut ≤ k + 1,∀u ∈ V t ∈ T , (4.26)

qut, Sut ∈ {0, 1}, ∀u ∈ N, t ∈ T , (4.27)

pue ∈ {0, 1}, ∀u ∈ N, e ∈ E , (4.28)

zSu ∈ {0, 1}, ∀u ∈ N,S ∈ Fu. (4.29)

Recall that in (4.18), u, v are not always distinct. The number of constraints added in this formu-
lation is O

(
n3 log(n)

)
from (4.18), (4.22) and (4.23). Therefore, the number of constraints added

from this formulation is O
(
n3 log(n)

)
. The number of auxilirary variables added is O

(
n3 log(n)

)
.

In practice however, the number of constraints and auxilirary variables added made the formu-
lation not applicable to large data sets as will be discussed in Chapter 6.
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4.3 Root Graph Formulation

The root graph formulation was introduced by Parvianen, Farahani and Lagergren [29]. In this
formulation, bounded treewidth of the structure is guaranteed by a set of variables encoding an
additional directed graph which guarantees bounded treewidth of the structure.

For this formulation, several new concepts in graph theory are introduced. First, a tournament
is a directed graph such that there is exactly one arc between every pair of nodes. Furthermore,
the skeleton of a directed graph D is an undirected graph, say G with a set of vertices equal to
the set of nodes in D and an edge set s.t. there is an edge {u, v} in G if and only if there is an
arc (u, v) in D. Finally, a k-tree is an undirected graph which is defined by the following.

Definition 9. A clique on k + 1 vertices is a k-tree. Given a k-tree, a new k-tree is formed by
adding a new vertex and making it adjacent to exactly k vertices forming a clique in the original
k-tree.

A k-tree consisting of n vertices has nk− k(k+ 1)/2 edges. The k-trees are the maximal graphs
of treewidth k, i.e., if an edge is added to a k-tree, its treewidth is no longer k. The fact that
the k-trees are the maximal graphs of treewidth k implies that every graph of treewidth at most
k is the subgraph of at least one k-tree.

Note that for a directed acyclic graph whose skeleton is a k-tree the following hold: For every
i ∈ {0, 1, . . . , k − 1} there is exactly one node with i children in the directed graph. In order to
take use of this, the concept of a root graph is introduced using the set of auxiliary variables R.
The elements of R are called roots.

Definition 10. A root graph D = (N ∪R,A) is a directed graph such that

i there are no directed cycles of length 3 in D,

ii for each node u ∈ N there are k children that form a tournament,

iii the size of R is k, the nodes in R form a tournament and the nodes in R do not have
children outside R,

iv the induced subgraph D[N ] has exactly (n− k)k +
(
k
2

)
arcs and

v for each set W ⊆ N, |W | ≤ k it holds that the induced subgraph D[W ] has at most (|W | −
k)k +

(
k
2

)
arcs.

In the root graph formulation, the auxiliary variables yij are introduced which encode a root
graph as defined above letting N be the set of nodes for structure. Furthermore, we require the
moralized graph of the structure of the Bayesian network to be a subgraph of the skeleton of the
root graph. In particular, it is constrained to be a subgraph of the skeleton of D[N ]. We define
the yij variables for all i, j ∈ N ∪R as

yij =

{
1, if there is an arc from i to j in the root graph ,
0, otherwise.

We call the directed graph that the yij variables encode the y-graph and as shown in the paper
by Parvianen, Farahani and Lagergren [29], for bounding the treewidth of the structure, it is
sufficient if the y-graph is a root graph. This is true as root graphs are proven to be acyclic and
by the following theorem.
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Theorem 3. Let D = (N ∪ R,A) be a directed graph such that (1) there are no directed cycles
in D, (2) for each node u ∈ N there are k children that form a tournament, (3) the size of R is
k, the nodes in R form a tournament and the nodes in R do not have children outside R, and (4)
the induced subgraph on N has |N |k − k(k + 1)/2 arcs. Then the skeleton of D[N ] is a k-tree.

As previously described, if the moralized graph of the structure of the Bayesian network is a
subgraph of the skeleton of D[N ], then the treewidth of the structure is bounded by k by the
previous observation that any subgraph of a k-tree has treewidth at most k.

The set of constraints yielding that the y-graph is a root graph consisting of the nodes N ∪ R
where N is the set of nodes for the structure are formulated below. Furthermore, the moralized
graph of the structure is forced to be a subgraph of the skeleton of D[N ]. By Theorem 3 and the
fact that root graphs are acyclic, this will bound the treewidth of the structure. For simplicity,
let N ′ = N ∪R. ∑

j∈N\{i}

yij = k, ∀i ∈ N, (4.30)

yij + yji ≤ 1, ∀i, j ∈ N ′, (4.31)∑
i∈N

∑
j∈N\{i}

yij = nk − k(k + 1)/2, (4.32)

yij + yil − yjl − ylj ≤ 0, ∀i, j, k ∈ N ′, (4.33)

yij + yjl + yli ≤ 2, ∀i, j, l ∈ N ′, (4.34)

yij = 0, ∀i ∈ R, j ∈ N, (4.35)

yij = 1, ∀i, j ∈ R, i < j in lexicographical order, (4.36)∑
i∈W

∑
j∈W

yij ≤ (|W | − k)k +

(
k

2

)
, ∀W ⊆ N, |W | ≤ k, (4.37)

zSi − yij − yji ≤ 0, ∀i ∈ N, j ∈ S, S ∈ Fi, (4.38)

zSu − yij − yji ≤ 0, ∀i, j ∈ S, S ∈ Fu, u ∈ N, (4.39)

yij ∈ {0, 1}, ∀i, j ∈ N ′, (4.40)

zSu ∈ {0, 1}, ∀u ∈ N,S ∈ Fu. (4.41)

In the formulation, (4.30) implies that the y-graph and structure of the Bayesian network has
treewidth at most k and (4.31) garantees the they are simple directed graphs, meaning there are
no pairs of nodes s.t. there is an arc in both directions between the nodes.

The set of constraints (4.32) ensures that the induced subgraph on N has exactly |N |k−k(k+1)/2
arcs, (4.33) insures that the children of each node in N form a tournament and (4.34) ensures
that there are no cycles of length three in the y-graph. Finally, the sets of constraints (4.35),
(4.36) and (4.37) gives the properties needed on the set R. Hence, by Definition 10, the y-graph
is constrained to be a root graph.

To require the moralized graph of the structure to be a subgraph of the skeleton of the y-graph
as required, (4.38) and (4.39) are introduced. Recall that there are two cases to when an edge is
included in the moralized graph. Either a node is in the parent set of another node or two nodes
are in the same parent set. The two constraints handle each case respectively. Finally, the two
constraints (4.40) and (4.41) require the variables to be binary as needed for the formulation.

The number of constraints added is exponential from (4.37). Therefore, they are added as cutting
planes during the branch-and-cut algorithm. The number of auxilirary variables is O(n2).
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Chapter 5

Implementation Details

In this chapter, the details regarding the implementations of the previously described formula-
tions are discussed. Furthermore, the details regarding the custom made heuristics as described
in Section 2.5 are presented.

5.1 TWILP

The software CLPEX 12.2 was used as a solver for the MILPs obtained by using the different
formulations. CPLEX uses a branch-and-cut algorithm as described in Section 2.5. To generate
the MILPs and to add custom made heuristics, the software TWILP 1 was used. TWILP was
developed by Parvianen and Farahani [29] as an application programming interface to CPLEX
for learning the structure of bounded treewidth Bayesian networks. The formulations used was
the cluster constraints as described in Section 3.1 and the root graph formulation as described
in Section 4.3.

For this thesis, the other formulations have been implemented and TWILP has been modularized
meaning it is possible to use any combination of the acyclicity and treewidth constraints as
previously described. Furthermore, one more custom made heuristic was added to the program.
The general structure of this modified version of TWILP is described in Figure 5.1.

In Figure 5.1, Twilp corresponds to the main structure of the program. Input consists of a
set of local scores as described in Section 2.3, a time limit for the solver, an upper bound for
the treewidth, an optional bound on the maximum size for parent sets, an optional bound on
the time for each Sub-IP which will be described in this section and the choice of formulations
for acyclicity and upper bound on the treewidth. The Writers represents functions specific
for each formulation seperately and includes functions for generating the constraints for each
formulation, adding custom made cutting planes and generating feasible solutions corresponding
to the solutions found in the heuristics.

The box Heuristics corresponds to the heuristics for finding a feasible solution which is de-
scribed in more detail in Section 5.3. The box Cplex represents the MILP solver and finally, the
Output of the process is an incumbent solution and a MIP gap as defined in Section 2.5. Note

1https://bitbucket.org/twilp/twilp/
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that this also gives the upper bound. In this case, an incumbent solution is a directed acyclic
graph with treewidth bounded by the specified parameter in Input. Furthermore, it should be
noted that the process described in Figure 5.1 is very generic. In particular, the loop in the lower
box is more complicated in practice.

Input

Writers

Twilp

Cplex

Heuristics

Writers

Output

Figure 5.1: A generic description of the process used in this thesis for generating and solving MILPs
corresonding to learning the structure of a Bayesian network of bounded treewidth. The
upper box represents formulating the MILP and the lower box correspond to solving it.

5.2 Cutting Planes

Recall that for the cluster constraints for acyclicity and for the root graph formulation, there
are sets of constraints consisting of one constraint per each possible subset of the nodes of
the structure. That means 2n constraint for for each such set of constraints. This is to many
constraints to include in the root of the search tree and therefore, they are not included. Instead,
they are added as cutting planes in the branch-and-cut algorithm as described in Section 2.5.
The implementations for the cutting planes were done by Parvianen and Farahani.

In order to decide which cutting planes to add at a given step of the branch-and-cut algorithm,
new MILPs are solved and their solutions are cutting planes. We call these MILPs Sub-IPs and
their solutions are cutting planes. Accoding to Achterberg [18] there are three criteria to consider
when finding cutting planes: the efficacy of the cuts, i.e., the distance of their corresponding
hyperplanes to the current LP solution, the orthogonality of the cuts with respect to each other,
and the parallelism of the cuts with respect to the objective function. In this thesis, only the
distance from the cutting plane to the current LP solution is considered. Hence, the objective of
the Sub-IP is to maximize the distance from the cutting plane to the LP solution. The Sub-IPs
for the cluster constraints and root graph formulations are described below.
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• Cluster constraints: Here, a cutting plane corresponds to a subset of nodes, a cluster C
s.t. the cluster constraint as described in Section 3.1 is violated for C. Let z̃ denote the
current LP solution and z̃Su denote the value of zSu in z̃. Then, the distance between a
cutting plane and the LP solution z̃ using the cluster C is given by

1−
∑

u∈C
∑

S:S∩C=∅ z̃Su√∑
u∈C

∑
S:S∩C=∅ 1

. (5.1)

In practice, cutting planes are not found by finding clusters C maximizing (5.1). Instead,
the denominator is ignored and clusters C minimizing∑

u∈C

∑
S:S∩C=∅

z̃Su (5.2)

are searched for. Note for the case when z̃ consists of binary values, finding a C s.t. (5.2)
is less than one corresponds to finding a cluster with no node s.t. its parent set is disjoint
to the cluster. In that case, the value of (5.2) is zero.

In practice, the binary variables JzSu
are defined in the Sub-IP for each potential parent

set zSu in the main MILP and constraints are placed on JzSu
s.t.

JzSu
= 1⇔ u ∈ C and C ∩ S = ∅. (5.3)

Furthermore, to encode which variables to include in the cluster, a binary variable, Iu is
defined for all u s.t.

Iu = 1⇔ u ∈ C.

Note that this yields that Iu = 1 ⇔ Jz∅u = 1 so in practice, the Jz∅u variables are used.
A constraint is applied so that at least two Iu are equal to one as we are not interested in
clusters smaller than two and finally, a constraint yielding that the objective value in (5.2)
is less than one, i.e., the cluster is a cutting plane is added. This is formulized below.

Iu − JzSu
−
∑
v∈S

Iv ≤ 0, ∀JzSu
: z̃Su > 0, (5.4)

JzSu
− Iu ≤ 0, ∀JzSu

: z̃Su > 0, (5.5)

JzSu
+ Iv ≤ 1, ∀JzSu

: z̃Su > 0, v ∈ S, (5.6)∑
u∈N

Iu ≥ 2, (5.7)∑
u,S

JzSu
· z̃Su < 1, (5.8)

Iu ∈ {0, 1}, ∀u ∈ N, (5.9)

JzSu
∈ {0, 1}, ∀u, S ∈ Fu. (5.10)

Here, (5.4), (5.5) and (5.6) ensure the behavior on Iu wanted, i.e., what was defined in
(5.3). The constraint (5.7) ensure that the cutting planes are clusters of size at least two
and (5.8) ensures that the cluster is in fact a cutting plane. Note that any solution which
is feasible according to the above encodes a cutting plane by the Iu variables. All these
cutting planes found are added to the solver. This method of finding cutting planes was
introduced by Cussens [21].
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• Root graph formulation: Recall that in this formulation, a set of variables, the y-
variables encode a root graph, the y-graph. Furthermore, recall that one property of root
graphs were that for each set W ⊆ N, |W | ≥ k it holds that the induced subgraph D[W ]
has at most (|W | − k)k+

(
k
2

)
arcs. Similar to the cluster constraints formulation, a cutting

plane in this case corresponds to finding subsets of the variables W describing the y-graph
such that the above-mentioned constraint is violated. Let, ỹ denote the current LP solution
and ỹij the value of yij in ỹ. Now, the distance between ỹ and a cutting plane for the set
W is ∑

i∈W
∑

j∈W\{i} ỹij − |W |k + k(k + 1)/2√∑
i∈W

∑
j∈W\{i}1 1

. (5.11)

Similar to the cluster constraints, the denominator is ignored and instead of searching for
subsets W maximizing (5.11), we maximize only its numerator. This is done by introducing
the auxiliary binary variables Iij , ∀i, j ∈ N, i 6= j and Ii, ∀i ∈ N where Ii = 1 if and only
if i ∈ W and Iij = 1 if and only if {i, j} ⊆ W . Using these variables, the objective is now
to maximize ∑

i∈N

∑
j∈N\{i}

Iij ỹij − k
∑
i∈N

Ii.

Furthermore, four sets of constraints are introduced:

2Iij − Ii − Ij ≤ 0, ∀i, j ∈ N, i 6= j, (5.12)

Ii + Ij − Iij ≤ 1, ∀i, j ∈ N, i 6= j, (5.13)∑
i∈N

∑
j∈N\{i}

Iij ỹij − k
∑
i∈N

Ii > −k(k + 1)/2, (5.14)

∑
i∈N

Ii > k + 1. (5.15)

Here, (5.12) and (5.13) ensure that Iij = 1 if and only if Ii = Ij = 1. The constraint (5.14)
ensure that the subset found is in fact a cutting plane and (5.15) requires that the subsets
are larger than k + 1 as the bound on the treewidth is k.

To put the cutting planes in the setting of what is described in Figure 5.1, the Writers for
the cluster constraints and the root graph formulation respectively include the formulations for
these Sub-IPs and is called during the process of solving the MILP. The next part of the program
which is used for all formulations is the Heuristics, which is described in the following section.

5.3 Heuristics

The heuristics are called in the process of solving the MILPs as described in Figure 5.1 and
are used to find feasible solutions to the problem, i.e., DAGs with bounded treewidth. In this
section, it is first described how DAGs of bounded treewidth are found followed by a description
on how the auxiliary variables are assigned values s.t. the solution is feasible.

Finding Feasible Solutions

All implementations for finding feasible solutions where done by Parvianen and Farahani except
for generating the type III graph as described below. Recall that in the branch-and-cut algo-
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rithm, every vertex of the subtree is an LP. As this LP is solved, its LP solution is in general not
a feasible solution to the MILP. The heuristics takes this LP solution and returns three feasible
solutions to the MILP, i.e., three DAGs of bounded treewidth. First, given a LP solution, say z̃,
three directed graphs are generated:

• type I: For every node u, the parent set zSu s.t. zSu has the highest value in z̃ is chosen.

• type II: For every node u, the set with the highest local score f (S, u) s.t. zSu has a
non-zero value in z̃ is chosen.

• type III: This directed graph is generated using the sink finding algorithm by Barlett and
Cussens [22] and is described in Algorithm 3. The algorithm takes use of the table M
where each row i is a list of the best scoring parent sets for node i starting from the best.
Hence, Mij is the parent set for i s.t. there are j − 1 parent sets with a higher score for i.
Note that the rows of M can be of different lengths.

By construction, the type III graph is a DAG. This is not true in general for the type I and type
II graphs. Therefore, they are made acyclic by running them through an heuristic algorithm by
Eades et al. [30] which is described in Algorithm 4. In the algorithm, δ(u) denotes the number
of arcs from u minus the number of arcs to u. A sink is a node u s.t. there is no arc from u in
the directed graph and a source is a node u s.t. there is no arc to u in the directed graph.

Algorithm 3 The sink finding algorithm.

1: procedure Generate DAG(M, z̃)
2: Z ← ∅
3: for all zSu do
4: z̄Su ← the value of zSu in z̃
5: end for
6: while |Z| < n do
7: i← maxi∈N\Z (z̄Si)
8: zAi ← first item in the row Mi

9: Z ← Z ∪ zAi

10: remove all elements zBj s.t. i ∈ B from M .
11: end while
12: return Z
13: end procedure

We now have three DAGs. In general however, their treewidth is not bounded by the pre-
specified bound on the treewidth. Because of this, the moralized graph of each directed graph
is run through two heuristics for proving an upper bound on the treewidth, the minimum fill-in
and minimum cardinality algorithms. If any of these heuristics give an upper bound on the
treewidth at most the same as the pre-specified limit, the directed graph is used. Else, an arc
is removed from the graph until such an upper bound can be proven. The arc removed is an
arc s.t. the corresponding edge in the moralized graph is incident to the first vertex in one of
the elimination orderings with more higher numbered neighbors than the upper bound on the
treewidth.

The minimum fill-in and minimum cardinality algorithms are well known algorithms for obtaining
an upper bound on the treewidth and are described in Algorithm 5 and Algorithm 6 respectively.
Note that both algorithms generates an elimination ordering α as described in Section 2.4 and
returns the size of the largest clique minus one in the fill-in graph corresponding to α, H(α).
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Algorithm 4 Feedback arc set algorithm by Eades et al.

1: procedure Make acyclic(D = (N,A))
2: Let s1, s2 be empty lists
3: Q← N
4: while Q 6= ∅ do
5: while there is a source u in Q do
6: place u first in s1
7: Q← Q \ {u}
8: end while
9: while there is a sink u in Q do

10: place v last in s2
11: Q← Q \ {u}
12: end while
13: choose a w s.t. δ(w) is a maximum in the remaining nodes of Q
14: place w last in s1
15: Q← Q \ {w}
16: end while
17: s← s1s2
18: remove arcs (u, v) from A s.t. u comes after v in s
19: return D = (N,A)
20: end procedure

In the implementation, the size of the largest clique in the fill-in graph is generated during the
algorithm in an equivalent way as presented here.

For the minimum fill-in algorithm, let def(u) be the number of edges needed to be added to the
graph in order for all neighbors of u to be adjacent. Here, def(u) is short for the deficiency of u.
The minimum fill-in algorithm also called the minimum deficiency algorithm.

Algorithm 5 The minimum fill-in algorithm.

1: procedure Upper Bound(G = (V,E))
2: let α be an empty list
3: Q← V
4: while Q 6= ∅ do
5: u← minv∈Q def(v)
6: Q← Q \ {u}
7: place u last in α
8: end while
9: create the fill-in graph H(α)

10: k ← size of largest clique in H(α)
11: return k − 1
12: end procedure
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Algorithm 6 The minimum cardinality algorithm.

1: procedure Upper Bound(G = (V,E))
2: let α be an empty list
3: Q← V
4: while Q 6= ∅ do
5: let u be a vertex in Q with minimum amount of neighbors in G
6: Q← Q \ {u}
7: place u last in α
8: end while
9: create the fill-in graph H(α)

10: k ← size of largest clique in H(α)
11: return k − 1
12: end procedure

We now have three DAGs of bounded treewidth. An obtained graph s.t. its score, i.e., objective
value in the MILP is at least as high as the other DAGs is now used as incumbent solution if
its objective value is higher than the current incumbent value. Furthermore, it is necessary to
assign values to the auxiliary variables in order for the incumbent solution to be feasible.

Assigning Values to Auxiliary Variables

Here, the assignment of the auxiliary variables corresponding to feasible solutions from the heuris-
tics is presented. In the context of Figure 5.1, this corresponds to the Writers box. Note that
for every feasible solution, there is a DAG and an elimination ordering yielding bounded treewidth
which is given from the Heuristics. The implementation for the root graph formulation was
done by Parvianen and Farahani.

• Cluster constraints: For this formulation, there are no auxiliary variables.

• Continuous ordering: Note that given a DAG, it is possible to find a topological ordering
of the nodes in polynomial time, such an algorithm by Kahn [31] was implemented. This
algorithm is found in Algorithm 7. Given a topological ordering of the nodes L, each
continuous ordering variables pu is given the value

pu ←
index(u)

n
,

where index(u) is the index of u in L starting from 0.

• Discrete ordering: As for the continuous ordering, Algorithm 7 is used to get a topolog-
ical ordering L. For every discrete ordering variable ouv, ouv is set to one if and only if u
is ordered before v in L.

• Elimination ordering: Note that the auxiliary variables for this formulation is α1
uv which

is equal to one if and only if u is ordered before v in the the elimination ordering α and α2
uv

which is equal to one if and only if u is ordered before v in the the elimination ordering and
there is an edge {u, v} in the fill-in graph corresponding to α. As the heuristics described
in Algorithm 5 and Algorithm 6 yield an elimination ordering and a fill-in graph, those are
used to assign valied values to α1

uv and α2
uv, ∀u, v.
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Algorithm 7 Topological sorting by Kahn.

1: procedure Sort(D = (N,A))
2: let L be an empty list
3: let S be the set of sources in N
4: while S 6= ∅ do
5: let u be any node in S
6: place u last in L
7: for all (u, v) ∈ A do
8: A← A \ {(u, v)}
9: if there are no arcs to v in A then

10: S ← S ∪ {v}
11: end if
12: end for
13: end while
14: return L
15: end procedure

• Root graph formulation: Using the fill-in graph and elimination ordering obtained from
the heuristics, the fill-in graph is transformed to a k-tree using the roots R. The details
are omitted from this thesis. Note that this implementation was done by Parvianen and
Farahani [12].

• Tree drawing formulation: In order to give the auxiliary variables corresponding to this
formulation valid values, the following parts were implemented for this thesis:

i Construct a valid tree decomposition from a chordal graph and perfect elimination
ordering,

ii root the tree decomposition,

iii make the rooted tree decomposition binary,

iv draw the binary rooted tree decomposition on the grid.

The first part, constructing a valid tree decomposition is done using the perfect elimination
ordering α and the fill-in graph H(α) obtained from the heuristics which was implemented
in TWILP before this thesis. Note however that the fill-in graphs are not connected in
general. Hence, the fill-in graph is first connected by adding edges between vertices that
are not connected and both have degrees one until the graph is connected.

Now, a list of cliques is obtained by, for each vertex u in the the elimination ordering α,
create the clique cu. The clique cu contains u and all v s.t. u and v are neighbors in H(α)
and v is ordered after u in α. We call u the seed of the clique cu. Some of these cliques
will be bags in the tree decomposition so henceforth, let every cu be a bag consisting of all
vertices in the clique.

Now, for each bag cu in the list, add an edge to the next bag in the list cv s.t. v ∈ cu, i.e., the
next bag in the list whose seed is in the bag cu. This generates a valid tree decomposition.
However, there could be bags that are subsets of its neighbors in the tree decomposition.
They are removed by going through the list of bags in the reverse order and merging every
bag with its higher numbered neighbor if it is a subset of it. Here, merging cu with cv is
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removing cu and the edge {cv, cu} and adding edges from every neighbor of cu to cv in the
tree decomposition.

We now have a tree decomposition, say ({X1, X2, . . . }, T ). Recall the definitions of a rooted
tree as defined in Section 2.1. The tree T is made into a rooted tree by choosing the root as
a bag s.t. the maximum distance to any other bag is minimal. This tree is not in general
a binary rooted tree however. Using the method described by Heun et al. [32], every bag
Xi with m ≥ 2 children is replaced with a binary tree with the children of Xi as leaves by
first replacing Xi with a full rooted binary tree, where every vertex is the bag Xi, of depth
d equal to

d = dlog2(m)e − 1.

Call this tree T ′i . Now, m is at most twice the size of the number of leaves in T ′i . Hence,
we can make all bags m children to the leaves in T ′i and still have a rooted binary tree.
This rooted tree now replaces Xi in the rooted tree decomposition.

We now have a rooted binary tree decomposition and it is drawn on the grid using the
method by Crescenzi et al. [27] described in Algorithm 8 with (0, 0) and the root of the
tree as input, i.e., by drawing the root on the point (0, 0) on the grid. Here, h(Xi) denotes
the height required to draw the subtree where Xi is the root and is recursively defined as

h(Xi) =


0, if Xi has no child,
h(Xj), if Xi has one child Xj ,
maxXj∈ch(Xi) h(Xj) + 1, otherwise,

where ch(Xi) denotes the children of Xi in the rooted binary tree decomposition.

Algorithm 8 An algorithm for drawing a rooted binary tree on a grid in a right-down manner.

1: procedure Draw(i, j,Xk)
2: draw all vertices in the bag Xk on (i, j)
3: if Xk has one child Xl then
4: Draw(i+ 1, j,Xl)
5: else if Xk has two children Xl and Xr then
6: Xmax ← max {h(Xl), h(Xr)}
7: Xmin ← min {h(Xl), h(Xr)}
8: Draw(i+ 1, j,Xmax)
9: Draw(i, j + h(Xmax) + 1, Xmin)

10: end if
11: end procedure

Now, the tree decomposition is drawn on the grid and the values of the auxiliary variables
describing the tree are set to describe the drawn tree. The details of this are omitted from
the thesis.
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Chapter 6

Results

6.1 Method

In order to test the correctness and the speed of the implementations, the program was tested on
a series of data sets. The data sets were provided by Cussens 1 and were constructed by taking
100, 1000 and 10000 samples for different Bayesian networks and computing local BDe scores as
described in Section 2.3 for each potential pair of child and parent set. The maximum number
of parents for each node was bounded to 3 and the set of potential parent sets was pruned as
described in Theorem 1. A total of 22 data sets were tested. Note that for the Bayesian network
kredit there is only one corresponding data set built by an unknown number of samples.

The data sets were tested for each combination of acyclicity and treewidth constraints as de-
scribed in Chapter 3 and Chapter 4, giving a total of 9 formulations as defined in Table 6.1.
Each formulation was tested for the upper bounds k = 2 and k = 3 for the treewidth and each
test was performed on a dual CPU (AMD Opteron 6220) Supermicro node with 64 Gb RAM.
The tests were given a time limit of 12 hours with a memory limit of 4 Gb and were run until
the solver could prove optimality of a solution by closing the MIP gap or if the time or memory
limit was exceeded. Recall that the MIP gap is defined as

MIP gap =
|incumbent value− upper bound|

|incumbent value|
.

During the process, an incumbent solution was considered proven optimal if the MIP gap was
less than 10−7. As the parent set variables are binary and due to the number of decimals used in
the local scores, this limit insures that the solution is optimal. If the time or memory limits was
exceeded during the test, the incumbent solution, incumbent value and MIP gap were returned.

CPLEX 12.2 was used to solve the MILPs and the modified version of TWILP was used for
generating the problems and adding customized heuristics and algorithms in order to find cutting
planes. See Section 5.1 for further details regarding TWILP. The default setting for CPLEX was
used as previous work on TWILP by Parviainen, Farahani and Lagergren [12] suggests that
alternative parameters did not improve the overall performance.

1http://www.cs.york.ac.uk/aig/sw/gobnilp/
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Table 6.1: The nine different formulations for learning bounded treewidth Bayesian networks from the
three different acyclicity constraints (vertically) and the three different treewidth constraints
(horizontally).

Acyclicity-
/Treewidth
constraint

Elimination
ordering

Root graph
formulation

Tree drawing
formulation

Cluster
constraints

cl,eo cl,rg cl,td

Continous
ordering

co,eo co,rg co,td

Discrete
ordering

do,eo do,rg do,td

6.2 Example Gap Evolutions

In this section, the incumbent value and upper bound over time for the tests are illustrated.
Plotting the upper bound and incumbent value over time gives figures illustrating a gap closing
over time, we say that the solver closes the gap. The optimal solution is guaranteed to be within
this gap. This is called the gap evolution and is used in this thesis to demonstrate typical
occurrences in the tests. For further understanding, the magnitude of the gap is also illustrated
in percent in Figure 6.1.

As an example, the Bayesian network Water with scores calculated using 1000 samples was used.
The treewidth was bounded by 3. Due to memory overflow, the formulations using the tree
drawing formulation did not give any results. The vertical axis is the same for all gap evolutions
except for the co,rg formulation where it is scaled up. The horizontal axis is also the same
showing 12 hours with the exception of the cl,rg- and the cl,eo formulations where it has been
scaled down as optimality was proven significantly faster than 12 hours. The axis was also scaled
down for the do,eo formulation as the solver ran out of memory in that case. The magnitude
of the gaps, i.e., the MIP gap over time for all formulations is found in Figure 6.1. Note that
after 2 hours, the MIP gap is smaller than 1 % for all formulations except for the co,eo- and
the co,rg formulations.
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Figure 6.1: MIP gap over time for the data set Water with 1000 samples and bounding the treewidth
by 3.

A typical behavior in the tests are that incumbent solutions with incumbent values near or equal
to the optimal solution are found quickly, while closing the gap by lowering the upper bound
takes significantly more time. This behavior is demonstrated for the co,eo formulation in Figure
6.2, the do,rg formulation in Figure 6.3 and the co,rg formulation in Figure 6.4. In particular,
closing the gap for the co,rg formulation takes more time than for the other formulations in this
example.
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Figure 6.2: Gap evolution for the data set Water with 1000 samples and bounding the treewidth by 3
using the co,eo formulation.
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Figure 6.3: Gap evolution for the data set Water with 1000 samples and bounding the treewidth by 3
using the do,rg formulation.
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Figure 6.4: Gap evolution for the data set Water with 1000 samples and bounding the treewidth by
3 using the co,rg formulation. Note that the vertical axis is scaled differently from the
other figures in this section. For the time before around 3 hours, the incumbent value is
below the vertical scale.

Another typical behavior is that an incumbent solution with incumbent value near, or equal to
the optimal solution is found quickly but the upper bound gets stuck at some point and hence,
the gap does not close. This occurs for the do,rg formulation as illustrated in Figure 6.3 and for
the do,eo formulation as illustrated in Figure 6.5. For the do,eo formulation, this also causes
the solver to run out of memory after approximately 6 hours.
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Figure 6.5: Gap evolution for the data set Water with 1000 samples and bounding the treewidth by
3 using the do,eo formulation. Note that the plots run up to around 6 hours. After that,
the solver exceeded the memory limit.

The two formulations that could prove optimality within the given time- and memory constraints
were the cl,eo formulation and the cl,rg formulation. Their gap evolutions are illustrated in
Figure 6.6 and Figure 6.7 respectively.
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Figure 6.6: Gap evolution for the data set Water with 1000 samples and bounding the treewidth to
3 using the cl,eo formulation. Note that the solver proves optimality after around 14
minutes. For the time up to around 6 minutes, the incumbent value and upper bound
exceeds the vertical scale.
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Figure 6.7: Gap evolution for the data set Water with 1000 samples and bounding the treewidth to
3 using the cl,rg formulation. Note that the solver proves optimality after around 120
minutes. For the time up to around 20 minutes, the incumbent value and upper bound
exceeds the vertical scale.

As previously mentioned and exemplified above, it is most commonly lowering the upper bound
that takes time for the solver. For some examples however, the upper bound is lowered to near
or equal to the optimal value while as no incumbent solution with incumbent value near it is
found. For the insurance data set with 100 samples, this occurs for the cl,rg formulation when
bounding the treewidth to 2 as illustrated in Figure 6.8
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Figure 6.8: Gap evolution for the data set insurance with 100 samples and bounding the treewidth to
2 using the cl,rg formulation. After around 10 minutes, the upper bound is very near the
optimal value but the optimal solution is not found after 12 hours. Worth noting is that
after 10 minutes, the MIP gap is less than 0.01.
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6.3 Performance

The results of the tests as described in the previous section are found in Table 6.3 for all runs
using the elimination ordering formulation for bounding the treewidth. Table 6.4 shows the
results for all runs with the root graph formulation while Table 6.5 shows the results of all runs
with the tree drawing formulation. The results in Table 6.3-6.5 can be analyzed to gain several
insights regarding the performance of the formulations. It is clear from Table 6.5 that the tree
drawing formulation does not, in the way implemented here, work for larger networks given the
amount of memory it was allocated. For most data sets, the memory limit was exceeded before an
incumbent solution and an upper bound was found. It is therefore clear that this implementation
demands much more memory than the other formulation. If it will work efficiently with more
memory is however not certain.

Regarding the other two formulations for bounding the treewidth, the elimination ordering and
root graph formulation, there is no clear winner. For some data sets an optimal solution could be
proven using the elimination ordering formulation but could not be proven using the root graph
formulation. This in particular occurs when the treewidth is bounded by three. However, for
the carpo data set there were issues with the solver requiring more memory than allocated. It
is therefore unclear whether or not the elimination ordering formulation will scale to even larger
networks.

In order to determine the speed of the formulations, the time until the MIP gap was smaller than
0.05 was compared. However, several tests indicated that for the small data sets, the results did
not accurately describe the speed of the formulation. This is explained by the fact that the run
time for small data sets are dependent on factors such as time writing to files and hence, the run
time in these cases does not accurately reflect the speed of the formulation. Therefore, in order
to remove the small data sets from the comparison, only data sets where lowering the MIP gap
took more than 600 seconds for all formulations were considered. The results of this comparison
is found in Table 6.2.

Table 6.2: The time for the solver to close the MIP gaps down to 0.05 for different data sets. Only
sets where this took more than 10 minutes for all formulations and bounds on treewidth
were considered. This filtering left only the cl,eo- and cl,rg formulation and the data
sets found below. A bold number denotes that the formulation is the best for the particular
bound on treewidth and data set and an ’-’ denotes that the GAP was not closed down to
0.05 in the test.

Dataset Result

k = 2 k = 3

cl,eo cl,rg cl,eo cl,rg

Name Samples n Time (min) Time (min) Time (min) Time (min)

alarm 100 37 42 35 235 148
alarm 1000 37 63 22 17 81
alarm 10000 37 77 49 80 114
carpo 1000 60 - 200 - -
hailfinder 10000 56 299 152 189 503
insurance 10000 27 106 416 21 41
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Filtering the results in this way resulted in only the cl,eo and cl,rg formulations remaining.
This due to the other formulations not managing to close the gap down to 0.05 for these data
sets. This fits well with the results in Tables 6.3-6.5 as the two formulations cl,eo and cl,rg

shows the best performance in terms of providing small MIP gaps and proving optimality. There
was no clear winner in terms of speed between the two formulations.

Considering the constraints for acyclicity however, there is a clear winner which is the cluster
constraints formulation. When analyzing the results in more detail by considering the gap
evolutions described in Section 6.2 it was clear that the cluster constraints were more effective
than the other two formulations in lowering the upper bound. This yielded more proven optimal
solutions and lower gaps in the tests. This is also clear from the results in Table 6.2 where the
cluster constraints formulation is the only formulation lowering the bound to less than 0.05 for
the difficult data sets.

When comparing the discrete ordering and continuous ordering formulation for acyclicity, their
results are quite similar. There are some small differences however. The discrete ordering more
often returns smaller gaps and manages to prove more solutions optimal than the continuous
ordering formulation. Results indicate however that the continuous formulation requires less
memory. Consider the data set carpo using the elimination ordering formulation to bound the
treewidth. In this case, the continuous ordering formulation returns MIP gaps where the other
formulations for acyclicity does not manage to so.
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Table 6.3: Results for all tests using the elimination ordering formulation for bounding the treewidth. The numbers k = 2, 3 denotes an upper bound for the treewidth
in the test, n denotes the number of variables in the Bayesian network, Samples denotes the number of observations used to generate the set of local scores
and Name denotes the Bayesian network considered. Score is the BDe score of the incumbent solution when the solver terminates and Gap denotes the
MIP gap at the time of termination. An ’-’ under Score and Gap means that the solver ran out of memory before an incumbent solution and upper bound
could be found and OPT under Gap denotes that the solution was proven optimal.

Dataset Result

k = 2 k = 3

cl,eo co,eo do,eo cl,eo co,eo do,eo

Name Samples n Score Gap Score Gap Score Gap Score Gap Score Gap Score Gap

Mildew 10000 35 -407643.89 OPT -407643.89 0.01 -407643.89 0.00 -407643.89 OPT -407643.89 0.01 -407643.89 OPT
Mildew 1000 35 -47102.33 OPT -47102.33 OPT -47102.33 OPT -47102.33 OPT -47102.33 OPT -47102.33 OPT
Mildew 100 35 -5936.32 0.04 -5936.32 0.04 -5936.32 0.04 -5720.94 OPT -5723.82 0.00 -5721.27 0.00
Water 10000 32 -128941.85 0.00 -129176.35 0.06 -128964.34 0.01 -128705.66 OPT -128707.15 0.03 -128728.68 0.00
Water 1000 32 -13263.38 0.00 -13264.25 0.01 -13263.29 0.00 -13262.34 OPT -13262.34 0.00 -13262.34 0.00
Water 100 32 -1501.64 0.00 -1501.64 0.00 -1501.64 0.00 -1500.97 OPT -1500.97 0.00 -1501.01 0.00
alarm 10000 37 -106864.30 0.02 -106420.99 0.18 -106530.23 0.14 -105287.64 0.01 -106093.33 0.20 -105922.63 0.20
alarm 1000 37 -11249.69 OPT -11287.54 0.14 -11323.12 0.10 -11240.35 OPT -11292.44 0.14 -11325.25 0.10
alarm 100 37 -1372.19 0.01 -1375.48 0.10 -1398.45 0.09 -1356.78 0.01 -1367.76 0.11 -1373.77 0.08
asia 10000 8 -22466.40 OPT -22466.40 OPT -22466.40 OPT -22466.40 OPT -22466.40 OPT -22466.40 OPT
aisa 1000 8 -2318.65 OPT -2318.65 OPT -2318.65 OPT -2317.41 OPT -2317.41 OPT -2317.41 OPT
asia 100 8 -245.64 OPT -245.64 OPT -245.64 OPT -245.64 OPT -245.64 OPT -245.64 OPT
carpo 10000 60 - - -186052.24 0.13 - - - - -175335.88 0.08 - -
carpo 1000 60 - - -18691.45 0.11 - - - - -19067.19 0.13 - -
carpo 100 60 - - -2135.07 0.19 -2635.81 0.36 - - -2192.59 0.23 - -
hailfinder 10000 56 -501223.50 0.01 -499842.14 0.08 - - -498377.12 0.01 -499642.24 0.09 - -
hailfinder 1000 56 -52473.96 OPT -52501.05 0.06 -53002.03 0.07 -52473.29 OPT -52517.14 0.06 -52840.80 0.06
hailfinder 100 56 -6021.27 OPT -6021.27 0.03 -6021.98 0.04 -6019.47 OPT -6021.69 0.02 -6019.47 0.03
insurance 10000 27 -134635.20 0.01 -134222.54 0.08 -134257.62 0.06 -132982.95 OPT -133350.76 0.10 -133621.10 0.07
insurance 1000 27 -13909.80 OPT -14041.68 0.06 -13958.87 0.03 -13887.35 OPT -14087.66 0.07 -13949.84 0.05
insurance 100 27 -1688.34 OPT -1688.34 0.02 -1688.34 0.00 -1686.23 OPT -1686.23 OPT -1686.23 OPT
kredit NA 18 -16695.67 OPT -16695.67 OPT -16695.67 OPT -16695.67 OPT -16695.67 OPT -16695.67 OPT



Table 6.4: Results for all tests using the root graph formulation for bounding the treewidth. The numbers k = 2, 3 denotes an upper bound for the treewidth in the
test, n denotes the number of variables in the Bayesian network, Samples denotes the number of observations used to generate the set of local scores and
Name denotes the Bayesian network considered. Score is the BDe score of the incumbent solution when the solver terminates and Gap denotes the MIP
gap at the time of termination. An ’-’ under Score and Gap means that the solver ran out of memory before an incumbent solution and upper bound
could be found and OPT under Gap denotes that the solution was proven optimal.

Dataset Result

k = 2 k = 3

cl,rg co,rg do,rg cl,rg co,rg do,rg

Name Samples n Score Gap Score Gap Score Gap Score Gap Score Gap Score Gap

Mildew 10000 35 -407643.89 OPT -407821.41 0.02 -407643.89 0.01 -407643.89 OPT -408335.21 0.02 -408335.21 0.01
Mildew 1000 35 -47102.33 OPT -47102.33 0.00 -47102.33 OPT -47102.33 OPT -47102.33 0.00 -47102.33 OPT
Mildew 100 35 -5936.32 0.03 -5936.32 0.04 -5936.32 0.04 -5732.19 0.00 -5765.34 0.02 -5756.47 0.01
Water 10000 32 -128952.45 0.00 -129057.11 0.06 -129023.20 0.00 -128785.13 0.00 -128977.25 0.06 -128833.35 0.00
Water 1000 32 -13267.98 0.00 -13275.98 0.02 -13265.12 0.00 -13262.34 OPT -13265.21 0.03 -13262.60 0.00
Water 100 32 -1501.75 0.00 -1501.74 0.00 -1501.67 0.00 -1500.97 OPT -1501.30 0.01 -1501.02 0.00
alarm 10000 37 -105780.56 0.02 -106607.95 0.17 -106154.21 0.15 -106014.52 0.02 -106305.84 0.21 -105690.67 0.16
alarm 1000 37 -11291.56 0.01 -11300.83 0.13 -11320.01 0.09 -11249.68 0.00 -11310.81 0.16 -11376.26 0.11
alarm 100 37 -1372.40 0.01 -1375.44 0.09 -1380.19 0.07 -1406.99 0.04 -1397.36 0.13 -1394.53 0.09
asia 10000 8 -22466.40 OPT -22466.40 OPT -22466.40 OPT -22466.40 OPT -22466.40 0.05 -22466.40 OPT
aisa 1000 8 -2318.65 OPT -2318.65 OPT -2318.65 OPT -2317.41 OPT -2317.41 OPT -2317.41 OPT
asia 100 8 -245.64 OPT -245.64 OPT -245.64 OPT -245.64 OPT -245.64 OPT -245.64 OPT
carpo 10000 60 -181665.30 0.07 -182820.16 0.12 -188450.50 0.14 -175316.75 0.10 -175316.75 0.08 -175049.81 0.08
carpo 1000 60 -18234.99 0.03 -17980.31 0.07 -18164.54 0.08 -17924.56 0.06 -18372.51 0.10 -18442.85 0.10
carpo 100 60 -2015.04 0.08 -1952.87 0.11 -2065.56 0.16 -1999.36 0.09 -2048.10 0.17 -2103.43 0.19
hailfinder 10000 56 -501162.24 0.02 -499760.17 0.07 -501578.24 0.06 -500151.96 0.02 -499404.45 0.09 -501083.28 0.08
hailfinder 1000 56 -52473.96 0.00 -52566.62 0.05 -52555.23 0.06 -52600.79 0.01 -52578.37 0.07 -52625.71 0.06
hailfinder 100 56 -6021.27 OPT -6023.81 0.03 -6023.18 0.04 -6019.47 OPT -6022.12 0.05 -6021.12 0.04
insurance 10000 27 -137959.11 0.04 -136973.11 0.09 -135212.62 0.05 -135761.11 0.02 -135330.10 0.11 -134945.61 0.08
insurance 1000 27 -13984.54 0.01 -14038.37 0.06 -14035.32 0.04 -13915.70 0.00 -14019.53 0.07 -13933.29 0.03
insurance 100 27 -1695.27 0.00 -1698.15 0.03 -1695.28 0.00 -1687.68 0.00 -1695.23 0.03 -1687.68 0.00
kredit NA 18 -16695.67 OPT -16695.67 OPT -16695.67 OPT -16695.67 OPT -16695.67 OPT -16695.67 OPT



Table 6.5: Results for all tests using the tree drawing formulation for bounding the treewidth. The numbers k = 2, 3 denotes an upper bound for the treewidth in
the test, n denotes the number of variables in the Bayesian network, Samples denotes the number of observations used to generate the set of local scores
and Name denotes the Bayesian network considered. Score is the BDe score of the incumbent solution when the solver terminates and Gap denotes the
MIP gap at the time of termination. An ’-’ under Score and Gap means that the solver ran out of memory before an incumbent solution and upper bound
could be found and OPT under Gap denotes that the solution was proven optimal.

Dataset Result

k = 2 k = 3

cl,td co,td do,td cl,td co,td do,td

Name Samples n Score Gap Score Gap Score Gap Score Gap Score Gap Score Gap

Mildew 10000 35 - - - - - - - - - - - -
Mildew 1000 35 - - - - - - -60888.70 0.24 - - - -
Mildew 100 35 - - - - - - - - - - - -
Water 10000 32 - - - - - - - - - - - -
Water 1000 32 - - - - - - - - - - - -
Water 100 32 - - - - - - - - - - - -
alarm 10000 37 - - - - - - - - - - - -
alarm 1000 37 - - - - - - - - - - - -
alarm 100 37 - - - - - - - - - - - -
asia 10000 8 -22466.40 OPT -22466.40 0.07 -22480.08 0.09 -22466.40 OPT -22468.53 0.04 -22660.67 0.09
aisa 1000 8 -2318.65 0.00 -2318.65 0.00 -2512.58 0.14 -2317.41 OPT -2317.41 OPT -2336.50 0.08
asia 100 8 -245.64 OPT -245.64 OPT -245.64 0.07 -245.64 OPT -245.64 OPT -245.64 OPT
carpo 10000 60 - - - - - - - - - - - -
carpo 1000 60 - - - - - - - - - - - -
carpo 100 60 - - - - - - - - - - - -
hailfinder 10000 56 - - - - - - - - - - - -
hailfinder 1000 56 - - - - - - - - - - - -
hailfinder 100 56 - - - - - - - - - - - -
insurance 10000 27 - - - - - - - - - - - -
insurance 1000 27 - - - - - - - - - - - -
insurance 100 27 - - - - - - - - - - - -
kredit NA 18 -16695.67 OPT -16695.67 OPT -16695.67 0.00 -16695.67 OPT -16695.67 OPT -16695.67 OPT



6.4 Comparison Between Heuristics

Recall that three different heuristics were used in the implementation as described in Section
5.3. In order to analyze if the different heuristics gave incumbent solutions, the number of times
each heuristic gave a feasible solution with an objective value higher than the current incumbent
solution was counted. This is presented in Table 6.6 as a percentage of the total number of times
any heuristic returned a solution with objective value higher than the incumbent value. The data
in Table 6.6 is also divided into the different formulations in order to determine if any heuristic
was significantly better for any formulation. This could not be concluded.

Table 6.6: Amount of times a heuristic gave a value higher than the incumbent value as a percentage
of total times any heuristic scored higher than the incumbent value.

Heuristics Percentages by formulation

Type cl,eo co,eo do,eo cl,rg co,rg do,rg cl,td co,td do,td Total

type I 42% 45% 59% 50% 52% 42% 37% 15% 18% 46%
type II 49% 51% 35% 46% 43% 57% 51% 83% 65% 48%
type III 9% 4% 6% 5% 5% 2% 12% 2% 18% 6%

From the table, it is clear that the type I and type II heuristics more often return solutions
with a higher value than the incumbent solution. The type III heuristic however often return
solutions very distinct from the type I and type II heuristic which often return similar solutions.
This proves useful as in some cases, good feasible solutions are missed by the type I and type II
heuristics.
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Chapter 7

Conclusions

7.1 Performance of the Implementations

The results presented in Chapter 6 indicate that the two best formulations for learning the
structure of Bayesian networks with bounded treewidth of the formulations considered is the
cl,eo and cl,rg formulations.That is using cluster constraints for acyclicity and the elimination
ordering or root graph formulation for bounding the treewidth. Furthermore, as there is no clear
winner between them, using both formulations could be useful in practice.

It is concluded that the heuristics improves the performance and furthermore, even more heuris-
tics for finding feasible solutions of high value could improve the performance. This is concluded
as examples indicate that for some tests the bottleneck for the solver was finding the optimal
solution rather than lowering the upper bound.

7.2 Future Research

Possible future research on the subject include implementing other heuristics to find the solutions
which were not found using the heuristics considered in this thesis. Furthermore, it is of interest
to implement the tree drawing formulation in other ways, possibly by using the method of cutting
planes to determine if it could work in that case.

The data sets considered in this thesis were quite small, it could be interesting to test the
formulations on larger data sets. This could give other conclusions on performance and perhaps
show a clear winner. Furthermore, by running tests on more data sets, it could be possible to
identify clear winners for data sets of different attributes, e.g., a high or low number of potential
parent sets compared to the number of variables or a bigger or smaller difference in the optimal
structure depending on the bound on the treewidth.

Finally, it is of interest to study how well structures of bounded treewidth represents the true
distributions. This could be done with empirical studies on a large number of Bayesian networks.
Some work has be done on this already by e.g., Beygelzimer and Rish [33] but more extensive
studies have not yet been done.
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