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Abstract
Motivation: The advent of clinical exome sequencing will require new tools to handle 

coverage data and making it relevant to clinicians. That means genes over targets, smart 

software over BED-files, and full stack, automated solutions from BAM-files to genetic test 

report. Fresh ideas can also provide new insights into the factors that cause certain regions 

of the exome to receive poor coverage.

Results: A novel coverage analysis tool for analyzing clinical exome sequencing data has been 

developed. Named Chanjo, it’s capable of converting between different elements such as 

targets and exons, supports custom annotations, and provides powerful statistics and 

plotting options.  A coverage investigation using Chanjo linked both extreme GC content and 

low sequence complexity to poor coverage. High bait density was shown to increase 

reliability of exome capture but not improve coverage of regions that had already proven 

tricky. To improve coverage of especially very G+C rich regions, developing new ways to 

amplify rather than enrich DNA will likely make the biggest difference.

Availability: The source code for Chanjo is freely available at https://github.com/

robinandeer/chanjo.
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Abbreviations

MPS Massive Parallel Sequencing, 2nd generation DNA sequencing.

WGS Whole Genome Sequencing

WES Whole Exome Sequencing

SNV Single Nucleotide variant

ASSvX Agilent SureSelect v.X

NSCvX NimbleGen SeqCap EZ Exome v.X

Genetic elements Genes, transcripts, and exons.

Capture elements Targets and baits.
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Background
A brief history of DNA sequencing
It took 80 years to makes sense of Friedrich Miescher’s mysterious discovery in the mid 19th 

century. After the double helix structure of DNA was proposed, another 20 years passed 

before Frederick Sanger introduced the current gold standard in DNA sequencing. Full scale 

genomics was born when massive parallel sequencing (MPS) was commercialized during 

the 2000’s with vastly reduced cost per sequenced base. In 2012 an application of MPS, 

whole exome sequencing (WES), was reported for diagnostic use for the first time. The 

result was both cheaper and faster results compared to classical Sanger sequencing 

(European Society of Human Genetics 2012).

Why diagnose Mendelian disorders by MPS?
Sequencing identifies Mendelian disorders early in life and before symptoms emerge, 

eliminates exhaustive biomolecular tests and enables life-saving procedures (Vasta et al. 

2009).

There’s a lack of widely accepted diagnostic criteria or testing guidelines to diagnose 

Mendelian disorders (Vasta et al. 2009). This is the foremost reason why clinical 

sequencing needs to be considered. Take for instance Leigh syndrome, a 

neurodegenerative disorder caused by one of many possible mutations in range of 

possible genes (Vasta et al. 2009). The only way to be perfectly sure which “version” of the 

disease an individual is suffering from is to determine the full sequence of all implicated 

genes.

There are about 7000 known Mendelian disorders. Although individually rare, they still 

represent a significant combined disease burden on society (Ku et al. 2011). These hard-to-

diagnose patients remain in the medical system for many years while participating in all 

kinds of molecular tests. Anna Wedell is a physician and professor of medical genetics at 
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Karolinska Institutet. She lists the following reasons for the importance of finding the 

causative mutation (Wedell 2013):

‣ Treatment options: Leigh syndrome, for example, is currently treatable for a few 

known mutations where high doses of thiamine and/or biotin can alleviate 

symptoms (Gerards et al. 2013).

‣ Genetic counseling: informing parents of the risks involved in future pregnancies 

and offering prenatal diagnostics.

‣ Exclusion from further tests: desirable for everyone involved in terms of various 

investments, such as cost and time.

‣ Knowledge: knowing the cause of the disorder is a viable reason alone for the 

families. For society it means a greater understanding of the mutation and genes 

involved as well as being able to diagnose future cases more swiftly.

Sanger sequencing each interesting gene, one at a time, is too expensive and time 

consuming to be clinically relevant (Gerards et al. 2013). Fortunately, the cost of MPS is on 

a steep decline. Between 2005-2011, due to widening availability, the cost of MPS dropped 

by four orders of magnitude over traditional Sanger sequencing (Bamshad et al. 2011).

What is whole exome sequencing?
WES limits the extent of sequencing to only the exonic parts of the genome, or about 1%. 

It can be divided into five general steps.

1. Sample preparation is performed by fragmenting genomic DNA, in most cases 

adding adaptors, and amplifying adaptor-fragments through PCR.

2. Exome enrichment through hybridization of capture probes (baits, see Appendix 

2: Definitions) to exonic regions of the genome.

3. Amplification/Library preparation through PCR. In the case of Illumina, bridge 

amplification is used to amplify the exome fragment library into monoclonal 

clusters on a flow cell.

4. Sequencing by synthesis whereby one base from each cluster is read in parallel by 

incorporation of fluorescent nucleotides, which can be imaged.

5. In silico alignment to a reference genome of the reads produced in step 4.
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More detailed information can be found in the Illumina (Illumina 2008) and Agilent 

(Agilent 2013) protocols.

Why whole exome sequencing (WES)?
Many false positives can be avoided in WES by affording higher coverage compared to whole 

genome sequencing (WGS). Also since the causative variant is most probably included in the 

exonic parts of the genome, WES it the best choice for studying Mendelian disorders.

A recurring problem in MPS continues to be the handling and making sense of the 

massive amounts of generated data. High noise levels prevent swift identification of the 

rare interesting variants among the flood of false positives often encountered with the 

MPS approach. This is mainly a result of short read mapping and sequencing errors (Zhi 

and Rui Chen 2012). The false positive rate for Illumina HiSeq, whose products have been 

used to generate the data analyzed in this report, can be estimated to about 0.5% at a 

mean X coverage of 15X (Quail et al. 2012).

Let’s perform a calculation. Oscar suffers from a rare genetic disorder that has proven 

difficult to diagnose through molecular testing. His exome is sequenced at 15X mean read 

depth. 20,000 variants compared to the human reference are eventually identified. With a 

false positive rate of 0.5% we would be looking at ~100 false mutations. The likelihood of 

more than a few of them getting caught in a “common SNP”-filter appears very small as 

they are assumed to be random across the exome. The analysis of Oscar’s 20,000 variants 

would at this point be reduced to at most 100 - and only one represents the true causative 

mutation. 

The needle in a haystack metaphor grows stronger when we consider WGS with roughly 

100 times more bases to cover. The same WGS analysis as above would entail a search for a 

single causative variant among 10,000 false positives.

Currently, exome sequencing provides multiple significant advantages over WGS:

1. Given a causative mutation within the exome, it is easier to find in a relatively 

small exonic dataset.
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2. WES is able to detect additional single nucleotide variants (SNVs) that are missed 

in WGS due to generally lower coverage compared to WES (Clark et al. 2011). 

3. WES is estimated to reduce the cost of finding exonic mutations by 10-20 times 

compared to WGS (Choi et al. 2009).

4. A high degree of coverage can be afforded, giving fewer false positives and 

increasing confidence of variant calling (Drmanac et al. 2013).

5. Lower cost enables multiple individuals to be sequenced, which simplifies the 

downstream analysis, in particular the identification of false positives.

Just as importantly, the exome, or coding regions of the genome, is estimated to contain 

about 85% of mutations that cause Mendelian disorders (Choi et al. 2009). This has made 

exome sequencing a powerful tool for finding disease-causing genes when conventional 

tools fail or take too long time (Bamshad et al. 2011). In fact, WES has come far enough 

that it currently often leads to identifying the causative variant for Mendelian disorders 

(Biesecker et al. 2011).

What is coverage?
There are basically three types of coverage metrics that aid in answering different quality 

related questions in sequencing.

X coverage or depth of coverage is the most common coverage metric. When talking 

about a single position, it simply means the read depth or how many times the base has 

been uniquely interrogated. As for a set of bases, such as a target region (see Appendix 2: 

Definitions), it represents the average read depth across the given interval.

% coverage or breadth of coverage represents to what degree a given sequence has been 

covered at a given read depth. A cutoff for acceptable variant calling can e.g. be set at 30x 

read depth. % coverage then tells us what ratio of a sequence that passes our quality 

cutoff.

Physical coverage is important for reliably calling structural variations, which is a well-

known shortcoming of WES. Physical coverage will not be explained in greater detail 

since it has not been considered in this report.
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Why is coverage important?
In many ways, the depth of coverage at any given position determines the confidence of a 

single consensus variant call after alignment of the reads. High coverage can be used to 

distinguish and discard random sequencing and alignment errors (Ku et al. 2011). The 

opposite is also true; disease-causing variants can likewise be missed (false negatives) due 

to poor coverage (Zhi and Rui Chen 2012). High coverage is further important to make 

sure both alleles are sufficiently sampled (Turner et al. 2009).

Currently used tools
Initial processing of raw coverage data encoded in BAM-alignments is already possible 

through widely used and robust software like BEDTools (Quinlan and Hall 2010) and 

PicardTools (PicardTools 2009). The output files often detail the number of reads per base. 

Further processing is needed to make sense of this data, however. This is where manual 

intervention or in-house scripts take over without widely used, open source alternatives 

apart from the few visual genome browser options. The latter can work great for 

visualization, but lack the capability to manipulate the data further and generate custom 

statistics e.g. to go into a genetic test report.

A compound heterozygote disorder makes a useful illustration (see Figure 1) of why 

proper coverage annotations and tools matter. Imagine two parents, Tim and Olga, 

together carriers of two different defective alleles of the PAH gene. One offspring, Trey, 

inherits both defective alleles and becomes affected by the rare deficiency disorder. After 

sequencing, only one heterozygous variant is called but his two healthy parents exclude a 

dominant inheritance model. The PAH variant ends up far down the list of all possible 

mutations since it doesn’t fit any classic genetic model. The problem is that a poorly 

covered region of the PAH gene hides the second companion mutation matching the 

autosomal recessive compound inheritance. The called variant would likely be discarded 

unless we had a simple way to interrogate the coverage across the rest of the gene and 

include or exclude the possibility of our companion mutation.
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Figure 1 - Illustration of a compound heterozygote case. The figure shows Trey’s two alleles of the 

PAH gene. The companion of the identified mutation is missed in an area of poor coverage.

Allele 1

Identified
mutation

Hidden 
companion mutation

Allele 2

Poor coverage!

Why do we need more than just mean coverage?
Perhaps as a result of lacking proper tools, research articles often reduce coverage to a 

single metric: X coverage across the genome/exome. A metric that is very useful in 

research settings since it gives a general feel for the quality of sequencing and how much 

of a given sequence is covered and to what depth. There is a relative tolerance for false 

positives in research as long as most of the data can be trusted. However, this is clinically 

not sufficient since any false positives or negatives leading to the wrong diagnosis can 

have detrimental effects for patients. Think of each interrogated exonic base as one of 

3,000,000 individual molecular tests where 30,000 eventually fails. Everything needs to be 

reported somehow, a simple average success rate is not enough.

This is why new tools are needed, tailored to clinical sequencing, rather than relying on 

old research software. Today, there is a missing gap between raw coverage data and very 

high-level abstractions such as the ubiquitous mean X coverage. Future software needs to 

connect clinically relevant abstractions such as genes and transcripts to bioinformatically 

relevant dittos such as targets and depth and breadth of coverage.

Factors affecting coverage
To show the usefulness of a program such as the one described above it will be developed 

and used to analyze coverage across ~100 samples. Different exome capture kits from 

Roche NimbleGen and Agilent SureSelect have been used for enrichment. More specifically, a 

set of different parameters expected to affect coverage will be investigated. Another 

interesting idea is that some sequences can avoid capture entirely (Bamshad et al. 2011). If 
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such sequences are part of the studied capture kits they can make a great subset for 

understanding reasons behind poor coverage.

It’s unclear what previous researchers have looked at when it comes to factors possibly 

affecting coverage in WES. One exception is regions with very extreme GC content levels 

that have been shown to correlate with poor coverage in exome sequencing (Benita et al. 

2003; Choi et al. 2009). For each step in the generalized exome sequencing protocol 

describe above, these are the parameters that will be the focus of the investigation.

Enrichment
Overall, NimbleGen and Agilent conform to very similar in-solution based protocols for 

exome capture. The main difference is the bait design. Agilent SureSelect uses 120bp long 

RNA baits whereas NimbleGen uses variable length, 60- to 90-bp, DNA baits (Sulonen et al. 

2011). NimbleGen has a higher density of tiled baits than Agilent (Clark et al. 2011) whereas 

the latter relies on longer and more unique baits to capture exons.

Hybridization of capture baits to genomic DNA fragments can be affected by GC content 

(Clark et al. 2011). Extreme levels of GC content will correlate with low sequence 

complexity (see Appendix 2: Definitions). Such regions are more difficult to design unique 

baits against which could affect the success of hybridization.

Amplification
Both high and low GC content affects the performance of early steps in PCR and yields 

lower amplification and subsequently relatively poor coverage for such regions (Clark et 

al. 2011). This is the most often reported factor affecting coverage.

Sequencing
Regions of low sequence complexity have a “highly biased distribution of 

nucleotides” (Morgulis et al. 2006). Homopolymers as one example have been indicated to 

complicate lllumina sequencing in a ongoing in-house (SciLifeLab) project. Illumina has 

also been shown to introduce up to 2% false indels in homopolymers (Minoche et al. 2011). 

Further, G+C rich regions can be suppressed in Illumina sequencing due to the high 

density of clusters on the flow cell (Aird et al. 2011). 
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Alignment
Reads with low sequence complexity have a greater risk of aligning to multiple places in 

the genome. Therefore, low complexity regions can be harder to confidently and uniquely 

align. This can also results in lower coverage for such regions.

My theses
Coverage analysis software can be built to meet the tailored needs of clinical exome 

sequencing:

1. Continuous evaluation of sequence coverage and seamless ability to link it to any 

genomic feature of interest.

2. Ability to identify factors affecting coverage to improve knowledge and handling of 

poorly covered regions.

3. Providing intuitive ways to report and visualize coverage that can be easily 

understood and shared with non-bioinformaticians.

The secondary part of the thesis is focused on factors affecting coverage. GC content, 

sequence similarity, and sequence complexity are all expected to lower the chance of any 

given interval receiving good coverage. However, given high enough bait redundancy (see 

Appendix 2: Definitions) this can be effectively counteracted.
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Results
Software development
A two part solution to coverage analysis has been developed: Chanjo and Dawa. Chanjo 

does a lot of the heavy lifting such as setting up relationships between elements and 

annotating calculated and custom attributes. Access is provided through a command line 

interface and output is a set of related CSV files that can be readily imported by the 

second module. Dawa handles statistical analysis and in the future also generation of 

genetic test reports. It relies heavily on the pandas (McKinney 2013) library and sets up an 

in-memory SQL-like database to keep track of element relationships.

Quick facts
Table 1 - Basic facts of the developed coverage analysis software, Chanjo.

Language support Python 2.7x

Dependencies pandas, BEDTools, Blat (soft), DustMasker (soft)

Input BED (extended)

Output CSV, JSON (test report)

Website/Manual http://chanjo.herokuapp.com/

License MIT

Source code https://github.com/robinandeer/chanjo

Highlights
1. Intelligent ability to convert between related elements. A poorly covered target is 

easily put into its gene/transcript/exon context.

2. Custom element annotations, e.g. GC content, sequence complexity.

3. Powerful statistics and plotting capabilities through pandas.
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4. The ambition of a full stack solution from BEDTools output to printable genetic test 

report.

5. Database agnostic. Provide your own elements.

Investigation of coverage
The coverage investigation has focused on targets (see Appendix 2: Definitions) since they 

have the most detailed coverage annotations, specifically mean X coverage. Unless 

otherwise mentioned, the results below are based on 70 samples sequenced with ASSv4. 

An overview of what the coverage looks like for all targets in ASSv4 can be seen in Figure 

2 and a summary of the data in Table 2.

Table 2 - 95% confidence intervals for coverage statistics of all ASSv4 targets.

Mean X coverage Mean 1x % coverage Mean 10x % coverage

All

1000 most successful

1000 least successful

204.8 - 205.4 99.81- 99.82 98.92 - 98.95

909.2 - 942.4 99.96 - 99.97 99.78 - 99.82

9.9 - 10.2 85.02 - 86.16 37.30 - 38.70

Figure 2 - Histogram of mean X coverage for all ASSv4 targets.
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Interpretation
From 1x/10x % coverage it’s clear that almost every single target is covered to completion 

across the 70 samples sequenced using ASSv4 (see Table 2). The mean X coverage across 

all samples of ~205x shows that the samples were sequenced to very high read depths. To 

compare, 100x is quoted as a reference value for sufficient mean X coverage in clinical 

exome sequencing (Kota et al.). Only 471/185,410 targets had a mean X coverage of less 

than 10x.

The 1000 targets with the lowest (failed targets) vs. highest mean X coverage (successful 

targets) have been selected for further study. Clearly the three groups in Table 2 are very 

different. Even with the large degree of variation (see Figure 2), they are all statistically 

significantly different at the 95% confidence level in terms of all metrics. The difference 

between all targets and successful targets for % coverage is marginal, however.

Conclusions
1. It seems that most regions of the exome can be reliably captured given enough 

sequencing depth.

2. The extreme target groups are good representations of regions of the exome that 

are easily versus difficulty captured.

GC content
GC content was the only parameter that was known from before to negatively affect 

coverage. It was also the factor that stood out most in the investigated data.

Table 3 - 95% confidence intervals of mean GC content for three groups of studied targets.

All targets Successful targets Failed targets

All 47.39 - 47.44 52.51 - 52.92 56.06 - 57.47
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Figure 3 - Normalized GC content histogram. Three groups of targets are overlaid to enable 

comparison of distributions. Grey: all ASSv4 targets. Green: 1000 targets with the highest coverage. 

Red: 1000 targets with the lowest coverage. 

Interpretation

According to Table 3, both successful and failed targets have higher GC content than all 

targets. In Figure 3 All targets are split into two distributions around 40% and 58% GC 

content respectively. Successful targets show a normal distribution around 53% with 

relatively small spread. Very few successful targets are found <35% and >70%. Failed targets 

show a great deal of variation. Two main peaks stand out on either side of the successful 

targets at about 25% and 78% respectively. N.B. The odd peak at 40% GC content are made 

up of 40 failed targets. No conclusive difference could be shown between this group and the 

failed targets in general. 

Conclusions

1. Extreme ratios of GC content prevent very successful targets.

2. A disproportionate amount of targets fail at extreme GC content values.
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Figure 4 - Normalized histogram of mean X coverage for three groups of targets: all targets and the 

1000 with the highest as well as lowest GC content.

Interpretation and conclusion
Targets with extreme GC content in Figure 4 are more commonly found at low mean X 

coverage than expected. Extreme levels of GC content clearly enrich for poorly covered 

targets, especially ones with high GC content.

Sequence complexity
Sequence complexity turns out to be quite interesting in predicting the success of exome 

sequencing.

Table 4 - 95% confidence intervals of mean % low complexity for three studied groups of targets.

All targets Successful targets Failed targets

% low complexity 
regions 2.06 - 2.09 2.95 - 3.56 25.49 - 27.31
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Figure 5 - Normalized histogram of % low complexity (Appendix 2: Definitions) regions of three 

groups of targets. The plot is cut off at a normed count of 5. The full plot can be found in Appendix 1. 

For all three groups, the majority of targets completely lack low complexity regions (0%).

Interpretation

The mean % low complexity for failed targets is significantly higher than both other target 

groups (see Table 4). As seen in Figure 5 there is significant variation in % low complexity 

for all groups, especially for failed targets. Successful targets exhibit some variation from 

0-50%. However, for almost all levels of sequence complexity above 0%, failed targets are 

overrepresented. At very high % complexity, this trend is quite undeniable. Failed targets 

are more common at these ratios of low complexity. Note, however, that targets of any 

complexity fail and the majority of failed targets are still void of low complexity regions 

(0%, see Figure 16 in Appendix 1).

Conclusions

1. Some low complexity regions are tolerated without affecting coverage.

2. Targets above 10% low complexity fail at a higher rate than other targets.

3. Complexity can only explain a small part of targets with poor coverage.
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Figure 6 - Normalized histogram of mean X coverage for three groups of targets: all targets (grey), the 

1000 targets with highest % low complexity (cyan), and all targets with 0% low complexity (>>1000, 

magenta). N.B. the distributions for All targets and 0% low complexity almost completely overlap.

Interpretation

Targets with 0% low complexity make up the bulk of all targets and resemble all targets in 

the distribution in Figure 6. Targets with the highest ratio of low complexity are 

overrepresented at low mean X coverage values. Still, apart from very high mean X 

coverage, they show up across a wide range of mean X coverage levels.

Conclusion

Targets with high ratio of low complexity regions fail more often than other targets.
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Figure 7 - Normalized histogram comparing distribution of GC content for two groups: 1000 targets 

with the highest % low complexity regions (cyan) and targets with 0% low complexity (magenta).

Interpretation
A large group of targets with the highest ratio of low complexity form a peak around 80% GC 

content in Figure 7. The complementary peak at low GC content is indicated but not very 

obvious.

Conclusion
Part of the reason behind poor coverage for targets with high ratio of low complexity 

could be explained by the correlation to very high GC content, known to cause poor 

coverage.
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Figure 8 - Normalized mean X coverage histogram for all targets (grey) and targets with high % low 

complexity and normal GC content (magenta).

Interpretation and conclusion
Figure 8 shows that low complexity targets with non-extreme GC content (40-60%) still get 

lower mean X coverage compared to all targets. Sequence complexity can therefore still 

independently affect target coverage.

Bait redundancy
Given that bait redundancy (see Appendix 2: Definitions) is a major way for capture kit 

providers to improve coverage it’s interesting to note that the highest value for a single 

target in ASSv4 was found to be no more than ~270%.

Table 5 - 95% confidence intervals of bait redundancy for investigated target groups.

All targets Successful targets Failed targets

Bait redundancy [%] 125.55 - 125.61 128.49 - 129.22 113.37 - 114.29
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Figure 9 - Normalized bait redundancy histogram comparing three groups of targets: all targets 
(grey), 1000 most successful targets (green), 1000 least successful targets (failed, red).

Interpretation

Mean bait redundancy is not very different between the highlighted groups of targets (see 

Table 5). However, the distribution in Figure 9 is again more informative. Successful targets 

have a similar distribution to all targets. Failed targets differ in one sense from the other 

groups; it has a much higher ratio with only 100% bait redundancy or one layer of baits.

Conclusions

1. Tiling a single layer of baits appears less reliable compared to overlapping baits.

2. Although 100% bait redundancy is far from a guarantee for failure, it doesn’t 

provide reliable coverage for all regions of the exome.

3. Extreme bait redundancy is not necessary to get very high mean X coverage.
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Coverage performance of isolated baits
99.3% of targets with 100% bait redundancy only correspond to a single bait. These targets 

are as long as any one of the ASSv4 baits or 120bp long. The coverage performance of the 

targets is visualized below.

Figure 10 - Normalized mean X coverage histogram showing all targets (grey) and 120bp targets 
(yellow).

Interpretation and conclusion

From Figure 10, targets consisting of only 1 bait (120bp long) appear less reliably captured 

at high mean X coverage compared to targets with more than a single layer of tiled baits.

Uniqueness
Not much faith is placed in the scoring of sequence uniqueness (see Appendix 2: 

Definitions), which never made the top of the priority list due to time restraints. Because 

the metric is not as solid as it should be, I refrain from drawing any conclusions regarding 

uniqueness and coverage.
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Exons
N.B. Only exons with some potential coverage (see Appendix 2: Definitions) and not 

mapping to chromosome Y are considered in the following statistics.

Are some exons poorly covered across all capture kits?
The major benefit of using Chanjo is the built in logic of how different elements relate. To 

illustrate this, let’s finish with a small investigation of exons receiving poor coverage 

across all tested capture kits. 1000 exons from each capture kit were selected for being the 

least successful in terms of mean 1x % coverage. The result is summarized in the Venn 

diagram in Figure 12.

Figure 12 - Edwards Venn diagram intersecting the 1000 most poorly exons from all four studied 
capture kits. Note that for ASSv4, it was only possible to select the 1185 most poorly covered exon. 
72 exons in total was part of the most poorly covered exons across all kits.
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Interpretation and conclusion

72 exons are among the most poorly covered exons across all capture kits (see Figure 12). 

Many failed exons are shared between ASSv2 and ASSv3 whereas many failed exons are 

unique to ASSv4. To conclude, some regions of the exome seem very difficult to capture, 

no matter the method used.
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Table 6 - Summary of coverage and GC content in ASSv4 for all exons and 72 failed exons across all 
capture kits.

All exons (ASSv4) 72 failed exons (ASSv4)

Successful 1x % coverage

GC content

99.9 ± 0.8 89.0 ± 7.7

50.9 ± 10.9 73.2 ± 11.3

A summary of the 72 exons from Figure 12 that were more or less failed across all capture 

kits is shown in Table 6. GC content is considerably higher compared to all exons. To be 

able to study more parameters, Dawa can be used to convert the 72 exons to the 

corresponding 62 intersecting targets in ASSv4.

Table 7 - Summary of statistics for the 62 ASSv4 targets intersecting with the 72 failed exons that 
shows up in all investigated capture kits.

All targets (ASSv4) 62 targets  (ASSv4)

Mean X coverage

GC content

% low complexity regions

Bait redundancy [%]

204.78 - 205.40 10.56 - 15.75

47.39 - 47.44 78.70 - 79.65

2.06 - 2.09 28.63 - 34.63

125.55 - 125.61 123.44 - 126.86

Interpretation

The high mean CG content for the 62 targets stands out even more clearly than at the exon 

level (see Table 7). In fact, the minimum GC content value is no lower than 67%. % low 

complexity is much higher for the 62 targets and with considerably larger variation 

compared to all targets. As seen before, bait redundancy is about the same for both groups.

Conclusion

The exclusively high GC content levels are further evidence that these regions are the 

hardest to capture, independent of enrichment approach.
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Table 9 - Bait redundancy for all investigated capture kits for the 62 targets mapping to the 72  exons.

NSCv2 ASSv2 ASSv3 ASSv4

Bait redundancy 
[%]

146.02- 155.10 101.46 - 103.23 102.54 - 106.64 123.44 - 126.86

Figure 13 - Normalized bait redundancy histogram for 4 different capture kits. The plot zoomed in on 
the x-axis between 1.0-2.0.

Interpretation and conclusion

Bait redundancy between ASSv2 and ASSv3 is not significantly different (see Table 9) 

which means that Agilent didn’t increase the tiled baits to compensate for poor coverage. 

In the 4th iteration, however, a much lower ratio of targets have only a single layer of 

baits or bait redundancy ~100% (see Figure Figure 13). NimbleGen tends to tile more baits 

to all regions by default and these poorly covered exonic regions are no different. 

Therefore, tiling more baits towards certain difficult regions doesn’t guarantee reliable 

capture.
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Discussion
Where results are parsed and understanding is offered.

Software development

The biggest challenge
Chanjo enables extrapolations of coverage annotations from targets to exons and beyond.  

The kind of coverage input information that is available is very important. To for example 

determine mean X coverage for exons, it would required the read depth on a base instead 

of target level resolution. This is because, depending on which gene annotations are used, 

Ensembl in this case, targets will often intersect both exonic and intronic regions. It’s 

probably a trade secret how capture kit providers design and position baits but perhaps 

targets are more successful when baits are overlapping intronic regions rather than 

mapping 1:1 to a target exon. It’s worth noting that reads will indeed extend outside of 

the targets regions, so called spillover sequencing (see Appendix 2: Definitions). When this is 

taken into consideration, the effect of various bait designs will be more evident.

Lack of standardization
How should a gene be defined? Should all or only protein coding transcripts be 

considered? Can the same exon belong to multiple transcripts? A lot of basic questions 

like these had to be answered when building the software. The problem is that different 

people have different responses. It’s important to note that the conclusions drawn in this 

report are only valid for the definitions used (see Appendix 2: Definitions).

An extreme example of the lack of standardization is how to define a simple genomic 

interval. In fact, there are currently two standards. 1. The intuitive way of using 1-based 

start and end positions. 2. The UCSC standard (BED-format) which uses a 0-based start 

position and 1-based end position. This makes a lot of sense in a programming 

environment but is not very intuitive to humans. It quickly gets confusing when 

converting between file-formats and databases. It would be a lot simpler if the 
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conversions happened in the software and anything transparent to the user was kept as 

intuitive as possible.

Currently, rather than being opinionated, Chanjo tries to adapt to user preferences. One 

important feature is being database agnostic. The user is free to supply element 

coordinates and relationships from e.g. Ensembl, UCSC, or CCDS. The downside is that a lot 

of manual setup is required to prepare these input files. Much of the complexity of 

running Chanjo could be eliminated had there been a defined and agreed upon standard 

when it comes to genetic annotations. It’s one thing to be frustrated by imposed 

limitations but even worse if you never get the software working in the first place. 

Sacrificing flexibility to add powerful features and easy of use can be a worthwhile 

tradeoff. One consideration for the future would be to package a suggested standard set of 

required input files with the software itself.

Planned improvements
The next step will be to remedy the lack of detail in coverage input data (see Limitations 

below) by generalizing coverage information. Instead of mean coverage across targets, the 

idea is to get BEDTools to output BEDGraph files. They define continuous intervals of equal 

read depth and will enable Chanjo to e.g. dynamically set a coverage cutoff to calculate % 

coverage at any given read depth. Decoupling coverage from targets will also enable the 

new system to take spillover sequencing into account, which today is a big unknown.

Coverage investigation

Why focus the investigation on ASSv4 targets?
Basic coverage data has been generated for target intervals, excluding eventual reads that 

fall outside these regions, so called spillover sequencing. Non-target elements that are 

only partially covered by targets will therefore be significantly harder to compare when it 

comes to capture success. For these reasons, targets make the most interesting entry 

point to research coverage and have also been the focus. The majority of samples have 

been sequenced using ASSv4 (see Table 10) and this kit was chosen as the standard 

throughout the investigation to maximize statistical power.
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Table 10 - Summary of bait redundancy means and variation for investigated target groups.

ASSv4 ASSv3 ASSv2 NSCv2

70 20 6 8

Limitations

The main problem limiting what conclusions can be drawn from the data analysis is the 

lack of detail in the coverage annotations being generated as input to Chanjo. Only 

2.5‰ of the targets have a mean X coverage of less than 10x. With the amount of 

sequencing performed in clinical exome sequencing, 1x/10x % coverage are simply too 

low as cutoffs to reveal much about the sequencing quality. The result is that a set of 

successful elements (100% covered at 1x/10x) is too inclusive and diverse. The addition of 

mean X coverage made a big difference for targets but could unfortunately not be 

translated to other elements (see The biggest challenge above).

Analysis of extremes: 1000 vs. 1000

Two less heterogeneous sets of 1000 targets each were selected to represent failed and 

successful regions based on mean X coverage. The groups of targets were confirmed to 

score significantly different for coverage across all metrics (see Table 2). However, more 

importantly than very high read depths, the reliability of capturing bases at acceptable 

read depths is key in clinical sequencing (see Figure 14). One could argue, therefore, that 

% coverage would be a better measure of the success of a single target. However, the 

highest available cutoff (10x) is too lenient and inclusive to be more useful than mean X 

coverage in this scenario.

Figure 14 - Example of a failed element. Mean X coverage across the element suggests success, and 
so does % coverage at a too low cutoff. An appropriate cutoff, however, exposes the poor coverage.

Bait redundancy [%]

Unique sequence in the genome
High sequence complexity, free of low complexity regions
Non-extreme GC content

Non-unique sequence

P
ro

b
ab

ili
ty

 o
f s

u
cc

es
sf

u
l c

ov
er

ag
e 

 [%
]

Semi-extreme GC content

Very long sequence

205x

% 10x coverage 100%

% 100x coverage 50%

400x coverage 10x coverage

Mean X coverage

A failed target posing as a successful target

Allelic bias etc.

Target

GC richNormal

Baits

Reads

This bait hybradizes to 
one region but captures 
the entire target.

Fails due to GC

Mutation affecting only one transcript (protein coding)

Coverage here is not interesting!

We weren't able to cover the entire gene (but really we did cover all interesting exons)

28



GC content
GC content has consistently stood out as the most significant parameter affecting the 

resulting coverage. The best example is the mean X coverage distribution in Figure 3. The 

group of failed targets is very clearly separated into two distributions with more extreme 

GC content than the successful targets. Looking further at Figure 4, it especially seems to 

be difficult to get good coverage across regions of high GC content.

The reason behind poor coverage of G+C rich fragments is attributed their tendency to 

form complex secondary structures. This is a problem in PCR where hairpin loops can 

hinder or reduce the amplification (Frey et al. 2008). If the same secondary structures are 

formed during exome capture it’s easy to see how this could affect hybridization of baits 

and further increase the G+C bias.

PCR can be optimized for high GC content. Temperatures then need to be high enough to 

ensure proper strand separation and avoid formation of complex structures. However, A

+T rich fragments are also difficult to amplify. They have weaker interactions due to fewer 

hydrogen bonding opportunities. Lower, rather than higher, temperatures during PCR 

extension has been shown to improve amplification of such fragments (Su 1996). One 

interesting follow up experiment would be to test what difference it would make to 

introduce a GC content independent PCR polymerase in the amplification and/or PCR free 

sample preparation in the WES protocol.

Sequence complexity
High % low complexity clearly enrich for poorly covered targets as confirmed by Figure 6. 

There is, however, still a large variation in complexity among failed targets. Sequence 

complexity can therefore not account for differences in coverage alone. This is also 

supported by the fact that a majority of the failed targets completely lack low complexity 

regions. On the other hand, some very successful targets tolerate quite high % low 

complexity.

Sequence complexity most likely affects hybridization and sequencing the most. One 

possible reason for why targets with low sequence complexity would receive poor 

coverage could be the increased difficulty to design unique baits to these regions. If baits 

instead unspecifically enrich other parts of the genome, coverage would be expected to 
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decrease for the intended target. Off target enrichment has been estimated at about 13% 

for Agilent (Clark et al. 2011) which is a substantial amount of the total reads sequenced.

Disclaimer. These conclusions could also simply mean that the scoring isn’t representing 

complexity in the best way possible. E.g. all types of complexity have been treated as 

equal but might not affect coverage in the same way. E.g. homopolymers can’t directly be 

compared with repeat regions when it comes to the success rate of sequencing.

Sequence uniqueness
Agilent has never given up the idea that relatively long baits (120bp) are required to be 

sure the baits are uniquely binding to their intended regions in the genome. Agilent was 

still reported to have ~13% off target enrichment (Clark et al. 2011). This number can be 

thought of as stolen coverage potential from the intended target regions. Baits that are 

not unique to a single location in the genome will have a greater risk of hybridizing 

somewhere other than the intended target. The idea with the uniqueness score was to 

estimate how difficult it would be to design truly discriminatory baits to any given target. 

Unfortunately, time didn’t permit reworking the scoring scheme for uniqueness after it 

was discovered bee too loosely defined to be interpretable. A new proposed score will be 

developed in the future that can hopefully be normalized and made easy to understand 

and evaluate.

Bait redundancy
Varying bait redundancy was found to be less important for affecting target mean X 

coverage than expected. However, it still plays a significant role in the reliability of 

capturing targets at high coverage. An isolated bait without tiled sister-baits fail at a 

much higher rate than baits with overlap (see Figure 10). A reason behind this effect could 

be attributed to spillover sequencing. It’s hard to estimate the significance but it could 

work as backup coverage if a sister-bait fails in the hybridization step (see Figure 15). As 

the biggest difference between Agilent and NimbleGen is the size and density of baits, this 

could also explain NimbleGen’s superior capture accuracy mentioned under Background.
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Figure 15 - Backup coverage. Adjacent, “sister” baits, can cover for each other if one of them fails to 
capture its indented exonic interval. This leads to more reliable capture for the corresponding target.
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If a single layer of baits result in 100x coverage, a second layer of baits will not necessarily 

increase the coverage to 200x. At the same time, the most successful targets in ASSv4 

share a similar bait redundancy distribution as all targets combined (see Figure 9). This 

suggests that it’s more important which region of the genome that is captured rather than 

the density of tiled baits. Therefore, bait redundancy can’t be used as a variable to 

optimize coverage across all regions of the exome.

Comparing performance of different capture kits

In lack of better options, 1x % coverage was used to define 1000 failed exons from the four 

capture kits. Because of the lack of detail in the coverage annotation, the distinction 

between successful and failed exons was not expected to be as clear as for targets. The 

summary of the comparison in Figure 12 shows that 72 exons were found to be among the 

most poorly covered across all four capture kits. The conclusion drawn was that some 

regions in the exome are nearly impossible to capture.

With the help of the relationships set up in Chanjo and maintained in Dawa, 62 targets 

intersecting the 72 exon mentioned above could be studied further. The targets stood out 

by having very high mean GC content, which as discussed above mainly affects PCR. If 

hybridization really isn’t the issue, increasing bait redundancy would be a blunt attempt 

to improve coverage of these targets. Perhaps the capture kit providers can’t do much to 

improve the situation at all. With successful enrichment, it’s time to look into using e.g. 

PCR free sample preparation and/or GC content-independent PCR-polymerase to improve 

coverage further.

31



Conclusion
The developed software combination, Chanjo and Dawa, can be used to automatically 

generate data to be used in coverage analysis. The user is able to convert between any two 

given element classes, e.g. fetching all baits mapping to a certain gene. Given the time 

constraints, however, only two of the three overall goals for the software have currently 

been met. Automatic generation of genetic test reports stays as an important future 

feature addition.

The thesis regarding parameters affecting coverage held that a sufficiently high bait 

redundancy could be designed to secure the chances of getting good coverage across any 

given region of the exome. The results did not support this idea, however, since there 

were targets with especially very high GC content for which increasing bait redundancy 

doesn’t seem to improve coverage much at all. Instead the main effect of increasing bait 

redundancy above 100% seems to be improved reliability of capturing most targets at high 

coverage.

Extreme GC content stood out as the main reason behind targets receiving poor coverage. 

Also low sequence complexity was linked to poor coverage, although there is a logical 

overlap between these two groups. Because GC content mainly affects PCR amplification, 

we need to look beyond improved capture kits to further improve coverage of especially 

very G+C rich regions.
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Methods
How Chanjo and Dawa was built and used to analyze coverage.

Philosophy
The key idea behind Chanjo is awareness of genetic elements, both in terms of how they 

differ from each other and how they interrelate. The software is able to intelligently 

handle e.g. exons as continuous intervals separately from genes that represent 

overlapping exons and introns.

Overview & Workflow
The complete package spans analysis of pooled data for research based coverage analysis 

as well as the generation of raw data for genetic test reports. To make this possible 

without sacrificing maintainability, the program was split into two main modules: 

Chanjo; data generation and Dawa; data analysis and plotting.

Chanjo is aimed to be fully automated through a command line interface. Custom data is 

supported as long as it’s manually added to the correct exome elements.

Dawa will also be automatable for generating plots and statistics e.g. to go into a genetic 

test report. However, it’s designed to be flexible enough to allow for manual intervention 

when required. This is specifically important when trying to make sense of biases and 

confounding factors that might affect coverage.

Element representations
The software defines elements as genomic intervals with relevant relationships between 

them. Because genomics dynamically changes over time and to provide a choice of 

database, the input is completely user defined. Chanjo is database agnostic.
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Each element is modeled as an object in a logic hierarchy. The top level is one of the 24 

chromosomes or “sets of genes”. Each gene is a set of transcripts. Each transcript a set of 

non-overlapping exons. The exons are continuous intervals with unique start and end 

positions on a given chromosome. Capture kit elements relate by overlap to the parent 

elements. A target is coupled to each overlapping exon in a many-to-many relationship. 

The same is true between baits and targets.

Every object is able to hold static and computed properties. Examples could be GC content 

(static) or the number of tiled baits (computed). To make this as flexible as possible, the 

user is able to control which attributes gets added.

Input data
Chanjo uses a set of user supplied reference files defining intervals and relationships 

between different elements. These are supplied in BED-format. More detailed information 

can be found in the official online manual.

Importing coverage data
When it comes to coverage, the input used was limited to target regions, that is, regions 

expected to be covered as defined by the capture kit provider. Reads mapping outside of 

target regions have not be considered, even if they map to exons. The information is per 

individual, per target and contains:

‣ Average X coverage across the target

‣ Number of bases covered at 1x and 10x

‣ Positions lacking 1x coverage

Chanjo, being aware of intronic and exonic regions, uses the positions lacking 1x 

coverage when extrapolating coverage to other elements. Therefore, extrapolation from 

targets to exons is only reliable for 1x coverage. At 10x, it is not known which exonic 

bases are missed and which were successfully covered. The result is that targets are 

annotated with % coverage at 1x, 10x and mean X coverage. For all the genetic elements, 

only % coverage at 1x is annotated and used in downstream analysis.
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Bait redundancy
Bait redundancy represents the percentage of target bases that could potentially be 

covered by the corresponding baits. E.g. a bait redundancy of 200% means that two layers 

of baits could be tiled across the corresponding target interval. From the definition of 

targets, it follows that the lowest possible bait redundancy is 100%.

Complexity and Uniqueness
Apart from GC content, two additional custom annotations were added for each target. 

The first was sequence complexity. This was estimated by masking out and summing up 

low complexity regions from each target. The original BED-file containing target intervals 

was first converted to a FASTA equivalent using the Ensembl reference genome. DustMasker 

(Morgulis et al. 2006), one of the BLAST command line applications, was then used to do 

the actual masking using default parameters. The resulting output file contained intervals 

representing low complexity regions. These were simply summed up, base by base, and 

the ratio of low complexity bases to the total number of bases was used to score each 

target. The score is normalized between 0-1 and can be considered as the percentage low 

complexity regions that a given target contains. Specific types of low complexity, e.g. 

homopolymers, are not treated differently for any other types.

Combining hierarchy, plots and analysis
The generated data is exported by Chanjo to a number of CSV-files that should be stored 

in a single folder. Dawa can import the stored files directly and retain much of the logic 

with the help of the pandas library. It works by wrapping a set of DataFrames into a SQL-

like in-memory database. The wrapper then provides shortcuts to some of the most 

commonly used tasks filtering coverage data.

After some more extensive use of the wrapper, it became clear that obscuring the 

functionality already in pandas was highly undesirable. Therefore, the main idea behind 

this part of the package shifted slightly to become more of a one stop shop for filtering 

DataFrames and relying relationships rather than a full on wrapper. Statistics and plotting 

already has very good support in pandas. However, as much functionality is still retained 

to be able to automate the generation of genetic test reports.
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Plotting and report generation
The automation of plotting and statistical calculation that should be ready to go into a 

genetic test report is still to be completed. Since there is no standard for such a document 

in the clinic yet it will have to be quite flexible to allow for constantly altering requests. 

One idea would be to output the raw data in JSON-format and provide templates for 

customization.

Steps to analyze coverage
The software has been used to study coverage of exome sequencing using a few different 

capture kits of the brands Agilent SureSelect and Nimblegen SeqCap EZ Exome. The data was 

generated by Chanjo using the custom parameters; GC content (targets/exons), sequence 

uniqueness (targets), and sequence complexity (targets).

1. After importing the data into Dawa, the following steps were considered for the 

element classes.

2. Discard elements mapping to the Y-chromosome since both male and female 

samples are pooled. For genetic elements, keep only those with some level of 

potential coverage.

3. Any stand out linear correlations.

4. Variations of distributions in the form of histograms.

5. Comparing successful and failed elements, analysis of extremes.

6. Any stand out patterns/clusters in scatter plots. 6. Normalizing interesting 

parameters by e.g. bait redundancy.

7. Comparing coverage between capture kits.

Given the huge variation across all parameters, the idea was to start looking at highly 

successful targets compared to failed targets. Any difference between them was further 

investigated with more heterogeneous data.

Target coordinates naturally diverge between capture kit providers and kit versions. 

Because of the current naïve implementation, performance on the target level can’t be 

compared between kits directly. Instead, ASSv4 was selected as the only kit for figuring 

out biases in the dataset.
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Appendix 1: Full plots
Figure 16 - Full normalized histogram of % low complexity regions for three groups of targets: all 

targets (grey), failed targets (red) and successful targets (green).
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Appendix 2: Definitions

% low sequence complexity
The base pair ratio of any sequence that is masked out as low complexity by DustMasker. 

Look under Methods for for information.

Bait
A synthesized oligonucleotide (RNA/DNA) designed to hybridize to defined regions of the 

genome.

Bait redundancy
A representation of the density of tiled baits for a given interval e.g. a target. Bait 

redundancy is calculated as in Equation 1 and an example can be found in Figure 17.

Equation 1 - Generalized calculation of bait redundancy.

Figure 17 - Generalized calculation of bait

5 × 120 = 600 bp 240 bp

600 / 240 = 250%

Bait redundancy

Baits Targets

No lost coverage

When the resulting 1x % coverage of an element is the same as the potential coverage.

Potential coverage

Simply describes the percentage of bases of a genomic element (exon/transcript/gene) 

that is intersected by targets. Since spillover sequencing is not taken into account in this 
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analysis, potential coverage represents the theoretical maximum % coverage of any 

element.

Sequence uniqueness
A score reflecting how unique any given sequence is across the human reference genome. 

See Methods and Discussion for more information.

Spillover sequencing
Captured genomic DNA fragments during enrichment will extend beyond the target 

coordinates. A normal mean X coverage distribution is expected across a single bait as in 

Figure 15. Spillover sequencing represents any read data outside of the actual target 

regions.

Target
Imaginary unit formed as continuous genomic interval when merging overlapping or 

directly adjacent baits (see Figure 18).

Figure 18 - Illustration of the relationship between baits and targets.

Targets

Baits
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