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The increasing complexity and size of modern Cyber-Physical Systems (CPS)
has led to a sharp decline in productivity among CPS designers. Requirements
on safety aggravate this problem further, both by being difficult to ensure and
due to their high importance to the public.
Tools, or rather efforts to facilitate the automation of development processes, are a central ingredient in many of the proposed innovations to mitigate
this problem. Even though the safety-related implications of introducing automation in development processes have not been extensively studied, it is
known that automation has already had a large impact on operational systems. If tools are to play a part in mitigating the increase in safety-critical
CPS complexity, then their actual impact on CPS development, and thereby
the safety of the corresponding end products, must be sufficiently understood.
An survey of relevant research fields, such as system safety, software engineering and tool integration, is provided to facilitate the discussion on safetyrelated implications of tool usage. Based on the identification of industrial
safety standards as an important source of information and considering that
the risks posed by separate tools have been given considerable attention in
the transportation domain, several high-profile safety standards in this domain
have been surveyed. According to the surveyed standards, automation should
primarily be evaluated on its reliable execution of separate process steps independent of human operators. Automation that only supports the actions
of operators during CPS development is viewed as relatively inconsequential.
A conceptual model and a reference model have been created based on
the surveyed research fields. The former defines the entities and relationships
most relevant to safety-related risks associated with tool usage. The latter
describes aspects of tool integration and how these relate to each other. By
combining these models, a risk analysis could be performed and properties
of tool chains which need to be ensured to mitigate risk identified. Ten such
safety-related characteristics of tool chains are described.
These safety-related characteristics provide a systematic way to narrow
down what to look for with regard to tool usage and risk. The hypothesis that
a large set of factors related to tool usage may introduce risk could thus be
tested through an empirical study, which identified safety-related weaknesses
in support environments tied both to high and low levels of automation. The
conclusion is that a broader perspective, which includes more factors related
to tool usage than those considered by the surveyed standards, will be needed.
Three possible reasons to disregard such a broad perspective have been refuted, namely requirements on development processes enforced by the domain
of CPS itself, certain characteristics of safety-critical CPS and the possibility
to place trust in a proven, manual development process. After finding no
strong reason to keep a narrow perspective on tool usage, arguments are put
forward as to why the future evolution of support environments may actually
increase the importance of such a broad perspective.
Suggestions for how to update the mental models of the surveyed safety
standards, and other standards like them, are put forward based on this
identified need for a broader perspective.
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Den ökande komplexiteten och storleken på Cyber-Fysiska System (CPS) har
lett till att produktiviteten i utvecklingen av CPS har minskat kraftigt. Krav
på att CPS ska vara säkra att använda förvärrar problemet ytterligare, då
dessa ofta är svåra att säkerställa och samtidigt av stor vikt för samhället.
Mjukvaruverktyg, eller egentligen alla insatser för att automatisera utvecklingen av CPS, är en central komponent i många innovationer menade
att lösa detta problem. Även om forskningen endast delvis studerat säkerhetsrelaterade konsekvenser av att automatisera produktutveckling, så är det
känt att automation har haft en kraftig (och subtil) inverkan på operationella system. Om verktyg ska lösa problemet med en ökande komplexitet hos
säkerhetskritiska CPS, så måste verktygens påverkan på produktutveckling,
och i förlängningen på det säkra användandet av slutprodukterna, vara känd.
Den här boken ger en översikt av forskningsfronten gällande säkerhetsrelaterade konsekvenser av verktygsanvändning. Denna kommer från en litteraturstudie i områdena systemsäkerhet, mjukvaruutveckling och verktygsintegration. Industriella säkerhetsstandarder identifieras som en viktig informationskälla. Då riskerna med användandet av enskilda verktyg har undersökts i stor
utsträckning hos producenter av produkter relaterade till transport, studeras flera välkända säkerhetsstandarder från denna domän. Enligt de utvalda
standarderna bör automation primärt utvärderas utifrån dess förmåga att
självständigt utföra enskilda processteg på ett robust sätt. Automation som
stödjer operatörers egna handlingar ses som tämligen oviktig.
En konceptuell modell och en referensmodell har utvecklats baserat på litteraturstudien. Den förstnämnda definierar vilka entiteter och relationer som
är av vikt för säkerhetsrelaterade konsekvenser av verktygsanvändning. Den
sistnämnda beskriver olika aspekter av verktygsintegration och hur dessa relaterar till varandra. Genom att kombinera modellerna och utföra en riskanalys
har egenskaper hos verktygskedjor som måste säkerställas för att undvika risk
identifierats. Tio sådana säkerhetsrelaterade egenskaper beskrivs.
Dessa säkerhetsrelaterade egenskaper möjliggör ett systematiskt sätt att
begränsa vad som måste beaktas under studier av risker relaterade till verktygsanvändning. Hypotesen att ett stort antal faktorer relaterade till verktygsanvändning innebär risk kunde därför testas i en empirisk studie. Denna
studie identifierade säkerhetsrelaterade svagheter i utvecklingsmiljöer knutna både till höga och låga nivåer av automation. Slutsatsen är att ett brett
perspektiv, som inkluderar fler faktorer än de som beaktas av de utvalda
standarderna, kommer att behövas i framtiden.
Tre möjliga orsaker till att ett bredare perspektiv ändå skulle vara irrelevant analyseras, nämligen egenskaper specifika för CPS-domänen, egenskaper
hos säkerhetskritiska CPS och möjligheten att lita på en beprövad, manuell
process. Slutsatsen blir att ett bredare perspektiv är motiverat, och att den
framtida utvecklingen av utvecklingsmiljöer för CPS sannolikt kommer att
öka denna betydelse.
Baserat på detta breda perspektiv läggs förslag fram för hur de mentala
modellerna som bärs fram av de utvalda säkerhetstandarderna (och andra
standarder som dem) kan utvecklas.

Draft

Sammanfattning

Terminology
Many of the terms found in this book differ depending on the context in which they
are used or who is using them. To provide a common starting point for readers and
avoid misunderstandings some, of the most important terms, as well as some of the
most commonly used terms, are defined here.

• Automation: The automatically controlled operation of an apparatus, a process, or a system by mechanical or electronic devices that takes the place of
human observation, decision or effort [196].
• Certification/Qualification: To confirm, according to predefined rules, a certain set of characteristics that an end product has been claimed to exhibit. In
this book certification is used to refer to the whole set of activities to accomplish this confirmation, while qualification refers to a smaller subset of these
activities linked to a specific area of concern.
• Classification Scheme: A collection of conceptual categories that highlight
important, distinct parts of a subject under discussion.
• Complexity: Sussman provides an organized survey into different definitions
of complexity in [210], mentioning Moses´s view that “a system is complicated when it is composed of many parts interconnected in intricate ways”
[162], Senge´s “when an action has one set of consequences locally and a different set of consequences in another part of the system, there is dynamic
complexity” [195] and Sterman´s enumeration of system characteristics that
create complexity (tightly coupled, governed by feedback, nonlinear, adaptive, counterintuitive, etc.) [206]. In this book the term complexity is used to
denote systems composed of many interconnected parts in which it is difficult
to establish cause and effect.
• Cyber-Physical System: An integration of computation and physical processes, distinguished from traditional embedded system by the new emphasis
on networking computational entities [143].
v
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• Accident: An undesired and unplanned (but not necessarily unexpected)
event that results in (at least) a specified level of loss [145].
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• Development Effort: Everyone involved, all items required and the activities
involved in creating an end product.
• Development Phase: The part of the product life-cycle that takes part during
the development of the end product, i.e. from the very first specification of its
requirements up to the point at which further development ceases. This time
span is usually divided into a number of phases according to the sequence of
engineering activities that usually take place during development of an end
product.
• Engineering Environment: Everyone involved and all items required in the
engineering activities involved in creating an end product.
• Embedded System: A system that is part of a larger system and performs
some special purpose for that system (in contrast to a general-purpose part
that is meant to be continuously configured to meet the demands of its users)
[29].

• Hazard: A system state or set of conditions of a system (or an object) that,
together with other conditions in the environment of the system (or object),
will lead inevitably to an accident (loss event) [145].
• Hazard Level: The combination of the severity and likelihood of the occurrence of a hazard.
• Indicator: A measurable value that provides an indication of the existence
of e.g. a specific condition, state or phenomena. In this book the term
“indicator” is used with regard to the observation of tool usage in engineering
environments that may have safety-related implications on the targeted end
product, but for which no direct causal relationship, e.g. to a fault in the end
product, can be proven.
• Operator: A person responsible for carrying out some (set of) task(s) (in this
book often within a development effort).
• Product Life-cycle: The entire lifetime of an end product, from the very first
specification of its requirements up to the point at which it is disposed of.
This time span is usually divided into a number of phases according to the
sequence of engineering activities that usually take place across the lifetime
of an end product.
• Research Method: A technique for performing some part of a scientific study,
i.e. defining a research question or gathering/analyzing data.
• Research Methodology: A set of research methods and the principles for how
they are best combined.
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• End product: An artifact, i.e. an object formed by humans.

• Risk: The hazard level combined with (1) the likelihood of the hazard leading
to an accident (sometimes called danger) and (2) hazard exposure or duration
(sometimes called latency) [145]. In short, a risk can be described as a measure
of the harmful effects of an event. The use of the term risk is often limited
only to product risks, i.e. the risks that are inherent to end products and
direct in nature. An example of a product risk would be the failure of an
aircraft baggage door lock, leading to the baggage door opening in mid-flight.
A simple model of the risk of the lock failing could be expressed as a function
of (1) the probability that the lock is released in mid-flight, (2) the probability
that the baggage door opens if the lock is released, (3) the probability that
this is not noted by the pilots or that they do not have enough time to react
to this occurrence and (4) the severity of the worst-case consequences. The
definition of a risk is however usually less rigorous, only mentioning what
might go wrong and the consequences of this (leaving out the probabilities).
In this book the systems that are examined include more than end products
and the term risk is therefore used to include risk of an indirect nature.
An example of this would for instance be the process risk that an electrical
engineer fails to understand that the baggage door lock (s)he is designing
might be influenced by electromagnetic disturbances. This is in line with the
wider use of the term risk in [146].
• Safety: Freedom from accidents or losses [145].
• Safety Life-cycle: All activities that target ensuring safety during the product
life-cycle.
• Software Fault: Software faults are flaws or omissions in software that may
lead to unintended or unanticipated effects in the operational system (i.e. the
system incorporating the CPS that the software is part of). Software faults
are always systematic, i.e. they are permanent rather than flaws that appear
randomly.
• Systemic Safety Standards: Safety standards that either require that relevant
parts of both organizational and economical aspects of a development effort
are accounted for, or which are ordinarily applied together with a system
safety standard that ensures this.
• Support Environment: The integrated set of all software tools and any supporting software used during a development effort.
• Tool Chain: An ordering of tools that supports a development process.
• Tool Integration: The automation aimed at supporting the interactions between different software tools, or between software tools and operators, across
the product life-cycle.
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• Tool Integration Aspects: Tool integration can support interactions in different
ways, e.g. by automating the transfer of data, by making it easier for a user
to interact with a tool or by invoking tool commands automatically. The
different ways, i.e. the different aspects of tool integration, referred to in this
book are platform, control, data, process and presentation integration.
– Platform integration can be defined as the degree to which tools share
a common environment. This common environment can be almost anything, such as an intranet connection. However, usually more advanced
mechanisms are used, such as operating systems, virtual web platforms,
etc.
– Control integration can be defined as the degree to which tools can issue
commands and notifications correctly to one another. This means that
control integration is dependent on platform integration for tools to be
able to reach one another.
– Data integration can be defined as the degree to which tools can, in a
meaningful way, access the complete data set available within the engineering environment. Data integration is therefore dependent on both
platform and control integration for tools to be able to reach one another´s data.
– Process integration can be defined as the degree to which interaction
with tools can be supervised. This means that process integration is
dependent on both control and data integration, since process control is
achieved through commands, process awareness is propagated by notifications and process state is defined by data. The difference between
control integration and process integration is thus straightforward, i.e.
the former can occur without a change in process state.
– Presentation integration can be defined as the degree to which tools,
in different contexts, can set up user interaction so that the tool input/output is perceived correctly. Presentation integration is dependent
on the platform, control and data integration aspects mentioned earlier,
since they limit the ways of presenting input/output to users.
• Tool Integration Mechanism (TIM): The smallest identifiable parts of a development environment that provide functionality beneficial to tool integration,
i.e. a TIM is a software tool or part of a software tool intended to support the
interactions between different software tools, or between software tools and
operators. Examples include transformation engines (that transform the output data of one software tool to a data format readable by another software
tool), bug tracking tools (that support the decisions to move from one stage of
the product life-cycle to another), versioning tools (that ensure the integrity
of the data handled by software tools) and specialized data viewers (that
support the correct interpretation of data prepared within one engineering
domain).
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Chapter 1

Introduction
“There is no safety in numbers, or in anything else."

We live in a society where few things exist outside the reach of regulators and
where the common denominator among commodities - if nothing else - seems to
be this or that warning label. It is easy to smile condescendingly at the apparent
proliferation of red tape and shake one’s head at the overly nervous nature of the
modern citizen. Accidents have and will always happen, so is this focus on product
safety not largely a needless exercise, a charade to uphold the illusion of control in
an increasingly complex society?
To walk down this particular path of reasoning is, however, to miss the point
entirely.
The safety engineering domain is, perhaps with the exception of the courts,
unique in that it so often requires the quantification of the value of human life.
Indeed, in safety engineering it is frequently a requirement to weigh this value
against other goals even in the face of uncertainty. To spend time in this domain is
to be part of a struggle that will, from time to time, be lost, but it is a struggle that
is not to be taken lightly. Without reasonable trust that a product will not unduly
endanger the well-being of its users, there is a not much chance of it gaining, or at
least maintaining, widespread use. For many product domains safety engineering
is thus part of the very foundation that allows technological advances.

1.1

Who Should Read This Book?

This is an academic book on risks related to developing complex, safety-critical
systems. More precisely, this book discusses the role of software tools during the
development of safety-critical Cyber-Physical Systems (CPS), the associated risks
brought on by different types of tool usage and ways these risks are currently mitigated. In this book embedded systems are also included in the focus. In other
words, as in Lee´s definition in [143], CPS are viewed as “integrations of computation and physical processes”, with the distinction to traditional embedded system
1

Introduction

— James Thurber

CHAPTER 1. INTRODUCTION

being the new emphasis on networking computational entities. As such this book
is of interest to researchers wishing to take part in State-of-the-Art results from
the research fields of systems engineering, system safety, software engineering and
tool integration, even though most findings and examples are from the domain of
software development.
Since the topics in this book are expected to grow in importance in the context
of development of safety-critical CPS, it is also of interest to associated industrial
stakeholders. This includes both those stakeholders that take active part in the
development and those that have a more passive or supporting role.
Among the former one can particularly note safety engineers, for whom this
book will provide a deeper understanding of both tool qualification and the wider
implications of using tools when developing safety-critical end products. Hopefully
this book will also help bring about a balanced perspective to the discussion in
safety circles on the implications of software tools, neither characterizing them as
the solution to all and every problem, nor casting them in the role of nuisances that
only bring unwanted complexity.
Among the latter one can particularly note support environment customizers
and those affiliated with either tool vendors or standardization bodies. Support
environment customizers, being those that set up the tool and tool interaction
infrastructure to support development projects, will benefit from a perspective that
highlights the far-reaching implications of their profession. In addition, this book
may underline this fact for those yet not aware. Especially for those affiliated with
tool vendors or standardization bodies, it might be appropriate to issue a reminder
that tools can play a critical part in the development of CPS in the future, but only
if the tool landscape is both mature enough and properly controlled. Forewarned
is, hopefully, forearmed.

1.2

Why Is This Book Important?

The last century has seen many radical changes in the way products are developed, with both system and software engineering going from obscurity to general
acceptance. The driver of this change has primarily been the continuous increase
in complexity and size of products enabled through new technology [155], a trend
that system and software engineering have addressed through a variety of innovations over the years. Despite these early contributions to fielding ever larger
and more complex CPS, the situation has detoriated during the last decade. More
and more products contain electronics, and these electronic components implement
an increasing number of functions. As visualized in Figure 1.1, the complexity
of modern CPS is leading to an increasing complexity during the development of
these CPS, since those involved in this development have to relate to each other
in increasingly complex ways with regard to increasingly complex technology. The
effect has been a sharp decline in productivity among CPS designers [28]. This is
rapidly becoming a concern with major implications, especially in the European
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Union where CPS is having a significant impact on the competiteveness of the European industry and the complexity of networking CPS on a massive scale is lurking
just around the corner [67].
In safety-critical domains, requirements on safety aggravate this problem further
both by being difficult to ensure and due to their high importance to the public.
It is often ventured that essential parts of safety-critical product development may
cost as much as twice the amount required by corresponding parts of the development of equivalent, non safety-critical products. With safety requirements having
a profound but sometimes subtle impact on almost all aspects of a development
project, the exact difference in cost is difficult to estimate. That it is more costly
and demanding to develop safety-critical systems, and that this type of development therefore is extra sensitive to a decrease in productivity, is however not in
dispute.
There is thus once again a need for innovation to enable new technology to be
deployed at a feasible effort and cost [28]. Change can target either the products
themselves or the processes that lead up to their deployment. While there is often a
qualitative difference between these two approaches, this time the answer probably
lies in a combination of changes to both. Indeed, major industrial associations such
as ARTEMIS target innovation related to such diverse areas as reference architectures, middlewares, hardware-software co-design, virtual engineering, component
re-use, model-based development and standardization [95], to name only a few of
the more important ones. Ensuring extra-functional properties, such as safety, figures prominently as a requirement in the descriptions of what these changes should
accomplish.
Tools, or rather efforts to facilitate the automation of development processes, are
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a central ingredient in many of the proposed innovations, even when they are not
the central focus. Yet, even if the safety-related implications of introducing automation in development processes have not been extensively studied, it is known that
automation has had a large although often subtle impact on operational systems
[40]. If tools are to be a part in solving the expected increase in safety-critical CPS
complexity, then their actual impact on CPS development, and thereby the safety
of the corresponding end products, must be sufficiently understood. Otherwise the
risk is that development processes are changed in ways that appear positive, but
which lead to a net effect that is negative, or even catastrophic.
The questions visited throughout this book are therefore of the broad variety,
aimed at guiding the reader towards a critical perspective on a subject that it
might be tempting to deal with in passing. Firstly, this book surveys academic
findings and industrial practice. The first question dealt with is whether there
are prominent perspectives on how software tools used during development can
influence the safety of an end product. The second question visited is whether there
are ideas and models that might be fruitful if applied to this context. Secondly,
based on the identified perspectives, ideas and models this book investigates how to
build a conceptual model to allow the identification of obvious (and not so obvious)
causal relationships between tools and end products. Thirdly, based on the resulting
conceptual model, this book analyses which of the identified causal relationships
can be shown to have an influence in a real setting, i.e. industrial development of
a safety-critical CPS. Finally, this book contrasts the identified, most prominent
perspectives on safety-related implications of software tools, the empirical findings
based on the conceptual model and contemporary trends in safety-critical CPS
development. Through this multifaceted view of different aspects of tool usage,
this book then tries to answer how gaps in the academic findings and industrial
practice with regard to the use of software tools might lead to unreasonable risk
in the (future) development of safety-critical CPS, and how this risk might be best
mitigated.
The argument put forward with regard to the last of the questions in this line
of inquiry is the main overall contribution of this book. In summary, this book
argues that both state-of-the-art and best practice have failed to properly consider
the safety-related implications of tool usage that supports rather than replaces the
human operator during CPS development. To remedy the situation this book proposes changes to safety standards for CPS development. To support this argument
a number of scientific contributions have been made, as described in the next two
subsections.

1.3

What Does This Book Address?

Chapter 2 discusses theory generated by research and industrial practice in fields
related to safety, development of safety-critical systems and support environments.
The reason for this is threefold: Firstly, this chapter points to sources that provide
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direct feedback into the discussion on the role of software tools during the development of CPS, the associated risks brought on by different types of tool usage and
ways these risks are currently mitigated. This provides a background for the rest
of the book and also guides the interested reader towards sources that might be
of further interest. Secondly, findings in some of these fields are pertinent to the
discussion, even though the connection is not always obvious. These findings are
therefore highlighted in Chapter 2 to make the connection easier to make. Thirdly,
by critically reviewing the current state-of-the-art, one can highlight why more
progress has not been made. In other words, overviews from each of these fields
combine to support a later discussion on whether there are obstacles towards mitigating the safety-related implications of tools and how these obstacles may best be
overcome.
Chapter 3 describes the four studies beyond the state-of-the-art on which this
book is primarily based. Time is spent on both the overall picture and the details of
each study - the former through descriptions of the relationships between the studies
and between the studies and the state-of-the-art; the latter through a discussion
of different aspects of each study, such as methods, validity, generalizability and
reliability. The intent is to enable the reader to judge whether the new findings
presented throughout this book can be trusted.
Chapter 4 presents a new conceptual model that defines the most relevant entities to risks related to tool usage, a new reference model of tool integration and
ten safety-related characteristics of tool chains. This is for two reasons. Firstly, it
puts different entities of importance in relation to each other, framing the subsequent parts of the discussion in this book. Secondly, it allows the relevant causal
relationships between tools and end products to be simplified, thereby supporting
further research on how the safety-related implications of tools can transition into
actual hazards in operational scenarios.
Chapter 5 presents empirical findings that tie some of the ten safety-related
characteristics of tool chains (described in Chapter 4) to indicators of their influence
and faults in engineering environments and end products.
Chapter 6 discusses different reasons why a broad perspective on safety-related
implications of tool usage may be disregarded, which would limit the fruitfulness
of the presented findings. After finding no strong reason to narrow the perspective
on tool usage in regard to safety-related implications, the likelihood that possibly
problematic software tool usage will increase is visited. This chapter concludes
by proposing changes to the mental models carried forward by systemic safety
standards in regard to tool qualification. The suggested changes emphasise that
removing barriers to information flow in tool chains will be an important way to
mitigate future implications for safety by tool usage.
Chapter 7 ends the book by proposing fruitful ways in which to further build
on the presented research.
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How Should This Book be Read?

For readers interested in an academic review that extends the current state-of-theart, this book should be read from cover to cover. For those more interested in the
basis for the research presented, start by reading Chapter 3 before proceeding with
Chapter 2 and the rest of the book.
If the actual scientific contributions to the state-of-the-art is of special interest,
readers can use Figure 1.2 to orient themselves in regard to the findings of the four
studies conducted during the work towards this book. These scientific contributions
are also summarized in Subsections 3.1.1.3, 3.1.2.5 and 3.1.3.9.
The reader who is already familiar with contemporary approaches to tool qualification in the development of safety-critical systems, and who is mostly interested
in ways that this book challenges their underlying assumptions and worldviews,
might jump directly to Chapter 4 and continue from there. If in doubt whether
this is a reasonable approach a reader can briefly browse through the entirety of
Subsections 2.1.3, 2.3.3.4, 2.4.1.2, 2.4.1.3, 2.4.1.4, 2.4.1.5, 2.4.2 and 2.4.3, together
with the closing paragraphs of Subsections 2.2.1, 2.2.2 and 2.3.1. To the extent that
it is possible, these parts of Chapter 2 sum up the academic basis of this book.
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Figure 1.2: The Contributions to the State-of-the-Art Presented in This Book

State-of-the-Art

Chapter 2

State-of-the-Art
“Real knowledge is to know the extent of one´s ignorance."

There can be several objectives behind reviewing the latest and the most relevant
research findings prior to discussing a certain topic. As mentioned in Chapter 1, the
aim here is to point to sources that identify important but not obviously pertinent
findings, provide direct feedback on the topic at hand and unearth any obstacles to
progress in the area. In line with these objectives the topics that will be covered
are:
• system thinking, especially as discussed with regard to hierarchy theory.
• the safety of operational systems, as discussed with regard to system safety
and automation.
• the development of safety-critical systems, as discussed with regard to systems
engineering, systemic safety standards and software engineering.
• support environments, as discussed with regard to tool integration and systemic safety standards.
The review will range from the broad to the narrow, starting with abstract
theory, moving on to discuss operational systems and ending by analyzing specific
topics related to their development (see Figure 2.1). In regard to the objectives,
the review starts by identifying important but not obviously pertinent findings,
and then gradually moves into dealing with feedback and potential obstacles. This
means that the aim of Subsections 2.1, 2.2 and 2.3 ultimately is to briefly describe and guide the reader through different research fields. The most important
takeaways are reiterated and summarized at the end of each research field description, but an in-depth understanding will require the reader to study the referenced
sources further. Subsection 2.4 can however not stop at merely describing the discussion found in the literature on support environments, but must also analyze the
9
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Figure 2.1: From the Broad to the Narrow

structure of this discussion to highlight its limitations. The entirety of Subsection 2.4 can therefore be read as an analysis that summarizes important aspects of
the discussion on tool integration and systemic safety standards. This analysis is
in itself a contribution made by this book.

2.1

Systems Thinking

As Checkland points out in [61], a scientific approach based on reductionism, repeatability and refutation revolutionized the world of science during the 17th century. This approach not only provided a highly successful way of searching for new
knowledge, but also rapidly changed the way humanity viewed the world. The profound impact of this approach on not only the scientific community, but the entire
western civilization, has lead to a deeply ingrained, almost universal acceptance of
this approach as the method of conducting science. Yet this approach fails when
research encounters phenomena that cannot be reduced, when the object of study
is so complex as to make it impossible to dismantle it into parts that can be studied in isolation. A scientific approach for studying complex phenomena, while still
requiring repeatability and refutation, would therefore have to provide methods for
approaching an object of study as a whole.
The starting point for an organized theory on this issue can be found in the
writings of biologists in the early 20th century [61]. While the different parts of
organisms can be described using concepts from chemistry and physics, there was
still a need to discuss properties of organisms as wholes in a way which could
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not be done using concepts from these fundamental disciplines. The terms needed
would essentially be meaningless when related to chemistry or physics. The theory
was eventually generalized into General Systems Theory (GST) in the 1940s by
Ludwig von Bertalanffy. However, just as the notion of such a theory is more or
less apparent in the writings of many other scientists, this was only one part of a
new school of thought emerging throughout the first half of the 20th century. The
Systems Thinking approach can be best defined as tackling problems by considering
the whole rather than any specific part, input, output, event, etc.
Within Systems Thinking, a number of ideas have gained widespread traction.
Checkland lists four of these as especially important, grouped into pairs, namely
hierarchy and emergence, and communication and control [61].

Hierarchy and Emergence

Hierarchy theory, as a specific flavour of GST, was introduced by Simon in [198].
Here he puts forward the idea that complex systems can frequently be modelled
as hierarchies, and that hierarchic systems have some common properties that are
independent of their specific content. This idea has subsequently been refined [4]
to contain the following terms:
• A hierarchy consists of a number of hierarchical levels. All levels contain
entities whose properties characterize the level in question and the entities of
each level depend on the criteria used to link the levels with each other.
• An ordering of levels exists, based on criteria such as context, containment,
etc. Of specific importance to this book are orderings based on constraints,
i.e. in which an upper level constrain the possibilities of a lower level. Checkland uses DNA and base-sequences as an example of an ordering based on
constraints [61]. The genetic coding constrains the possible ways that basesequences may interact chemically with each other, therefore creating an upper level consisting of the genetic coding and a lower level consisting of the
base-sequences. The lower level, in contrast to the constraints enforced by
the upper level, establish that which is possible at higher levels. In analogue
with the previous example, humans have five digits due to the constraints of
our genetic code, but if it was (chemically) impossible for base-sequences to
order themselves to encode this then we could not have five digits.
• A level of organization is a specific type of level, whose place in a hierarchy
is defined solely based on definitions that relate the level to those above and
below. An example is the way a population level can be defined as being
above an organism level.
Based on the terms described above one may for instance envision a description
of a civilization based on four levels of organization, the society, the community, the
family and the individual. The entities on each level are easily identifiable as parts
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when viewed from an upper level and as self-contained wholes when viewed from
a lower level. Checkland describes several problems associated with analysing such
a system [61], such as imprecise generalizations, predictions changing the systems
they are made for, the active participation of the individuals under study, etc. It
is however not these problems per se that invalidate the idea of reductionism. This
instead arises through the acceptance of the notion of emergence.
Bertalanffy gives a simple definition of emergence:

The basic definition of an emergent property is therefore that it depends not
only on the isolated parts of lower levels, but also on their interactions. Checkland
relates emergence to the terminology of hierarchy by stating that in a general
model of organized complexity, each level is characterized by emergent properties
which are meaningless when using the concepts of lower levels [61]. In the example
above, where DNA is viewed as the embodiment of two levels of organization,
genetic coding is an emergent property at the upper level (biology). This is due
to the fact that genetic coding not only depends on the isolated nucleobases at
the lower level (chemistry), but also on their relationships. Scientists concerned
with the lower level (chemists) have no use for the concept of genetic coding when
investigating the particulars of their domain (chemistry). For scientists concerned
with the upper level (biologists), however, the concept of genetic coding is critical
to handling complexity.
For readers who take an interest in the finer points of the philosophy of science
this definition of emergence may sit better than the more casual use of the term
as simply describing unexpected events, since that definition is rather close to rendering the issue of causality meaningless. At this point one can settle with noting
that Bertalanffy´s definition allows an easier adoption of system thinking to the
fundamentals of a larger set of research disciplines, especially if these fields allow
for the pragmatist´s standpoint that causality is difficult to pin down completely
(see [211] for a discussion of causality in different paradigms).

2.1.2

Communication and Control

If one is concerned with truly static systems or models of systems, the previously
described parts of systems thinking theory should be sufficient. This is rarely the
case, since most (if not all non-abstract) systems are open systems that maintain
their form based on continuous exchanges with their environment [223]. If this
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“The meaning of the somewhat mystical expression,“the whole is more
than the sum of parts” is simply that constitutive characteristics are not
explainable from the characteristics of isolated parts. The characteristics
of the complex, therefore, compared to those of the elements, appear as
“new” or “emergent”. If, however, we know the total of parts contained
in a system and the relations between them, the behavior of the system
may be derived from the behavior of the parts.” [223]
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exchange is not to break down there must be some measure of control within the
system. One example of control has already been discussed in the previous section, i.e. the way upper levels control lower levels by enforcing constraints on the
possibilities that can be realized there. Checkland makes one further important
observation regarding this hierarchical control in that the emergent properties that
appear at the upper levels do so due to this enforcement of constraints [61], since
they limit the possibilities of what can be. Genetic coding (using the example from
the previous section) can exist because the number of possible sequences of nucleobases can be constrained. Communication, the flow of information (feedback for
instance), is therefore important, since stable control mechanisms will depend on
it.

Another Perspective

As laid out by the previous subsections, systems thinking can provide methods to
model complex systems in a way that hides complexity. Rather than spending time
on each interaction in a system one can shift focus to the constraints that limit
these interactions. Thereby one can more easily understand what is possible. The
main takeaway, in regard to the subsequent sections, is the wider implications of
this change of perspective. As Reason states in the context of the medical domain:
“The human error problem can be viewed in two ways: the person approach and the system approach. Each has its model of error causation and each model gives rise to quite different philosophies of error
management. Understanding these differences has important practical
implications for coping with the ever present risk of mishaps in clinical
practice.” [185]
If the aim is to change a system, then the model of causation provided by systems theory might provide very different answers as to where one should put effort
than, say, models of causation that focus on specific parts or properties of systems.
Indeed it is difficult to envision a model of causation built on e.g. individual faults to
highlight some of the causal triggers or enablers discussed at length by researchers
influenced by systems thinking, such as asynchronous evolution, overlapping responsibilities and differences in frames of reference (mentioned for instance by Leplat
[144]).

2.2

Safety

The list of domains in which both safety and CPS play a critical role is a long one,
and it includes high profile domains such as automotive, avionics, railways, medical
and space. While the safety focus is more frequently on the operational system
than the development leading up to deployment, findings in regard to the former
might sometimes be transferable to the latter.

State-of-the-Art

2.1.3

14

CHAPTER 2. STATE-OF-THE-ART

If a plane crashes, do we blame the airplane manufacturer, the pilot or
the airline? If a plant explodes, do we blame the operator, his/her manager or the owners of the factory? Or is blame itself counterproductive?
Depending on one´s perspective the initial answer will be very different,
but when elaborating further explanations will usually not turn out to be
black-and-white (with exception for the occasional whitewash or opinionated argument). One might put the primary blame on the operator who
deviated from standard procedure, but agree that a lack of training due
to financial cutbacks contributed to the accident. Or vice versa.
The main value of systems thinking may lie in the counterintuitiveness of the system perspective. The human psyche seems ideally adopted
for identifying that a certain causal chain is hazardous on the go or in
retrospect, but find it very difficult to anticipate which causal chains
an operational system allows, or indeed, gravitates towards. While the
former may allow human operators to be effective problem solvers in unsafe situations, the latter may mean that systems thinking is a necessary
support for structuring system designers´ thoughts when trying to push
operational systems away from these unsafe situations altogether.

2.2.1

System Safety

The term system safety can have slightly different meanings depending on who
is using it, but one can discern two main definitions. The first is the generic
application of systems thinking to a system with the intent to focus on safety-related
implications, i.e. primarily hazard analysis using system thinking. The second is the
application of systems engineering to ensure safety within all phases of a systems life
cycle. These definitions are clearly interrelated, since systems engineering to some
degree builds on systems thinking. For the sake of clarity, however, this section
focuses solely on relevant research regarding hazard analysis, while the ensurance
of safety throughout development is discussed in Subsection 2.3.1.
The most common methods for hazard analysis includes Failure Modes and Effects Analysis (FMEA), Fault Tree Analysis (FTA) and HAZard and OPerability
studies (HAZOP) [208]. Unfortunately, all of these methods exhibit one weakness or another in regard to the analysis of complex systems. FMEA, due to the
completeness of its analysis, is less than efficient when there are many and subtle
interconnections in the system being studied [145]. FTA, due to the simplified representation that it uses, is easy to misuse when complex processes including e.g.
dynamic behaviour and state transitions are studied [145]. HAZOP is perhaps the
most promising method in regard to complex systems, with a sizeable amount of
research focusing on how it can be applied to programmable electronic systems and
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software [76]. The weakness here might lie in the systems theory model HAZOP
is built upon, which focuses on deviations from the design or operating conditions
[145]. More recent accident causality models recognize that the danger might not
lie in the individual deviations from normal behaviour [183]. In any well-designed
system where hazards are present there will also be many ways in which these
hazards are mitigated. A local violation might therefore not increase the risk in a
perceivable way, leading to the violation being accepted as necessary if other considerations, such as the effort to be cost effective, acts as a justifier. The net effect
of several of these locally optimized and quite normal actions might be that more
and more safety precautions are silently rendered invalid, leading up to a situation
in which any number of deviations can instantly trigger an accident. In this kind
of system a generic focus on fighting deviations might be ineffective.
A more effective goal of systemic hazard analysis techniques might therefore
be the identification of the constraints that keep a system within acceptable performance levels, and the specific actions that may result in the violation of these
safety constraints. Leveson provides an exhaustive reference model for a system
safety approach in the Systems-Theoretic Accident Model and Processes (STAMP)
accident model, which is based on three concepts: safety constraints1 , hierarchical
safety control structures2 and process models3 [146]. These three concepts allow the
modelling of a system, in line with control theory, as a number of interrelated components (acting as controllers or controlled processes) interacting through feedback
loops, while retaining the option of accessing the internal decision making loops of
these components. This opens up for maintaining a systems approach when modelling and analyzing hazards, as proposed by Leveson with the System-Theoretic
Process Analysis (STPA) method [146].
Besides the mentioned models and tools the primary takeaway from the system
safety research field is straight-forward in that the focus cannot only be causal
relationships in engineering environments where everything is done “by the book”.
An analysis of what constitues a risk in regard to tool usage must be based on
the actual constraints enforced on engineering environments in various industrial
contexts4 , where engineers are subject to other influences than only the altruistic
wish to ensure safety. Additionally, if one draws further on the analogy between
accidents and safety-critical faults in end products released to customers, then effort
during CPS development should be spent on controlling “behaviour by making the
boundaries explicit and known and by giving opportunities to develop coping skills
at boundaries” [183]. In other words, even if only a small amount of safety-critical
1 A safety constraint is a constraint as defined by hierarchy theory, but concerned with enforcing
safety.
2 A hierarchical safety control structure is a system described as an ordering of different levels
of organization, with all system components relevant to safety and their interactions included.
3 The process model concept comes from control theory and denotes the model of the controlled
process that every controller has to have to be able to exert any sort of meaningful control.
4 One might of course also envision laboratory experiments, but to transfer the findings to
an actual operational situation can be difficult when it involves something as complex as human
cognition [182].
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faults have ever reached the field, it might still be important to identify situations in
which only a few fault mitigations activities are effective in identifying problems. If
these fault mitigation activities are ill suited for identifying (a) particular type(s) of
fault, then small deviations in the development process might have disproportionate
effects.

Some non-functional properties can be measured by analyzing each part of
a system in isolation, while others can only be measured by examining the
system as a whole. Material cost is an obvious example of the former type
of property, while safety is an example of the latter. Due to complexity
issues, safety is still often equated with properties of the former type, since
there is a certain allure in allowing for simpler ways of measuring safety.
Reliability is perhaps the most common property of the former type that
is used as a stand-in for safety, even though it is not difficult to imagine
scenarios in which these properties vary, or even conflict. Consider for
instance a car that does not start. Such a vehicle is not being reliable,
but in quite a number of ways it will be safer than a car that can be
driven. Safety engineering often requires one to take the middle ground
between equating safety with some more easily measured property and
trying to identify and account for every last unsafe, albeit highly unlikely,
corner case.
If System Safety is strongly associated with the complex, difficult and
almost purely academic intent to find ways to hunt down every last hazard, then Functional Safety can be viewed as an approach that occupies
the aforementioned middle ground in industrial domains developing CPS.
The focus of Functional Safety are those safety aspects that depend on
a system incorporating electrical and/or electronic and/or programmable
electronic devices operating correctly in response to its inputs. One, if not
the, main idea behind this approach is the limitation to hazards caused
by malfunctioning behaviour. This limitation makes sense in regard to
business and liability issues and may still involve complicated reasoning
regarding other technologies and a wide assortment of hazards. Indeed,
the stipulated approach to mitigating the associated hazards often relies
on a complete safety life-cycle that handles issues related to e.g. management and supporting processes. However, one is allowed to disregard
issues that could mean a critical difference in the operational system that
the CPS is deployed in, such as the possibility of an overreliance on assisted braking systems by drivers only accustomed to vehicles with such
support.
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Automation

• Acquisition automation, which refers to automated sensing and registration
of input data. This includes highlighting and filtering.
• Analysis automation, which refers to automation of working memory and
inferential processes. This includes predictions and integration of data.
• Decision automation, which refers to the automated selection among decision
alternatives.
• Action automation, which refers to the automated execution of an action.
This broader view on what automation is and what it entails has large implications for safety. Just like a too high level of automation in any of these types might
have its own, separate implications on safety, a too low level of automation might
also have an adverse effect.
The conclusions one draws from this are largely a matter of one´s own perspective on applying automation. Several different perspectives have evolved and now
exist side by side. Fitts et al. published an influental report in the 1950s, which to
some extent took a technology perspective and argued that automation is best analyzed in regard to functions that are either better performed by humans or better
performed by machines [89]. Pritchett describes two other, newer perspectives on
applying automation [180]: firstly, the environment perspective that focuses on how
automation deals with a variable and unpredictable operating environment; secondly, the team-based perspective that focuses on how automation acts as a “team
member” in interaction with the humans it supports or partly supersedes. Research
according to these different perspectives has led to an awareness that there are several subtle, but recurring, human-machine interaction problems resulting from an
erroneous design of automation. Some of the more prominent of these problems
concerns automated systems that:
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The research field focusing on automation deals with “the automatically controlled
operation of an apparatus, a process, or a system by mechanical or electronic devices
that take the place of human organs of observation, decision, and effort” [196].
This definition is broader than the common, but narrow, view of automation as
only referring to a system that is acting independently of human intervention.
Sheridan visualized this through a ten degree scale that starts with no automation
and ends with the fully independent automation often associated with this word
[196]. Between these extremes are steps at which the automation stops at for
instance offering suggestions, allowing the operator to veto decisions and informing
the operator of actions taken. Parasuraman et al. detailed this model further by
applying Sheridan´s scale to different types of automation [173]. Four different
types of automation that could independently be at a high or low level were thus
defined:
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• may lower the total amount of manual tasks, but end up shifting more workload to critical or work intensive time periods [235].
• contribute to a tighter coupling within a system, but are not designed to
deal with the quick propagation of effects and thereby lead to, for instance,
coordination failures [235].
• provide insufficient or inappropriate feedback on their current mode and
thereby confuse the user regarding, for instance, the possible set of actions
[192].

• provide so little feedback that the user is warned of imminent danger too late
[174].
• reduce situation awareness and reinforce decision bias by making tasks routine
and users passive [167].
• limit the actions of the user in a reasonable way during normal operation, but
continue to enforce the same limitations when they are inappropriate [174].
• encourage reliance on automation to a degree at which manual skill decreases,
at which point the user needs to rely even further on automation, etc. [167].
Several of these problems have triggered severe accidents [40].
Obvious takeaways from the automation research field lie in the mentioned
models and perspectives, but equally important is the notion that the implications
of human-automation interaction are not always straight-forward. Human activity
is for instance commonly altered rather than replaced by automation [173]; humans
and machines are not interchangeable but complementary [40]; and automation may
accentuate weaknesses in other parts of a system [180].

2.3

Development of Safety-Critical Systems

The causal relationships between the safety of end products and different aspects
of their development have also been studied extensively, with findings leading to
changes to the concept, feasibility and development phases of various organizations
developing CPS. While these changes are seldom directly related to software tools,
they do help shape the context in which tools might have an influence on safety,
i.e. the engineering environments for the development of safety-critical systems.
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• provide so much feedback that the user shuts down important parts (such as
alarms) [201].
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Systems Engineering

“Systems Engineering (SE) is an interdisciplinary approach and means
to enable the realization of successful systems. It focuses on defining customer needs and required functionality early in the development cycle,
documenting requirements, and then proceeding with design synthesis
and system validation while considering the complete problem: operations, cost and schedule, performance, training and support, test, manufacturing, and disposal. SE considers both the business and the technical needs of all customers with the goal of providing a quality product
that meets the user needs.” [92]
The main ideas can thus be summarized as the belief that difficulties are best
dealt with early in the system life cycle, and that a product needs to be treated as
a whole in requirement and design decisions. As a profession systems engineering
thus often includes handling the interaction between different stakeholders at different parts of the system life cycle, such as ensuring the right trade-off between
engineering disciplines at design time and managing interfaces between subsystems
[132]. This means that systems engineers often end up managing system-wide properties (such as legal implications, cost, safety, etc.) and issues with implications for
the whole system (such as threats to the success of a project) [132, 190].
One of the main ways that systems engineering enables this management is
through a coordination of activities by utilizing high level models of different phases
of the system life cycle. One of the more popular models depicts the development
phase of a system life cycle and is called the Vee or V Model [91]. This model,
shown in Figure 2.2, illustrates a system´s development as passing through user
requirement elicitation, system design, subsystem design and implementation (the
left side and bottom of the V), to subsystem verification, system verification and
system validation (the right side of the V). The V Model highlights a direct correspondence between each activity on the left side and a particular activity on the
right side. At the very least this designates that a separate control activity is needed
for each level of development artifact detail. It also implies that each level of detail
may contain qualitatively different problems and therefore require different ways of
control, such as the qualitatively different mechanisms needed to ensure correctness
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Systems engineering went from the periphery of established engineering practice
to being recognized as a core part of modern development efforts during the first
part of the 20th century. While the foundation was laid in the communication and
aircraft industries, in the 1950s systems engineering had reached general acceptance
in many fields. The primary reason for this was the failed development efforts associated with the increasing complexity of the new systems that were emerging [193].
Systems engineering gave engineers the tools to handle this increase in complexity
by providing a systematic approach to the product life cycle, as highlighted in the
International Council On Systems Engineering (INCOSE) definition:
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of the user requirements (validating that the system fulfills the user needs) and the
system design (verifying that it was built as specificed).
The influence of systems engineering on different engineering domains is varied.
In the software domain, assessments of strategically important software systems
still call for a stronger system architect/engineer role and an increased focus on
requirements, change and risk management [55]. Regardless of empirical data describing systems engineering in all but name, software engineers can still express
surprise at how “good quality management”, rather than design methods and programming languages, seems to be the prime indicator of successful projects and low
fault density [125].
Systems engineering also offers valuable models for adoption in another domains,
e.g. regarding how development can or should proceed. Other takeaways include
the emphasis on process as a key enabler for ensuring safety, rather than particular
methods. In practice this means that it is crucial to understand the relationship
between tools and processes if one wants to discuss the safety risks involved in
using tools during the development of CPS. A takeaway in regard to the popular V
Model is that utilizing a tool in one particular development task may have radically
different implications than when the same tool is used in a similar way by the same
stakeholders for another task. The difference originates in the different levels of
detail of the involved development artifacts, since these can exhibit qualitatively
different problems.

2.3.2

Systemic Safety Standards

Systems engineering is of interest to CPS development efforts since it is - generally speaking - a positive factor in regard to project time and cost [92]. However,
different organizations may choose to structure their development in very different
ways, motivated primarily by other factors such as organizational peculiarities, different possibilities to interact with customers (for instance through “beta tests”),
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etc. However, in the safety-critical CPS domains, regulations and liability issues
come together to create a strong requirement to follow one or several applicable
safety standards [23]. There are several differences between domains in regard to
the underlying philosophies of these standards, who maintains them, the primary
motivations for adhering to them and who assesses those claiming compliance. Attempts have been made to elicit a classification system for these standards (see for
instance [23] and [147]), but so far agreement on this topic has been elusive. Indeed,
the attempts have sometimes rather sparked controversy.
Regardless, not all safety standards are relevant for the contents of this book.
A classification is therefore required that identifies those standards that are likely
to include guidelines on tool usage. Firstly, this implies safety standards that
focus on engineering activities rather than end product features. Some of the most
important safety standards in the CPS domains are process standards, including
IEC 61058:2010 [120], ISO 26262 [121], DO-178C [203] and BS EN 50128:2011 [60].
These are influenced by both the military standards that captured the fundamental
ideas of systems engineering in the 1950s [155] and newer models developed within
the systems engineering context (such as the V Model mentioned in the previous
subsection). Secondly, it also implies standards that either require relevant parts of
both organizational and economical aspects of a development effort to be accounted
for, or that are ordinarily applied together with a system safety standard that
ensures this (e.g. as DO-178C is applied in conjuction with ARP4754A [189]).
Henceforth this type of standard will therefore be referred to as systemic safety
standards.
The author makes no claim that this term is useful in any context outside this
book. It is difficult to build classification schemes that everyone can agree on,
especially if they are supposed to be used for any kind of deductive reasoning.
What is important to one stakeholder can easily confound the attempts of another.
Discussing DO-178C as a software assurance standard or IEC 61508:2010 as a functional safety standard is fruitful in other contexts, but it divides safety standards
along lines which are not critical here. The term systemic safety standards is thus
introduced by the author to point out the unified view that should be adopted when
reading this book.
The Point of the Matter 3
Safety standards are important, simply because they are given much attention by the industries that they supposedly influence. Even when the
attention springs from pure self-preservation in trying to avoid lawsuits,
industrial stakeholders are likely to pay more than lip service to these
guidelines. Unfortunately it is often complex to measure the exact effects
of standards, even in one´s own organization. Ultimately standards are
therefore better viewed as a set of malleable best practices on which asses-
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sors (if anyone) provide high level and infrequent feedback, than as exact
measures that are continuously and meticulously assessed. The author
has, unfortunately, often observed how standards are equated with the
latter.
After presenting the many different causal relationships through which
tool usage may potentially affect the safety of an end product at a conference in 2012, and suggesting that tool qualification could need to adapt
accordingly, the floor was opened for comments, the first of which was:
“But, we do all these things already?”
Considering that taking all the presented causal relationships into account would be an enormous undertaking in any normal-sized, best practices support environment, no standards require anything close to this
and it would be complicated - if not impossible - to ensure success with
the use of contemporary tools, the response offered at that time should
still stand:
“Well, that is fantastic."
This was - more likely - rather the case of well performed risk assessment of tool usage with a - so far - successful track record. However, it is
quite easy to equate success with the use of a standard and falsely assume
that both the standard and one´s implementation of it are therefore complete. In reality operators may be adapting parts of processes to cover
for weakness in other process parts, regardless of whether the standard
at hand warns for these weaknesses. It might also simply be a case of the
associated faults not being triggered yet.

2.3.3

Software Engineering

Software engineering has also produced models and metric-centric approaches for
evaluating, and hence controlling, development processes, most notably the Capability Maturity Model Integration (CMMI) best practices model [65]. An aspiration
of CMMI is a convergence of the attempts to improve, for instance, software and systems engineering processes. CMMI therefore purposely focuses on defining models
and best practices at a high level, which allows the model to cater to organizations
and projects with potentially very different needs. However, with systems engineering already exerting a strong influence on organizations developing safety-critical
CPS, influence from CMMI is not likely to be decisive. CMMI is probably more important as a link between the concepts developed within systems engineering and
software engineering practices, thereby demonstrating compatibility at a process
level between these engineering disciplines.
One can then note that also the CMMI discussion references a commonly cited
high level description that discerns between three key resource types in development
efforts [65], namely operators, processes and tools. All of these are important to the
success of a project: operators bring skills, training and motivation to the execution
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2.3.3.1

Faults Characteristics

One part of the literature on software faults focuses on characterising them. Here
one can find papers focusing on establishing truths that hold for the entire field
of software engineering. An example is Ottenstein´s early paper on how the size
(or “complexity”) of a program can be used to predict the number of faults it will
contain prior to system testing [172]. This is motivated by use of psychological
theory about how much the short term memory of humans can typically hold for
immediate recall, and the proposition that other factors (such as learning, programming skills and project scheduling) can be averaged out with the use of appropriate
groupings. This type of causal relationship has been criticized as both simplistic
and dubious [87]. However, you can still find recent empirical studies that do not
go beyond proposing that their findings are somehow “intrinsic” to the software
itself (e.g. [107]).
Other papers limit themselves to characterising a certain type of failure or fault.
The most prominent finding in regard to safety-critical failures is that they are
more often of a type activated by rare events [111, 152]. Other findings include the
importance of team to person communication to avoid safety-critical software faults
[151]. An overall takeaway is that several of the studies found in the literature on
the nature of software faults only pay cursory attention to the context in which the
faults are found. It is therefore difficult to generalize the corresponding research
findings. There are exceptions however, e.g. [152, 170, 241].
2.3.3.2

Fault Models

Another part of the literature takes a broader view on faults than their properties and tries to construct entire causality models that describe the mechanisms
that cause faults. Early examples include the discussion by Nakajo and Kume of
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of the engineering activities; processes structure the activities in support of the
operators; and tools support the task execution of operators and make processes
more effective. However, these resource types are basic in nature and it is therefore
some flexibility to the way they are combined. One could for instance rather view
tools as akin to operators, i.e. as actors performing tasks in processes based on
their perception of the state of these processes.
Software engineering is special in a particularly interesting way in comparison
to the more traditional engineering disciplines. It routinely has to deal with system
designs that are detached from physical constraints and therefore can result in far
more complex systems than those traditionally realizable [146]. Studies of flaws in
software and how they ultimately can influence the safety of an end product are
therefore potentially enlightening on how flaws can appear, evolve and propagate
in complex systems. Fortunately, the discussion regarding software faults is as old
as software engineering itself [81]. Unfortunately, so is the disagreement on how
the results from the associated empirical studies should be interpreted.
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four major cause-effect relationships leading to software faults [165]. The underlying model included problems inherent in management, processes, individuals and
work environments as well as simple carelessness by designers and programmers.
COCOMO is a popular software cost model, and COQUALMO, the most recent
extension, models the impact of various fault removal techniques [154]. The defined inputs include code size, project phase durations, the quality of fault removal
activities, scale drivers and cost drivers. In the end these inputs reflect back on
such things as programmer skill, analyst capability, tool use, etc. Recent examples
of relevant causality models also feature the use of Bayesian Networks to capture
both an extensive set of factors and uncertainty. One recent study used 29 factors
related to total software size, project effort, processes (specification, documentation, design and development), characteristics of new functionality, testing quality,
rework quality and project management [86].
Fault Classification

Yet another part of the literature on software faults focuses on classifying them.
One of the most prominent classification schemes is IBM´s Orthogonal Defect Classification (ODC) [63], originally constructed to:
• describe software faults through categories that explain the progress of a
product through its development process [63]. Additionally, this relationship
to processes was designed to be generalizable and minimize opinion-based
categorization.
• allow a complete mapping of software faults to process parts by use of a
minimal number of categories [63].
ODC therefore - rather than focusing on the potentially different opinions regarding how and when a fault was injected - tries to match software faults to both
the different software fault mitigation activities that target their removal, and the
artifacts that need(ed) to be changed to solve them. ODC also differentiates between those faults found prior to release (in-house faults) and ones found after
release (field faults) [63]. In-house faults are categorized according to which fault
mitigation activity identified them and what effect they would have had if they had
reached the field. Field faults are categorized according to which fault mitigation
activity should have identified them and what effect they had. In other words,
to avoid the uncertainty inherent in discussing fault sources, ODC stipulates that
all faults can be matched to a corresponding type of process part that is ideal for
identifying them and relates in-house and field faults through these process parts.
This matching is to some degree still subjective, but considerably less so through
the clear definition of the orthogonal categories (especially since expert knowledge
can be utilized more easily).
Fault populations quantified by use of ODC can therefore be analyzed in many
different ways [22]. An important type of analysis in regard to this book is based
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on the idea that the distributions of in-house faults and field faults would be closely
correlated if all fault mitigation activities were equally well performed [22]. Therefore relative strengths and weaknesses in development processes can be inferred by
comparing these distributions. Relatively weak parts of a development process can
thus be identified through certain categories if they are associated with a significantly smaller proportion of in-house faults than field faults. However, for some
of the categories, it is quite revealing to simply consider the relative sizes of the
different groups.
The ODC categories can be summarized as:

• The Trigger category contains groups that are matched to the different activities listed in the Activity category. Each group contains generic and specific
conditions that can lead to a fault being identified during the corresponding
activity. As an example, the group matched to system test contains blocked
test and startup/restart. Blocked test is a generic condition indicating that a
test case failed and led to the creation of a defect report, while startup/restart
is a specific kind of test that is relevant when doing systems tests (since the
whole system is available).
• The Impact category contains properties which different faults can affect, e.g.
reliability and usability.
• The Target category contains artifacts that may have to be updated to solve
a fault, e.g. designs and code.
• The Type category contains groups that are matched to the different artifacts
listed in the Target category. Each group contains generic and specific parts
of the matching artifact that may need to be updated. As an example, the
group matched to code contains timing and checking. Timing indicates that
the code needed to be changed to sort out a timing problem, while checking
indicates that a conditional statement was erroneous.
• The Qualifier category is used to describe whether the fault was due to something missing, erroneous or extraneous.
• The Source category defines the origin of the code which exhibited the fault,
e.g. developed in-house and ported.
• The Age category describes how old the code is in terms of development
iterations, e.g. new and re-written.
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• The Activity category lists the different activities used to identify faults, e.g.
design reviews and system test.
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2.3.3.4

Similarities

Although some parts of the literature on software faults have tried to make a case
for very straight-forward causal relationships between faults and e.g. lines of code,
most approaches link software faults to several complex aspects of the surrounding
engineering environment. Findings in the software engineering domain seem to
corroborate the ideas in systems engineering that organizational and economical
aspects of a development effort need to be controlled to ensure safe end products.
In addition the popular ODC classification scheme also supports the idea that
certain parts of the development process will be suited for catching certain types
of faults, while others might be unsuitable for (or even unable to) catch the same
type of faults.

Support Environments

A support environment is the integrated set of all software tools and any supporting
software used during a development effort. Each part of a support environment can
be studied in isolation, but to identify the de facto impact of tools on a development
effort the entire development phase - if not the entire product life cycle - must be
studied. The cross-disciplinary research field that collects the research on this
impact is defined as focusing on tool integration and incorporates influences from
many other fields of research, such as Software Engineering, Systems Engineering,
Human-Machine Interaction and Economics.
Buxton´s STONEMAN report is often mentioned as a starting point for the
discussion on tool integration [56]. This report specified the requirements for a
support environment for programming Ada by defining the appropriate tools, Tool
Integration Mechanisms (TIMs) and interfaces, but also introduced the notion of integrating tools throughout a software project life-cycle. During the 1980s a plethora
of initiatives to specify support environments followed, the most well known being
the European PCTE initiative. In the late 1980s and early 1990s, this carried over
into an intense academic discussion regarding many different types of support environments. It was already clear at this point that the research on tool integration
consisted of several different strands of work [45]. Throughout the subsequent two
decades, the strand of research that has seen the majority of the activity is the one
that focuses on the technology [233], i.e. the separate mechanisms for achieving
tool integration.
Several aspects covered in the literature on tool integration are of interest when
discussing the safety-related implications of using tools during the development of
CPS. The overall state and history of the research area is of interest to meet the
objectives stated at the beginning of this chapter, i.e. to point to sources that
identify important but not obviously pertinent findings, provide direct feedback on
the topic at hand and unearth any obstacles to progress. Findings directly related
to safety, if any, are of course valuable to identify direct feedback. Additionally,
with the high focus on technology, the connection to the industrial practice for
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developing safety-critical CPS is also of interest.

The Tool Integration Research Field

This subsection presents a survey of the tool integration research field intended to
identify different aspects of the discussion regarding the essence of tool integration.
This term was used to indicate questions related to non-technical aspects regarding
what tool integration is (how it is defined, if the concept can be further divided into
separate parts, what its purpose is, and what is required to achieve it), but also
to identify when these questions are discussed and to what purpose. The survey
was based on analyzing sources that cite [225], while identifying and backtracking
to high quality sources that do not. This approach was based on [225] being a
seminal paper with regard to the essence of tool integration, since it defined what
later became a much used classification scheme based on different “dimensions” of
tool integration (this scheme is described in Subsection 2.4.1.3). The methodology
of this study, including internal and external validity, is discussed in Chapter 3.
2.4.1.1

An Initial Categorization

With the discussion on tool integration almost exclusively focusing on technology, important parts of the discussion related to the essence of tool integration
were largely unknown at the start of the survey. The sources therefore had to be
continuously categorized during the reading (and re-reading), since a suitable classification scheme was unavailable. The sources were thus allocated to categories as
topics and relationships turned up that were related to the above questions linked
to the essence of tool integration. The final allocation of sources is presented in
Table 2.1 together with, for convenience, the percentage of sources allocated to each
category.
The way the topics were handled and the relationships between the categories led
to further analysis in four main directions. The reasoning behind this is described
below and summarized in Table 2.2.
Table 2.1: Categories
Category 1. Discusses Non-Functional Properties in Relation to Tool Integration (53%)
[171], [66], [77], [50], [108], [44], [48], [45], [148], [27], [49], [88], [209], [229], [94], [215], [217], [227], [239], [25],
[205], [232], [234], [5], [80], [17], [24], [30], [149], [194], [20], [161], [157], [213], [75], [116], [128], [136], [159],
[197], [233], [139], [112], [153], [35], [82], [150], [230], [7], [36], [58], [70], [134], [140], [175], [231], [6], [37], [38],
[126], [199], [33]

Category 2. Uses a Classification Scheme to Structure the Discussion (44%)
[66], [47], [50], [62], [108], [212], [43], [45], [148], [8], [51], [71], [42], [93], [94], [226], [18], [25], [130], [187], [205],
[232], [234], [101], [5], [80], [160], [200], [149], [194], [20], [161], [207], [129], [159], [197], [54], [123], [31], [34],
[35], [82], [150], [12], [32], [36], [70], [164], [6], [37], [126], [33]
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Category 3. Elaborates on Wasserman´s Types of Tool Integration (41%)
[212], [148], [238], [49], [51], [71], [169], [214], [42], [93], [94], [215], [217], [19], [218], [220], [227], [224], [239],
[176], [177], [205], [234], [216], [160], [17], [24], [194], [207], [116], [21], [159], [197], [153], [34], [35], [82], [150],
[12], [32], [36], [70], [124], [135], [37], [126], [181], [33]

Category 4. Presents or Suggests a Framework Implementation (38%)
[171], [122], [62], [43], [27], [168], [169], [209], [26], [93], [94], [215], [79], [220], [25], [130], [176], [177], [187],
[232], [101], [5], [80], [30], [157], [156], [207], [136], [21], [159], [112], [230], [7], [32], [36], [58], [83], [124], [175],
[231], [37], [126], [221], [33], [222]

Category 5. Presents a Reference Model (34%)
[66], [77], [46], [50], [108], [8], [51], [169], [229], [215], [19], [64], [218], [239], [25], [109], [113], [149], [194], [20],
[161], [157], [75], [129], [159], [35], [150], [230], [237], [7], [12], [134], [135], [140], [164], [231], [126], [221], [33],
[222]

[66], [77], [122], [47], [50], [62], [108], [43], [45], [8], [71], [209], [94], [64], [239], [187], [205], [232], [5], [80], [200],
[149], [20], [161], [156], [129], [159], [54], [123], [150], [230], [237], [231]

Category 7. Presents a Product Related to Tool Integration (14%)
[8], [214], [72], [234], [160], [24], [102], [54], [73], [139], [82], [70], [140], [6], [38], [181]

Category 8. Evaluates Standards, Reference Models or Specifications Related to Tool
Integration (8%)
[46], [45], [148], [238], [71], [19], [224], [197], [199]

Category 9. In-depth Reporting on Empirical Data Related to Tool Integration (1%)
[153]

Not Included
[9], [236], [96], [69], [53], [139], [57], [105], [240], [137], [39], [103]

Category 1 includes sources that add to the discussion of non-functional properties related to tool integration. The typical source touches upon this category
by referring to different non-functional properties that are either problematic to or
addressed by the discussion in the source. However, usually no in-depth motivation
is given for how the non-functional properties were chosen or how they relate to
each other. The category is detailed further in Subsection 2.4.1.2.
Category 2 includes sources that use one or more classification schemes to structure (part of) their discussion. Two other categories merit mentioning together
with category 2. The first is category 3, which includes sources that elaborate on
Wasserman´s types of tool integration. The second is category 6, which includes
those sources that reference a classification scheme other than that of [225]. Together these three categories point to the importance given to classification schemes
when discussing tool integration, but also to the deep disagreement on exactly what
makes a scheme complete. Further research in the direction of these categories is
discussed in Subsection 2.4.1.3.
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Table 2.2: Further Analysis based on Topics and Relationships
Motivation

1

Non-functional properties often referred to, but in vague terms.
Large and varied amount of classification schemes.
High focus on frameworks, reference
models and associated products (concepts that to some extent “blur”), implying a well known system context.
Small effort on evaluation and empirical data, raising concerns with regard
to the theory underlying the discussion.

2, 3 and 6
4, 5 and 7

8 and 9

Discussed in
Subsection
2.4.1.2
2.4.1.3
2.4.1.4

2.4.1.5

Category 4 includes sources that present or suggest the implementation of a
framework, i.e. a realization in software to support tool integration. This is related
to two other categories. The first is category 5, which includes sources that present
some kind of reference model related to the design for or evaluation of tool integration. Here the term reference model is used to indicate a more abstract definition,
which does not have to be immediately realizable. The second is category 7, which
includes sources that present some kind of product related to tool integration (data
integration tools, languages for generating tool integration software, etc.). To some
extent these categories “blur” into each other, with the allocation to a specific category depending on the emphasis used by the individual authors. With such a
high focus on implementation and providing reference models, one would expect
the context of tool integration to have been discussed in-depth. Further research
in the direction of these categories is discussed in Subsection 2.4.1.4.
Category 8 and category 9 are straight-forward. The former includes sources
that evaluate standards, reference models or specifications related to tool integration. The latter includes sources that provide an in-depth reporting on empirical
data related to tool integration. Both of these categories are rather small, which
raised concerns regarding the theory underlying the research on what tool integration is. This merited a closer look at which research methods are used in these
sources, which is detailed further in Subsection 2.4.1.5.
2.4.1.2

Tool Integration and Non-functional Properties

This subsection details the type of non-functional properties and the way in which
they have been discussed with regard to tool integration.
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As seen in Table 2.1, a majority of the sources touch upon the non-functional
properties of tool integration. These properties are by nature not easily defined,
with most sources not offering any clear definitions, priority order or discussion of
how these properties relate. An examination of the definitions of the properties
given by the sources also shows that different names are often used to refer to the
same property - and vice versa, that the same name can actually refer to different
properties. Nevertheless, even after merging the cases when the sources simply seem
to be using different terminologies, one is still left with an impressive 30 different
non-functional properties. Of these properties the 10 most often mentioned make up
73% of the occurrences counted, with the top six properties on their own claiming
similar shares out of 58% of the occurrences counted (see Figure 2.3). Furthermore,
when the top six properties are laid out in a graph showing their occurrences across
the last two decades, each show an even distribution over time (see Figure 2.4).
In other words, throughout the literature a few non-functional properties have
stood out as more important to discuss than others. The top six of these are covered
in more detail below.
• Flexibility is the ease with which a support environment can be adapted. A
requirement for flexibility can stem from the need to handle early misunderstandings of the requirements on a support environment [171], seamlessly
introduce novel features [217] and support cost savings [229]. Flexibility is
therefore discussed both in regard to the parts that make up a support environment and a support environment seen as a whole. The former discussion
has for instance touched upon the interchangeability of tools [126], while the
latter has dealt with how to adapt to the specific conditions of different companies [80] or even different application domains [24].
• Scalability is the degree to which a support environment can be treated and
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behaves similarly, regardless of changes to the number of parts that it consists
of. Lack of scalability support can show itself through inconsistencies [88]
or by end users being overwhelmed by too much information [215]. Whilst
scalability can be discussed in relation to parts of support environments, such
as standard exchange formats [116], some regard this property as primarily
related to the whole [159]. Solutions for achieving scalability have been put
forward in both of these discussions. Scalability has for instance been claimed
to be a benefit of component-based architectures [161]. However, no strong
case has been made for a relationship between these solutions and certain
high level issues linked to scalability, such as the flaws in cognitive support
and knowledge transfer mentioned by [49].
• Cost is the impact that support environments have on financial matters.
When discussed in a narrow sense this relates to the direct costs of designing, constructing and deploying support environments [44], but also how to
measure their impact [17]. When discussed in a broader sense, cost relates to
the implications of the business context of related stakeholders. For instance,
different business models of tool vendors have been discussed both as a limitation to which tools are integrated [50] and as a prerequisite for allowing any
major benefits to be gained by deploying support environments [213]. The
use of support environments has even been mentioned as commonly based on
business goals [233] or as a critical part of achieving business success [157].
• Evolvability is the potential of a support environment to facilitate change over
time. This is discussed from two perspectives. Firstly, in regard to changes
inside the support environment itself. For instance, how the availability of
evolvable support environments can be important in ensuring the success of
new technology [75], or how evolution needs to be possible to drive and di-
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rect [171]. Secondly, in regard to how a support environment can be used to
facilitate product evolution when used during development [27, 25]. Additionally, evolvability is also discussed in relation to whole support environments
and the parts they are made up of: the former in regard to how economical
and political influences can impact the possibility of support environments
to evolve [77]; and the latter in regard to which technology is best suited for
facilitating change [161].

• The degree of standardization is the degree to which a support environment
conforms to readily available specifications (even though the distribution of
the specifications might be limited, for instance, to those that have paid a fee).
The impact of standards may be on details and on broader concerns, since
different standards target different levels of abstraction. The motivations
given for an increased degree of standardization are therefore diverse, such as
enabling adaption to different domains [209], being a prerequisite to dealing
with tool integration product life-cycle issues [194], avoiding tool vendor lockin [82], and so on.
2.4.1.3

Integration Types

Based on the importance given to classification schemes by the sources, this subsection starts by describing the way the sources have used and elaborated on Wasserman´s classification scheme [225], and then contrasts it with other approaches that
describe tool integration at a high level of abstraction.
2.4.1.3.1 The Five Dimensions
[225] introduced 5 types of tool integration, namely Control, Data, Platform, Presentation and Process Integration. These are described as “dimensions”, i.e. separate, unconnected concerns. The separation between the types of tool integration
rests on relating them to different kinds of supporting tools and mechanisms. These
types of tool integration are by far the most popular idea brought forward by [225].
While 44% actively use Wasserman´s types of tool integration to structure their
discussion, a further 22% mention them. Out of the 28% that make use of other
classification schemes, 40% do so in combination with Wasserman´s types of tool
integration.
However, a deeper investigation of the 66% that make use of Wasserman´s
classification scheme, summarized in Figure 2.5, shows that the use is not coherent.
Many of these sources elaborate on the meaning of the different types or choose
freely which of them to take into account.

State-of-the-Art

• Efficiency is discussed in conjunction with tool integration with regards to
both the technological performance of support environments [197] and how
organizations utilizing support environments can perform better [6]. The
latter, broader focus is naturally linked to the discussion on automation of
tedious, repetetive tasks [232].
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In the five subsections below we start by describing each of these types as
they were presented by [225] and then go through how other sources have viewed
them differently. Thereafter we discuss other approaches to defining types of tool
integration.
2.4.1.3.2 Control Integration
[225] described control integration as the ability of tools to notify each other of
events and activate each other under program control.
This definition prevails throughout the literature, although a significant number
of the surveyed sources try to add on different process aspects such as process
management [238], coordination and synchronization to enable cooperation [169],
and the ability of tools to notify users [32]. Several sources also try to clarify control
integration by tying its definition to tool functionality, for instance by referring to
the use and provision of functionality [212], or the intent to combine functionality
[49].
2.4.1.3.3 Data Integration
[225] described data integration as the ability of tools to share data with each other
and manage the relationships among data objects produced by each other.
This definition mostly prevails throughout the literature. A few sources limit
the definition, for instance by only referring to data sharing [51]. Most sources try
to clarify the definition through examples, commonly including data persistence
[205], syntax [35], semantics [194], consistency [212] and traceability [135].
2.4.1.3.4 Platform Integration
[225] described platform integration as the set of system services that provides
network and operating systems transparency to tools and tool frameworks.
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2.4.1.3.5 Presentation Integration
[225] described presentation integration as the set of services and guidelines that
allows tools to achieve a common “look and feel” from the user’s perspective.
This definition prevails throughout the literature, but with several interesting
points raised by those that do not adhere to it. Some sources add to the definition
by including user interface sophistication [51, 205] or interaction paradigms [212].
Others entirely reject the view that the goal of presentation integration is always
to produce a uniform user interface [234, 216, 12]. These instead argue that the
focus should be changed to the integration of the different users to the tools via
their user interfaces. This means that a tool should be able to present different
user interfaces to users with different professional roles, backgrounds, knowledge,
purposes or visualization preferences. The goal of presentation integration would
then be to facilitate the correct matching of user interfaces to the different users.
The idea that presentation integration by necessity is a separate concern is even
challenged by [207], since visualization notations may, through control or data
integration, achieve the same result as a common “look and feel”.
2.4.1.3.6 Process Integration
[225] described process integration as the integration of process management tools
with other tools in the support environment.
In a later paper Wasserman himself redefined this type of tool integration using
the much wider “linkage between tool usage and the software development process”
[227]. This is symptomatic of the usage of this type of tool integration throughout
the literature, which has largely challenged the original definition. In fact, a definition similar to this later definition is even used in some sources, but with references
to the original paper [212, 21].
The most common way of defining process integration is to simply state that
it concerns ensuring a proper match between processes and software tools [148].
Other common definitions tie process integration to the definition and integration
of process models [169], the awareness and enforcing of process constraints on tools
based on user roles and process states [130], or both [93]. Additionally, while the
perspective of most sources is that processes should determine which tools are used
and how they behave, a few sources acknowledge the fact that legacy tools and
TIMs might enforce a particular structure on workflows [157, 34].
2.4.1.3.7 Other Approaches
A classification scheme is a collection of conceptual categories that highlight important, distinct parts of a subject under discussion. As such it should be detailed
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enough to allow reasoning about (a part of) a subject, but also abstract enough not
to unnecessarily confuse the discussion. Classification schemes are therefore closely
related to reference models, the difference being that reference models even though
they do not have to be immediately realizable should at least be detailed enough
to allow independent work in relation to the subject (for instance on standards
[77]). Not surprisingly one other approach to defining types of tool integration is
therefore to link Wasserman´s types of tool integration to different parts of a reference model, as done by [51] in relation to a reference model which divides support
environments into three levels, namely the mechanism (how are the components
in the support environment connected), service (what does the support environment provide) and process levels (which activities does the support environment
support). Control, data, platform and presentation integration are allocated to the
mechanism level, while process integration is allocated to the process level. The
same source also raises doubts as to whether the different types of integration are
in fact “dimensions”, proposing that, as mechanisms become increasingly sophisticated, the boundaries between the different types may blur. Later Losavio further
detailed this reference model by differentiating between integration targeting the
internal organization, external entities and management [149].
The most common other type of approach, however, is a classification scheme
that differs from Wasserman´s only in the use of more categories within a type
of tool integration or by drawing the boundaries between them differently. An
example of the former is [47] equating tool integration to data integration, which is
then further divided into the carrier, lexical, syntactic, semantic and method levels.
An example of the latter is proposed by [43] in the form of the three separate
dimensions of control, data and user interface integration. These are a combination
of Wasserman´s control and process integration, a combination of Wasserman´s
data and (part of) platform integration, and the same as Wasserman´s presentation
integration, respectively. Data integration is the most commonly discussed type of
integration in these approaches, followed by presentation, control and process (in
that order).
Other approaches add to Wasserman´s classification scheme. Zelkowitz, for
example, mentions three notions of tool integration that affect the design of support
environments [239], namely the conceptual (a shared philosophy in regard to the
interaction of support environment components), the architectural (how support
environment components are constructed to interact) and the physical integration
(the interaction of the actual instances of support environment components).
A few other approaches make use of wholly different types. The most obvious
example in the sources is [230] using a classification scheme that measures support
environments according to two dimensions: extensibility, which in this source is
a measure of customizability; and guidance, which is a measure of how well the
process of customization of the support environment is supported. This scheme
was later further extended by adding reuse, which is a measure of the reuse of
shared platform functions between different support environments [231].
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Figure 2.6: Overall Contexts, Percentages

2.4.1.4

The System Context

Based on the high focus on implementation and providing reference models, this
section takes a closer look at the system context used by the sources when discussing
tool integration. This results in an in-depth discussion of stakeholders relevant to
tool integration, since most sources show no conclusive evidence of a well understood
system context.
Figure 2.6 shows the distribution of the overall contexts that the sources use
to frame their discussion. A few sources generalize, meaning that they imply that
tool integration can be treated in a similar way across all contexts. More sources
discuss tool integration as framed by systems development, a context that can
be further divided into two groups. The first includes those sources that have
a narrow focus on only the development phase or provide no detailed definition of
systems development. The second includes those sources that at least mention a
broader view of other life-cycle phases of systems development, such as maintenance,
production, decommission, etc. Similar groups of sources can be found that further
restrict themselves to software development. Finally, one group consists of sources
that use a specific application domain as a context for discussing tool integration,
with the most often used domains being software re-engineering (22%), enterprise
applications (19%) and chemical engineering (15%).
It is clear that development is the most common context envisioned when discussing the essence of tool integration, either in a narrow (39%) or a broad (32%)
sense. This is not a very strong finding, considering that the basis for the survey
is a paper in the software engineering field [225]. However, the initially general or
non-existent description of the system context in most sources suggests that it is
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an unimportant, obvious or overlooked factor. That the system context is unimportant is belied by the other findings in this report, such as the higher level at
which some non-functional properties are discussed (see Subsection 2.4.1.2) and
the many sources which elaborate on process integration (see Section 2.4.1.3). The
relevant sources were studied further to ascertain whether the details of this factor
are obvious to or overlooked by those involved in the discussion found in the literature. A closer look revealed that only 13% (of all sources) provide a more in-depth
discussion of the context of tool integration. Of these, the majority either discuss
different scales of organization (20%) or different stakeholders (60%). The former
relates to discussing tool integration as important to the individual, the team, the
organization and interorganizational relationships. The latter is summarized in
Figure 2.7 by listing the top 5 stakeholders discussed. These are the tool developers, management (in any related organization), support environment customizers
(those putting together a particular instance or providing support for it), support
environment designers (those developing the basic support environment software)
and end users (in the role of users and customers).
This one-sided focus on a narrow set of stakeholders, important to the implementation of a support environment, points at the system context being overlooked,
rather than obvious to those involved in the discussion found in the literature. An
in-depth discussion of the continuous evolution of a support environment throughout its lifetime would require one to consider the much larger set of stakeholders
involved in relevant decision-making, standardization attempts and maintenance.
2.4.1.5

Research Methods

Based on there being few sources that provide in-depth reporting on empirical evidence related to tool integration, this section studies the research methods employed
by the different sources.
As seen in Table 2.1, there is a lack of published in-depth empirical data in
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relation to the discussion on the essence of tool integration. 8 different research
methods could be identified when the sources were studied further. The summary
of how many sources employed each research method can be found in Figure 2.8.
Expert knowledge is a part of all scientific inquiry, but the the largest group
identified consists of those sources that only make use of expert knowledge. This is
not necessarily a problem. A reference model or a summary of the state-of-the-art
does not have to include a solid empirical base to be useful, but rather rests on the
reasoning of those experts involved in writing it ([44] is a good example of this).
However, several of the sources included in this group simply did not provide a
description of the methods used, which has to be seen as problematic with regards
to judging the validity of their findings. The second largest group consists of those
sources that make use of case studies, i.e. studies of a limited number of instances
of a phenomena. Even though this research method has been criticized over how
to ensure that the results are generalizable, this is also not necessarily problematic.
Only one of these case studies, however, was a critical case, i.e. set up specifically
so that it could answer a particular research question (see [90] for a discussion of
critical cases in case study research). All of the others were open-ended, exploratory
case studies. All of the other groups are formed by research methods that were only
used by 1-3% of the sources. These include interviews, questionnaires, mathematical
proofs, literature surveys, content analyses and experiments.
Most of these groupings are self-explanatory, but it should be noted that only
sources providing a description of a literature survey method were included in the
literature survey group. In other words, even though most academic papers include some part that discusses relevant literature, this grouping only included those
sources that had the explicit purpose to survey a large amount of literature based
on well defined selection criteria.
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Tool Integration and Safety

• the importance of the development life-cycle functionality that a highly integrated support environment can supply. Examples include the RACME
framework [58] and tailored tool-chain instances of the CESAR RTP [7]. The
former emphasises the safety aspects of improving usability, monitoring activities and increasing traceability. The latter supposedly decrease the cost of the
development of safety-critical systems by improving processes and methods.
• the services of a group of carefully selected and integrated tools is also a common focus - for example, to emphasise how the combination of diverse tools
can support an otherwise unlikely range of design and verification aspects [99].
There are attempts at formalizing this approach, for instance by defining the
criteria “in standards concerning the selection of methods and tools proposed”
[178].
Some studies come close to dealing with the safety-related implications of the
tool integration itself, such as the discussion regarding reference workflows by Conrad et al. [68]. They proposed the use of pre-qualified tools and associated workflows
to limit a required qualification, thereby encompassing the entire tool-chain when
considering safety. Others have cited, and are probably inspired by, this approach
[114], but little data seems to be available on the effectiveness of it. This approach
is also strongly tied to safety standards and therefore prone to exhibiting some of
the problems discussed in the next subsection.

2.4.3

Systemic Safety Standards

As mentioned in Subsection 2.3.2, in several high profile CPS domains regulations
and liability issues come together to create a strong requirement to follow one or
several applicable systemic safety standards. These standards are also currently
the primary source of pressure to at all look into the risks inherent in using tools.
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The priority order given by the non-functional properties identified in Subsection 2.4.1.2 is not an objective measure, but it reflects what has been seen as
important by many taking part in the discussion found in the literature. One can
discern that safety is far from being a top priority. In fact, the narrow focus in
regard to stakeholders, system context and research methods means that utilizing
the findings from the tool integration research field to discuss safety is going to be
problematic, since it is difficult to understand the details of the contexts in which
the findings have been identified. The weak connection to safety is also evident in
the fact that although several safety-critical domains, such as automotive, avionics
and railways, have frequently been used as settings for research into tool integration,
it is not the safety of the tool integration per se that has been studied. Common
focuses in these studies rather include:
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Due to this importance in highlighting and defining the related problems a number of widely used safety standards within the domain of CPS development are
discussed below. Both old and new standards are discussed to present a view of
the development of the guidelines given within this domain. The list of standards
discussed is, however, not exhaustive, since hundreds of safety standards exist making it infeasible to survey them all. The transportation domain, which has frequently been used for studying tool integration, is however a suitable limitation.
The safety-related implications of best practices concerning separate tools in this
domain have been given considerable attention (see e.g. the summary primarily
focused on aviation by Kornecki and Zalewski [131]); the transportation domain is
likely to influence other CPS domains in the future since it is deemed highly important by the European Union [67]; and the relevant standards then share roughly
the same kind of objectives (even if some of them only consider one aspect of the
relevant CPS, like DO-178B and BS EN 50128:2001 only focus on software).
Two decades ago, in 1992, DO-178B was published to “provide guidelines for
the production of software for airborne systems and equipment that performs its
intended function with a level of confidence in safety that complies with airworthiness requirements” [202]. This standard recognizes the impact software tools might
have on the processes it prescribes. Therefore, if any of the prescribed processes
are eliminated, reduced or automated by use of a software tool and the output of
said tool is not verified according to DO-178B, then said tool needs to be qualified 5 .
DO-178B is very specific in pointing out two categories of tools that are of interest
for qualification, namely development and verification tools. It thereby excludes
TIMs as primary targets for a qualification effort. However, the standard allows
several tools to be qualified together and defines the operational environment of
tools as an important factor to qualify tools against. In regard to the latter DO178B stipulates that tools should be shown to execute safely even if the operational
environment fails or operates in an abnormal way.
In 1998 IEC 61508:1998 was published as a base standard which “sets out a
generic approach for all safety life-cycle activities for systems comprised of electrical
and/or electronic and/or programmable electronic components (electrical/electronic/
programmable electronic systems (E/E/PESs)) that are used to perform safety functions” [119]. IEC 61508:1998 lists a few types of software tools but mostly focuses
on prescribing requirements for languages and coding standards. This standard
also stresses the importance of planning which tools to use prior to the start of
development and opens up for qualification by tool vendors. However, there is no
guidance on whether TIMs are of importance or how the actual tool qualification
procedure should be carried out.
There are many similarities between IEC 61508:1998 and BS EN 50128:2001
[59], which was released in 2001 and “specifies procedures and technical requirements
5 A qualification process is a smaller subset of the activities required to certify an end product.
These activities are all linked to a specific area of concern. In this case the qualification referred
to is the process that ensures that a tool provides confidence at least equivalent to that of the
process(es) it eliminates, reduces or automates.
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for the development of programmable electronic systems for use in railway control
and protection applications”. Both standards stress the importance of planning
which tools to use up front and recommends the use of certified tools. BS EN
50128:2001 in addition stresses the importance of using the same set of tools across
the whole product life-cycle and defines certified tools as having been determined
to be of a particular quality6 . Most unfortunately however, BS EN 50128:2001, like
IEC 61508:1998, provide no guidance on whether TIMs are of importance or any
specification of how the tool qualification procedure should be carried out.
In the next version of IEC 61508 [120], released in 2010, there is an increased
awareness of the fact that tools are playing an increasing role in all the phases
of the product life-cycle. IEC 61508:2010 requires that appropriate tools should
be chosen to reduce the “likelihood of introducing or not detecting faults during
the development”. At a system level all tools are required to pass a functional
safety assessment, for which the guidelines given are at a very high level. The tool
qualification guidelines for tools used during the software development life-cycle
are however much more detailed. Offline software tools (i.e. tools which are not
included in the actual “live” product) are divided into different categories. Only
those categories that contribute to the executable code of the end product or may
fail to verify such contributions correctly are deemed necessary to require extra
attention. This is elaborated further by defining a “design support tool with no
automatic code generation capabilities” as an example of a tool that cannot contribute to the executable code, while “an optimising compiler where the relationship
between the source code program and the generated object code is not obvious” and
“a compiler that incorporates an executable run-time package into the executable
code” are given as examples of software tools that can contribute to it. So, for
instance an autocode generator would then fall into the most critical category and
require extra attention. This attention would include (1) securing a thorough specification or product documentation, (2) assessing the level of reliance placed on
the autocode generator and the potential failure mechanisms that may affect the
executable software, (3) taking appropriate mitigation measures in regard to any
identified failure mechanisms, (4) proving that the autocode generator complies to
its specification or documentation (or if proof is unavailable, that there are effective
measures to control tool failures) and (5) documenting the tool qualification. All
of this is required for each new version of the autocode generator that is used. The
integration of the chosen tools is viewed as very positive, since it is assumed that
if the output from one tool has a suitable content and format for automatic input
to a subsequent tool then the possibility of introducing human error can be minimized. That other risks may be implied by an increase in tool usage is, however,
also recognized. IEC 61508:2010 therefore requires the competence of users of the
tools to be considered. IEC 61508:2010 is, as the standards previously discussed,
not clear on how TIMs should be treated. The division into different classes of
6 In other words, a certified tool has been confirmed, according to predefined rules, to exhibit
a certain set of characteristics.
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tools depending on how directly their output may affect the end product and the
lack of guidelines for tool integration seems to indicate that TIMs should not be
considered on their own during tool qualification.
Again there are many similarities between IEC 61508:2010 and the subsequent
version of BS EN 50128, which was released the following year [60]. In fact, the
guidance on support tools and languages in BS EN 50128:2011 is almost an exact
copy of that provided in IEC 61508:2010. The emphasis is possibly slightly more
on ensuring that “potential failures of tools do not adversely affect the integrated
toolset output in a safety related manner”, i.e. tool reliability. No further guidance
on TIMs is given, but requirements on the competence of tool users are further
elaborated as being especially important in relation to designers and implementers.
A domain adaptation of IEC 61508 for the automotive industry was also released in 2011. This standard, ISO 26262 [121], aims “to comply with needs specific
to the application sector of Electrical and/or Electronic (E/E) systems within road
vehicles”. The differences between IEC 61508:2010 and ISO 26262 in regard to tool
qualification are striking. ISO 26262 states the criteria for evaluating the need for
tool qualification of tools in a support environment as “the possibility that the malfunctioning software tool and its corresponding erroneous output can introduce or
fail to detect errors in a safety-related item or element being developed, and the confidence in preventing or detecting such errors in its corresponding output”. It also
states that these criteria are only important in regard to software tools effectively
achieving the goals that “a) the risk of systematic faults in the developed product
due to malfunctions of the software tool leading to erroneous outputs is minimized,
and b) the development process is adequate with respect to compliance with ISO
26262, if activities or tasks required by ISO 26262 rely on the correct functioning
of the software tool used”. ISO 26262 thereby (1) by use of generic criteria removes
any reason for giving advice on how to treat different types of software tools and
(2) by use of the goals returns the focus on the development process. This means
that ISO 26262 can establish that no requirement on tool qualification is needed
“for a code generator in case the produced source code is verified in accordance with
ISO 26262”, but otherwise only (1) mention generic features of software tools that
need to be taken into consideration during analysis and (2) recommend generic
ways in which confidence can be established (i.e. “validation” or “development in
accordance with a safety standard”). The definition of a software tool 7 is sufficiently
generic to imply an approach where TIMs are also included. Additionally, if this
generic definition is ignored then the case for this approach is reinforced by the
tool qualification process requiring the context of all analysed tools to be defined.
The seriousness of ISO 26262 in regard to tool qualification is also stressed by
requirements on the independence of the reviewer of the tool qualification efforts.
Regardless of all this support for a tool qualification approach which includes TIMs,
the discussion in regard to tool qualification as specified by ISO 26262 has shown
7 ISO 26262 defines a software tool as a “computer program used in the development of an
item or element” [121].
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a strong push towards limiting the tools (and TIMs) that need to be taken into
account [13]. There exists some concerns regarding this whole issue, however, noticeable in the calls for some independent party to provide guidance on the correct
level of qualification [117].
Finally, 2011 also saw the release of a new version of DO-178. This version, DO178C [203], expands the guidance on tool qualification significantly by (1) dropping
the two tool categories defined in DO-178B in favour for three more generic ones
and (2) introducing DO-330 [204] (a separate document for software tool qualification considerations). Although the three new categories for defining which tools
that could be the subject of tool qualification are more generic, they all exclude
TIMs as primary targets for qualification. DO-330 goes further than the standards
described earlier by defining part of the problem of tool development as being that
it is often undertaken by “teams other than those who use the tools to develop software”. This means that DO-330 sets a wider context by for instance describing
how the responsibilities during tool qualification should be divided between tool
users and tool developers in regard to COTS tools. DO-330 is nevertheless still
constrained by only being applicable to scenarios in which any of the prescribed
processes are eliminated, reduced or automated by use of a software tool and the
output of said tool is not verified according to DO-178C. Within these constraints a
considerable number of issues are however discussed, such as how to handle external
components (such as operating system primitives), abnormal conditions, supplier
conformance to DO-330, COTS tools, etc. A wide number of requirements are
made on reviews, analyses, tests, etc. This is especially true for COTS tools for
which all anticipated tool operational environments, all input (including its structure), all output, all expected functional behaviour and how to handle all abnormal
conditions needs to be defined. On top of this DO-330 also allows alternative tool
qualification methods, as long as these can be sufficiently motivated. Given the
focus on exhaustive analysis and testing, it appears that DO-330 depends heavily
on the limitations DO-178C puts on which tools that need to be qualified. Modern
development environments can consist of several hundreds of tools and TIMs [106],
making it infeasible to perform exhaustive testing on all possible combinations of
interactions.
To summarize one can identify two “mental models” on how to ensure trust
in tools and tool integration, both found in high profile process standards. The
first approach is found in DO-178C [203] and visualized by Figure 2.9. Trust in
an end product is engendered by the constraints on its development process. In
the same way, trust in a tool used during the development of safety-critical CPS
is ensured by its development process constraints. Tool integration is treated in a
bottom-up manner, since assumptions about tool integration may allow or disallow
tool qualification at different qualification levels. The second approach is found
in IEC 61508:2010 [120] and visualized by Figure 2.10. Here trust is established
by generic measures within the engineering environment of the targeted CPS, such
as securing thorough specifications and performing tool assessments. The focus is
mostly on the reliability of a specific set of tools, while tool integration is referred
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Figure 2.10: A Mental Model that Focuses on the Engineering Environment of the
Targeted CPS

to in a simplistic manner as something that purely minimizes the probability of
operator error. These approaches do not preclude a top-down approach on tools
and tool integration. High level guidelines in both DO-178C and IEC 61508:2010
in fact underline considerations such as consistency and complementarity of tools
throughout the development life-cycle. However, neither approach provides explicit
guidelines on how to ensure trust throughout a whole tool chain. Quite the opposite,
the more explicit guidelines in regard to software tool qualification focus strictly on
when tools replace or eliminate manual process steps which output or verify data
(primarily data destined for the end product being developed).
One may consider the implications of the focus on finding specific categories
of tools that should always be subjected to tool qualification efforts in the second
approach. This is problematic in the sense that the extra effort of qualifying certain
tools might be perceived as unnecessary, eventually leading to the whole concept of
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tool qualification being viewed as only bringing an unnecessary cost. Indeed, the
fear that tool qualification might lead to considerable, and implicitly unnecessary,
costs shines through in the state-of-art discussion centered around ISO 26262 [117,
106].
Additionally, while these standards go beyond a simplistic discussion of technology, their perspective can be summarized as viewing automation as a “team
member” (see [180] for a more detailed discussion of this type of perspective). In
short, according to these standards automation can and should be evaluated based
on its reliable execution of separate process steps independent of human operators. Automation that only supports the actions and decision-making of operators
is viewed as relatively inconsequential, as long as the rest of the standards are
adhered to successfully.

Methodology

Chapter 3

Methodology
“The man of science has learned to believe in justification, not by faith,
but by verification."

Reading about the use of methodology in a particular study, in contrast to reading
a theoretical text about methodology, can be a rather disappointing affair. It is not
that you see authors engaging in outright whitewashing particularly often, but it
is not uncommon to encounter a rather single-sided focus on method rather than
methodology. This is unfortunate in the cases when discussing the benefits and
weaknesses of a few carefully selected research methods is less valuable than the
question of whether the whole approach was the most fruitful option.
There is probably no single reason for this. Some authors undoubtedly want
their findings to be perceived as stronger than they might in fact be. Perhaps some
want to avoid the humiliation of others pointing out flaws in their assumptions or
use of methods, perhaps even proving that their findings are misunderstandings or
statistical flukes. Others probably do not have a sufficient interest in the philosophy of science to spend more than the minimum required effort on this subject,
preferring instead to focus on their own core research areas.
This may seem to paint a very grim picture of the state of the research community, but this is probaby not a very helpful perspective - even if a little more
honesty and transparency is sometimes called for. The way of things in the research
community is not necessarily due to the shortcomings of individual researchers.
Kuhn describes “normal science” as “research firmly based upon one or more past
scientific achievements, achievements that some particular scientific community acknowledges for a time as supplying the foundation for its further practice” [138].
The type of “past scientific achievements” that Kuhn refers to differ sharply from
“normal science” in that they create a common base for researchers within one
particular research field, for instance by defining:
• what should be studied.
• how studies should be structured.
47
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Kuhn’s terminology was initially a bit vague, which led to him later introducing
the term disciplinary matrix to describe common factors such as those listed above
[138]. In this book these factors are referred to as a paradigm, in line with the
use of this word today, although not necessarily with the way Kuhn originally used
it. A key observation on paradigms is that they are so intrinsic to a research field
that the individual researchers cannot realistically detach themself enough to be
able to view them objectively. Kuhn comments on this in regard to comparing
paradigms to the optical illusions in which pictures can be viewed as either of two
things by stating that “Scientists do not see something as something else; instead,
they simply see it” [138]. What the individual researchers can try do is to identify
a crisis in their particular research field and gravitate towards theories better able
to explain perceived anomalies. Indeed, according to Kuhn a full-scale paradigm
shift typically does not occur if anomalies in a current paradigm are not prominent
enough to first throw the associated research field into crisis [138].
The question of how one´s research should be conducted is thus, if not unimportant, not a personal choice by most researchers. Everyone that enters a particular
research field is in practice required to adopt a pre-existing understanding of which
methods to use, which problems to discuss, etc. These rules of the field within which
the research has been conducted will implicitly frame any chapter on methodology.
Within the vast majority of problem-solving that occurs in normal science, it might
therefore make poor sense to discuss the basic choice of methods and theoretical
models. After all, “everyone” is using them, and to good effect too.
However, sometimes, in certain research fields, it is worthwhile to ponder the
prominent weaknesses in the associated paradigm and position one´s research in
relation to these weaknesses. To do otherwise is to risk presenting a beutiful picture in a cracked frame. The picture might be nice to look at, but only if you
disregard what lies just outside it. Much of the subsequent parts of this chapter
are based on the author´s wish to avoid presenting such a neatly arranged, but
ultimately misleading, picture. The motivation for this effort towards accounting
for the paradigm innate in the tool integration research field comes primarily from
an in-depth analysis of the field (see Subsection 3.1.1), on which the author has
based his research designs during the latter part of the work towards this book (see
Subsection 3.1.3).

3.1

The Four Studies

The basis of this book comes primarily from four studies conducted across a time
frame of four years. The first study (Study A) was a literature survey that spanned
the first three years. The second and third studies (Studies B and C ) were case
studies conducted during the first two years at an industrial company and during
a research project, respectively. The last study (Study D), conducted during the
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last two years, was designed as a sequential mixed model study in two phases at two
industrial companies. (See [211] for a description of this type of study.)

Study A - The Literature Survey

The literature survey started in 2010 within the iFEST project [118], an EU research project focusing on the specification and implementation of an integration
framework for establishing and maintaining tool chains to engineer complex industrial embedded systems. While building support environments is a challenging task
due to the sheer complexity of today´s technology, many of the difficulties encountered during iFEST were not linked to technology per se. The choice of a particular
approach or technology could make perfect sense to one stakeholder, while another
discounted it outright. The ensuing discussions pointed at a lack of adequate research into more high level questions, such as how to prioritize between business
models, stakeholders or even different academic discourses.
To avoid a situation in which discussions would have degenerated into a mere
battle of wills, and to enable a more unbiased approach to tool integration, the
strand of research that tries to reach an overall understanding of what tool integration is became a necessary focus. The aim became to facilitate future decisions
on tradeoffs, and identify any weaknesses in the discourse that may make such decisions difficult, by identifying the essential core of the cross-disciplinary discourse
related to tool integration. To achieve this, a literature survey in several steps was
designed to focus on how the essence of tool integration is discussed, the context of
this discussion and what the implications are. In other words, the survey focused
on the non-technical aspects of the discussion, such as what tool integration is, how
it is defined, if the concept can be further divided into separate parts, what its
purpose is and what is required to achieve it. In addition, the survey considered
when these types of questions tended to arise and to what purpose.
While the literatury survey undoubtedly supported iFEST´s successful positioning in relation to prominent stakeholder standpoints and helped populate the
author´s own mental model of the studied phenomena with relevant entities, in the
end the survey grew to be so extensive that it rather motivated a reassessment of
the research designs employed within the field of tool integration. It is therefore
quite difficult to underestimate the importance of this literatury survey in regard
to the contents of this book.
The findings from this study are presented in Subsection 2.4.1, while the subsections below discuss the approach and validity of the literature survey. Additionally,
this section closes with a discussion of the implications of the findings in Study A for
the choice of methodology in the tool integration field - inferences that ultimately
influenced the authors choice of research design when moving from Studies B and
C to Study D.
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The Approach

Four iterations were conducted before the literature survey was finalized.
The first iteration, in which the State-of-the-Art of tool integration was studied,
took place early in 2010 at the start of the iFEST project. 39 of the sources studied
during this iteration came from the Association for Computing Machinery (ACM)
Digital Library [15] database citation list for [225], a widely recognized seminal
paper on what tool integration is (since it defined what later became a much used
classification scheme), published in the early 1990s. This meant that all but one
source, which was not possible to procure, listed by the ACM Digital Library at
that time was included in the first iteration.
The second iteration took place between 2010 and 2012, at the same time as the
main part of the iFEST project. Made up of a consortium of about 20 partners,
consisting of international companies and universities, much input was obtained on
different approaches to tool integration. When compiling the most interesting work
obtained in regard to the essence of tool integration, [225] was so prominent and
frequently cited that it became obvious that most of these sources were based on
or oriented around this paper.
The third iteration took part from late 2012 to early 2013 and focused on the
sources in the ACM Digital Library [15] and the Google Scholar [100] databases
which cite [225]. All highly cited sources1 from 1990 to the present were included.
Furthermore, all sources issued from 2007 to 2012 were included in the study regardless of how many times they had been cited. At this time a total of 75 relevant
sources had been identified during the second and third iteration2 . Based on the
discussion in these sources, a further 15 sources of interest were identified, bringing
the total number surveyed during the second and third iteration up to 90.
In the final iteration the whole set of sources were surveyed again to summarize
and double-check the data presented in this book. Out of 129 sources, 117 were
eventually used as a basis for the survey. The 12 sources excluded were deemed not
to contribute to the discussion on what tool integration is.
3.1.1.2

The Validity of the Findings

There is much advice to be found on how to conduct a literature survey, but time
must be spent on research design to ensure the trustworthiness of the findings. The
approach described in the previous subsection is primarily the result of considering
the implications of the survey´s setup on validity.
Experimental researchers commonly divide validity into internal and external,
i.e. the degree to which a study can “measure what it aims to measure”, and
the degree to which the research findings are generalizable to other “populations,
1A

high count was defined as 20 citations or more.
comparison with the first iteration, the citation lists contained 90 additional sources fitting
the criteria at this time. However, 1 source did actually not refer to [225], 7 sources could not be
used due to language difficulties and 7 sources proved to be inaccessible. Only 4 of the excluded
sources were from the highly cited category.
2 In
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3.1.1.2.1 External Validity
Given the aim of Study A (to understand how the essence of tool integration is
discussed, the context of this discussion and what the implications are) the issue of
external validity has been treated as a coverage problem. Instead of claiming the
possibility to generalize to other sources and focusing on sampling, the scope of the
literature survey was set early on to all sources that cited [225]. Two consequences
of this approach ensured a high coverage of sources related to the discourse on
the essence of tool integration. Firstly, most papers discussing the essence of tool
integration somehow orient themselves in regard to the most seminal papers in the
field, of which [225] is one; and secondly, any high quality source that does not cite
[225] is likely to be cited by at least some of the subsequently published sources on
the essence of tool integration. The latter means that high quality sources missed
during the early iterations could be identified by backtracking from sources in later
iterations. Two additional choices were also made to eliminate potential sources of
selection bias: the choice of databases included both a traditional research database
[15] and a Big Data research database [100]; and, even though high citation rankings
were used to identify relevant historical sources, the sources from 2007 to 2012 were
included regardless of their citation rank. This ensured that sources that have not
been around for long enough to be widely recognized were included anyway.
It is therefore reasonable to assume that the relevant parts of the targeted discourse have been captured.
3.1.1.2.2 Internal Validity
This approach to external validity unfortunately makes the issue of internal validity
more complicated, since it then amounts to proving that the literature survey method
is in itself a reasonable means of acquiring an in-depth understanding of the targeted
discussion. In other words, even if all relevant academic literature is consulted,
what if it does not reflect the actual discourse on the essence of tool integration?
After all, this subject is discussed as much as a practical issue, as a theoretical,
academic one. To ensure that the method is valid, one must then sample across the
methodological domain - in this case by comparing the literature survey method
results to those of a method that gathers at least the majority of its inputs from
the industrial domain.
Therefore, to ensure the validity of the survey, a data triangulation [74] was
performed. The categories that had been identified through the survey (see Sec-
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settings, treatment variables and measurement variables” respectively [133]. Other
researchers have challenged these definitions of validity and the priority given to
ensuring it, for example Glaser and Strauss in their discussion on the generation of
theory through Grounded Theory [97]. Nevertheless, validity remains an important
issue to consider in any given research design and, as can be seen in the following
subsections, the division into internal and external validity clearly highlights the
obstacles to Study A.
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tion 2.3.3.4) were used to quantify the answers and questions in a questionnaire
issued by the iFEST project in 2010. The focus of the questionnaire was the best
practices in embedded system development with regard to tool integration. It was
compiled by leading experts in tool integration and sent out to 23 respondents at 14
industrial companies across Europe. The questionnaire is itself therefore an example of a summary of the most important parts of current industrial practice. Thus
the claim of validity does not rest on content validation, but on the comparison of
results from a sequential mixed model study [211].
The observant reader may object to this triangulation on the grounds that
iFEST targeted the embedded systems community. The results of the questionnaire
may therefore be biased towards that domain, while the intent of the survey is to
consider the whole tool integration field. However, this is of minor importance to
this book, since it targets the CPS domain - but, for the sake of being thorough,
this worry will be laid to rest based on two arguments. Firstly, the respondents
to the survey are active in the embedded systems domain, but not exclusively so:
experiences in other domains influence the industrial best practices in the embedded
systems domain, and vice versa. Secondly, the targeted bias is not selection bias but
method bias - the requirement on the triangulation is therefore to unearth problems
with validity related to across-the-board differences in industrial practice and not
necessarily to profile the academic discussion against each and every industrial
domain.
The analysis of this comparison is presented in the bullet list below.
• Of the non-functional properties mentioned in relation to tool integration in
the results of the iFEST questionnaire, the top 5 are the degree of standardization (31%), efficiency (22%), flexibility (12%), support for evolution (9%)
and cost (8%). These are also the only ones with a considerable share of
the total. Scalability is not mentioned at all. When comparing with Subsection 2.4.1.2 it is reasonable to conclude that the results of the literature survey
have at least not left anything out, but that scalability is perhaps emphasised
more in academic discourse than in industrial settings.
• All references in the results of the iFEST questionnaire that can be related to
abstract categories of tool integration fall within the original types of tool integration suggested by Wasserman. Interestingly enough, of these references
most relate to data (54%) and platform (18%) integration. When comparing with Subsection 2.4.1.3 it is reasonable to conclude that the results of
the survey have not left anything out. The high focus on data and platform
integration in the questionnaire, coupled with the survey sources mostly using them “as is” or ignoring them, is an indication that these are the least
controversial categories in the discourse.
• End users (in the role of users (76%) and customers (16%)) are the only
stakeholders mentioned in the results of the iFEST questionnaire to any great
degree. When comparing with Subsection 2.4.1.4 it is reasonable to conclude
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that the results of the survey are correct in regard to the high focus on end
users, but that the focus on support environment designers is probably higher
in the academic discourse than in industrial settings.
• Research methods are not discussed in the iFEST questionnaire at all. The
part of the literature survey presented in Subsection 2.4.1.5 therefore only
provides input in regard to the historical, academic discourse on tool integration. The true distribution of methods employed to gain knowledge on the
essence of tool integration may in fact be different, for instance if industrial
companies perform a lot of experiments that are never reported.
Implications

The contributions from Study A, presented in Subsection 2.4.1, can support several
conclusions, but for this book there is one that is especially worth highlighting.
The most commonly used research methods in the discourse are expert knowledge and exploratory case studies. As discussed in Subsection 2.4.1.5, this is not
necessarily a problem. However, when the research field is permeated by these two
research methods and by studies that do not disclose their research designs to any
high degree, then it is natural to ask oneself how sure one can be in the validity of
the accepted “truths” of the field. Generalizability in particular is not ensured by
the repetition of the same opinion by many experts, or by the success of a particular
solution in several cases.
The number of case studies is also large if one compares with other sources on
the proportion of case studies in software engineering in general. Of the 427 sources
studied by Holt, 12% included case studies [115], while the 369 sources surveyed
by Glass et al. only included 2.2% that made use of case studies [98]. The reviews
were very differently designed, but in both cases the difference is substantial to the
findings presented in Subsection 2.4.1.5.
If more research methods are required to strengthen the claim of validity of
the field, which should then be chosen? It could be argued that just using more
research methods to encourage the development of different views in a research field
is valuable in itself, but if care is not taken, there are potential risks - for instance
incoherent theory development [41]. Some research methods are also potentially
very fruitful but difficult to use within software engineering [85]. A more plausible
way forward is to design a change to the set of research methods based on the
distinguishing characteristics of the research field itself.
One such defining characteristic is the strong focus on software design solutions
by researchers in the field. This focus is shown by previous studies [233], the focus on implementations (see Subsection 2.4.1.1, in which Category 4 and 7 both
relate directly to implementations) and the choice of stakeholders in the academic
discourse (see Subsection 2.4.1.4). One conclusion is that research into tool integration is performed just as much with the intent to invent and present new software
designs as to provide knowledge on the phenomena of tool integration as such. A
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start towards a changed set of research methods is most likely to be successful if it
can be motivated in combination with such an intention.

• Considering the large efforts put into implementation, the design of support environments can both attract researchers from other research fields
and achieve synergy effects together with them. For example, if a new mechanism for support environments is constructed, then its impact on software
customization, data mining, systems engineering and different application domains could be studied in parallel. This would provide the possibility to set up
theory triangulation studies [74], which could foster the use of several research
methods in parallel mixed method studies [211]. A reasonable assumption is
that interviews and content analysis can play a role in such studies, at least in
the many cases where the system context is given by such abstract and complex activities as system and software engineering (see Section 2.4.1.4). For
example, interviews can be used to collect data on the efficiency of different
visualization techniques, with the execution times of the underlying technology simultaneously recorded; defect data can be gathered and statistically
analyzed, with engineers interviewed on the likely origin of quality problems.
As mentioned at the start of this chapter, sometimes it is worthwhile and possible to ponder prominent weaknesses in the paradigm associated with a certain
research field. The situation in the tool integration research field hints at this currently being merited, even if it is difficult to tell whether the field is in a crisis or
not (in other words, is the one-sided focus on technology due to the inability to
answer other questions or lack of interest in them). In any case, early analyses of
the findings presented in Subsection 2.4.1 led to the choice of breaking from the
research methods used in Studies B and C when moving to Study D. This change
is discussed in the subsequent subsections.

3.1.2

Studies B and C - The Exploratory Case Studies

Studies B and C were exploratory case studies, the former set up to study tool
integration in a realistic, industrial setting and the latter to study tool integration
in relation to ISO 26262 in a controlled environment. Study B was a larger case
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• A first step by researchers into tool integration should be to consider a shift
from exploratory case studies to case studies of critical cases. In other words,
cases should be chosen with more care for how easily generalizable their findings are. [90] discusses critical cases, giving the example of how measuring the
impact of handling organic solvents on workers at an enterprise that rigorously
follows safety regulations might be generalizable to workers at enterprises that
are not as rigorous. Similarly, it may be easier to claim valid findings if a new
technology for evolvable and scalable support environments is deployed at an
organization undergoing significant growth, rather than at an organization
that remains static for the duration of the study.
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study conducted in several iterations, while Study C was performed in one dedicated
effort in parallel to one iteration of a larger university project.
Study B - The Industrial Case Study

The first iteration of Study B started after the first iteration of the literature survey presented in the previous subsections and involved the construction of a new
reference model for tool integration [12]. This new reference model was based on
the classification scheme presented by Wasserman in [225]. The motivation for
constructing a new reference model was Wasserman´s choice to use tool integration mechanisms as the measure of integration, i.e. claiming that each particular
mechanism can be viewed as a realization of one particular type of tool integration.
Firstly, this approach does not allow discussion of complex mechanisms that cover
several tool integration aspects without the terminology becoming vague. Secondly,
this approach does not scale as the number of tool integration mechanisms grows
- problematic since historically this growth has neither been negligible nor slow.
Both of these problems are especially difficult in the context of CPS, since these
are often developed by use of very heterogeneous support environments.
The new reference model was studied using an industrial case study from the
iFEST project centered around a tool chain from an industrial partner. The tool
chain supported the development of embedded closed-loop control system products,
for which there would be implications on safety if the control acted in unintended
ways. The details of the case study and associated tool integration weaknesses were
elicitated from the project documentation of the case study, the semi-structured
questionnaire mentioned in Subsection 3.1.1.2.2 and conducting semi-structured
interviews with the involved engineers. The new reference model could then be
validated by demonstrating that it could be useful in identifying integration weaknessess without detracting from the strong points of Wasserman´s classification
scheme [12].
The second iteration of Study B started after Study C with the modelling of
three different versions of the tool chain from the industrial case study. Each version
was analyzed by use of STAMP and STPA, which resulted in the creation of a new
conceptual model for tool integration and the identification of a set of characteristics
of tool chains that could affect the safety of the end product [10, 11, 14].
3.1.2.2

Study C - The Research Case Study

The second case study, Study C, was performed in parallel to the Spiros IV project.
This was a university project involving staff from several departments at KTH that
cooperated to build an Urban Concept Vehicle to compete in the 2011 Shell EcoMarathon. The case study was set up after an initial HAZOP identified that the
Hydrogen Powertrain Safety System (HPSS) was not safe enough even though it
was acceptable according to the rules of the competition. While the rules ensured
safety in nominal circumstances, the safety of the HPSS in other than nominal

Methodology

3.1.2.1

56

CHAPTER 3. METHODOLOGY

circumstances was not ensured. To remedy the situation it was decided that a
Hydrogen Leakage Warning System (HLWS) was to be developed according to the
requirements for ASIL D development defined in ISO 26262. The focus of the case
study was the initial tool chain set up to support the safety lifecycle during the
HLWS development and the subsequent efforts to improve the tool integration [13].
The initial tool chain was set up to contain little tool integration, which made
it easier to identify the minimal impact of ISO 26262 and distinguish the minimal
tool integration required. The improvements to the tool integration were made after
the Spiros IV project, to allow drawing on both experiences from the whole HLWS
development phase and observations of the initial tool chain to identify changes
that would help ensure functional safety.
In addition to the direct application of ISO 26262 to tool integration, the case
study also involved informal, unstructured interviews with and observation of others
involved in the project.
External Validity

Case studies have been utilized extensively in some research fields and it is not
uncommon to also encounter them in the software engineering research field [188].
It has however been argued that there are always negative - perhaps even critical
- implications on the external validity of studies if a case study methodology is
chosen [90]. The major objections can basically be summed up as the difficulty to
draw any generic conclusions based on the study of one case.
Although this is a very widespread criticism, it is not difficult to refute. The
generalizability of a particular case is linked to the aim of the study, not the methodology as such. Popper argued to good effect, even if his views were latter nuanced
by others [166], that a suitable criterion for distinguishing between scienctific theories and non-scientific theories is that the former are possible to falsify [179]. A
theory is thus worth keeping as long as it has not been falsified, i.e. as long as
no contradicting case has been identified. A case study can therefore have both a
generic and conclusive impact on a theory, if the case itself is such that it refutes
the theory. The other side of the coin is of course that the aim of a case study
can be to explore phenomena, rather than to produce generalizable theories. The
objective could then rather be to identify phenomena that affect one´s theories,
test out the general feasability of an idea or compare the validity of two theories in
a particular context. Studies B and C were case studies of this second, exploratory
kind, i.e. they were set up to:
• search for factors that influence the relationship between safety and tool integration, rather than provide an exhaustive list of them.
• identify how tool integration may influence safety in a negative way, rather
than assessing it´s positive influences.
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The main outcome of these case studies were thus a new reference model for tool
integration, a new conceptual model for tool integration and a non-exhaustive list of
those tool chain characteristics, which are applicable when reasoning about safety
[11, 14]. There is therefore no claim of external validity that these contributions
will all be important, or be the only important issues, in all cases. Rather they
form a basis for further reasoning.
Internal Validity

With this limited aim of the case studies, the threat to the internal validity of the
studies mainly lies in other observers evaluating the data differently, or that the
studies are not really measuring the theoretical construct they aim to measure.
The former is called observer bias, while the latter is probably best described as a
problem of construct validity (both terms are defined in e.g. [84]).
Observer bias was limited by use of external reviews throughout the case studies.
In Study B the engineers from the involved company were asked for feedback and
in Study C an expert in ISO 26262 was repeatedly consulted regarding how the
standard and the case should be interpreted.
Construct validity was ensured through the combination of the two different
types of case studies, i.e. one that was set in a realistic, industrial setting and
another that was set in a controlled environment. In other words, Study B ensured
that a wider set of phenomena was taken into account and Study C increased the
understanding of how some of these phenomena were tied to safety through the
precautions taken to ensure it.
3.1.2.5

Implications

As mentioned in Subsection 3.1.2.3, there were three main outcomes of these two
studies. Firstly, a new conceptual model for tool integration, which is described in
Section 4.1. Secondly, a new reference model for tool integration, which is described
in Subsection 4.2. Thirdly, a list of safety-related characteristics of tool chains,
which is detailed in Subsection 4.3.3.
The two case studies were also instrumental in the identification of safety standards as a critical input to the discussion of the role of and associated risks with
software tools usage during CPS development. This led to a smaller survey into
safety standards and their perspective on tools, which is largely reproduced in
Chapter 2.

3.1.3

Study D - The Mixed Methodology Study

In late 2012 the planning of a fourth study, Study D, started. With the input from
Studies B and C, and with the findings regarding research methods from Study A,
the aim became to design a study that would result in more conclusive empirical
findings. Further expanding models that cannot be shown to be exhaustive was
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Figure 3.1: The Research Design of Study D

deemed less important than disproving ideas generated by those already established.
In other words, given that there is no shortage of contributions with questionable
generalizability in the tool integration research field, the author primarily focused
on establishing negative evidence with regard to the findings from Studies B and C.
The result was the design of a sequential mixed model study in two phases (see [211]
for a description of this type of study) conducted at two large industrial companies.
The study involved three tracks, i.e. three sets of research questions, focusing on
processes, faults and tools respectively.
This research design is visualized in Figure 3.1 and discussed in detail in the
subsequent subsections.
3.1.3.1

A Question of Liability

The ultimate goal of the research field that Study D can be seen as an initial
study in is to investigate gaps in modern process safety standards, i.e. to try to
identify problems or inappropriate emphases of safety standards that focus on safety
engineering activities. This is an endeavour which faces large obstacles in the search
for empirically based, generalizable knowledge. Not only is it difficult to set up
experiments to study parts of a phenomena involving so many skilled experts as
the application of a standard, but other confounding factors in realistic or real
settings include variations due to industrial domains, cultural differences, legal
implications, etc. Additionally, to make matters even worse, the core assumptions
underlying different safety standards may also differ substantially. As an example,
McDermid and Rae talk about the “worldviews” of prescriptive and goal-based
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safety standards [158], Baufreton et al. discuss means-prescriptive and objectivesprescriptive safety standards [23], etc. The adherence to a particular worldview is
also not always total, different parts of a particular standard may lean more or less
towards different core assumptions.
Additionally, the scope of the standards differ. Some are system safety standards
that directly refer to dealing with a complete system, while others are assurance
standards that only deal with a particular aspect of system development. An example of the former is IEC 61508:2010 [120], while an example of the latter is DO-178C
[203]. Study D encompasses both types of standards, but the latter is only studied
in those cases when applied together with a process standard that targets the complete system (like DO-178C is applied in conjunction with ARP4754A [189]). In
this book the targeted standards are referred to as systemic safety standards (see
Subsection 2.3.2 for a discussion on the need for introducing this term).
However the main obstacle to Study D, and the basis for the chosen research
design, was far more basic: due to liability issues it was difficult to find any company
that was willing to share measurable data related to safety, since disclosing it might
negatively influence courts regardless of the actual implications of the data to an
expert. The way around this issue was twofold:
• All quantitative data could only be disclosed in a relative format, i.e. as
percentages rather than raw numbers.
• The domains of the involved companies had to be obfuscated to avoid any
indirect traceability, i.e. the identification of the involved companies through
other reported research findings from our group.
To deal with this the strategy was to initially, i.e. in Study D, choose a research
design that a) supports the identification of negative cases and b) minimizes the
possibility of alternative explanations for these negative cases. In subsequent studies
details concerning the phenomena of interest identified in the initial study can be
investigated further at other companies, thereby avoiding liability implications. As
an example, if a certain development phase was shown to exhibit weaknesses at one
of the initially involved companies, then weaknesses and the reasons for them in
this phase could later be studied at other companies. In this way there is no need
to describe the context of these weaknesses, when this could have legal implications
by pointing at problems internal to any one company.
3.1.3.2

Mixed Methodology

With the above mentioned requirements in mind, the study was designed as a
sequential mixed model study in two phases. To study safety-related engineering
activities, a first phase would then involve quantifying and analyzing a measurable
output from these activitites at a company developing a safety-critical product.
The existence of negative cases can thus be identified conclusively, even when the
only sharable data is relative. However, a second, qualitative phase, then becomes
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necessary to elicit sharable information about the context of this data, thereby
refuting alternative explanations for the quantified data.
This study alone, however, cannot refute one of the major alternative explanations to inferences based on the idea of an influence by different engineering activities, i.e. the one that safety-critical end products in themselves are of a particular
type that can only be successfully developed through the use of certain engineering activities. In other words, that only certain engineering activities apply, since
safety-critical end products are often complex CPS with stringent demands on nonfunctional properties. Any quantified data from a successful company will thus first
and foremost depend on the characteristics of the product at hand, with engineering
activities playing a secondary role. Therefore the study was also performed at a
company focusing on another complex, but non safety-critical, CPS with stringent
demands on non-functional properties. Differences in the quantifiable data could
thus be established in the first phase, and alternative explanations not related to
engineering activities refuted in the second phase.
The study was also organized in several tracks, since several different phenomena were studied based on both academic and industrial interests. The division
into tracks ensured that the necessary focus was kept throughout both phases, but
allowed complementary perspectives to exert an influence across tracks. This primarily meant that the questions asked in the latter, qualitative phase become more
numerous and broader than originally anticipated.
3.1.3.3

The Two Different Phases

The first phase consisted of the analysis of a set of software defect reports at the
two companies. The majority of the defect reports were from two major projects,
one at each company, where the product updates were so extensive that they may
as well have been producing a new end product. The accessible population of defect
reports from Company A´s project was limited, since it had only just passed the
milestone indicating a complete design specification. This project, as well as the
corresponding project at Company B, was chosen despite this, since it allowed easy
access to experts directly involved in the development. To limit the possibility of
sampling bias, only defect reports prior to an equivalent milestone of Company B´s
project were included in the rest of the study. To limit the possibility of selection
bias two additional analyses were therefore performed on previously completed
projects at each company. The first involved minor projects, which conducted
limited updates to the functionality of an already existing product. The second
involved major projects and the complete set of defect reports concerning software
released to customers. It should therefore be possible to identify large differences
based merely on the characteristics of the major projects studied. In the end, this
meant that about 1200 software defect reports were included in the study.
To support the analysis all software faults from the defect reports were quantified using two classification schemes. The first classification scheme was a variant
of version 5.11 of IBM´s Orthogonal Defect Classification (ODC) [63], which is de-
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scribed in Subsection 2.3.3. The changes applied to ODC to create the variant used
in Study D is described in Subsection 3.1.3.6. The second classification scheme was
created based on the safety-related characteristics identified in Studies B and C,
and was used to identify:
• Indicators that the characteristics had an influence, even if no faults could be
directly linked to them.

Based on the results from the analysis, a second phase was conducted, consisting
of interviews with 7 employees at Company A and 6 employees at Company B.
Questions were asked to provide a background on information flows, types of faults
found to be over represented in the field, how processes were actually performed,
undocumented faults related to tool integration, faults related to tool integration
found in other projects than those sampled, and the context of the relevant faults
already identified.
3.1.3.4

The Three Different Tracks

As mentioned previously, each of the three different tracks involved a separate set
of research questions.
3.1.3.4.1 Track 1
Track 1 involved the analysis of the companies´ processes to identify weaknesses
and strengths, i.e. the point of this track was to gather interesting, possibly nonshareable results of value to the companies rather than the research community.
The intent was to present suggestions on what would be feasible to improve and
which problems could realistically be solved at each company. In the end, this track
did provide some additional input to the other tracks, but the main result was two
confidential reports, delivered to the involved companies.
3.1.3.4.2 Track 2
Track 2 involved the study of faults at each company. The intent was primarily to
identify whether systemic safety standards influenced the fault mitigation activities
by making them uniform in effectiveness, i.e. relatively speaking equally well performed with regard to for instance removing residual risk. A secondary intent was
the possibility to leverage on the disproving of this hypothesis by identifying fault
mitigation activities which would be of extra importance for subsequent studies,
i.e. activities that were executed at a lower effectiveness than other activities. Although the same activities would not necessarily be of a lower effectiveness in other
contexts, such findings would at least provide a likely starting point. The reason for
focusing on these activities is that it is usually easier to identify a negative or lack of
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influence on an activity than a positive influence. Additionally, by relating findings
to the relevant literature on safety-critical faults, an additional value of Study D
was the feedback to the ongoing academic discourse. The research questions could
thus be summarized as:

• Can pertinent, previous findings from the academic literature on safety-critical
faults also be identified in this context? If so, can they be further corroborated
or rejected based on the new evidence?
These questions are not directly pertinent to the contents of this book, but the
associated analyses are useful when discussing the context of safety-critical CPS
development (see Chapter 6).
3.1.3.4.3 Track 3
Track 3 involved the study of the influence of tools and tool integration on the safety
of an end product. The intent was primarily to study the impact of the safetyrelated characteristics identified in Studies B and C in a real setting to identify
their relative importance. The particular context of development of safety-critical
CPS, and especially the processes that restrict the use of tools and tool chains,
might very well limit the influence of any of these characteristics. The research
questions could thus be summarized as:
• Are there any problems related to the characteristics that can lead to safetycritical faults in software released to customers?
• If a direct relationship between characteristic and fault cannot be shown, are
there cases in which at least a positive or negative influence in regard to the
quality of the product can be identified?
3.1.3.5

The Companies and Their Products

In the interest of providing a bit more detail on the two large international companies that were part of Study D (already introduced as “Company A” and “Company
B”) this subsection relates them both to each other and to other companies in their
industrial domains.
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• If a safety standard has a definitive influence, then the measure of the “successful” use of this standard is the development of a safety-critical CPS that
does not result in an unacceptable level of accidents or losses. Do such “successful” cases involving a systemic safety standard always imply that the associated fault mitigation activities are of uniform effectiveness? If not, which
are the important parts of the identified negative case, i.e. which fault mitigation activities can be shown to be executed at a relatively lower effectiveness
regardless of the “success” of the standard at hand?
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Company A develops end products in which the software has direct implications
on safety, i.e. software failures may lead directly to physical harm. Company B
develops end products in which the software has no direct implications on safety,
since mechanical safeguards protect the operator from any hazardous effects of software defects. The companies operate in very different application domains but need
to fulfill similar high level requirements, such as adhering to strict timing requirements, minimizing downtime and handling physical substances with exactness. The
products studied at both companies are complex, consisting of multiple components
and tens of thousands of lines of code. Both products have also been developed
and released in several iterations across more than a decade.
Both companies are highly successful in their fields, with a strong market position and - with regard to Company A - a highly successful safety track record.
As noted in Subsection 3.1.3.2, the intent of the comparison between the companies in Study D was not to draw conclusions regarding the engineering activities
used to develop a safety-critical CPS. The intent was to hopefully identify differences that might be plausibly explained by the use of different engineering processes, thereby establishing that different processes can indeed field complex CPS
with stringent demands on non-functional properties. The quantified data from
Company A could then be used to reason about negative cases, i.e. what is at least
not always the case.
Both companies operate according to best practices by use of traditional processes, development techniques and programming languages. Furthermore, both
companies can be described as late adopters of advanced support environment
technology. They employ build systems and limited automated testing, but data is
otherwise mostly transferred manually between development steps. Process control
is usually not enforced through the support environment, but limited ad hoc tool
integration has been deployed to deal with specific problems related to the revision
control of code. Similarly the compiling and analysis of data across the development phase is normally done manually, even though ad hoc solutions have been
deployed to deal with specific problems related to traceability.
3.1.3.6

The ODC Variant

The modifications to the ODC variant applied in Study D were:
• The default ODC Activities were used (even though IBM recommends them
to be customized to specific projects), since this allowed the two development
processes to be compared in a straight-forward way. However, requirements
review was added as a separate activity from design reviews, since requirements are especially important in the development of safety-critical systems.
The design review activity was therefore only used for categorizing faults
found in designs at a low detailed abstraction level.
• The Target category was updated with the requirements artifact, to reflect
the addition of the requirements review to the Activity category.
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• The Type category was extended to differ between requirement updates due
to either correctness, completeness, consistency or ambiguity/testability issues.
• The Age and Source categories were not used since this data was not easily
available at both companies.
• An additional category was added to the classification scheme to differ between safety-critical and non safety-critical faults. This category was a simple
“Yes/No” category based on the impact of the fault.
3.1.3.7

Ensuring Validity

3.1.3.7.1 First Phase
A number of issues had to be considered prior to the first phase of the study to
ensure the internal and external validity and the reliability of the results.
Software faults are directly observable and in those cases when weaknesses related to the characteristics have been found to cause defects, the internal validity
is straight-forward to establish. The same is true for mislabeled defect reports
dealing with other considerations, such as feature requests, which could easily by
excluded from the study. However, defect report data may be misleading when
several sources report on the same underlying fault, especially when the presented
data is relative. To avoid bias, the defect reports that refer to the same underlying
fault have been merged in the distributions presented in Chapter 6, where the fault
mitigation activities are compared. This primarily means that defect reports referring to the same fault in one type of development artifact have been merged (e.g.
several defect reports pointing at the same coding error). However, defect reports
that have propagated from one type of development artifact to another have also
been merged (e.g. when an incomplete requirement has motivated a change of design and code as well). In this way each fault is only counted once and in relation
to the activity that actually identified it. As mentioned in Subsection 3.1.3.3, the
extended analysis of historical projects was required to limit selection bias due to
limited access to the defect report population in the major projects, which in turn
was an effect of choosing the major projects to minimize observer bias.
The claims of external validity differ between the tracks. With regard to the
second track, there is no claim that exactly the same fault distributions will be
found in other settings (although any similar findings reported in the discourse have
been noted). In fact, if one accepts the content of the causality models outlined
in Subsection 2.3.3.2, then one should expect that the fault distribution in other
development efforts may differ significantly based on differences in organizational or
economical factors. However, when particular, negative characteristics of the fault
distributions can be tied to the activities meant to mitigate them and alternative
explanations have been adequately considered, this study can claim external validity
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The next three subsections discuss the validity and limitations of the different
phases of the Study D.
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with regard to negative cases. This allows a discussion based on (and framed by)
systemic safety standards.
Two problems related to the external validity is especially pertinent with regard
to the third track. Firstly, considering that we are looking for evidence of a causal
relationship that is not considered by safety standards, are the involved companies
special in any way that might lead to such a causal relationship even though it is
otherwise improbable? The choice of the companies is decisive with regard to this
problem. Neither of the companies employ technology that cannot be expected to
be found at other companies of similar resources, with the state-of-the-art being
far ahead (as it is for instance detailed by Avgeriou et al. [16]). If any of the characteristics exert an influence at these companies, they can be expected to be able
to do so at other best practices companies. However, the study focuses on software
faults within CPS. The findings are therefore not automatically transferable to engineering disciplines other than software engineering or to systems other than CPS.
That said, the findings are likely to be transferable, since support environments
for different engineering disciplines are similar. Secondly, the safety standards surveyed in Subsection 2.4.3 are all within the transportation domain. Even though
these standards dwell especially much on the subject of tool qualification, there
might be other domains with safety standards that lack the identified omissions.
The discussion and conclusions have been suitably limited to take both of these
problems into account.
The reliability of the data is the degree to which the measurements can be
consistently replicated [133]. The threat to reliability in this phase is likely to be
related to observer bias, i.e. that other observers would evaluate the data differently.
To avoid this, different employees at the two companies were asked to review and
provide their opinion on all ambiguous observations. This essentially happened
every week of the study, especially with regard to judging the criticality and effect
of a fault.
3.1.3.8

Second Phase

The second phase was also planned to ensure the validity of the results, but the
choice of the semi-structured interview method required different considerations
[141]. The interview study was structured according to the seven stages suggested
by Kvale et al. in [141], with the following choices made to support the claims
regarding validity:
• A field journal was used to document questions that needed to be followed
up in the second phase of the study.
• The choice of interviewees was based on the intent to cover the perspectives
of as large a part of the development organization as possible. Therefore,
interviewees were chosen so that they included employees with current or
past experience of working as a developer, project manager, manager, tester,
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designer or support environment customizer. All these roles were covered at
both companies.

• To avoid the risk of interviewer bias, a secondary interviewer was present during one early interview at each company to provide feedback on the process.
• For the sake of convenience 6 of the interviews were transcribed by a transcription service, while 7 were transcribed by the interviewer to allow familiarization with the material.
• The interview script and subsequent coding of the interviews were based on
hypotheses based on the quantified data. Thus the interviews were both
exploratory and hypothesis testing.
3.1.3.8.1 Interphase Considerations
The choice of research design was mainly based on the intent to increase the quality
of inferences. The possibility that alternative explanations exist is decreased by use
of a triangulation of both quantitative and qualitative methods [211].
3.1.3.9

Implications

The primary outcome of Study D pertains to the safety-related characteristics of
tool chains identified by Studies B and C, with empirical results that indicate their
influence on engineering environments (see Subsection 5.1) and establish causal
relationships between some of them and faults in engineering environments and
safety-critical CPS (see Subsection 5.2).
Study D has also helped establish that different sets and effectiveness of engineering activities may result in the successful launch of complex CPS and that
findings from the literature on safety-related characteristics of safety-critical CPS
3 In the end none of the interviewees chose to utilize the possibility to make changes to their
transcript.
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• The ethical considerations discussed prior to the study included potential
reasons why interviewees might provide biased or incorrect information. The
main reason was judged to be that interviewees might not want to voice opinions that could reflect negatively on them later in their career. To avoid this
issue, interviewees were given the possibility to update or remove parts of
the interview transcripts before the final versions were handed over to the
companies3 . The interview transcripts were also anonymized as much as possible. Resistance to change was also considered a likely source of interviewee
bias, since organizational changes might reasonably be expected to occur if
the findings would eventually be judged to be important enough. To avoid
this, different ways in which it could manifest itself were enumerated (based
on short, initial unstructured interviews prior to Study D) and a more confrontational interviewing technique adopted.
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may not be generalizable to all contexts. Both of these points are used in Chapter 6
to discuss the implications of the primary findings of Study D.
3.1.3.10

Dead Ends

Finally one can also make a note of the failed, or aborted, studies conducted in
parallel to the above described studies.

• The initial focus of the research was all non-functional properties of tool
integration, not specifically its safety-related implications. In 2010 and 2011
much effort was therefore spent in parallel to Studies B and C on models and
metrics for such properties of tool integration as scalability, maintainability,
evolvability, suitability, performance, cost, etc. Again, this was ultimately
a too ambitious scope. Many of these, especially the most interesting, are
complex to study, each requiring a different set of models and line of reasoning.
Some of these efforts supported the results presented in this book, primarily
those of Study A. However, the main influence from these efforts lies in the
division of the research into different tracks during Study D. The author was
painfully made aware of the fact that mixing different research questions,
exactly like “targeting everything at once”, is risky when looking at complex
systems. It is very easy to end up with several interesting leads, but with
each lead requiring years to address properly.
• The most unfortunate failure was probably the inability to achieve a sufficient
reply rate during the testing of a structured questionnaire on tool usage. The
intent was to identify engineering roles and activities with safety-related implications and then to establish what the current major challenges were. The
data from this study could have helped further elaborate the context for this
book, identifying pertinent views on where the most important current and
future challenges for the development of safety-critical systems lie. However,
the initial reply rate was not enough to motivate a full-scale questionnaire
study even when access to the right group of engineers was facilitated by the
extensive industrial contacts of the KTH Innovative Centre for Embedded
Systems [3] and the questionnaire was handed out in person at workshops
and courses.
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• During late 2010 and early 2011 the author helped initiate a literature survey
on CPS design methodologies and related theories, e.g. ForSyDe [191] and
General Design Theory [186]. The relation to the research presented in this
book was the elicitation of information on design processes that could support
the identification of relevant tool usage. This effort ultimately failed because
the scope was set too wide, with the benefits ending up being dwarfed by the
effort required of those involved. Additionally, the focus of Studies B and C
eventually ended up at a too high level of abstraction to benefit directly from
this type of study.
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Two primary lessons learned come to mind when reflecting on these three failed
studies. Firstly, even though an ambitious scope is never wrong, as a researcher it is
important to know when to stop following a particular lead. Of course, one can always write another position paper, but if a research field is to advance, researchers
need well defined results to discuss - even if they ultimately only help to define
exactly what to disagree on. Secondly, even if an extensive network of relevant
contacts is important to be able to conduct certain research, it is not worth much
if the contacts cannot be approached in “an academic context”. It is difficult to
motivate research questions that might not be important to industrial stakeholders
until sometime during the next decade. It is then important to foster an environment in which it is obvious that researchers can bring many benefits, but highlight
that in return, this sometimes requires industrial stakeholders to give researchers
the benefit of the doubt. Industrial stakeholders can provide researchers with a
much needed “reality check”, but they do not always lift their gaze sufficiently to
understand what is going to be important.

Modelling Tool Integration and
Risk
“The method of science depends on our attempts to describe the world
with simple theories: theories that are complex may become untestable,
even if they happen to be true. Science may be described as the art of
systematic over-simplification - the art of discerning what we may with
advantage omit."
— Karl Popper
Sometimes models are used only as a way to capture complex interactions in a
memorable and visual way, i.e. to get some intellectual point across to the audience.
This use of models is common in the field of tool integration (see Subsection 2.4.1.3).
A model can however be even more useful if created as a more detailed description
of a system, especially if this description accounts for the system´s properties in a
way that allows the model to be used to further study the system.
The conceptual model presented in Section 4.1 aspires to be useful when analyzing the risk posed by software tools during the development of CPS, but one must
not forget that the underlying reality is far from simple. The aim of this model is
not to provide a complete picture of everything of relevance, thereby defining in
exact mathematical terms how change to one entity in the model has the potential
to affect another. This conceptual model rather serves as a support for reasoning
by defining the most relevant entities and their relationships, especially the ways
these entities might impose limitations on one another.
The reference model presented in Subsection 4.2 has similar aspirations, since
one of the differences between it and the classification scheme it is built on (which is
from [225]) is that it defines relationships between the model entities. By building
on this difference, when combining this reference model with the conceptual model,
one can identify when software tools pose a safety risk through causal relationships
established through development artifacts.
How one can combine these two models for risk analysis and what this means
with regard to safety-related implications of tool integration is described in Section 4.3. For the subsequent parts of this book the most important outcome of this
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combination is a number of safety-related characteristics of tool chains, which are
described in Subsection 4.3.3.

The Conceptual Model

As mentioned in Subsection 2.3.3, within system and software engineering a high
level description of development efforts can involve as little as three key resource
types - operators, processes and tools. One way of looking at the relationship
between these resources is that the latter supports the former, i.e. that tools can
enable more (effective) types of processes and processes can enable more (effective)
cooperation among operators. With the focus being to ensure a particular property
of the end product, the opposite perspective is also valuable, i.e. that operators
constrain processes by acting on their perception of the current state of development
and processes constrain the use of tools. As mentioned in Subsection 2.3.3, this is
only one way of combining these resource types, but it is the one perceived as the
most fruitful in this context.
This is the beginning of a conceptual model but still a too generic view. Indeed,
this view still blurs in relation to other models of socio-technical systems, such
as the one presented by Rasmussen et al. in regard to risk management in an
operational system [184]. The hierarchy and detail of resource types can however
be elaborated depending on what one is interested in, e.g. the analysis of available
means for decisions at different levels of organization [184]. This elaboration is
preferably done using some type of structured, systematic approach, such as e.g.
systems thinking (see Section 2.1). In this book the focus is on risks related to
tools and support environments, and it is with this in mind that the entities of
interest have been identified. The two top levels of the conceptual model, defined
in 4.1.1 and 4.1.2, are largely elicited from the entities of interest with regard to the
safety standards discussed in 2.4.3. The two bottom levels of the conceptual model,
defined in 4.1.3 and 4.1.4, are instead based on the different ways tool integration
is defined in the software literature (summarized in Subsection 2.4.1.3).
The following subsections therefore go from the broad to the narrow, starting
at a high level of organization, when discussing the entities of importance when
modelling tool integration and risk. The arrows in the accompanying pictures
reflect the horizontal and vertical relationships discussed with regard to each level.
In other words, horizontal arrows mostly add some type of temporal dimension,
while vertical arrows signal control and feedback.

4.1.1

The Management Level

The top level of the conceptual model consists of entities that exert some type of
high level control over development efforts, be it legal, social, or of another nature.
The entities and even the nature of the control they exert can vary depending
on the context, but the common denominator is that the control and feedback
between entity and development effort is slow. In regard to lower levels typical
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Figure 4.1: The Management Level

control mechanisms are inspections and regulations, while feedback is typically in
the form of documentation or polls. In relation to the development effort, entities
at this level can be either external (e.g. certification assessment bodies) or internal
(e.g. high level management).
One can place many of the entities at this level into several vertical hierarchies,
depending on where one´s interests lie. Governments may for instance regulate
other entities through laws, that are in turn interpreted by courts, etc. Likewise
there can be horizontal relationships between the entities, for instance based on
where in the product life-cycle they operate. One example of this are tool vendors that provide software tools to development organizations. These horizontal
and vertical relationships alone make studying entities at this level of organization
complex, but other confounding factors exist, such as the many influences from
varying contexts and the sheer number of people involved.
Environmental factors can also be envisioned, i.e. slowly changing factors that
are sufficiently remote and complex to not merit direct modelling, for instance
public opinion or market conditions.
An elaborated example of this level of organization is shown in Figure 4.1.

4.1.2

The Operator Level

The second level consists of the separate operators that implement the processes
needed during a product´s life-cycle, i.e. operators performing tasks. This is not
limited only to the organization(s) dealing with the actual development phase,
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Figure 4.2: The Operator Level
but also includes those operators that influence the development through tasks
performed at earlier or later phases. In other words, this level mirrors that of the
management level above, so that one may include the operators and processes at
for instance tool vendors in one´s analyses. Engineers, managers, team leaders,
project leaders and support environment customizers all belong to this level, as
long as they exert an influence through day-to-day operations.
This level thus also has a horizontal dimension, in addition to the vertical. The
former captures influences from between life-cycle phases in the form of requirements, assumptions, enablers, experiences, etc. The latter allows placing operators
into several different hierarchies. The most obvious one is the internal organizational structure of the companies taking part in the development phase. However,
one might also structure the processes dealing with different levels of abstraction,
as captured by the V Model for instance, as vertical hierarchies at this level.
Control exerted on lower levels stems from the way processes are actually implemented by operators, as opposed to the way they are planned or described, since
this will define which tools are used and how. The feedback from lower levels comes
in the form of the resulting process state.
At this level environmental factors could include the education of the work force
and what is deemed as acceptable development techniques.
An elaborated example of this level of organization is shown in Figure 4.2.
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As indicated by the conceptual model, the underlying reasons for certain
tool usage may be quite complex.
Consider for instance a large company that produces CPS, which has
to hire several software companies as subcontractors due to their particular skill sets. The relationships between the companies will most likely be
regulated by contracts and other documentation that define deliverables,
payments, etc. At the very least there will be high level agreements between the main contractor and the subcontractors on what the delivered
software will eventually be capable of. These requirements and deadlines
- essentially how much the subcontractors can promise - will depend on
the development capabilities of the subcontractors themselves. These development capabilities will - in turn - depend on the effectiveness of the
individual subcontractor, which in contemporary development to some
extent will depend on the employed tool set. This is of course an idealized picture of how companies organize from the bottom upwards, but
tools have probably played a part in the success or failure of many companies over the years. The point of the matter is that certain tool usage
and integration might simply evolve under raw market pressure, which
would mean that the exact details would be far from easy to predict.
However, this bottom-up deployment of tools is not the only way in
which certain tool usage is established. Most main contractors, subcontractors and tool vendors in the automotive domain have for instance
agreed on the standardization of software architecture through AUTOSAR
[2]. A considerable part of the motivation for this standardization lies
in the way it (potentially) allows a main contractor to interact more
smoothly with subcontractors. Through this agreement tool usage and
integration have been bounded, since tool vendors are forced to take certain rules into account. Again, the causal effect of this kind of top-down
control might be the establishment of tools that provide integration across
company and department boundaries, and foreseeing the exact details of
this is also difficult.
Then again, if there is no strong bottom-up filtering of the possibilities
or top-down control of the boundaries, then tool usage and integration
might actually be a personal choice (e.g. by developers and managers
at each individual company) or be guided by organizational values (e.g.
based on safety or quality cultures). This is perhaps easier to analyze
in each and every situation, but it will probably be more difficult to
generalize across domains and companies.
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Figure 4.3: The Tool Chain Level

4.1.3

The Tool Chain Level

The third level consists of the tool chains used during the product life-cycle. This
rather naturally has a horizontal dimension, implied even by the notion of tool
“chains”, that is often mirrored by the processes or organizational entities in the
overlaying layers. Tool chains are for instance often constrained to within companies, or even to within departments focusing on a certain engineering discipline or
abstraction level. One may also include vertical hierarchies, depending on the capabilities of (parts of) tool chains. One might for instance use the tool integration
levels proposed by Brown and McDermid in [47] to differ between (parts of) tool
chains that support carrier, lexical, syntactic, semantic and method integration.
The control imposed by this level on the layer below is the specified order
and relationships between the software tools, since it stipulates which tools may
communicate with each other and how this communication can be carried out. The
feedback from the layer below is the ways that different tools can actually be fitted
together. Just because there is a technological possibility to integrate two tools
does not mean that it is realizable in the current situation. This can be viewed as
the enforcement of islands of automation [12] by the capabilities of individual tools.
At this level environmental factors could include tool vendor strategies or the
level of interoperability standardization.
An elaborated example of this level of organization is shown in Figure 4.3.

4.1.4

The Tool Level

At the most basic level we find the separate software tools, i.e. pieces of software
that substitute or support a human in regard to observation, decision, analysis or
action. One can discern several different types of tools:
• Engineering Tools that are used during engineering activities to make them
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Figure 4.4: The Tool Level
more effective, or even eliminate them. Examples include tools that provide
computer-aided design, static code analysis, automated testing and requirements management.
• Life-cycle Tools that support the handling of data across the product lifecycle. Examples include tools that support traceability, project performance
analysis and defect reporting.
• Tool Integration Mechanisms (TIMs) that provide services that link two or
more tools to each other in some way. Examples include shared databases,
middleware and transformation engines.
The entities at this level are also related horizontally and vertically, in this case
through the commands and data passed between them. The data flows will mirror
the tool chains at the level above horizontally, while the programmatic control will
build vertical hierarchies dependent on where the control logic is placed.
At this level environmental factors could include the procurement strategy of a
company or the competence of support environment customizers.
An elaborated example of this level of organization is shown in Figure 4.4.

4.2

The Reference Model

The previous section answers the question regarding which entities are at all relevant
when modelling to identify the risks brought on by different types of tool usage. To
proceed one must also identify which of their relationships are important.
This at least requires the possible types of relationships between tools and between tools and operators to be identified, i.e. the identification of different aspects
of tool integration. The five dimensions introduced by Wasserman in [225] is a good
starting point, but using TIMs as the measure of tool integration blurs the different
aspects when advanced tools cover several aspects and do not scale well in large,
heterogeneous support environments. This is problematic when modelling, so a
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slight redefinition of the aspects to clarify meaning and establish borders between
them is necessary:

• Control integration can be defined as the degree to which tools can issue
commands and notifications correctly to one another. This means that control
integration is dependent on platform integration for tools to be able to reach
one another.
• Data integration can be defined as the degree to which tools can, in a meaningful way, access the complete data set available within the engineering environment. Data integration is therefore dependent on both platform and
control integration for tools to be able to reach one another´s data.
• Process integration can be defined as the degree to which interaction with
tools can be supervised. This means that process integration is dependent on
both control and data integration, since process control is achieved through
commands, process awareness is propagated by notifications and process state
is defined by data. The difference between control integration and process
integration is thus straight-foward, i.e. the former can occur without a change
in process state.
• Presentation integration can be defined as the degree to which tools, in different contexts, can set up user interaction so that the tool input/output is
perceived correctly. Presentation integration is dependent on the platform,
control and data integration aspects mentioned earlier, since they limit the
ways of presenting input/output to users.
The relationships between the integration aspects can then be summarized as
shown in Figure 4.5.

4.3

Combining the Models to Identify Risk

Combining the two previously described models to identify risks related to tool
usage requires a common frame of reference, which defines interactions between
entities in a way that fits with the contents of both models. The high level concepts
from control theory discussed in Subsection 2.2.1 were chosen as this base, since
they fit well with the contents of the conceptual model. Fitting the reference model
to these concepts did however require some further thought, which is elaborated on
in Subsection 4.3.1.
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• Platform integration can be defined as the degree to which tools share a
common environment. This common environment can be almost anything,
such as an intranet connection, although usually more advanced mechanisms
are used, such as operating systems, virtual web platforms, etc.
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Figure 4.5: The Reference Model, Including the Relationships Between Aspects

The subsequent step is to use the common frame of reference to combine the two
models in a way that allows risk analysis to be performed in a systematic way. This
is done in Subsection 4.3.2 by building on the theories described in Subsection 2.2.1.
While the approach in these two steps was systematic and structured, it was exploratory rather than intended to reach exhaustive conclusions (see Subsection 3.1.2).
The descriptions in Subsection 4.3.1 and 4.3.2 are therefore intentionally left brief.
The interested reader is referred to Appendix A (which contains a slightly more detailed explanation of the steps described in Subsection 4.3.2) or [10] (which contains
an in-depth description of all the involved steps).
The reader most interested in the end result may instead skip directly to Subsection 4.3.3, which as a last step summarizes the implications of the relevant risks
into a number of safety-related characteristics of tool chains.

4.3.1

Fitting the Reference Model to High Level Concepts from
Control Theory

If the reference model is to be associated with high level concepts from control
theory, then one must start by defining what is being controlled. The choice here
falls on the different development artifacts that are produced during the development of a safety-critical CPS, e.g. a piece of code, a test protocol, a requirements
document, etc. These form the link between engineering activities and end products, since they actually end up in the end product or are used during decisions
that affect it. If software tools pose a risk it will therefore be through a causal
relationship established through these artifacts. By building on this definition and
the relationships in the reference model each integration aspect can be allocated to
a generic control loop:
• Platform Integration is concerned with common denominators between tools.
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This integration aspect is therefore mapped to all parts of the generic control
loop, since they will all be related to common denominators.

• Data Integration is concerned with the data, the information, passed around
the system. This integration aspect is therefore mapped to the actuators
and sensors, since the information passed around a CPS development effort is
the instrument to achieve control and feedback. To make something happen
or inform someone about something, information needs to be put in design
documents, reports, configuration files, etc.
• Process and Presentation Integration is concerned with supervising tools: the
former when this is done in an automated fashion and the latter when it is
done manually. To achieve this supervision there must be a controller, control
input to this controller and a process model of the controller. These parts of a
general control loop are therefore related to both of these integration aspects.
This mapping is visualized in Figure 4.6.

4.3.2

A Systematic Approch to Identify the Relevant Risks

After the adaptation of the reference model in the previous subsection the two models are ready to be combined by applying the reference model to each control loop
in the conceptual model, including those between different levels of organization.
STAMP and STPA (see Subsection 2.2.1) provide a systematic way to perform this
combination so that related risks can be identified. This type of analysis requires
five steps:
1. The definition of the general types of risk related to the context of tool integration.
2. The construction of a safety control structure based on a well matched example.
3. The identification of the programmatic risks of the safety control structure
example.
4. The identification of the types of control loops relevant to tool integration.
5. The identification of the causes to the programmatic risks related to these
control loops.
The details of these steps are found in more detail in Appendix A and [10], but
are summarized in the subsections below.
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• Control Integration is concerned with the issuing of commands and reception
of notifications. This integration aspect is therefore mapped to the links
between the different entities in the generic control loop, since these links
symbolize the activities of control and feedback.
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Figure 4.6: The Reference Model Related to a Control Loop

4.3.2.1

Step 1 - General Types of Risk

The general types of risk in a certain context is an interpretation of the basic types
of risk 1 and additional risks 2 defined by STPA into types of risk that can be more
easily applied in this particular context.
The interpretation was performed by matching basic/additional types of risk to
tool integration aspects/relationships found in the new reference model (before the
matching some of the categories were possible to combine). This matching could
potentially result in 55 general types of risk. The actual interpretation identified
46 applicable general types of risk, so not all combinations yielded an actual risk.
However, many of these general types of risk were in fact the same kind of risk,
only attributed to a different part of support environments. For instance, errors in
(or missing parts of) software could create the same kind of risk of data corruption,
no matter if the erroneous (or missing) part was concerned with platform, control
1 The basic types of risk defined by STPA are 1) A control action required for safety is not
provided or not followed, 2) An unsafe control action is provided, 3) A potentially safe control
action is provided too early or too late and 4) A control action required for safety is stopped too
soon or applied too long [146].
2 In the context of tool integration coordination risks are applicable, i.e. that (1) two controllers
assume the other is performing the control responsibilities and as a result nobody does or (2) two
controllers provide conflicting control actions that have unintended side effects [146].
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or data integration. Therefore, these 46 general types of risk could be merged into
13 equivalent general types of risk. Based on these 13 general types of risk it was
possible to make two observations:

2. 8 of the 13 are relevant during the construction of a tool chain, 4 are relevant
when a tool chain is used and 1 of them is relevant in both of these cases.
4.3.2.2

Step 2 and 3 - Programmatic Risks

The identification of programmatic risks 3 relies on analyzing a well suited example
for the context of interest, which in turn requires the safety control structure for
this example to be constructed. The chosen example was from an industrial case
study, described in Subsection 3.1.2.
Three safety control structures were constructed based on process descriptions
in the form of SysML Activity Diagrams [228] and tool integration aspect descriptions based on the graphical format described in [12]. The first safety control
structure mirrored the original tool chain from the industrial case study, while the
other two included updates to the tool chain based on suggestions from industrial
and academic stakeholders. Based on the 13 general types of risk 85, 98 and 73
programmatic risks were identified in the three different safety control structures.
4.3.2.3

Step 4 and 5 - Relevant Causes

Identification of the causes to programmatic risks is supported by STPA through
the definition of general causal factors. (See Figure 4.7 for a visualization of these
factors applied to the context of tool integration.) The programmatic risks identified
through the previous steps pointed at three different types of control loops in which
to look for causes:
1. The manual control loops at the operator level in which development artifacts
are used for operator-to-operator control, e.g. reviews.
2. The automated control loops at the tool level in which development artifacts
are used for tool-to-tool control, e.g. automated data transformations.
3. The semi-manual control loop between the operator and tool chain levels, i.e.
when operators can introduce hazards in the end product through processes
that update development artifacts, hazards which can be identified through
the process state signaled by verification and validation artifacts. Depending
3 Programmatic risks are specific unsafe controls (in a specific context) in a safety control
structure that can lead to the relevant general types of risks [146].
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1. The relationships between the different tool integration aspects imply that
support by several tool integration aspects is needed to avoid certain general
types of risk.
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Figure 4.7: General Causal Factors Applied to the Context of Tool Integration

on which processes are analyzed, the end product itself rather than development artifacts can be the process that is being controlled, i.e. when feedback
is received from field usage for example.
Based on these types of control loops and the general causal factors, one can
infer a wide variety of causes for the programmatic risks identified in the previous
steps.

4.3.3

Summarizing Safety-Related Implications

This wide variety of causes points at ten characteristics of tool chains which need
to be ensured to mitigate safety-related risks associated with different types of tool
usage, as summarized below.
4.3.3.1

Data Integrity (DI)

The data should reflect the current state of the development process. At the most
basic level this means that tool chains need to guard against data corruption due
to e.g. internal faults in tools, interface inconsistencies or wrongly ordered updates
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of data. However, this also implies that tool chains should safe-guard against operators choosing the wrong version or variant of a development artifact. Databases
and versioning systems are examples of highly relevant tools in regard to this characteristic.
Data Mining (DM)

At any point in a process information will be needed to ensure the right choices in
regard to safety. A designer might require information about the assumptions on
which preliminary hazard analyses rest; a project manager might need information
on product quality to decide whether to proceed with releasing a product; etc.
To allow operators to make correct decisions tool chains must be able to extract
and present safety-relevant information in a human-understandable form for each
engineering activity. Project workbenches and decision support tools are examples
of highly relevant tools in regard to this characteristic.
4.3.3.3

Traceability (T)

Development artifacts are often related to each other in ways that operators need
to know about to ensure safety. For instance when moving from requirements to a
detailed design it will often be important to know that the design completely and
consistently supports safety-critical requirements. Likewise it will be important for
programmers to know how the fault in a defect report relates to other faults if they
combine to create a failure. These relationships between development artifacts
must therefore be correctly handled by the tool chain at hand. Most task and
requirements management systems are examples of highly relevant tools in regard
to this characteristic.
4.3.3.4

Well Defined Data Semantics (WDDS)

A tool chain needs to enable the use of unambiguous semantics in development artifacts. This does not necessarily imply that a tool chain should harmonize semantics
across a product life-cycle, but rather that it should at least enable operators with
different roles to understand each other correctly. Documentation and programming editors are examples of highly relevant tools in regard to this characteristic.
4.3.3.5

Process Notifications (PN)

Equally important to the possibility of extracting and presenting relevant information is the ability of tool chains to actively notify operators of the result of important
activities. This relates to the problem that information may be readily available,
without being noticed by the appropriate operators. Most types of collaboration
software are examples of highly relevant tools in regard to this characteristic.
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Process Control (PC)

4.3.3.7

Customizable Graphical User Interfaces (CGUI)

Providing simplified or adapted Graphical User Interfaces (GUIs) is sometimes necessary to enable correct actions by operators. This customization can be prompted
by many aspects, such as the role, engineering expertise or even workload of different operators. File comparison or design visualization tools are examples of highly
relevant tools in regard to this characteristic.
4.3.3.8

Coherent Time Information (CTI)

The actual time of an update may need to be known to avoid the use of obsolete
information, something which can be especially problematic if artifacts from several
different systems need to be compared. Information about the time of updates thus
needs to be possible to relate to a global clock. Databases and versioning systems
are examples of highly relevant tools also in regard to this characteristic.
4.3.3.9

Automated Tool Usage (ATU)

The task of manually invoking tools is sometimes unsuited to operators, for instance
when small, often repeated tasks need to be handled. Tool chains may therefore
need to support automated tool usage. Process engines are examples of highly
relevant tools in regard to this characteristic.
4.3.3.10

Automated Transformations of Data (AToD)

Finally, the task of manually transforming data between different semantics or syntax can be unsuited to operators, especially when a large amount of data needs to
be transformed. Tool chains may therefore need to support automated transformations of data. Data transformation engines are examples of highly relevant tools in
regard to this characteristic.

4.4

Chapter Summary

This chapter primarily presented three contributions from the author to support
the analysis of risks related to tool usage:

Modelling Tool Integration and Risk

If it is not feasible to assume that the availability of information or notifications
will be enough to protect development artifacts, safety may ultimately rest on
tool chains that provide automatic process control. Analysis and testing tools
that automatically check new versions of development artifacts and either block
or highlight those found to be erroneous are examples of highly relevant tools in
regard to this characteristic.
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• A new conceptual model that defines the most relevant entities and their
relationships, especially the ways these entities might impose limitations on
one another.

• Ten safety-related characteristics of tool chains, which need to be ensured to
mitigate safety-related risks associated with different types of tool usage.
In summary, this chapter has provided a basis for risk modelling with regard
to the domain of support environments: Firstly, by defining entities and causal
relationships of importance to the increase or decrease of risk; Secondly, by defining
measures for mitigating risk.

Modelling Tool Integration and Risk

• A new reference model of tool integration that includes the relationships between tool integration aspects previously missing in the academic literature.

Strengths and Weaknesses in
Support Environments
“Theories crumble, but good observations never fade."
— Harlow Shapley
The models from the previous chapter can be used to orient oneself with regard to
the different entities of importance when dealing with the safety-related implications
of tool usage. Most importantly, the safety-related characteristics of tool chains
that these models point to is a systematic way to narrow down what to look for
with regard to tool usage in operational scenarios. In other words, by using these
characteristics a larger data set can be analyzed, since many of the details in the
data can be already ignored at a glance.
This chapter presents observations from the large data set analyzed in Track
3 of Study D. Weaknesses and strengths in support environments associated with
some of the safety-related characteristics were tied to CPS and the best practices
engineering environments used to develop them. Study D is described in more detail
in Subsection 3.1.3, with Subsection 3.1.3.4.3 enumerating the research questions
that led up to these results.

5.1

Indicators of the Characteristics

Influence by weaknesses in support environments associated with the characteristics
could not always be directly linked to the causes of faults, which is not surprising
since identifying any phenomena in a complex system as the single most important
reason for an outcome is difficult. However, strengths and weaknesses of support
environments associated with the characteristics could sometimes be identified as
being a part of a positive or negative effect. These indicators of the characteristics are summarized below. Negative influence has in these cases been identified
by finding a weakness in a support environment associated with a characteristic
mentioned in a part of a defect report describing the cause or handling of a fault.
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Figure 5.1: Company A, Indicators in Percentages

Figure 5.2: Company B, Indicators in Percentages

Positive influence has been identified by finding a characteristic mentioned in a part
of a defect report describing how a fault was found.
13% of the faults from the early part of the main project at Company A in
Study D showed an indication of being influenced by the characteristics. For field
faults the percentage was 1%, while for the late iteration the percentage was 14%.
The percentages from Company B were 3%, 2% and 16% respectively. For those
characteristics that were found to exert an influence, the distribution of indicators
are shown in Figures 5.1 and 5.2 (the abbreviations are found in Subsection 4.3.3).
The distributions from the three different populations at each company show
little similarity. Due to the low number of indicators in late iterations and software
released to customers, it was only possible to perform a chi square goodness of fit
test when comparing the main project and the late iteration from Company A1 .
This test, however, allows one to conclude that the influence of the characteristics
varies across the development life-cycle, since the early parts of the main project
cannot be used to predict the distribution of indicators in the late iteration.

1 The

problems in performing statistical tests were not unexpected. If one considers the previously completed project at Company A from where faults were sampled, the field faults make
up only 1% of the total faults and the faults from the large, late iteration less than 5%.
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Figure 5.3: Company A, Causes in Percentages

Figure 5.4: Company B, Causes in Percentages

5.2

Faults Caused by Weaknesses in Support Environments
Related to the Characteristics

The number of faults from Study D in which weaknesses in support environments
related to the characteristics are described as the cause make up 1% of the surveyed
faults (versus 11% showing an indication of the characteristics). Their distribution
is shown in Figures 5.3 and 5.4.
The characteristics found in these figures were all associated to several weaknesses in support environments that had caused faults:
• Traceability. Firstly, when there was a lack of links between requirements
belonging to different abstraction levels, the resulting confusion could lead
to mistakes. Secondly, when temporary links to “dummy” requirements were
not updated, completeness could be falsely assumed. These links´ lack of
integrity was therefore a source of faults.
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• Automated Tool Usage. Firstly, automatic tests sometimes failed to detect
flaws in software, while developers did not notice since they had adopted
both their methods and release schedule to rely on automatic testing. Secondly, when distributed building of code resulted in different build servers
labeling binaries differently, this could result in confusion among operators.
The configuration of both the delivery of test objects and the tests they were
subjected to was thus a source of faults.
• Process Control/Notifications. Firstly, when some artifacts were changed
without relevant stakeholders being notified, faults were caused by asynchronous evolution of development artifacts. Secondly, when weaknesses
in the code were identified during reviews, the complete set of weaknesses
was sometimes not acted on. At least the latter of these weaknesses could
be viewed as associated with either process control or process notifications.
These categories were therefore summarized rather than kept separate.

The Point of the Matter 5
Process control and process notifications are to some extent opposite sides
of the same coin, since they both relate to the possible interactions that
a tool and its user can take part in. The difference lies in that the former
can disallow the right choice, while the latter can allow the wrong choice.
The optimal way to deal with these issues may therefore seem straightforward: control what should not be allowed and notify the user when in
doubt.
The most obvious problem with this approach is that you then first
have to understand what you cannot allow and what the user might want
to know before you can enforce any rules. However, an equally large
problem lies in the fact that tools are rarely chosen for how they fit
with a partcular organisation´s processes. The most important reason for
introducing an engineering tool is probably the functionality that it brings
for a particular task. In addition, a tool vendor is likewise probably going
to see all extra features, such as customizability, as outside the “core”
of their tool. Therefore, the problem with inappropriate process control
and process notification may not be an oversight on the part of support
environment customizers, but simply that a particular tool set enforces
an inappropriate process.
The interviews uncovered reports of and references to faults in other projects
with similar causes, but also:
• Customizable Graphical User Interfaces. When comparing different versions
of code prior to a release, the sheer number of changes had sometimes made

Strengths and Weaknesses in Support Environments

88

89

their impact difficult to assess through run-of-the-mill code comparison GUIs.
One mentioned result was the erroneous update of a system configuration that
led to the removal of a critical part of a user interface.
• Data Integrity. When distributed building of code erroneously used different
compiler versions, this led to incompatible binaries.
Of the characteristics-related faults, only those related to the Customizable
Graphical User Interfaces characteristic and the first type of the Process Control/Notifications characteristic were safety-critical. The former was also a field
fault.
The Point of the Matter 6
Graphical User Interface (GUI) customization is a complicated endeavour, since what is the “correct” GUI in any given situation will change
depending on for instance:
• The role of the user.
• The experience of the user.
• The number of properties that are of interest.
• The complexity and scale of what is visualized.
An incorrect match between a GUI and a user due to any of these
parameters may potentially lead to a negative effect. In practice tool
vendors will usually provide a static GUI and rely on users adapting to
it after some time. This is not a totally unreasonable approach, since
for many reasons it might be difficult for a tool to adapt correctly to its
users and for users to adapt a tool to their preferences. However, this
approach fails when the problem does not lie with the user but with the
artifact that is visualized. Especially if that which is visualized changes
dynamically, e.g. in size or complexity. In this case inappropriate corner
cases in which a GUI conveys the wrong message may be very difficult to
detect.

5.3

Chapter Summary

This chapter presents findings that tie weaknesses and strengths in support environments associated with some of the safety-related characteristics to CPS during
development and field use.
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One important observation is that weaknesses in support environments associated with the characteristics could lead to software faults through a too high level of
action automation, in the form of erroneous or incomplete Automated Tool Usage.
However, in the cases when tool integration influenced the end product negatively during the development of safety-critical CPS, it was mostly in an indirect
rather than a direct fashion. Firstly, the only identified safety-critical field fault
caused by a weakness in a support environment related to a characteristic was introduced through a GUI not being suitable for a particular task during development.
Secondly, regardless of the strong focus on information management stipulated by
systems engineering, safety-critical faults were also introduced through the lack of
well designed notifications and process control. Furthermore, one of the strongest
indicators of a negative influence by one of the characteristics at both companies
was the one related to traceability. All of these weaknesses could have been mitigated through the use of more advanced tool integration in support of information
acquisition or analysis.
Another important observation is therefore that weaknesses in support environments related to the characteristics could lead to software faults through a too low
level of acquisition and analysis automation.
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“I think and think for months and years. Ninety-nine times, the conclusion is false. The hundredth time I am right."
— Albert Einstein
The models presented in Chapter 4 allowed the causal relationships between tool
usage and faults in CPS to be studied, with the observations presented in Chapter 5
pointing at an influence by the former on the latter with regard to the safety in
operational systems. As mentioned in Subsection 3.1.3.1, establishing even this
limited link is difficult and direct causality probably only feasible to claim for
the negative cases detailed in Chapter 5. However, the observations still indicate
that a broader perspective, which includes more factors related to tool usage than
those considered by the systemic safety standards described in Subsection 2.4.3, is
warranted. To focus almost entirely on the reliable execution of separate process
steps independent of human operators (i.e. high levels of action automation) may
be insufficient, since low levels of acquisition and analysis automation also seem to
have safety-related implications. Indeed, the safety-related problems highlighted
by this book seem rather to be linked to tools that do not or cannot communicate
safety-related information in an appropriate way. Making inferences regarding how
to treat tools during the development of safety-critical CPS is however premature,
since there may be factors that justify a narrowing of the perspective.
To visualize the reasoning that these factors that may justify a broader (or more
narrow) perspective on what needs to be considered with regard to tool usage and
safety-related implications, one can - as in [173] - map out different systems (in this
case tools) according to the level of automation they exhibit for each particular
type of automation. When considering the safety-related implications of tool usage
in a particular engineering activity, too high or too low levels of automation can
then be visualized as areas in this mapping within which there is an inappropriate
degree of risk that the safety of the end product may be compromised due to tool
usage (see Figure 6.1). The size of these areas will be decided by the specifics of
the engineering task, but they may also shrink and expand depending on e.g. the
particular operator or the targeted end product. In other words, one does not have
to broaden one´s perspective to consider a too low or too high level of certain types
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Figure 6.1: The Levels of Automation of Tools versus Risk

of automation if there are factors that will almost certainly shrink or remove the
corresponding areas of risk to the extent that tools are unlikely to exhibit the levels
of automation covered by the final areas.
The first section of this chapter therefore discusses if there are factors that limit
the consideration that needs to be shown to the implications of tool usage during
the development of safety-critical CPS. After finding no strong reason to narrow
the perspective on tool usage, the second section deals with the implications of
a broader perspective - firstly by discussing whether the influence of tool usage
identified in the previous chapter is expected to increase in the future; and secondly
by proposing a way to meet this threat before it has a catastrophic effect.

6.1

Is a Broad Perspective on Tool Usage Fruitful during
the Development of Safety-Critical CPS?

To establish whether the broader perspective suggested by the findings presented
in this book is fruitful 1 , several confounding factors need to be contemplated.
Firstly, the successful launch of a CPS may itself require far better engineering
than that hinted at by standards. Organizations that field a low volume of large,
complex systems on a global market with fierce competition will go out of business if
their customers come to view their products as fundamentally flawed. The influence
of tool usage may thus be limited by the domain of CPS, since it might in itself
enforce a certain set and effectiveness of engineering activities - in other words,
1 The word “fruitful” is
instance Kuhn - have used
amount of contribution to
knowledge with at least the

appropriate here, but not used in the limited sense that many - for
the word. The intention is not to emphasise some smallest possible
knowledge in general [166], but rather to point at contribution to
promise to be useful in a practical sense within the foreseeable future.
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engineering activities in which the areas of risk in Figure 6.1 are small. The negative
cases described in Chapter 5 might then not require further attention2 , since their
effect can be expected to stay small and constant. This is discussed further in
Subsection 6.1.1.
Secondly, if one can establish certain characteristics of safety-critical CPS as the
most relevant when trying to ensure safety, then tool usage may also be irrelevant
- either because focusing on development processes is then a fundamentally flawed
approach or because only tool usage relevant to these CPS properties will be of
interest. In other words, most engineering activities will not have any areas of risk
such as those visualized in Figure 6.1. This is discussed further in Subsection 6.1.2.
Thirdly, there are risks with manual processes too. In fact, one might say
that the findings presented in Chapter 5 reinforce this point, highlighting problems
related to a too low level of automation. Shouldn´t the focus then be on the manual
processes, as long as software tools are just introduced as additional support? This
is discussed further in Subsection 6.1.3.

6.1.1

Does the Domain of CPS Make a Broader Perspective
Irrelevant?

As mentioned in Subsection 3.1.3.4.2, part of Study D focused on whether systemic
safety standards always imply that the associated fault mitigation activities are of
uniform effectiveness. Even if this does not relate directly to the contents of this
book the associated analyses can be used to draw some useful inferences regarding
the context of CPS development. This subsection therefore starts by presenting
statistics from the two companies and then relates these to whether we can expect
the domain of CPS to enforce a certain set and effectiveness of engineering activities.
To frame the statistics in this subsection, one can consider that in the sampled
projects at Company A, faults in software released to customers make up 1% of
the total number of a project´s faults versus an average of 5% at system software
development companies [125]. Company B, in comparison, seems to fare much
worse with 10.2% of the total number of a project´s faults being found in the field.
However, a closer examination reveals that 2.6% of these faults were found during
beta testing, which means that Company B places itself between the averages of
system software and commercial development companies [125]. In other words,
both companies seem to stay at least close to their expected levels of field faults.
2 One can of course claim that every aspect of the development of safety-critical systems that
has the potential to affect the safety of an end product needs to be dealt with until one can
be positively sure that there will be no negative effect. While striving towards this state is
an important hallmark of those involved in this kind of development efforts, only lawyers will
benefit from implying that this view is fully realizable. In practice safety standards that guide
the development of safety-critical systems will be compilations of industrial best practices aiming
to establish a sufficiently strong trust in safety, not methods that represent exact measures to
eliminate all risk. This perspective is to some degree even elaborated on by some standards, for
instance in the discussion of the ALARP (As Low As Reasonably Practicable) principle in IEC
61508:2010 [120].
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However, a deeper look at the faults in Study D shows that there are differences
in which fault mitigation activities are, relatively speaking, the most efficient at the
two companies. Figure 6.2 shows the percentage of faults (as found by each of the
fault mitigation activities) at both companies for: the total number of faults; inhouse faults found early in major projects; in-house faults found in late iterations;
and field faults found after a major project (per company and labelled total, major,
late and field respectively).
Function test and system test at both companies resulted in proportions of faults
found in-house that are larger or close to the proportions of faults found in the field
that should have been found by those activities. Only Company A succeeds in
identifying a larger or equal in-house proportion of faults in the requirement phase.
Both companies identified smaller proportions of faults during design reviews and
code inspections than the proportion of faults of the associated types found in the
field.
At Company A, a similar, second analysis was also performed based on dividing
the 39% safety-critical faults (Crit.) from the 61% of faults that were non safetycritical (Not Crit.). The resulting distributions are shown in Figure 6.3. Both fault
types follow roughly the same pattern as described in the previous analysis with
regard to the efficiency of the fault mitigation activities.
The exception lies in the distribution of field faults, i.e. the fourth and last
column in each category. 53% of the non safety-critical field faults should have
been found early in the development process, i.e. during reviews or inspections.
47% should have been found late in the development process, i.e. during function
or system test. The corresponding percentages for safety-critical field faults are
78% and 22% respectively.
A third associated analysis in Study D involved identifying the effort impact
on different artifact types to highlight the effort spent in the different development
phases. The effort was measured indirectly through the number of updates of
different development artifacts. The considered populations were (in the order
presented in Figure 6.4): faults which were non safety-critical at Company A;
safety-critical faults at Company A; and the total number of faults at Company B.
The fault distributions at Company A appear to indicate the existence of early
identification of both safety-critical and non safety-critical software faults (as shown
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Figure 6.4: Impact on Development Artifacts, Corrected Faults in Percentages

in Figure 6.3). In reality there may be alternative explanations for each distribution,
i.e. they may only appear to be similar. The most plausible of these explanations
is that many faults of one type have propagated considerably backwards through
development artifacts and thereby added to its numbers for early fault mitigation
activities. However, this does not appear to be the case. Even though the interviewees at Company A all state that updates that can propagate to other artifacts are
allowed to do so, the effort distribution points at there being no large propagation
of defect reports from the late parts of the development process to the early parts
(<10%, see Figure 6.4).
At the same time the fault distribution at Company B appears to indicate
almost no early identification of faults (shown in Figure 6.2). However, it is not
surprising that requirement reviews are weak at Company B, when you consider that
even though the interviewees at Company A describe their requirements process as
necessary and understandable, they also think of it as arduous and complex. If
effort can be delegated until later development stages or - in some cases - even to
customers, why not?
This means that the two companies use de facto, radically different approaches
to developing CPS, but both stay at least close to their expected levels of field
faults and succeed in launching similarly complex CPS on a worldwide market.
That the domain of complex CPS and market considerations will enforce a certain
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type of engineering activities therefore appears unlikely. In other words, at least it
has not yet been shown that one can trust that the domain of CPS will enforce a
set and effectiveness of engineering activities that makes it possible to ignore the
safety-related implications of certain levels of automation with regard to tools.
The next question is then, naturally, whether those CPS that are safety-critical
require certain types of engineering activities. Theoretically this is possible, but in
practice it would require all CPS in this subgroup to share some characteristic that
is then best dealt with through certain types of engineering activities. The possible
existence of such a characteristic is discussed in the next subsection.

6.1.2

Do Safety-Related Characteristics of Operational CPS
Make a Broader Perspective Irrelevant?

That the safety aspect of a safety-critical CPS is tightly linked to some kind of
characteristic of the CPS is not an uncommon hypothesis. The idea is appealing,
since if such a link could be proven it would imply a more straight-forward way
of ensuring and measuring safety during engineering activities. As mentioned in
Subsection 2.3.3.1, the most prominent finding in regard to software is the one
that indicates that safety-critical failures are more often of a type activated by
rare events [111, 152]. This subsection starts by presenting statistics from the two
companies that participated in Study D. These statistics are then related to the
discussion on whether some kind of characteristic of CPS is always tightly linked
to safety.
Figure 6.5 shows the ODC triggers which exhibited a larger than 10% difference
between in-house faults and field faults in at least one of three fault populations
in Study D. These populations were (in the order presented in Figure 6.5): faults
which were not safety-critical at Company A; safety-critical faults at Company A;
and the total number of faults at Company B.
This enables a comparison of the percentages of in-house faults found by different
triggers versus the percentages of field faults that should have been found by the
same triggers. Based on this comparison, one can identify the most important
reasons that the fault mitigation activities succeeded or failed to identify faults.
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Coverage 3 during function test and blocked tests during system test are the most
efficient triggers for identifying faults at Company B. Coverage is not as efficient at
Company A, but blocked tests is the most efficient trigger here too (even if it is less
important for safety-critical faults). Searching for incorrect information, inconsistencies or incompleteness within internal documentation is efficient at identifying
faults at Company A, especially when considering safety-critical faults. At Company B reviews of internal documentation largely fail to identify faults. Identifying
problems with the design conformance between different levels of requirements is an
efficient tactic at Company A, but mostly for finding faults which are non safetycritical. At Company B this trigger is not efficient in identifying faults, but this
does not result in weaknesses in the end product.
Regarding the weaknesses in identifying faults, one can note that both companies largely fail to consider rare situations properly during reviews and inspections.
In fact, this failure is the largest weakness at Company A, since the differences
between the in-house and field proportions are the largest here. However, the ineffectiveness of this trigger was about the same in identifying both safety-critical
and non safety-critical faults.
That a disproportionately large number of the faults that are triggered by rare
situations are safety-critical is therefore not supported by Study D. As shown by
Figure 6.5, the safety-critical and non safety-critical fault distributions at Company
A indicate an equal inefficiency in identifying faults triggered due to rare situations.
From the perspective of the developer, the safety-critical faults of this type are
therefore not particularly difficult to deal with in comparison to the non safetycritical faults of the same type. Besides, because there were more in-house and
field faults of the non safety-critical kind at Company A, one can even note that
non safety-critical faults of this type are more numerous in the context of Study D.
To be fair, the findings in the literature only conclusively relate to failures
rather than faults. However, a fault that often leads to failure is per definition not
triggered by a rare situation, meaning that the inference still stands.
Even though it is not possible to conclusively show why this finding does not
hold in the context of Study D, one can point out some observations that it would
be valuable to follow up on. Firstly, these faults should have been found during
design and code inspections, rather than in requirement reviews. So, the problem
here is not that it is difficult to know what to expect from the operational context.
Secondly, hardware failure is highlighted as one of the main contributors to unsafe
behaviour due to rare situations in the original sources [111, 152]. Even though
these were not included in the study, one can note that there were a lot of defect
reports related to hardware problems at Company A, but the operational context
is not such that hardware degradation necessarily has to be handled by software. If
hardware failures can be made sufficiently rare, then correctly diagnosing them and
alerting users can be an acceptable solution (something which is less likely to be
3 Coverage is an ODC function test trigger denoting straightforward attempts to exercise code
for a single function, using no parameters or a single set of parameters.
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acceptable in, for instance, the space domain). It might be that this finding from
the literature arises because of the different characteristics of various application
domains.
A large difference between safety-critical and non safety-critical faults is instead
exhibited by the failure to properly consider side effects, the interfacing between
components (lateral compatibility) and the correctness of the flow/logic of data
during reviews and inspections. Relatively speaking, these weaknesses result in
roughly twice as many safety-critical faults going unnoticed.
Here one may especially consider the organization of Company A, since according to the interviewees, it reflects the components of the software architecture.
The quality of the component interfaces will therefore depend heavily on team-toteam and team-to-person communication. Lutz mentions the failure to sufficiently
consider the interfacing between components as especially common in relation to
safety-critical software faults, and that it is commonly caused by communication
errors between development teams and others [151]. Study D did not investigate
the communication aspects of safety-critical fault propagation during development,
but Lutz´ earlier findings, and the relative inefficiency in rooting out safety-critical
versus non safety-critical faults here, do support the idea that this area is worth
studying further.
One can thus conclude that there is currently no strong support to be found
for the existence of safety-related characteristics in safety-critical CPS that would
allow a more narrow approach to prioritizing between (or deciding the importance
of) engineering activities (and tool usage) when ensuring safety.

6.1.3

Do Well Designed Manual Processes Make a Broader
Perspective Irrelevant?

Finally one should consider whether one can disregard any implications due to tool
usage, as long as one adheres to a proven, manual process. This is actually one
part of the approach taken by some of the systemic safety standards discussed in
Subsection 2.4.3, i.e. the approach to limit tool qualification to tools only when
these reduce or remove processes that are otherwise guided by the standard at hand.
When questioned about problems related to tools and tool integration, the interviewees in Study D could often provide examples. Almost all interviewees had
experienced problems when trying to understand GUI’s (100% of the employees at
Company A and 67% of the employees at Company B). Most of the interviewees
had experienced problems with extracting or viewing data from the development
process (86% and 50%). A substantial part of the interviewees had also encountered
reliability issues (57% and 17%) or the incorrect handling of notifications (43% and
17%). However, none of the interviewees could provide an example of when their
encounters with such problems had resulted in a fault in the end product (although
some gave examples of when this had happened to other employees). At most,
these problems had resulted in extra work for the interviewees to correct temporarily erroneous artifacts. Most of these problems were also related to tools, with only
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a few examples involving tool integration. In fact, while all interviewees considered
tools an essential part of their work environment, only half of them considered any
tool integration important. The rest of the interviewees considered tool integration either unimportant or something that provided some helpful but not critical
support.
These answers make the “team member” perspective of the systemic safety
standards found in Subsection 2.4.3 understandable. All interviewees acknowledged
that they could not perform their work without the support of modern software
tools. At the same time most of them had experienced frequent problems with the
reliability of and interaction with these tools, but without these problems leading
to any apparent, critical adverse effects. Due to the essential nature of the tools,
the interviewees had seemingly successfully adapted to make up for any weaknesses
in them. The only unacceptable weakness would be tools introducing defects in
ways that interviewees could not compensate for - in other words, if tools acted as
unreliable “team members” that could introduce faults through automation outside
the control of the operator. This acceptance of weaknesses may also be the reason
why tool integration was deemed unimportant by so many interviewees. As long as
data was shuffled around between tools in a reliable way, the interviewees assumed
that they could deal with any shortcomings of the tool integration on their own.
If one takes these observations at face value, they seem to support the systemic
safety standard approach mentioned earlier. As long as the effect of a tool failure
is not the direct introduction of an unnoticed fault in the end product, operators
usually seem to be able to adapt. However, before accepting this idea it is important
to bear in mind two things indicated by the interviewees´ answers. Firstly, even
though operators could easily name several problems related to the tools, they were
effectively locked into processes that relied on said tools bringing one or another
essential benefit. It is all very well to state that tool usage is irrelevant as long
as no processes are changed, but operators are obviously willing to adapt at least
their task execution to accommodate misbehaving tools. Secondly, tools were used
to support certain tasks, but little thought was given to the completeness of the
information provided through the tools. Operators seem not to be automatically
looking for ways to overcome too low levels of automation. Perhaps this is just a
matter of availability of tools, but there could even be reasons that make operators
reluctant or resistant to the introduction of further tool support.
The idea that one can disregard any implications due to tool usage as long as
one adheres to a proven manual process is therefore misleading. The overall process
may not change, but the support of a tool might change the execution of each task
within the process due to operator adaptation. Indeed, if a tool conveys a narrow
view of the development life-cycle it might make it less feasible that an operator
reacts correctly in any given situation. Consider continuous code reviews, a too low
level of automation can make them a matter of routine acceptance (as one of the
examples from Subsection 5.2 shows). The process could stay the same regardless
of the tool support, but without it the reviewer and reviewed would at least have
had to meet and discuss.
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Implications of a Broad Perspective

Given that there is no obvious reason to narrow the perspective when trying to
define the safety-related implications of tool usage, the future implications will depend on two things. Firstly, whether the associated problems are likely to increase.
Secondly, what one can reasonably do to mitigate the associated problems.

Is Tool Usage a Growing Source of Risk?

With regard to the implications of a too high level of action automation, more
fully independent automation in the development of safety-critical systems is to be
expected in the future. Automated verification in particular has been increasingly
used in the development of safety-critical systems [52]. If automated verification
systems including automation of tool invocation and data transfer become sufficiently efficient in identifying software faults, certain process steps targeting the
verification of software in the development of safety-critical systems may even disappear from best practices.
Automated tool integration at the low end of Sheridan´s scale, which supports
the human operator instead of replacing them, is also likely to increase. To underline
this fact, a number of examples are given below. Some of these could also - especially
in the long run - be related to high levels of automation, but they are here primarily
used to exemplify the potential for an increase of tool integration related to low
levels of automation.
• Simulation has a long history of being used in the development of safetycritical systems, for instance in the automotive domain for investigating the
behaviour of control algorithms [28, 127]. This reliance on simulation is likely
to increase, due to the cost savings allowed through the utilization of virtual platforms rather than experiments. This will not only impact the set of
tools used in the development of safety-critical systems, but also require more
advanced tool integration to combine and relate different simulations [163].
Services for acquisition and analysis automation that rely on this tool integration will be critical to highlighting important issues and suggesting which
solutions are the most optimal.
• Analysis, for instance in the form of model checking and theorem proving,
is also already used in the development of safety-critical systems, even if
there are associated difficulties [52, 142]. With the analysis of many different
system-wide properties being highlighted as critical for the future [28], tools
and tool integration to support advanced information filtering and analysis
are also likely to evolve.
• Traceability from requirements is already strongly emphasised by safety standards drawing on systems engineering theory, but the traceability of intent in
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There are many other important issues at a low level of automation that will
require advances in tool integration in case they are not supported by changes to
tools and methodologies. These issues include highlighting inconsistencies when
collaborating across organizational boundaries (raised as an issue in [52]) or engineering disciplines (raised as an issue in [28]), filtering of changes and notifications
to avoid information overflow (raised as an issue in [219]), and so on.
With the expected increase of tool integration one can therefore also expect
the safety-related implications of tool usage related to low levels of automation
to increase in the future. However, one can of course never be sure whether a
new method or piece of technology will appear tomorrow that revolutionizes development and renders the established knowledge concerning causal relationships in
engineering environments null and void.

6.2.2

Mitigating Future Problems

For various reasons, it is difficult to determine whether systemic safety standards
actually have a conclusive impact on engineering activities, i.e. they are themselves
complex, commonly the result of negotiation rather than analysis and sometimes
rest on contradicting worldviews. However, the very existence of safety standards
comes from the - at least envisioned - effect of them as “safeguards” against accidents. Even if there is no direct effect, they will therefore at least be important
as carriers of “mental models” on safety-related phenomena that are of importance
during development. The proposition of this book is to mitigate problems of increased and more diverse safety-related implications of tool usage by changing the
ideas carried forward in such systemic safety standards as those found in Subsection 2.4.3.
The mental models regarding when software tools should be qualified before use
during development is an especially pertinent target for change, as a focal point for
dealing with tool usage. Building on these models is however potentially difficult,
since the latest versions are appealing in their simplicity.
Of the two mental models discussed in Subsection 2.4.3, the one that focuses
on generic measures within the engineering environment of the targeted CPS is
probably the worst choice. This is not because this model would be more difficult
to build upon, but because it does not stipulate any deeper dialogue between tool
users and tool vendors. It will not matter if the developers of CPS are forced to
consider a broader range of issues associated with tools, if tool vendors on their end
do not offer the relevant possibilities to customize their tools. Having tool vendors
gather, provide and develop their tools according to at least the initial information
on how to best customize their tools to workflows is probably a good first step to-
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wards avoiding a future lack of acceptable tools. Additionally, it would decrease the
knowledge threshold that developers of CPS are required to overcome, match the
overall demand for flexibility and evolvability apparent in the tool integration research field (see Subsection 2.4.1.2) and help avoid situations in which tools dictate
the realizable workflows (see Subsection 2.4.1.3.6).
Consider that the other (first) mental model (see Figure 2.9) can be summarized
with “If a task is to be transferred from operator to tool and there is a chance of
a direct causal relationship between the outcome (artifact) of the task and the
safety-critical aspects of the CPS under development, then one must ensure trust
in the tool”. A first step towards modifying this mental model is to relate it to the
models presented in this book. This can be visualized using the conceptual model
described in Chapter 4, as shown in Figure 6.6. Essentially the higher levels of the
conceptual model become irrelevant, since the task being qualified is now at a lower
conceptual level (even if one can understand the motivation for fuzzy requirements
such as ´operators should be “familiar” with their tools´). Instead one can focus
on what encapsulates the moved task, such as “Tool A” in Figure 6.6.
The broader perspective on tool usage emphasised by this book essentially points
at problems related to tools that do not or cannot communicate safety-related
information in an appropriate way. This is not as easily encapsulated by any of the
involved entities, since - as visualized in Figure 6.7 - this can be related to radically
different parts of the conceptual model:
1. The operator may be ill matched to the tool, e.g. due to experience and
training.
2. The information provided by the tool may be ill matched to the operator, e.g.
due to complexity.
3. The tool may not support the customization required to ensure a match between operator and information.
4. The information may not be accessible by the tool, if the tool chain is incomplete or fragmented.
As mentioned in Subsection 4.3.2.1 with regard to risks related to tool integration, these issues probably require effort both during the construction and the use
of a tool chain to be completely mitigated. Otherwise this automation could probably - as in the case of the automation related to operational systems described in
Subsection 2.2.2 - affect operators in diverse and subtle ways.
Overcoming this diversity within the acceptable boundaries of cost and complexity will require limitations, similar to those established by the first mental model
whereby only tasks that eliminate, reduce or automate processes already guided by
the standard at hand are of interest.
As noted in Subsection 6.1.3, one can expect operators to adapt to misbehaving
or ambigious tools over time. Contemporary systemic safety standards in some cases
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Figure 6.6: The First Mental Model Related to the Conceptual Model

stipulate that operators need to be competent in the required tools. Pointing this
out might be sufficient, considering that new employees to companies working with
the development of safety-critical systems are not likely to be allowed to contribute
to releases from the very first day.
Insufficient or incomplete tools and tool chains are probably best handled through
a dialogue between tool users and tool vendors, as mentioned some paragraphs ago.
The remaining question however is what this dialogue should focus on. Considering
that decisions are taken at the operator level, a suitable limitation is to focus on
safety-relevant information provided for safety-relevant decisions. In other words,
focus on ensuring that safety-relevant decisions are based on information from tools
that is:
• Correct. Safety-related decisions should be based on correct information.
That safety-relevant information is not corrupted or lost before being relayed
to operators will have to be ensured.
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Figure 6.7: Weaknesses in Different Parts of the Conceptual Model

• Complete. Safety-related decisions should be made with the appropriate information at hand. Tools need to ensure that notifications and information
is sent to the correct user in preparation for decisions.
• Consistent. Information used for safety-related decisions needs to be provided
in a consistent form. This does not mean that all information needs to be easy
to understand or shown in the same way at all times, just that it is consistently difficult to gather, perceive and understand the provided, safety-related
information. Safety-relevant information could be visualized differently from
non safety-relevant information or in different ways depending on e.g. the
current complexity.
As for the obvious question on what should be considered safety-relevant, it can
be defined as those parts of the information that relate to (a part of) a development
artifact with implications for safety (i.e. its structure, contents, release into field
usage, etc.). In practice this would involve considering things such as:
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• Highlighting or simplifying the visualization of code with safety-related implications in code visualization tools.
• Automating notifications of code changes to all stakeholders, when these could
have safety-related implications through for instance asynchronous evolution.
• Ensuring that algorithms used for simulations are of acceptable quality and
based on complete data sets.
• Suggestions to release code are based on up-to-date test and defect report
information.

• Tasks with safety-related implications are identified as unfinished when unfinished actions remain.
• Safety-related development artifacts based on other, changed artifacts are
identified as being in an unknown state.
To summarize with regard to systemic safety standards for the development of
safety-critical CPS that do not provide guidance beyond the surveyed standards of
the transportation domain, their tool qualification guidelines should be updated to
consider:
• The possibility that the combination of all software support for a task is
unsuitable for bringing faults or omissions in the safety-critical system being
developed to the attention of operators during development.
• The confidence in preventing or detecting such faults or omissions.
Whilst the surveyed standards do not prohibit these considerations, they do
little - if anything - to ensure that they are taken care of correctly. In practice this
means that it is improbable that they will.

6.3

Chapter Summary

This chapter has discussed three possible reasons to disregard the broad perspective
on safety-related implications of tool usage, namely the requirements on development enforced by the domain of CPS itself; the possibility that certain characteristics of CPS have a higher relevance for safety; and trust in a proven, manual
development process. After finding no strong reason to narrow the perspective on
tool usage, arguments were put forward as to why there is a high probability that
both a too high level of action automation and a too low level of acquisition or
analysis automation will increase.

A Critical Perspective

• Traceability links between development artifacts at different abstraction levels
are kept coherent.

106

CHAPTER 6. A CRITICAL PERSPECTIVE

A Critical Perspective

Subsequently suggestions for how to update the mental models of the systemic
safety standards described in earlier chapters were established, based on considering
the correctness, completeness and consistency of the safety-relevant information
provided for safety-relevant decisions.

Chapter 7

Future Work
“Every great advance in science has issued from a new audacity of imagination."

If there are such things as books that once and for all lay a particular scientific
question to rest, then this book is not among them. Indeed, the unattended leads
and reopened questions found among its pages are legion. This chapter presents
what the author sees as the most interesting and important future work (in no
particular order), both with regard to what is important to focus on during research
and what to focus on to enable important research.

7.1

Systemic Safety Standards and Tool Qualification

During the work towards this book it became obvious that many stakeholders perceive systemic safety standards as an important - if not the most important - way
of positively influencing the development of safety-critical systems. However, as
mentioned several times already, this influence is, for various reasons, often left
unstudied.

7.1.1

Difficulties with Studying the Impact of Safety Standards

One reason is that standards are comprehensive documents with an indirect influence on the development of safety-critical systems. There are many uncontrollable
factors that are likely to exert an influence, and a high likelihood that several unknown confounding factors exist. Firstly, the standards themselves are complex to
analyze. They are not only a compilation of what empirical evidence has shown
to be effective in accident prevention, but rather represent compromises between
a diverse set of stakeholders with different political, organizational and economical interests. Even the basic assumptions underlying them may differ, something
which different categorization schemes have tried to capture with varying success
and controversy (see e.g. [23, 147, 158]). Different standards therefore offer different
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guidance, with some leaning more on best practices rather than detailed guidance.
Guidance regarding certain parts of the development life-cycle, such as software design, may also have an indirect relationship to other parts, such as fault mitigation
through code reviews. Secondly, a development organization does not have to limit
itself to what is written in a standard. The practices established within different
organizations may rather be guided by the professionalism of the involved engineers. Some engineering activities may be of substandard quality, or - vice versa go well beyond what is required by standards. Thirdly, the successful launch of a
product may itself require far better engineering than that hinted at by standards.
Organizations that field a low volume of large, complex systems on a global market
with fierce competition will go out of business if their customers come to view their
products as fundamentally flawed. This may come about because the product does
not meet its requirements well enough, but also because the requirements do not
reflect how customers actually use the product.
Another reason is actually the research into complex issues within such fields
as system and software engineering. Firstly, in general there are few sources of
quantified evidence, at least which include research data in addition to the claims.
There are few sources available for comparison and guidance. Secondly, much research is performed on small cases during a short time. Even when there is data, it
might be misleading with regard to real cases. Thirdly, dependent variables might
be complex, which is potentially a complicating factor in combination with certain research questions. As an example, consider measuring the success of a fault
mitigation activity through the number of faults it discovers. A bias towards only
identifying some faults can be both difficult to perceive and could easily skew the
analysis. Fourthly, statistics are sometimes used inappropriately, for instance by
analyzing a dependant variable using methods not suitable for the scale of the data.
Fifthly, with some safety-critical systems having a life span of several decades, the
methods in use to build similar systems today will often be different. Studying rich
sets of historical data might therefore be less valuable than one would think.
These types of problems exist for many other complex phenomena, such as formal methods or model-based design. However, with the very existence of safety
standards inferred from their effect as “safeguards” against accidents, studying
them is especially difficult because dependent variables can have high-stakes legal
implications. Even when an expert is unlikely to equate data on process deficiencies with failing to take appropriate measures against accidents, courts may rule
differently in regard to legal liability. This means that private enterprises may
have well-founded reasons for being reluctant to share any data related to safety
engineering activities.

7.1.2

Empirical Feedback on Subtleties

Empirical feedback on systemic safety standards from various industrial domains is
thus of value in itself. Unfortunately the issues mentioned above make it unlikely
that individual researchers will be able to gather the critical mass of research data
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that would be needed to study different subtleties in these standards. Indeed, even
when a single, well connected researcher is able to gather pertinent data, chances are
that (s)he will not be able to share anything beyond summarized and anonymized
data with other researchers. The possibility of synergy between researchers focusing
on different phenomena is thus probably close to nonexistent.
The European Union has noticed these problems in several research fields and
lately framework programmes have started pushing for open access to research data.
There is however disagreement on exactly what should be included in the term
research data1 and how conservative one´s approach towards publication should be
[1]. Sadly there are objective, well-founded reasons for all parts of the “value chain”
to limit the access that others have to data generated through research.
Considering that the resistance towards publishing is probably especially strong
with regard to systemic safety standards, it would be valuable if the European Union
and similarly powerful stakeholders considered introducing something akin to the
Aviation Safety Reporting System and MedWatch but for engineering companies
and focused on engineering processes. Access to anonymized data on systematic
risks in engineering environments could still be controlled, but at least researchers
would stand a chance of motivating the fruitfulness of pursuing certain research
questions. As a stakeholder with such high hopes for industries focusing on safetycritical CPS, the potential gain for the European Union could be significant.
From the perspective of the author a systematic approach towards open access
(rather than the hope that researchers will sort this out individually) is critical for
research to progress further in this field. Efforts in this direction should therefore
be encouraged wherever possible.

7.2

Tool Qualification and Assurance

For the reasons discussed in the previous chapter, further research towards the
safety-related implications of tool chains promises to be fruitful. With regard to
systemic safety standards, such findings would support two efforts during certification or production of safety cases: firstly, it would support the effort to ensure that
tools are used in a safe way, i.e. the tool qualification effort; secondly, it would support the effort to prove that tool usage (and any associated process) is sufficiently
risk-free, i.e. the effort to establish an assurance case. (See [110] for a description
of these.) Studies in this direction could include:
• Further modelling to expand the list of safety-related characteristics.
• Further studies of fault databases to establish whether more safety-related
characteristics can be shown to lead to faults in operational systems and
1 Research data can be equated with scientific articles, processed data or raw data. These
form a sliding scale towards more severe implications on e.g. research ethics, intellectual property
management or even the careers of individual scientists, but none of the data sets are completely
free from requiring consideration before publication.
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engineering environments.

It would be especially interesting to conduct such studies in collaboration with
organizations that utilize state-of-the-art support environments, e.g. model-driven
development tools tightly integrated through model-based tool integration [128].
The studies presented in this book have identified weaknesses in best practice engineering environments and, by inference, established that the associated problems
are likely to increase in the future. When an increase in safety-related implications
of tool usage cannot be detected in such state-of-the-art engineering environments,
there may be several reasons behind this - perhaps state-of-the-art development
methods or technology invalidate this inference; perhaps these support environments enforce special care with regard to these issues. Where an increase is observed, one can perhaps even identify new risks related to advanced methods and
tools.
Based on the fruitful application of models from the automation research field
to the safety-related implications of tool integration, one effort that is also worth
exploring is the mapping of findings from currently disjointed research fields to the
tool integration research field. In many ways, tool integration and safety stand
at intersections with several other research fields that each reflect differently on
important aspects (of both tool integration and safety). Considering that it might
be difficult to gather empirical feedback, synergies with already established findings
in other research fields could offer an easier way forward.
Eventually, if set up to, these studies could also bring benefits that would be
immediately valuable during certification:
• The unification of the different mental models on tool qualification established
by high-profile CPS safety standards, or - when the unification is impossible
- an understanding of the exact implications of differences between the standards.
• The creation of methods and tools for analysis and visualization of risks, and
vice versa, confidence in support environments. This could for instance involve
the identification of patterns indicating risks in process and tool usage models,
with fully or semi-automated creation of proposals on how to update the
corresponding engineering environment to reduce risk. These models would
most likely to some degree have to be created manually, but other - less precise
but more easily applied - indicators of risk could also be identified and help
pave the way for fully automated analyses of support environments.
• The creation of code generation tools for generation of pre-qualified tool integration mechanisms.
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• An expanded understanding of safety analysis of complex systems (which
engineering environments are an example of). STPA has been used to develop
several of the models presented in this book, but additional benefits of the
method and perspective of the underlying causality model (STAMP) remains
largely unproven in real settings. While a lot of information on potential
risks can be systematically identified, highlighting the most pertinent hazards
does not appear to be an obvious strength of STPA - thereby decreasing
the applicability of the method and underlying model in an industrial, timeconstrained setting.

The Tool Integration Research Field

Considering that standards are a compilation of best practices, the introduction of
the tool chain qualification guidelines suggested in Chapter 6 is probably still some
years ahead. In the meantime this omission may act as a guide for safety-related
research within the tool integration research field. One should in that case keep in
mind what was noted in Subsection 3.1.1.3: that tool integration is a research field
that could benefit from theory triangulation to foster the use of a more diverse set
of research methods.
Research fields closely related to tool integration offer some possibilities in this
regard, since the identified problems could be related to such things as humanmachine interaction and process management. Visualization of data is for instance
discussed within the software engineering research field, different aspects on design
risk related to project management within the systems engineering field, etc. However, a more distant research field could potentially be more fruitful with regard
to theory triangulation. Given that the identified omission concerns low levels of
automation, it is the author´s suggestion that organizational research should be
approached, especially in relation to safety culture. The term figures in industry
and there often implies - as exemplified in the description given in ISO 26262 [121] that processes for continuous improvement need to be in place. If the safety-related
implications of tools and tool integration increase as support environments become
more automated, these processes should have direct bearing on the outcome with
regard to risk. Due to the distance between the research fields there are, however,
difficulties that must be overcome to make this a reality. The theoretical implications of the term safety culture for instance is diverse, since it is a term with
many different definitions in many different contexts, as noted by e.g. Guldenmund [104]. Edwards et al. [78] describe three types of conceptualisations of the
term: normative, anthropological and pragmatist. Which of these is most easy (or
even possible) to adopt during theory triangulation with tool integration is an open
question. Furthermore, improper tool integration may lead to risks, but as pointed
out in Subsection 2.2.1 - local violations might not increase the risk in a perceivable
way and therefore be accepted as necessary if other considerations act as a justifier.
If an analogy between operational systems and accidents versus development and
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safety-critical faults holds, then it could be apt to view inappropriate tool or tool
integration in this light. During modern development this kind of inappropriate
technology may only rarely lead to accidents through faults and may not always
be the triggering factor even when it could be. Proving causal relationships may
then be difficult when it is not straight-forward as to which type of rule-breaking,
attitudes or behaviour leads to risk.

Safety-Critical Faults

As mentioned in Chapter 6, the possibility to identify links between particular
properties of a CPS and its safety through analysis of fault data is an appealing
idea. As highlighted by the previous chapters, studies towards this end can be
combined with studies into tool usage and systemic safety standards - at least if
one accepts the idea that in-house faults as well as field faults need to be understood
before one can conclude that a particular aspect is especially difficult to deal with.
The current, associated state-of-the-art certainly invites reflection. Several of
the difficulties mentioned in Subsection 7.1.1 with regard to systemic safety standards also make it difficult to study safety-critical faults. It is likely that these
are some of the reasons why the available data in the scientific literature has been
obtained through case studies but are still often reported without detailed descriptions of the context or even an attempt to define the causal relationship between
engineering environment and safety-critical fault. Unfortunately one observation,
even if made repeatedly, might not lead to generalizable inferences (and vice versa).
Disjointed observations are better than nothing, but if research in this area is to
progress then the research community needs theories that can explain the observations - theories that can be shown to have a high likelihood to hold at least in one
original study. With confidence that the original study did indeed take all possible
precautions to ensure validity in regard to the theory, rather than only the observations, the next study can focus on disproving or modifying the theory. When all
that is provided are observations without explanation or context, it is pure luck if
sufficient information is available to allow one to be confident that earlier studies
support one´s theories.
Such theories are however most probably going to be confined to CPS in specific
industrial domains, rather than all safety-critical CPS. The two primary reasons
for this are straight-forward. Firstly, the environment conspires with the CPS to
create hazards, and the make-up of the targeted operational environment is likely
to vary with the industrial domain. Secondly, different industrial domains have
different ways of treating safety during development.
This is not necessarily only a problem though, at least not if one considers
current trends in the CPS engineering value-chain.
Collaboration among the stakeholders is increasing, with a sincere push for
more and more use of: virtualization techniques (e.g. new communication and engineering platforms); decentralized verification (e.g. test rigs available through the
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Internet of Things); big data analysis (e.g. end-to-end product life-cycle feedback);
and highly dynamic development methods (e.g. agile and concurrent engineering).
One can expect that a push for synergies of methods, technology and standards
between industrial domains will follow hard on the heels of such common infrastructure and services that emphasise a quick time-to-market. Indeed, these efforts
to reduce cost might already be here.
It is important to remember that engineering methods and technology that are
successful in one safety-critical domain will not necessarily be optimal for other
domains. It is therefore dangerous - no matter how tempting - to draw parallels
between, for instance, the evolution of a unified highly complex Intelligent Transportation System for road transport with long established (although constantly
evolving) Air Traffic Management Systems.
A higher focus on exactly what aspects in engineering environments have a
causal effect in certain industrial domains (and why) will not only support the
elicitation of better technology, methods and standards in particular industrial
domains - in the near future it could be crucial to avoid “synergies” that will turn
out to be anything but beneficial. Such studies will - as those mentioned in the
Section 7.2 - require analysis of fault data and interviews with engineers, but also
the modelling of engineers and engineering activities.
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Appendix A. Combining the Models

Combining the Models
This appendix provides more detail on the steps described in Subsection 4.3.2. As
mentioned there, the combination of the reference model and the conceptual model
was performed by applying the former to the latter through a systematic approach
involving STAMP and STPA. The five steps of this process meant:
1. Defining the general types of risk related to the context of tool integration.
2. Constructing a safety control structure based on a well matched example.
3. Identifying the programmatic risks of the safety control structure example.
4. Identifying the types of control loops relevant to tool integration.
5. Identifying the causes to the programmatic risks related to these control loops.
These steps primarily took place as part of the case study in Study B, with
some ideas and concepts originating from Study C.

Step 1 - General Types of Risk
General types of risk in a certain context is an interpretation of the basic types of
risk 1 and additional risks 2 defined by STPA into types of risk that can be more
easily applied in this particular context.
The interpretation was performed by matching basic/additional types of risk
to tool integration aspects/relationships found in the new reference model (before
1 The basic types of risk defined by STPA are: 1) A control action required for safety is not
provided or not followed, 2) An unsafe control action is provided, 3) A potentially safe control
action is provided too early or too late; and 4) A control action required for safety is stopped too
soon or applied too long [146].
2 In the context of tool integration, coordination risks are applicable, i.e. where (1) two controllers assume the other is performing the control responsibilities and as a result nobody does,
or (2) two controllers provide conflicting control actions that have unintended side effects [146].
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Table A.1: Examples of General Types of Risk Based on the New Reference Model

Data to
Control
Integration
Relationship

Data to
Platform
Integration
Relationship

No common link exists to
request/update data, and
data is corrupted during
manual transfer.

An unsafe control
action is provided.

A tool receives corrupt
data (erroneous, wrong
version, etc.) due to errors
in data transformation.

Corrupt data is
provided/created, due to
an unqualified service,
erroneous Control
Integration Software (CIS)
or missing CIS (manual
transfer).
Corrupt data is
provided/created, due to
an unqualified platform
service, erroneous Platform
Integration Software (PIS)
or missing PIS (manual
transfer).

the matching some of the categories were possible to combine). The interpretation is exemplified in Table A.1 by the use of a tool integration aspect, two of its
relationships to other tool integration aspects and two basic risks.
This matching could potentially result in 55 general types of risk, but the actual
interpretation identified only 46 applicable general types of risk. However, many
of the 46 were in fact the same kind of risk, only attributed to a different part of
support environments. For instance, errors in (or missing parts of) software could
create the same kind of risk of data corruption, no matter if the erroneous (or
missing) part was concerned with platform, control or data integration. Therefore,
the 46 identified could be merged into 13 equivalent general types of risk:
1. Safety-critical services cannot be provided, due to errors or missing parts in
the Control Integration Software (CIS), Platform Integration Software (PIS)
or Tool Interfaces.
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Data
Integration

A control action
required for safety is
not provided or not
followed.
Data provided by a tool
cannot be interpreted or is
interpreted erroneously by
another tool, since there is
no possible, available or
correct data
transformation.
No service to
request/update relevant
data is provided by a tool,
and data is corrupted
during manual transfer.
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2. Erroneous safety-critical services are provided, due to errors in the CIS, PIS
or Software Tool Qualification.
3. Safety-critical data cannot be interpreted, due missing parts in the Data Integration Software (DIS).

5. Safety-critical data is not provided, due to errors in the DIS.
6. Safety-critical data is not possible to request/update, due to missing parts in
the PIS, CIS or Tool Interfaces.
7. A user achieves an unintended result, due to being presented with a UI unfamiliar to his context.
8. That the state of the safety-critical data is insufficient for a specific process
activity is not detected, due to erroneous or even unavailable possibilities to
analyze the data.
9. Safety-critical services are invoked too early or too late, due to timing issues
in or missing parts of the CIS or PIS.
10. Safety-critical services are stopped too soon or applied too long, due to timing
issues in or missing parts of the CIS or PIS.
11. Safety-critical data is not complete when provided, due to timing issues in or
missing parts of the CIS, PIS or DIS.
12. Safety-critical data is provided too early or too late, due to timing issues in
or missing parts of the CIS, PIS or DIS.
13. Safety-critical services are erroneously invoked, fail to be invoked, invoked in
the wrong sequence or applied too long/stopped too soon, due to erroneous
CIS or erroneous, misunderstood or even missing process logic.
Of these the first eight are relevant to preparation prior to using a tool chain; the
subsequent four are relevant when the tool chain is actually used; the last general
type of risk is relevant both when preparing and when using a tool chain.

Step 2 - A Safety Control Structure
Three safety control structures were constructed based on process descriptions in
the form of SysML Activity Diagrams [228] and tool integration aspect descriptions
based on the graphical format described in [12]. The first safety control structure
mirrored the original tool chain in Study B, while the other two included updates
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4. Safety-critical data is corrupted, due to errors in or missing parts of the DIS,
CIS, PIS or Software Tool Qualification.
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Figure A.1: The Original Control Structure

to the tool chain based on suggestions from industrial and academic stakeholders.
The control structure for the original version of the industrial tool chain is shown
in Figure A.1. This picture is available in a more readable form in [10], but used
here to highlight the two parts making up the control structures.

Step 3 - Programmatic Risks
85, 98 and 73 programmatic risks 3 were identified in the three different safety control
structures. This is exemplified in Table A.2 by the use of development artifacts from
the original tool chain and two general types of risk. As seen in this table, use of
STPA made the process of identifying programmatic risks straighforward, almost
mechanical.

Step 4 - Relevant Control Loops
After the risks associated with the safety control structure had been identified, the
control loops applicable to the context of tool integration during CPS development
efforts needed to be defined.
The first two types of control loops were easily identified, since they are both
contained within one level of organization in the conceptual model. The first type
involves interactions between operators at the operator level, i.e. the interactions
found in the process description part of the control structures. The second type
concerns control loops in which a software tool controls (an)other software tool(s),
i.e. the interactions found in the tool integration aspect description part of the
control structures.
3 Programmatic risks are specific unsafe controls (in a specific context) in a safety control
structure that can lead to relevant general types of risks [146].
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Product
Requirement
Specification
(PRS)
Technical
Specification
(TS)
System
(Design)
Specification
(SDS)

Safety-critical data is
corrupted, due to
errors in or missing
parts of the DIS, CIS,
PIS or Software Tool
Qualification
(1) Customer requirements
are not correctly
reproduced.

Safety-critical data is
not provided, due to
errors in the DIS

(3) Customer requirements
are not correctly
reproduced.
(5) PRS and/or TS not
correctly reproduced.

N/A - No DIS for this
Artifact.

N/A - No DIS for this
Artifact.

N/A - No DIS for this
Artifact.

Most of the time the controlled process was an artifact - as per the intention
stated in Subsection 4.3.1. However, sometimes the causal relationship was through
an artifact rather than aimed at it. In other words, the risks were identified with
regard to something one step removed from the controlled artifact, such as when
one operator controlled another operator through reviews. By looking more closely
at causal relationships established through artifacts, another relevant type of control loops were found. This type is associated with the constraints between the
operator and tool chain levels in the conceptual model. Operators (controllers) can
introduce hazards in the end product (controlled process) through processes that
update development artifacts (actuators), hazards which can be identified through
the process state signaled by verification and validation artifacts (sensors).
Three different types of control loops were thus identified as being of interest.
(1) The manual control loop at the operator level, (2) the semi-manual control loop
between the operator and tool chain levels, and (3) the fully automated control
loop at the tool level. These control loops are visualized together in Figure A.2.

Step 5 - Relevant Causes
Identification of the causes of programmatic risks is supported by STPA through
the definition of general causal factors. (See Figure A.3 for a visualization of these
factors applied to the context of tool integration.)
Table A.3 lists two examples of programmatic risks and the associated causes.
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Table A.2: Examples of Programmatic Risk in the Original Tool Chain.
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Figure A.2: The Control Loops of Interest in a Tool Integration Context

Figure A.3: General Causal Factors Applied to the Context of Tool Integration
Risk (13) is from the general type of risk that was mentioned as an example in an
earlier subsection, i.e. when errors in or missing parts of software create the risk of
data corruption. Risk (80) is related to the operator level control loop mentioned
in the previous subsection. Of the causes, all are related to the semi-manual control
loop between the operator and tool chain levels, except causes (d) and (g) of risk
(80) which relate to control loops at the operator level.
As seen in this table, use of STPA also made the process of identifying causes to
the programmatic risks straighforward, almost mechanical. Similarities were then
identified between the causes of many programmatic risks, making it possible to
identify a set of properties of tool chains that could mitigate at least part of the risks
of tool integration. These properties are the so called safety-related characteristics
of tool chains found in Subsection 4.3.3.
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Risk
(13) System
Design
Specification
(SDS) and/or
Matlab System
Simulation
Model (MSSM)
not correctly
reproduced.

(80) To create
the FPGA
Design
Specification
(FDS) takes too
long, due to
manual
transformation
of data. An
incomplete
version of the
FDS is therefore
used.

Causes
(a) Matlab/Simulink Application Designer does not
understand SDS and/or MSSM (lack of training, tight
time plan, etc.)
(b) Matlab/Simulink Application Designer enters
erroneous information in the Matlab/Simulink
Application Description (M/SAD) (large amount of
information in unstructured text, etc.)
(c) Matlab/Simulink Application Designer enters
erroneously structured information in the M/SAD
(wrong format, wrong table style, etc.)
(d) M/SAD is corrupted during storage
(e) Matlab/Simulink Application Designer does not
understand end product environment completely
(unknown EMI, etc.)
(f) No feedback on M/SAD from later development
phases
(a) No clear directive on when the FDS is acceptable
(b) FPGA Application Engineer does not understand
the implications of the FDS (lack of training, not
present in earlier projects, tight time plan, etc.)
(c) FDS is not structured efficiently and/or
appropriately
(d) Management Team enforces the acceptance of the
FDS prematurely due to project timing constraints
(e) FPGA Requirements Specification (FRS) and/or
Control Hardware Specification (CHS) are not
structured efficiently and/or appropriately
(f) Late changes in the FRS and/or CHS require
extensive rework of the FDS
(g) Late feedback on the FDS from the
Matlab/Simulink Application Designer requires
extensive rework of the FDS
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Table A.3: Programmatic Risks and Causes.

