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“A person who never made a mistake never tried anything new”.

Albert Einstein



S A M M A N FAT T N I N G

Molnbaserad mobil robotlokalisering

Cloud robotics är en modern inställning till robotik baserad på
datormoln, lagringsmoln och andra internettjänster som robotar kan
använda för att överkomma fundamentala begränsningar i inbygd
beräkning och lagringsskalbarhet. Det här nya delområdet inom robotik
drivs av den snabba utvecklingen av trådlös kommunikation och
lättillgänglig molnbaserad infrastruktur som tillhandahålls av stora
företag som till exempel Google, Amazon och Microsoft.

Målet med det här projektet är att designa och implementera
en molnbaserad prototyp för mobil robotlokalisering inomhus med
RGB-D kameror. Lokalisering är ett fundamentalt problem inom robotik
och har undersökts i den här rapporten. Rapporten behandlar även
särdragsextraktion av 3D-bilder för robotlokalisering.

Som ett resultat av det här projektet presenteras ett nytt system av
molnbaserad robotlokalisering. Systemet använder öppen programvara
som ROS och GraphLab. Slutligen, experiment redovisar fördelar och
nackdelar med vårt tillvägagångssätt.



A B S T R A C T

Cloud robotics is a modern approach to robotics based on cloud
computing, cloud storage and other Internet services that robots
can benefit from to overcome fundamental limitations in on-board
computation and memory scalability. This new subfield of robotics is
driven by the rapid progress of wireless communications and easy-to-
access cloud infrastructure provided by large industries such as Google,
Amazon, and Microsoft.

The goal of this project consists of the design and implementation of
a prototype for indoor mobile robot localization with RGB-D cameras
leveraging the cloud. Localization is a fundamental problem in
autonomous robotics surveyed in this report. In addition, extraction of
features for localization from depth images is also addressed.

As a result of this project, a new system for cloud-based robot
localization is presented. The system makes use of modern open-
source software such as ROS and GraphLab. Finally, experiments are
presented to analyse the improvements and limitations achieved by our
approach.
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1
I N T R O D U C T I O N

Every robot is limited by its main memory, storage space and
computational power or CPU. As a consequence of this, robots are
limited in terms of real-time processing of the information coming
from their sensors. In other words, it is in general not possible for a
robot to process its sensor information in every possible way which
may be necessary to accomplish a certain task. More importantly, these
limitations apply to any robot; no matter how much robotics hardware
and sensors improve, a robot will always be limited to some extent.

Cloud robotics is based on the idea of connecting robots to the
cloud. In this way, it becomes possible to move part of the problems
that a robotic system must address into the cloud. Tasks that are
computationally expensive and may not be feasible to solve on-board
can be put into the cloud. Additionally, a great deal of training data
becomes directly available to the robot when connecting it to the cloud.
The latter is another great advantage of cloud robotics.

The problems that can be moved into the cloud include, although are
not limited to, perception of the world or environment surrounding the
robot, understanding of the tasks the robot has been given, and planning.
Furthermore, by tapping robots to the cloud they can share information
with other robots or humans and thus, receive feedback from cloud
services which allow them to react in an optimal way.

Cloud robotics is emerging as a branch within robotics that leverages
cloud computing and cloud storage to provide scalable memory, CPU,
and data storage for robotics applications. In this way, robots become
capable of dealing with tasks that are not viable otherwise. Additionally,
by transferring part of the challenges to the cloud, the robot itself gets
simpler; maintenance overheads of the robotic platform are removed,
and the dependence on powerful hardware disappears.

Cloud robotics, especially those applications involving mobile robots,
are possible thanks to the continuous increase of data transfer rates
and, in general, the improvement of mobile communication. Figure 1.1
illustrates the role of data transfer rates in cloud robotics taking into
account the allowed delay that may be given by a certain application
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introduction

together with the size of the data that needs to be sent to the cloud. In
the figure it can be seen that as mobile communication technologies
are gradually developed, more and more parts of robotic applications,
which have been traditionally executed on-board, can be moved into
the cloud.

Figure 1.1: This plot illustrates how advances in mobile communication
allow more parts of robotics applications to be executed
in the cloud. Figure reproduced from www.roboearth.org/

cloud_robotics.

A fundamental need of any entity with certain mobility capabilities
is knowledge of its location. For example, human beings normally know
where they are located; whether it is outdoors or indoors, whether it
is in an office room, a kitchen, or a bathroom, etc. Also, we use other
type of local information regarding our position in an environment,
such as if we are close to the wall of a room. In this way, we avoid
collisions with walls or other kind of obstacles (collision avoidance).
Furthermore, location information can be expressed in various ways
and using various coordinate frames.

Naturally, mobile autonomous robots can use location information
as well, in many cases to execute a task more efficiently. For instance, if
a cleaning robot is programmed to mop the floor in a house, then the
robot needs to know where it is located in the room at every moment
so that higher level navigation and planning can be utilised to establish a
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1.1 related work

strategy to clean the house. The same occurs in other scenarios, like for
instance guide robots used in museums.

It is not uncommon to find intrinsic uncertainty in these kind of
scenarios. For example, a museum guide robot must be able to work
correctly without running into anyone no matter if the museum is
crowded. This is just an example of a source of randomness in real
world scenarios, albeit it serves to illustrate the principle that any
localization strategy to be used in mobile robots has to cope with
uncertainty.

A desirable property particular to personal robots, in contrast
with research or industry robots, is that personal robots need to be
inexpensive. In general, what makes robotics platforms expensive both
in terms of money and power consumption is their computers. However,
if most of the computational requirements remain in the cloud, then
robots become more affordable, in addition to achieving longer battery
life. Moreover, sensors have typically been expensive components in
robotics platforms. However, with the arrival of affordable RGB-D
cameras in 2011 like the Microsoft Kinect, advanced three-dimensional
visual sensors became available to the general public.

In this thesis project we have chosen mobile robot localization as the
representative robotics application to be solved using cloud resources.
Additionally, the main interest is on localization algorithms that rely
on cameras providing depth information.

1.1 related work

Let us start this section by reviewing the most representative cloud
robotics initiatives that currently exist.

• Distributed Agents with Collective Intelligence (DAvinCi) (Aru-
mugam et al. 2010) is a system designed for service robotics
to leverage cloud computing. The authors show how DAvinCi

can be used to perform Simultaneous Localization and Mapping
(SLAM) with heterogeneous robotics platforms. Throughout
this report, DAvinCi is further discussed because it is the cloud
robotics approach where most inspiration has been drawn for the
contribution of this project.

• RoboEarth (Waibel et al. 2011) comprises a set of databases and a
cloud engine aimed at information share between robots. With
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RoboEarth robots can share both behavioural (e.g. what actions
to carry out or decisions to make) and environmental (including
object recognition or map information) knowledge. Figure 1.2
depicts the architecture of this complex system for cloud robotics.

• The Cloud-Based Robot Grasping project (Kehoe et al. 2013)
is a cloud computing solution for recognition and grasping of
household objects. It relies on Google Cloud Storage1 for data
storage and makes use of Google‘s engine for object recognition
(widely known as Google Goggles).

The previous work related to the cloud-based approach to mobile
robot localization is twofold. On the one hand, the methods for
autonomous localization that rely on RGB-D cameras are relevant,
on the other hand, the existing cloud computing systems used for robot
localization and SLAM.

First, let us start by introducing modern approaches to robotics
localization leveraging depth information. In Biswas and Veloso (2012)
a method based on reducing the density of information given by depth
cameras (that is to say, filtering) and extraction of large planar features
is presented. These features are then matched to the elements of a
map formed by line segments (i.e. a line map). This method is used
in the core of our system. Its image processing and computer vision
components are detailed in Subsection 4.1.2. The depth information
extracted throughout time is integrated using a probabilistic approach
based on particle filtering. The particle filter is explained in this report
in Section 2.3.

Nonetheless, this is not the only existing approach to mobile
robot localization based on RGB-D cameras. In Fallon, Johannsson,
and Leonard (2012) another popular method based on depth image
simulation is presented. As described by the authors, a three-
dimensional model of the building is necessary in order to generate
depth images for localization. Such a model can be constructed
using SLAM. Again, a particle filter is used to integrate knowledge of
the location over time. This approach makes extensive use of GPU
computing for the simulation of depth images to obtain real-time
performance.

Among these two methods for localization based on RGB-D cameras,
we decided to based our work on the first method because it does

1 www.cloud.google.com/products/cloud-storage
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1.1 related work

Figure 1.2: System architecture of RoboEarth. A set of databases
containing direrent type of information relevant to robotics
applications (e.g. maps, data for object recognition, among
others) together with a cloud engine can be interfaced
from generic software running in robots. In this way,
the computationally expensive or data intensive parts of
a robotics application reside in the cloud instead of in
the robots. Figure reproduced from www.roboearth.org/

what-is-roboearth.
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not require a three-dimensional model of the environment (which
is non-trivial to create). Moreover, the second method puts higher
hardware requirements like a modern graphics processing unit, which
translates into more expensive cloud resources that in addition are not
always available. Finally, the first method is already integrated with the
Robot Operating System (ROS), which is widely used by the robotics
community. ROS (Quigley et al. 2009) is an open source framework with
an extensive set of tools for software development in robotics. In a
similar way to what an operating system does, ROS provides hardware
abstraction for the typical hardware used in robotics (including sensors).
In addition, it provides a layer of abstraction based on message passing
between processes. This message passing interface is built upon a
system of publishers and subscribers of data streams (which may be,
for instance, video collected with a camera, or location information).

Finally, regarding the previous work on cloud-based localization
and SLAM, the main reference is DAvinCi, which has been already
mentioned before as one of the representative cloud robotics initiatives.
DAvinCi (Arumugam et al. 2010) is a software framework that aims at
providing a suite of cloud-based solutions for robotics (including SLAM

and path planning) using the MapReduce programming model. The
fundamentals of MapReduce are explained in Section 3.1. DAvinCi also
makes use of ROS for message passing over the Internet.

The DAvinCi server is the key part of the architecture of this framework.
This server is the connection point between the robots and the cloud
resources used for computation and storage. In addition, the server
acts as the ROS master node providing various services. An overview of
the system architecture of DAvinCi is shown in Figure 1.3.

1.2 contributions

The main goal of this project is to show how autonomous localization
can be achieved using affordable sensors, like modern RGB-D cameras,
and affordable robotics platforms. In order to reduce the computational
requirements on the side of the robot, the localization algorithm is not
to be run on-board, but in an external computing system. In this way,
a very simple computer like a Raspberry Pi can be used in the robot.
To achieve these goals, we propose a system that leverages the cloud
and modern open source software, such as ROS and GraphLab. Our
system is shown to be able to perform robust localization in indoor
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environments, ranging from the size of an office room, to a full floor in
a building.

In particular, the system we propose for distributed mobile robot
localization leverages GraphLab. GraphLab provides a modern
abstraction for cloud computing, more expressive than MapReduce.
In contrast with DAvinCi, in addition to the use of GraphLab instead
of only MapReduce, our system is compatible with RGB-D and laser
rangefinders, completely open source and publicly available.

Furthermore, this is the first attempt to put together GraphLab and
ROS in the same system. Our work shows that the integration of these
two popular open source projects is indeed possible.

Finally, this report presents and examines a new resampling strategy
for particle filters that we have named sparse resampling, owing to the
structure of the graph that represents the method. This method is
suited to distributed environments composed of several computational
nodes.

1.3 organization of the thesis

This project report is organized as follows. The present chapter serves
as a presentation of the project‘s main topic: cloud robotics. The very
first objective of this chapter is to provide an answer to the question,
What is a cloud-connected robot? Then, the focus changes to our particular
approach to cloud robotics which consists of demonstrating a mobile
robot localization system that can operate in the cloud. This chapter
also discusses previous work on cloud robotics as well as mobile robot
localization based on depth images.

Later on, Chapter 2 discusses the traditional mobile robot localization
problem in detail. Then, Chapter 3 introduces the fundamentals of
cloud computing and Chapter 4 explains how sensor information
from RGB-D cameras can be used for localization. Chapter 5 puts
together all these parts to describe our cloud-based system for mobile
robot localization. Empirical results of our approach are presented
in Chapter 6. Finally, Chapter 7 is in charge of summarizing the
important ideas which arise throughout the course of the project, the
limitations of our system, and branches of future work.

7
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Figure 1.3: Overview of the architecture of DAvinCi. Different robotics
platforms are connected to the DAvinCi server using
message passing with ROS. In turn, the DAvinCi server
is connected to a Hadoop cluster where parallel tasks can be
run using MapReduce. Figure reproduced from Arumugam
et al. (2010).
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2
M O B I L E R O B O T L O C A L I Z AT I O N

Mobile robot localization is the main problem tackled by this thesis.
Mobile localization is a fundamental, well-known and widely studied
problem in the field of robotics. The goal of mobile localization is to
determine the pose of a robot with respect to a map of the environment
where the robot is located. In localization, the map of the environment is
assumed to have been built externally and it is given to the localization
algorithm.

This chapter starts by formally introducing the problem of mobile
robot localization in Section 2.1. In Section 2.2 a generic strategy known
as Bayesian state estimation is outlined. Bayesian state estimation
addresses mobile robot localization under a probabilistic approach.
However, as shall be discussed, it is uncommon that Bayesian state
estimation is directly applied to real-world localization scenarios.
In Section 2.3 and Section 2.4 the particle filter algorithm with corrective
gradient refinement is introduced as an implementation of Bayesian
state estimation applicable to a great deal of estimation problems. A
short discussion about the different types of maps that can be used for
localization in robotics is in Section 2.5. The chapter finalizes with a
few conclusions in Section 2.6.

2.1 preliminaries

Real world environments are characterized by an inherent uncertainty
or randomness. Even though artificial indoor environments are indeed
structured (for instance, buildings normally have several floors, which
in turn are composed of different rooms), obviously not all the buildings
or rooms look exactly the same. Furthermore, not every part of an
indoor environment is static and remains unchanged as time passes.
For example, there may be people constantly moving from one place to
another in a busy office environment. All in all, a significant random
component has to be accounted for in the design of the systems that
are to be deployed in real world indoor environments.
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2.1 preliminaries

Apart from these sources of uncertainty inherent to the environment,
sensors are another source of randomness to be taken into account
in localization, or in any robotics application in general. It is rather
uncommon in any practical localization scenario that the robot has
direct access to its position and orientation relative to the map. Instead,
the robot must use sensors to collect data about its surroundings and
extract information concerning its place in the environment. Sensors,
even under ideal circumstances, do not output the same results
providing the same readings all the time. Moreover, there may be
occlusions (e.g. people walking) that prevent sensors from extracting
knowledge from its surroundings, a sensor that is malfunctioning
temporally, amongst many other reasons. To summarize, all these
factors entail considerable uncertainty in the observation process.

In addition, owing to similar reasons, robotic actuators also present
their own uncertainty. In this case, a classical example is a differential
drive robot whose motion depends on the power supplied to its two
motored wheels. Even the tiniest differences between the configuration
of the motors may become an issue once the robot has been operative
for a longer time.

On the condition that all this randomness must be controlled, it
is indeed reasonable to employ statistical techniques to represent
the information and make decisions in mobile robot localization.
Actually, the methodology used to address problems in the field of
robotics (which is of course not restricted to localization) based on
tools from statistics is known as probabilistic robotics (Thrun, Burgard,
Fox, et al. 2005). Under this approach, the actors in the mobile robot
localization problem (i.e. the map, the pose, the sensor measurements
or observations, and the actuators or control) are treated as random
variables.

In the next section, the general mathematical framework used
to represent the mobile robot localization problem is presented,
introducing the Markov assumption and the Bayes filter. Section 2.3 is
occupied with an actual implementation of the Bayes filter for mobile
robot localization, the Monte Carlo Localization (MCL) algorithm based
on particle filtering.

10



2.2 bayesian state estimation

2.2 bayesian state estimation

First of all, let us start this section by introducing a bit of notation
required to talk about mobile robot localization in mathematical terms.

• The map. Except from where it is otherwise stated explicitly, the
features (i.e. walls, as explained in Chapter 4) used to localize in
the maps used in this project are assumed to remain unchanged
over time. Thus, the map used here is regarded as static and is
denoted by m.

• The robot pose. The pose or state is represented by a set of variables
(commonly three or six, depending on whether the target is to be
localized on the plane or in three-dimensional space, respectively)
that do change over time. Estimation of the pose is the goal of the
localization algorithm. At a particular time step t, the pose of the
robot is denoted by xt.

• The measurement data or observations. The observations of the map
correspond to the raw data output from the sensors, without
taking into account any of the further processing required by the
localization algorithm. In this report, the focus is mainly on depth
images obtained with a RGB-D camera, although data from a laser
rangefinder has also been used for comparison in the experiments
in Chapter 6. The observations vary over time as well, therefore a
particular observation is denoted by zt.

• The control data. Control data conveys information concerning
how the robot pose changes due to its own motion during a small
period of time. The control data used in the system described in
this report comes from the odometers in the wheels of the robot.
The control data describing the change of robot pose between
time steps t− 1 and t is denoted by ut.

Most of the variables just introduced change over time. In addition,
it is common to deal with sequences of these variables between two
points in time. For instance, the robot poses between time t and t + T
are xt, xt+1, xt+2, ..., xt+T. As a shorthand the following notation is used
to denote such sequence of variables xt:t+T = xt, xt+1, xt+2, ..., xt+T.

Under a probabilistic approach, mobile robot localization consists
of describing the probability distribution over the current pose using

11



2.2 bayesian state estimation

all the information available from the past. This is, identifying the
following probability density function

p(xt|x0:t−1, z1:t−1, u1:t). (2.1)

Note that Equation 2.1 uses the convention that both the observations
and the control start at t = 1, and that there exists knowledge of the
initial robot pose, x0. This is simply a convention, which is adopted
without loss of generality.

Due to reasons that shall become clear in a moment, the variables that
form the state xt are commonly chosen so that the state is complete – that
is to say, it holds the Markov assumption. In this context completeness
means that given the current state of the robot, no additional previous
information can be used to calculate the state at the next time step. In
other words, it means that all the past information gets summarized in
the current state. Formally, completeness entails that Equation 2.1 can
be further developed such that it becomes

p(xt|x0:t−1, z1:t−1, u1:t) = p(xt|xt−1, ut), (2.2)

which is a much more concise expression. Actually, from Equation 2.2 it
can be seen the fact that the state is complete is equivalent to conditional
independence of xt and any other random variable at t′ with t′ < t, given
xt−1. The probability distribution in the right term of Equation 2.2
is called the state transition or motion model, and it describes how the
control affects the robot pose.

In addition to the state transition model, the measurement or
observation model, Equation 2.3, has to be specified in order to perform
localization. The measurement model describes how the environment
and the pose of the robot relative to the map affect the sensor
observations. Note that in Equation 2.3 the fact that the state is complete
has been used one more time.

p(zt|x0:t, z1:t−1, u1:t, m) = p(zt|xt, m) (2.3)

Figure 2.1 depicts a probabilistic graphical model which captures
the temporal dependency relationships amongst the map, the control,
the observation, and the state variables. Graphical models of this
type belong to a class known as Dynamic Bayesian Network (DBN).
Moreover, since this model also holds the Markov assumption, it is a
Hidden Markov Model (HMM).

12



2.2 bayesian state estimation

zt+1ztzt−1

m

xt+1xtxt−1

ut+1utut−1

Figure 2.1: Graphical model representation for mobile robot localization
using a Dynamic Bayesian Network (DBN). The arrows
denote conditional dependencies. x nodes are used for the
state or robot pose, u for the control, z for the observations,
and m for the map. Using Hidden Markov Model (HMM)
nomenclature, the robot poses over time are the hidden
states, whilst the rest of variables are observable states.

Next, let us continue the discussion by introducing the Bayes filter
as a generic algorithm which tackles mobile robot localization. The
posterior distribution of interest in this problem is the distribution of
the state, or robot pose, conditioned on all information available (e.g.
the observable random variables in Figure 2.1). In Bayesian filtering
theory, this distribution is called the belief, and its definition is

bel(xt) = p(xt|z1:t, u1:t). (2.4)

The belief in Equation 2.4 already includes the current observation
zt. However, the posterior of the state before the measurement zt is
incorporated is also useful in Bayes filtering. This other distribution is
called the prediction,

bel(xt) = p(xt|z1:t−1, u1:t). (2.5)

The Bayes filter algorithm is shown in Algorithm 2.1. This is a
recursive algorithm, whose base case bel(x0) corresponds to the prior
knowledge of the initial robot pose. If the initial pose is exactly known,
then bel(x0) should be initialized to a point mass distribution. In case
there is some information about the initial pose, but not as specific
as the exact values of the location and orientation relative to the map,

13



2.2 bayesian state estimation

then bel(x0) should be initialized accordingly to the prior information.
Naturally, if there is no information regarding the initial pose (i.e.
the problem is an instance of global localization), then bel(x0) may be
initialized using a uniform distribution over the whole environment.

Essentially, the Bayes filter has two steps, which are inside the for loop
in Algorithm 2.1. The first step, known as the control update or prediction,
incorporates the control data into the previous belief in order to
describe the pose estimate in the current step, before the measurement
is incorporated. The second step, the measurement or observation
update, incorporates the sensor measurement to produce a more refined
estimate of the pose. In the measurement update, η represents a
normalizer, independent of xt, necessary so that the posterior represents
a valid probability distribution – this is, a distribution that sums up to
one.

Algorithm 2.1 Bayes filter for mobile robot localization

Require: bel(xt−1), ut, zt

1: for all xt do
2: bel(xt) =

∫
p(xt|ut, xt−1) bel(xt−1) dxt−1

3: bel(xt) = η p(zt|xt, m) bel(xt)

4: end for
5: return bel(xt)

A formal derivation of the Bayes filter, Algorithm 2.1, is out of the
scope of this document (see Thrun, Burgard, Fox, et al. (2005) for the
complete demonstration). Nonetheless, the Bayes filter follows in a
straightforward manner by applying Bayes‘ rule and the theorem of
total probability to the definitions in Equation 2.4 and Equation 2.5.

Application of the Bayes filter requires that the integral (or sum if the
state space is discrete) and the multiplications in Algorithm 2.1 can be
solved in closed form. However, this is not possible in most instances
of mobile robot localization and one needs to resort to any of the
implementations of the Bayes filter. For mobile robot localization, two
of the most popular implementations of the Bayes filter are the Kalman
filter (Welch and Bishop 1995) and the particle filter (Arulampalam et al.
2002). In this thesis, we have focused on a localization method based
on the particle filter. This decision has been taken mainly owing to
the fact that the particle filter is well suited to distributed or parallel
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computation (see Chapter 5). Let the chapter continue at this moment
with a description of the particle filter.

2.3 the particle filter

As mentioned earlier, it is usually not possible to obtain analytically
the marginal posterior in Algorithm 2.1. Particle filters or Sequential
Monte Carlo (SMC) methods use Monte Carlo integration (Caflisch 1998)
as a workaround to solve this problem. Monte Carlo integration is
a technique for numerical integration which is based on the idea of
using a set of discrete samples or particles to approximate the posterior
distribution of interest.

However, there is yet another difficulty to deal with. It is not possible
to directly sample from the exact distribution of the pose, as it is not
observable. Instead, the samples have to be taken from the current
pose estimate. To account for the mismatch between the distribution
sought to sample (the target distribution) and the distribution available
(or proposal distribution), an importance weight is associated with each
of the samples taken. This is known as importance sampling in the SMC

literature.
These two steps (sampling and weighing) are performed in an online

manner in SMC algorithms. Moreover, importance sampling requires
one additional step known as resampling so that the samples taken from
the proposal distribution approximate correctly the target distribution
after Monte Carlo integration. Once each of the samples is weighed,
samples are drawn with replacement so that samples with higher
weights are maintained, whilst those with low weights are likely to
be replaced. This step of the algorithm is analogous to the concept of
survival of the fittest in genetic algorithms (Russell et al. 1995).

The MCL algorithm based on particle filtering is illustrated in
Algorithm 2.2 (adapted from Thrun, Burgard, Fox, et al. (2005); Jensfelt
(2001)). MCL is an implementation of the more general Bayes filter
for mobile robot localization shown in Algorithm 2.1. Still, there
are two generic parts left to be specified in Algorithm 2.2, namely
the motion model from Equation 2.2 and the measurement model
from Equation 2.3. The measurement model in this project is based on
depth image observations and it is explained in Chapter 4. The motion
model chosen is the common odometry model, see Thrun, Burgard,
Fox, et al. (2005).
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Algorithm 2.2 Monte Carlo Localization

Require: Xt−1, ut, zt, m
1: X t ← ∅
2: for all particles xt−1 ∈ Xt−1 do
3: xt ← sample motion model (xt−1, ut)
4: w← p(zt|xt, m)

5: X t ← X t ∪ {xt, w}
6: end for
7: Xt ← resample X t

8: return Xt

The set of particles X t in Algorithm 2.2 approximates the prediction
distribution bel(xt) from Bayesian state estimation in Equation 2.5,
i.e. the posterior before the last measurement is included. Once the
importance weights are incorporated in the resampling step, the particle
set Xt effectively approximates the belief in Equation 2.4. Note how
Algorithm 2.2 is a sequential or online method. Once the belief is
computed using the control and observation at time t, the algorithm
can be used one more time using this belief together with the control
and observation at t + 1.

Notice also that all the steps inside the for loop in Algorithm 2.2 use
one, and only one, particle at a time. This characteristic is what makes
the particle filter well suited to parallel computation. In other words,
it is possible to apply prediction and compute the weights of many
particles simultaneously.

Concerning the resampling step in Algorithm 2.2, there is no unique
way of doing it and Douc and Cappé (2005) surveys the most common
methods. As mentioned earlier in this section, the fundamental idea
of resampling consists of creating a new set of particles, Xt, randomly
drawn with probability proportional to the importance weights in X t.
For instance, it is possible to draw a real number from a uniform
distribution per particle and find the first particle in the cumulative
sum of normalized weights which upper bounds this number. Another
different way involves the generation of only one number from a
uniform distribution, giving rise to a low-variance resampling strategy.
As it shall be discussed in Chapter 5, the design of the resampling
scheme is particularly relevant when MCL is parallelized at the particle
level using a cluster of machines.
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The next section is occupied with a brief discussion of a method that
complements the particle filter explained in this section to improve the
configuration of the samples.

2.4 corrective gradient refinement

In addition to the prediction and update steps of the particle filter (lines
3 and 4 in Algorithm 2.2, respectively), it is possible to perform an
additional step to refine the particles sampled from the motion model.
The idea consists basically of applying gradient descent (Boyd and
Vandenberghe 2004) individually to each of the particles for a fixed
number of iterations. To this end, the gradients of the observation
model in Equation 2.3 are computed.

Formally, Corrective Gradient Refinement (CGR) can be understood
as solving an optimization problem by means of applying gradient
descent. In this case, the function to optimize is the measurement
model f (x) = p(z|x, m). In this expression x denotes the state of one
particle and the refinement is applied to each x individually. CGR

corrects x by taking steps proportional to ∇x f (x) with the goal of
finding a local maximum of f (x). Before applying refinement, the
initial value of every x is the one given by the prediction step. After
the refinement has been applied, the new particle poses explain the
measurement better, because they have been modified with the objective
of maximizing p(z|x, m).

The exact computation of the gradients of the observation model
in CGR depends on the type of observations used for localization (e.g.
distances to known landmarks, colour images, sonar data, among
others). For the specific type of observations used in this project, point
clouds with depth information, the way in which the gradients are
computed is explained in Section 4.2, after feature extraction from
depth images has been discussed.

2.5 maps

At the beginning of this chapter it is mentioned that in order to do
localization, a map has to be provided. A map is simply a representation
of the environment. In this project, we are interested in indoor
environments. Nevertheless, even if the environments are constrained
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to be indoors, there exist several ways in which the environment can
be represented. This section discusses very briefly a couple of map
types selected amongst the most popular ones used in mobile robot
localization. In addition, the type of map used in our system, a line
map, is also described. For a thorough presentation of maps used in
autonomous robotics see Siegwart and Nourbakhsh (2004).

Occupancy grid maps are a type of metric maps in which the space
is divided into cells, and each of the cells is described as being either
free or occupied. Thanks to laser rangefinder sensors, it is possible to
produce fine-grained occupancy grid maps of indoor environments,
like the one shown in Figure 2.2. Topological maps, on the other hand, do
not provide a metric representation of the space, but rather a feature-
based representation. In other words, while metric maps produce a
representation that reflects to some extent what can be seen in the real
scenario, topological maps only describe the relevant parts of the space.
Instances of relevant features shown in a topological map are landmarks
used for localization, obstacles, or even passages that connect different
rooms (e.g. a door). Figure 2.3 depicts an example of a topological
map.

Figure 2.2: An occupancy grid map representing the floor of a building.
In the map, white cells represent free space, black cells
are occupied cells (occupied with obstacles like walls
for instance), while the state of the rest of the cells is
unknown. Figure reproduced from www.ics.forth.gr/

webfair/technology.html.

The line maps used in this project are metric maps composed of a
set of lines. These lines represent the features (mostly walls, although
other obstacles might be included) that are relevant to our system for
localization purposes. These line maps might be either built by means
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Figure 2.3: Building process of a topological map from an occupancy
grid map using a Voronoi diagram for robot path planning.
In this case, using the Voronoi diagram a few relevant points
have been extracted corresponding to a passageway and a
boundary to avoid collision with an obstable (critical points
in the figure). In the last step, the topological map only
includes these relevant points, and all the metric information
is dropped. Figure reproduced from Thrun (1998).

of mapping algorithms (Zhang and Ghosh 2000), or easily extracted
from the blueprint of a building. An example of one of the line maps
used in this project is illustrated in Figure 2.4.

Figure 2.4: An example of a line map of the sixth floor of the
Computer Vision and Perception Lab in the Royal Institute
of Techonology, Stockholm. The map is formed by line
segments that denote the presence of walls and other
obstacles in the building.
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2.6 discussion

In this chapter a formal introduction to mobile robot localization is
given, based on Bayesian state estimation principles. Within Bayesian
state estimation, the focus is on particle filtering. This is not however
the only possible approach to mobile robot localization that integrates
the Bayes filter. Other methods such as the Kalman filter or grid-based
localization exist and have been successfully applied in real-world
scenarios (see Thrun, Burgard, Fox, et al. (2005) for a comprehensive
discussion). In this project we choose the particle filter because it
is a method very amenable to a distributed implementation due to
the conditional independence amongst particles; because it is easy to
implement; and because it allows to trade-off between computational
cost and accuracy by simply modifying the number of particles. This
last property is especially relevant since, as it shall be shown in the
experiments in Chapter 6, we modify the number of particles to analyse
the improvement given by our cloud-based approach.

Although not discussed here, there is another problem closely related
to mobile robot localization known as Simultaneous Localization and
Mapping (SLAM). SLAM generalizes localization in the sense that a map
of the environment is no longer required. It overcomes the requirements
of having a map in order to be able to localize, and having knowledge
of the location in order to build a map by addressing both localization
and mapping at the same time. Note that, although SLAM lies out of
the main scope of this thesis, the algorithm used at the core of our
localization algorithm, the particle filter explained in Section 2.3, can
be also used for SLAM (Montemerlo et al. 2003).
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3
C L O U D C O M P U T I N G

This chapter is occupied with a brief introduction to the fundamentals
of distributed computing that are relevant to this project. The goal is
far from producing a thorough and detailed presentation, but rather
get familiarized with the topic so that the parts of our system that
leverage the power of parallel computing, described in Chapter 5, can
be understood without any complication.

The present chapter is divided into two parts. In the first part,
Section 3.1, the well-known MapReduce framework is explained.
Although MapReduce is not the main programming model used for
distributed mobile robot localization in this project, it is still used
in several parts of our system, and previous attempts to distributed
localization for autonomous systems are based upon MapReduce as
discussed in Section 1.1. The second part of the chapter introduces
the core concepts of GraphLab. GraphLab is the abstraction for cloud
computing central to this thesis.

3.1 mapreduce

MapReduce is a programming model (also commonly referred to as
framework or abstraction) for parallel and distributed computing. The
MapReduce framework was introduced by engineers and researchers
from Google during the first decade of 2000 (Dean and Ghemawat 2008).
Nonetheless, MapReduce is inspired by the traditional map and reduce

(or fold) functions from functional programming.
The fundamental behaviour of the map and reduce operations in

the MapReduce abstraction is actually rather simple. For the sake of
clarity, the task of counting the number of occurrences of words in a
large collection of documents is selected as a running example. First,
every map operation receives a single key-value pair in the input, and
it transforms this pair into a set of intermediate key and value pairs.
In the word counting task, a map operation may receive a document
name along with its contents, and produce a list with the words found
in the document and their frequency. Note that the map function does
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not include the division of the original problem into subtasks. This
division is carried out by a simple split task. Once the map operations
are completed, a reduce task takes the intermediate results and merges
them, grouping them by intermediate keys. In the running example, a
reduce task would take several lists of (word)-(number of occurrences)
in a document and add up the occurrences of the same word in several
lists.

Another simple example of a problem solved with MapReduce,
although more interesting in the context of this project, is the simplified
version of a particle filter for mobile robot localization (Section 2.3)
where only the prediction update is utilised (in other words, the
robot pose is updated using only a model for the motion, with no
measurement model). As many map tasks as particles in the filter
could be used to update each of the particle poses using the motion
information. Afterwards, a single reduce task may be applied to
compute the maximum likelihood estimation of the true state of the
pose. As it shall be discussed in Chapter 5, a similar approach to this
one is indeed used in several parts of our final system.

3.2 graphlab

GraphLab is an abstraction for distributed computing based on a graph
model known as the distributed graph. In the GraphLab abstraction
the distributed graph structure is used to represent both data and
computational dependencies. In addition, GraphLab is also the name
of the open source framework implementing the GraphLab abstraction
written in C++. GraphLab dates to the second decade of 2000.

At first, Graphlab was designed with the goal of pushing further
the application of machine learning tasks with large-scale data
sets, leveraging the power of computing systems formed by several
processing units (e.g. multi-core processors, cluster of machines, or
cloud services). However, Graphlab‘s high level programming model
makes it suitable for a broader scope of tasks which can benefit from
parallel computing.

The power of GraphLab compared to other distributed program-
ming models, such as MapReduce, resides in its ability to express
computational dependencies. For instance, MapReduce is able to
perform optimally only when a problem can be decomposed into many
independent computations. Otherwise, the framework is not expressive
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enough as to deal with data dependencies. This issue is addressed by
Graphlab‘s distributed graph. At the same time, GraphLab provides
a high level of abstraction programming model. This is important,
as it outperforms low-level tools such as MPI and Pthreads in the
sense that common parallel computing challenges (e.g. data races,
synchronization, among others) do not need to be solved repeatedly.

It is important to remark that the ability of GraphLab to perform
high-performance computing in a distributed environment (composed
of several networked machines) depends on the sparseness of the
distributed graph. In other words, GraphLab is a parallel framework
that exploits the sparse structure of an algorithm.

The rest of this section is occupied with a description of GraphLab‘s
distributed graph (Subsection 3.2.1) and its programming model
(Subsection 3.2.2 and Subsection 3.2.3). These are only the concepts
related to GraphLab that are relevant taking into account the scope of
this project. For a more detailed presentation about GraphLab see Low
et al. (2010).

3.2.1 The Distributed Graph

The distributed graph data structure in GraphLab is a directed graph
where both the vertices and edges may contain data. When GraphLab is
running on a distributed system composed of more than one machine,
the distributed graph does not reside in only one machine (hence its
name); the graph is partitioned and different segments of it are stored
in different machines. An important characteristic of the distributed
graph is that its morphology is not dynamic. This is, the number of
vertices, the number of edges, and the sources and destinations of every
edge cannot change once the graph has been created. This is true even
if a GraphLab program runs in a single (very likely multi-core) machine.
Once all the vertices and edges have been inserted, GraphLab does
synchronization and, if necessary, partitions and distributes the graph.

One feature related to the partitioning of the graph is important to
take into account when designing a GraphLab program. The distributed
graph is partitioned using vertex separators, which means that each edge
of the graph is located in a single machine, whereas vertices may extend
across several machines. Figure 3.1 depicts a possible partitioning
illustrating these concepts. In the figure, a graph is distributed across
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four machines and it can be seen that some of the vertices are located
in several machines1.

Figure 3.1: An instance of a distributed graph, a possible partition
of it and the result after it has been distributed across
four machines. At right hand side, the original graph is
shown with its vertices (circles) and edges (solid lines). A
partition into four segments is overlapped on the original
graph (using dashed lines). At left hand side, the result of
the partition, distributed across several machines. Each
of the edges is located in a single machine, whereas
some vertices are mirrored from one machine to others.
Figure reproduced from GraphLab’s API documentation
(www.docs.graphlab.org).

3.2.2 Vertex Programs

This section introduces GraphLab‘s own programming model which is
based on the concept of vertex programs. In Section 3.1, the two basic
operations supported by the MapReduce framework were explained,
namely map and reduce. Analogously, this section is occupied with a
brief description of the operations supported by a vertex program in
GraphLab.

1 Vertex separators are used to cope with graphs where vertices may have a very
large number of inbound/outbound edges (i.e. vertices with high degrees). Using
vertex separators, the links of a high degree vertex can be distributed across multiple
machines.

24

www.docs.graphlab.org


3.2 graphlab

A vertex program in GraphLab can be regarded as many small
programs running on every vertex of the distributed graph (often, at
the same time). Every vertex program is composed of three phases:
gather, apply, and scatter. The goals of these operations are:

• The gather phase is simply in charge of collecting data from
adjacent edges and vertices.

• The apply task receives all the data collected from the gather

phase and it may use this information to alter the state of the
distributed graph‘s neighbourhood. It is commonly in this phase
where most of the work of the vertex program is performed.

• The scatter phase is very similar to the gather phase, with
the difference that the data can be thought as “flowing” in the
opposite direction. This is, the new state may be propagated to
and through adjacent edges.

Although these definitions are rather generic, Chapter 5 discusses
how the particle filter algorithm can be expressed using the Gather-
Apply-Scatter abstraction.

Finally, it is also worth to say that, even if a vertex program provides
a powerful manner to perform parallel computations without the need
of making independency assumptions, it is still possible to perform map

and reduce operations in the distributed graph. As it shall be seen in
Chapter 5, the design of our distributed particle filter leverages both
vertex programs and MapReduce in the distributed graph.

3.2.3 The Aggregation Framework

Apart from the use of vertex programs, there is another mechanism
available in GraphLab that allows for data share amongst the com-
ponents of the distributed graph. This mechanism is the so-called
aggregation framework. The aggregation framework provides a way to
deal with global variables in a GraphLab program without the need
to be concerned about neither in what machine these variables reside
when using a distributed environment with several machines, nor race
conditions. More details about the aggregation of global state regarding
e.g. synchronization can be found in (Low et al. 2010) and GraphLab‘s
documentation.

25



4
T H E R O L E O F D E P T H C A M E R A S

During the past few years, it has become increasingly popular to use
depth cameras in robotics applications. One of the main reasons
of their success is the fact that they are inexpensive, compared to
the considerably more expensive laser rangefinder sensors that have
traditionally been used with autonomous robots. Also, thanks to the
contributions from the robotics and computer vision communities, it has
become extremely easy to process efficiently the RGB-D data obtained
with this type of cameras using open software development kits like
OpenNI or OpenKinect. This chapter details the theory of the depth
image processing components used in this project.

First of all, Section 4.1 is occupied with a presentation of the
techniques used to extract features relevant to localization from
depth images. Then, Section 4.2 explains how the feature extraction
methods introduced in the previous section are integrated into the MCL

framework described in Chapter 2.

4.1 feature extraction

This section contains two algorithms used for feature extraction from
RGB-D sensors. Subsection 4.1.1 introduces Random Sample Consensus
(RANSAC), a traditional technique for finding a model given data.
RANSAC is employed as a building block by the method used for
feature extraction in our system, the Fast Sampling Plane Filtering (FSPF)
algorithm explained in Subsection 4.1.2.

4.1.1 Random Sample Consensus

Random Sample Consensus (RANSAC) is a method for fitting a model to
data that may contain a significant amount of outliers. RANSAC was first
proposed in the 80s as a method to solve the Location Determination
problem (Fischler and Bolles 1981). RANSAC arose as a method for
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Table 4.1: Random Sample Consensus configuration parameters.
Parameter name Short description

ε Model tolerance
n Minimum number of data points to describe the model

kmax Maximum number of iterations
t Threshold for the size of the consensus set

parameter estimation robust to violations of the smoothing assumption1

used by classical methods such as least squares. Moreover, RANSAC

is different from other heuristic methods that somewhat drop the
smoothing assumption in the sense that not as much of the available
data as possible is used to estimate the model at first. On the contrary,
RANSAC only uses the minimum number of points required to find the
free parameters of the models iteratively. For instance, in the event that
RANSAC is given the task of finding the model of a circumference to fit
a set of two-dimensional points, only three points would be selected to
compute an initial guess of the model.

Algorithm 4.1 Random Sample Consensus

Require: P, n, ε, kmax, t
1: k← 0
2: while k < kmax do
3: k← k + 1
4: Si ← random selection of n points from P
5: Mi ← model fitted to Si
6: S∗i ← subset of P of points within ε of Mi
7: if size (S∗i ) ≥ t then
8: M∗i ← model fitted to S∗i
9: end if

10: end while
11: return M∗i with largest size (S∗i )

The pseudocode for RANSAC is presented in Algorithm 4.1 and its
configuration parameters are in Table 4.1. In the algorithm, a model is

1 Under the smoothing assumption, the maximum expected deviation of any data point
generated from an underlying model is a function of the size of the data set. Therefore,
under this assumption, there is always a number of “good” samples large enough to
smooth out the outliers.
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fitted to the data given by P. The S∗i are the so-called consensus sets.
As can be seen, RANSAC is an iterative method that easily allows to
trade-off between the quality of the model found and the time spent
looking for it by adjusting the number of iterations. Also, note that
there are a few design parameters which must be input to the algorithm
(e.g. the minimum number of points necessary to specify a model,
the threshold for the size of the consensus sets, among others). In
Subsection 4.1.2, it is explained how the choice for these parameters
can be made in the context of the Fast Sampling Plane Filtering method,
which we use for feature extraction from depth images in our mobile
robot localization system.

4.1.2 Fast Sampling Plane Filtering

Fast Sampling Plane Filtering (FSPF) is an algorithm that produces sam-
ples from a depth image, so that a set of filtered points corresponding
to planes are extracted from the image. In addition to the coordinates
of the plane filtered points themselves, the algorithm produces their
normal vectors with respect to the plane extracted. This information
becomes useful when FSPF is used by the observation model of the
localization algorithm, in order to project the three-dimensional filtered
points onto two dimensions.

Concerning the role of the FSPF algorithm as a processing step whithin
mobile robot localization, FSPF‘s goal is twofold. On the one hand, it
is necessary to reduce the amount of information provided by depth
cameras (e.g. the Microsoft Kinect sensor produces 9.2 millions 3D
points per second). On the other hand, not all the information available
in each depth frame proves to be useful for localization. For instance,
whether a person appears in the field of view of the camera, or the
type of objects found in a room2. Thus, it is imperative to perform
feature extraction and only rely on those features proven to be useful
for localization. FSPF addresses this latter facet too, since the points
found by the algorithm belong to large planes in the original depth
image. Examples of large planes are walls, the floor or ceiling. As shall

2 As the localization method topic of this project is concerned, the type of the objects
found in a room is not relevant. However, other state-of-the-art techniques used in
mobile robot applications, such as semantic mapping (Pronobis 2011), are based on the
type of objects found in a room, or lack thereof.
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be later discussed in Section 4.2, walls are precisely the main type of
feature used in our localization method.

Another crucial characteristic of FSPF is, as its complete name states,
that it is fast. FSPF achieves real-time performance using full-frame
depth images. In order to achieve real-time performance, one of the
key features of FSPF is that it uses RANSAC (see Subsection 4.1.1) in one
of its processing steps.

The FSPF algorithm combines two separate approaches to reduce
depth data: sub-sampling and feature-based representation. Sub-sampling
effectively reduces the volume of data, although at the cost of discarding
scene information. On the other hand, optimal feature-based (e.g.
planes) representations are able to preserve scene content, but they
are too computationally intensive to run in real-time and they are in
addition sensitive to occlusions. FSPF leverages both sub-sampling and
feature-based approaches: it randomly samples pixel neighbourhoods
from the depth image and then performs local RANSAC for plane fitting.
In this way, FSPF reduces the volume of point cloud data, extracts the
points from plane features and preserves RANSAC‘s robustness to
outliers (see Algorithm 4.1).

FSPF‘s input consists of a depth image I, whilst the output is a list P of
n three-dimensional points (for the coordinates of each dimension
subindices x, y and z are used), another list R of plane normals
corresponding to the points in P, and one more list O of outliers. Apart
from the input image, FSPF must be provided of a few configuration
parameters, which are defined in Table 4.2. In our experiments,
Chapter 6, the values provided in Biswas and Veloso (2011) have been
used for the configuration parameters. Finally, the Fast Sampling
Plane Filtering algorithm is outlined in Algorithm 4.2. The following
paragraph is occupied with descriptions of some of the steps of the
algorithm.

Each iteration of FSPF starts by sampling a random pixel d0

in the depth image (whose size is w × h), along with two other
random pixels in the neighbourhood of d0, namely d1 and d2. The
size of neighbourhood is given by the parameter η. The three-
dimensional points corresponding to these pixels are reconstructed
using Equation 4.1. In the equations, i and j represent pixel coordinates,
while fh and fv represent, respectively, the horizontal and vertical fields
of view of the depth camera (which are part of the camera intrinsic
parameters). Then, the normal of the plane formed by the points is
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Table 4.2: Fast Sampling Plane Filtering configuration parameters.
Parameter name Short description

nmax Maximum number of points to extract
kmax Maximum number of iterations

η Global neighbourhood size in pixels
S Plane size in world space for local samples
l Number of samples to be used in local RANSAC

ε Model tolerance used by local RANSAC

α Minimum number of local points

computed, together with the dimensions of the search window w′ and
h′. Finally, local RANSAC is performed within the search window; if the
proportion of the number of points explained by the plane fitted model
ni (this is, the number of “inliers”) is larger than a certain threshold α,
then the points found and their normal are appended to the output,
otherwise, they are considered outliers.
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)
pz = I(i, j)

(4.1)

Figure 4.1 shows the result of applying FSPF to an image taken from
a bedroom. The filtered point cloud contains points that belong to the
wall, the door, and the floor in the original image. The clutter associated
with the small objects is not present in the filtered point cloud.

The original FSPF algorithm presented in Biswas and Veloso (2011)
has an additional step which has not been described here. This last part
we have chosen to omit deals with the combination of plane filtered
points and merging into convex polygons. This step is actually not
required to use FSPF for localization since, as discussed in Section 4.2,
a posterior step of the system employs each of the extracted points
individually, rather than groups of them described as single features.
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Algorithm 4.2 Fast Sampling Plane Filtering

Require: I, nmax, kmax, η, S, l, ε, α

1: P, R, O← [ ]

2: n, k← 0
3: while n < nmax and k < kmax do
4: k← k + 1
5: d0 ← (rand(0, h− 1), rand(0, w− 1))
6: d1 ← d0 + (rand(−η, η), rand(−η, η))
7: d2 ← d0 + (rand(−η, η), rand(−η, η))
8: Reconstruct p0, p1, p2 from d0, d1, d2

9: Plane normal r = (p1−p0)×(p2−p0)
‖(p1−p0)×(p2−p0)‖

10: Average depth z = 1
3 (p0,z + p1,z + p2,z)

11: w′ = S
z w tan fh

12: h′ = S
z h tan fv

13: ni, P̂, R̂← RANSAC(d0, r, w′, h′, l, ε)

14: if ni > αl then
15: P← P + P̂
16: R← R + R̂
17: n← n + ni
18: else
19: O← O + P̂
20: end if
21: end while
22: return P, R, O

4.2 relation to the particle filter

So far in this chapter only feature extraction from depth images
has been discussed, without focusing on its relation with mobile
robot localization. However, in Chapter 2 the measurement model
in Equation 2.3 is generic and a measurement model needs to be
specified in a real MCL implementation. The goal of this section is
to fill in the gaps between these two topics and explain how the feature
extraction techniques from depth images presented in this chapter fit
into the MCL algorithm introduced in Chapter 2.

The first part of this section, Subsection 4.2.1, is occupied with the
characterization of the measurement model based on depth images
used in this project. Subsection 4.2.1 also deals with the definition of
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4.2 relation to the particle filter

(a) RGB image. (b) RGB-D and filtered point
clouds.

Figure 4.1: Fast Sampling Plane Filtering (FSPF) applied to the image of
a room with clutter. On the left hand side, the RGB image
captured with a RGB-D sensor. On the right hand side, the
RGB-D point cloud from the sensor and the filtered point
cloud obtained with FSPF. The points in the filtered point
cloud are represented with colours varying along the z-axis.
As it can be seen, the filtered points belong to the large
planar features in the original image, such as the floor, the
wall, and the door. The density of filtered points is much
larger on the floor. Also, the points corresponding to the
clutter on the table and the table itself are not in the filtered
point cloud.

the gradients to be computed in the CGR step, which is briefly discussed
in Section 2.4. Finally, Subsection 4.2.2 details the ray casting algorithm
used by the measurement model.

4.2.1 Measurement Model

First of all, the filtered point cloud output by FSPF must be projected
onto the plane of the map. Recall that the point cloud is composed of
three-dimensional points, whereas the aim is to localize within a two-
dimensional map. This transformation entails both the projection of the
coordinates of the points in the list P and the projection of the normal
vectors in the list R. For the sake of notation, the projected versions of
these lists are denoted by P’ and R’, respectively. At this moment, all
the points in the filtered point cloud that lie on the ground plane of
the map are discarded. This can be easily done using the projection of
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4.2 relation to the particle filter

the estimated normal vectors in R’. These points are discarded because
only wall features are relevant for the localization method.

Once the two-dimensional wall points from the depth image are
obtained, the measurement likelihood p(x|z, m) (i.e. the measurement
model for a particular observation) can be computed. The map variable
m in the measurement likelihood is represented by the list of lines that
are observable when the robot pose is x. This is the so-called observable
scene. The observable scene is computed using a ray cast algorithm
given a certain map and pose, see Subsection 4.2.2.

In particular, the measurement likelihood is evaluated as follows:

1. For each point p′i ∈ P’, find the line li in the observable scene that
intersects with the straight line that passes through p′i and the
robot position.

2. If no line li is found, then p′i is discarded and assumed to be
product of a noisy measurement.

3. To increase robustness, the difference between the normal r′i ∈ R’
and the normal of the line li is computed. If this difference is
larger than a certain threshold, then p′i is also discarded.

4. If the point p′i has not been discarded at this point, then it will
be used to evaluate the measurement likelihood. Compute the
distance di between the point p′i and the line li. Finally, evaluate
the likelihood as shown in Equation 4.2, where the product is over
all the points that were not discarded in any of the two previous
steps. The two other new factors in the equations, namely f and σ

are a term introduced to account for the correlation between
rays and the standard deviation of a distance measurement,
respectively.

p(z|x, m) = ∏
i

exp
(
−

d2
i

2 f σ2

)
(4.2)

The measurement likelihood in Equation 4.2 corresponds to the
weight given to each particle in MCL. At this point, the weight is not
normalized and normalization may be performed before resampling.

In addition to the measurement model, its gradient shall be computed
in order to fulfil the refinement step. The gradient of the measurement
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4.2 relation to the particle filter

likelihood in Equation 4.2 with respect to the pose is given in
Equation 4.3. The gradient ∇x(di) is formed by two components: first,
a translation component associated with the position and second, a
rotational component given by the orientation (remember that a pose is
the combination of a position plus an orientation).

∇x [p(z|x, m)] = − p(z|x, m)

f σ2 ·∑
i
[di∇x(di)] (4.3)

All in all, the measurement likelihood as shown in Equation 4.2 will
be used in the update step of MCL (Section 2.3), and its gradient in
Equation 4.3 in the refinement step of CGR (Section 2.4).

4.2.2 Ray Casting in Line Maps

As explained in the previous section, in order to compute the likelihood
of an observation given a certain pose and a map, it is necessary to have
a notion of the observable scene. The observable scene is the subset of
lines in the map that are visible from a certain position (note that as
discussed in Section 2.5, the maps used in this project are line maps
given by a set of lines standing for walls and other static obstacles in
an indoor environment). The algorithm based on ray casting to obtain
the observable scene is developed in this section.

The idea of the ray cast algorithm topic of this section is rather simple.
Formally, given a map m (i.e. a set of lines) and a position x (composed
of x-coordinate and y-coordinate), the goal is to find out what lines
(or segments of them) in m are visible from x. The challenge to be
solved by this algorithm is basically that depending on the position x
and the arrangement of the lines in m, some of the lines might partially
or completely occlude some others so that they remain non-visible.
Figure 4.2 depicts all the possible configurations between two lines
along with the resulting occlusions.

The ray cast algorithm is outlined in Algorithm 4.3. This algorithm
makes use of a helper procedure named TrimOcclusion. This procedure,
when called as TrimOcclusion(x, l1, l2), removes the unseen parts of l1
owing to occlusions caused by l2 from location x. Fundamentally, the
algorithm uses a couple of line sets (m and L); one of them contains lines
that are (at least partially) visible from x (this is the set L) and another
set (m) with lines whose visibility is being checked. The possible
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•

Case 1

l1
l2

Case 2

l1
l2

Case 3

l1

l2

Case 4

l1

l2

Figure 4.2: Possible occlusions between pairs of lines found in the ray
cast algorithm. For every case it is shown how line l1 is
partially, completely, or not occluded by l2 when the point
of view is located at the center (denoted by a black dot in
the figure). The occluded parts of line l1 are drawn in green,
whereas the visible parts in red. In case 1, l2 is behind l1
with respect to the observer, so l1 is completely visible. In
case 2, l2 is in front of l1, occluding it completely. Cases
3 and 4 illustrate partial occlusions of l1. For the creation
of this Figure inspiration has been drawn from Figure 3
in Biswas and Veloso (2012).
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Algorithm 4.3 Ray casting for observable scene computation

Require: position x, line map m
1: L← {}
2: for all li ∈ m do
3: for all lj ∈ L do
4: TrimOcclusion(x, li, lj)

5: end for
6: if length(li) > 0 then
7: for all lj ∈ L do
8: TrimOcclusion(x, lj, li)
9: end for

10: end if
11: L← L∪ {li}
12: end for
13: return L

occlusions are checked between pairs of lines in a brute force manner
until there is no possible occlusion that could have been missed.

Figure 4.3 shows the result of using ray casting at a certain location
using one of the maps used in our experiments (see Section 6.1 for a
description of the maps used during the experiments).

A relevant aspect to think about is that it is possible to do ray casting
either on demand within MCL, or precomputing the observable scenes
from every location in the map a priori. Using the latter choice, the
observable scene is only consulted within MCL. As it shall be discussed
in Chapter 6, this design decision has a large impact on the real-time
performance of the algorithm.
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4.2 relation to the particle filter

Figure 4.3: Result of applying the ray cast algorithm to compute the
observable scene from the location denoted by the black
circle. The lines of the map that are completely occluded by
other lines or far away from the observer location are shown
in blue. In green, the lines that are partially visible. Finally,
in red the line segments that are observable, which form the
observable scene.
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5
D I S T R I B U T E D M O B I L E R O B O T L O C A L I Z AT I O N

Given the background concerning mobile robot localization (Chapter 2)
cloud computing (Chapter 3) and extraction of features for localization
from depth images (Chapter 4), we can now discuss the design of
our distributed system for mobile robot localization. Accordingly, the
present chapter is divided as follows.

In the first place, Section 5.1 focuses on how particle filtering is
expressed using the GraphLab programming model and the distributed
graph data structure. Regarding the distributed graph, part of the
section is devoted to the introduction of a sparse graph representation
of the particle filter. Secondly, the goal of Section 5.2 is to describe
the integration of the different modules (feature extraction and particle
filtering mainly) introduced in the previous chapters.

5.1 distributed particle filtering

As explained in Chapter 2, the particle filter or SMC method is an online
algorithm formed by different steps. In order to parallelize the filter,
each of the steps has to be analysed since, as it shall be discussed
before long, each of them has different properties which make easier
(or harder) its parallel computation. The steps of the particle filter
of interest in this context are the motion update or prediction, the
measurement update, the importance resampling (Section 2.3) and the
particle refinement (Section 2.4).

First of all, prediction, update, and refinement are three steps which
share a property which makes them especially suited to simultaneous
computation (or, in other words, they are highly parallelizable). Each
of these steps is applied individually, to each of the particles. They
can be regarded as a transformation of the state (pose and importance
weight) of the particle given by the motion model and the most recent
control, for prediction, and the observation model and the most recent
measurement, for refinement and update. Expressed in a different way,
since each particle is an independent sample of a target probability
distribution to estimate, each of these steps can be applied in an
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5.1 distributed particle filtering

independent way to each particle. This property makes these steps
indeed ideal for parallel computation. Casting this property to one of
the cloud operations described in Chapter 3, it is easy to realize that
prediction, update, and refinement can be performed as map tasks.

However, the situation is quite different with resampling. Resampling
is not an operation where each of the particles is independent
from every other particle. In fact, resampling is precisely about
replacing some of the particles with some others (depending on their
importance weight), which is clearly an operation with no independence
assumption amongst particles.

In addition, the most common resampling schemes are dense. In order
to understand this, consider a graph representation1 of the particle filter
or, more in particular, of the resampling operation. To this end, the
graph is undirected, has as many vertices as particles and there will be
one edge between particle pi and particle pj if and only if pj is taken
into account when resampling pi, and vice versa. It is common that the
resampling step of a particle filter can replace any particle by any other,
depending upon their importance weight. This is equivalent to say
that the graph is complete (i.e. there is an edge between every pair of
vertices) and, thus, dense. As it is discussed in Chapter 3, GraphLab‘s
power is constrained by the sparseness of the distributed graph. In the
event that the graph is not sparse, it is not possible to parallelize the
computations and therefore, it is not possible to achieve the real-time
performance sought in mobile robot localization.

Obviously, it is possible to attempt to sparsify the graph. However,
some care has to be taken when doing this. Firstly, it is clear that it is
desirable that the sparse graph only contains a connected component.
Otherwise, some particles would be isolated and would never be
resampled (or used to resample) together with the particles of the
other connected components of the distributed graph, no matter how
small (or large) their importance weights become. In addition, and
following a similar reasoning, another desirable property is that it takes
as few resampling iterations as possible for one particle to be replaced
by any other. Using graph theory, this can be formalized as minimizing
the length of the largest path between any two vertices of the path. This
length is commonly referred to as the diameter of the graph. All in all,

1 The main purpose of using a graph representation is because the goal here is to express
the particle filter using GraphLab’s vertex program abstraction (Subsection 3.2.2),
which is centered around the distributed graph data structure (Subsection 3.2.1).
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5.1 distributed particle filtering

the goal is to minimize the diameter of a graph using as few edges as
possible, since sparseness is sought. This is a well-studied problem in
computer science which is known not to be solvable in polynomial time
(it is NP-hard) (Nastos and Gao 2009). Nevertheless, there exist good
heuristic algorithms based on augmenting paths capable of constructing
good graphs with these two properties in trade-off.

In our experiments in Chapter 6 a rather naive approach, which
nevertheless gives acceptable results, is taken. The graph is sparsified
in such a way that it takes the shape of a chain graph where the first
and last vertices are in addition connected to each other, resulting into a
graph with the shape of a single cycle. An illustration of both a complete
graph and its corresponding cycle graph is shown in Figure 5.1. The
consequences of using this simpler graph within the particle filter are
analyzed and supported by empirical results in Chapter 6.

p1

p2 p3

p4 p5

(a) Complete graph with five ver-
tices.

p1

p2 p3

p4 p5

(b) Sparse cyclic graph.

Figure 5.1: Illustration of the transformation used to sparsify the
particle filter graph. Using a conventional scheme for
resampling, any particle may be substituted by any other,
which corresponds to a complete graph as shown in 5.1a.
However, in a distributed environment a sparse graph is
preferred. 5.1b shows the type of sparse graph used in this
project for resampling.

The next section of this chapter details the components of our system
for distributed mobile robot localization, paying special attention to
the integration of the different modules. Also, the design of the vertex
program used for resampling is discussed.
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5.2 system overview

5.2 system overview

This section contains a general description of the complete system
for mobile robot localization proposed in this thesis. The goal of this
description is to integrate the different modules introduced in Chapter 2,
Chapter 3, and Chapter 4; demonstrating how they are connected to
each other in the complete system. To this end, in this section the
modules that the overall system is composed of are treated as “blocks”.
This is shown in Figure 5.2. The remaining of this section is occupied
with the details concerning the interactions of the blocks in the figure.

The two blocks at the top of Figure 5.2 represent sensor information.
On the one hand, the image stream coming from the depth camera and,
on the other hand, odometry information. Recall that the odometry
represents a crude motion estimate using data from moving sensors. In
our experiments the odometry comes from wheel encoders. However, it
is in principle possible to use any other type of odometry in our system.

The next blocks of the pipeline process the sensor information. On
the left hand side of the figure, the odometry is used for the prediction
step or motion update of the particle filter. Here the motion model
based on the odometry obtained from the wheel encoders is used. The
odometry motion model is explained in Thrun, Burgard, Fox, et al.
(2005). On the other side, the depth image is input to the FSPF algorithm
explained in Subsection 4.1.2. The FSPF algorithm filters the dense point
cloud obtained from the depth camera and returns the points, together
with their normals, that belong to large planar features in the scene.

The plane filtered points are used in two different parts in the next
step of the system. First, the particle poses after the motion update
are refined using the gradient of the measurement model, which is
computed using the filtered points as explained in Subsection 4.2.1.
In addition, the importance weights of the particles are computed
evaluating the measurement model using the plane filtered points one
more time. The evaluation of the measurement model using the point
set given by FSPF is explained in Subsection 4.2.1 as well. Prediction,
update, and refinement can be performed for each of the particles in
an independent way. Using the nomenclature from the MapReduce
abstraction from Section 3.1, they correspond to map operations. As
explained in Section 2.3, the particle set at this moment has left to
incorporate the information contained in the importance weights. The
latter is done via importance resampling.
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5.2 system overview

Figure 5.2: Block diagram of the complete distributed mobile robot
localization system. From top to bottom: the first two blocks
represent the sensor information formed by the odometry
and the depth image; then, the computer vision module
for feature extraction from depth images based on the FSPF

algorithm (Subsection 4.1.2), and the four blocks of the
particle filter (Section 2.3) with CGR (Section 2.4). Finally,
the last module is in charge of estimating the pose using
the resampled set of particles. In a distributed system, the
prediction, refinement and update operations can be run
simultaneously as map tasks for each particle. However,
this is not true for resampling since it is an operation that
involves more than one particle. The estimation of the pose
is performed via a reduce task.
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5.2 system overview

In the distributed particle filter the resampling step is particularly
important as mentioned in Section 5.1. Before resampling, the other
steps of the particle filter can be completely parallelized. However,
to perform resampling particles need to know about each other and
this may become a problem in a distributed system where not all
the particles are necessarily stored in the machine. The remaining
of this section explains the design of the resampling operation using
GraphLab‘s Gather-Apply-Scatter model.

Resampling via Gather-Apply-Scatter

Independently of the graph structure (e.g. complete graph with
connections between every pair of particles, sparse chain graph, to name
a couple of choices) that represents the resampling step particles are
resampled in the following way. For each particle, the poses and weights
of the other neighbouring particles are collected. The neighbouring
particles are the ones for which there is an edge connecting them in the
distributed graph. This makes the gather operation of the resampling
vertex program2. Once the weights are gathered, a cumulative sum of
the weights is computed and a random number β is uniformly drawn
from the interval between 0 and the maximum of the cumulative sum
(i.e. the last element). Then, the index i of the first element for which the
cumulative sum is larger than or equal to β is found. Finally, the pose
of the particle to resample is substituted by particle i’s pose. This is the
responsibility of the resampling vertex program’s apply operation. In
this case, there is no need to perform anything in the scatter operation
so this last one is left empty.

In the end, a single reduce operation takes place across all the
particles (or the vertices of the distributed graph) to estimate the true
pose using maximum likelihood. Although this form of pose estimation
works well for tracking, it is clearly not robust enough for situations
where multiple hypotheses of the true location have roughly the same
probability.

This whole process is sequential and takes place many times as
more and more sensor data is collected. Indeed, recall that particle
filters are online methods for Bayesian state estimation. Thus, every
time an odometry message is published in the appropriate ROS topic,

2 Vertex programs fundamentals were introduced in Subsection 3.2.2.
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the particles are updated using the motion model. Likewise, when
a new depth observation is available, the refinement, update and
resample process starts. Moreover, note that it is possible to choose
whether all the steps of the particle filter should take place every time
sensor measurements are available. In other words, consider that new
odometry and depth messages are available at a very high rate and
that the prediction, refinement and update (since they can be highly
parallelized) take very little time. On the other hand, resampling
might be more computationally demanding since it demands particle
interaction. It should still be possible to achieve real-time performance,
while not affecting the accuracy of the pose estimate in a noticeable
manner, by not resampling at every iteration, but every few iterations.

5.3 discussion

An explanation of our system for mobile robot localization has been
introduced in this chapter. On the one hand, this explanation focuses
on the interactions of the different modules in the system: sensors,
computer vision, and particle filtering. These interactions, especially
the ones which involve sensor data, are facilitated by the communication
mechanism based on topics with publishers and subscribers provided
by ROS. On the other hand, the chapter also details how the particle
filter algorithm can be distributed making use of the MapReduce and
Gather-Apply-Scatter models.

Nevertheless, it is also worth mentioning that the method based on
the vertex program described in this chapter is not the only possible
way to distribute a particle filter using GraphLab. It is possible to
maintain the state (pose and weight) of the particles globally using
Graphlab‘s aggregation framework (Subsection 3.2.3). An advantage of
using the aggregation framework to maintain this global state is that
the particle filter does not need to be sparsified any more.

It is not immediately obvious which approach (whether maintaining a
global state for each of the particles through the aggregation framework,
or using a sparse distributed graph and the vertex program described
in this chapter) is more suitable for a real-time application like mobile
robot localizatio. In the next chapter, experiments that compare both
methods are presented.
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6
E X P E R I M E N T S A N D R E S U LT S

This chapter contains the experiments fulfilled during the project
along with their corresponding results. All the results presented are
complemented with their corresponding conclusions.

In every case, pointers are given to the source code, publicly available
in GitHub repositories so that they can be easily reproduced. The
implementation makes extensive use of ROS and GraphLab for the
distributed particle filter.

A brief outline of the present chapter follows. Section 6.1 describes
the real-world data sets collected. The experiment in Section 6.2 studies
the real-time performance of the localization algorithm depending on
whether the observable scenes are computed a priori or on demand
(see Subsection 4.2.2 for the explanation of the observable scene
computation). Finally, in Section 6.3 the results achieved with our
distributed mobile robot localization algorithm are shown. These results
comprise both real-word and synthetic data experiments. In addition,
two different scenarios are used. On the one hand, a distributed system
composed of more than one machine and, on the other hand, a single-
machine scenario using multiple threads.

6.1 data sets

The data used for the experiments presented in this chapter are divided
into two different types. First, simulated data is used for proof-of-
concept experiments. Subsection 6.3.1 details how the simulated data
is generated. In addition, sensor data is collected with real robots
equipped with wheel encoders, RGB-D cameras and laser rangefinders.
In this section the two main data sets collected with real robots are
presented.

The first real-world data set is called GHC7 and it is provided by the
original authors of the FSPF and CGR algorithms. This data set comprises
a run of about two minutes long with depth image information collected
with a RGB-D camera, a laser rangefinder, and odometry information. A
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portion of the map overlaid with an estimate of the trajectory using our
distributed particle filter with depth image data is shown in Figure 6.1.
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Figure 6.1: GHC7 map together with an estimate of the trajectory using
the distributed FSPF-CGR particle filter. Both the x and
y dimensions are measured in metres. Although the pose
estimate also contains an estimate of the orientation, this is
not explicitly shown in the figure.

The second real-world data set, namely CVAP7, has been collected
during this thesis project using the Dora robotics platform from
CVAP/CAS. The data set contains depth image and wheel odometry
information. Again, the map corresponding to this data set together
with an estimate of the trajectory are shown in Figure 6.2.

6.2 observable scene computation

During the measurement update step of the particle filter, the
measurement model is evaluated using the current observation as
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Figure 6.2: CVAP7 line map together with an estimate of the trajectory
in red using the FSPF-CGR particle filter. Both the x and
y dimensions are measured in metres. The estimate of the
orientation is not explicitly shown in the figure. This data
set corresponds to a run of about one minute long. The
robot starts in the middle of the corridor at the right hand
side. Then, it moves forward for about 10 meters to the
left, makes a 90 degrees clockwise turn, followed by a 270
degrees counter-clockwise turn and comes back following
the same direction where it came. In the end, the robot
enters in a room and finishes its trajectory.

explained in Section 2.3. When using a RGB-D sensor together with a
two-dimensional line map, the evaluation of the measurement model
relies on the computation of the observable scene. As discussed in
Subsection 4.2.2, the observable scene can be computed a priori for
every possible location in a given map, or on demand for a certain
position within MCL. In the next experiment, the impact on the real-
time localization performance is analysed whether or not the observable
scene is computed a priori. In addition, the effects of the size of the
map are studied.

Figure 6.3 shows the complete map of the floor used in the GHC7
data set together with a small portion of it. This portion has been taken
from the upper-right quadrant of the original map. In the following,
we examine how precomputing the observable scene lists and using a
smaller map affect the time taken to perform the measurement update
of the particle filter with CGR.
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6.2 observable scene computation

(a) Complete GHC7 map. (b) Portion of GHC7.

Figure 6.3: At left hand side, the complete map of the entire floor
used in the GHC7 data set and, at right hand side, a
portion of it extracted from the top-left quadrant. Two
maps with a large difference between their sizes are used to
compare the impact of the map size on the computation
of the observable scene lists. Although both maps are
shown with approximately the same size for visualization
purposes, when the same scale is used the map on the left is
approximately three times wider and four times taller than
the map on the right.

The timing results of the experiment are shown in Figure 6.4. As
it can be seen from the figure, computing the observable scenes on
demand has a critical impact on the time it takes for the update step
of the particle filter to complete. In a large map like GHC7 it is not
possible to achieve real-time performance for more than 100 particles1.
On the other hand, it is also observed from the plot that the size of

1 We use the rule of thumb that at least ten iterations of the particle filter should be
performed for real-time performance. Nonetheless, this is of course dependent on
accuracy requirements, the velocity of the robot, and the dynamics of the environment,
among other factors.
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the map has great impact on the performance of the update step. This
impact becomes larger as the number of particles becomes larger.

Finally, an interesting conclusion from Figure 6.4 is that computing
the observable scene lists a priori makes the time taken by the update
step independent of the size of the map. Although this might seem
surprising at first, it is actually a logical result. The number of lines
visible from any location is independent of the map size, albeit it
depends on other factors such as how cluttered with obstacles and/or
walls the environment is. Even though a large map is (normally)
composed of many more lines than a small map, most of the lines
are not visible from any location in the map, since the lines that are
closer occlude the rest of the lines. This explains the fact that the
lines corresponding to GHC7 and GHC7-cut with pre-rendering (or
precomputation) overlap in the figure.

6.3 distributed filter

The experiments in this section compare the performance of our
distributed particle filter with the original, non-distributed version.
Thanks to the implementation in GraphLab, the distributed filter can
be run in a real distributed environment composed of several machines,
or also in one machine using several processes and/or threads. The ex-
periments presented compare both setups, distributed with a toy cloud
environment of two machines and another setup with a single machine
equipped with a multi-core processor. Furthermore, the experiments
presented in the first part of the section, Subsection 6.3.1 use simulation
data, whose generation is also explained in Subsection 6.3.1. Finally,
the experiments with real-world data are left for the second part in
Subsection 6.3.2.

6.3.1 Evaluation with Simulated Data

Single Node Setup

First of all, before using a distributed setup composed of more than one
machine, we evaluate the performance of the particle filter using a single
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Figure 6.4: Observable scene computation benchmark. Time taken for
the measurement update of the FSPF-CGR particle filter
vs. the number of particles used. The impact on a priori
computation of the observable scene is compared with on-
demand computation. In addition, the impact of the size of
the map is also analysed. The results show that, as logical,
it is more efficient to compute a priori the observable scenes
and consult them during localization. In addition, when the
observable scenes are pre-computed, the size of the map has
no impact on the performance in terms of time.
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machine with a multi-core processor2. One of the advantages of using
GraphLab is that the implementation needs not to be modified at all, no
matter if the application will be executed in a distributed environment
formed by several machines, or in a single machine using multiple
threads. In this first experiment a very simple particle filter is used,
hereinafter parfil3. This toy particle filter has three steps: prediction,
measurement update, and resampling. In other words, the refinement
step typical from CGR has been omitted for the sake of simplicity.

In this application, the world is a room with the shape of a rectangle
and four distinguishable landmarks, each of them located in the
corners of the room. The world is assumed to wrap around. The
motion of the robot enables it to move a certain distance forward and
turn a certain angle either clockwise or counterclockwise. Both the
forward distance and the steering angle are affected by Additive White
Gaussian Noise (AWGN) as the robot moves. The forward distance and
steering angle are the control inputs. The observations correspond
to measurements of the bearing between the robot pose and each
of the landmarks. These measurements are also affected by AWGN

with standard deviation σbearing. For a single bearing observation, the
measurement model computes the error between the observed and
true bearing as shown in Equation 6.1 (with angles expressed in the
interval [−pi, pi)); then, it evaluates the probability of error using the
probability density function of a Gaussian distribution with zero mean
and standard deviation σbearing. Each of the four bearing measurements
are assumed independent. Thus, the total measurement probability
is equal to the product of the error probabilities with respect to each
landmark.

e = (|bearingobs − bearingtrue|+ π) mod 2π − π (6.1)

The design of the distributed filter used for this experiment follows
the guidelines explained in Section 5.1. That is to say, the motion
and measurement updates are performed using map tasks to apply
motion to the particles using the control input and to compute the
importance weights, respectively. In this case resampling is done using

2 The machine used for this experiment has 8 GB of RAM memory and an Intel Core
i7-2640 CPU running at 2.80 GHz. This is a machine with two independent processing
units and four threads per core.

3 The implementation is open source and publicly available at www.github.com/

iglesias/parfil-graphlab.
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GraphLab‘s aggregation framework to handle global state. Furthermore,
an additional reduce task is employed to compute the maximum
importance weight amongst all the particles, which is used in the
random number generation of the resampling step.

Figure 6.5 depicts the results of the benchmark which compares a
distributed implementation of parfil with a non-distributed one. The
time shown along the y-axis is measured in seconds and it is the time
taken per iteration (i.e. a single prediction, update, and resample
iteration). Along the abscissa, the number of particles is represented.
Each data point is the average time taken for 10000 iterations. The
results show that for a small4 number of particles, roughly equal to
1000 particles, the time taken by both approaches is roughly the same.
As the number of particles increases, the distributed approach (namely
GraphLab-parfil in the figure) scales much better and the difference
between the time taken by each of the approaches becomes more visible.
Nevertheless, the asymptotic growth is linear in both cases.

Distributed Setup

In the next experiment, a distributed system with more than one
machine is used. The system is composed of two laptops and they
are able to communicate to each other through standard Wi-Fi5. This
distributed system serves the role of a very basic cloud environment.
We will refer to each of the laptops as strong and weak nodes, pointing
out that the first one is equipped with more powerful hardware than
the latter. In order to get a first idea of how the distributed system
performs with respect to the single machine setup, the experiment in
the previous section is repeated using a fixed number of particles and
varying the number of iterations. The results are shown in Table 6.1.

From the results in the table it can be easily seen that the distributed
system is much slower than any of the other nodes individually.

4 The adjective small used here is rather subjective and depends on the application
at hand of the particle filter. In a very simple particle filter, such as parfil, where
both motion and prediction updates are very computationally cheap, a number of
particles in the order of thousands or even tens of thousands is not large. However, in
other real-world applications using real sensor data obtained, for instance, from depth
cameras, it is not possible to maintain as many particles.

5 The use of Wi-Fi includes a major latency, unlike a typical cloud infrastructure where
machines are networked via low-latency interfaces. However, we decided to use Wi-Fi
to simulate the latency introduced when sensor data is sent from the robot to the cloud.
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Figure 6.5: Benchmark comparing a distributed and non-distributed
versions of the toy particle filter parfil. A single multi-core
processor machine is used for the experiment. The data
points are obtained by averaging 10000 iterations of the
filter. Although both implementations are linear with the
number of particles, the distributed version scales much
better as the number of particles increases.

Although this result may seem surprising at first, there are two
reasons that explain this behaviour. First, the fact that in a distributed
system formed by several machines there is an important communication
overhead. This is, when a single machine is employed, the entire program
and data resides in the computer‘s main memory. However, with a
distributed system, this is not the case; information may need to be
sent over the network from one machine to another every time one
of the nodes requires part of the data stored in another machine. In
our particle filter program this happens at resampling time, when a
particle‘s pose (which is stored in e.g. machine A) may be replaced
by any other particle‘s pose (which may reside in another machine
different from A). It is actually resampling which brings us to the
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Table 6.1: Parfil benchmark using a distributed system and each of its
components individually. Timing the distributed system, a
great variance is observed among different runs. Therefore,
the time annotated corresponds to the fastest run obtained.
The number of particles is equal to 1000.

# Iterations Strong node (s) Weak node (s) Distributed system (s)
100 0.05 0.18 ≥ 13
1000 0.4 1.5 ≥ 156

second reason why the distributed system may perform so slow in this
experiment. As mentioned in the previous section, this version of parfil
makes use of the aggregation framework to maintain globally the state
for each of the particles in the filter. This global state is maintained for
resampling.

To summarize, there are two causes to account for the low
performance of the distributed system: the overhead associated with
any distributed system and the overhead owing to the dense graph
representation. In order to evaluate whether it should be possible at
all to execute the distributed particle filter in real-time, we propose
one more experiment to measure the overhead owing to GraphLab,
minimizing as much as possible the use of the network6. In fact, this
should give an estimate of the overhead which in principle cannot be
avoided stemming from a distributed setup.

Table 6.2 shows the results of running 1000 iterations of a map task in
the vertices of the distributed graph for a varying number of vertices.
In this case, the distributed graph does not have any edges as it is
sought to maintain in a minimum level (non-existent) the interaction
between the vertices. Nevertheless, as it can be seen from the table,
the distributed system‘s overhead is still large compared to the single
machine setups. However, it is interesting to notice that the single nodes
see their performance more deteriorated as the number of vertices
increases: for example, when the number of vertices is increased by a
ten factor from 10000 to 100000, both the strong and weak nodes see
an increment of ten times whereas the distributed system‘s time barely
increments twice. This stems from the larger computational resources
in the distributed system, since it is formed by both nodes together.

6 Source code available at www.github.com/iglesias/graphlab-benchmark.
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Table 6.2: GraphLab benchmark of a map task applied 1000 times within
a loop. In this case the distributed graph has no edges in
order to estimate the overhead introduced by simply using
a distributed system. Since the timing for the distributed
system is somewhat variable due to the transmission of
packets over the network, it is explicitly denoted that this
time is approximate and subject to some variance of a few
seconds.

# Vertices Strong node (s) Weak node (s) Distributed (s)
1000 0.14 0.54 ≈ 34
10000 1.3 5.2 ≈ 38

100000 13 52 ≈ 60

The results in Table 6.2 should be regarded as a lower bound of how
fast any of the particle filters implemented can perform, because in
this case there is no vertex dependency. The communication overhead
observed in the distributed system stems from the way in which the
Message Passing Interface (MPI) interface that GraphLab relies on,
OpenMPI , works. We used a packet analyzer when running this last
experiment and observed that even if there is no explicit communication
requirement given by our application (i.e. there is a map task that can be
applied independently to each vertex), there is a continuous transfer of
TCP packets in the network. This is likely to be caused by the protocol
utilising control messages, e.g. for synchronization.

Finally, Table 6.3 compares the performance obtained with the
different resampling implementations in GraphLab: global state using
the aggregation framework, complete, and sparse graphs. The fact that
the complete graph representation using a vertex program takes much
longer than the sparse one should not be a surprise. The first handles a
number of edges that is quadratic with the number of vertices, whilst
in the latter the number of edges is linear with the number of vertices.
More interesting is the fact that the use of the aggregation framework to
maintain a global state of all the particles is roughly equal to the use of
the vertex program with the cyclic graph in terms of time performance.

In conclusion, in this section the performance of different flavours
of the implementation of the particle filter has been compared. In
particular, the comparison has focused on their time performance.
We have seen that a parallel (single-machine) implementation of the
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Table 6.3: Resample benchmark using three different strategies. First,
maintaining the global state through the use of the
aggregation framework. Second, vertex program using
a complete distributed graph. Finally, the third strategy
corresponds to a vertex program using the cyclic sparse graph
representation. For the experiment, 1000 particles have been
used, the time shown is per iteration obtained by averaging
ten iterations. The scenario is the distributed system formed
by two nodes.

Aggregation (s) Complete (s) Sparse (s)
0.15 7.94 0.19

particle filter outperforms one that uses only one thread of execution.
In addition, it has been shown that a distributed setup composed of
more than one machine does not offer any advantage in terms of time
performance with respect to a single-node implementation, due to the
communication overhead. The lesson is that multi-machine scenarios
are better suited to applications that use a distributed graph with a
much larger number of vertices than the graphs used in our experiments.
Finally, it is demonstrated that the aggregation framework allows the
use of a dense resampling scheme at the same rate that the sparse
scheme in a vertex program. Notice however that this must depend on
the size of the global state, which is equal to the number of particles or
vertices in the distributed graph in our application, and it is expected
that the performance given by the aggregation framework decays as
the number of particles becomes larger and larger.

6.3.2 Real-world Experiments

Similarly to how the experiments with simulated data were presented
in Subsection 6.3.1, this section compares the performance of parallel
and non-parallel versions of the particle filter running in a single
machine. However, this time the data used has been collected using a
real robot equipped with a RGB-D camera, as described in Section 6.1.
The world in this experiment corresponds to the GHC7 data set
introduced in Section 6.1. Figure 6.6 depicts the results of this
benchmark.
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Figure 6.6: Benchmark comparing a distributed and non-distributed
versions of the particle filter. A single multi-core processor
machine is used for the experiment. The data points are
obtained by averaging the 116 seconds long data set in
GHC7. As it can be seen, both versions of the filter are linear
with the number of particles, but the distributed version
scales much better as the number of particles increases.

As it can be seen from the figure, the results are similar to those
obtained using simulated data (Figure 6.5): both versions of the filter
are linear with the number of particles, albeit the parallel version scales
better with the number of particles. Moreover, it is again the case that
when the number of particles used is small (20, 50, or 100 particles
in the experiment), then both the distributed and non-distributed
implementations are roughly equal in terms of time.

In the next experiment, the estimation of the robot pose using a
complete graph representation of the particle filter is compared with
the estimate given by a sparse graph representation of the particle
filter. For this experiment the data set used is again GHC7. In order
to compute the error of the pose estimate, it is necessary to have the
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ground truth annotation of the robot‘s trajectory. However, since we lack
this data, the pose estimate obtained using laser rangefinder sensor data
and complete graph representation is used instead. For the estimation
using laser data 100 particles have been used, whilst 50 particles were
used in each of the runs of the FSPF-CGR algorithm with depth image
sensor data. The pose estimate error is shown in Figure 6.7. As it
can be seen from the figure, in this data set (which corresponds better
to a tracking problem rather than a global localization problem) the
sparse representation of the particle filter achieves the same accuracy
as the complete graph representation. For this experiment, the “ground
truth” and comple graph poses are obtained using the non-distributed
implementation, whereas the sparse graph pose estimates are obtained
using the distributed version (CGR and Graphlab-CGR in Figure 6.6,
respectively).

Apart from the GHC7 data set, the distributed particle filter has
also been used to solve the mobile robot localization problem with the
CVAP7 data set. The estimate of the trajectory described by the robot is
shown in Figure 6.2.
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Figure 6.7: Pose estimation error using complete and sparse particle
filtering. The data set used is GHC7. Since there is no
annotated ground truth pose information, the reference
taken as ground truth is the pose estimate using laser
rangefinder sensor data with 100 particles. The estimates
with depth images employ 50 particles each. As it can be
seen from the figure, the sparsification of the filter does not
deteriorate the pose estimate in this data set.
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7
C O N C L U S I O N S A N D F U T U R E W O R K

This project report analyses the design and implementation of a
distributed system for mobile robot localization based on depth cameras.
In this case, the meaning of distributed is twofold: on the one hand,
the main localization algorithm is not pretended to be run on the robot,
but in an external computational node; on the other hand, this external
computational node is not restricted to be a single machine, but rather a
cluster of several computers. This type of design, connecting the robot
to a network in order to leverage the resources of the network (e.g. cloud
computing) is a branch of robotics which is currently receiving special
attention in research1 commonly known as cloud robotics. This chapter
finalises the report with a review of the contributions of this project,
conclusions concerning the limitations of the system, and possible
branches of future work.

To the best of our knowledge, this is the first open source solution to
mobile robot localization using ROS which leverages the cloud. Note
that although DAvinCi (Arumugam et al. 2010) is conceptually similar
and it is also based on ROS, it is not publicly available. Consequently,
it is not entirely clear how some of the challenges that arise when
distributing a particle filter across several machines at the particle
level are addressed. In particular, it is not clear how the importance
resampling has been solved using the MapReduce framework that
DAvinCi relies on. Additionally, DAvinCi‘s approach to the cloud relies on
Apache Hadoop (hence, MapReduce, see Section 3.1, is the distributed
programming model employed), while the system proposed in this
project is based on GraphLab, a more modern and flexible abstraction
for distributed computing.

As far as we know, there has been no previous attempt to integrate
ROS and GraphLab in the same application. Actually, due to the usual
suggested form of work with GraphLab, this task resulted tremendously

1 Cloud Robotics: Online Knowledge Bases, Web Services, and Cloud Computing for Robots is
the topic of one workshop in the International Conference on Intelligent Robots and
Systems (IROS) 2013.
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challenging. Furthermore, this is the first project using GraphLab for
robotics.

As the results in Chapter 6 show, for the mobile robot localization
approach used in this project, it is not actually necessary to opt for a
distributed filter since the particle filter used is already able to perform
in real time using one machine with a single thread (at least providing
the machine and scenarios used for our experiments, see Chapter 6).
Nonetheless, other more computationally demanding applications of
autonomous robotics such as SLAM, could definitely benefit from a
distributed particle filter to the point when real-time performance
becomes feasible. The DAvinCi project (Arumugam et al. 2010), compares
the time performance obtained with a single-machine and a distributed
system formed by several nodes running FastSLAM (Montemerlo et al.
2003). Their results demonstrate empirically that real-time performance
is feasible even for large number of particles thanks to the distributed
approach.

Nevertheless, even if the CGR algorithm studied for mobile robot
localization has satisfactory real-time performance using a standard
laptop, the cloud may be a much more interesting option concerning
the deployment of a large number of robots. This stems from both
economic and fault-tolerant design aspects.

In another different line, as analysed in Chapter 6, when the particle
filter is distributed across several machines, a new factor affecting
performance arises. This is the network latency. Thus, it became
important to sparsify the structure of the particle filter, i.e., the form
in which particle resampling is achieved. In this matter, we opt
for a straightforward chain-graph representation of the particles for
resampling. Although simple, this approach has the disadvantage that
the diameter of the graph (this is, the largest number of jumps that may
take for the information in one particle reach another particle) is linear.
The experiments show that a sparse particle filter achieves an estimate
of the pose comparable to the one achieved using a complete graph
representation.

future work

Some natural extensions to the project and possible lines of further
work are outlined in the remainder of the chapter.
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• The current design of the distributed particle filter cannot
be executed in a cluster of several machines. This is, the
distributed execution with real-world data is limited to single
multi-core machines. In order to overcome this limitation, minor
modifications should be done to the software design to separate
the parts making use of ROS and the parts employing GraphLab.
Inspiration from the DAvinCi server briefly described in the
previous work in Section 1.1 could be drawn to this end.

• Another possible line of future work would consist of investi-
gating state-of-the-art algorithms for building sparse graphs that
minimize the graph diameter (Nastos and Gao 2009).

• In the experiments, our two-node cluster uses a wireless network
for communication and, as shown, the latency introduced in
the GraphLab program is rather large. It is indeed a possibility
worth the try to analyse whether a wired connection between the
machines that the GraphLab cluster is composed of would have
an important impact on time performance.

• Although the particle filter is able to cope with multiple
hypotheses in a natural way, the maximum likelihood estimation
of the pose in our system does not account for the possibility of
tracking multiple hypotheses. A natural extension would be to
re-design the reduce task of our distributed particle filter so that
several hypotheses could be tracked.
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