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Abstract
This Master’s thesis describes the implementation of an aided Inertial
Navigation System (INS) using accelerometers, gyroscopes, Global Nav-
igation Satellite Systems, Tachometers and Doppler radars for a railway
vehicle. The system uses a Indirect Error State Information Filter to
correct the raw integrated measurements from the Inertial Measurement
Unit (IMU) to establish traveled distance, current velocity and current
heading in the Navigation (Earth based) frame.

The INS is implemented in Simulink and evaluated using field data
from a commercial train running in Switzerland, as well as data from
the authors of the filter design.

The results suggest that all three position dimensions need to be
bounded during long runs due to gyro drift, and that calibrating the
IMU to transform measurements to the vehicle coordinate system is a
major contributor to the accuracy of the estimates.



Referat
Sensor Fusion för Odometri på Järnväg

Detta examensarbete beskriver en implementation av ett Navigationssy-
stem, med accelerometrar, gyroskop, Global Navigation Satellite Systems,
Tachometrar samt Doppler radars, för järnvägsfordon. Systemet använder
ett Indirekt Felbaserat Information Filter för att korrigera integrerade
mätningar fr̊an accelerometer och gyro för att skatta färdad sträcka,
nuvarande hastighet, samt riktning i ett jordbaserat koordinatsystem.

Systemet är implementerat i Simulink och utvärderat med data fr̊an
ett Schweiziskt kommersiellt t̊ag, samt data fr̊an författarna till syste-
markitekturen.

Resultaten antyder att alla tre positionsfrihetsgrader m̊aste vara
begränsade för att undvika divergens vid längre körningar p̊a grund av
gyrodrift, samt att kalibrering av accelerometer och gyroskop till att
visa mätningar linjerade med fordonets axlar ger ett stort bidrag till
estimatens nogrannhet.
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Chapter 1

Introduction

Measuring the speed of a wheeled vehicle is probably seen by many as a simple
problem. When solving textbook problems, this is usually the easy part. It is,
however, immensely more complicated in applications requiring high accuracy in
real environments. Non-linear dynamics of the vehicle, weather conditions and
terrain characteristics are a few things which cause complications when trying to
estimate the motion of a vehicle.

In the specific case of railways, the demand for increased availability is an ever
pressing matter. The ability to drive more trains on the same track without sacri-
ficing safety is an attractive prospect, both economically and environmentally. This
puts higher demands on the odometers on board the trains. If the distance be-
tween two trains are to be minimized, so must the uncertainty in the position- and
speed estimates, in order to guarantee that the trains will not collide in case of an
emergency.

The current implementations of these systems are reaching their limit regard-
ing availability. Wheel slipping and sliding as well as weather conditions affect the
sensors involved, and none can be seen as independently accurate under all cir-
cumstances. By incorporating Inertial Measurement Units and a GNSS (Global
Navigation Satellite System), the ambition is to create a system that is capable of
providing a more robust estimate in more situations.

1.1 Problem statement

This thesis describes the design and testing of an odometer for railway vehicles
using the Information filter. The sensors involved are a 6 degrees of freedom Inertial
Measurement Unit (IMU), a GNSS, a Doppler radar and a Tachometer.

The goal is to be able to merge measurements from all sensors not currently
failing to create a speed estimate superior to the individual sensor measurements.

To achieve this, an algorithm to compensate for noise and bias in the gyro and
accelerometer measurements is needed. If the gyro errors are not handled, the
estimate of the orientation of the vehicle will not be accurate. When trying to
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CHAPTER 1. INTRODUCTION

compensate for gravity to find the specific acceleration, the inaccurate orientation
estimate will cause errors to arise and corrupt the measurements from the IMU. If
the acceleration errors are not handled, the speed and distance estimates acquired
by integrating the measurements will be very noisy. Since you need to integrate
acceleration twice to estimate the traveled distance, small errors in acceleration will
grow significantly.

1.2 Contributions of the thesis
This thesis presents an implementation of an aided Inertial Navigation System (INS)
algorithm using the Information filter. It evaluates and compares the result to
existing solutions that do not use Tachometers and Doppler radars.

1.3 Outline
In Chapter 2 related work is summarized and presented. Chapter 3 describes the
theory behind the concepts used in the implementation. The design of the filter
part of the system is described in detail in Chapter 4. The experimental setup as
well as results are presented in Chapter 5. The thesis is ended with conclusions
and a summary which can be found in Chapter 6. An outline of possible future
work is found here as well. The Simulink implementation details are described in
Appendix A
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Chapter 2

Related Work

The Kalman filter has been in use since the 1960s [1]. It is a common tool in estima-
tion and sensor fusion as its versatility and relative simplicity makes it suitable for
a multitude of estimation applications. Several different variations of the Kalman
Filter have been developed over the years. These are used to handle different types
of distributions of uncertainty in the model, or support non-linear models.

This thesis is based on the work presented in [2] and [3]. They present an algo-
rithm for estimating speed, velocity and orientation for land vehicles using GNSS
and IMU sensors. They are compensating for errors in orientation and velocity by
utilizing nonholonomic constraints and estimating the errors using an Information
Filter. This thesis builds on this algorithm by adding direct measurements of the
speed of the vehicle and applies it to a train, rather than a car.

There are several ways to estimate gyro bias. Two examples include using
Kalman filters or moving averages, suggested in [4]. Both methods are suitable for
calibration purposes, using known zero inputs. However, this cannot be used for
tracking the bias drift over time.

The use of non-parametric filters has also been investigated. In [5], it is argued
that the linearization process is worth eliminating in order to increase performance.
Using a Kalman Filter or an Extended Kalman Filter requires linearization of the
process models involved. Unfortunately, linearization tends to cause the estimates
to diverge during GPS outages. The non-parametric filter is shown to outperform
a Kalman Filter implementation during simulated 60 second GPS outages. This
non-parametric filter is unfortunately in its basic form not guaranteed to converge
[1].

An alternative way of estimating the orientation of the vehicle is presented in
[6]. By using a Magnetic, Angular Rate and Gravity sensor (MARG) and gradient
descent algorithms, the absolute orientation of the vehicle can be observed, while
demanding less computational load than the Kalman Filter. Unfortunately, mag-
netic sensors are not suitable in railway application due to the presence of the high
power electrical cables above the track.

Different sources of error due to sensor faults are discussed in [7]. It also discusses
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the impact of these errors on the estimate, and methods to compensate for them.
These are discussed in the beginning of Chapter 3.

Since the á priori covariance matrices (discussed in Section 3.1) are not nec-
essarily easy to pre-determine, [8] suggest an adaptive approach which tunes the
Kalman filter on-line. One of the suggested approaches involve running several dif-
ferent Kalman filters in parallel, where one continously estimates the covariance
based on the innovation (explained in Section 3.1). The former was not deemed
suitable for this application, as at first glance it would require too much compu-
tational power compared to the alternatives. The latter shows promise, but the
implementation and evaluation was deemed outside the scope of this project.

A different method of attitude error bounding is described in [9]. They perform
attitude estimation during nearly constant motion, which is quite common for trains.
It uses short-interval changes in Differential GPD (DGPS) position to estimate the
heading. Unfortunately, the implementation in this project will not include a DGPS,
and thus the accuracy of the position estimates are unlikely to be high enough for
this method to be viable.

In [10] they describe a model of slip and slide for wheeled vehicles and how
to estimate it. They focus on wheel-soil interactions, but the theory should be
applicable for railways as well. This is not the primary focus for this project, but
it is a vital part of any future implementation.

4



Chapter 3

An odometer based on sensor fusion

A simple and intuitive approach to measure the speed of a wheeled vehicle is to
measure the rotation of one of its wheels and determine the traveled distance by
using the knowledge of the wheel radius. A sensor using this method is known
as Tachometer or Encoder. The precision of these sensors is directly coupled to
the knowledge of the wheel radius, which is subject to wear and tear and warrants
regular calibration. In addition, these measurements are only valid as long as the
wheel is not slipping or sliding. Slipping occurs when forces acting on the wheel from
the traction system overcome the friction between the wheel and the rail, causing
the wheel to rotate faster than ”pure rolling speed”. Sliding occurs when the forces
from the breaking system overcome the friction, causing the wheel to rotate slower
than ”pure rolling speed”. Both states causes the wheel to rotate in a way which
is not consistent with the motion of the vehicle, providing an erroneous estimate of
the vehicle speed.

Both slipping and sliding cause significant errors in the speed estimate. It often
occurs during acceleration and deceleration, such as leaving or arriving at a station.
This is unfortunate, as these are situations when a speed estimate is critical for
safety and the execution of the mission. To make matters worse, it has been found
that increased traction can be achieved by inducing slight slipping. This is useful for
instance while climbing hills, but makes the speed measurement using tachometers
unreliable. One way to limit this problem is to place the encoder on a wheel on
a non-powered axle, i.e. a wheel which is not connected to either brakes or the
traction system. Unfortunately, on most modern trains every wheel pair on the
train engine have traction to maximize the efficiency of the propulsion system. This
introduces the demand of different sensors and measurement methods.

Another common sensor used for measuring the speed of a train is the Doppler
radar. It takes advantage of the Doppler effect to measure the frequency shift of
an emitted pulse to determine the current speed. The sensor transmits microwave
pulses of a known frequency in the direction of motion and registers the frequency
of waves bouncing of surfaces and returning. The higher the returning frequency,
the faster the train is traveling. Unfortunately these sensors are not without faults

5



CHAPTER 3. AN ODOMETER BASED ON SENSOR FUSION

either. They suffer from occasional signal drop outs and noise bursts and are known
to occasionally have problems in snowy weather.

An Inertial Measurement Unit (IMU) measures acceleration and angular
velocity around three orthogonal axes using accelerometers and gyroscopes, respec-
tively. The accelerometer measures the acceleration of the system, including gravity.
In order to measure the specific acceleration, which when integrated gives the actual
motion of the sensor, it is necessary to subtract the gravity vector from the measure-
ments. This requires knowledge of the orientation of the system, which is provided
by the gyro. The gyro measures angular velocities which, when provided with accu-
rate initial values, can be used to track the changes in orientation. Unfortunately,
both accelerometers and gyroscopes suffer from additive bias which drifts over time.
For the gyro this causes the integrated angles to appear to change constantly even
if no rotation is present. For the accelerometer, the vehicle will appear to be mov-
ing slightly in a varying direction, even at standstill. Compensating for this bias
is a key problem in this thesis. The IMU has a high bandwidth, which makes it
suitable for tracking high dynamics. High bandwidth indicates that the sensor is
able to capture ”high frequency” dynamics, such as sudden and quick movements.
This gives very accurate results over a few seconds, but after that the bias and
drift tend to make the estimate unreliable. These sensors are generally available
at fairly low cost, using Microelectromechanical systems (MEMS) technology [11].
They are generally quite sensitive to temperature differences, which can be an issue
for vehicles traveling outdoors and/or during longer periods of time. Unfortunately,
everything is a compromise and the low cost of these sensors takes its toll when it
comes to accuracy. In sensor fusion applications, this is not necessarily critical as
they are still accurate enough to provide reliable estimates when other sensors can
be used to bound the error.

A Global Navigation Satellite System (GNSS) is a device commonly found
integrated in all sorts of modern electronic devices. They are mistakenly referred
to as a GPS, which in fact is the American implementation of a GNSS system, and
GLONASS being the Russian version. They are fitted in most smart phones, as
well as in cars, and are used to get an estimate of the global position of the device
(in longitude and latitude) using satellite triangulation. These devices operate with
a limited accuracy (≈ ±10m), have a fairly low sample rate (1s) compared to an
IMU and are unusable in tunnels for example, or other areas where there is no clear
view of the sky.

Another problem with no clear view of the sky, but still getting a signal is called
multi-path. It occurs when the signal has the possibility of reaching the receiver
traversing different routes. The GNSS system will interpret these differences as
movement and if the signal is switching between these paths often, the observation
will lose accuracy. The positioning of the satellites with respect to the receiver can
also affect the precision of the measurement, also known as Dilution of Precision
(DOP). This phenomenon is briefly explained in Figure 3.1. In this figure, the
red and blue dots represent satellites, and the circular lines with the same color
correspond to possible positions of the receiver based on this signal. The black
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Figure 3.1. An example of Dilution of Precision.

Source: http://upload.wikimedia.org/wikipedia/commons/thumb/7/7b/Geometric_Dilution_Of_Precision.svg/
500px-Geometric_Dilution_Of_Precision.svg.png

lines represent the uncertainty bounds for the satellite signals and the green area
represents the possible locations of the receiving unit based on both signals.

Despite all the flaws in the mentioned sensors, their positive characteristics
combined provide a stable basis for estimation. The IMU provides high-frequency
measurements, good for short term estimation. The Doppler radar and tachome-
ter both provide a fairly accurate measurement of the speed, as they do not drift
over time, and provide good low frequency performance. Finally, the GNSS gives
excellent long term estimates, bounding the errors in position. In order to use these
sensors in an optimal fashion, we could make use of a Kalman filter.

3.1 The Kalman filter

The Kalman filter is an optimal recursive state-space observer, also known as
Linear Quadratic Estimator (LQE). It uses a linear state-space model (Equations
3.1 and 3.2) to make estimates of the next state and compares this to observations
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to produce the most probable state estimate. For a full derivation of the filter,
please refer to [1].

Equations 3.1 and 3.2 describe the system over time in discrete time. A is the
state transition matrix, and describes how the state changes over each time step. If
no control is used to influence the system, the next state estimate will simply be
the state transition matrix multiplied by the current state. B is the control matrix
and describes the mapping from the control signal u to the state, in other words,
the impact of our influence of the system. In the implementation described in this
thesis, a control signal will not be used, as we cannot assume it to be available to
us from the on-board computer. The matrix H is known as the observation matrix,
and represents the mapping from the measurement space to the state space.

xk = Axk−1 +Buk−1 + v (3.1)

zk = Hxk + w (3.2)

The state at time k is denoted xk, the observation at the same time zk, the
process noise v and the observation noise w. The state is the collection of vari-
ables needed to describe the system using this model. The state xk contains all
information about the system at time k needed to predict the next state, xk+1.

The process noise is the noise inherent in the dynamics of the system, or to
model errors in the same. The observation noise is the uncertainties introduced
while making observations. To illustrate with a simple robot localization example:
when modeling a small rover navigating on a flat surface using a linear state-space
model, the state could be the latitude, the longitude and the heading of the vehicle.
The process noise would be factors like wheel axis misalignment, which would make
the robot drift slightly sideways when moving forward. It could also be factors such
as the roughness of the traversed surface. In short, it corresponds to all the errors
which arise due to the factors not included in the model. The observation noise
corresponds to the errors in the observation model, i.e. unmodeled behavior of the
sensors. Using our example, if the speed was measured using a tachometer, the fact
that the speed is estimated using time averages between ”ticks” introduces errors.
Like the process noise, the observation noise incorporates everything which has not
been taken into account in the observation model.

The process and observation noise covariance matrices are defined according to
Equations 3.3 and 3.4:

Q , E{vvT } (3.3)

R , E{wwT } (3.4)

The Kalman filter is based on a number of assumptions. In its standard form,
it is assumed that the dynamics of the states are linear. It also assumes that all the
noises involved in the system are Gaussian (also known as Normally distributed)
and white. White noise is characterized by having a constant spectral density,
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3.1. THE KALMAN FILTER

which means that it exhibits noise of all frequencies equally. It is as likely to change
suddenly as it is to slowly drift over time. In real systems, unfortunately, white
Gaussian noise is seldom the case. In the rare event that the model is perfect
and all the noises involved indeed are white Gaussians with known covariance, the
Kalman filter produces the optimal estimation, as in the theoretically best possible.
This is a very attractive property. Even in situations where these assumptions do
not hold, the Kalman filter has proven to provide good results. This has in a large
part contributed to its popularity.

The basic equations for the linear Kalman filter follows below. Equations 3.5
and 3.6 are known as the prediction update. The filter uses the provided model
(A,B), the control input from the system (u) and the previous state estimate x̂k−1

to make a ”guess” of the next state (a priori estimate) x̂+k . It also makes an (a

priori) estimate of the error covariance for the estimate (P̂+
k ). This prediction also

takes into account the process noise present in the system by means of its covariance
matrix Q (Equation: 3.3).

x̂+k = Ax̂k−1 +Buk−1 (3.5)

P̂+
k = AP̂k−1A

T +Q (3.6)

To incorporate the observations, Equation 3.7 is used to produce an observa-
tion estimate, which is then compared with the actual observation to generate the
innovation, as described in Equation 3.8.

ẑk = Hx̂+k (3.7)

νk = zk − ẑk
= zk −Hx̂+k (3.8)

Notice how Equation 3.7 uses the fact that the noise is assumed to be zero-mean.
The filter weighs the observation and prediction with their respective probabilities
given their noise characteristics and computes the optimal state estimation from
this. This is achieved by calculating the Kalman gain, described in Equation 3.9.

Kk = P̂+
k H

T (HP̂+
k H

T +R)−1 (3.9)

where R is the covariance matrix associated with the observation noise (Equation
3.4). This formulation of the Kalman gain minimizes the mean squared error of
the estimate. The gain is then used to correct the predicted state and covariance
estimate by using the innovation, as described in Equation 3.10 and 3.11.

x̂ = x̂+k +Kkνk (3.10)

P̂k = (I −KkHk)P
+
k (3.11)

9



CHAPTER 3. AN ODOMETER BASED ON SENSOR FUSION

The true state is assumed to be an unobserved Markov process, which means
that all the information from the previous states is stored in the current state. There
is no need to keep the history of states and/or observations.

3.2 The Information filter
The Information filter is a mathematically equivalent formulation of the Kalman
filter. The main difference is that it operates in the information space instead of
the state space, providing several advantages to multi-sensor estimation problems,
which are described below. In the information filter equations, Pk and x̂k are the
same as in the Kalman filter case, namely covariance estimate and estimated state.
The Information matrix and Information vector are defined in Equations 3.12 and
3.13.

Yk = (Pk)
−1 (3.12)

ŷk = (Pk)
−1x̂k (3.13)

The measurement covariance and measurement vectors are defined in Equations
3.14 and 3.15.

Ik = HT
k R

−1
k Hk (3.14)

ik = HT
k R

−1
k zk (3.15)

Using these definitions, the prediction phase becomes as described by Equations
3.16 and 3.17.

Y +
k = (AkY

−1
k−1A

T
k +Q)−1 (3.16)

ŷ+k = Y +
k AkY

−1
k−1yk−1 (3.17)

The update phase reduces to a sum over all (N) measurements, as displayed in
Equations 3.18 and 3.19.

Yk = Y +
k +

N∑
j=1

Ik,j (3.18)

ŷk = ŷ+k +

N∑
j=1

ik,j (3.19)

Another result of this formulation is that there is no need to specify the covari-
ance between different sensor measurements. This is the main advantage of using
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the Information Filter in sensor fusion applications. When using the Kalman Filter
formulation, in order to accurately model the innovation, it is necessary to determine
these covariances in order to provide an accurate measurement model. By using the
Information Filter, the observation noise covariance matrices (R) will describe each
sensor individually, thus removing the need to specify the covariance between them.
There is also a purely computational gain when using the Information Filter. The
update phase in the Kalman Filter (Equations 3.10-3.11) involves a matrix multipli-
cation whereas in the update phase in the Information Filter (Equations 3.18-3.19)
this is reduced to an addition of the Information Vector and Information Matrix
with the new Measurement vector and Measurement covariance, respectively.
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Chapter 4

Modeling and design

The proposed system uses integrated IMU (INS) data with feedback from an indirect
Information filter. The main idea is to feed the Information filter with the differences
between the INS data and the measurements from the other sensors to get a value of
the error in the integrated IMU data. By propagating this estimated error through
the supplied model, the Information filter should be able to estimate, among other
things, the error in orientation, and by extension the bias.

The fundamental difference between a direct and indirect filter is explained in
detail in [12]: the direct filter (also sometimes called total state space filter) estimates
the entire state space of the system, while the indirect filter estimates errors. The
total state space filter requires an accurate model of the entire dynamics of the
system, which is theoretically impossible, and simplifications are rarely available. It
also requires a sample rate of at least twice the bandwidth of the system (although
practice is five to ten times larger). Finally, this means that the filter is the main
component of the control loop, any failure means that no estimate is produced
whatsoever.

The indirect filter is quite the opposite. It estimates the errors of the integrated
IMU measurements compared to other external sensors. The dynamics of these
errors are much more accurately represented in linear models than the state dy-
namics are. The bandwidth of the error dynamics are often significantly lower than
the state dito, and thus an indirect filter does not require as large a sample rate.
Lastly, since estimates are generated using the IMU and only corrected using the
filter, the generation of state estimates are not directly dependent on the filter, and
does not shut down immediately if the filter should fail.

Details on the Simulink implementation can be found in Appendix A.

4.1 Error state information filter - concept

An overview of the suggested INS can be seen in Figure 4.1. The main estimation
is done by direct integration of accelerometer and gyro measurements, which are
later corrected using the Information filter and external speed sensors.
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Figure 4.1. A schematic view of the proposed navigation system. The external
speed sensors are used to acquire an error measurement. This is in turn used to make
a estimated orientation and state error. These are used to correct the integrated
orientation and state, respectively. The orientation is used to rotate the acceleration
measurement from body to navigation frame.

The different coordinate frames used to describe this system are the Body frame
and the Navigation frame. The body frame follows the body of the vehicle. It is
the frame where the x-axis is parallel to the motion of the train at all times. The
z-axis is chosen to be anti-parallel to the gravity vector when the train is level and
the y-axis completes the right-hand system. The Navigation frame is the frame
relative to the earth surface, also known as the North, East, Down (NED) frame.
The orientation of these axes are quite intuitive, the North axis points to the north,
the East axis points to the east and the Down Axis is pointing towards the center
of the Earth. Both of these coordinate systems are assumed to be centered in the
same point on the vehicle, in this case the origin of the IMU-measurements.

This implementation also makes use of a Direction Cosine Matrix, which is the
same as a Rotation Matrix or Transformation Matrix known from linear algebra. It
represents the rotation between one Cartesian base to another by means of matrix
multiplication. The name Direction Cosine comes from the dot product between

14
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two unit vectors, which is equal to the cosine of the angle between them. Each
element of the Direction Cosine Matrix is a Direction Cosine.

The acceleration obtained from the IMU is first rotated from the body frame
to the navigation frame using the Direction Cosine Matrix representing the current
orientation. Then, gravity is subtracted from the rotated acceleration in order to
provide an estimate of the specific (actual) acceleration of the train. After inte-
grating this acceleration estimate it is possible to correct it using the output of an
Information filter, which estimates the errors of the INS. The states used in the
filter are seen in Equation 4.1.

x̄ =

 δp̄
δv̄
δᾱ

 =

 [δx, δy, δz]T

[δvx, δvy, δvz]
T

[δψ, δθ, δφ]T

 (4.1)

Where δp̄ is the position error vector, δv̄ is the velocity error vector and δᾱ
is the orientation error vector. x, y, z can be seen as Latitude, Longitude and
height below the ground ( NED frame). These vectors are added to the integrated
position, velocity and orientation, respectively, to correct the INS estimates. The
observations supplied to the Information filter is the difference between the INS
velocity and the velocity indicated by other speed sensors, as well as the difference
between the INS position and GNSS measurements. In this implementation, the
speed sensors intended are Doppler radars and Tachometers.

Before transforming the observed speed errors to the NED-frame, nonholonomic
constraints are introduced as two ”virtual measurements”: vb,y = vb,z = 0 (the
transversal and vertical velocities in the body frame are zero) [3]. This means
that the INS is being told that the train does not slide sideways off the rail or lift
itself up- or downwards. This is to prevent the INS from interpreting noise in the
accelerometer to be actual motion in these directions, as the train will be following
the rail. The case where the train has left the rail is beyond the scope of this
thesis, and accurate knowledge of the speed in this scenario may not be the primary
concern.

4.2 Error state information filter - equations
At each time step, the measurements from the accelerometer (ãk) and gyro (ω̃k)
are integrated to form the current velocity estimate (v̂k) and orientation estimate
(α̂k = [ψ̂k, θ̂k, φ̂k]) respectively. The acquired velocity is integrated once again to
obtain a position estimate (p̂k). After these integrations, the current error estimate
from the Information filter (δp̄k, δv̄k or δᾱk) is added, correcting the estimate. The
following equations describe the accelerometer integration process for each time step
[2].

p̂k = p̂k−1 + v̂k∆t− δp̄k (4.2)

v̂k = v̂k−1 + (Cnb,kãk − [0, 0,−g]T )∆t− δv̄k (4.3)
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Where Cnb,k is the rotation matrix formed from α̂k (rotation from body to navigation
frame at time k).

Integrating the gyro is a bit more tricky. In this implementation, the attitude
estimate is stored as a Direction Cosine Matrix (DCM) instead of Euler Angles
directly. This is to eliminate the need to convert the Angles to a DCM every time
step, saving computational load. Equations 4.4 - 4.8 describes how the attitude
propagation from the Information filter is implemented [3].

φ =
√
φ2x + φ2y + φ2z (4.4)

α =
sin(φ)

φ
(4.5)

β =
1− cos(φ)

φ2
(4.6)

φ̄ =

 0 −φx φy
φz 0 −φx
−φy φx 0

 (4.7)

Cnb,k+1 = Cnb,k[I3x3 + αφ̄+ βφ̄2] (4.8)

Where φi is the raw integration of the gyro measurements around the i:th axis.
The corrections from the Information Filter are implemented into the DCM using
Equations 4.9 - 4.10 [3].

[δφ×] =

 0 −δφD δφE
δφD 0 −δφN
−δφE δφN 0

 (4.9)

Cnb (k|k) = [I3×3 + [δφ×]]Cnb (k|k − 1) (4.10)

Equation 4.11 shows the mapping from the current error state estimate to the
predicted next state, as described in Equation 3.1 [2].

A = I +



0 0 0 1 0 0 0 0 0
0 0 0 0 1 0 0 0 0
0 0 0 0 0 1 0 0 0

0 0 0 0 0 0 0 −fD fE
0 0 0 0 0 0 fD 0 −fN
0 0 0 0 0 0 −fE fN 0

0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0


·∆t (4.11)

The first row of this block matrix describes that the change in position error is equal
to the velocity error times the time elapsed. The entire expression is analogous to
Equation 4.2, without the last term (the error correction). The diagonal appearance
means that the equation will be applied for each direction separately. The second
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row describes that the change in velocity error is a cross product of the specific
forces. It is equivalent to the middlemost term in Equation 4.3. This is in essence
the magic part of this algorithm, the part where orientation error is connected to
the other states and the way the INS, in theory, estimates that there is an error in
the orientation. The last row means that the change in orientation is not connected
to neither the position, velocity or orientation from the last iteration. The previous
state is stored in the identity matrix in the first term of Equation 4.11, so it is not
re-estimated at each iteration.

Equations 4.12 and 4.13 are the observation matrices for the Tachometer/Doppler
radar and the GNSS, respectively [2]. These are described in Equation 3.7.

Hspeed =

 0 0 0 1 0 0 0 0 0
0 0 0 0 1 0 0 0 0
0 0 0 0 0 1 0 0 0

 (4.12)

HGNSS =



1 0 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0 0
0 0 1 0 0 0 0 0 0

0 0 0 1 0 0 0 0 0
0 0 0 0 1 0 0 0 0
0 0 0 0 0 1 0 0 0

 (4.13)

Equation 4.12 means that the velocity error measurements map one-to-one to
the velocity error states, and similarly Equation 4.13 signify that the position part
of the GNSS position error measurements map to the position error, and analogous
for the GNSS velocity error.

Equation 4.14 describes the measurement fed to the INS from the speed sensors.
zk is the actual measurement from the sensor, and the zeros are the non-holonomic
constraints [2]. This equation describes how the speed error state observation is
produced. This is to be intepreted as a measurement from a sensor indicating that
there is velocity in the current direction of travel, but no velocity in the other
directions. Cnb,k is used to rotate this measurement into the Navigation Frame.

z̃k = Cnb,k[zk, 0, 0]T − v̂k (4.14)

R is the measurement noise covariance matrix [3]. Rsensor is the noise covariance
for the speed sensor in question, and Rvirtual is the noise covariance of the ”fake”
measurement (the constraints). The latter is in a sense the tolerance for violations
of the nonholonomic constraints. This matrix is also rotated to the Navigation
Frame.

R =

 Rsensor 0 0
0 Rvirtual 0
0 0 Rvirtual


Here the noise in the y(right/left) and z(down/up) axes are the same because

they only correspond to our constraints, and not any physical measurement. The
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sensor is purely virtual, and so the noise is purely a tuning parameter which we
set to be the same in both directions. Equations 4.15, 4.16 and 4.17 describe the
process noise covariance matrix and the matrices it contains [3].

Q =
1

2
[AkGkQc,kG

T
kA

T
k +GkQc,kGk]∆t (4.15)

Gk =

 I 0 0
0 Cbn,k 0

0 0 −Cbn,k

 (4.16)

Qc =

 δp̃ 0 0

0 δf̃b 0
0 0 δω̃bib

 =



1 0 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0 0
0 0 1 0 0 0 0 0 0

0 0 0 1 0 0 0 0 0
0 0 0 0 10−2 0 0 0 0
0 0 0 0 0 10−2 0 0 0

0 0 0 0 0 0 π
180 0 0

0 0 0 0 0 0 0 π
180 0

0 0 0 0 0 0 0 0 π
180


(4.17)

Equation 4.15 describes the process noise, Equations 4.16 and 4.17 are broken out
from the first expression for clarity, despite that they are only used here. In sum-
mary, this expression follows from the general expression of process noise using this
particular model. Equation 4.16 appears due to the rotations of the states from
body frame to navigation frame. Equation 4.17 describes the noise in the error
observations. Since position is never measured, this value only corresponds to the
error in integration from the IMU, and can be used as a tuning parameter. The
other terms are linked to the errors in the actual sensors, and have been determined
using data sheets and simple statistical analysis of the data sets, the details of which
are presented in section 5.

The full derivation is based on the theory in [12].
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Chapter 5

Experimental evaluation

Theory is all well and good, but what matters in the end is the the usefulness of
the system in a real scenario. To get an idea of the performance of the system, it
was tested with actual field data from the different sensors involved. Two datasets
were available: the data used in [2] and logged data from a commercial train. The
first dataset was known to provide reasonable output, but did unfortunately not
have the sensor configuration described in the problem. Due to this it was used as a
”sanity check” for debugging and initial validation. The commercial data bore the
closest resemblance to real world data, and was thus used for the main evaluation
of the system. In addition, the commercial data included output from a commercial
odometer suitable for performance reference. Several different data sets from this
vehicle were available. These sets was chosen for performance analysis because the
sensor configuration represented the problem formulation well and the data itself
had a good diversity in the motion of the vehicle.

5.1 Experimental setup

The evaluation is divided into two parts, one for each data set starting with the
data from [2]. First the input data is displayed and described, followed by dito for
the output. The outputs from the different data sets are then compared to each
other and their particularities described. The conclusions regarding the performance
analysis are presented in Chapter 6.

The authors of [2] provided sensor data used in their simulations to use as a
comparison. This data was gathered using high accuracy sensors. In their setup,
they used a differential GPS (with accuracy down to the order of cm) and an IMU.
The data represents a vehicle traveling one lap around a closed circuit, crossing its
own path once. It passes different slopes, changing up to six meters in altitude. This
data was mainly used to make a more qualitative analysis and indicate whether the
algorithm diverged or not. Since the output from their system was not available,
apart from the plots presented in [3], it was impossible to determine the accuracy of
the produced velocity estimate. The data did not include direct speed measurements
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either, which is a part of the problem formulation of this thesis.
The field data was collected from a commercial train running in Switzerland.

This train was equipped with a IMU, a GNSS sensor, Tachometers and Doppler
radars. The vehicle starts from standstill, proceeds up to about 9 m/s, decelerates
and stays stationary for the rest of the duration of the data set. Unfortunately, the
raw measurements from the Tachometers and Doppler radars were not available.
The output from the current odometer was available however, and has been used
as a higher-accuracy speed sensor substitute. The optimal scenario would be to
have access to the speed measurement before it was processed by the odometer,
but it is assumed to be similar enough for the qualitative analysis performed in
this thesis. The sensors collected information on longitude and latitude (GNSS),
acceleration and angular velocity in three dimensions from the IMU and speed from
the commercial odometry system. Unfortunately, elevation data from the GNSS
was not available either. The impact of this limit will be discussed in the next
chapter.

Basic attempts to establish the alignment of the sensor was made by looking at
the means of the IMU acceleration measurements when the train was stationary to
determine the actual gravity vector. All the IMU measurements were then rotated
to make the gravity vector anti-parallel to the z-axis in the body frame.

The initial test with the data from [2] showed that the INS provided estimations
within expected error margins. Since the output relies on the model parameters of
the INS, and this information could not be assumed available in the intended ap-
plication, no thorough analysis was performed on this dataset. Only a rudimentary
inspection was done to determine whether the algorithm would diverge or otherwise
be faulty. The GPS used in this dataset was much more accurate than those in the
intended application, but in that case speed sensors would be available.
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5.2 Results
Starting with the sanity check data, the position estimates for [2] are shown in
Figures 5.1 and 5.2. It is seen directly that the difference is very small. The
high accuracy measurements, and subsequent low noise parameter tells the filter
to treat these measurements as very accurate. In this sense this behaviour was to
be expected. There are a few discrepancies in the elevation data in the form of
overshoots. These appear due to the smoothing (or low-pass) characteristics of the
Information filter, and can be tuned using the Process and Measurement noises.

The velocity estimates from the same data set can be seen in Figure 5.3. It
can be seen that the estimate is quite noisy, but distinct enough to show a speed
profile. Note that this data is presented in the Navigation Frame, and does not
show the speed (the magnitude of the velocity vector). Unfortunately, there was no
speed sensor involved in this dataset, and so no real comparison can be made. The
velocity in the Down direction is significantly lower than the other axes, which is
consistent with the fact that the vehicle only changed elevation a few meters during
the entire run. Both the magnitude of the velocity in the East and North direction
are of reasonable magnitude.

This brings us to the orientation estimate, shown in Figure 5.4. The pitch and
roll are in the magnitude of a few degrees, representing noise and uncertainties
in the estimates. The pitch should also describe the change in elevation of the
vehicle, which is not evident in this case. The most interesting part is the yaw,
as this describes the heading of the vehicle. Since no reference is available, the
only conclusions that can be drawn is that it looks reasonable but showing a slight
tendency of drift. This can be seen by comparing the yaw at the start and the end
of the run. These should be very close, as the data set describes the motion of a
vehicle one lap around a closed track.
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Figure 5.1. Longitude and Latitude input and estimates using the data from [2] in
the proposed INS implementation. The two curves are almost perfectly overlapped.

Figure 5.2. Elevation input and estimates using the data from [2] in the proposed
INS implementation, plotted versus time.
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Figure 5.3. Results from using data from [2] used in the proposed INS implemen-
tation. This plot shows the velocity estimate in the Navigation Frame.

Figure 5.4. Results from using data from [2] used in the proposed INS implemen-
tation. This plot shows the orientation estimate. The discontinuity in the third plot
is due to wrapping around ±180o
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Moving on to the data set from the commercial train, Figure 5.5 shows the in-
put and output position from this dataset. The estimate follows the measurements
closely and there is no divergence in position in two dimensions. This shows similar
behavior as the position estimate from [2], as there is no reason for the filter to
mistrust these measurements. Additional accuracy is provided as the GNSS mea-
surements are already in the Navigation frame, and thus they do not need to be
rotated using the estimated orientation DCM. This removes a lot of the dependen-
cies on the other estimates, which are present in the velocity estimates. These will
be discussed later in this chapter.

However, Figure 5.6 shows the estimated height, with the GNSS speed input
as indicator of when the train moves. As the elevation is not measured in this
data set, the error in the height estimated is unbounded. As the figure shows,
this provides an unreasonable estimate. The most illustrating fact is that the train
should not change in altitude when standing still. This phenomenon is several
orders of magnitude greater than any reasonable noise. The expected behavior is a
constant curve from when the train reaches stationarity. The fact that the height
changes in spite of this is a clear indication that the non-holonomic constraints are
not properly enforced.

The most interesting output is, given the problem statement, the velocity es-
timate, displayed in Figure 5.7. The magnitude of the North and East velocities
correspond to the velocity input, shown in Figure 5.8 for reference, and they are not
showing any divergence during vehicle motion. Here we also see the first example
of divergence occurring at the end of this data set. The magnitude of the estimates
start to oscillate with greater and greater amplitude, finally resulting in a large
deviation from the previous estimates. This behavior is also present in the position
and orientation estimates. The implemented system was set to stop the simulation
when the estimated orientation error reached 180 degrees in any direction, as this
was well beyond any realistic value.
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Figure 5.5. Longitude and Latitude input and estimates using the data from the
Train data set in the proposed INS implementation.

Figure 5.6. Elevation estimate using the Train data set from in the proposed INS
implementation, plotted versus time. For clarity, GNSS speed input from the same
data set is plotted versus time. The two curves are almost perfectly overlapped.
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Figure 5.7. The estimate of the velocity using the Train data set. After a longer
period of being stationary, the velocity starts to oscillate and diverge.

Figure 5.8. The speed inputs from the Train data set during the period of motion.
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Next we can analyze the orientation estimates, which for this data set are dis-
played in Figure 5.9. The orientation estimates from the previous data set (shown
in Figure 5.4) show a clear motion pattern in the third dimension, corresponding to
rotation around the gravitational axis (the Down direction). The other axes (roll
and pitch, respectively) show a weak pattern, overlaid with no small amount of
noise. Figure 5.9, on the other hand, shows a hint of movement around the gravita-
tional axis, but this is shadowed by a large drift before the estimate oscillates and
diverges. The North and East directions barely indicate any movement at all. Only
a few movements are distinct from the slowly drifting curve, during the period of
vehicle motion. The drift can be seen quite clearly, and is especially prominent at
the end of the run.

It is clear that the drift was not compensated enough in the processing of this
dataset. Figure 5.10 shows the same data only during the period of vehicle motion.
Here the drift is seen more clearly, without the large divergence affecting the scale
of the figure. There is a small dent in the Roll estimation, and at the same time
the yaw starts to change. It is clear that the INS manages to produce an estimate
correlated to the motion of the vehicle, but the IMU drift is still large enough to
hamper the accuracy. In this sense, the INS is not able to deliver according to the
problem formulation. The error propagation model appears unable to predict and
estimate the error dynamics in the Gyro measurements. Excluding the last part
of the run, Figure 5.10 shows that the INS detects a change in orientation, but is
unable to compensate for the drift.
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Figure 5.9. The estimate of the three Euler angles of the train relative to the earth.
After a longer period of being stationary, the train appears to suddenly spin with
great angular velocity and turn upside down.

Figure 5.10. The estimate of the orientation of the Train during the period of
motion. The oscillatory behavior is not visible during this time, but the drift has
already started.
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Last but not least, the state error estimates from this dataset are displayed in
Figures 5.11, 5.12 and 5.13. The North and East position errors in Figure 5.11
are seen to remain bounded and non-zero around the period of vehicle motion.
When stationarity occurs however, the error in the Down direction immediately
starts to drift off, gaining in magnitude as time passes. The error in the other
two states are not as prominent until the end, when the filter is shut down. The
error in velocity shows similar behavior as the two position states, they stay within
reasonable magnitudes, and then suddenly explode. The same pattern is visible
in the orientation errors. It is not clear what causes this sudden divergence, but
the Down position error is the only one continuously growing, unlike all the other
errors. A closer look at the orientation error during the period of vehicle motion is
shown in Figure 5.14. Here the oscillatory behavior is not visible, and the errors are
relatively small. They show a tendency to grow in magnitude over time, indicating
drift in the estimate.
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Figure 5.11. The estimate of the error in position in the Navigation Frame for the
Train dataset.

Figure 5.12. The estimate of the error in velocity in the Navigation Frame for the
Train dataset.
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Figure 5.13. The estimate of the error in the three Euler angles of the train relative
to the earth. The divergence in the estimates is clearly seen at the end of the plot.

Figure 5.14. The estimate of the error in the three Euler angles of the train relative
to the earth during the period of motion. The oscillatory behavior is not visible
during this time, but the error magnitude has already started to grow over time.

31





Chapter 6

Conclusions and summary

6.1 Conclusions

In short, the proposed INS does not work under the circumstances tested in this
thesis.

The main difference between the two datasets, [2] and the commercial train,
is the lack of elevation measurements in the commercial dataset, and the lack of
speed measurements in the data from [2]. By looking at the results obtained by
using the data from [2] it appears that direct speed measurements are not needed to
get bounded estimates of position, velocity and orientation. When examining the
commercial data it would appear as if the position state error estimate can diverge
if not all position states are measured.

The commercial data set produces acceptable state estimates when the train
is in motion, but the elevation error grows unbounded when the train is at stand-
still. The filter should be able to function during standstill, but for some reason
the elevation error grows regardless of zero speed input. The drift in orientation
is apparent however, and is apparently not sufficiently compensated for. Unfor-
tunately, since no orientation reference was available, the estimate could only be
inspected to determine the plausibility. One possible solution to this problem could
be detecting when the train is stationary and more actively use this information in
the estimations.

The orientation estimate is crucial to the correction of the IMU drift. It deter-
mines whether the gravity term is subtracted properly or not. Inaccuracies during
this step will lead to a bad estimate of the specific acceleration, and subsequently
a inferior velocity estimate causing the INS to believe that the vehicle is in fact in
motion.

One cause for these errors could be poor calibration. If the measurements are
not aligned with the modeled coordinate systems this induces errors in the orien-
tation estimate from the start, and if large enough the filter might not be able to
estimate it. The error propagation model is based on a linearization, which is a sim-
plification that cannot handle errors that are too large. Basic attempts to establish
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the alignment of the sensor was made as described in Chapter 5. This reduced the
level of drift, but not enough to make the INS able to compensate. The figures
in Chapter 5 are based on results using this calibration. These parameters can be
estimated, but the implementation of such algorithms was beyond the scope of this
thesis.

Another feasible explanation would be that the estimation errors due to the
error in orientation is compensated by adjusting the elevation error rather than the
orientation. Since the orientation error does not have any dynamics in the model,
but the elevation error does, the INS knows that the elevation is more likely to
change than the orientation. This essentially tells the filter that it is more probable
that the elevation has changed than it is that the orientation did, and updates
the elevation estimate. If the actual cause of these measurements in fact included
rotation of the vehicle, the estimate will have accumulated an error. This could
go on for every measurement in the data set. By not bounding this state, all the
errors could be ”piped” into the elevation error in this manner, and thus appear
compensated for.

A combination of these two aspects is probably the cause for the divergence of
the system. It is difficult, if not impossible, to ascertain which one of these is the
main contributor to the problem without eliminating them one at a time. Unfor-
tunately, nether the type of GNSS measurements received nor the IMU alignment
were available for configuration during the writing of this thesis.

If more precise sensors were to be used, the need for calibrations may not be
as large. The results using the [2] data set were obtained without any further
calibrations. It is of course possible that they made great efforts to align their IMU
with their vehicle. The calibrations presented in [3] are similar to the ones used in
this thesis, and would therefore appear sufficient when using high-accuracy sensors.

6.2 Summary and Future Work

This thesis presents the implementation of an aided INS sensor fusion algorithm
for a railway application. The implementation was done in Simulink and evaluated
using data acquired from a commercial train and [2].

The problem was to determine if an INS using GPS and inertial measurements
would be improved when adding direct speed measurements. The results are incon-
clusive. The implementation of the proposed filter performed notably worse than
the reference implementation, but since the reference data included position mea-
surements in all three axes and the data used for performance analysis did not, it
cannot be ascertained whether the speed measurement improved the estimate or
not.

The results suggest that the algorithm requires position measurements in all
three axes in order to bound the velocity estimation. If one degree of freedom in
position is left unbounded, the algorithm will lower the uncertainty of the estima-
tion by assuming change in this unbounded direction. This will, in practice, create
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”false compensation” for all noise in the measurements and cause the estimates to
diverge. Another source of problem is sensor calibration. If the IMU measurements
are not aligned to the modeled axes of the vehicle, the drift in orientation causes
errors to becomes too large too fast for the INS to be able to compensate. The
consequence of this is that the measured errors are not mapped to orientation cor-
rections. This means that the INS becomes unable to compensate for gravity in
IMU measurements, as is its main purpose.

For future work, it is suggested to measure position in all three dimensions,
preferably with high-grade sensors such as a differential GPS and assure that a
thorough calibration of the IMU alignment to the vehicle has been made. Finally,
further investigation into the noise characteristics of the sensors involved should
lead to increased accuracy in the estimations.
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Appendix A

Implementation

As mentioned in the report, the entire implementation was done in Simulink. For
easier handling, the system was divided into several subsystems, and the outline is
given below:

� INS subsystem

– Gyro subsystem

* Gyro to DCM correction subsystem

– Accelererometer subsystem

� Information filter subsystem

– Prediction subsystem

* Process model subsystem

* Process noise subsystem

– Doppler subsystem

– Tacho subsystem

– GNSS subsystem

The Information filter system and the INS system are contained within the main
system frame, which is responsible for feeding Doppler radar, tachometer and GNSS
data to the information filter, as well as visualizing the output (visualization blocks
were removed in Figures A.7 and A.8 for clarity).

A.1 INS odometry subsystem
The first half of the system is the INS subsystem, displayed in Figure A.1. In
this system, the accelerometer and gyro measurements are integrated, transformed
into the NED-frame and corrected using the estimated errors from the information
filter. This subsystem takes as input the error estimates from the IF (see below) and
outputs position (NED), velocity (NED) and orientation (DCM). These outputs are
in practice the outputs of the system as a whole.
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Figure A.1. The INS subsystem in Simulink.
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A.2. GYRO SUBSYSTEM

A.2 Gyro subsystem
The gyro subsystem encapsulates the integration and transformation of the gyro
measurements described by Equations 4.4 - 4.8. It also provides some visualization
tools for display and debugging purposes.

A.2.1 Gyro to DCM correction subsystem
This subsystem is contained within the Gyro system and contains the equations for
propagating the the gyro measurements: Equations 4.9 - 4.10.

A.3 Accelererometer subsystem
This subsystem rotates the accelerometer measurement to the NED-frame using the
DCM acquired from the Gyro subsystem. This is followed by the subtraction of the
gravity vector. When this is done, the data is corrected and fed back out to the
INS subsystem. This corresponds to Equations 4.2 and 4.3.

A.4 Information filter subsystem
This is where the actual error estimations are performed. Inputs to this system are
the measurements from the three external sensors (Doppler radar, Tachometer and
GNSS) as well as the current estimates from the INS (velocity, position and orien-
tation). This block is responsible for distributing the input data to the containing
subsystems as well as checking for new measurements, so the filter components only
run if they have new data to process. The check is implemented using the Detect
Change blocks, which trigger if the time stamp has changed since the last iteration.
The result of the check is sent to the Change-or-zero systems which outputs a zero
matrix and zero vector instead of the previous information vector and matrix. This
is simulink specific workaround and is not really part of the INS theory. This block
also implements Equations 3.18 and 3.19.

A.5 Prediction subsystem
This system carries out the prediction phase of the Information filter (Equations
3.16 and 3.17). It also encapsulates the Process model and Process noise subsystems.
This module is run each time there is a new measurement to process, regardless of
which external sensor.

A.6 Process model subsystem
This module is encapsulating the construction of the matrix A, as defined in Equa-
tion 4.11. It rotates raw accelerometer data to NED-frame and places these in the
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Figure A.2. The Gyro subsystem in Simulink.
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Figure A.3. The DCM correction subsystem in Simulink.
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Figure A.4. The Accelerometer subsystem in Simulink. g is the gravitational
constant, used here to convert the acceleration to m/s2.
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Figure A.5. The Information Filter subsystem in Simulink.
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Figure A.6. The Prediction subsystem in Simulink.
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A.7. PROCESS NOISE SUBSYSTEM

correct elements in the matrix. The implementation can be seen in Figure A.7.

A.7 Process noise subsystem
This module, shown in Figure A.8, encapsulates the construction of the matrix Q,
as shown in Equation 4.15. It assembles the current acceleration measurement into
the matrix, rotating and removing gravity exactly like the INS subsystem.

A.8 Doppler/Tacho/GNSS subsystems
These three modules implement the update step of the Information filter (Equa-
tions 3.14 and 3.15). They are very similar in construction, the only difference
being the values of the parameters and different measurement matrices for the dif-
ferent sensors. The speed measurements are first appended with two zeros acting
as nonholonomic constraints (discussed in Section 4.1).
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Figure A.7. The Process Model subsystem in Simulink.
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A.8. DOPPLER/TACHO/GNSS SUBSYSTEMS

Figure A.8. The Process Noise subsystem in Simulink.
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Figure A.9. The Doppler subsystem in Simulink. The Tacho subsystem is com-
pletely analogous, but with different noise parameters.
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A.8. DOPPLER/TACHO/GNSS SUBSYSTEMS

Figure A.10. The GNSS subsystem in Simulink.
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